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Abstract

The use of image-guidance in surgery and radiotherapy has significantly improved  patient outcome
in neurosurgery and radiotherapy treatments. This work developed volume definition and verification
techniques for image-guided applications,  using a number of algorithms ranging from image
processing to visualization.

Stereoscopic visualization, volumetric tumor model overlaid on an ultrasound  image, and
visualization of the treatment geometry were experimented with on a  neurosurgical workstation.
Visualization and volume definition tools were  developed for radiotherapy treatment planning
system.

The magnetic resonance inhomogeneity correction developed in this work, possibly  the first
published data-driven method with wide applicability, automatically mitigates the RF field
inhomogeneity artefact present in magnetic resonance images. Correcting the RF inhomogeneity
improves the accuracy of the generated volumetric models.

Various techniques to improve region growing are also presented. The simplex search method and
combinatory similarity terms were used to improve the similarity function with a low additional
computational cost and high yield in region correctness. Moreover, the effects of different priority
queue implementations were studied.

A fast algorithm for calculating high-quality digitally reconstructed radiographs has been
developed and shown to better meet typical radiotherapy needs than the two alternative algorithms.
A novel visualization method, beam's light view, is presented. It uses texture mapping for projecting
the fluence of a radiation field on an arbitrary surface. 

This work suggests several improved algorithms for image processing, segmentation, and
visualization used in image-guided treatment systems. The presented algorithms increase the
accuracy of image-guidance, which can further improve the applicability and efficiency of image-
guided treatments.

Keywords: medical technology, image processing, image processing, computer-assisted ra-
diotherapy, neurosurgery, medical electronics, image segmentation, image-guidance, radi-
otherapy, surgery, visualization
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List of abbreviations and acronyms 

3d Three-dimensional. 
BEV Beam’s Eye View is a commonly used technique in radiotherapy treatment 

planning to visualize patient geometry from the radiation source.  
CART Computer Aided Radiation Therapy project in Nordic countries during 1985-

1987.  
CCD Charge-Coupled Device is an imaging device commonly used in video and 

digital cameras. 
CT  Computed Tomography is a volumetric imaging technique that uses X-ray 

radiation.  
DICOM Digital Imaging and Communications in Medicine. The most commonly used 

network protocol for computerized devices to transfer medical image data 
from one device to another.  

DRR  Digitally Reconstructed Radiograph is an image reconstruction technique that 
calculates a simulated X-ray image through a CT volume image.  

DVH Dose Volume Histogram is a one-dimensional mapping of volume for 
radiation dose level. 

eV Electron volt. A unit of energy used for particles produced by radiotherapy 
accelerators. 

Gy Gray is the SI unit of absorbed radiation dose, one joule per kilogram of tissue.   
LCD Liquid Crystal Display. A planar display device.  
MEG Magnetoencephalography. Magnetic imaging of brain activity. 
MeV Mega electron Volt, 106 eV. A unit of energy used for particles produced by 

radiotherapy accelerators. 
MR Magnetic Resonance. 
MRI Magnetic Resonance Imaging. 
P1, P2, P3 Symbols that are used for similarity modes in the competitive region growing 

algorithm presented in this thesis. These modes are derived from progressive 
similarity mode. 

PACS Picture Archival and Communication System. 
PET Positron Emission Tomography. 



  

PTV Planning Target Volume. The PTV is often constructed from the clinical target 
volume by adding a margin around it.   

RF Radiofrequency. 
S1, S2, S3 Symbols that are used for similarity modes in the competitive region growing 

algorithm presented in this thesis. These modes are derived from static 
similarity mode. 

SPECT Single-Photon Emission Computed Tomography. 
STL Standard Template Library. A collection of data types and algorithms for C++ 

programming. 
T1, T2 Relaxation parameters in MR imaging.  
Voxel An elementary cell in three-dimensional images analogous to a 2d pixel. 
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1   Introduction 

1.1 Background 
Accurate modeling of the patient volumes with treatment geometry is an important and 
challenging task in neurosurgery and radiotherapy. The definition of the critical organs 
and the treatment target volumes needs to be precise, even though the images used to 
define the structures might contain noise or distortions. Feedback about the discrepancies 
between the model and reality can be acquired intra-operatively via ultrasound imaging, 
flow measurements and tissue samples. Surgical microscopes, endoscopes, and manual 
palpation can be used to complement intra-operative verification of the structure size and 
location. The outcome of the treatment often depends on the accuracy of the algorithms 
used for contouring, volume analysis, and simulation. The goal of this study is to improve 
the clinical accuracy of the definition and use of target and anatomy modeling for both 
radiotherapy and neurosurgery. 

Cancer is a cellular malignancy whose unique trait – loss of normal controls – results 
in unregulated growth, lack of differentiation and ability to invade local tissues and 
metastasize (The Merck Manual). Cancer can develop in tissues of any organ at any age. 
Most cancers are curable, if they are detected at an early stage, emphasizing the 
importance of early detection. Cancer therapies employ medical volume imaging 
techniques extensively. Accurate and reliable volume modeling can provide the therapist 
with the tools to increase radiation dosage while protecting the critical organs. Similarly, 
volume modeling assists the neurosurgeon in visualizing the target leading to its 
successful removal.  

Development of medical volume modeling tools requires a combination of knowledge 
from many scientific fields. Mathematicians and information technologists have provided 
the basic mathematical and numerical tools for volume modeling. Physicists have 
developed algorithms to simulate physical phenomena associated with volume modeling. 
The medical field, most notably radiology and radiotherapy, has established clinical 
criteria for the usability and performance of volume modeling tools. Balanced integration 
of these areas of expertise has required considerable care from medical engineering 
teams. 
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The complex challenges in the field of radiotherapy treatment planning and simulation 
are driving forces in the development and application of medical visualization and 
numerical methods. Interactive radiotherapy treatment planning software continues to 
extend the limits of available technology (Rhodes 1997). There are several examples of 
generic algorithms that were developed substantially in the context of radiation treatment 
planning. Novel optimization techniques, multi-resolution convolution models, the Monte 
Carlo method, and various visualization techniques are excellent examples of algorithms 
produced or refined for radiotherapy treatment planning. 

1.2 The scope of this thesis 
This thesis addresses the development of volume modeling algorithms for medical 
imaging workstations. The main goal of this research has been to increase the accuracy of 
clinical volume definition and treatment verification. The algorithms and methods were 
developed for neurosurgery and radiotherapy in particular; however, many of the results 
are generally applicable. Automatic or semi-automatic definition of target volume is not 
within the scope of this thesis; however, much work is concentrated on automatic and 
semi-automatic definition of other clinically relevant volumes.  

Computed tomography (CT) and magnetic resonance (MR) images form the bulk of 
image data for volume modeling presented in this thesis. This work concentrates on the 
preprocessing of MR images for more accurate and simple volume extraction, automatic 
segmentation algorithms for the definition of clinically relevant anatomical volumes, the 
visualization of volumes with treatment equipment geometry, and image-based 
verification of treatment. 

This work attempts to develop and integrate preprocessing, segmentation, and 
treatment verification methods in two image-guided systems: neurosurgical intra-
operative navigation workstation, the Oulu Neuronavigator System, and radiotherapy 
treatment planning system, CadPlan Plus. The Oulu Neuronavigator System is a research-
oriented neurosurgical workstation for computer-assisted image-guided navigation using a 
purpose-built mechanical arm for coordinate measurements. The CadPlan Plus (Varian 
Medical Systems Inc., Palo Alto, U.S.A.) is a commercial radiotherapy treatment 
planning system with over 350 installations worldwide. The work in this thesis was 
contributed to the development of SomaVision, a volume definition, geometric planning, 
and review workstation for physicians, forming an important part of the CadPlan Plus 
system. 

1.3 Organization of this thesis 
Chapter 1 summarizes the original publications submitted by the author during the 
research phase of this thesis. Chapter 2 characterizes the image-guided treatment systems 
and several application areas of image guidance. The structure of the volume definition 
subsystem of an image-guided treatment system is analyzed in chapter 3. The Oulu 
Neuronavigator System (Papers I and II) is discussed in chapter 4. Chapter 5 describes 
two algorithms (Papers III, IV, and V) for volume modeling. Competitive region growing 
(Paper VI) is developed further in chapter 6. Chapter 7 shows the applications of the 
developed visualization methods (Papers VII, VIII, and XI) in radiotherapy treatment 
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planning. Chapter 8 discusses – not only the algorithms developed in this thesis – but also 
other aspects of image-guided treatment systems. Chapter 9 summarizes this thesis. 

1.4 Summary of the publications 
This thesis collects together nine original publications on medical imaging, each strongly 
associated with volume modeling and the use of volumes in clinical planning and 
treatment verification. Papers I and II describe the neurosurgical intra-operative 
navigation system developed at the University of Oulu, Neurosurgical Research Unit. 
Papers I and II demonstrate the feasibility of the ultrasound-guided neuronavigator system 
as a surgical tool. Alignment of the microscope, the laser, and the ultrasound probe with 
respect to pre-operative images is shown to be a valuable concept. Display of delineated 
CT or MR volume on real-time ultrasound images was one of the main novel 
achievements. 

Papers III and IV provide a corrective solution to the intensity inhomogeneity of 
magnetic resonance images. The inhomogeneity of the magnetic images is the greatest 
single image-degrading characteristic to invalidate simple volume extraction methods 
such as region growing or simple thresholding. 

Papers V and VI describe algorithms for segmentation of medical images. The 
segmentation algorithm described in Paper V is designed for the requirements of surface 
rendering of brain sulci. Paper VI describes an application of the seeded region growing 
algorithm for extraction of reference structures from CT and MR images. It describes a 
dissimilarity function suitable for medical images and compares the results of traditional 
and seeded region growing in noisy images. The author had developed the seeded region 
growing independently of Adams and Bischof, and was first to publish the use of an 
advanced similarity measure with seeded region growing (Adams & Bischof 1994). 

Papers VII and VIII specify and compare algorithms for calculating digitally 
reconstructed radiographs. Interactive calculation of digitally reconstructed high-quality 
radiographs has required the use of specialized graphics processors. A novel splatting-
based algorithm was developed and found superior in computation speed when compared 
to the traditional ray casting methods. This new algorithm allows calculation of 
interactive digitally reconstructed radiographs on normal workstations or PCs. The anti-
aliased splatting with post-processing is compared to other approaches and is 
demonstrated to have an excellent balance in rendering speed and quality. 

Paper XI introduces a novel visualization technique, which exactly projects an 
arbitrary radiation field fluence on the surface of a tumor, a critical organ, or a body 
volume. The method uses OpenGL texture mapping to achieve interactive rendering 
speed. This new visualization method provides additional verification for the radiotherapy 
patient setup. 

 



 

2   Image-guided treatment systems 

Development of computer-assisted diagnostic image modalities including CT, MR, 
Single-Photon Emission Computed Tomography (SPECT), Positron Emission 
Tomography (PET), and also Magnetoencephalography (MEG), greatly improved the 
diagnostic abilities of neurosurgeons and oncologists. Image-guided treatment systems 
(Viergever 1998) are built to benefit directly from the more accurate diagnosis made 
possible with computer assisted diagnostic imaging. These systems are able to directly 
transfer precise volumetric diagnosis into geometric feedback valuable to planning and 
treatment.  

This chapter discusses systems and methods that have made image-guided treatments 
clinically possible. A brief introduction to imaging systems and image-guided treatments 
is followed by some image-guided planning techniques and their corresponding methods 
of treatment verification. 

2.1 Introduction 
Traditionally, surgeons and radiation therapists have relied on simple geometric models 
of the treatment. Image-guided treatment systems employ computers to convert axially 
acquired diagnostic tumor models into therapeutic coordinate space. Geometric models of 
diagnostic quality are used in radiotherapy treatment planning, analysis and treatment 
verification, pre-operatively for surgical planning, and intra-operatively in surgery. 
Computer-assisted image-based planning for surgery and radiotherapy is more accurate 
than what is manually feasible. (Kikinis et al. 1996a) Furthermore, justification for image-
guided surgery can also be found in areas other than radiotherapy and neurosurgery. For 
example, acetabular implant placement shows promise in becoming an important image-
guided application (Simon et al. 1997c). 

The process of delivering external radiotherapy consists of two separate stages. It is 
necessary to be able to accurately deliver a known quantity of radiation into a well-
defined region of space. Correct delivery requires accurate control and placement of the 
linear accelerator and the beam modifiers used in the treatment. The exact treatment 
geometry is modeled by the treatment planning system. Precise localization of the 
radiation beam is important not only to guarantee the appropriate patient volume is 
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treated, but also to ensure the correct amount of radiation is delivered, since patient’s 
anatomy affects the dose absorption to the critical organs and the target volume. Second, 
localization of the patient into the delivery coordinate system is needed. (Campbell et al. 
1997) 

One of the principal requirements of an image-guided treatment system is the 
minimization of the total positional error. The total positional error includes the following 
error sources:  

1. the diagnostic errors,  
2. the imaging errors,  
3. the volume model generation errors, 
4. the volume model interpretation errors,  
5. the errors introduced by fixturing,  
6. the errors in intra-operative data,  
7. the registration errors, and  
8. the inaccuracies in surgical and radiotherapy tools and actions.  

All the error sources need to be considered and minimized for the most efficient image 
guidance. Mostly, the errors from these sources vary for different localization and 
registration methods and for different diseases. With some exceptions, the diagnostic and 
registration errors are usually the most important error sources. We believe that the most 
important mitigation to registration errors can be found in more extensive intra-operative 
imaging. The diagnostic errors can possibly be reduced for some diseases by using semi-
automated tools for target definition (Mitchell et al. 1996, Ladak et al. 2001). Also, 
surgical tissue samples can be examined to partly validate the target model. 

 Typically, physicists and other medical research scientists with limited experience in 
software engineering have written image guidance software for clinical use. This is 
changing due to increasing requirements for image-guided products and the maturation of 
image-guidance methods. Today, various multi-national companies, including BrainLAB, 
Elekta, Siemens, and Varian Medical Systems, provide full-fledged image-guided 
treatment planning and verification products. 

2.2 Imaging methods 
Modern volumetric imaging for treatment planning depends primarily on two imaging 

techniques, namely CT and MR. Each modality has complementary rather than competing 
imaging features. (Chen & Pelizzari 1995) CT clearly shows anatomy, while MR can 
provide information about the functional or metabolic characteristics of the tissue. CT 
gives information about the electron density, whereas MR images can relate to the proton 
density or the freedom of hydrogen-containing molecules. (Webb 1988)  

CT imaging is the traditional standard volumetric imaging tool. It is based on X-ray 
imaging and uses a computational technique to create a volumetric image of the patient. 
Three clinically unfavorable properties of the CT imaging systems are high radiation dose 
required to acquire high-resolution low-noise images, partial-volume artefacts, and high-
density artefacts. The partial-volume artefacts are caused by anatomical structures 
intersecting the thin CT slice at an oblique angle. The partial-volume artefact appears 
when a voxel (Udupa 1982) may contain soft tissue in one end and bone in the other. An 
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intermediate density value resulting from a mixture of two real density values may differ 
from real density values inside the patient. However, the partial-volume effect can be 
slightly mitigated by imaging very thin slices. (Webb 1988, Amartur et al. 1991) Star-
shaped high-density streaking artefacts manifest around metal hip replacements and tooth 
fillings, obstructing normal tissue in the image.  

MR imaging (Mahmood & Koutcher 1995) is a more recent solution to volumetric 
imaging of anatomy. MR imaging is still in a rapid stage of development. It has gained 
significant acceptance due to its remarkable ability to image soft-tissue pathology such as 
the nervous system. MR provides several beneficial imaging techniques. MR can be used 
to measure blood flow (Li et al. 1995), which is most useful for imaging aneurysms or 
other vascular diseases. This method is called magnetic resonance angiography, MRA, 
and is widely used in image-guided treatments of brain. Various forms of MR, such as 
functional MR imaging, gridded-flow MR, temperature change imaging, and wave 
propagation, have been used in image-guided planning or verification. 

Even though MR provides excellent contrast of the pathology and meets many imaging 
requirements incompatible with CT, it has its own disadvantages. MR images are prone to 
numerous image artefacts, including partial-volume effects, which limit its use in image-
guided planning or treatment verification. Radiofrequency inhomogeneity affects the 
intensity of the MR image spatially, thus it is possible for a single tissue to have different 
intensity values depending on its location in the patient. Susceptibility-induced magnetic 
field inhomogeneity warps the imaging space and causes geometric distortions usually 
less than 2 mm (Verbeeck et al. 1992, Sumanaweera et al. 1993); however, distortions in 
the range of 3-4 mm (Moerland et al. 1995) or 3-5 mm (Change & Fitzpatric 1992) have 
been observed. The geometric error must be corrected in order to satisfy the accuracy 
requirements of stereotactic surgery (Verbeeck et al. 1992) and radiotherapy treatment 
planning (Moerland et al. 1995). The errors can be compensated by matching a 
volumetric CT image with the MR image by using features that are close to the region of 
interest, typically in the center of the field of view. This eliminates the propagation of the 
geometric distortion in the edge of the field of view and at tissue air interfaces to the 
volumetric models used for treatment planning and verification. Dean and coworkers use 
a redundant fiducial technique to reduce the effect of geometric distortion in MR image 
guided neurosurgery (Dean et al. 1998). Also, the inhomogeneity of the main magnetic 
field may cause curvature of the imaging plane. While improving the accuracy of MR 
reconstruction, the zero padding interpolation introduces a ringing artefact near strong 
boundaries. Artefacts are observed when the patient moves slightly during image 
acquisition. Movement of fluids within the patient raises the noise level in MR images. 
The MR signal-to-noise-ratio is worse than in high-quality CT images. Metallic implants 
can distort the radiofrequency and magnetic fields leading to severe artefacts possibly 
preventing the use of MR imaging altogether. The difference in composition of bone and 
soft-tissue causes a relative translation of 1 mm known as chemical shift (van Herk et al. 
1998). Despite its shortcomings, the superb imaging characteristics and absence of 
reported short-term or long-term maleficent effects (Webb 1988) have secured the 
position of MR imaging in the clinical field. 

X-ray radiograph imaging uses kilo-voltage photon radiation to image a shadow graph 
of the densities between the radiation source and the image detector. X-ray images have 
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excellent resolution, but are limited by the projection of density information, which means 
that dense structures, such as bones, obscure less dense structures, such as soft tissues. 
For example, the ribs obscure much of the detail in the lungs and heart. Also, X-ray 
radiation is ionizing and thus a (small) health hazard to the patient. X-ray is an old 
technology and due to its cost and availability is an excellent verification tool in image-
guided treatment systems.  

Ultrasound imaging can also be used as a verification tool in image-guided treatments. 
Ultrasound images are often too noisy for an accurate volumetric diagnosis; however, 
they serve well in identifying possible motion of the tumor during treatment and provide 
an additional geometric verification method. Even though ultrasound is typically a 2d 
imaging method, when the transducer is swept over an area it can generate a complete 3d 
view of the treatment volume. Also, 3d ultrasound sensors are starting to appear and 
improve image quality significantly. 

The most severe problem with ultrasound is its limited applicability for tissues with 
varying density. Acoustic reflections from tissue interfaces can severely degrade the 
image quality. The resulting image may have stripe artefacts and geometric distortion. 
Ultrasound works best in areas of nearly homogeneous tissue. Similarly to MR, 
ultrasound can detect flow in tissue. Doppler ultrasound imaging techniques label 
different flow directions with different colors, and can simplify identification of the main 
blood vessels during surgery. Moreover, normal ultrasound imaging can be used to 
recognize the main vessels; fluid movement generates a certain type of image noise, 
which is visible in a dynamic ultrasound image. 

External radiotherapy kills cancer cells by directing beams of radiation through the 
patient’s body. The high-energy radiation used in radiotherapy (although MeV radiation 
has poor imaging characteristics due to extensive scatter) can be used to acquire images 
during the actual treatment. Thus, an external radiotherapy treatment unit can be used as a 
rudimentary imaging device for treatment verification. The 6 to 50 MeV photon radiation 
beam exiting the patient is captured on film or with a specially constructed device based 
on fluorescent screen and CCD-imaging, a matrix ionization chamber (van Herk et al. 
1988), or amorphous silicon. Because of the extensive scatter of high-energy radiation, 
the resulting portal images have less contrast than traditional X-ray images. Portal images 
are used only for verification and modification of the patient setup to match the planning 
geometry (Yan et al. 1997). 

Several other imaging modalities have been employed in radiotherapy and 
neurosurgery. SPECT and PET, despite their poor resolution, can be used to detect 
functional defects such as accelerated metabolism that are independent of anatomical data 
visible in CT and MR images (Webb 1993). Chen & Pelizzari expect the role of SPECT 
and PET in radiotherapy to increase in the future (Chen & Pelizzari 1995). For example, 
it can detect unexpected distant metastasis in stage III non-small-cell lung cancer  
(MacManus et al. 2001). SPECT and PET can be used to measure in-vivo the dose 
distribution in radioimmunotherapy (Laitinen et al. 1997a, Scarfone et al. 1999). 
Megavoltage computed tomography has been investigated for 3d imaging with a 
radiotherapy beam (Webb 1993). Near-infrared imaging is an inexpensive solution for 
seeing vascular structure under skin or transilluminating soft tissue (Webb 1988). 
Impedance imaging allows measuring spatial variations of passive electrical properties of 
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biological tissue (Webb 1988). Cone-beam computed tomography (CBCT) has 
demonstrated spatial resolution and soft-tissue visibility comparable to CT and can be 
applied in image-guided therapies. (Siewerdsen  & Jaffray 2001) 

2.3 Imaging systems 
Several imaging methods have been shown to provide useful diagnostic information about 
the patient. Many imaging systems developed primarily for diagnostic needs have been 
adapted for image-guided treatment planning and verification. Usually, these imaging 
systems provide the three-dimensional (3d) image data used for constructing 3d geometric 
models used in image-guided surgery and radiotherapy.  

Imaging systems can be classified into volumetric and planar. Volumetric imaging 
systems are usually large machines located in a specialized imaging room, whereas the 
planar imaging devices are much lighter and readily packaged as accessories of other 
equipment. Volumetric imaging systems are useful in image-guided treatment planning. 
Volumetric image acquisition times for MR or CT are much longer than acquisition times 
for US, X-ray, planar MR and planar CT. The larger size of the volumetric image 
acquisition systems can also be a problem in the treatment room. Thus, faster planar 
imaging systems are typically used in monitoring the progress of the treatment and as a 
treatment verification tool.  

X-rays are useful for producing reference images for verification of external 
radiotherapy. Often a simulator is used to create a reference X-ray image. A simulator is a 
device that geometrically resembles an external radiotherapy treatment unit. However, the 
linear accelerator is replaced with an X-ray tube and the portal imaging device is replaced 
with an X-ray compatible image receptor. A simulator allows imaging directly in the 
treatment field coordinate system and is capable of producing an accurate reference X-ray 
image that can be compared with portal images taken during external radiotherapy 
treatment sessions. The reference radiograph is compared to a digitally reconstructed 
radiograph for evaluating the planning geometry against the patient setup. Additionally, 
the simulator radiograph may be compared to the portal images to verify the actual 
treatment setup. A recent comparison study between the X-ray film and the cathode-ray 
tube indicates that it is not always necessary to print the digital data to traditional film 
media before evaluation (Cook 1998). This shift in clinical practice increases the 
importance of the new digital X-ray technique over film. The newer digital radiograph 
systems can obtain digital X-ray images directly from the imaging device. The digital 
images are ready for processing, subtraction angiograms, and can be stored in a picture 
archiving and communications system (PACS) (Stewart et al. 1993). X-ray imaging is 
typically used in image-guidance as a verification tool for ensuring the right treatment 
geometry. It is also very useful for time-constrained planning, especially in 
brachytherapy, in which the patient may require the insertion of many catheters making it 
difficult to move to a nearby tomographic imaging device. X-ray imaging devices can be 
brought to patient that cannot be moved. The geometry of the catheters can be 
reconstructed from two or more X-ray images taken from different angles. The geometric 
data serves as a basis for catheter dwell time optimization, volumetric dose calculation, 
and risk evaluation.  
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2.4 Virtual surgery planning and simulation 
Image-guided surgery planning is a process in which the surgeon designs the approach for 
the surgical procedure using a patient model. Several separate issues must be considered 
in surgery planning. The location of the target volume relative to the patient body surface, 
bony structure, nerves, main vessels or other structures, which directly affect the surgery 
must be analyzed during planning. Anatomic structures, such as lymph nodes or falx 
cerebri, have to be considered when designing the approach to the treatment area. 
Likewise, the goal of the surgery, be it palliative, curative or diagnostic, affects the 
planning greatly. Cytological data, if available, has to be used in planning. Clearly, many 
of these aspects affecting planning are still out of computer control. However, there are 
many possibilities for computer-aided surgery planning to help the surgeon to obtain a 
thorough understanding of the geometry. Consequently, the main requirement of surgery 
planning systems is the ability to obtain and display treatment volume geometry and its 
surrounding area adequately. 

Many surgery-planning systems have been described in the literature (Watanabe 1993, 
Schlöndorff et al. 1993, Gruber 1990, Drake et al. 1993, Nakajima et al. 1997, Schaller et 
al. 1997b, Maciunas et al. 1993). A primitive surgery planning system consists of a subset 
of the functionality of an image-guided treatment workstation. The 3d modeling features 
of an image-guided treatment workstation are useful also in treatment planning. The 3d 
modeling tools – volume definition and interactive visualization – are used to evaluate 
surgical risks, to choose the best method for intervention, and to select the best surgical 
approach (Nakajima et al. 1997). With image-guided surgical planning it is possible to 
remove an obstructing structure from view in order to visualize hidden subregions. Image-
guided planning also enables the surgeon to simulate several arbitrary incision point on 
the patient surface to find the best surgical pathway before the patient is even on the 
operating table. (Udupa 1982) 

More advanced surgery planning systems include knowledge of the treatment modality. 
Boundaries of the treatment volume are projected into a virtual microscope (Kadi et al. 
1992). Image-guided laser treatment can be rehearsed (Louhisalmi et al. 1990). Kikinis 
and coworkers have designed a dedicated system for three-dimensional neurosurgical 
planning. The interactive three-dimensional pre-operative simulation provides otherwise 
inaccessible information for the surgical removal of brain lesions (Kikinis et al. 1996a). 
Some surgical cases, such as total hip replacement, have received additional focus in the 
research of surgical planning. Accurate planning with specially designed volume analysis 
algorithms can reduce the pressure strain on bones and give an improved long-term 
response over what can be achieved with the traditional surgical methods (Jaramaz & 
DiGioia 1993, Kallivokas et al. 1996).  

Surgery planning systems often include both manual and automatic tools for volume 
definition (Drake et al. 1991, Kikinis et al. 1996a, Nakajima et al. 1997). The automatic 
contouring routines fail when there is inadequate signal intensity difference between 
adjacent structures. In that case, the computer-generated contours have to be manually 
edited. (Drake et al. 1991) Physical 3d models built from the semi-automatically 
generated volumetric models can help the surgeons to better understand the anatomical 
geometry. These models have proven to be particularly useful for bone structures in 
planning of reconstructive surgery (Kruber 1990), radiotherapy, craniofacial and 
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maxillofacial surgery, neurosurgery (Berry et al. 1997), and milling bone implants in 
reconstructive surgery. Another important tool for neurosurgery planning is addition of 
the functional brain atlas to the image data (Kikinis et al. 1996b).  

One important problem in image-guided neurosurgery is the displacement of tissue 
during the operation. The brain shift in opening the skull (for 48 cases) was 4.6 mm, for a 
deep-seated tumor 5.1 mm, and at completion of the surgery 6.7 mm (Dorward et al. 
1998). An intra-operative displacement of 16 mm for brain tissue movement has been 
reported (Reinges et al. 1997), and as high as 20 mm at the surface (Dickhaus et al. 
1997). Paulsen and coworkers can reduce the brain shift error by 85 % by using 
displacement prediction. Deformable soft-tissue modeling can significantly reduce the 
positional error in image-guided neurosurgery. (Paulsen et al. 1998) Navigation systems 
with intra-operative real-time data acquisition with pre-operative image adjustment can 
overcome this problem (Reinges et al. 1997).  Deformable volumetric models can be used 
to mitigate the effect of intra-operative shift in tissue. A deformable model reduces the 
localization error in subsurface operative areas (Miga et al. 1997). Purpose-built 
algorithms with precalculations for tissue stiffness computations can solve the speed 
performance problems of this approach (Cotin et al. 1999).  

2.5 Intra-operative frameless navigation systems 
This section describes frameless intra-operative navigation systems, their requirements 
and implementation, and discusses their impact on volume modeling. There are three 
basic requirements for an intra-operative navigation system. First, the system must have a 
frameless coordinate measurement system with automated feedback of the operating point 
in the surgical area. Second, the lesion has to be modeled volumetrically and localized 
relative to the frameless coordinate system. Third, the operation of a navigation system 
must not present a hazard to the patient or surgeon. 

The main differences in navigation systems originate in the position sensing and 
tracking device. Ultrasonic, optical, electrical and arm-based coordinate measurement 
systems each have specific advantages and disadvantages, and thus their area of 
application and the requirements imposed on the rest of the system are, to some extent, 
different. A comparison between an optical and an ultrasonic digitizer indicated that the 
optical system was clinically more robust and required less changes to the operating room 
(Bucholz & Smith 1993). Today, magnetic digitizers are considered unsuitable for 
clinical use because of their large errors (Simon 1997a, Adams et al. 1996). The majority 
of modern systems use optical or arm-based coordinate measurement devices. Many 
publications on surgical localization agree that optical localization is usually more 
appropriate for surgical needs. Some groups have moved away from an arm-based 
solution to the optical navigation altogether (Adams et al. 1996, Simon 1997a, Li et al. 
1997, Peters et al. 1996a). Though an optical system has more interference sources than a 
mechanical arm, it adds less inertia and weight to the surgical instruments. However, the 
surgical microscope is large and can block visibility of the surgical area (Adams et al. 
1996). According to Schaller and coworkers, an optical system causes the surgeon to 
exert unusual efforts and movements in order to maintain line of sight (Schaller et al. 
1997a). A successful commercial arm-based solution, Viewing Wand (ISG Technologies, 
Mississuaga, Ontario, U.S.A.), exemplifies the viability of the arm-based approach. Both 
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the optical and arm-based solutions seem clinically feasible. It is likely that development 
and integration of other operating room equipment, especially the surgical microscope 
(Adams et al. 1996), and imaging systems, such as intra-operative MR (Nakajima et al. 
1997, Tronnier et al. 1997) and ultrasound (Koivukangas et al. 1992, Galloway et al. 
1993) will determine the main modality in intra-operative localization. Table 1 lists the 
differences in error, interference sources and clinical use for the previously mentioned 
localization methods. 

Table 1. Comparison of several intra-operative frameless navigation systems. 

Method Error  Interference sources Other clinical issues 
Mechanical 
(Zamorano et al. 
1993, Drake et al. 
1993, Galloway et al. 
1993) 
 

0.1 mm Physical occlusion Physical occlusion and inertia can 
be a problem. Mechanical arm 
could be used also as a support 
system. 

Optical  
(Bucholz & Smith 
1993, Heilbrun et al. 
1993, Simon 1997a, 
Clarysse et al. 1991) 

0.1 mm Heat affects the 
measurements. 
Occlusion by the 
surgeon is the main 
drawback of optical 
systems. 
 

Active optical systems require 
wires from the instrument to host 
computer.  

Magnetic  
(Manwaring 1993, 
Simon 1997a) 
 

5 mm Ferrous objects and 
magnetic fields can 
affect measurement. 

Requires wires from the 
instrument to the host computer. 

Ultrasonic 
(Roberts et al. 1993, 
Barnett et al. 1993, 
Bucholz & Smith 
1993) 

1 mm Temperature, airflow 
and humidity changes 
cause errors. 
Occlusion causes 
interference. 

Requires wires from the 
instrument to the host computer. 

  
Nolte and coworkers list usability requirements for a position sensing and tracking 

device: 

1. Established surgical procedures should be principally preserved.  
2. The existing surgical tool set should remain the same.  
3. The system's accuracy should be at least one order of magnitude better than the 

desired overall accuracy.  
4. The positioning system should be fast enough to allow real-time instrument 

control and visualization in the medical image.  
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Development of new surgical tools and procedures solely to support a navigation device 
should be avoided. The accuracy and speed of the navigation system offers the possibility 
for interactive navigation during the operation (Nolte et al. 1994) 

Watanabe and coworkers were among the first to introduce a passive coordinate 
measurement arm in the neurosurgical operating room. They used a frameless computer-
based stereotactic device named neuronavigator, which provides the surgeon with real-
time information of the location of the operating site. The potentiometer-based design 
allowed tracking a point in CT or MR image space. (Watanabe et al. 1987) Watanabe 
states that proper orientation is one of the most important factors in neurological surgery; 
without it, the surgeon will waste time and cause unnecessary harm to the brain. 
(Watanabe 1993) 

Watanabe’s neuronavigator consists of a personal computer, a multi-joint sensing arm, 
and a CT or MR image scanner. The computer measures the three-dimensional 
coordinates of the arm tip and translates the coordinates automatically into image space, 
displaying the arm tip as a cursor on the images shown on screen. The basic function of 
the neuronavigator is to obtain the location of the arm tip in surgical work and translate it 
to the image coordinates. The patient's head is initially related to the image coordinates by 
measuring a set of fiducial points. Pre-operative CT/MR is taken with small metal/oil 
balls taped on the patient's nasion and bilateral tragi. Following the introduction of 
general anesthesia a head holder device immobilizes the patient’s head similarly to 
conventional craniotomy, after which the navigator arm is attached to the head holder. 
After touching the fiducial points with the navigator tip, the navigator tip location is 
automatically converted into the image space, and it is overlaid on the images on the 
computer screen. The system thus provides information on the location of the arm tip in 
CT and MR coordinates, which guide the surgeon during the operation. When surgery 
starts, the tip segment of the arm is replaced with a sterilized piece and the arm is covered 
with a sterilized polyethylene dressing. The arm system is introduced into the surgical 
field only when required by the neurosurgeon. (Watanabe 1993)  

Use of anatomical landmarks instead of markers can produce relatively large errors due 
to the difficulty of manually identifying the anatomical landmarks from pre-operative 
images and then identifying the precisely corresponding landmarks on the patient during 
treatment (Simon 1997b). Peters and coworkers find that for image-to-image matching, a 
large amount of the total error is due to the reapplication of an external marker on an 
anatomical landmark. The repositioning error is smaller perpendicular to the skin surface. 
(Peters et al. 2000) The largest error source in image-guided navigation is the fiducial-
based-arm-space to image-space registration (Galloway et al. 1992). 

The primary difference between image-guided navigation and conventional image-
guided stereotaxy is the direction of the coordinate conversions. In the conventional 
stereotactic system, the image coordinates of a lesion are measured and translated into the 
patient coordinate system. The surgeon sets the frame parameters corresponding to the 
patient coordinates. The neuronavigator is first calibrated to the patient with external 
fiducial markers, after which the computer automatically indicates the location in the 
corresponding image. Briefly, the spatial information in the stereotactic system is 
translated from the image coordinates into the patient coordinate system whereas the 
navigator translates from the patient coordinates into the image coordinates. The 
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conventional frame-based stereotaxy works appropriately when the target is one particular 
point inside the cranium as in needle biopsy. When the surgeon wants to control the 
direction of approach or location for open cranium surgery, the frameless technique with a 
neuronavigator is a more suitable solution. When compared to a stereotactic frame, the 
neuronavigator provides a simpler and more natural process in approaching to the 
intracranial target. (Watanabe 1993) 

Kato and coworkers presented one of the first armless 3d coordinate digitizer for 
interactive image-guided neurosurgery. Their digitizer is based on magnetic field 
modulation technology, and they reported a localization error of 4 mm. Surgical 
experience found their system useful in confirming the position of blood vessels, in 
detecting small deep-seated lesions, and in determining the plane of incision of lesions 
with unclear margins. They suggested the use of many techniques, which were later 
adopted in image-guided neurosurgery: intra-operative CT, finite element method for 
brain distortion evaluation, and functional-anatomical database. (Kato et al. 1991) 

Friets and colleagues presented a frameless stereotactic operating microscope for 
neurosurgery. This study, one of the first works in advanced image-guidance, uses 
ultrasound-based coordinate measurement to detect the position of the microscope. 
Tumor contours, displayed from a miniature cathode-ray-tube via a beam splitter, are 
superimposed directly on the clinical anatomy. (Friets et al. 1989) 

The most advanced image-guided surgery system allows inclusion of virtual reality 
visualization in the traditional surgical scene. Both the computer generated models and 
the video footage from the opening of the skull are blended into one view. This allows a 
direct and natural comparison of the two. (Grimson et al. 1996)  

2.6 External radiotherapy treatment planning 
The goal of radiotherapy is to deliver a curative or palliative dose of radiation to the 
target while avoiding the surrounding healthy tissue. The distribution of radiation dose 
within the patient is simulated using a radiotherapy treatment planning system. The 
planning system calculates the dose distribution according to the defined treatment 
geometry and patient model, using electron density data derived from CT images. 

Radiotherapy treatments are divided in two main classes: external radiotherapy and 
brachytherapy. External radiotherapy is delivered through the patient: part of the radiation 
dose is absorbed in the patient as the beam passes through. The general aim of external 
radiotherapy is to administer an absorbed dose as uniformly as possible to the chosen 
target volume. While killing the cancer cells in the target volume, the absorbed dose 
outside the target volume, especially inside organs at risk, should be kept at minimum.  

Several radiation modalities are used in external radiotherapy. Orthovoltage (up to 350 
keV) to high-energy (up to 50 MeV) photons, gamma radiation beams from radioactive 
isotopes (especially Co-60) and high-energy electron beams (from a few MeV up to 50 
MeV). Also other particle beams have been used in experimental treatment facilities. 
(Hyödynmaa 1992, Webb 1997)  

Three-dimensional planning for photon beams requires modeling the patient shape and 
relative beam orientations and shaping with the computer system and then simulating the 
dose distributions for the modeled geometry. Treatment planning refers to the quantitative 
parts of the process by which the patient’s treatment is determined. This process includes 
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anatomical imaging, specification of the intent and requirements of the physician, 
modification of the beam arrangement to optimize dose distribution, verification of the 
treatment geometry, and accurate daily reproducibility. (Fraas & McSchan 1995) 

A radiotherapy treatment planning system is a complex information system. It has 
many interface requirements and challenging internal requirements, both of which have 
strict performance specification for computational accuracy, processing time, and memory 
consumption. Architecture of a radiotherapy treatment planning system consists of the 
following subsystems: image transfer and setup, volume definition, radiation field setup, 
dose calculation, dose volume analysis, and plan report generator. Modern image transfer 
systems allow image construction by using DICOM (Digital Imaging and 
Communications in Medicine) network protocol. Volume definition systems offer tools 
for both interactive and semi-automatic delineation of target volumes and organs at risk. 
The treatment geometry and other parameters affecting the treatment are planned in the 
radiation field setup system. Dose calculation and analysis systems are used for 
confirmation of the planning leading typically to small changes in the treatment geometry 
in order to get more homogeneous dose to target or less dose to organs at risk. The report 
generator is used to print out the parameters of the treatment plan, treatment verification, 
and patient data archive. 

A recent trend in academic research institutions is the abandonment of treatment 
planning systems designed in-house in favor of commercially developed systems. The 
trend can be attributed to the increase in complexity of modern treatment planning 
systems required to support advances in delivery techniques. However, many currently 
sold commercial systems started their development as in-house developed software. 

Approximately half of the research work presented in this thesis involves improving 
the volume definition and visualization tools in CadPlan. The CadPlan Plus treatment 
planning system (Varian Medical Systems Finland Oy, Espoo, Finland) is a well-
established radiotherapy treatment planning system in the oncology market. CadPlan Plus 
has had a long product life span. Its development was started as a part of a Nordic 
research project, Computer-Aided Radiation Therapy (CART) (Hyödynmaa 1992) in the 
years 1985-1987 at VTT, Tampere, Finland. 

2.7 Brachytherapy treatment planning 
Brachytherapy is a technique in which a radioactive isotope is brought in close range or 
inside a target volume. Often, sources are located inside body cavities, but brachytherapy 
can also be applied by penetrating the patient tissue with radioactive needles. The primary 
benefit of brachytherapy is that the dose is locally absorbed minimizing the dose to 
surrounding tissue. One of its disadvantages is that brachytherapy introduces very high 
dose inhomogeneities inside the target. An important advantage provided by external 
radiotherapy, fractioning, the dose delivery over time, is difficult in brachytherapy. 
Inserting the radioactive sources multiple times into the patient is time consuming and 
may cause injury to the patient. The seeds are often applied with needles through skin and 
the radiated tissue heals slowly. Brachytherapy has a wide set of treatment modalities; a 
multitude of isotopes is used, often divided into three categories: low dose rate, middle 
dose rate, and high dose rate.  
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Brachytherapy sets different demands on a treatment planning system than external 
radiotherapy. Image-guided brachytherapy is normally planned under a strict time 
constraint. Often the plan is made while the patient is waiting for the treatment with 
uncomfortable catheters inside. Traditionally, the actual target volume is left undefined, 
and the physician uses a standard dose pattern for the plan. Today, the procedure is 
greatly improved; modern brachytherapy planning systems incorporate fast 3d modeling 
tools. They allow CT image-based definition of a 3d target volume and are able to 
perform dose optimization.  

CadPlan BT (Varian Medical Systems Finland Oy) is a brachytherapy treatment 
planning system for the high dose rate 192Iridium afterloader VariSource (Varian Medical 
Systems Inc., Palo Alto, U.S.A.). Constrained optimization and interactive reshaping of 
the radiation dose with mouse accelerate the planning process (Laitinen & Alakuijala 
1995). The 1999 release of BrachyVision 6.0 combines the possibility of using CT-based 
volumetric models for brachytherapy. Model-based dose volume histograms (Fraas & 
McSchan 1995) can be calculated in addition to traditional brachytherapy dose analysis. 

2.8 Radiotherapy verification systems 
This section describes the most important imaging systems for radiotherapy treatment 
geometry verification. The chain of clinical processes leading to conformal radiotherapy 
is incomplete without including patient positioning verification systems.  

Portal images – acquired with either film or with electronic imaging techniques – 
require a reference image of the planned geometry to be useful for patient positioning 
verification (van Herk 1992). A simulator image is normally used as the reference image 
for a digitally reconstructed radiograph (DRR). However, when 3d treatment planning is 
used, a DRR provides a faithful representation of the planned treatment geometry (Rosen 
1995).   

The simulator image, even though it is geometrically less accurate, is used instead of 
digitally reconstructed radiograph because of its superior resolution. Digitally 
reconstructed radiographs are created from CT, and image quality suffers from the large 
slice width of typical CT studies (Webb 1993). Spiral scan CT imagers mitigate this, 
since they can produce a larger amount of slices with a smaller slice-to-slice distance. The 
main qualifying factor in the DRR is the interpolation method used in the computation. 
Advanced interpolation can reduce the effect of the large slice width to some extend. 

Ragan and coworkers have designed a CT-based simulator with laser patient marking. 
The patient is aligned and immobilized on the CT couch, marked for repositioning, and 
scanned, after which the images are transferred to the planning system. Structures 
contoured by the operator are displayed in the beam’s eye view and the physician defines 
the treatment fields, which are projected on the patient’s skin surface through the laser 
device on the CT gantry, and marked for treatment setup on the therapy units. A 
conventional 3d shaded or wireframe rendering in CT-based simulation can replace the 
need for a DRR for some verification purposes. Simulator images acquired with a CT-
based simulator match well with the planning CT data, because both are taken on the 
same machine and from the same patient setup. A new device can still be a problem, since 
it requires changes to the clinical process. (Ragan et al. 1993)  
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Charge-coupled device (CCD) based video imaging in the treatment room has been 
suggested as a non-invasive means of repositioning the patient. A landmark-based non-
invasive dentro-maxillary fixation system for stereotactic head cases can offer a 
repositioning accuracy of 600 µm (Lappe 1997). Visualization of CCD-based subtraction 
images can also verify patient repositioning and improve clinical accuracy (Johnson et al. 
1999). However, subtraction imaging is unsuitable for comparison of the initial patient 
setup and a treatment plan. A megavoltage portal image is typically first matched with a 
simulator or a DRR image for the best accuracy (McGee et al. 1995, van Herk et al. 
1995, Fraas & McSchan 1995, Gilhuijs 1997). Non-invasive head immobilization systems 
without CCD-based imaging are reported with a 1.8 mm average error (Hamilton et al. 
1996) and a 1.35 mm average repositioning error (Westerman & Hauser 1997).  

The acceptable amount of positioning error depends on the treatment methodology. 
The use of conformal 3d radiotherapy with increased number of fields requires more 
sophisticated dose delivery and verification systems (Kutcher et al. 1995). Stereotactic 
radiosurgery (Adler 1993, Murphy 1997, Williams 1998) requires more accurate 
positioning than conventional fractioned radiotherapy, since it can deliver markedly steep 
dose gradients near the border of the planning target volume. Furthermore, the therapeutic 
dose is given in one fraction and thus the dose error due to the positional error is final, 
unlike with fractioned treatments where small positional errors are averaged over the 
course of treatment.  

Campbell and coworkers have developed a localized ultrasound imaging system for 
external radiotherapy. They compared several frameless positioning systems for accuracy 
and usability for ultrasound imaging in the radiotherapy treatment room. After testing an 
ultrasound–based localization system (GP-8-3D, Science Accessories Corporation) and a 
magnetic locator (BirdTM, Ascension Technology Corporation) in a radiotherapy 
environment, they reported both systems to have unsatisfactory positional accuracy. A 
video camera based positioning system, Pixsys FlashPoint (Image Guided Technologies 
Inc.) had acceptable accuracy and minimal setup time, but the line of sight requirement 
causes some problems and the unit was quite expensive for clinical use. They found the 
Microscribe 3DX articulated arm (from Immersion Corporation, U.S.A.) to be more 
appropriate based on accuracy, applicability to the environment, and cost effectiveness. 
They use the localization device for three separate functions: verification of the patient 
contour position, correlation of the ultrasound imaging with modeled dose distributions, 
and dosimeter positioning in phantom-based delivery validation. Modeled dose 
distributions are displayed with colored isodose curves on the gray-level ultrasound 
image. Three-dimensionally registered ultrasound verification allows for localization of 
the target during delivery. The reduced positioning error due to treatment time 
verification can be considered in the volume definition by including less normal tissue in 
the planning target volume. (Campbell et al. 1997) 

Monitoring and adjusting the patient setup on daily basis could reduce the setup 
variations, but is only feasible with a system that acquires sufficient information quickly 
giving minimal dose to the patient. Diagnostic energy X-rays deliver excellent quality 
with relatively low dose and are commonly used in hospitals. The use of room-based 
diagnostic X-ray imaging system for patient setup has been proposed. Room-based system 
uses the orthogonal space in the treatment room as the main coordinate system, whereas 
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the traditional patient setup systems use the coordinate system of the treatment unit. 
Similarly to the traditional systems, the room-based systems use CT-based digitally 
reconstructed radiographs for image matching. This registers the current patient position 
and orientation to the CT images and, consequently, to the geometry of the treatment 
plan. (Adler 1993, Lemieux et al. 1994, Murphy & Cox 1996, Murphy 1997, Schewe et 
al. 1998, Penney et al. 2001) 

Megavoltage portal imaging will probably become more popular as conformal therapy 
becomes more common. A number of electronic detectors were built for megavoltage 
imaging to avoid problems with film-based portal imaging. Cost of film, development 
times and cumbersome analog media have given room for the current state-of-the-art 
approaches such as matrix ionization chambers and silicon area detectors. (Webb 1993) 

2.9 Verification visualization for radiotherapy  
This section describes visualization methods designed to compare treatment plans with 
the actual treatment. Digitally reconstructed radiographs (McGee et al. 1995, Webb 
1997) from the planned geometry provide excellent reference images for verifying the 
patient setup (Rosen 1995). The DRRs can be compared directly to the portal images 
(Fraas & McSchan 1995). Planar reconstruction of the dose distribution and the target 
structure are used in additional overlay visualization for localized ultrasound imaging 
(Campbell et al. 1997). Maximum intensity projection and other DRR-like algorithms 
have been used in context of MR-based treatment plans (Yin et al. 1998, Ramsey & 
Oliver 1998). One alternative for treatment verification of MR-based planning is the 
registration of the MR image set with CT, and then the use of CT-based DRRs for 
verification image matching (van Herk et al. 1998).  

Portal imaging and comparison of portal images to reference images is the primary 
method for external radiotherapy treatment verification. Electronic portal imaging devices 
belong certainly to the modern era of radiotherapy (van Herk & Meertens 1988, van Herk 
1992, Shalev 1997, Mubata et al. 1998, Lewin 1999, Herman et al. 2001). Increased dose 
conformity (Fraass 1995, Spirou & Chui 1998) and escalating target dosage increase the 
need for more profound patient setup verification procedures (van Herk 1992, Mubata et 
al. 1998, Lewin 1999). Other methods are typically used to support portal imaging 
procedures. The two options for reference images are the simulator image (Bijhold et al. 
1991, Hadley et al. 1997) and the CT- or MR-based digitally reconstructed radiograph. 
Oncologists can perform simple planning directly on simulator images, but CT-based 
planning increases long-term life expectancy of patients (McGee et al. 1995). For the 
highest quality radiotherapy, a digitally reconstructed radiograph delivers the best match 
between the planned and actual treatment (McGee et al. 1995, Lemieux et al. 1994, 
Gilhuijs 1997, Gilhuijs et al. 1997, van Herk et al. 1995). Both the position and the 
orientation of the patient can be automatically registered by using DRRs (Gilhuijs 1996, 
Murphy 1997, Lujan et al. 1998). DRR visualization is especially useful for non-
traditional beam directions, because the view of the anatomy is unfamiliar and such 
images may be impossible to acquire by conventional simulation (Rosen 1995). 

A simple way to calculate a DRR is to use ray casting to sum tri-linearly interpolated 
voxel values from the radiation focus point to every pixel in the DRR. However, a naïve 
implementation of the ray casting can result in DRR rendering speed in range of 6-40 
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minutes (Burger & van Rensburg 1997).  It is difficult to provide interactive speed while 
maintaining a high visual quality. The execution speed is especially important, when 
several DRRs are needed for each radiation field (Galwin 1995) and several radiation 
fields for each plan (Söderström & Brahme 1995). Compromises in the rendering 
algorithm, such as changing the interpolation strategy from tri-linear to nearest 
neighborhood, can accelerate rendering, but degrade the quality of generated images. 
Splatting with mono-linear interpolation between slices is an excellent speed and quality 
compromise when compared to traditional ray-based methods (Gilhuijs 1995). High 
rendering speed is particularly advantageous for DRRs, as it allows reformatting the 
images with additional techniques. The usefulness of DRRs is improved in systems, which 
can produce DRRs in short enough time to allow comparison of different, air-window, 
bone window, soft-tissue window or geometrically-weighted, DRRs (McGee et al. 1995, 
Galwin 1995, Valicenti et al. 1997). Traditionally, because of their long total rendering 
times, DRRs are calculated typically at the end of planning (Webb 1993, Galwin 1995). A 
faster rendering method could bring DRRs into an important area of treatment planning 
by eliminating the need to wait for DRR computing at the end of the planning phase. 3d 
registration, including out-of-plane rotations, of a portal or simulator image to a DRR 
requires many (about 50-100) DRR calculations, which can be clinically impossible if the 
rendering is too slow. (Lemieux et al. 1994, Murphy 1997, Lujan et al. 1998) One 
possible solution for improving speed performance of DRR-based 3d registration is 
calculation of partial DRRs (Gilhuijs 1995). 

Normally, the goal in DRR calculation is to obtain comparable characteristics with a 
simulator image (Fraas & McSchan 1995). Especially, a primary objective is to maintain 
high contrast and resolution. Fritsch and coworkers have modified the DRR generation 
algorithms to calculate DRRs resembling portal images. They use these generated portal 
images as test sets for portal image and DRR matching algorithms. (Fritsch et al. 1998) 

Individual slices and pixels are clearly visible artefacts in a DRR calculated directly 
from a CT volume using the nearest neighbor interpolation scheme. The minimum 
requirement for an interpolation scheme to produce clinically acceptable DRRs is to 
interpolate linearly between the slices. However, tri-linear interpolation is used very often 
because of its algorithmic beauty; it behaves similarly along all three dimensions. Tri-
linear interpolation is considered the gold standard for calculating DRRs (Galwin 1995, 
McGee et al. 1995). More expensive non-linear interpolation schemes have been studied 
(Maeland 1988, Grevera & Udupa 1998, Parrot et al. 1993, Joliot & Mazoyer 1993, 
Grevera & Udupa 1996), but have not yet replaced tri-linear interpolation in clinical 
visualization nor received much attention in medical volume visualization research.  

Many volume image filtering, segmentation, and visualization algorithms perform 
better with isotropic image data. Complex time-consuming interpolation algorithms, such 
as elastic matching based interpolation (Goshtasby et al. 1992), are sometimes used in 
preprocessing anisotropic image data to isotropic. However, it is more cost-effective to 
interpolate on fly whenever possible due to excessive memory consumption of high-
resolution isotropic data (Bland & Meyer 1996). When isotropic image model is used, an 
extreme radiotherapeutic case can lead to having a 512x512x1024 image of 16-bit pixels. 
An image this large uses half a gigabyte of memory. Increased memory consumption adds 
cost by requiring more physical memory, but it can also slow down other processing and 
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visualization by aggravating the memory bottleneck problem. The previously mentioned 
problems underline the need for having self-consistent and high quality on fly 
interpolation methods in all image-based algorithms of a medical imaging workstation. 
(Hamitouche et al. 1994)  

An ideal DRR is a continuous two-dimensional mapping of line integrals of perfectly 
interpolated CT volume from virtual radiation focus to the DRR plane. Clearly, it is 
impossible to calculate an ideal DRR. First, a DRR with infinite spatial accuracy cannot 
be stored in any computer. Second, calculation of the integrals would take too much time. 
The tri-linear interpolation model leads to a complex analytical line integral and is 
typically estimated by simply stepping and summing the resampled pixel-values along the 
integral line. However, there are aspects, which make calculation of an ideal DRR simpler 
than what would be required from an accurate X-ray radiograph image simulation. A 
DRR can be constructed without modeling scatter, exponential attenuation, and other 
physical details involved in normal radiograph imaging (McGee et al. 1995). Simple 
linear pre-windowing can be clinically more useful than complex physics-based radiation 
attenuation models (McGee et al. 1995).  

2.10 Intra-operative verification of image-guided neurosurgery 
This section lists image-based systems for verification of neurosurgery. The main focus is 
on ultrasound and MR imaging, but also other systems are studied. Incorporating intra-
operative imaging and measurement closes the loop for intra-operative localization. The 
surgeon is no longer relying on only the pre-operative images, but has another, more up-
to-date, source of information available. The high-resolution pre-operative images and 
intra-operative data, often of lower quality, can complement each other in an efficient 
manner. 

Watanabe extends the tip of the navigator by a user-defined length. The extended 
point, which he calls “virtual tip”, can be freely introduced into the tissue before actual 
invasion. A transcranial Doppler flow meter probe is mounted at the tip of the navigator. 
The probe is mounted so that the measuring point of the probe is at the virtual tip of the 
navigator. The system then translates the measuring point of the probe into the image 
coordinates and projects it as a circle on the corresponding image. The plotted circle lines 
are then assumed to represent the major arteries.  (Watanabe 1993) 

Koivukangas and coworkers were among the first to report experiences from intra-
operative ultrasound verification of neurosurgery with frameless localization. They 
attached various instruments to the navigator arm with pluggable adapters, of which 
several were specially designed for various ultrasound probes. With the adapters, they 
connected an ultrasound probe directly to the arm, and imaged the brain with the 
ultrasound imager. The arm allowed reconstruction of CT and MR data from the same 
plane in which the ultrasound image was taken. This multi-modality approach made the 
ultrasound images much easier to interpret. (Koivukangas & Louhisalmi 1990, 
Louhisalmi et al. 1991, Koivukangas et al. 1992, Koivukangas et al. 1993, Heikkinen et 
al. 1995) 

Galloway and colleagues used a combination of electrophysiology, ultrasound, and 
endoscopic imaging intra-operatively. An endoscope has a small field of view and a 
restricted depth of field, and the addition of the pre-operative image data can greatly 
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improve endoscope usability. Galloway and colleagues have used localized stimulation 
mapping for verifying the location of the motor and the sensory cortices and the Broca’s 
area. (Galloway et al. 1993) 

Lunsford and co-workers pioneered the use of computed tomography in the 
neurosurgical operating room. CT-based intra-operative localization has been used with 
great success and with only minor changes to the usual operating practices. The intra-
operative high-resolution CT imaging completely replaced the ultrasound in their work. 
They claimed that CT provides a good basis for creating a volumetric model of the intra-
operative target by contouring and interpolation. Even though the model could be 
examined stereoscopically; the main usage of this volume was a reconstructed planar 
view. According to them the best visualization method reconstructs the volume as a series 
of two-dimensional slices at various depths from the direction of the surgical trajectory. 
The main problems of the intra-operative CT in the operating room are the cost of the 
scanner and its use, the size of the scanner, and increased radiation dose to the patient. 
(Kondziolka & Lunsford 1993) 

The most advanced (and expensive) form of intra-operative surgical verification can be 
achieved with MR imaging in the treatment room. The benefits of the open MR imager in 
the operating room are numerous. Most importantly, it is possible to accurately monitor 
lesion shift and tissue deformation during surgery. Combination of a surgical navigator 
with the real-time imager allows additional integration with cortical mapping, functional 
MR imaging, and other imaging modalities. The two main drawbacks in intra-operative 
MR are the prohibition of metallic parts near the scanner and the limited space in which 
the surgery can be performed. Open configuration MR systems and special tools, such as 
the ceramic forceps, have mitigated these problems (Tronnier et al. 1997).  

The vast amount of data produced by intra-operative MR imaging requires fast 
algorithms for creation of volumetric models. Warfield proposed a solution for real-time 
intra-operative image segmentation based on pre-operative segmentation templates 
(Warfield 1998). Nakajima and coworkers used a Connection Machine-2 (Thinking 
Machines Corp., Cambridge, MA, U.S.A.) for morphology-based interactive 
segmentation and volume rendering. With the help of this massively parallel 
supercomputer they could update the 3d image within 20 seconds after an editing 
operation. It is difficult to construct an arm-based coordinate measurement device without 
metallic parts that can interfere with MR imaging, thus, they use an optical localization 
device with intra-operative MR. (Nakajima et al. 1996) 

2.11 Summary 
New 3d imaging systems provide geometrically accurate diagnostic information about the 
patient. This information can be used in surgery and radiotherapy by registering the 
coordinate system of the 3d image and the patient. The most advanced image-guided 
treatment systems can compare verification images with the 3d images. The image-guided 
treatment systems provide three main advantages over the traditional methods. First, 
treatment planning can be more accurate. Second, The planned treatments can be 
performed more accurately because the coordinate transforms can be performed with a 
computer. Third, the operator can validate an image-guided treatment by comparing 
planning images with verification images. 



 

3   Volume definition system 

This chapter describes the general requirements and the architecture of a volume 
definition system for an image-guided medical workstation. A typical user process for 
contouring is described and possible improvements are discussed. Principal problems 
associated with volume definition are analyzed. 

3.1 Introduction 
A volume definition system is used for creating 3d volumetric shapes, which represent 

the patient anatomy, the critical organs, and one or more treatment volumes. The volume 
definition system is applied for constructing the 3d patient geometry for use in 
radiotherapy (Sauer & Linton 1995), neurosurgery, or another medical case requiring 
precise volumetric computer-assisted 3d modeling. As a rule, the treatment geometry can 
be defined only after the patient volumes are delineated, because it is often based on 
individual patient features. A typical volume definition system consists of the image 
transfer systems, the interactive contouring tools, the semi-automatic and automatic 
segmentation tools, the treatment error modeling tools such as automated margin addition, 
and the volume visualization tools for verifying the constructed models.  

All the positional error sources need to be considered and minimized for the most 
efficient image guidance. However, the diagnostic errors and registration errors are likely 
the most important error sources, which emphasizes the need for volume modeling tools 
that could reduce these errors. 

In medicine, surface models were originally used for diagnostic visualization tasks in 
which visual appearance, rather than geometric accuracy, was considered important. With 
the recent growth of image-guided surgical techniques, surface model accuracy has taken 
new importance (Simon et al. 1995b). Many treatment techniques have advanced to a 
point, where volume modeling, especially because of the human factors in it, has likely 
became the largest positional error source. Remeijer and coworkers present techniques for 
modeling and partially correcting the intra-operator variance for contouring a target 
volume. According to them the delineation variability for different oncologists is 
inhomogeneous; some surfaces of the target volume have more variability than others. 
(Remeijer et al. 1999) 
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The requirements for a generic medical volume modeling system come from multiple 
sources. It is easier and more efficient to design a specialized volume modeling system for 
a particular clinical task than to build one that balances simultaneously with the needs of 
several therapeutic techniques. Stereotactic surgery has challenging accuracy 
requirements for the models, while both intra-operative magnetic resonance verification 
imaging and brachytherapy require exceptional speed performance from volumetric 
segmentation and modeling. A whole set of functionality is needed for one particular 
treatment modality, while it may be unnecessary for another treatment modality. 

Image-guided treatment systems set many requirements for the volume definition 
subsystem. The main factors affecting volume definition system are:  

1. characteristics of the image data,  
2. accuracy requirements,  
3. execution speed performance requirements,  
4. functional and quality requirements for visualization,  
5. volume analysis needs,  
6. treatment error modeling,  
7. multi-modality requirements, and 
8. treatment modality specific requirements.  

It is difficult to isolate a single requirement as the most demanding. A combination of 
requirements, especially a combination of safety, performance, and functional 
requirements, can cause severe complexity in design and implementation. Thus, it is a 
more attractive to build a specialized volume definition system, rather than trying to put 
together a generic volume definition system for all medical, or even all intra-operative, 
needs.  

Typically, a volume definition process is phased. It may start in the image acquisition 
and end in validation of the defined volumes (Figure 1).   

3.2 User process 
A typical medical volume modeling session consists of many phases. Each phase has 
different objectives and may use different algorithms and user interfacing methods. The 
first step is to acquire images from the patient in a way that complies with the needs of 
algorithms performed later. The algorithm selections for volume modeling in treatment 
planning, simulation, or visualization establish the technical requirements for image 
acquisition (Prince et al. 1995, Nakajima et al. 1996, McGee et al. 1995). For example, 
getting the best quality – for three-dimensional region growing, oblique planar recon-
structions, or DRRs – requires a smaller gap between slices than what is normally used in 
clinical imaging procedures. (McGee et al. 1995) The acquired images are transferred to 
the workstation where the volumes are defined.  
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Figure 1. User process for volume definition starts with imaging the patient in a way, which 
complies with both the requirements of manual contouring and the technical requirements set 
by the algorithms used in the image-guided treatment workstation. The process should end in 
a validation phase in which the defined volumes are approved for use. 

Typically, after acquisition and transfer, an image is preprocessed in the modeling 
workstation. Image preprocessing is used to correct for limitations of the imaging 
modality. It is sufficient to correct only those bad characteristics, which conflict with later 
stages of algorithmic or manual processing. Geometric and intensity inhomogeneity 
corrections, noise removal, resampling for obtaining an isotropic volumetric lattice or 
only a constant slice width, and image restoration algorithms are applied in the 
preprocessing phase. Sometimes slices of different resolution, size, or slice thickness are 
resampled to construct a single volumetric image. 

The segmentation tools are used after the image is processed. Automatic or semi-
automatic segmentation tools produce a rough representation of the anatomy that is 
manually edited to improve the results of the segmentation process (Udupa 1982, Kikinis 
et al. 1996a, Saiviporoon et al. 1998). Autocontouring and region growing tools are often 
used for semi-automatic volume definition (Drake et al. 1991, Zimmer & Akselrod 1996, 
Ikeguchi et al. 1996, Saiviroonporn et al. 1998). In some clinical cases, such as liver or 
airway segmentation from CT, fully automatic algorithms have been proposed (Bae et al. 
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1993, Sonka et al. 1994). In both methods a seed is given from which the search for the 
volume is started. Autocontouring simply looks for an isovalue for contours, while region 
growing can maintain more complex dynamic criteria for pixels belonging to the volume. 
A facet model region growing (Pong et al. 1984) is a good example in balancing between 
execution speed and more complex segment merging criteria. Heinonen and coworkers 
suggest the use of several segmentation techniques for different purposes rather than 
building the volume definition system on a single segmentation technique that would 
work in most cases. (Heinonen et al. 1998) 

The efficiency of manual tools is important. Often a part of the tumor is clearly visible 
in the image and could be automatically detected, but cancer can be microscopically 
proliferated into the surrounding tissue. Physicians have a good understanding of cancer 
growth and can normally outline the treatment volume more accurately than a state-of-the-
art automated algorithm. Manual editing tools are used primarily for target definition. A 
volume is outlined on an image plane with a mouse or a coordinate digitizer device. Brush 
painting can be easier than drawing the outline for defining and modifying complex 
shapes.   

Physicians are often reluctant to outline the target on every slice, which can span 
several hundred slices. Hand-drawn contours can have artificially sharp edges between 
slices (Valicenti et al. 1997), therefore, drawing the target on a few slices and 
interpolating the slices between can lead to a more uniform target definition. Likewise, it 
is difficult to identify the tumor endings. An extrapolation algorithm can extend an 
unbroken top and bottom to the target volume. 

There is always some geometric uncertainty associated with any treatment modality. 
Patient setup varies slightly between radiotherapy sessions. The geometric localization 
device or a computer-controlled treatment device can have similar statistical localization 
errors for different patients. These errors are often accounted for by adding volume 
around the tumor. Automatic margin tools are commonly used to expand the tumor 
volume to model setup error. The ICRU 50 report (1993) defines the planning target 
volume (PTV) to be an enlargement of the clinical target volume (CTV). Ketting and 
colleagues report clinically significant variability in manually drawn PTVs (Ketting et al. 
1997). The use of an automated margin tool can reduce these variations and make the 
research results on clinical practice more consistent between different physicians and 
institutions. Typically, the margin is added by using a dilation operator to a volumetric 
symbolic image of the target or a critical organ. Dilation with an elliptical element can 
model different error margins in different directions. This is used for compensating larger 
error margin caused by breathing, heart beating, or movements of the intestines. With 
these error sources the margin of error is usually larger in one direction, it is sufficient to 
have a small margin in other. Elliptical dilation can be used to model these anisotropic 
error sources (Bedford & Shentall 1998). 

Volume and surface visualization are used to confirm the results of both manual and 
automated volume definition. A three-dimensional view can reveal discrepancies even in 
the most carefully drawn contours. This permits the operator to immediately reconsider 
contours differing with the previously drawn contours. One possibility is to visualize the 
volume shape on the previous and the next slice on the currently contoured slice. Even 
this simple method greatly reduces inter-slice variation. Instantaneous three-dimensional 
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visualization of the model is helpful, because it brings the 3d feedback earlier to the user. 
The visualization method can be a contour stack, a translucent triangle surface, a 
volumetric rendering or another method, which easily supports evaluation of the shape of 
the 3d structure. The full potential of structure projection methods can, in some cases, be 
obtained only if the rendering is translucently overlaid on a digitally reconstructed 
radiograph. This allows direct comparison of the structure to the visual clues, which can 
be more easily seen from the DRR than the planar CT images. Interactive or animated 
rotation of a scene containing the volumes leads to more complete perception of the 3d 
geometry than what is achievable using only a static display.  

A multi-user environment for a medical workstation requires authentication and 
approval mechanisms for the most important diagnostic and therapeutic decisions. The 
target definition can be considered as the most important work and requires an approval 
mechanism. The geometric model of the target should be protected after the approval. 
When edited, it should immediately lose its approval status.  

3.3 Data modeling for medical volumes 
This section begins by discussing the data models used in a volume definition system. It 
classifies the main algorithm groups used in volume definition. Next, visualization 
methods are discussed. Last, a block graph illustrates a practical architectural arrangement 
for a volume definition system. 

Tomographic image (MR or CT) is the main input data for a volume definition system. 
Individual volumes are defined often as contours or alternatively by painting the inside a 
given structure. Additional registered images can be overlaid on the main images. 
Especially overlays of ultrasound, PET, and SPECT can be used to support the 
contouring work. The user of the volume definition system typically uses a mouse to 
define the volume. However, other tools may be used as well. Often, a 2d coordinate 
digitizer is often used in X-ray based volume definition. 

A few different data models are needed for the development of volumes. The main data 
models used typically in volume definition are planar contours, 3d curves, triangle mesh, 
and volumetric symbolic image. A full-blown volume definition system responds most 
flexibly to different requirements, if there are at least the following three simultaneously 
maintained 3d models: contour stack, triangle mesh, and a volumetric symbolic image.  
These data models along with their usage are explained in the following paragraphs. 

Contour is a list of 2d or 3d vectors located at the perimeter of the volume at the 
specified plane. Contours are used for three main purposes: interactive drawing, 3d 
visualization, and quick visualization of a volume cut on a plane. Contours are useful 
because they are easily drawn and edited, and a multitude of contours of different 
volumes can be visualized simultaneously. Semi-automated contour generation speeds up 
manual contouring significantly (Kaptein & Gerbrands 1996).  

A contour stack data model is a collection of 2d contours that define one volume. All 
the contours in a contour stack are drawn on the image planes. Drawing the contour stack 
as line projection is a practical solution for displaying a 3d view of the volume currently 
being edited. An improved surface visualization method requires an up-to-date triangle 
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mesh. Rebuilding the whole triangle mesh after a small change can take from a few 
seconds to several minutes and would unnecessarily slow down the drawing process. 

A volume definition system should support multiple contours at one plane to allow 
drawing of complex forms. Also, it should be possible to draw holes inside a contour. 
One practical solution for the inside-of-volume test is to consider all the points p on the 
imaging plane to belong to a volume if the intersection count with a semi-infinite line 
from p to infinity is odd. This simple rule allows for drawing a closed contour and 
creating a hole inside that by another contour – and to repeatedly draw another contour 
and a hole inside any previously generated hole. 

The volumetric symbolic image is a three-dimensional grid, which has symbolic binary 
values in each cell. The symbolic values represent the existence of one or more 
volumetric structures in each cell. Segmentation algorithms, interactive brush painting 
(Alakuijala et al. 1997), and conversion from contour data are used to produce the 
symbolic image. The symbolic image is practical for implementing Boolean algebra of 
volumes and also for morphological volumetric operations such as adding 3d margins to a 
volume.  

Many medical visualization systems use the volumetric symbolic image as the primary 
data model for visualization. This type of visualization is called voxel-based visualization. 
However, fully voxel-based solutions have limitations. Most operations require 
knowledge of the surface of the volumes, and run faster when surface models are used. 
Perspective transformation is difficult to implement in voxel-based visualization without 
severe performance penalty. Surface normal estimation is difficult from voxel data, when 
compared how easily the surface normals can be interpolated from triangle meshes. Many 
modern systems use the triangle mesh as the primary visualization data model. The voxel-
based visualization is an excellent approach when the whole image data is to be visualized 
translucently. The digitally reconstructed radiograph is a simple translucent volume 
rendering and it is faster and easier to implement using voxel-based rather than triangle-
based rendering. A volume definition system can maintain a sparse voxel-based display 
list representation of the symbolic image for quicker voxel rendering (Cline et al. 1988).  

The triangle mesh data model consists of an array of vectors and a list of index triplets. 
The vectors specify the locations of triangle corners and the index triplets define which 
three vectors form a triangle. The triangle meshes can be automatically produced either 
from contour data (Udupa 1982, Lin et al. 1989, Schwartz 1990) or directly from the 
symbolic image (Cline 1988). Triangle meshes are used for visualization and 
computational geometry. The triangle mesh is a more appropriate data model for 
visualization when truly interactive speeds are required, because triangle rendering 
accelerators are becoming a standard feature on desktop computers, whereas specialized 
voxel rendering hardware is a rarity (Cline 1988). 

Continuous verification visualization of the model being defined is needed to avoid 
irregularity between slices. Interactive 2d and 3d visualization algorithms are used to 
display all the changes to volumetric models. Real-time 3d surface visualization during 
contouring is a challenging performance requirement for triangle-based rendering. This is 
due to the high computational cost of constructing a triangle surface from contours or 
symbolic volume image.  
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Figure 2. Architecture of a volume modeling system consists of many separate subsystems. The 
higher levels in the figure can use the lower architectural elements via programming interfaces 
that are visualized as lines in the figure. Multiple subsystems can co-exists at the same 
architectural level. The intent of the architectural plan is to protect the most valuable primary 
structures that are located at the lowest layers in the architecture. 

The Figure 2 shows a possible architectural layout of an image-guided treatment system. 
We believe one of the main architectural goals in the development of an image-guided 
system is to protect the data models from the rest of the complexity inside a volume 
definition system. The user interface of the system should be architecturally at the highest 
level. The user interface includes a severe amount of complexity that other modules 
should not use. Also, the user interfacing requirements are the most dynamic ones. The 
user interface code changes more often and dramatically than the data models and 
algorithms. Mixing the user interface and algorithms at the same architectural level can 
severely complicate the maintenance and testing of the software. Often new subsystems 
are needed for each application area. For example, radiotherapy benefits a lot from 
automatic margin computations, whereas surgical simulation may need to have a dynamic 
3d Delaney triangulation for fast elastic modeling of a structure.  

3.4 Multi-modal image matching 
Different imaging methods measure distinct physical properties and have different clinical 
indications. Possibly, no single imaging method satisfies all the requirements of a 
complex clinical case. When the clinical requirements for navigation, verification, or 
diagnosis are challenging enough, registration of multiple medical volumetric images can 
be a solution, since different imaging modalities highlight complementary information. 
(Leventon & Grimson 1998) The effect of combining multiple images can be significant. 
Rasch and coworkers show that including matched MR images in the prostate delineation 
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process has a larger statistical effect on the resulting tumor models than what is caused by 
having different expert radiation oncologists drawing the same tumor on CT images only. 
(Rasch et al. 1999) MR can also provide more accurate information of tumors in the brain 
than CT (Austin et al. 1993). 

The most common methods for image matching involve fiducial markers. 
Unfortunately, the markers need to be placed on the patient before imaging, possibly 
invalidating previously acquired diagnostic images for use with image matching 
(Nakajima et al. 1995).  

Gerig and colleagues have demonstrated that automatic detection of organ contours 
from MR images is feasible in registering planar images (Gerig et al. 1992). Evans and 
coworkers show 3d matching on the basis of discrete volumetric structures (Evans et al. 
1993). 3d correlation with chamfer matching shows a lot of promise for being a practical 
implementation of fast, precise, and fully automatic image matching (van Herk & Kooy 
1994). An advanced algorithm for maximation of mutual information (Leventon & 
Grimson 1998) is a powerful automatic image matching method. However, fully 
automated matching is only suitable for selected clinical sites. Some areas, such as the 
pelvis, in which variation in leg placement can degrade the matching accuracy, require 
adjunct input for the best results (van Herk et al. 1998). 

Accurate matching can be used as a stepping stone for other algorithms. Dickhaus and 
coworkers use it for quantifying brain shift by matching pre-operative MR images with 
intra-operative MR images (Dickhaus et al. 1997). Respectively, 3d CT-CT image 
matching has been used to quantify organ motion of the prostate (van Herk et al. 1995). 

The increased treatment accuracy gained from image-guided treatments, computerized 
treatment optimization, and image-guided treatment verification has actualized the 
problem of target contouring accuracy. One of the most promising approaches to gain 
accuracy in contouring is to use multiple modalities. More precisely contoured targets 
have the potential to lead to further dose escalation (Lewin 1999), or to the selection of 
safer neurosurgical trajectories. Thus, precise image matching is becoming a significant 
enabler of greater treatment accuracy. Image matching is becoming a standard feature of 
advanced image-guided treatment workstations. Even an automated matching tool, such 
as mutual information matching, is common on modern image-guided treatment 
workstation products. 

3.5 Preprocessing of magnetic resonance images  
Several algorithms have been developed for MR image preprocessing. Radiofrequency 
inhomogeneity correction has been one of the most important preprocessing goals, but 
other distortions of MR images have been alleviated with tailored algorithms. 
Segmentation results are strongly dependent on the preprocessing algorithms. This 
obstructs direct comparison of different segmentation algorithms in commercial systems, 
in which preprocessing can be an integral part of the segmentation chain (Saiviroonporn 
et al. 1998). 

Anisotropic filtering is widely used for MR noise cleaning (Kikinis et al. 1996b) and is 
documented to reduce inter- and intra-operator variability in contouring (Mitchell et al. 
1996). Other image restoration and noise removal solutions include symmetric nearest 
neighborhood (Zimmer & Akselrod 1996), spike noise removal (Foo et al. 1994), motion-



 43

originated noise removal by local estimation of motion (Madore & Henkelman 1996), 
Bayesian image processing (Hu et al. 1991), rectification of static field inhomogeneity for 
geometry and intensity improvement (Change & Fitzpatric 1992) and adaptive non-local 
filtering for image enhancement (Fischl & Schwartz 1999). Eigen-image transformation 
of multispectral MR pixel data improves signal-to-noise ratio, contrast-to-noise ratio, 
segmentation accuracy, and, partial volume correction (Soltanian-Zadeh et al. 1992). 

MR images have geometric distortions due to main magnetic field inhomogeneity and 
susceptibility. A line of pixels in an image can actually map to a curved line in the 
physical 3d space. MR susceptibility errors curl the geometry locally at the interface of 
different materials. The susceptibility error can be in the range of 2 mm at the air-tissue 
boundary. Geometric correction methods, which resample the MR data to an orthogonal, 
non-curved image matrix, are developed for obtaining improved accuracy in image-
guided surgery and radiotherapy treatment planning (Change & Fitzpatric 1992, Moerland 
et al. 1995).  

Often the MR image correction methods require small modifications in the imaging 
protocol. Algorithms for correcting the data truncation artifact (Haacke et al. 1989, Patel 
& Hu 1993, Yan & Mao 1993), a ghost cancellation algorithm (Zakhor 1990), phantom-
based radiofrequency (RF) coil modeling (Tincher et al. 1993, Brummer et al. 1993, 
Mohamed et al. 1995) and MR image inhomogeneity correction for dosimetry (Duzenli & 
Robinson 1995) are examples of methods that require alteration in the image 
reconstruction process itself. The acceptance for everyday clinical use is likely to be 
worse for preprocessing methods that require additional work or modifications to the 
imaging protocol. These algorithms need to be integrated into the imaging workstations, 
rather than modeling workstations, to become a natural part of the clinical work. 

Parrot and coworkers compared different interpolation algorithms for MR image 
reformatting, and, continued by Metchik and coworkers, found kriging to be the best 
interpolation tool for 3d MR image data (Parrot et al. 1993, Metchik et al. 1994). Kriging 
uses a variogram, the correlation intensity as a function of distance, to calculate the 
interpolation weights. A more recent study (Grevera & Udupa 1998) reports shape-based 
gray-level interpolation (Grevera & Udupa 1996) to work still better than kriging.  

3.6 Neurosurgical volume definition 
The neurosurgical contouring needs are closely associated with the structures in head and 
spine. Labeling and visualizing the most important structures, the target, the head and the 
brain, provides a general reference for neurosurgery. Manual contouring is often the most 
appropriate method for the target volume, but automatically defining head and brain 
notably speeds up the contouring process – even by tens of minutes – for each patient.  

The main uses of the target and anatomical volume models in neurosurgery are in 
computer-assisted analysis, surgical trajectory planning, intra-operative navigation 
(Leventon 1997), intra-operative verification (Leventon 1997), cross-modality image 
matching (Evans et al. 1993, Maurer C & Fitzpatric 1993), image registration with 
physical space (Pelizzari et al. 1993, Simon et al. 1994, Simon et al. 1995a, Leventon 
1997) and surgical simulation (Cotin et al. 1999, Jaramaz B & DiGioia AM 1993). In the 
Oulu Neuronavigator System the volume modeling needs are derived from trajectory 
planning, intra-operative navigation and intra-operative verification. We also 
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experimented with cross-modality image matching and image registration using a 
volumetric model of the patient skin (Helminen 1994). We have not studied surgical 
simulation and quantitative computer-assisted diagnostic tools. 

The different uses of 3d models establish distinct requirements on a volumetric 
modeling system. Computer-assisted analysis, surgery planning, and intra-operative 
verification have each different spatial accuracy requirements. Computer-assisted analysis 
of volumetric characteristics requires high-quality definition of the structures with 
accurate interpolation to provide precise measures to support diagnostic decisions such as 
tumor grading.  

Surgical trajectory planning shares its volume modeling requirements with intra-
operative navigation. Skin and the external cerebral surface have low precision 
requirements. However, the convolutions of the external cerebral surface have to be 
visualized clearly and in right position. The critical organs and landmarks have to be 
accurately modeled. 

Intra-operative verification requires more accurate volume modeling than typical 
neurosurgical navigation. Disagreement between the verification image, such as 
ultrasound or intra-operative MR, and the pre-operative models leads to potentially 
harmful uncertainty. This uncertainty can slow down the procedure or even interfere with 
the surgical work during an operation. This is because the surgeon relies more on the pre-
operative images and models created from them rather than the intra-operative images. 
Pre-operative images have been carefully studied, while intra-operative images are 
analyzed more quickly as the patient awaits under general anesthesia. 

3.7 Volume definition for radiotherapy treatment planning 
This section describes requirements for volume definition in radiotherapy treatment 
planning. Three-dimensional conformal techniques require faster and more precise 
volume definition tools. Accurate, automated delineation of organ and lesion boundaries 
is a necessity in developing treatment plans, as well as retrospective assessment of 
radiation delivery (Bland & Meyer 1995). Three of the six goals in improving 
radiotherapy treatment planning systems in a project of National Cancer Institute involved 
improving volume definition (Kalet et al. 1990). Webb suggests that the current practice 
in radiotherapy is manual contouring, but there is a growing interest in segmentation 
(Webb 1993). One of the most time-consuming parts of 3d treatment planning is 
contouring (Fraass & McShan 1995), and fast and usability-optimized tools can greatly 
speed up the radiotherapy treatment planning. Because of clinical time and cost 
limitations, the operator must decide which structures are defined and which can be 
ignored to speed up contouring (Fraass & McShan 1995).  

Volume definition in radiotherapy has to be more accurate than in surgery planning 
and navigation. The volume models are directly related to the treatment efficiency, 
because usually no additional information of the patient geometry is obtained before 
treatment. During surgery, unlike radiotherapy, the target is often visible or palpable to 
the surgeon who can take tissue biopsies to assess the treatment. Ordinarily, these options 
are not possible for radiotherapy treatment geometry validation. 

The most important volume analysis tool for qualifying a treatment plan for actual 
treatment is the dose volume histogram, DVH (Figure 3). The DVH counts the volume of 
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tissue receiving a certain dose. Using the DVH, the operator can determine what ratio of 
the volume is getting the required dose. Also, the sharpness of the DVH indicates the 
homogeneity of dosage in the target. The histogram calculation must be as accurate as 
possible, because the clinical decision is directly based on it. There are no other practical 
verification methods for this important decision.  
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Figure 3. Dose volume histogram (DVH) plots the ratio of an organ or target receiving, at 
minimum, a specific level of dose. According to DVH the dose inside the planning target 
volume (PTV) is roughly 60 Gy. The dose to the brain stem is, almost completely, below 40 
Gy. Half of the brain stem volume is receiving below 20 Gy. The maximum dose for the right 
parotid is less than that for the brain stem. Unlike the brain stem the parotid contains no low-
dose area. 

Complexity of the target volume and the location of organs at risk assist the treatment 
planner in setting up the planning fields. The directions of the beams as well as the shapes 
of the fluencies are strongly related to the shapes of the volume models representing the 
planning target volume, the critical organs, and the body. (Söderström & Brahme 1995)   

3.8 Volume definition tools 
Interactive volume definition is an important part of modern medical volume definition. 
The human eye is a highly non-linear imaging system that is far superior to automated 
routines at structure identification. This section lists methods, which are used to enhance 
interactive volume definition. 
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Contouring tools and volume painting tools are two complementary methods for 
defining a volume. The operator draws the outline of the target on an axial image slice by 
using the outlining tools. Contouring is the conventional method for volume definition 
and still the most suitable method for target definition.  

Volume painting tools allow definition of volumes at voxel level. Thus, the volume 
painting tools are directed towards definition of more complex shapes than the traditional 
contouring tools. If the user is creating a torus-shaped volume, it is more natural to first 
draw a circle, and then to erase a hole from the center, than to directly draw two 
concentric circles. The volume painting approach allows the use of simple and smart 
interactive definition. A voxel brush can perform tests for each pixel within its geometric 
reach. All the pixels with an intensity differing from the intensity values of the selected 
structure can be ignored. Alternatively, pixels, which have similar gray-levels with the 
voxel in the center of the brush, can be favored over those, which have a large difference 
in gray-level value. 

A fine interactive contouring system has a set of special tools, which are used scarcely, 
but can be quite helpful in particular cases. Reference lines and parameterized grids can 
guide the operator in drawing the contours. Measurement of CT value in Hounsfield units 
can assist in contouring. A circle cursor with user selectable radius has been used for 
interactively drawing a rough two-dimensional dilation. 

Automated medical image segmentation can be based on thresholding (Weszka 1978), 
edge-based techniques, region growing (Zucker 1976, Adams & Bischof 1994), hybrid 
techniques using both edge-based and region-based methods (Pavlidis & Liow 1990, 
Chakraborty & Duncan 1999), pixel classification (clustering) techniques (Raya 1990, 
Hall et al. 1992, Li et al. 1993, Raff et al. 1994, Dhawan et al. 1996, Mitchell et al. 1996, 
Vinitski et al. 1997) and deformable models (Kass et al. 1988, Lobregt & Viergever 
1995,  Vérard et al. 1996, Atkins & Machkiewich 1998, Duta  & Sonka 1998).  

Pixel classification is typically used for image sets, in which two or three different 
physical characteristics are imaged for each pixel. This is especially practical in MR 
imaging, which, by varying the imaging process, can image different physical 
characteristics. Often T1-, T2- and PD-weighted images are obtained and the feature 
vector for each pixel is defined by combined these three values.  

MR segmentation based solely on pixel classification is in general very difficult. 
Motion artefacts, nonlinear gain artefacts due to RF inhomogeneities, and partial volume 
effect make pixel classification error-prone. Often different tissue types produce similar 
or overlapping intensity responses. (Leventon & Grimson 1998) A practical 
implementation uses additional heuristics to perform well in clinical situations. Raya 
presents a rule-based classification system for segmenting MR images. Raya’s system 
benefits from low-level semantic information in a pixel classification environment. (Raya 
1990) The problem with this approach is the tight connection with the MR imaging 
modality and the requirements for imaging three different images, which can be more 
costly than obtaining a single image set. Santago and Gage present a method, which 
applies pixel classification methods to a single MR image. They apply a simulated 
annealing type optimization (tree annealing) to a mixture density and partial volume 
model and promote their model for quantifying white matter lesions. (Santago & Gage 
1993) Conforto and coworkers have also presented a pixel classification based brain 
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segmentation method for single echo axial T1-weighted MR images. They used 
topological filtering and the self-organizing map that is an adaptive tool for reducing 
dimensionality of feature vectors. (Conforto et al. 1996) 

Our automated segmentation tools are based on region growing. Our main approach, 
the competitive region growing, is described and analyzed in chapter 6. The neurosurgical 
and radiotherapy applications of the competitive region growing are shortly discussed in 
sections 4.1 and 7.1. 

3.9 Summary 
Data modeling for medical volumes is an important design solution. Often it is made in 
the very beginning of the engineering phase, and significant changes in the data model 
layer may require a lot of re-engineering. The software development project costs can rise 
dramatically, if the selected data models are inadequate for some of the initial 
requirements or if the requirements on accuracy or speed performance are changed during 
the project. 

An image-guided treatment workstation must have a well-defined user process for 
volume definition. A large set of algorithms is needed for building a complete volume 
definition system. Both the interactive and the automated tools need to be implemented. 
The user process has to be studied, and the problematic areas may need the development 
of additional algorithms. 

The increased accuracy gained from the image-guided treatments highlights the need 
for more precise target definition. Multi-modal image matching guides the physician in 
improving the accuracy. A PET or a MR image in addition with a CT image can be very 
helpful for target definition.  

Preprocessing of magnetic resonance images can assist segmentation further. 
Mitigation of problems in the image can be easier and faster with a dedicated algorithm 
than trying to compensate them during the actual segmentation phase. 

Even though there are similar needs in neurosurgical and radiotherapeutic volume 
definition, we believe there is justification to build separate volume modeling systems. 
The accuracy and performance requirements differ. There is a large variety in system 
requirements even inside one field. For instance, the accuracy requirements for surgical 
trajectory planning are easier than those for computer-assisted analysis such as tumor 
grading.  



 

4   Intra-operative image-guided neurosurgery 

This chapter describes an intra-operative image-guided neurosurgical treatment system, 
the Oulu Neuronavigator System. Papers I and II are summarized and discussed. The 
main technical findings, related to the research work carried out in this thesis on the 
visualization of the treatment geometry and the stereoscopic visualization, are listed in 
separate sections. 

4.1 Introduction 
The Oulu Neuronavigator System is a workstation for intra-operative image-guided 
neurosurgery. It is a surgeon’s tool used in planning and carrying out neurosurgical 
operations. The system presents additional information to the surgeon, which helps her to 
localize the target volume safer, more accurately, and faster. 

The neurosurgical workstation is a computer system with special properties. It has a 
unique set of constraints that strongly guide both design and implementation. The 
following is a list of the main requirements and constraints for the neurosurgical image-
guidance system: 

1. It must be integrated with the pre-operative and intra-operative imaging systems. 
2. It should have patient and image management tools. 
3. It should have at least semi-automated definition of skin, brain, and bone. 
4. It has strict geometric accuracy requirements. 
5. It should have interactive rendering performance.  
6. The neuronavigator system is located in the operating room and must function in a 

sterile environment. Surgeon’s hands are covered with surgical gloves, and the mouse 
and other interfacing devices must be placed in sterile bags.  

7. It has to generate unambiguous high-quality display that is accessible to the surgeon. 
8. Robust real-time control is needed for the surgical laser.  
9. It must use an accurate and reliable coordinate measurement system to allow accurate 

and safe localization of the planned trajectory. 

The accuracy requirements affect the algorithms, the imaging systems, the display 
devices, and the coordinate measurement. An overall geometric positioning error of less 
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than 1 mm would be highly valued, although accuracy in the range of 5 mm has been 
proven to be acceptable for many surgical cases. The rendering performance requirements 
allow interactive navigation and keep the additional surgical time as short as possible. We 
believe that a rendering performance of 1 Hz can be fully usable. However, truly 
interactive navigation can be slightly faster with higher update rates. 

The segmentation tools should allow semi-automated definition of skin, brain, and 
bone to reduce the additional time needed to operate the image-guided workstation. These 
segmented structures were mainly used for surgical trajectory planning visualization and 
intra-operative visualization, but were not used for diagnosis. Algorithms for computer-
aided diagnosis require more accurate modeling of the volumes than what is implemented 
in our system. For example, there are no shape-based interpolation or accurate volume 
calculation tools in the Oulu Neuronavigator System. 

4.2 Oulu Neuronavigator System 
The Oulu Neuronavigator System was built between years 1990-1993. Roughly 13 
engineering man-years were consumed in its construction, four of which were spent in the 
navigator hardware, and seven in building the software. Much of the engineering research 
was necessary in order to be able to compose an efficient platform for neurosurgical 
research. A considerable part of the work is dedicated to usability, which in this context 
means faster image processing algorithms, interactive visualization, snap-on connectors 
for surgical tools, hands-free control, robustness, and a well-organized user interface. The 
usability-optimized user interface guides the surgeon through the necessary calibration 
and registration procedures. 

 

Figure 4. Before surgery, the positions of the fiducial markers are measured with the 
navigator in order to register the patient coordinate system with the navigator coordinate 
system. The surgeon draws the opening on the skin. 
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The Oulu Neuronavigator System consists of clearly separated subsystems. A 
visualization workstation, a slave computer, an ultrasound imager, a passive neuro-
navigator arm, and a set of instrument adapters that can be plugged into the arm form the 
complete neuronavigation system. The Neurosurgical research unit of University of Oulu 
designed the neuronavigator (Louhisalmi et al. 1992, Louhisalmi et al. 1993, Helminen et 
al. 1993), the visualization software (Oikarinen et al. 1993), the control software for the 
slave computer, and the connector instruments.  

 

Figure 5. This potentiometer-based navigator was used in most of the operations performed 
with the Oulu Neuronavigator System. Later in our project, a lighter and more accurate arm 
was designed with optical encoders, embedded microprocessors, and a carbon fiber body, 
replacing this aluminum arm prototype. 

The neuronavigator in Oulu Neuronavigator System has six degrees of freedom 
achieved with revolving joints. Several development versions were built and two were 
actually used in the operating room. The earlier version used in most of the operations has 
an aluminum body and potentiometer-based measurement for the joint angles (Figure 5). 
The later improved version was constructed using carbon fiber and aluminum for the arm 
material, and micro-controller operated optical encoders for angle measurements.  

The kinematics of the navigator is modeled with an optimization system build in our 
research group (Helminen et al. 1993, Helminen 1994). The best kinematic model fitting 
a series of measurements of known positions is used to gain additional accuracy. We 
measured roughly hundred known positions from a 15x15x20 cm aluminum cube. An 
optimization system was then used to find the kinematic equations for the navigator. 
Several optimization techniques were evaluated for this purpose, but iterative 
linearization proved to be both the fastest and the most accurate of the tested methods 
(Helminen 1994).  
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The optimized navigator kinematics improved the accuracy significantly when 
compared to using simple measurements or design drawings for determining the 
kinematic equations. For example, the optimization system can find small unintentional 
out-of-plane rotation angles, which, if not modeled, increase the positional error of the 
navigator.  

Another neurosurgical robotic research group (Glauser et al. 1995) has used a similar 
optimization-based approach. They used an error-back-propagation neural net in 
combination with a conventional kinematic model and minimized the error between 
measurements and the kinematics by this additional mechanism.  

Both groups are able to greatly reduce the position error. Kinematics optimization is a 
necessity for obtaining acceptable accuracy from the navigator. The selection of the 
optimization algorithm is important in this context. The selected algorithm converged 
both several orders of magnitude faster and to a much better minimum than the typical 
textbook algorithms, such as the conjugated gradient, the simulated annealing, or the 
simplex search.  

The system architecture, the image transfer subsystem, the image processing and 
segmentation tools, and the software for the slave computer were the main responsibilities 
of the author of this thesis in the development of the Oulu Neuronavigator System. The 
following sections describe some aspects of the development of these topics. 

4.3 Image processing 
The segmentation tools use standard image processing algorithms, such as non-linear 
noise reduction filters based on the sigma filter within a 3x3 neighborhood. The sigma 
value is calculated as twice the average difference between four-connected pixels. An 
additional constant prevents sigma rule from pruning the neighborhood size to smaller 
than 3 pixels. This filter is substantially faster than anisotropic filtering, and is quite close 
in image quality. We used MR image inhomogeneity correction (as described in Papers 
III and IV) for compensating the varying intensity caused by RF field inhomogeneity. 
This gives more successful automatic brain segmentation, and reduces the time needed to 
perform semi-automated segmentation.  

The Oulu Neuronavigator System has a fully automatic head and brain segmentation 
tool based on heuristic initial seeding and competitive region growing. The seeding for 
the skin is generated with the polar mapping method presented in Paper V. Seeding for 
the brain is generated by a method in which a ball of 3.5 cm radius is first placed in the 
intensity weighted center of the image. Then the center of the ball is iteratively moved 
towards the most homogeneous area within the ball. This turned out to be a very reliable 
method for seeding the brain in head image sets. It worked without flaw with several sets 
of CT and MR images, including PD-, T1- and T2-weighted slices. When the seeding is 
complete we use the three-dimensional competitive region growing with static similarity 
(described in section 6.5) to expand the regions. The most typical failure for fully 
automated magnetic resonance image segmentation is the leakage of the brain segment in 
facial muscles. This is actually quite frequent when the slice gap is large. Roughly every 
third MR image set failed in this way. This is satisfactory for the majority of 
neurosurgical cases, because the system is still able to visualize the external cerebral 
surface acceptably, even though many of the facial muscles are segmented as brain. This 
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problem can be completely corrected by manually adding seeds to both left and right 
facial muscle groups and repeating the competitive region growing.  

The problems with CT head segmentation were related to ear channels and neural 
channels in the spine. There, the most effortless remedy is to paint a barrier to the 
channels. The channels are labeled with a special barrier segment, which is excluded from 
the seeded growing. The other segments cannot grow over this segment, and thus it stops 
the algorithm from growing into the channel.  

Even considering these failure modes, the fully automatic image segmentation 
developed for the neuronavigator is very convenient and effective method for segmenting 
images for neurosurgical visualization. Building an application-independent fully 
automatic medical image segmentation tool would be much harder than building this kind 
of specialized tool for head segmentation. 

4.4 Visualization 
The 3d visualization in Oulu Neuronavigator System includes four separate displays: 
planar reconstruction, 3d view (Oikarinen 1997, Oikarinen 1998), navigator arm display, 
and target overlay.  

The most important method is the planar reconstruction of the pre-operative image data 
in the coordinate system of the navigator arm tip. It displays the position of the navigator 
arm tip in the pre-operative images.   

The navigator system allows an ultrasound probe to be localized with respect to the pr-
operative images, allowing us to reconstruct the plane of the ultrasound image in the pre-
operative image when the ultrasound probe is attached to the navigator arm. The planar 
reconstruction visualization shows the pre-operative volumetric image data on this plane. 
This view is useful in navigation, but more importantly, it is used as a reference for 
ultrasound images. 

The 3d view is used to visualize the body, the brain, the region of interest, and the 
target volumes from the direction of the navigator arm. This view can be used to find the 
approximate direction to the target before incision. Later, it can be used to compare 
patient’s brain sulci to the brain sulci in the pre-operative images, becoming an additional 
verification tool for the surgical trajectory. 

The navigator arm display shows a static 3d image of the anatomy with an interactively 
controlled navigator arm. The animated navigator arm display was found to be a useful 
visualization method that allowed us to visually inspect the navigator kinematics and 
registration. 

The target overlay visualization is used to superimpose one volume model, typically 
the target, as outlines on auxiliary display devices. We used both the ultrasound imager 
and the surgical microscope for overlaid display of the target. The use of these auxiliary 
display devices is a more natural approach than showing all the data only on the computer 
screen. With the aid of these additional displays, existing neurosurgical tools can bring 
the pre-operative data to assist the surgical work. 

The main contribution of our work is the incorporation of real-time feedback into 
spatially registered pre-operative images. Much of the early work with neuronavigation 
was applied without a reliable means of intra-operative feedback. We use ultrasound 
imaging, which we found to be an excellent verification method. When compared it to the 
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two main alternatives, intra-operative CT and MR, ultrasound requires much less changes 
to existing procedures and can be more easily fitted into an operating room. Intra-
operative ultrasound used together with the pre-operative images allows precise 
localization of the tumor. The pre-operative images support the ultrasound image by 
giving a more accurate shape and definition of the tumor volume. Furthermore, the target 
can be slightly displaced due to the operation or inaccuracies in the pre-operative image 
geometrical errors, registration or navigator arm. Ultrasound reveals the position of the 
target in the clinical situation more reliably than the registered pre-operative images. 

We optimized the rendering algorithms to minimize the total response speed of all the 
displays (three planar reconstructions and one three-dimensional view) to two seconds. 
Roughly two engineering years were dedicated in optimizing the speed performance of 
the rendering system. A trade-off between speed and quality is necessary for a good 
response time. For example, three-linear interpolation, requiring 8 voxel fetches and 14 
multiplications is estimated with three separate linear interpolations, requiring 4 voxel 
fetches and 3 multiplications. Fixed-point arithmetic is used for coordinate calculations.  

Ray templates are used in address generation to speed up the planar reconstructions. A 
ray template is constructed by calculating one long ray for address generation. The 
starting position of that ray is varied so that it matches the fractional voxel coordinates. 
The ray templates were used for planar reconstructions and voxel rendering.  

A novel fast 3d rendering algorithm was developed (Oikarinen 1998). It is based on 
flooding in the rendering image. Two-dimensional flooding offers a good estimate of the 
distance of the structure and allows for shorter traversal within the volume image. 

A filtering technique was used to determine when the navigator stops. Refreshing the 
displays only when the navigator movement stops seems to be more comfortable than 
updating continuously. It reduces the latency of the system. The surgeon is uninterested in 
a moving display and wants to see the new stopped position as quickly as possible. We 
programmed a movement filtering mechanism into the slave computer. When there is no 
rendering during navigator movements, the rendering system is free to start whenever the 
movement is stopped – resulting in a greatly shorter total response time.  

4.5 Navigator arm 
The main goals of a neuronavigation system are to increase the accuracy of neurosurgery 
and to shorten the time used in operation. Both of these goals establish strict requirements 
for the usability of the navigator arm. According to our experience there were four main 
criteria to improve the surgical usability. The most important usability-related design 
criteria are: 

1. Minimize the weight of the navigator arm. 
2. Handling of the navigator must be simple and the navigator should remain stable 

when moved.  
3. The response time, i.e., the time spend in updating all displays after the surgeon 

has moved the navigator must be short enough to allow fast and accurate 
operation.  

4. The intra-operative visualization software should be controlled via the navigator.  
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The weight of the navigator arm causes fatigue in use. It limits the possible uses of the 
navigator. A heavyweight navigator reduces surgeons force feedback experience from the 
brain or target. The head clamps cannot support much weight, and a heavy navigator must 
be connected to an alternative position, which gives less positional accuracy. In the 
development of ONS we invested a lot of engineering effort on minimizing the weight of 
the navigator.  

Joints of lower accuracy can be designed to have a lower weight by using smaller and 
less accurate angle measurement devices. Thus, reducing the accuracy of the joints 4, 5 
and 6 (counting from the base) could be one solution for reducing weight. There, a 
reduction of rotational accuracy leads to a smaller increase in positional error than in the 
joints farther from the tip. Also, our navigator had joints 1 and 2 self-supporting with a 
spring for supporting joint 3. There are alternative configurations in which joints 1, 2 and 
3 are self-supporting, allowing joint 4 to be supported with a spring. Figure 6 shows the 
joint configuration for the ONS navigator. 

The ease of moving the navigator is an obvious goal for fast and natural navigation. 
The surgeon should be able to ignore the navigator kinematics; specifically, the navigator 
should follow natural hand movements rather than require consideration on how to bend it 
for getting it to the required position and direction. Despite the numerous prototypes built, 
our final navigator design showed some problems in this respect. The distance between 
rotational axis of the joints 4 and 5 caused the navigator to be slightly unstable in 
handling. Likely, the rotational axis of the joints 4, 5 and 6 should be as close to each 
other as possible to allow natural handling. 

Registration of the patient space and the pre-operative images, as well as multi-
modality image matching, is done with four fiducial points. A simple multi-resolution 
search is used to find the transform by minimizing the sum of squared positional error of 
these points. A multi-resolution search was used both because of simplicity of 
implementation and also as a precaution; orthonormality of the matching transform was 
enforced which might produce local minima. Execution time of the search was just a 
fraction of a second. 

As pointed out in Paper I registration of the navigator space and pre-operative image 
space is the weak point in our system. Positional error of roughly 0.5 mm of the navigator 
can become up to 5 mm after registration. Later, Helminen experimented with a surface-
based registration (Helminen 1994), which was tried clinically once, but was also found 
problematic. It required a large area of the skin to be measured, which is in conflict with 
the use of a surgical cloth covering the patient. Successful surface matching has to be 
done early in the operation, which creates positional uncertainty due to patient and 
navigator base movement, or changes in temperature and other environmental conditions. 
A practical compromise could be a combination of the point and surface matching 
techniques.  

We experimented with different user interfaces for the surgeon. Our long-term goal 
was to make the presence of a navigator technician or engineer unnecessary in the 
operating room. We used speech recognition (Ying et al. 1993) to guide the computer in 
registration and to control the changes in visualization mode. We installed up to three 
push buttons into the navigator. The buttons seemed to be a faster and a more comfortable 
control method than the speech recognition system. However, even the buttons required 
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the surgeon to focus away from the surgical target. Buttons were difficult to use because 
the navigator required continuous support. Probably a foot pedal or two would have been 
a more optimal solution in our system.  

 
Figure 6. The navigator has six joints. The joints are numbered from one to six, starting from 
the base. In this figure the rotational axis of joints 2, 3 and 5 are perpendicular to the figure. 
The rotational axis of joint 1 and 4 are in vertical direction. The rotational axis of joint 6 is in 
horizontal direction. 

4.6 Speech recognition 
We use a commercial voice recognition product (Dragon VS 1000 Plus voice recognizer, 
Cherry Co., U.S.A.) as the basic environment of the voice interface including both speech 
input and output. Speaker-dependent recognizer has higher recognition accuracy and is 
acceptable in our system, because we expect only surgeon’s speech commands during the 
operation.  

We have limited the available words to as few as possible to improve the recognition 
rate. Often only two words, “ok” and “cancel”, are included in the recognition list. For 
example, the sequence for the calibration of points proceeds to the next point when 
surgeon says “ok”. When all the points were calibrated, the model error was displayed on 
the screen. The surgeon confirms this with an “ok”, or repeats the calibration procedure 
with a “cancel” command. 

The basic modes of the program could also be changed by simple commands. 
Changing the display to show a multiple 2d images or one of the operation modes; 
navigation, ultrasound verification, microscopic viewing, or laser operation; could be 
done with a simple speech command. The speech recognition system developed for the 
Oulu Neuronavigator System is described in (Ying et al. 1993). The author of this thesis 
wrote most of the speech related software on both the slave and master computers and 
designed the vocabulary hierarchy for surgical use. 

Computer recognized speech was found to be a natural user interface in the operating 
room. Nonetheless, speech recognition was a sidetrack in our development work. We 
could have studied it more profoundly. It can be an important step on the way making the 
image-guided systems ready for everyday clinical use in the operating room. 
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4.7 Visualization of treatment geometry 
The Oulu Neuronavigator System has two visualization methods, which are specialized in 
showing the treatment geometry. These are called the tomographic image data 
reconstruction and the 3d navigator display. The tomographic image data reconstruction 
(Figure 7) is used to calculate new planar images, which can be from any orientation and 
position. The 3d navigator display (Figure 8) draws a three-dimensional model of the 
navigator and the patient from a selected viewing angle. 

 

Figure 7. An MR image data reconstruction is displayed on the left hand. A respective 
ultrasound image is shown on the right hand. The target contours (pointed with the larger 
arrow in the MR image) are projected on the reconstructed images. The letter V shows the 
ventricle structure on the MR reconstruction. Small arrows on the ultrasound image show the 
reflection of the actual biopsy trajectory.  
Reproduced with permission from the American Association of Neurological Surgeons, Interactive 
Image-Guided Neurosurgery, Robert J Maciunas, MD, Editor, Copyright 1993, AANS, Rolling 
Meadows, Illinois. 

Tomographic image data reconstruction on ultrasound imaging plane aids the surgeon 
interpreting the noisy and ambiguous ultrasound image. A display coplanar with the 
ultrasound image helps in the interpretation of the ultrasound image. The tumor voxels 
segmented from the pre-operative image are displayed in the ultrasound imager as video 
overlay. Thus, the volume information from the original scans can be seen in both the 
tomographic reconstructions and the respective ultrasound scans. 

We calculate another plane to complement the ultrasound plane. We obtain this plane 
by rotating the ultrasound plane by 90 degrees about the navigator tip. These two planes 
share the same central axis, which is the y-axis along the tip. This additional plane can be 
used in controlling the navigator position to change the ultrasound plane. 

Controlling the depth of the virtual arm tip allowed the surgeon to see the complex 
shape of the target from the surgical trajectory. We used a distance parameter selectable 
by the surgeon to calculate an additional reconstructed plane, which was orthogonal to 
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both the ultrasound plane and the second plane. Often the navigator is first used to define 
the position and orientation of the surgical trajectory and then the navigator output is 
frozen and it is moved out of the way. After this the surgeon inspects the target geometry 
by changing the depth of the virtual tip. 

The use of an endoscope in neurosurgery is advantageous (Fries & Perneczky 1998). 
We are able to connect an endoscope to the navigator and create real-time renderings of 
the segmented pre-operative images from the direction of the endoscope. This helps the 
surgeon to know the extent of the target in depth. Furthermore, it allows localization of 
endoscopic scenery to structures still invisible in the endoscope. Again, the virtual tip 
depth control is helpful in comparing the endoscopic view and the reconstructions from 
pre-operative images. 

 

Figure 8. The 3d navigator display shows the  navigator together with the pre-operative MR-
based patient model. Animating the visual navigator when the actual is moved allows for a 
rough visual validation of the navigator kinematics. 
Reproduced with permission from the American Association of Neurological Surgeons, Interactive 
Image-Guided Neurosurgery, Robert J Maciunas, MD, Editor, Copyright 1993, AANS, Rolling 
Meadows, Illinois. 

The 3d navigator display (Figure 8) visualizes the navigator and the patient from a 
selected viewing angle. The viewing angle is selected by first pointing the viewing 
direction with the navigator. The z-axis (into the screen) of the 3d display was mapped 
from the navigator tip direction. The x-axis was defined by the navigator part before the 
tip. The 3d display including the patient was rendered from this selected viewing 
direction.  

Once the viewing direction is set up, the display is ready for use. Typically, the 
viewing direction was selected in the beginning, and was not changed during the surgery. 
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Further movement of the navigator preserves the viewing direction. However, it changes 
the navigator model within the view. This display is an excellent tool for visually 
validating the geometric relation of the patient and navigator. It is also helpful by showing 
the modeled kinematics of the navigator. 

4.8 Stereoscopic visualization for surgical microscope 
The surgical microscope is one of the main tools in neurosurgery. In our work, the 
neuronavigator is used to localize the microscope in the patient coordinate system. This 
allows position calculation for the optical trajectories of the microscope. Pre-operative 
image based tumor overlay in the surgical microscope is of a great value to the surgeon 
(Friets et al. 1989). Overlay visualization in the microscopic scene reduces the 
importance of separate monitors. This is favorable, because separate monitors require 
focusing on equipment rather than on patient.  

The surgical microscopes are often stereoscopic. Depth perception is an important 
factor in using the surgical microscope. We took this into consideration and placed two 
monitors to the microscope, allowing stereoscopic display of geometric data overlaid on 
patient. We used two miniature CRT gray-scale monitors (14 mm by 10 mm). Wireframe 
outlines of the target were projected on these during operation.  

Stereoscopic overlay visualization allows the surgeon to see the target even when it is 
inside the patient. This simplifies finding the right trajectory for the target. Also, cutting 
along the trajectory, or detecting the target tissue can be easier, if a depth-correct 
rendering of the target is available.  

The poor resolution of the display devices combined with aliased line drawing offered 
insufficient depth perception. 320x200 resolution gives too few depth clues for practical 
depth perception. A later experiment with a 120 Hz frame-interlaced computer monitor 
and CrystalEyes liquid crystal display (LCD) shutter classes (CrystalEyes Inc., U.S.A) 
affirmed 1152x446 resolution to offer acceptable depth perception. A further 
improvement could be gained by using anti-aliased lines. Anti-aliasing improves the depth 
resolution to a next level without additional hardware requirements for the display device.  

Peters and colleagues claim the stereoscopic system to be a significant enhancement 
for a surgical system. They used stereo compatible monitors with the CrystalEyes LCD 
shutter classes worn by the surgeon during operations. Surgeons have enthusiastically 
received the system and use it routinely. (Peters et al. 1995, Peters et al. 1996b) 

The use of the navigator arm for localizing the microscope brings along three 
additional problems related to usability and accuracy. First, a single navigator makes it 
impossible to simultaneously move the microscope with overlaid graphics and use another 
registered surgical tool. Second, the navigator arm had to be almost fully extended to 
localize the microscope. This increases the positional error of the navigator. The 
connection point between the navigator and the microscope is far (roughly 40 cm) from 
the tumor. Thus, a small angular error at the navigator tip leads to a large positional error 
for the view in the microscope. Actually, the angular accuracy of the navigator arm was 
inadequate to position the microscope accurately. Precise microscope registration was 
impossible for the navigator – even though it was exceptionally accurate in the task it was 
designed for. Third, the surgical microscope is heavy and it is possible to bend or even 
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break the navigator, if the microscope is moved carelessly while still being connected to 
the navigator. 

 

 

Figure 9. The surgeon can connect the navigator to the surgical microscope and localize it. 
The target is stereoscopically visualized in the field of view of the microscope with miniature 
auxiliary monitors.  

4.9 Summary 
A three-dimensional view of the navigator arm with a three-dimensional projection of the 
patient volumes allows the surgeon to verify the arm localization visually. This gives 
additional trust for the operation of the system. Animated visualization of the treatment 
geometry is a more concrete verification method than, for example, a numeric value 
estimating the localization accuracy.  

The stereoscopic visualization is promising when combined into an already 
stereoscopic surgical tool, the surgical microscope. However, technical and economical 
problems related to accuracy of both the navigator arm and depth visualization made it 
difficult to fully evaluate this technique. 

The main benefits of using a neuronavigator system in the operating room are the 
possible speed up of operation, having a smaller skull opening, and more accurate 
localization of deep-seated targets.  

Automated brain and head segmentation reduce the preparation time for image-guided 
surgery. It is needed in making the image-guided surgery a practical alternative for 
everyday clinical neurosurgery. 



 

5   Algorithms for volume modeling 

The chapter discusses the original Papers III–V. First, in section 5.1, a data-driven 
preprocessing algorithm described originally in Papers III and IV to assist magnetic 
image segmentation is presented. This preprocessing method mitigates a slowly varying 
image intensity inhomogeneity error and simplifies image segmentation by reconstructing 
an image with more consistent intensity properties. The algorithm for brain segmentation 
from Paper V is summarized in section 5.2. This algorithm uses polar mapping to simplify 
image segmentation of round objects such as the skull top.  

5.1 Correction of magnetic resonance intensity inhomogeneity  
This section describes a new automated method for tuning the data-driven magnetic 
resonance image inhomogeneity correction algorithm described in Papers III and IV. An 
optimization system is used to find the best heuristics for the method proposed in the 
original papers. The effect of the optimization is considered for multiple image types and 
a new recommendation on the application of the algorithm is given.  

Magnetic resonance images offer accurate spatial information about the human 
anatomy. MR images are often used as source data for modeling anatomy three-
dimensionally. A quantitative measurement of sizes and volumes requires a careful 
segmentation of different tissues. One major problem in the quantitative analysis of MR 
images is the intra-slice non-uniformity of intensity. Spatial inhomogeneity of the 
radiofrequency field coil, especially surface (Amartur et al. 1991, Sun et al. 1993), and 
body coils, results in low-frequency spatial non-uniformity in MR images (Tincher et al. 
1993, Bland & Meyer 1996). The non-uniformity of the sensitivity and efficiency of the 
RF coils are causing much of the resulting non-uniformity in typical MR images. This 
phenomenon has been assumed to be the greatest limitation of MR image data for 
automatic segmentation of MR images (Clarke et al. 1995). The intensity variations 
resulting from RF inhomogeneity cause severe errors in classifying MR datasets using 
ordinary statistical methods (Lim & Pfefferbaum 1989, Kapouleas 1990, Amartur et al. 
1991, Brummer et al. 1993, Bland & Meyer 1996, Mitchell et al. 1996, Atkins & 
Machkiewich 1998).  
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Multispectral segmentation can be used to correct for the RF inhomogeneity. Details 
nearly invisible become apparent. A noticeable increase in the sharpness of the segmented 
image was produced. (Vinistski et al. 1996) 

Özkan and coworkers have matched multispectral MR images with CT images to 
remove the effect of RF field inhomogeneity on segmentation. Furthermore, they noted 
slice-to-slice segmentation of axial brain images to deteriorate less than full volumetric 
segmentation in the presence of RF field inhomogeneity. (Özkan et al. 1993) 

The latest MR imaging technology improvements are not reducing the problem of 
intensity inhomogeneity. Even newer birdcage coils for 1.5 T scanners suffer from the 
field inhomogeneities. Producing useful clinical images on the high-field-strength 
scanners (in 4 T range) emphasizes the need to correct the non-uniformity caused by the 
field inhomogeneities and limited RF penetration due to the higher frequencies employed. 
(Bland & Meyer 1996) 

Various techniques have been developed for correction or compensation of the image 
inhomogeneity. Dawant and coworkers propose a method operating on user-given 
reference points given from a selected tracking tissue. The intensity values at the points 
are used for inhomogeneity correction (Dawant et al. 1993). Correcting the RF 
inhomogeneity by the image features is favorable over the phantom-based correction, 
since the patient is to some extent absorbing the RF field, and thus is partly causing the 
inhomogeneity. Phantom-based methods can only correct the intrinsic inhomogeneity 
from the coil efficiency and sensitivity, but the total intensity non-uniformity is largely 
caused by interaction of the subject with the excitation field (Sled & Pike 1998, 
Brinkmann et al. 1998). Lim & Pfefferbaum proposed a smoothing-based technique for 
correcting RF inhomogeneity from axial brain images. They could segment the brain 
more precisely after correction. (Lim & Pfefferbaum 1989) While correcting image 
inhomogeneity, this simple method creates another image artefact, edge enhancement. 

Our intensity correction technique for MR images is presented in original Papers III 
and IV. It builds the inhomogeneity correction field by using locally homogeneous areas 
such as fat, muscle, or fluid in the MR image.  It integrates these changes on both the x- 
and y-axis of the image in order to reduce the effect of image characteristics on the 
correction field. The x- and y-corrections are smoothed extensively. The corrected image 
can be obtained by dividing the intensity values of the original image with the correction 
field.  

Our intensity correction technique uses many experimental constants. Neighborhood 
size of the image noise filter, brightness limit, cross-neighborhood size, damping factor, 
sigma of the Gaussian filter for row correction functions, number of iterations for the 
correction algorithm and homogeneous neighborhood limit value are all parameters, 
which affect the correction. The constants are not strongly interrelated and wide ranges of 
these constants produce acceptable results. Thus, it is possible to manually pick usable 
values. 

Nonetheless, to find the full potential of an algorithm using many constants, these 
constants should be as close to optimum as possible. Finding excellent constants for one 
image is simple. Parameters can be changed manually as long as the image homogeneity 
is improving. However, the same constants can fail to produce an excellent correction on 
another type of image. Surface coil images from the human back need three times more 
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intensity in some parts of the image, while it can be a matter of a couple of percentiles 
with transaxial brain images. Manual definition of constants operating effectively on a 
wide set of images has proven to be time consuming and somewhat difficult. This has led 
to the idea of using the computer for this; computerized optimization methods can find 
more appropriate constants.  

Optimization requires a goal, a cost function to minimize. Here, a simple cost function 
was generated from the statistics of one tissue type clearly visible in the images. If the 
image inhomogeneity is corrected, the pixels within the same tissue type should have 
intensity values closer to each other. We selected 12 images of various imaging methods 
(T1-weighted, T2-weighted, and proton density) to ensure independence from imaging 
method. Different imaging devices, from Siemens, General Electric, and Philips, were 
used for obtaining the images. Different clinical sites, brain, neck, abdomen, angle, and 
spine were used. Altered orientations, coronal, sagittal, and axial, were used in imaging 
the head. Different tissue types were selected for measuring image homogeneity in 
different images. Gray matter was used in some, while white matter, fat or spinal bones 
were used on other images. The tracking tissues were defined from each of the 12 images: 
A set of reference points, in range of 30–100 points, was selected from the tracking tissue. 
Statistics for the tracking tissue were calculated by using this reference point set. Dawant 
and coworkers used 85-290 reference points per slice to manually correct MR 
inhomogeneity (Dawant et al. 1993). Even though our smaller reference point sets could 
be insufficient to correct MR inhomogeneity, we believe it to be adequate for measuring 
inhomogeneity. The tracking tissues were quite well covered by the reference point sets. 

The correction method often changes the brightness of the imaged area remarkably. 
Because of this, plain variance calculation of the homogeneity tracking tissue can be 
flawed. Variance due to the image noise and the inhomogeneity is related to image 
brightness. To avoid the effect of brightness changes in the cost function, a measure of 
square root of variance divided with average brightness was chosen. Both the variance 
and average brightness need to be calculated from the point set. This gives comparable 
values before and after the correction, even if the intensity of the area (or the whole 
image) has changed notably.  

Maintaining the average brightness of the image is not as good a solution as using the 
brightness in the point set. If the point set belongs to an area that is corrected more (or 
less) than the whole image, the effect of this correction contaminates the statistics of the 
homogeneity tracking tissue. 

The Nelder-Mead optimization (Nelder & Mead 1965) algorithm, also known as the 
simplex search, was used for finding the set of constants, which give a good average 
homogeneity in the 12 images. The images are shown before and after correction. The 
corrected intensity differences are almost invisible to the human eye. Still, the results 
demonstrate an average improvement of 13 % in homogeneity in the training set (Figure 
10) and 5 % for the testing set (Figure 11).  

We recommend grouping the images to four groups for automatic inhomogeneity 
correction for best correction efficiency. Each group shall be optimized separately. The 
first, and the most important, group contains images taken with a single surface coil, 
which are well corrected with our algorithm. The second group contains images taken 
with multiple surface coils. These images can contain some high frequency 
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inhomogeneity as a result of RF field cancellation. Even though these images exhibit less 
inhomogeneity than images taken with a single surface coil, they can rarely be completely 
corrected with our algorithm. The third group is the birdcage coil images taken axially. 
They benefit little from the correction. The risk of interpreting other image features as RF 
field inhomogeneity is often greater than the value of the typical improvement. However, 
it is necessary to correct the inter-slice intensity variation if consistent statistics are 
required from whole slice stack. This can be the case if a 3d segmentation algorithm is 
used. Fourth group consists of bird-cage-coil images taken coronally or sagittally. These 
images need a subtler correction than surface coil images, and are corrected quite well by 
our algorithm. We believe that any fully automatic MR inhomogeneity algorithm should 
be optimized separately for each of these image groups for the finest correction. Meyer 
and coworkers have presented a similar finding (Meyer et al. 1995). 

The figures on the next pages show the original images for the training (Figure 10) and 
testing set (Figure 11). The largest improvement in the testing set was obtained for a 
coronal head image. The inhomogeneity measure was lowered by 24.5 %. The back 
images with surface coils had been corrected with the proprietary algorithm of the MR 
imager, but our algorithm could improve on the pre-corrected image.  Figure 12 presents 
a back image before and after correction. 

It is difficult to see the changes. The computerized segmentation algorithms are more 
sensitive to the quality of the image data than our eyes. Slowly varying intensity non-
uniformity —  even if it is almost invisible to a human eye —  will greatly reduce the 
accuracy of automated segmentation. The effect of intensity correction to segmentation is 
illustrated in Paper IV. Segmentation is considerably more accurate after using our 
intensity correction method. The amount of correction depends on the placement of the 
coils. Increase in the region correctness ranges from 3% for coronal brain images to over 
50 % for MR images of the back and the knee taken with surface coils. 

5.2 Brain segmentation with polar mapping 
This section describes the algorithm for MR image brain segmentation from original 
Paper V. Brain segmentation for sulci visualization helps in trajectory planning and intra-
operative visual verification of the registration. Bomans and coworkers showed a 
promising method for brain surface segmentation and visualization (Bomans et al. 1990). 
They trace the zero-crossing of the difference of two Gaussians with slightly different 
standard deviations, and locate organ edges at the zero-crossing. Their approach has two 
problems, which we have alleviated in Paper V. First, they needed user interaction to 
detect the brain. Second, they had selected a 3d Marr-Hildreth operator, which requires an 
isotropic image space. The brain segmentation algorithm in Paper V will operate with 
large slice caps, and is thus more likely to work with clinical images. Second, being fully 
automated and specially built for speed, the proposed algorithm in Paper V should be 
more useful in the context of image-guided treatments. 
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Figure 10. The original training set. The reference points are visualized as small white dots. 
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Figure 11. The testing set consists of six images. These images do not belong to the training set. 
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Figure 12. Original back image from the training set is on the left hand. The image on the 
right hand is corrected. The inhomogeneity measure was reduced by 17 % by using the 
presented intensity inhomogeneity correction algorithm.  

The algorithm in Paper V converts the head image from rectangular coordinate system 
to a coordinate system in which it can be modeled more easily. Polar coordinates are 
needed in the original image to model the head in the original rectangular coordinate 
system. Cartesian coordinates can be used in the new, reconstructed image space. This 
transform has two main benefits. First, it permits the use of simple modeling of the brain 
and skin contours. Second, it allows computationally efficient image processing, which 
operates differently along the skin border and against it. For example, it is possible to use 
a constant morphological operator, which is defined in the polar coordinate space.  

The polar mapping has been used in other image processing applications. Tistarelli and 
Sandini used image processing in polar coordinates in reducing incoming data for a 
robotics application. Their focus was on dynamic image processing for which the rotation 
and scale invariance and reduction of the data were helpful. (Tistarelli & Sandini 1993) 
Münch and Rüegsegger used polar image coordinates for repositioning volumetric CT 
coordinate systems (Münch & Rüegsegger 1993). Lim & Pfefferbaum use polar mapping 
for approximate brain segmentation. They extended the brain radially, based on the 
contour estimate in a polar image. They extensively smooth the extended brain, and use 
the smoothed image as an estimate of the RF inhomogeneity field. (Lim & Pfefferbaum 
1989) 

The algorithm presented in Paper V has clearly definable phases. First, the image is 
transformed with polar mapping. Second, the skin and bone away are filtered away. 
Filtering leaves a mask for the brain segmentation. A Mexican-hat filter, difference of 
Gaussians, was applied to the masked image data. Last, a fuzzy rule, which combined the 
neighborhood information from the Mexican-hat filter, image topology data from polar 
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filtering, and image gray-level value was applied to get a binary model of the brain white 
matter. The white matter sensitivity is built into the algorithm to emphasize the sulci in 
surface shaded visualization.  

Our visualization system at the time of development of Paper V did set additional 
constraints for segmentation. More advanced integral shading (Bomans et al. 1990) would 
have allowed retaining from segmenting the internal brain structure. This shading method 
was later developed into our visualization system, illustrated in figure 5(B) in Paper I, 
allowing simpler segmentation and more accurate visualization. Visualization method and 
the segmentation goal can be closely connected. (Bomans et al. 1990)  

Magnetic resonance and computed tomography images require a slightly different 
approach. The best heuristic found for MR image was to start outside of the head. It 
required first looking for skin and bone and then filtering the bone marrow away with a 
morphological opening operator. The brain surface was easily modeled from the 
remaining data.  

The best approach found for CT was opposite. The most efficient approach was to start 
from the center of the brain and proceed outwards until there was a bone or air cavity. 
Bone and air cavities were detected directly by thresholding the CT image values. The 
results of our algorithm for the visible man CT brain slice stack is are rendered in Figure 
13. 

 

Figure 13. Triangulated segmentation result from Visible Male 16-bit CT data. 
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Figure 14. A segmented post-surgical brain MR image.  

The results were obtained using the Visible Male dataset and DICOM Image Library 
(Car’97 DICOM Demonstration CD 1997). Both the CT (Figure 13) and MR (Figure 14) 
segmentation algorithms were also tested with anatomy after surgery, in which some of 
the bone was removed. The segmentation behaved well with most images. However, 
defining the brain surface by a one-dimensional distance as function of the angle has 
limitations. The algorithm had problems in the complex parts of the brain close to the 
skull base; the temporal pole was often only partially segmented from CT images. Also, 
patient movements, which can cause surface oscillations in MR images, may cause this 
algorithm to detect a false border.  

There was no emphasis in this work to detect if the slice has brain in it. All slices 
contained brain in most neurosurgical operations performed with the Oulu 
Neuronavigator System. Images not including brain were segmented erroneously. The 
algorithm detected brain in them, too. Thus, this algorithm still needs either user control, 
or another algorithm to define which slices should include a brain segment. However, it 
significantly speeds up segmentation of brain and skin. 

5.3 Summary 
The two algorithms presented in this chapter can be chained in a volume modeling 
system. MR image inhomogeneity correction improves the image statistics, and allows for 
simpler and more accurate segmentation. The automated brain segmentation reduces the 
preparation time needed for an image-guided treatment.  



 

6   Competitive region growing 

This chapter describes the competitive region growing algorithm used for growing 
multiple regions simultaneously. Paper VI compares the competitive region growing with 
traditional region growing.   

The proposed competitive region growing algorithm is developed for volumetric 
medical segmentation purposes. Especially, we have modified the similarity function. In 
this chapter we present new research about the characteristics and behavior of the 
similarity function. Modifications to the similarity function are proposed in order to 
improve segmentation correctness. We introduce the concept of similarity modes based 
on our implementation of competitive region growing. Speed performances of these 
similarity modes are compared. Possibilities for improving the performance are studied 
with synthetic test images. 

On the basis of the quantitative analysis work in this chapter, two segmentation tools 
are proposed in section 6.14. The first proposal is indented for 3d segmentation with strict 
speed constraints. The second proposed application is a high-quality solution, designed 
for sequential slice-to-slice segmentation, in which the inspection of segmentation results 
and the processing of the next slice can be performed simultaneously. 

6.1 Introduction 
Region growing is the process of labeling the pixels in an image by connecting 
neighboring pixels to groups. Region growing requires the similarity function, which 
defines the similarity between two neighboring pixels. The intra-group similarities of 
neighboring pixels are high and the inter-group similarities of neighboring pixels are low 
in a successful segmentation. 

The development of region growing was the key focus area in the image processing 
society in late 1970’s. Kanade, Riseman and Arbib criticize simple image segmentation 
algorithms for excluding the semantic information, which is available from the application 
area (Kanade 1980, Riseman & Arbib 1977). Approaches to segmentation by 
thresholding (Weszka 1978) or clustering suffer from the fact that no spatial information 
is used during the search for thresholds or cluster boundaries (Haussmann & Liedtke 
1984). Manousakas and coworkers used split-and-merge segmentation for MR images. 
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They have developed a hierarchical structure, in which segments are both combined and 
split by using simulated annealing. (Manousakas et al. 1998) Edge-based segmentation 
can use the spatial information more extensively, but many medical images are still better 
segmented with the region extraction algorithms (Haussmann & Liedtke 1984). The 
success of the region-based segmentation in medical images can be due to the fact that 
there are usually no spatially varying lighting conditions, reflections, and occlusion. 
These problematic conditions are often better handled by edge-based segmentation. 

Defining good segmentation is complicated. The requirements for good segmentation 
can be defined by the observer’s opinion, but usually a good segmentation tend to obey 
the following rules (Haralick & Shapiro 1992): 

1. Regions are uniform with respect to some characteristic, such as gray-level or texture. 
2. Region interiors should be simple and without many small holes. 
3. Adjacent regions have different values with respect to the characteristic on which 

they are uniform. 
4. Boundaries of each region should be simple and spatially accurate.  

Achieving all these properties is difficult, since regions that are strictly uniform in 
intensity are typically full of small holes and have ragged boundaries because the images 
are contaminated with noise. Insisting adjacent regions to have a large difference in 
intensity can cause regions to merge and boundaries to be lost (Haralick & Shapiro 1992). 
Often selection and tuning of image segmentation algorithms is a compromise between 
the accuracy, the memory usage, and the speed performance requirements.  

Simple region growing algorithms consider each pixel solely based on its intensity. All 
neighboring pixel pairs where one pixel belongs to a region and the other is still unlabeled 
are analyzed. If the intensity value difference of the pixels in these pairs is lower than a 
specified value, the unlabeled pixel is connected to the region.  

Ordered region growing grows to the best matching pixels first. Ordered region 
growing is more promising than direct growing. In affinity region finding, the regions 
which produce a minimum change in the region statistics are combined first (Freuder 
1976). Integrated region growing and edge detection benefits from ordered growing 
(Pavlidis & Liow 1990). In this method, the weakest boundary between any two segments 
is always eliminated first. Seeded region growing (Adams & Bischof 1994) resembles the 
affinity region finding algorithm. The main difference is that seeded region growing 
brings additional control to the region growing by defining multiple seeds in which the 
regions start from, whereas affinity region finding performs a full segmentation of the 
image without seeds as starting points. The seeded region growing allows thus a delicate 
top-down control of the regions by seed positions, whereas affinity is a bottom-up 
approach. The use of seeded region growing transfers the responsibility for including the 
semantic information to an external entity defining the seeds. This can be another 
automated algorithm, or the operator of the contouring tool set giving the seeds manually.  

Segment post-processing is applied to fix small errors, such as filling holes or 
smoothing segment contours or leakages into another area (Haussmann & Liedtke 1984, 
Bae et al. 1993). Post-processing may be a computationally efficient solution, but lacks in 
algorithmic beauty. Repairing the errors generated by one algorithm by introducing a new 
algorithm complicates the system. An ideal image segmentation algorithm would produce 



 71

a satisfactory segmentation without introducing problems that need to be repaired by 
another algorithm.  

There is a difference in terminology between the image processing and the medical 
imaging community. Region growing in a medical context usually refers to a process of 
growing a single region from a seed by adding voxels to it. The term region growing in 
image processing community has referred to a process in which multiple regions are 
grown from the image without seeds (Zucker 1976, Pavlidis & Liow 1990).  

One of the problems with conventional region growing is the selection of a limit for 
similarity. If the limit is too strict, the scene is under-segmented; the resulting segments 
are too small. If the limit value is too high, segments will cover areas which would be 
better segmented separately. Yanase and coworkers propose a method for selecting the 
segmentation limit dynamically during segmentation (Yanase et al. 1996). In this respect, 
the competitive volume growing is similar. The image can be segmented completely, and 
the similarity limit selection problem does not exist. 

Recognition of texture is one of the most challenging parts in segmentation. 
Segmentation processes are always faced with the difficulty of distinguishing between a 
region covered by texture elements and the texture element itself (Riseman & Arbib 
1977). Texture is typically only weakly present in medical images and is often ignored in 
medical image segmentation. Some work has been focused on fractal dimension in 
analysis of medical images (Fortin et al. 1992). Texture present in the high-resolution 
tomographic images of the bone, kidneys, and muscle could be used for assisting the 
segmentation process. The brain and lung have a clearly visible texture in both the CT 
and the MR images. The brain texture is formed by the sulci and the gyri and variation 
between white and gray matter, while the texture of lung originates from the airways and 
the vascular structure of lungs. The competitive region growing algorithm presented in 
this chapter does not attempt to recognize texture. It is designed to grow regions that have 
homogeneous intensity. 

An image can be too complex or noisy to be directly segmented without an a priori 
semantic knowledge of the objects in the image. If there is no direct method to segment 
the image, one practical resolution is to use a rule-based system to find one or more initial 
segments for competitive region growing. Once the initial regions are defined, the region 
growing algorithm expands them. This is an easy method to incorporate geometrical 
information of specific segments into the segmentation process. Competitive region 
growing is a natural alternative for growing the regions once the user or an expert system 
has defined them initially. We show in Paper VI that it takes the original seeds into 
account more efficiently than a simple algorithm growing one region at a time. The 
proposed algorithm for competitive region growing can be used for both slice-based and 
volumetric segmentation. The competitive region growing provides a significant 
improvement in accuracy with moderate increase in processing time and memory usage.  

6.2 Similarity function 
In this work we have developed a multi-criteria similarity function for volumetric medical 
images. Our similarity function is based on the hybrid-linkage region growing similarity 
function with extensions for taking into account image anisotropy, symbolic homogeneity 
and uniformity of surrounding regions. 
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Similarity function is the main qualifying factor for the results of a region growing 
algorithm. The similarity function is a set of rules defining how likely it is that a single 
pixel or another region belongs to a region. The similarity function guides the growth of 
the regions in region growing. Regions are first grown to areas of the highest similarity. 
Often, areas having a low similarity value are not connected to the region, since another 
area grows there first. 

Simple-linkage region growing schemes regard each pixel as a node in a graph. 
Neighboring pixels whose properties are similar enough are joined by an arc. An image 
segment is a maximal set of pixels all belonging to the same connected component 
(Haralick & Shapiro 1992).  

The simplest single-linkage scheme defines similarity by pixel difference. Two 
neighboring pixels are similar enough if the absolute value of their intensity difference is 
small enough. (Haralick & Shapiro 1992) The simple-linkage region growing algorithm is 
attractive because of both its low computational requirements and simple implementation. 
However, it has a problem with chaining, because it takes only one pixel pair leaking 
from one region to a neighboring one to cause the regions to merge. This may cause 
undesired results in many cases. Two or more clearly separate regions, which merely 
happen to have a thin gradual intensity slope can be erroneously merged.  

Hybrid-linkage regions growing algorithm (Haralick & Shapiro 1992) evaluates pixel 
pair similarity by evaluating some neighborhood of both of these pixels. The hybrid-
linkage region growing algorithm can be made to measure the homogeneity of the 
neighborhood and analyze the uniformity of the surrounding regions. This suppresses the 
amount of small holes inside final regions, and simplifies the boundaries of segments.  

Volumetric medical images often have an anisotropic image space: the distance 
between two adjacent voxels is usually approximately the same on the primary image 
plane, but much larger between slices. The distance between pixels should also be taken 
into account when measuring similarity for pixel pairs in anisotropic spaces. If the pixels 
were close to each other it is more probable that these pixels belong to the same region 
than if they would be located far away from each other. 

Often a homogeneous area is more likely to belong to a searched area than an 
inhomogeneous one. The homogeneity of the neighborhoods of both the pixels is thus 
measured and added up to the similarity measurement. For example, the sum of absolute 
values of intensity differences of neighboring voxels is subtracted from the similarity 
value. This criterion emphasizes the regions to be homogeneous in gray-level values.  

A pixel surrounded by similarly labeled pixels should be connected more easily than a 
pixel standing alone with no support from local symbolic values. For instance, the number 
of similarly labeled neighboring pixels is added to the similarity value. This similarity 
criterion is called symbolic homogeneity. This term prevents raggedness in the region 
borders and, if a similarity limit is used, reduces the need for hole removal post-
processing.  

Region growing from one or more initial regions, seeded region growing, allows the 
use of more expressive similarity functions than the plain hybrid-linkage region growing 
in an uncomplicated way. The positions, shapes and image statistics of the initial 
segments can be taken into account in the similarity functions. A gray-level histogram of 
an initial region can be modeled as a Gaussian distribution, with a gray-level mean value, 
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or by some other meaningful function. For example, the absolute value of the intensity 
difference between the pixel and the initial segment mean value is subtracted from the 
similarity value. 

6.3 Algorithm description 
There are four main parts in the proposed competitive region growing algorithm. First, the 
statistics of the seed regions are calculated. Second, initial voxel pairs are pushed into a 
priority queue. Third, voxel pairs are popped out of the queue in the similarity order, and 
voxels are labeled to belong to a segment. All the unlabeled neighboring voxels of the 
newly segmented voxel are pushed into the priority queue. Fourth, prior to pushing a 
voxel pair into the priority queue, the similarity value is calculated. The similarity value is 
used as the priority value, when the voxel pair is pushed into the priority queue.  

In the presence of severe image noise the size of the queue can be relative to the 
volume of the segment being grown. For images that are reasonably clean, the queue is 
able to maintain a smaller size that is relative to the surface area of the volume.   

When the seeds have been defined, their statistics are recorded. The selection of 
statistics depends on the needs of the similarity function. Our implementation calculated 
only the average values of the seeds. If a single voxel is used as the seed for a whole 
region it is useful to calculate the average value from a small neighborhood of that voxel. 
This partially cancels the effect of image noise and gives usually a better estimate of the 
indented region average. We used two-dimensional 3x3 block neighborhood in the slice 
plane for single voxel seeds given by the user. Averaging between slices is difficult, 
because they can be too far apart to offer reliable information about the average.  

Once the seed statistics are calculated, the similarity of a pixel pair can be evaluated. 
All the 4-connected pixel pairs (or the 6-connected voxel pairs in a 3d implementation) 
are tested. In this work, the voxel already belonging to the segment is called the 0-voxel. 
The empty voxel being evaluated for inclusion to an existing segment is called the 1-
voxel. Once all the voxel pairs with 0-voxels belonging to a seed are pushed into the 
priority queue the actual volume growing can start. 

The competitive region growing takes the top pixel pair that is the pair with the highest 
similarity, from the priority queue. The 1-voxel of this pixel pair is joined to the segment 
of the 0-voxel. The new voxel pairs including this 1-voxel and an unlabeled neighboring 
voxel are stored into the priority queue. The newly labeled 1-voxel becomes the 0-voxel 
for these new voxel pairs. Unlabeled 4-connected voxels of the 1-voxel are used as the 
new 1-voxels in a two-dimensional implementation. Unlabeled 6-connected voxels are 
used in a full-blown 3d algorithm. Similarity is calculated for these voxel pairs and the 
similarity value is used as the priority value in the priority queue. 

The similarity function calculates a value, which indicates how likely it is that the 1-
voxel belongs to the segment of the 0-voxel. Our implementation of the similarity 
function evaluates both pixels and their gray-level and symbolic neighborhoods and other 
similarity terms. A linearly weighted sum of the terms is used to combine the multiple 
criteria into a single value of similarity. The next section describes our initial similarity 
function. Later sections describe possibilities for speed and performance compromises, 
and improvement of the similarity function by introducing new similarity terms. 
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6.4 Data model constraints 
The seeded region growing algorithm uses many data structures. The most important 
structures are the input data and the output data. The input data consists of the image data 
and the symbolic image data containing the initial seeding. The output data is a symbolic 
image containing the final regions for the image. Another data structure is required for 
storage of the calculated similarity values. This data structure maintains and guides the 
growing process. A linked list (Justice & Stokely 1996), a sequentially sorted list (Adams 
& Bischof 1994), a priority queue, or another ordered data structure can be used for this 
purpose. Both the insertion speed and the speed for accessing the voxel pair with the 
highest similarity are important for the performance of the competitive region growing. 

An efficient implementation of a volume growing algorithm requires the ordered data 
structure to store the similarity values for pixel pairs. This data structure should also 
support incremental insertion of new pixel pair similarities and obtaining the pixel pair 
with the highest similarity. In addition to the actual similarity value, the queued data 
structure needs to have an index to the image voxel, which is considered for inclusion to 
an existing region. 

Often, image-guided medical workstations operate near the limit of the memory 
capacity. Thus the region growing algorithms should maintain no additional volumetric 
data structures about the growing – at least not with the resolution of the original images. 
All the information needed in growing should be tightly packed in external data 
structures. The use of additional volumetric images would allow new approaches to the 
competitive region growing, but we consider the cost to be excessive for current 
computers. It is likely that this situation will remain unchanged for some years. As the 
memory capacity of an average computer is increasing, the resolution of medical images 
is also becoming more accurate. Improving the resolution from 1 mm to 0.5 mm results in 
an eight-fold increase for the memory requirements of an isotropic volumetric image. 

6.5 Basic similarity modes 
We have considered three distinct types of similarity functions in the context of 
competitive region growing: static similarity, progressive similarity, and dynamic 
similarity. Static similarity defines the similarity for each voxel pair in the image after 
initial seeding. Progressive similarity resembles static similarity, but can give a different 
similarity value for the same voxel-pair during the region growing. The similarity for each 
voxel-pair can only be increased. This can be used, for example, to favor voxels 
surrounded by newly grown voxels of the same region. This should reduce border 
complexity and the amount of small holes inside regions. The dynamic similarity is the 
most flexible mode. It allows arbitrary changes in the similarity of a pixel pair during the 
growing process.  

The implementation of the different similarity modes can all be based on the static 
similarity. To extend the other similarity modes different approaches are required in the 
addition of new voxels to a segment. There are three techniques involved: neighborhood 
push, push back, and pick best.  

Progressive similarity allows the competitive region growing algorithm to adjust 
similarity for a voxel pair by increasing similarity. It can place the voxel pair further in 
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the priority queue or other dynamic ordered data structure. The original voxel pair with a 
lower similarity can remain in the data structure. Once it is time to process the original 
voxel, the new voxel has already been added to the region, and the voxel pair is 
discarded.  

The progressive similarity can be implemented with the neighborhood push operation. 
Neighborhood push is applied after the 1-voxel is added to a segment. It allows the 
neighboring pixel pair similarities to be re-evaluated. The newly added voxel has changed 
the similarities of the neighborhood pixel pairs by changing the amount of unlabeled 
voxels and the symbolic homogeneity. The neighborhood push operation is used to store 
the new values in the priority queue. However, neighborhood push alone does not allow 
priority to decrease. The old higher similarity values for the pixel pairs remain in the 
priority queue, and will be used before the newly stored lower priority values. 

To achieve dynamic similarity the old higher similarity values have to be removed 
from the ordered data structure. Dynamic similarity has to perform the similarity 
recalculation and always add the new voxel to the segment of the highest similarity. 
Dynamic similarity can be developed from progressive similarity by using the pick best 
and push back techniques, which are tests performed before including one pixel to a 
segment. 

Push back allows lowering of similarity values. The similarity of the currently 
considered pixel pair is recalculated after it is taken out from the priority queue. If the 
calculated similarity value for the voxel pair is worse than the claimed similarity value 
obtained from the priority queue, obviously the similarity value has lowered. In this case, 
we should question the claimed similarity, and use the newly calculated similarity instead. 
If the similarity is lowered, it can be taken into account by pushing the voxel pair back to 
the priority queue and the 1-voxel is left unlabeled.  

The last technique, pick best, changes the behavior of labeling the 1-voxels to a 
segment. Without pick best the algorithm simply includes the new 1-voxel to the segment 
defined by the 0-voxel. Pick best looks for the 6-connected non-empty voxels surrounding 
the 1-voxel and tests which of these, taking the role of the 0-voxel, has the highest 
similarity with the 1-voxel. In pick best, the 1-voxel is labeled to the segment of the 0-
voxel with the highest similarity. If pick best is used together with push back, the push 
back technique is applied with the best voxel taking the role of the 0-voxel.   

The pick best technique is not necessary if large enough a neighborhood is pushed. 
However, for dynamic similarity to perform properly the pick best can be used to evaluate 
the effect of symbolic neighborhood of the 0-voxels. By using the pick best technique the 
amount of pixel pairs pushed can be almost halved. It is necessary to push 1-voxels within 
the neighborhood (with their respective 0-voxels). To implement a full dynamic similarity 
mode without pick best, we would need to push all the 0-voxels within the neighborhood 
(with all their respective 1-voxels).  

6.6 Synthetic similarity modes 
Static similarity gives no computational overhead and minimal structural complexity 
requirements for the algorithm. Once the similarity has been calculated between two 
voxels, there is no need to recalculate it. Calculated values can be stored in any priority 
organized data structure without the need to readjust them later.  
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Basic implementation of the static similarity does not use the previously described 
similarity mode improvement techniques. However, it is tempting to combine it with the 
pick best and push back techniques, because both are reasonably cheap computationally 
when compared to neighborhood push. Combining these techniques leads to behavior, 
which is difficult to describe mathematically. The similarity is based on the static 
evaluation, but locally both pick best and push back allow for some variation in the 
similarity. Correspondingly, the progressive similarity mode can be improved by using 
the pick best method or push back methods, leading to similarity modes that are not 
dynamic, but can still partially account for decrease of similarity during growing.  

All implementations of progressive and dynamic similarity are bound to be inefficient 
in memory and CPU performance when compared to a good implementation of static 
similarity. However, the segmentation results are more accurate. 

Table 2. We constructed eight different similarity modes by using the various techniques 
for including a new voxel to a segment. Static mode is optimal if the development of the 
similarity does not depend on the progress of the growing. Dynamic mode can fully 
compensate for the increases and decreases of the similarity between two voxels during 
the region growing process. 

Similarity mode Pick best Push back Neighborhood push 
Static Off Off Off 
S1 On Off Off 
S2 Off On Off 
S3 On On Off 
Progressive Off Off On 
P1 On Off On 
P2 Off On On 
Dynamic On On On 

 
We have build five synthetic similarity modes (S1, S2, S3, P1, and P2) based on our 

three similarity techniques. The relation between the techniques and the modes is shown 
in Table 2. The use of the dynamic similarity mode is one possibility in improving the 
region correctness. Later in this chapter we shall introduce computationally cheaper ways 
to increase the region correctness even more than what can be achieved by the change in 
similarity mode. These studies, using static similarity, introduce new terms to the 
similarity function and optimizing the weighting of these terms. However, if the speed 
requirements permit, the most accurate segmentation results can be obtained by using 
these optimization methods with the dynamic similarity mode.   

6.7 Experiment setup 
A large 2d image (50000x33 pixels) containing roughly 120000 segment border pixel 
pairs was used to test the performance differences of the similarity modes. A small test 
image is unable to reliably detect the small differences between different modes, because 
the segmentation statistics would be discretized. The height of the image is only 33 pixels 
to maximize the length of the segment borderline while keeping the image reasonably 
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small for quantitative experiments that used several months of CPU time. The test image, 
of which a small part is shown in Figure 15, was constructed to include a variety of 
frequencies in the borderline and comply with the typically round shapes in medical 
images. The border between segments is built by adding multiple linearly weighted sine 
waves with different variable frequencies. The border contained details of different sizes 
ranging from pixel wide details to features, which were hundred pixels in size. We 
generated the borderline so that it varies more in the y-direction than in x-direction to 
simulate geometric anisotropy that is often present in the volumetric medical images. The 
geometric anisotropy is present in volumetric MR and CT images that usually have larger 
slice gaps than pixel-to-pixel distances on the image plane. 

 

Figure 15. This figure shows a small part of the test image. A width of 735 pixels is shown, 
while the test image continues for a total of 50000 pixels in width. The image on the top shows 
the segments, the image in the middle is contaminated with Gaussian noise, and the image on 
the bottom is filtered with a Gaussian filter to show the effect of the contamination after a 
simple smoothing operation. 

We used a static multi-criteria similarity function. We hand-tuned the linear weighting 
for the multiple criteria by experimenting segmenting the most important and difficult to 
segment structures from CT images for external radiotherapy treatment planning. Body, 
bone, brain and lungs are fairly easy to segment from CT. We concentrated on spine, 
kidney, and bladder in the manual tuning of the similarity term weights. The next five 
sections describe the similarity function we originally had, analyze it, and propose and 
measure improvements for it.  

6.8 Similarity terms 
Our similarity function is calculated as a linearly weighted sum of similarity terms. Each 
similarity term is designed to match the rules (Haralick & Shapiro 1992) of good 
segmentation. This section names and describes the similarity terms used and analyzed in 
this work. We used initially a total of nine different similarity terms. Four terms are 
related to the voxel, which already belongs to the segment (0-voxel). Respectively, four 
terms are related to the voxel to be connected to the segment (1-voxel). Only one term is 
connected to the relation of the voxel pair. We named the initial similarity terms as 
follows: 

• voxel value segment membership, 
• neighborhood value segment membership, 
• neighborhood symbolic homogeneity, 
• neighborhood symbolic reservation, and, 
• anisotropy factor. 
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The voxel value segment membership is the most basic similarity term. We 
implemented it by taking the absolute difference of the voxel value and the average value 
of the voxels in the seed of the segment. The addition of this similarity term increases the 
uniformity of gray-level values in regions. We have also experimented with more 
complex histogram-based voxel value segment membership functions, but these seem to 
require a large number of seeds for building a reliable histogram. 

The neighborhood value segment membership is based on a smoothing filter. An 
average value is calculated from the four-connected neighborhood of a voxel. The 
absolute difference of this average with the segment seed’s average value is calculated. 
This similarity term has two main goals. First, it produces regions, which are uniform with 
respect to image gray-level values. Second, it keeps the regions simple and without many 
small holes. Computing the smoothing filter dynamically within each similarity function 
evaluation is computationally much more expensive than filtering the whole image before 
growing. However, if the original image is needed for the similarity computations, this 
issue is a tradeoff between CPU and memory that has to be considered in the 
computational platform of the system. In our implementation it was reasonable to use a 
3x3 smoothing kernel within the similarity function, while larger kernels are better to be 
computed before region growing.  

The neighborhood symbolic homogeneity is the number of voxels belonging to the 
same region within the 3x3 neighborhood. This similarity term keeps the region 
boundaries simple and the interiors without small holes. 

The neighborhood symbolic reservation hinders the regions to grow into voxels, which 
are surrounded by voxels labeled to another region. This moderates growing into the 
region border before region is well-defined elsewhere. The symbolic reservation is 
calculated as the number of voxels labeled to another region in the 3x3 neighborhood. All 
the four similarity terms described above are calculated for both voxels, giving a total of 
eight different similarity terms. 

The anisotropy factor similarity term accounts for different voxel size in different 
image directions. It is 1 for a voxel pair in which the voxels are on the same slice and 0 
for a voxel pair in which the voxels lie on different slices. This delays growing from one 
slice to another. That is reasonable, because there is usually much more distance between 
two neighboring voxels in different slices than between two neighboring voxels on same 
slice. The larger distance from slice to slice has been demonstrated to create problems for 
segmentation by creating artifactual connections in the slice-to-slice direction (Joliot & 
Mazoyer 1993). These connections can be created from an artificial connection in the 
image due to the partial volume effect (Amartur et al. 1991) or aliasing. 

6.9 Evaluation of similarity function  
The benefits of a complex similarity function are obvious. Complex similarity heuristics 
allow incorporating the requirements of a good segmentation into the similarity function. 
Rules for additional region and boundary simplicity can be readily incorporated into the 
similarity computation, leading to less post-processing on the resulting segment data. 

Manual validation of a multi-criteria similarity function is time consuming. Finding 
good weighting coefficients for the different similarity terms can be laborious. Applying a 
similarity function gives little or no guidance on which terms are really important, and 
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how to optimize the similarity function further. It is difficult to estimate how much a 
single similarity term improves the segmentation result. We developed a technique to 
prune the unnecessary similarity terms from a complex similarity function and to improve 
the function with very little additional computational cost.  

Our method ranks the similarity terms. We used a simplex search method for finding a 
good linear combination of the similarity terms. After this we removed one of the 
similarity terms from the similarity function and, again, used the simplex search for 
finding a good weighting of the remaining similarity terms. That allowed us to compare 
the total effect of removed similarity term in the similarity function. At every iteration we 
counted the total effect for each similarity term and removed the least important term. 
Once the most insignificant single similarity term was removed, the whole process had to 
be repeated to find the new least important similarity term. There was always one 
similarity term less to evaluate during the next iteration.  

We used less image noise for this experiment than for other tests in this chapter. This 
allowed us to work with reasonable segmentation results even with few parameters. 

All the similarity terms can be ranked like described earlier. The technique applied to 
the test image gave importance for similarity terms as shown in Table 3. Again, the 0-
voxel is used to mark the voxel already belonging to the region and the 1-voxel is used for 
the unlabeled voxel considered for inclusion. 

Table 3. Effect of similarity term removal on segmentation correctness. The similarity 
term removal is cumulative down the list. Once a term is removed, it is removed for all 
following region correctness measurements. Least important terms, i.e., the ones first 
removed, are listed first.  

Similarity terms removed Region correctness  
All similarity terms included 0.97535 
0-voxel value segment membership 0.97702 
0-voxel neighborhood symbolic homogeneity 0.97533 
1-voxel neighborhood symbolic reservation 0.97760 
0-voxel neighborhood symbolic reservation 0.97671 
1-voxel neighborhood symbolic homogeneity 0.97530 
1-voxel value segment membership 0.97283 
Anisotropy 0.96892 
1-voxel neighborhood value segment membership 0.92983 
0-voxel neighborhood value segment membership  
(All similarity terms removed) 

0.58585 

 
A smaller 48x2048 image was used in optimization. Even with an image this small, 

several days of CPU time were consumed in this experiment. Several thousands of 
iterations would have been too time consuming with a larger image. However, we 
consider this accuracy to be sufficient for the most important terms and only they are 
needed for composing the additional combinatory terms in later sections.  

The weakness in the statistics of this test is visible in the removal of the five least 
important terms. For example, removal of the first similarity term actually increased the 
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region correctness. This is because the optimization did not converge to a global 
minimum. However, according to other experiments this noise was quite low in the 
magnitude and could not explain the results for the four most significant terms. Later 
experiments use larger images slightly increased noise level to increase the reliability of 
the region correctness statistics. 

It was a surprise to the author that the gray-level neighborhood of the 0-voxel was a 
more important similarity term than the gray-level neighborhood of the 1-voxel. The 
reason for this can be the fact that the 1-voxel is located more often on the border of the 
segment than the 0-voxel and thus the gray-level neighborhood of the 0-voxel does not 
include intensities from the neighboring segment. We repeated this single comparison 
with images as large as 350000x33 pixels and the 0-voxel neighborhood was persistently 
more important than the 1-voxel neighborhood. Our test image has a considerable amount 
of noise, and the 1-voxel neighborhood becomes more important when image noise is 
reduced. 

The main goal in developing this ranking was to understand which terms are important 
for a good segmentation and to provide a basis for more advanced study of similarity 
terms. This technique could also be used for balancing speed and quality performance. It 
can estimate both the CPU time consumption and the quality effect of each term.  

Novel similarity terms are developed in the next two sections based on this ranking. 
First, non-linear combinatory terms are built from the five most important terms. Second, 
the two most important terms are developed further. 

6.10 Non-linear similarity functions 
A non-linear weighting of similarity terms can be more suitable than simple linear 
weighting. There are many possibilities in including the non-linear terms. The methods 
for modeling non-linearities could involve the use of neural network, fuzzy logic, or ad 
hoc combinatory terms. Neural approach has the problem of losing analysis possibilities 
of the results. Fuzzy logic membership functions may have to be modeled with many 
parameters. We tried the simple approach: we added ad hoc combinatory terms of the 
most important existing similarity terms. Again, the simplex search was used to find the 
weighting of all the similarity terms after each added term group (Table 4). The non-
linearities were introduced in the form as new terms. All the similarity terms, including 
the new combinatory terms, are still linearly weighted to form a single value of similarity. 

First, we tried this by adding two new terms, the maximum value of the two most 
important similarity terms, and the product of the two most important similarity terms. 
Encouraged by the increase in region correctness, we added more similarity terms, which 
are products of the existing similarity terms. We continued by combining the most 
important terms with the anisotropy term. We saw a greater leap in region correctness, 
when we added products of symbolic homogeneity and neighborhood value segment 
memberships, and products of value segment membership and 1-voxel neighborhood 
value segment membership. After this it seemed difficult to find additional performance 
increase with additional terms. However, a small increase was obtained by adding the 
product of the five most important terms.  
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Table 4. This table shows the effect of included combinatory terms on the region 
correctness. The first term is added and region correctness is evaluated. The second 
evaluation measures the effect of three terms. The third and fourth region correctness 
evaluations measure the effect of two additional combinatory terms. Last, the effect of 
one additional term is measured. 

Combinatory similarity terms added Region correctness  
1. None 
 

0.95799 

2. Maximum value and product of neighborhood 
value segment memberships 

 

 
0.95856 

3. Product of anisotropy, 0-voxel neighborhood value 
segment membership, and 1-voxel neighborhood 
value segment membership 

4. Product of anisotropy and 0-voxel neighborhood 
value segment membership 

5. Product of anisotropy and 1-voxel neighborhood 
value segment membership 

 

  
 
 

 

 

0.95910 

6. Product of 1-voxel neighborhood symbolic 
homogeneity and 0-voxel neighborhood value 
segment membership 

7. Product of 1-voxel neighborhood symbolic 
homogeneity and 1-voxel neighborhood value 
segment membership 

 

 
 
 
 
 
0.95918 

8. Product of 0-voxel value segment membership and 
0-voxel neighborhood value segment membership 

9. Product of 1-voxel value segment membership and 
1-voxel neighborhood value segment membership 

 

 
 
 
 
 
0.96475 

10. Product of 1-voxel neighborhood symbolic 
homogeneity, anisotropy, 0-voxel neighborhood 
value segment membership, 1-voxel neighborhood 
value segment membership and 1-voxel value 
segment membership 

 

 
 
 
 
 
0.96478 

 
The region correctness was increased from 0.95799 to 0.96478 (0.7 %) by adding the 

combinatory terms. The weighting of the terms was obtained by performing a simplex 
search with an 8192x33 image. The region correctness was calculated from an image with 
a resolution of 350000x33 in order to avoid aliasing errors in the actual measurements.  
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Inclusion of some combinatory terms, such as product of 1-voxel neighborhood value 
segment membership and 0-voxel value segment membership, made the region 
correctness slightly worse. Technically the optimization could remove the effect of any 
malicious term, but likely a bad term complicates the optimization, and thus the simplex 
search is unable to converge to a good minimum. 

6.11 Gaussian filtering for additional similarity terms 
The similarity function optimization and the non-linear similarity terms revealed the 
importance of the spatially filtered values of the image in the similarity calculations. This 
section describes a method, which uses multiple spatially filtered data for the similarity 
calculations. Previously, a simple 4-connected cross-neighborhood was used to calculate 
a smoothed value. A fast and simple filter is a necessity when it has to be used on fly, and 
speed performance requirements allow no complex calculations with large 
neighborhoods. The aim of this chapter is to find out how much could be gained in region 
correctness by 2d Gaussian filtering. 

We designed four experiments for adding the Gaussian filtered image data in the 
similarity calculation. The first experiment is based on looking at the filtered value at 0-
voxel. Eight different sigma values (0.125, 0.25, 0.5, 1, 2, 4, 8, and 16 voxels) were 
simultaneously used for the similarity calculation. We used the simplex search to find a 
linear weighting of the filtered values. The segment membership was calculated for this 
value. This created a new similarity term: weighted Gaussian segment membership. There 
are eight new optimization parameters for this single term. 

In addition to the weighted Gaussian segment membership, we calculated the segment 
membership for each filter resolution separately. These were added in as similarity terms. 
This created eight new optimization parameters and similarity terms, leading to a total of 
nine new similarity terms. 

In the second experiment we used only four of the filter resolutions from (0.5, 1, 2, 4), 
but applied them for both the 0-voxel and the 1-voxel. Again, we calculated the weighted 
Gaussian segment membership and the segment membership for each filter resolution 
separately. This introduced ten new similarity terms as both similarity term types are 
constructed for both voxels. 

We added four new combinatory terms in the third experiment. For both voxels we 
calculated the product of all four filtered segment memberships. The product of 
neighborhood value segment membership and value segment membership was shown to 
be very useful in last section, and the idea was tried here too. Consequently, and again for 
both voxels, we added the product of the filters (with sigma of two voxels) segment 
membership and the actual voxel value segment membership. 

In the fourth experiment we used only one sigma, the one having greatest similarity 
term weight in the experiment two. No other combinatory terms were included. This gives 
us a benchmark on what can be obtained with simple filtering. Multiple filters can only be 
justified when they improve the region correctness.  
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Table 5. Gaussian filtering improves the segmentation results. 

Experiment Region correctness 
No Gaussian filtering 0.96478 
0-voxel, eight filters 0.96902 
both voxels, four filters, 
7x7, 9x9, 11x11, and 13x13 

0.97098 

both, voxels, four filters, combinatory, 
7x7, 9x9, 11x11, and 13x13 

0.97127 

both, voxels, four filter, combinatory,  
all limited to 5x5 

0.97116 

both, voxels, four filter, combinatory,  
all limited to 3x3  

0.96901 

both voxels, one filter (13x13, sigma 2.0) 0.96855 
both voxels, one filter, no other terms 0.95889 
1-voxel, one filter, no other terms 0.95874 
0-voxel, one filter, no other terms 0.95680 

6.12 Evaluation of similarity modes 
We proposed many improvements for the similarity function in the previous chapters. 
Now, we compare the different similarity modes by using the improved similarity 
function. This chapter investigates both the quality and speed performance differences of 
the similarity modes. 

More complex similarity modes grant a slightly improved segmentation for the same 
parameterization of the similarity function (Table 6). The weights used for the similarity 
function were optimized for the static similarity, but the more advanced similarity modes 
gave still better results. The effect of re-optimizing the similarity function weighting for 
each particular similarity mode is demonstrated in Table 6. The quality benefits of the 
more complex similarity modes emerge only after re-optimization. 

The weighting of the similarity terms after optimization was very similar in the 
progressive, P1, P2 and dynamic modes. S1, S2 and S3 were also nearly similar with each 
other. Apparently, the similarity function is originally tuned for the simplest static 
similarity; it cannot unleash the full power of the more advanced similarity modes. 
Optimization result for the dynamic similarity mode weighted more than five times the 0-
voxel neighborhood symbolic homogeneity, when compared to the results for the static 
similarity. The optimization result of the dynamic similarity mode was also unsuitable for 
the static similarity mode. It gave a region correctness of only 0.966572 with static 
similarity. 

The execution speed differences of similarity modes originate from the two sources: 
priority queue usage and similarity function evaluation. Neighborhood push operation 
increases the amount of pixel pairs stored into the priority queue. Static similarity 
evaluates each pixel pair only once. However, dynamic similarity evaluated pixel pair 
similarity roughly 4.4 times per image pixel. Table 7 shows the effect of the similarity 
mode on priority queue load and similarity function evaluation. 
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Table 6. CPU time and ratio of correctly segmented voxels in the Gaussian noise 
contaminated test image with different similarity modes for competitive region growing. 
Optimizing the similarity function weighting separately for each similarity mode widens 
the region correctness differences of the similarity modes. CPU times and region 
correctness with original seeded region growing are shown as references.  

Similarity mode Region 
correctness 

Region correctness 
after optimization 

CPU time [s] 

Adams & Bischof 0.882601 No similarity weights 
to optimize 

10.485 

Adams & Bischof with 
a Gaussian filter with 
optimized sigma 

0.963747 No similarity weights 
to optimize 

10.685 

Static 0.970587 0.970750 27.470 

S1 0.970751 0.971496 38.075 

S2 0.970904 0.971427 33.779 

S3 0.970920 0.971545 39.667 

Progressive 0.970619 0.972155 102.668 

P1 0.970775 0.972184 107.665 

P2 0.970936 0.972241 109.497 

Dynamic 0.970944 0.972265 111.210 

Table 7. The amount of elementary operations for different similarity modes. These 
values depend on image size, seeds and segment border lengths. 

Similarity mode Pixel pair pushes per 
image pixel 

Similarity function 
evaluations per pixel 

Static 1.02 1.02 
S1 1.02 2.04 
S2 1.02 1.52 
S3 1.02 2.04 
Progressive 3.38 3.38 
P1 3.38 4.40 
P2 3.38 3.88 
Dynamic 3.38 4.40 

 
Adams and Bischof suggest the use of a floating average, which makes the algorithm 

terminally variant; the result is dependent on the order in which the pixels are processed 
(Adams & Bischof 1994). Terminal variance is a side effect created by the expired, 
incorrect, similarity values in the priority queue. When the average of a region is changed, 
the similarity values of all the voxel pairs in the priority queue should be refreshed. This 
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is unrealistic due to amount of computation involved updating all the similarities. The use 
of the floating average improves the region correctness slightly, but introduces an 
unwanted characteristic, terminal order dependence, to region growing. 

We have done all the experiments in the previous sections with segment membership 
defined by the seed average intensity value. The authors of the seeded region growing 
suggest that a floating average, which is updated on fly as pixels are added to the 
segment, should be used. The use of the seeds for estimating the segment average is 
inaccurate if only a small number of seeds are used. We used a large amount of seeds to 
estimate the segment average sufficiently well. The seeds had several thousand pixels – 
pixel columns were used as seeds. Still, we got a noticeable improvement for region 
correctness from 0.963682 to 0.963747 (0.007 %) when we compared the effect of 
floating average with the similarity function proposed by Adams and Bischof (Adams & 
Bischof 1994). Our similarity function, even though it depends less on the accuracy of the 
segment average value, shows similar behavior. We recorded an increase in region 
correctness from 0.972259 to 0.972397 (0.014 %) when floating region average 
calculation was applied with our similarity function in dynamic similarity mode. A 
reoptimization with floating average resulted to having an over 60 % increase in 
weighting to the 1-voxel value segment membership, when compared to an optimization 
using seed-based segment averages. Other weights remained at roughly the same level 
(typically within 2 %). When there are only a few seed pixels or there is intensity 
inhomogeneity in the image, the use of the floating average is more important than in our 
case where the segment averages are well represented in the seed pixels.  

Adams and Bischof claim that changing the average in fly, without updating the pixel 
pairs stored in priority-based storage, causes negligible differences in results, and is much 
faster than continuous refreshes of pixel pairs (Adams & Bischof 1994). Sometimes a 
lower speed to higher quality tradeoff may be acceptable and thus we tested this effect. 
We got a small increase of 0.005 % from 0.972397 to 0.972449 by refreshing all the 
similarity values in the priority queue always when 100 new voxels were added to 
segments. When we used the original similarity function by Adams & Bischof without 
Gaussian smoothing, the increase was much larger (0.2 %). Applying the Gaussian filter 
to the image and using the Adams & Bischof similarity removed this effect. In those 
occasions when we could see an increase in region correctness, it could be obtained with 
a small amount of refreshes. Even three refreshes, which was roughly every 500000th 
pixel in our test image, could give roughly half of the benefits of refreshing every 100th 
pixel. Having only a couple of refreshes leads to a more acceptable performance to 
quality tradeoff than refreshing every 100th pixel. However, the final benefit of the 
floating average method depends on the quality of the seeds given to the algorithm. If the 
seeds average values do not represent the statistics of the whole segment, the floating 
average technique will lead to greater gains in segmentation accuracy (Figure 16).  
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Figure 16. A T1-weighted MR image is shown on the left hand with several 3x3 pixel seeds. 
The second image from the left is segmented without updating the segment averages. The 
third image is segmented by updating the segment averages every 100th pixel. The  last 
(fourth) image is segmented by refreshing all the segment averages after adding one new pixel 
to any of the segments. Updating the segment averages can give significant changes to the 
segmentation results when the initial seeds are small. 

6.13 Priority queue 
The priority queue is an important part in the competitive region growing. It is the biggest 
speed and memory performance overhead of competitive region growing when compared 
to single region seed filling. Reducing this overhead is important in lowering the 
threshold for using competitive region growing in an environment with strict speed 
performance requirements. 

We introduced a simplification of the priority queue modeling in order to get a 
remarkable speed up. The ideal algorithm for the competitive region growing processes 
always the best pair first. This requires maintaining all the pairs in order during growing. 
This is computationally expensive, since new pairs are added during growing. We 
modeled the priority-queue in competitive region growing by discretizing the value of the 
similarity function to 128 levels. Each of these levels contained a stack for pixel pairs at 
that similarity level. The growing algorithm then used the most similar pixel pairs first 
and added new pixel pairs into the stacks while the segmentation proceeded into the 
image. 

Similarity discretization can offer a remarkable speed gain. It permits us to perform a 
bucket sort for the similarity, instead of the more expensive sort algorithms required for 
continuous values. We ensured sufficient bucket density by reducing it only until 
noticeable artefacts appeared. Then we doubled the bucket density to give it some margin.  

We used a double indirection for reduced memory overhead. Each priority level has a 
small dynamically resizable array of pointers to fixed-size arrays of the growing elements. 
New items are added to the end of the last fixed-size array. If that array is full, a new 
array is reserved and the item is stored as the first element in it. 

The bucket approach, unlike the standard priority queue, needs no storage space for the 
priority value. The priority value is stored implicitly by storing the pixel pair data in the 
bucket of that priority level. 
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We tested our priority bucketing against similar priority bucketing using the standard 
template library (STL) vector data type for memory management. We also included the 
normal STL priority queue for comparison. The evaluated STL implementation was 
included with Microsoft Visual C++ 6.0. 

Table 8. Performance of five million push and pop operations for priority ordering. 

Algorithm Time 
Normal STL Priority queue 9.3 s 
Priority bucketing with STL Vector  8.7 s 
Priority bucketing with double indirection 1.9 s 
Two-level priority bucketing with double indirection 1.7 s 

 
Our priority bucketing approach is much faster than the priority queue in standard 

template library. The priority bucketing with double indirection is more than four times 
faster than the basic STL priority queue (Table 8). This test was run with uniformly 
distributed random priority. The bucketing approach was over 30 times faster than the 
STL priority queue, when both were simulated with a more realistic tightly packed 
priority distribution.  

Two-level and three-level priority bucketing methods are much faster when more than 
128 buckets are used. We tested multi-level bucketing for 2048 buckets. The two-level 
bucketing with 32 bucket division at both levels bucket lead to a speed up from 14.3 s to 
4.8 s. Three-level bucketing was only slightly faster resulting to 4.3 s. The most efficient 
three-level bucketing with 2048 buckets consisted of 8 buckets on the first and second 
level, and 32 buckets on the third level. These configurations are probably dependent on 
the hardware cache system of the CPU, and experiments on the final platform can be 
rewarded in faster execution speed. 

The discretization of the similarity value has a detoriating effect on region correctness. 
The detoriation can be expected to depend both on the similarity discretization and on the 
existing image discretization. If there are only a few gray-level values between two 
segments, we anticipated that it not to be affected by reasonable similarity discretization. 
We tabulated the segmentation quality at various levels of similarity for three different 
image discretization levels (Table 9) to test this. The small effect of the image 
discretization was a surprise. The multi-criteria similarity function is able to use 
information from the 0- and 1-voxels, the neighboring values, symbolic homogeneity, and 
other terms. They help to reduce the effect of region correctness detoriation for 
discretized image values.   

Seeded region growing (Bischof & Adams 1994) suffers severely from image 
discretization. There are no similarity terms that would bring additional information. The 
image discretization affects directly the similarity calculation and it detoriates the region 
correctness. Due to the simple similarity function in seeded region growing, the 
segmentation quality reduction is exactly the same in similarity discretization and image 
discretization. 



 88

Table 9. Region correctness is tabulated for three image discretization levels and 
different similarity discretization levels. Discretization of the similarity value decreases 
the quality of segmentation. Image discretization has less significance for the region 
correctness.   

Similarity 
discretization  

Image discretization 
to 32 levels 

Image discretization 
to 256 levels 

Image discretization 
to 4096 levels 

2 0.823849 0.815109 0.820708 
4 0.919989 0.920003 0.922692 
8 0.943975 0.944189 0.945880 
16 0.962309 0.962660 0.962529 
32 0.966007 0.966240 0.966139 
64 0.966924 0.966894 0.966854 
128 0.967081 0.967139 0.967147 
256 0.967159 0.967262 0.967298 
512 0.967213 0.967247 0.967275 
1024 0.967257 0.967280 0.967280 
2048 0.967255 0.967285 0.967268 
4096 0.967232 0.967291 0.967273 
Continuous 0.967233 0.967283 0.967267 

 
256 steps for the similarity discretization seem to be sufficient at all the tested levels of 

image discretization. Repeating this experiment with various noise levels suggested image 
noise level to also have very little impact on the selection of the similarity discretization. 
The only remaining difficulty is to tune the dynamics in a way, which uses all the steps 
efficiently. An accurate similarity dynamic range selection seems to be quite a 
performance problem in practice and thus the use of more than 256 steps is well justified. 
We recommend the use of 2048 steps as a high-quality and reasonable performance 
compromise. There is an additional benefit from having good resolution in similarity 
value. A higher similarity resolution gives the flexibility for simultaneously and precisely 
to find multiple segments, which have both large and small image intensity differences 
with each other. 

6.14 Validation of the test image 
The previous sections have presented small improvements in region correctness. In this 
section we validate these results by presenting one example region correctness 
measurement with statistical analysis. This analysis has not been applied to all the 
measurements because of the excessive computational time required for it. 

We used simple statistics to validate the measurement of small improvements found in 
the development of the competitive region growing algorithm. We applied a small change 
in the competitive region growing algorithm that improved (on the average) the region 
correctness from 0.966786 to 0.966815. We reconstructed 100 test images, 50000x33 
pixels each, that are similar to the one shown in Figure 15, however each with a different 
Gaussian noise pattern. For the region correctness of these images, we measured an 
average improvement of 0.0029 %, with a minimum improvement of 0.00021 % and a 
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maximum of 0.0053 %. The standard deviation of the measured improvement in these  
images was 0.0011 %. 

The use of real medical images as test images of algorithm development is 
problematical for two reasons. First, it is difficult to determine the correct segmentation. 
Different physicians contour the images differently. The use of semi-automated 
algorithms to reduce the operator dependencies may bring along some algorithmic 
artefacts. Second, even if the ideal segmentation of a volumetric medical image can be 
determined, the realistic medical image does not have enough border voxel pairs for 
robust evaluation of region correctness. For example, a 1000 cm3 volume at 1x1x5 mm 
resolution is represented by 200000 voxels. If we, for the sake of simplicity, assume that 
it is cubical, the resulting segment has roughly 28000 border voxels pairs. This is much 
less than 120000 border pixel pairs that we have in the test image. This reduction in 
border pixels led to roughly doubling the standard deviation of the region correctness for 
the 100 test images with the altered noise patterns. These two reasons have led us to use a 
synthetic test image that has an extremely large amount of border voxel pairs for its size. 

6.15 Algorithm selection for medical images 
This section suggests algorithms and similarity terms for a practical implementation for 
medical volumetric segmentation. Two versions, one for direct 3d filling and the other for 
slice-to-slice segmentation, are proposed. Both the quality and the performance 
considerations are taken into account. The first version, direct 3d growing, has to be a 
speed-oriented solution. The user first creates the seeds, applies the segmentation 
algorithm, and reviews the result once it is finished. The second version, sequential slice-
by-slice growing, is a quality-oriented solution. One slice is segmented and while the user 
is reviewing the result, the system is working on the next slice. Seeding for all but the first 
slice are created from the previously segmented slice.  

Looking at the speed and the quality performance metrics in Table 6 reveals two sweet 
spots for a speed and quality compromise. These are the S2 (static with push back) and 
the dynamic similarity mode.  

The S2 similarity mode can be considered as the high-speed performance mode well 
suited for direct 3d filling. It uses less memory than the similarity modes, which use 
neighborhood push. The filters for neighborhood value segment membership have to be 
simple in this mode. Usually they cannot be pre-calculated due to the increased memory 
consumption. Our recommendation for a speed and quality compromise is the S2 mode 
paired with 256 levels of two level priority bucketing with double indirection. 

The dynamic mode is more appropriate for a sequential 3d segmentation, in which 
segmentation processes one slice at a time. Seeding of the next slice is created with 
additional heuristics using the segmented data from the previous slice. Usually it is 
efficient to seed with the following criteria: 

1. Seed from the center of an existing segment rather than on border. Heuristics and 
medial axis of the segments in previously segmented slice can be used for seeding the 
next slices. 

2. Seed only if the image gray value is similar on both slices. 
3. Favor homogeneous image areas for slice-to-slice seeding. 
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However, the seeding criteria may have to be tuned per organ for the best and the most 
convenient segmentation. For example, bone and air can be seeded automatically from CT 
images. Figure 17 shows the results of seeded region growing (Bischof & Adams 1994), 
and compares them with the competitive region growing in S2 and dynamic mode. 

 

Figure 17. A proton-density weighted MR image with initial seeds is shown in the upper left 
hand corner. It is segmented with the seeded region growing (Bischof & Adams 1994) 
algorithm in the upper right hand corner. The result of the competitive region growing in S2 
mode is shown in the lower left hand corner. The dynamic similarity mode shows slightly 
different results in the lower right hand corner. 

The dynamic mode justifies the use of a higher resolution similarity even though it 
slows down the algorithm slightly, because the dynamic mode is a slow, quality-oriented 
solution. The dynamic mode benefits from a 2048 level similarity discretization, and 256 
levels would be less competent match for dynamic mode. The most efficient 
implementation for 2048 levels in our tests was the three-level bucketing with double 
indirection. However, it gives only a three-fold speed up to normal priority queue, and the 
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priority queue is only one part of the segmentation computation. Consequently, even the 
normal priority queue could be feasible for the dynamic mode. 

6.16 Summary 
We used various techniques to improve the region correctness of the competitive region 
growing. Our analysis method used optimization to find the best weighting of similarity 
term for a test image. New terms were created and compared against previous results. 
Combinatory terms were added with a very low computational cost and high yield in 
region correctness. Spatial gray-level filtering was added in the form of additional 
similarity terms. Two methods to improve speed performance, the discretization of 
similarity and the non-dynamic similarity modes, were suggested, and their speed and 
quality performances were measured. We propose two alternative algorithms for three-
dimensional medical segmentation based on the quantitative results of the experiments 
described in this chapter. 

The competitive region growing is only one part of the segmentation process rather 
than a complete solution. Some clinically relevant three-dimensional structures overlap 
with each other and are thus unsuitable for competitive region growing. Both manual and 
other semi-automated tools are needed to build a full volume definition system. Still, we 
believe competitive region growing is very likely to be an important semi-automated and 
automated segmentation tool for volumetric medical images. 
 



 

7   Image-guided radiotherapy 

The increasing interest in tightly conformal radiotherapy, including non-coplanar fields 
and intensity-modulation, has increased demand for high-quality volumetric visualization 
in radiotherapy. The increased complexity of treatment plans has led to more conformal 
dose delivery. Sharper dose gradients near both the target and critical volumes create a 
need for more precise target definition and field placement. Increased precision 
requirements for the field placement require additional visualization tools to simplify the 
patient setup.  

This chapter describes the contributions to the development of image-based 
radiotherapy treatment planning systems made at Varian Medical Systems Finland. Two 
methods are presented, of which the first, beam’s light view, is a new visualization 
technique using texture mapping for representing complex field geometry in an arbitrary 
three-dimensional view. The second method is a fast software-based algorithm for 
calculating DRRs. The DRR is a translucent divergent volumetric rendering of a CT slice 
stack. It is mainly used in planning and verification of external radiotherapy, but can also 
have many beneficial roles in brachytherapy. The two methods described in this chapter 
are originally presented and compared in Papers VII, VIII, and IX. 

7.1 Virtual simulation 
Conventional simulation, a common procedure for field placement, involves a treatment 
simulator device. The operator selects patient table and machine gantry positions and 
places a treatment field two-dimensionally by reviewing a fluoroscopic image of the 
patient overlaid with an indication of the intended treatment field. Unfortunately, many 
tumors are poorly visualized or localized in the simulator. (McGee et al. 1995)  

Computed tomography provides precise three-dimensional information and its use in 
the treatment planning improves the long-term survival rate (McGee et al. 1995). Several 
research groups and companies have implemented computer-based systems, which reduce 
the need to use a conventional simulator (Bendl 1994, McGee et al. 1995, Helminen et al. 
1997, Ramsey & Oliver 1998). These systems, virtual simulators (Sherouse et al. 1990), 
can take the place of a conventional simulator. One of the primary purposes of simulation 
is to provide a reference image, a DRR, for treatment verification. (McGee et al. 1995)  
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Advanced volume rendering algorithms, such as shear-warp, 2.5-dimensional seed 
filling (Oikarinen 1998), and ray templates are unable to render DRRs – mainly because 
they cannot produce divergent geometry. Most often a DRR algorithm (McGee et al. 
1995, Webb 1997, Westermann & Ertl 1997, Burger & Rensburg 1997) is built using a 
ray casting method. 

A novel method for accelerating DRR-generation was proposed (Gilhuijs et al. 1996). 
This splatting-based solution grants a remarkable speed up. It interpolates mono-linearly 
by adding data between slices. It oversamples in the voxel space and splats each 
supersampled value. It splats four oversampled voxels for each CT image voxel. These 
splatted values are divided bi-linearly among the four closest pixels in the DRR image 
plane. Splatting has been recognized as a method for high-quality rendering (Mueller et 
al. 1998). 

Our DRR algorithm was developed independently of the work of Gilhuijs and his 
colleagues and even though they share the splatting method, there are fundamental 
differences. We splat only once per voxel and interpolate in the 2d image plane. Because 
of this difference, our method produces fewer artefacts with similar computational cost. 
Further, we are able to perform interpolation in three directions, while van Gilhuijs’s 
approach would be quite slow if tri-linear interpolation was employed. We approximate 
the tri-linear interpolation by a 2d convolution. It convolves the splatted image with a 
single kernel, which is created by projecting the center voxel to the image plane. The full 
tri-linear kernel convolution is divided into three separate linear segment convolutions for 
further speed up. Paper VII introduces the developed DRR algorithm and compares it to 
two other algorithms suited for DRR rendering. Paper VIII describes our DRR algorithm 
and its characteristics in detail. We agree with Wood on the importance of anti-aliasing in 
volumetric rendering (Wood 1992). Seeking for fine resolution information is easier from 
an anti-aliased rendering.  

Our DRR algorithm requires the use of a uniformly spaced slice stack. A non-uniform 
slice stack has to be first resampled to uniform slice-to-slice distance. If all the slice-to-
slice distances are small integer multiples of a common distance, it is possible to 
reconstruct a uniformly spaced slice stack without any detoriation in resulting DRR image 
quality. Fortunately, the CT slice stacks can be usually taken with a uniform slice-to-slice 
distance or, on some cases, by skipping every second slice in the less important areas.   

A fast DRR rendering algorithm can be used to improve the usability of a treatment 
planning system. Instantly generating a DRR always when a field is rotated can help the 
planner to perceive the patient geometry. This becomes a cumbersome feature, if the DRR 
rendering algorithm takes several seconds to update the image.  Figure 18 shows the DRR 
in a SomaVision rendering including bone and skin segmentation. The bone and the skin 
are segmented with the competitive region growing.  

The requirements for producing a reference image are somewhat different. Even 
several minutes could be acceptable for rendering an image for verification reference 
purposes. However, interactive speed is needed for tuning the DRR generation parameters 
for maximum contrast for the clinically important features in the image. 
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Figure 18. A digitally reconstructed radiograph as an underlay in a three-dimensional view 
can clarify both the patient and the treatment geometry.  

The latest implementation of the DRR in CadPlan Plus includes a depth-based 
weighting function allowing rendering a depth-limited range of CT volume in a DRR 
(Figure 19). The depth window can be used, for example, to remove the rib bones from a 
chest DRR, or the pelvic bone from a lateral prostate DRR. Also, it includes several 
parameterized non-linear voxel value LUTs, ramp, double ramp, binary, threshold, and 
power ramp. These options allow creation of useful and unambiguous DRRs in otherwise 
challenging conditions (Valicenti et al. 1997).  

7.2 Treatment verification visualization 
A DRR generated for treatment verification has slightly higher image quality 
requirements than the typical interactive DRRs generated in planning. A simulation or a 
therapeutic radiation field is positioned in relation to the DRR. The DRR image quality 
and geometric accuracy for treatment verification visualization has to be excellent. The 
treatment geometry is directly dependent on the quality of the DRR. Our anti-aliased 
splatting algorithm is both a fast and a high-quality algorithm, consequently we can use 
the same algorithm in interactive planning field positioning and in production of reference 
images for treatment verification. However, obtaining the highest quality DRRs may 
require modifications in the clinical imaging process. 
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Figure 19. A lateral DRR from the pelvic area including an overlay of the planned field edge. 
Normal and bone-windowed DRRs are shown on the upper left and right hand corners, 
respectively. The lower left and right hand corners show depth-windowed normal DRRs. Both 
the depth-windowed views show parts of the internal anatomy with higher contrast than the 
normal DRR on the upper left hand corner. The lower right hand depth-window is thinner 
than the lower left hand depth-window, which gives more contrast, but less depth information. 

The number of slices imaged with CT can be an important cost factor that has to be 
minimized. Having a small number of slices in the imaged area leads to a large slice-to-
slice distance. Thin slices are usually favorable in CT imaging. The partial volume effect 
is present in lesser amount and the contrast is better for detecting organs and lesions. 
However, thin slices and large slice gaps are not advantageous for DRR. DRR actually 
benefits from the partial volume effect and to obtain the best quality in DRR rendering. A 
compromise in the CT slice thickness between the diagnostic usability and the DRR 
quality has to be made when CT images are taken. (McGee et al. 1995) 

Two-dimensional optimization by rotation and translation is used to match features on 
a DRR, simulator, and portal images. These optimization algorithms can match the image 



 96

more reliably than a typical manual operator. The resulting match is used to correct the 
position and the orientation of the simulation or treatment field. 

7.3 External radiotherapy treatment planning 
Currently, the therapeutic radiation fields are defined in an external radiotherapy 
treatment planning system, using two main visualization tools: a two-dimensional CT 
image view and the beam’s eye view (BEV). The two-dimensional view is often used in 
initial field positioning. The BEV is used to verify the projection geometry of the fields in 
relation to important volumes. It is also used for defining the direction and shape of the 
field fluence three-dimensionally. Often an auxiliary free-directional 3d view, the room’s 
eye view (REV), is implemented for the visual comparison of all fields in a treatment plan 
and the geometry of the fields in the patient. However, the current 3d treatment planning 
systems offer only simple visualization of the plan geometry in free 3d directions. It is 
especially difficult to conceive the projection of a field on the skin or on another anatomic 
or target surface by using the standard visualization tools only.  

We present a new 3d visualization tool for radiotherapy treatment planning in Paper 
IX. The new method, beam’s light view, shows the field projected on the surface of 
anatomic volume. A conventional translucent surface-rendered room’s eye view with 
environment mapping is well capable of displaying the geometry of the skin and the field 
well, but it fails to indicate the intersection of the skin and the field radiation fluence. The 
figures 4 and 7 in Paper IX illustrate the different goals of the conventional room’s eye 
view and beam’s light view. 

This section outlines the new visualization method, beam’s light view. The processing 
is divided to four stages as follows: First, we construct anatomic and target models on the 
basis of CT images. Second, we set up the planning fields in this geometry. Third, we 
generate textures for the fields, according to the main collimator settings and field 
accessory properties. Last, we render the anatomic structures with texture mapping 
(Heckbert 1986) and lighting. 

The radiation field isocenters and initial directions of planning fields are defined in 
image slice based 2d views. The BEV is used to modify fields, but more importantly, its 
main advantage is in definition and visualization of the collimators and other field 
radiation fluence modulators, such as the blocks, the compensators, and the multi-leaf 
collimators. The beam’s eye view is the most important visualization tool in definition of 
a 3d treatment planning field. Intensity-modulated fields are treated using compensators 
or dynamic multi-leaf collimators (Haas 1996). They can deliver very complex shapes of 
radiation. Field shapes can be visualized in BEV, but they are difficult to visualize in the 
free-directional 3d visualization.  

We generated a texture map to represent the intensity of an arbitrary planning field 
shape to be used in free-directional 3d visualization. This involves three stages: 
background generation, field intensity mapping, and overlay graphics plotting. We used 
vertical stripes on the background of the texture to improve the visualization. Pizer and 
Romeny demonstrate a spacing-based texture to improve the clarity of 3d shapes in a 
three-dimensional projection (Pizer & Romeny 1991). Further, the beam’s light view can 
be used without the stripes. The stripes are an additional feature gained for free when 
beam’s light view texture mapping is used. Field intensity mapping is a direct mapping 
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from the field radiation fluence to an arbitrary RGBA (red, green, blue, alpha) lookup 
table. We used an unsharp masking technique to compensate for the blurring effect of the 
tri-linearly sampled texture mapping (Figure 20).  

 

Figure 20. The field light image on the upper left hand corner is projected with tri-linear 
texture mapping on a triangle mesh. The upper right hand corner shows an unprocessed 
256x256 texture mapping. The lower left hand corner displays a mapping of an unsharp 
masked 256x256 texture. The lower right hand corner shows a high resolution 1024x1024 
unsharp masked texture mapping. 

To enhance the general direction of the field in addition to the texture, we colored the 
surface pointing towards the source whitish yellow and the surface pointing away light 
blue. The textured body gives only a weak impression about the direction of the field. The 
coloring and the texture complement each other in an efficient way (Figure 21).  
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Figure 21. The beam’s light view with the lighting and the stripes. The beam’s light view 
shows the intersection of the field and the body very similarly to a light field projected on the 
patient’s skin. The lighting creates an impression of direction of the radiation. The stripes 
improve the shape differentiation. 

We report a rendering time of 350 ms in Paper IX. A modern commodity game board 
(GeForce 256, nVidia Inc., U.S.A) renders the beam’s light view in real-time (60 Hz). 
There is also other hardware (SGI PC 320, SGI Inc. and HP Visualize fx6, Hewlett-
Packard Inc.), which can perform almost similarly. 

The proposed method presents the field geometry well. The vertical lines in the texture 
map assist the user in recognizing the 3d geometry of the surface. The lighting supports 
the viewer in understanding the 3d shape of the surface, but locating the light in the 
position of the radiation source also clearly indicates the direction of the planning field.  

This method is used for two purposes, for visualization in treatment planning and as a 
visual aid in patient positioning. The user can obtain a better understanding of the field 
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geometry with this new visualization method, and thus the fields can be placed more 
reasonably and accurately. In patient positioning, the user can compare the light field on 
patient’s skin to the beam’s light view rendering in treatment planning. This will work as 
a verification tool for patient positioning, and might simplify patient setup in some cases.  

The beam’s light view complements the previous radiotherapy treatment planning 
visualization methods. It shows the shape of the field radiation flux on the skin and is 
useful in planning and patient setup verification. However, the beam’s light view exists 
currently only as a research tool. It is not yet implemented the commercial version of 
CadPlan Plus treatment planning system.  

7.4 Brachytherapy treatment planning 
Traditionally, three-dimensional brachytherapy geometry is defined using two X-ray 
images. The treatment geometry is generated by digitizing the radiation sources from the 
images and by reconstructing the 3d shape from these projections. The dose is described 
according to clinical practice rather than patient specific features. Patient specific electron 
density inhomogeneities are ignored. The patient is assumed to be water equivalent for the 
radiation. In some traditional 3d brachytherapy systems, the electron densities of the 
shielding material are modeled. 

CT-based planning is becoming more popular for brachytherapy. It allows more 
precise definition of target and critical volumes than the X-ray film based planning and 
correction for electron density inhomogeneities within the patient. Moreover, the CT 
image enables the use of DRR calculations in brachytherapy.  

The DRR has three main purposes for brachytherapy: registration, plan evaluation, and 
paper- or film-based archival. DRR-based registration is accomplished by matching of a 
3d computed tomography image with traditional X-ray films (Gilhuijs et al. 1996, Penney 
et al. 2001). Further, the registration mechanism can match the geometry of an existing 
CT-based external radiotherapy treatment plan with a newly planned X-ray-based 
brachytherapy boost treatment. Once the geometries of these plans are matched, it is 
possible to analyze the combined dose. 

The DRR takes advantage of the physicians’ experience on film images. It constructs a 
film-like view using the CT image. The treatment geometry, projections of the critical 
organs, and dose can be viewed from a familiar direction with the image data to support 
the clinical decisions. 

Complete paper-based archive of CT-based brachytherapy may be difficult. It is often 
considered impractical to print every slice. An anterior-posterior and a lateral DRR with 
maximum dose projection (Laitinen et al. 1997b) and translucent projections of important 
clinical volumes is a good solution for archival purposes. It gives a complete view of the 
volume with views, which resemble the traditional film-based brachytherapy images, but 
represent the 3d dose. 
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Figure 22. A radiograph is often used in brachytherapy treatment planning. Here, a maximum 
dose projection is visualized on a radiograph. Similarly, the maximum dose can be displayed 
on a DRR.  

7.5 Summary 
One new visualization method, beam’s light view, was developed. Another visualization 
method, digitally reconstructed radiograph, was significantly improved. The beam’s light 
view and the digitally reconstructed radiograph are complementary visualization methods 
for planning and verification of CT-based radiotherapy. The beam’s light view can be 
used in planning to review the field-skin intersection. The developed DRR algorithm 
helps in planning by providing an immediate X-ray like view to the patient anatomy. 

The DRR is an efficient treatment verification tool. It can be directly compared to the 
portal images for quantifying the positioning error. The beam’s light view is a qualitative 
validation tool. It is an independent safeguard for the agreement of the geometric 
modeling in treatment planning and the patient setup in the treatment room.  



 

8   Discussion 

This chapter studies possible directions in volume definition and visualization for image-
guided treatments. It considers the effects of the original papers on the development of 
image-guided treatment workstations and volume definition algorithms.  

8.1 Improving image-guided treatment systems 
First, this section lists the high-level development goals for image-guided treatment 
systems. Second, it finds promise for more efficient treatments by increased accuracy. 
Third, it discusses usability requirements. Fourth, the software engineering process is 
considered to be a qualifying factor for successful treatments. Last, a trend for moving 
away from custom-built software inside clinic to commercial software is predicted.  

Decreased costs, increased patient independence, decreased need for personnel time, 
increased quality of treatment, computer-assisted hypothesis testing by data mining, 
increased access to the general population, and increased retirement age are important 
goals in development of more efficient treatment methods (Andrade 1993). Clinical 
evidence suggests the image-guided workstations to improve the quality of treatment in 
both neurosurgery (Zamorano et al. 1997, Barnett et al. 1998) and radiotherapy (McGee 
et al. 1995).  In neurosurgery, the anesthetic time is reduced for burr-hole biopsies. For 
other neurosurgical operations interactive image-guided and traditional operations had 
comparable anesthetic time (Alberti et al. 1997) 

The largest developments in the surgical side can be expected to emerge from the 
development of imaging methods. Development of intra-operative microscopic 
volumetric imaging methods for cancer is an attractive idea. It could be a major step for 
improving the outcome of surgery (Lewin 1999).  

The accuracy requirements of image-guided treatment systems shall rise. The intensity-
modulated radiotherapy gives sharper dose gradient near the tumor. This increases the 
importance of precise volume definition and visualization. Multi-modal image matching 
is needed for more precise definition of target volumes. Highly accurate modeling tools 
for dose volume computation and digitally reconstructed radiographs are needed to 
comply with the accurate treatments given in the form of intensity-modulated 
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radiotherapy. Intensity-modulated radiotherapy results in large improvement in expected 
treatment outcome (Söderström & Brahme 1995).  

Usability problems are still a major obstacle for image-guided workstations. Many of 
the image workstations in the market have esoteric user interfaces. This can become a 
problem in the clinical use, especially, if a single operator needs to use systems with 
radically different operating principles. Andrade suggests research and re-engineering in 
the area of clinical user-interfaces (Andrade 1993). Even imaging products from one 
manufacturer can have completely different look and feel – or worse – different usage 
philosophy. Information systems having several brands of computers with various 
operating systems can create more maintenance overhead for the hospital staff than 
information systems using rather homogeneous computers and operating systems. 
Availability of volumetric modeling data on every workstation via a common database 
can improve the usability of volumetric data. Jäske and coworkers propose usability to 
promote safe operation (Jäske et al. 1996). We believe that more direct manipulation of 
the 3d treatment geometry with widgets and interactive shadows, i.e., manipulation of the 
geometry both directly and by shadow projections in a single 3d view, can be the next 
important steps in improving the usability of an image-guided treatment workstation. The 
visualized shadows support the understanding of the geometry, but also allow intuitive 
manipulation of the geometry in the shadow plane.  

This work has concentrated on improving the algorithms for volume modeling. 
However, the algorithmic accuracy is only a small part of the system accuracy of a 
complex image-guided treatment workstation. To get the best accuracy, the process, 
which is used in building the system, becomes equally important with the algorithm 
selections. Detailed specifications are needed to guide the work, hazard analysis to focus 
the safety-related engineering efforts, design documents to promote maintenance and 
safety in interfacing, and test methods to find as many of the safety-related bugs as 
possible before the product is taken into clinical use. Back-to-back testing, using two ore 
more independently developed algorithms built from same specification, can reveal 
accuracy problems due to faulty implementation (Jäske et al. 1996). Concentrating on 
development of highly accurate and fast algorithms is inadequate. The testing methods 
and the whole software engineering process needs to be systematically improved for 
continuous development of safe and effective products.  

Writing complex software in a clinical environment leads easily to problems – some of 
which are covered in literature. Rosen describes many typical common pit falls in 
building small- to medium-scale software in a clinical environment (Rosen 1998). It is 
especially important to understand the focus of the software well. If it is a research 
platform or a feasibility prototype, it should be developed as one. However, if it is 
designed to be a commercial product later on, maintenance and usability issues should be 
built in into it. According to our experience, the new comprehensive interfacing 
standards, such as the DICOM, increase the amount of work needed to build a customized 
image-guided system in research-oriented clinics. Presumably, it is more efficient for a 
clinic to partner with a commercial company, which will provide the data infrastructure 
and allow the clinic to concentrate on their favorite research subject. Much of the work 
with Oulu Neuronavigator System was spent in setting up the architecture, which could be 
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avoided today with a commercial development partner. Today, lots of 3rd party software is 
available which was not the case when the neuronavigator system was built. 

8.2 Surgical robots 
The use of surgical robots is a potential growth area for image-guided treatments. 
Naturally, a surgical robot would not easily replace the surgeon, but rather serve as a tool, 
which is used in some phases of the surgery. Image-guided robotic operations can offer 
repeatability, positional certainty, and time saving (Ng et al. 1993). Surgical robotics can 
be used to reduce surgeon’s involuntary hand movement (Riviere et al. 1997) and to 
improve manual accuracy (Riviere & Khosla 1997). Surgical procedures need surgical 
robots – industrial robots could be hazardous (Drake et al. 1991).  

A neurosurgical robot would be technologically a logical step ahead from the 
neuronavigation concept. Unlike neuronavigation, it could not provide economical or 
clinical justification. Nevertheless, considering the constant advances in technology, the 
neurosurgical robot will likely be very helpful in the future. It could make operations 
more accurate, safer, and faster.  

Glauser and coworkers have already built a prototype neurosurgical robot for biopsy 
operations. They claim that it can achieve an accuracy of 0.5 mm, whereas the accuracy 
of a manual operation is usually 2 mm. According to them the increased precision can 
dramatically improve certain new types of treatments. For instance, implantation of semi-
permeable capsules containing living cells, which can produce locally the lacking 
neurotransmitters, could be better fitted for robotic surgery than for manual operation 
(Glauser et al. 1995) 

8.3 Volume modeling 
The technical requirements for volume modeling depend on the imaging modality, and the 
accuracy and speed performance requirements. 

The volume modeling has to be consistent through an image-guided treatment system, 
or, even through a family of image-guided treatment products. Selecting different 
interpolation strategies for different algorithms will eventually lead to confusion in usage. 
For instance, if the reported total volume (in cubic centimeters) changes from one analysis 
tool to another, the user has, rightly, no confidence in the analysis tools of the system.  

Interpolation is an important, and still advancing, topic in volumetric modeling. 
Comparison of different algorithms is even more difficult when the varying balance 
between performance and quality requirements is considered. If the shape-based gray-
level interpolation is the best method at the moment, it might be possible to improve it by 
taking into account the partial volume effect. Joliot and Mazoyer were able to improve the 
shape-based interpolation for binary images (Joliot & Mazoyer 1993). Their novel 
algorithm takes into account voxel anisotropy and the partial volume effect. It could be 
possible to use the same approach in gray-level interpolation, too, and gain similar 
improvement over the current methods. However, finally the best interpolation algorithm 
depends on the speed and accuracy requirements of the system. 

Speed performance and accuracy are often exchangeable in an engineering scenario of 
a volume modeling system. Thus, methods, which can speed up the volume definition 
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process, can gain a larger role in the development of volume definition systems. 
Hierarchical address generation for symbolic volume images, on-line compression 
techniques, or fuzzy segments (Barillot 1993) could potentially speed up the algorithms, 
and thus offer a possibility for higher resolution and increased accuracy. 

Speed balancing in volumetric modeling is a very complex and important issue. The 
decisions on the data models are often performance-oriented and, thus, all algorithms 
operating on these data models are coupled to these same compromises of speed and 
quality. Some additional flexibility can be gained by simultaneously maintaining multiple 
data models of the same volumes, but this can also become too expensive. If the different 
data models are in conflict, for example, by having different interpolation models, they 
should not be used in the same system. Speed requirements for a commercial image-
guided system are largely driven by the old reference systems on the market. A new 
system should perform with comparable speed as the old systems on the market, if it is 
wanted to be successful commercially. This sets limitations for possible improvements in 
accuracy, visual quality and rendering speed. 

The most efficient algorithm research improves algorithms incrementally. We want to 
develop new or improved characteristics without trading in an existing good 
characteristic. Because of the diversity in volume modeling requirements specialized 
algorithms are a necessity, but also an encumbrance for further development. New, 
reasonably generic algorithms, which improve on some characteristics without loosing 
other good characteristics, are much more widely applicable than special algorithms for a 
particular limited volume definition or visualization problem.  

Fassnacht and Devijve demonstrate fuzzy mapping to offer additional flexibility and 
precision in volume definition (Fassnacht & Devijve 1996). Nonetheless, a binary 
mapping is used because of its lower memory consumption and algorithmic simplicity. In 
the process of this work the idea for using fuzzy values for volumetric structures has 
become more and more attractive. This would allow the use of fuzzy tools: fuzzy brush, 
eraser, and even a fuzzy competitive region growing algorithm. It would be especially 
interesting to model the partial volume effect with fuzzy segments. Likely, this could 
allow a great reduction in resolution without losing surface model accuracy. Reduced 
resolution for the symbolic image could allow isotropic symbolic image space, which 
could remove the shape-based interpolation overhead from various volume-related 
algorithms, such as the volume calculation, the dose volume histogram, and the triangle 
mesh construction. However, a reasonable implementation would still use a compression 
mechanism for the symbolic volumetric images. For example, the use of 3d tiling, where 
small 3d subcubes are reserved on demand, can improve both the memory consumption 
and CPU speed performance of an image-guided treatment system based on fuzzy 
segments. 

Lee and coworkers claim that enhanced volume visualization with a user-specifiable 
opacity transfer map can reduce the need for both automated and manual volume 
definition (Lee et al. 1999). We believe this to be true only for manually defined 
treatments. If modern volume optimization is used in radiotherapy treatment planning, the 
volumes still need to be fully segmented. Furthermore, several quantitative metrics are 
available only after segmentation. It is impossible to calculate dose volume histograms, 
visualize surface doses, or calculate volumes, if they are not segmented. 
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The technique presented in original Paper III is probably the first published fully 
automatic technique to correct inhomogeneity of MR images without changing the 
imaging arrangements. This work raised intensive discussion in the conference where it 
was first presented. Earlier work focuses on surface coil images, and uses either simple 
smoothing-based correction or introduces changes to the imaging process (Brey & 
Narayana 1988). Later, other groups (Meyer et al. 1995) have presented similar 
automated post-processing approaches to RF inhomogeneity correction. Wells and 
colleagues present an adaptive method, which uses expectation maximization for 
estimating the RF inhomogeneity and uses this technique for improved segmentation 
(Wells et al. 1995). Studies by Narayana and Borthakur indicate that RF inhomogeneity 
correction reduces significantly both scan-to-scan and inter-operator variabilities. For 
example, the inter-operator variance for cerebrospinal fluid was reduced from 9.9 % to 
4.3 % when the images were corrected for RF inhomogeneity. (Narayana & Borthakur 
1995) However, Velthuizen and coworkers compare different RF correction methods and 
come to a conclusion that the effect of RF correction on brain tumor segmentation is 
insignificant. Different methods give very different correction images, which indicates RF 
non-uniformity correction to be yet poorly understood. (Velthuizen et al. 1998) This can 
also result from the fact that different algorithms have been originally developed for 
different imaging configurations. A surface coil image may require drastic correction 
while a transaxial brain image needs only minor modification. One of the most promising 
approaches in the RF inhomogeneity correction is to combine the segmentation and image 
intensity correction phases. Rajapakse and coworkers incorporate the effects of intensity 
inhomogeneity and biological differences in tissue as variations of the parameters of a 
statistical model. The advanced modeling allows them to separate the effects of these two 
phenomena quite efficiently. (Rajapakse 1997)  

8.4 Image segmentation and modeling 
We showed that the polar image transform could lead to a very simple image 
segmentation process for brain images. The polar image transform could be applied to 
any object, which can be modeled cylindrically. Kidney, bladder, lung and heart are good 
candidates to this kind of segmentation. However, the simplicity of the polar mapping has 
also a drawback. The algorithm is limited to structures, which can be efficiently modeled 
with a two-dimensional polar surface. Modern computers are becoming fast enough to 
allow proper interactive segmentation using more complete geometry modeling. Contour-
based segmentation, by snakes (Kass et al. 1988, Atkins & Machkiewich 1998) or 
dynamic discrete contour (Lobregt & Viergever 1995) or an advanced hybrid region 
growing with an edge-preserving smoothing (Chakraborty & Duncan 1999), should give 
many of the benefits of polar mapping without imposing strict requirements for the shape 
of a structure. Vérard and coworkers describe a system, which uses region growing and 
morphological filtering for initialization of an active contour model. They were able to 
separately label the brain, cerebellum, and brain stem. (Vérard et al. 1996)   

Fitting active shapes (Duta  & Sonka 1998) to the image data should allow more robust 
volume definition in the general case than our polar image transform. However, atypical 
images can be poorly segmented with model-based segmentation. Eventually, an optimal 
brain segmentation algorithm will know the general structure of the brain a priori. Fitting 
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a known structural model to a 3d image of a brain can also provide an estimate of the 
functional mapping of the brain, which would be an additional task when gray-level 
segmentation was used. 

Seeded region growing (Adams & Bischof 1994) defines similarity by using difference 
of the gray value of the pixel to be added and the gray average values of the seed pixels. 
They claimed that use of a more complex similarity taking into account variance in seed 
gray-level values would dramatically suffer in performance. This was a direct 
consequence of the their implementation of priority ordering, which is extremely fast. A 
real priority queue sets no such limitations on the similarity function, but is generally 
slower. 

Cuchet and coworkers use facial surface to register patients. One thousand points are 
matched to a 3d model surface. According to them, a simple iterative closest point is a 
high speed, low quality solution. They claim that perturbation improves the registration 
consistently and significantly. (Cuchet et al. 1996) In the Oulu Neuronavigator System we 
use the iterative closest point algorithm (Helminen 1994) for surface matching, and thus 
we might have missed the full potential of surface matching. Helm and Eckel compared 
the accuracy of different registration methods. The fiducials were the most accurate 
method in their experiments. (Helm & Eckel 1998) According to our findings in Paper I, 
as well as reported by Galloway and coworkers, the arm-patient registration is, along with 
the brain shift, a weak link in system accuracy (Galloway et al. 1992). It is interesting to 
see if this challenging problem can be solved by high-quality volume modeling and 
advanced surface matching algorithms, or are fiducial points really the simple and right 
solution for this principal problem.  

8.5 Visualization 
Prior to this work the most attractive high-quality DRR visualization algorithm was ray 
casting with tri-linear interpolation. It uses a tri-linear interpolated volume model and a 
voxel traversal algorithm. We believe that our work has changed this. Our algorithm can 
render respective images much quicker.  

Paper VII compares the performance of three different methods, texture stack 
rendering method, ray casting, and our anti-aliased splatting method. The Papers VII and 
VIII demonstrate the anti-aliased splatting to be certainly best of these three methods for 
calculating DRRs. Ray casting can produce similar quality, but takes much longer time to 
render comparable images. Hardware accelerated OpenGL-based texture stack rendering 
is fast, but the limited dynamics of the typical frame buffers limit the number of slices to 
roughly 30. Our algorithm offers interactive rendering speed without the limitations of 
OpenGL-based rendering. Hardware accelerated high-quality splatting (Lippert et al. 
1997) should be possible development of computer graphics hardware, especially the 12-
bit frame buffer color depth readily available in the high-end graphics supercomputers by 
SGI Inc. Until the 12-bit or even 16-bit frame buffers are available in commodity 
hardware accelerators, the software-based anti-aliased splatting is an excellent solution 
for calculating interactive DRRs.  

Due to the speed performance reasons in the Oulu Neuronavigator System, we were 
forced to program a movement filtering mechanism into the slave computer. We removed 
the rendering during navigator movements, which allowed the rendering system to start 
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whenever the movement is stopped. This resulted in a greatly shorter total response time. 
Modern computers would be able to perform the visualization tasks in real-time without 
movement filtering and time-consuming tuning of the algorithms. Modern visualization 
hardware allows for 10-30 Hz update rates with comparable model complexity that were 
running at 0.5 Hz in our system at time of publication of Papers I and II.  

Goals and future directions in visualization point to a greater level of abstraction in 
visualization. Much of the visualization work today is built with the low abstraction level 
graphics libraries, especially OpenGL. The development of higher-level graphics libraries 
will likely change this situation. 

However, even more importantly it is the game cards, and their mass production, and 
the economic democratization in computing, which has and will change the visualization 
most dramatically. Today, when every computer in the clinic network can be equipped 
with a very capable graphics engine, the industry can build widespread programs 
benefiting from the real 3d data. As computational power grows, the use of computer 
graphics in medicine can increase. Increased accuracy and speed will be more appealing 
to surgeons and therapists. Possibly, the features of the mass production 3d cards will 
eventually dictate the possible methods for use in image-guided treatment workstations. 
Software-based rendering algorithms will become a rare item considering the advancing 
development and deployment of highly efficient 3d graphics hardware. 

 
 



 

9   Summary 

In this work we have developed volume definition and visualization tools for image-
guided surgery and radiotherapy applications. The developed tools range from image 
correction to visualization methods for treatment verification.  

The developed magnetic resonance inhomogeneity correction, possibly the first 
published data-driven method with wide applicability, removes automatically much of the 
RF field inhomogeneity artefact present in a typical clinical magnetic resonance image. 
Correcting the images for RF inhomogeneity improves the accuracy of the generated 
volumetric models. 

We provide new results of the polar mapping algorithm for MR and CT images, now 
without the Mexican-hat filter. New heuristics for finding the CT air-skin, skin-bone and 
bone-brain surfaces are presented. Results indicate that the method is usable for brain 
images.  

We used various techniques to improve region correctness of the competitive region 
growing. Our approach optimizes to find a good similarity term weighting for a test 
images. New terms were created and the new results are compared to the previous results. 
Combinatory terms were added with a very low computational cost and high yield in 
region correctness. We were able to significantly improve the accuracy of competitive 
region growing by using the optimization technique. 

The beam’s light view is a novel visualization method for visualizing the treatment 
geometry in external radiotherapy. It uses texture mapping for projecting the fluence of a 
radiation field on an arbitrary surface. The method is intuitive, visually appealing, and 
accurate. 

A fast algorithm for calculating high-quality digitally reconstructed radiographs is 
developed and shown to be the best option for typical radiotherapy needs. Separation of 
the tri-linear filtering into three two-dimensional convolutions creates a significant speed 
up without compromising quality.  

Last, in the discussion section we propose the approach for building next generation 
volume modeling tools. In our opinion, fuzzy segments, hardware accelerated rendering, 
and self-consistent high-quality modeling combined with a well-designed user interface 
will provide a good basis for new opportunities in patient volume modeling. 
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