
A VISUAL TRAINING BASED 
APPROACH TO SURFACE 
INSPECTION

MATTI
NISKANEN

Department of Electrical and
Information Engineering,

University of Oulu

OULU 2003





MATTI NISKANEN

A VISUAL TRAINING BASED 
APPROACH TO SURFACE 
INSPECTION

Academic Dissertation to be presented with the assent of
the Faculty of Technology, University of Oulu, for public
discussion in Raahensali (Auditorium L10), Linnanmaa, on
June 18th, 2003, at 12 noon.

OULUN YLIOPISTO, OULU 2003



Copyright © 2003
University of Oulu, 2003

Supervised by
Professor Olli Silvén

Reviewed by
Doctor Pasi Koikkalainen
Professor Jaakko Vuorilehto

ISBN 951-42-7067-3 (URL: http://herkules.oulu.fi/isbn9514270673/)

ALSO AVAILABLE IN PRINTED FORMAT
Acta Univ. Oul. C 186, 2003
ISBN 951-42-7066-5
ISSN 0355-3213 (URL: http://herkules.oulu.fi/issn03553213/)

OULU UNIVERSITY PRESS
OULU  2003



Niskanen, Matti, A visual training based approach to surface inspection 
Department of Electrical and Information Engineering, University of Oulu, P.O.Box 4500, FIN-
90014 University of Oulu, Finland 
Oulu, Finland
2003

Abstract

Training a visual inspection device is not straightforward but suffers from the high variation in
material to be inspected. This variation causes major difficulties for a human, and this is directly
reflected in classifier training.

Many inspection devices utilize rule-based classifiers the building and training of which rely
mainly on human expertise. While designing such a classifier, a human tries to find the questions that
would provide proper categorization. In training, an operator tunes the classifier parameters, aiming
to achieve as good classification accuracy as possible. Such classifiers require lot of time and
expertise before they can be fully utilized.

Supervised classifiers form another common category. These learn automatically from training
material, but rely on labels that a human has set for it. However, these labels tend to be inconsistent
and thus reduce the classification accuracy achieved. Furthermore, as class boundaries are learnt from
training samples, they cannot in practise be later adjusted if needed.

In this thesis, a visual based training method is presented. It avoids the problems related to
traditional training methods by combining a classifier and a user interface. The method relies on
unsupervised projection and provides an intuitive way to directly set and tune the class boundaries of
high-dimensional data.

As the method groups the data only by the similarities of its features, it is not affected by erroneous
and inconsistent labelling made for training samples. Furthermore, it does not require knowledge of
the internal structure of the classifier or iterative parameter tuning, where a combination of parameter
values leading to the desired class boundaries are sought. On the contrary, the class boundaries can
be set directly, changing the classification parameters. The time need to take such a classifier into use
is small and tuning the class boundaries can happen even on-line, if needed.

The proposed method is tested with various experiments in this thesis. Different projection
methods are evaluated from the point of view of visual based training. The method is further
evaluated using a self-organizing map (SOM) as the projection method and wood as the test material.
Parameters such as accuracy, map size, and speed are measured and discussed, and overall the method
is found to be an advantageous training and classification scheme.

Keywords: data visualization, dimensionality reduction, nonlinear projection, SOM,
unsupervised learning, wood
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 List of symbols and abbreviations 

Latin letters 
 
b node corresponding to the BMU for current vector x 

c number of classes considered 

D dimensionality of projection target space 

di,j distance between i:th and j:th points (or xi and xj ) 

dmin distance to the test vector x from the closest reference vector (BMU) b 
(=

min ,m xd ) 

 mind  distance to the test vector x from the closest reference vector found so 
far (=

min ,m xd ) 

Hi stress value with parameter set i 

mi vector associated to node i on SOM 

 minm  so far closest found reference vector to current test vector x 

mmin ; mmin(j) closest reference vector for current test vector (x) (=mb) ; value of 
component j for closest reference vector 

SB between cluster scatter matrix 

SW within cluster scatter matrix 

vj j:th principal component 

wij weighting associated to pair of points i and j (xi & xj) 

x(j)  ; xi(j)   component j of vector x (its j:th coordinate) ; component j of vector xi 

x ; xi data vector ; i:th data vector 



 

x’(n)  vector x projected on n:th principal component (i.e. n:th component 
after PCA) 

Y configuration of projected data points 

y ; yi vector (x) at lower dimensional space after projection ; i:th vector (or xi) 
at lower dimensional space 

 

Greek letters 
 

,i jδ  dissimilarity between i:th and j:th points (xi and xj) used in MDS (here 
equals distances ,i jd ) 

µ  ; iµ  mean of all the data points ; mean of vectors belonging to i:th class ( iω ) 

iω  class i 

 

Abbreviations 
 
ANN artificial neural network 

AT annulus testing 

BMU best matching unit 

CCA connected components analysis 

CT component testing 

DCT discrete cosine transform. 

DHSS dynamic hyperplane shrinking search 

EM expectation maximization 

FDA Fisher’s discriminant analysis 

FSS focused sparse search 

GTM generative topographic mapping 

k-NN k nearest neighbour 

LBP local binary pattern 

LLE locally linear embedding 

LVQ learning vector quantization 

MDS multidimensional scaling 



 

MLP multilayer preceptron 

MT mean tree 

PCA principal component analysis 

PDS partial distance search 

RCE restricted coulomb energy 

SOC sum of components 

SOM self-organizing map 

TIE triangular inequality elimination 

TS-SOM tree structured self-organizing map 

UI user interface 

ViSOM visualisation-induced SOM 

WHT Walsh-Hadamard transform 
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1 Introduction 

1.1  Automated visual inspection 

Automated visual inspection plays a vital role in many industries and can be exploited at 
any stage of the production process. For example, it can be used to determine if there is 
enough raw material and if its quality is acceptable for use; to control the process by 
making fine adjustments for tool wear, optimizing material usage, and preventing 
nonconforming material from being used in later production stages; and to sort the final 
products and collect statistical information (Newman & Jain 1995). The materials to be 
inspected range from highly varying natural materials such as food and wood, to accurate 
manufactured products such as precision components and printed circuit boards. Typical 
features to be checked are dimensions within specific tolerances, positioning and 
orientation, shape, presence and absence of objects, and the quality of the surface (Davies 
1990). 

One reason for using automated visual inspection is the call for better accuracy. Yet 
still, in the hope of higher profits, further accuracy is desired. Profits come in the form of 
decreased material waste, higher quality of products manufactured, and customer 
satisfaction. For instance, according to some estimates, a one percent improvement in the 
quality grading accuracy corresponds to about a one percent higher turnover obtained 
from graded lumber (Silvén & Kauppinen 1996). Optimal cutting and trimming position, 
which require accurate defect detection and recognition, could increase the lumber value 
significantly. 

1.2  Categorization of visual inspection methods 

There are a number of ways to categorize visual inspection tasks, and not all the methods 
fall into exact categories. A distinction between dimensional inspection and surface 
inspection is a common one (e.g. Davies 2001 and Wallace 1982). Dimensional 
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inspection may be carried out to check the item’s size and shape, while surface inspection 
is more like a detailed scrutiny of surface properties such as colour distribution and 
texture. 

Categorization can also be made based on the technique used in inspection. Template 
matching and feature extracting based methods are often separated. Template matching is 
usually carried out by comparing a defect-free template to a sensed image of an object to 
be inspected (Newman & Jain 1995), revealing for example missing or foreign bodies or 
objects. In its simplest form, it is pixel-by-pixel comparison of two images. In feature-
based techniques, a set of characterizing features for the object is first computed. 

One common way of using features in industrial inspection is to compare them to a list 
of rules, i.e. utilize rule-based methods in classification, but also other classification 
approaches are used. Traditionally a division is made between structural (i.e. rule-based), 
statistical, and neural based pattern recognition approaches. 

The material to be inspected sets requirement for different methods. Material such as 
wood and food products are subject to wide variation naturally or during manufacture, 
but their physical appearance is an important factor (Davies 1990). In contrast, there are 
objects such as precision parts used in electronics that have a very limited amount of 
variation. 

The approach proposed in this thesis belongs to the field of surface inspection. It is 
based on features and is mainly suitable for materials that have characteristically a lot of 
variation, like wood surface, food or marble tiles. Inspecting of such materials is not 
straightforward and suffers typically from the problematic nature of inspection system 
training. 

1.3  Training problems 

The image analysis process holds the key role in the visual surface inspection system. 
The input for the stage is a captured image of the scene, and the output is its 
interpretation, which leads to initiation of a subsequent action. To initiate the proper 
action, the interpretation must be correct. This is not usually straightforward to achieve. 
Checking the quality of a surface finish is akin to that of ensuring an attractive physical 
appearance, and this can be highly subjective, meaning that inspection algorithms need to 
be trained in some way to make the proper judgments (Davies 1990). 

Some problems arise from the fact that usually visual inspection systems have tight 
real time requirements. A typical raw data rate from cameras is tens or even hundreds of 
megabytes per second in order of magnitude. A common approach is to reduce the 
amount of data at an early stage by leaving sound background material out from further 
processing. Usually this elimination process, also referred as defect detection, is done 
with overly simplistic methods, since only a few accesses per image pixel are allowed. 

The performance of an inspection system suffers from the variations in the material, 
especially when natural material like wood is in question. For example, even normal 
wood grains and knots may be difficult to discriminate in all circumstances, and this 
simple task often fails with the thresholding-based detection methods used. Categorizing 
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different classes of defects is not clear even for human experts, and sometimes even a 
transition from defect to background is fuzzy. Having a piece of background included in 
recognition of a defect is valuable additional information. For example, in wood 
inspection, one board’s sound knot looks like another board’s dark one, if no contextual 
information is used. These reasons, i.e. a call for greater detection accuracy and a need 
for contextual information, suggest a fixed area classification based defect detection 
approach, which in itself easily results in new problems. 

To obtain proper classification for fixed areas and for defects detected (regardless of 
the method used for detection), a proper training for the classifier must have been carried 
out. The textbook methods for visual inspection generally aim at systems that are trained 
by showing labelled samples of defects and sound material. After the training phase, the 
system is allowed to run and inspected items are classified on the basis of these pre-
taught values. This supervised learning approach is, however, often flawed in surface 
inspection. Collecting and labelling the training data is a laborious and error prone 
process that limits the accuracy that can be achieved. Furthermore, this principle is not 
easy to make adaptive so that it can cope with the variations of material. The result is 
more likely to be a frustrating everlasting training rather than an ideal accurate automatic 
visual inspection device. 

Not surprisingly, current state-of-the-art systems seem to employ rule-based 
classification that is itself a rather rigid approach. Training of such a classifier is often 
based on tuning of the parameters. This requires a deep understanding of the classifier, 
which may take time to acquire. Experience has shown that the time to run in a new 
inspection device may easily be even as long as a year. 

In conclusion, the main reasons why traditional training methods fail for natural 
material are: 

• The expensive, error-prone, and inconsistent task of collecting and labelling of 
sample patterns. 

• The lack of easy adaptation to changes in appearance of material, occurring either 
slowly with time or suddenly, e.g. due to batch change. 

1.4  The scope of the thesis 

This thesis presents a new training approach—called visual training—for visual surface 
inspection. The term visual training in the context of machine vision is new and should 
not be confused with improving of one’s visual performance. Nor should it be confused 
with machine training by means of showing sample images to a machine (sometimes 
referred as visual learning). In this thesis, the term visual training means classifier 
training, where a human utilises unsupervised visualisation of the data space for 
determining the class boundaries. 

The training approach proposed is shortly the following. First, the data is projected 
into two-dimensional space, for example, using a self-organizing map (SOM) (Kohonen 
1997) algorithm. Images of the projected data can then be shown on an operator’s display 
in a position of projection, giving a synthetic view to the data space. The class boundaries 
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are set directly on the projected two-dimensional space based on the overview of the 
projected image data. With this approach, there is neither a need to iterate nor to know the 
internal structure of the classifier. The projection, also referred to as mapping and 
dimensionality reduction, to two-dimensional space is learnt in an unsupervised manner 
and thus ignores the labels of training patterns. 

This thesis deals with many issues that should be taken into an account, when such an 
inspection system is developed. A number of different projection methods are presented 
and evaluated from the visual training based classifier point of view. Experiments made 
with lumber material cover the evaluation of the accuracy of the method, the suitable size 
of the map and the real-time aspects of SOM-based surface inspection. 

The method presented is proposed mainly for surface inspection from images. 
However, it can be applied also to wider kinds of classification tasks if only some 
meaningful visualization of the data is achievable. 

The focus in this thesis is kept on classifier training and usage; hardware 
implementation, imaging, lighting, etc. are beyond the scope. Application specific image 
processing and feature extraction tasks are only shortly mentioned. Machine learning, 
which itself is a widely studied topic, should not be confused with training and is not 
within the scope of this thesis. 

1.5  The contribution of the thesis 

With traditional methods, class boundaries are obtained either automatically from 
labelled samples or by tuning the parameters that affect these through a set of rules. The 
problem with the former traditional approach is that labelling of samples is inaccurate, 
which reduces also the accuracy of automatic classification. Tuning the boundaries with 
this approach is in practise not possible. The problem with the latter approach is to find 
the parameters that result in the desired class boundaries. While with these methods an 
operator seeks for suitable combinations of parameters to obtain proper class boundaries, 
with the visual training method he can set the boundaries directly. The main statement of 
this thesis is that: 

 
Visual inspection can be improved by using visual training which relies on 
unsupervised projection and provides an easy way to directly set and tune the class 
boundaries of high-dimensional data. 

 
SOM has been quite widely used in segmentation and classification for example 

(Kaski et al. 1998). However, surprisingly often its good properties—unsupervised 
organization, topology preserving nature, and easy visualisation—are not utilized as a 
whole, and some advantages of the concept may have been lost. The preliminary idea of 
the SOM-based user interface for surface inspection is presented in Kauppinen et al. 
(1999). The method presented in this thesis offers continuity to that study. Lately, the 
approach has also been adopted in a few industries and has proven to improve the 
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inspection performance of these applications. However, presenting the method to the 
extent of this thesis is a novel contribution: 

• The proposed concept of using visualisation of unsupervised projection, like 
showing original images on the SOM, and then utilizing that information in the 
user interface (UI) for further training and tuning the inspection system classifier, 
is as a whole a novel idea. 

• Evaluation of the method in many points of view is also a novel contribution. The 
experiments of this thesis include evaluation of its accuracy for wood inspection, 

• evaluation of suitable map sizes for inspection, 
• evaluation of its real-time capabilities (with an extensive comparison of suitable 

speed-up techniques for SOM-based inspection), and 
• evaluation of a number of dimensionality reduction methods for visual training 

purposes. In the literature, there are only few studies about the usage of 
dimensionality reduction methods, other than PCA and SOM, in inspection and in 
classification generally. Some projection methods evaluated in this thesis, namely 
GTM, LLE, and Isomap, are rather new and there is obviously a call for their 
evaluation and comparison from many points of view, one of which is covered in 
this thesis.  

1.6  The outline of the thesis 

Chapter 2 starts with an introduction to the application area of visual surface inspection. 
General training methods used are discussed and reasons for their unsuitability for many 
inspection tasks are given. Equivalently, reasons for preferring visual training and the 
rationale for this work is given with a short introduction to the proposed method. In 
Chapter 3, a review of the surface inspection work is done and the methods used are 
categorised based on the defect detection and training approaches utilized. 

Chapter 4 describes the visual training (i.e. visualization based training) method, 
which is based on unsupervised dimensionality reduction techniques. The chapter also 
gives the premises set for this kind of unsupervised classifier and justifies why such an 
approach is chosen. At the end of the chapter, the method is described in detail using an 
application example of lumber inspection with SOM.  

Justifications for using the presented kind of unsupervised projection based visual 
training method are given. Unfortunately, the justified basis does not guarantee that the 
method would be feasible. Issues such as speed, accuracy, usability, flexibility and cost 
efficiency, are common requirements set for an inspection system (e.g. by Newman & 
Jain 1995) and depend on many parameters and also on each other. Experiments on 
Chapter 5 and Chapter 6 try to answer how these requirements are met. 

In order to allow a human operator to set and tune the class boundaries directly, the 
classes have to be visualized in a form that can be easily perceived and handled. Chapter 
5 presents the meaning and aids for dimensionality reduction for this purpose. Principles 
of the unsupervised projection methods PCA, MDS, Isomap, LLE, SOM, and GTM are 
presented and compared. Their accuracies are evaluated for a few different material and 
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feature sets, of which wood represents the real-world inspection situation. Different 
projection methods’ suitability for inspection and usability for related applications are 
further subjectively evaluated and discussed. 

Experiments in Chapter 6 rely on SOM-based inspection, as it is found to be a good 
candidate and is easy to experiment with. In the beginning of the chapter, in Section 6.1, 
the accuracy of the wood inspection method is evaluated and discussed. Defect specific 
detection and recognition accuracies are given. Using such a method requires choices for 
some essential parameters. For example, a suitable region size in detection is discussed 
and evaluated. 

Another parameter to choose is a resolution for the visualization space. The accuracy 
of the method is also affected by size of the SOM (i.e. its resolution), which for its part 
affects also to usability and speed, for example. Suitable size of the SOM is evaluated in 
the experiment in Section 6.2. 

The speed of the inspection method presented is related to the size of the SOM and 
number of features used, for instance. This is an important factor for the method’s 
suitability for industrial inspection. Real-time aspects of SOM based inspection are 
discussed in the experiment in Section 6.3. The section also presents and compares speed-
up techniques suitable for the kind of SOM based inspection method presented. 
Experiments along with the rest of the thesis indicate that the visual training based 
inspection method is a feasible and advantageous method for many visual inspection 
tasks. 

Short conclusions are given in Chapter 7, and Appendix A summaries the review of 
Chapter 3, a research done on visual surface inspection by different research groups. 



 

2 Overview of visual surface inspection 

Inspection is the process of determining if a product deviates from a given set of 
specifications. Usually some specific product features such as assembly integrity, surface 
finish and geometric dimensions is measured. Inspection is used, for instance, to 
determine if the quality of incoming material is acceptable for further usage, to guide the 
process stages, to collect statistical information, and to sort the final products according 
to their quality or appearance. (Newman & Jain 1995) 

Vision is often an important and characterizing cue, allowing nondestructive 
inspection of material. The term visual inspection means inspection using pictorial 
information. A human perceives most of information by his sense of vision, and visual 
inspection has undoubtedly been used in industry since the very beginning—in times long 
before computers. Visual inspection plays a vital role in the production process in many 
industries such as wood, steel, paper, and textile (Tolba & Abu-Rezeq 1997). 

In automated visual inspection, this visual information is obtained from sensors such 
as cameras and is processed automatically, i.e., by means of machine vision. Nowadays, 
as systems evolve (it is more than forty years since computers were used for the first time 
in machine vision), automation is replacing humans increasingly in the inspection task. 

A number of reasons to make visual inspection automated is given (e.g. by Chin 1986, 
Newman & Jain 1995, and Tolba & Abu-Rezeq 1997). Human inspectors are not 
consistent evaluators of products, and their accuracy depends on factors such as expertise, 
motivation, and fatigue. Human judgment seems to be based rather on an overall 
impression than on strictly defined detailed standards. Furthermore, manual inspection is 
tiresome, slow, and expensive.  

In contrast, machine vision results in fast inspection with lower labor costs and allows 
tireless inspection of objects even in environments uncomfortable or unsafe for people to 
work in. At its best, it improves quality allowing objective and standard inspection taking 
into account every single defect, its type, position, and size. This, of course, assumes that 
defects are properly detected and recognized, which is often not the case. Current 
automatic systems still rely a lot on humans, at least in the training phase, and thus suffer 
from human inconsistency. 

Unlike humans, an automated inspection system is capable of utilizing a variety of 
rules and standards in a blink of the eye. However, it is not capable of reasonable thinking 
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like a human, who painlessly compensates for the variations in the material in his brain. 
As an example, a loose particle on a surface causes major problems for machine vision 
systems, while a human ignores it subliminally. The human attribute of generalization 
requires an incredible depth and breadth of knowledge and understanding about the world 
(Awcock 2001) and his intelligence is not easily transferred for an automatic inspection 
system to use. 

Satisfying the requirements set for an inspection device does not necessarily require 
complete replacement of a human, but systems can utilize a human inspection even when 
an automated system is in use. For instance, if the material waste is supposed to be 
minimized, a human operator can be used to reinspect only a fraction of all the objects, 
namely the ones that were rejected by an automated system. A human can also be used to 
verify control suggestions or preliminary grading results obtained by automation. It is 
much easier and faster to perform inspection on already sorted material, which requires 
interference in only few obviously incorrect classifications. 

Next in this chapter, a simple visual surface inspection device is outlined. The role of 
data interpretation and the need for training are given. Especially alternative defect 
detection and recognition approaches are discussed in more detail from the classifier 
training point of view. Even though a motivation to use machine vision in inspection was 
given above, the automated visual inspection systems in use are still far from perfect. One 
reason for this is the flawed training process, where a machine is told how to make the 
judgments. It is explained what is wrong with current training methods. Finally, a visual 
training method is shortly introduced to overcome the problems related to other training 
methods. 

2.1  Visual inspection device 

Inspection systems are mostly specifically designed for inspection of only particular type 
of products. Due to the specific properties of different materials, inspection systems 
employ very different imaging arrangements and methodological solutions. Some such 
properties of different materials are given in Section 3.1. The general structure of visual 
inspection systems is still usually similar and can be divided into three components: 
imaging and handling, processing, and user interface, as illustrated in Fig. 1. 

The handling mechanism provides a means to move products to be inspected. It may 
sort objects based on grades they are assigned to, or it can be only a simple conveyor belt 
providing a continuous flow of material in front of sensors. 

All visual inspection systems utilize pictorial information of a product or material. The 
most common sensor for obtaining that information is a camera. In inspection of moving 
surfaces, line-scan cameras are often used. They take just one pixel high images at time. 
Narrow images obtained are taken perpendicular to the motion of the inspected surface, 
and the full image of the moving surface is obtained by concatenating sequences of these 
lines. Imaging resolution and spectral sensitivities of sensors have clearly an impact on 
accuracy and should be chosen according to the inspection task. 
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Fig. 1. Typical components of an automatic visual inspection system. 
 

Illumination is an important part of image acquisition. High-speed imaging imposes 
usually a demand for extra lighting. Lighting should be uniform both spatially and 
temporally to give comparable information about surface reflectance. The complexity of 
the solution for inspection can be greatly reduced by exploiting scene constraints. Control 
of scene illumination is a good example—arguably the most powerful of all the imposed 
scene constraints (Awcock 2001). Characterizing features of the surface, like specular 
reflectance or reflectance of some particular wavelength can be more easily detected 
when specific lighting techniques are used. In contrast, if lighting is not controlled and 
constant, it may cause serious difficulties for a machine. Pre-taught values or models may 
not hold well for material to be inspected that looks different for a machine under 
different illumination. 

After acquisition, image data obtained from cameras is analysed. The image analysis 
phase varies much from application to application. Typical stages of a simplified analysis 
process are illustrated in Fig. 2. Pre-processing belongs to the field of digital image 
processing, where the input and output of the process is an image, and is often carried out 
to enhance image quality for inspection. Examples of pre-processing operations are 
rotation, noise filtering and colour correction. 

After pre-processing, a segmentation phase is carried out to separate objects from each 
other and from the background. Segmentation is often used also as a defect detection 
process, revealing the anomalies in a surface, such as knots in a board. 

Next, a detailed scrutiny of segmented objects is made. To recognize the segmented 
areas, they are described by computing a set of features, such as shape, colour, and 
texture, for each of them. Extracted features are then somehow compared to previously 
trained prototype models to make the classification. 

Based on classification, some form of feedback is given. It can be simply a log of 
results to be stored into a database. Defect classifications combined to grading rules can
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Fig. 2. Typical stages of simplified image analysis process. 
 

be used to grade the material and thus to control the handling mechanism for sorting. 
Feedback can also be used to control the process, like recommending an optimal cutting 
position of a board or instructing the process to increase the amount of chocolate used in 
cake production. 

The user interface is used for controlling and monitoring the inspection process. An 
operator might want warning if lot of products are rejected in a short period of time. He 
then decides if there is a need to change the production process or if the rejections were 
actually false rejections. False rejections can result, for example, from changes in 
external conditions; aging of lamps changes the light colour and season change changes 
visible characteristic of natural products, such as wood and food. In the case of false 
rejections, the material was wasted and the inspection process should be changed to 
prevent this from happening any more. 

The user interface can also be used to tune the segmentation phase and train the 
classifier. However, recollecting samples and retraining the classifier every now and then 
is an expensive and error prone process, even if only small changes ought to be done. The 
visual surface inspection approach proposed in this thesis combines the classifier and the 
user interface in a novel way and answers, among other things, this need. The proposed 
approach is presented in Chapter 4, after being shortly introduced in Section 2.3.3. 

2.2  Image subdivision approaches 

Almost in every surface inspection task, the grade of an object is determined by 
characteristics of some distinct areas on it, such as defects on a surface. To extract 
characteristics of objects reliably they typically need to be separated from the background 
and from each other. The image is commonly subdivided into small regions that can later 
be classified. Two commonly used subdivision approaches, segmentation (sometimes 
referred as a global approach) and fixed area classification (local approach, non-
segmenting method) are presented in the following subsections. 

Although regions of fixed area classification can be used to classify regions directly 
into final classes, it is more common to make separate defect detection. Note that even 
though the terms defect and defect detection are used throughout this thesis, they are not 
always strictly correct terms. For example in wood inspection, detection is made to reveal 
anomalies like knots, which are not defects but more like characteristic properties of 
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wood surface. However, in this thesis, the term defect detection is used for the process of 
locating areas of interest on the surface. These areas are later subjected to further 
analysis, where features calculated for the areas are used to reveal the true classes of 
detections, i.e. defect recognition is performed. One reason for separate defect detection 
stems from tight speed requirements. After the sound background has been eliminated, in 
typical applications only a fraction of the data remains and computationally more 
complex and thus more detailed scrutiny of defects can be carried out. 

2.2.1  Segmentation 

A very commonly used image analysis chain of surface inspection is show in Fig. 3. In it, 
defects on the surface are first detected by segmentation, and then classified according to 
the features extracted for them. Classes, along with other statistics such as positions and 
sizes of defects, then determine the grade for the object or subsequent action to be carried 
out, for example. 

Fig. 3. Typical image analysis chain of surface inspection using segmentation for defect 
detection (FE=feature extraction). 
 

The term image segmentation refers to the dividing an image into partitions that are 
meaningful with respect to an application (Haralick & Shapiro 1992). Segmentation is 
based on characteristics such as grey level, colour, or texture. Characteristics should be 
uniform and homogenous inside the segmented region, and differ significantly from the 
characteristics of the adjacent regions. A simple, but yet often used segmentation method 
is thresholding. It segments pixels based on their intensity values. If all defects are 
significantly darker than the background, they can be segmented by retaining only pixels 
whose intensity value is smaller than some threshold value between background and 
defect intensity. Some examples of more complex segmenting techniques are region 
growing, clustering algorithms, and contour identification methods (Shapiro & Stockman 
2001). 

The segmenting methods reveal, if they succeed, exact sizes and positions of defects, 
which are often of interest. The other reason why simple thresholding based segmentation 
methods are often used is their speed. Most industrial application systems must process 
tens of megabytes of data per second per camera (Pietikäinen et al. 1998), which limits 
greatly the complexity of the detection method. 

There are also numerous reasons for not using segmenting methods. First, there is no 
reason why uniformity of some parameters should lead to successful location of whole 
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objects (Davies 1990). For example, grains in sound background of wooden board are 
often darker than knots that are intended to be segmented. Another reason why the 
segmenting method might fail is mentioned by Pietikäinen et al. (1998). Difference 
between defect and background may be fuzzy containing a transition area. This situation 
is illustrated for wood in Fig. 4. Problems arise when defects are trained with these 
models. Should a transition band be included and what is its exact location? In fact, to 
answer the first question, even the properties of the sound background give additional 
information to the classification task. For example, grains around a suspected defect help 
in discriminating loose particles from small knots, or one board’s sound knot may look 
like another board’s black one if no contextual information is used. 

 

Fig. 4. A knot containing a fuzzy transition area. Which pixels should be included in training? 

2.2.2  Fixed area classification 

Subdivision by fixed area classification does not try to decompose the image into 
meaningful regions like segmentation does. It makes the partitioning regardless of the 
contents of the image, usually in non-overlapping fixed size rectangular regions. Each 
region is then analysed, for instance, by calculating a set of features and classifying them. 
In their simplest form, fixed image regions are directly classified into final categories, as 
illustrated in Fig. 5. 

 

Fig. 5. Fixed area classification directly into meaningful classes (FE=feature extraction). 
 
The main benefit of fixed area detection is the usage of more information in defect 

detection with reasonable computation cost. Feature based detection allows more detailed 
scrutiny and thus gives better detection results compared to simple thresholding, for 
example. The fixed area method also enables the characterization of background, and 
detection and recognition of defects with vague boundaries, such as discolouring. It is 
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important not to miss too many defects, since areas eliminated in the detection phase 
cannot be later interpreted but remain as error escapes. 

 Compared to simple segmentation methods, the fixed area method is easily slow if 
small region sizes are used. This kind of classification based detection method, when high 
data rate inspection is in question, sets requirements on the features and classification 
method used. On the other hand, the approach enables parallel implementation of feature 
extraction and classification, if needed. 

Another problem with fixed area defect detection over segmentation is a need for 
training. Traditional training of the background and sound material may be very laborious 
and expensive, especially when even small changes in an environment or between 
batches result in a need for retraining. This problem will be further discussed in Section 
2.3.1. 

Which of the image subdivision approaches is preferred, is of course dependent on the 
inspection task. If meaningful segmentation is easily done, it may be the correct solution. 
This is, however, rarely the case with natural material, where simple segmentation can 
loose too much information. On the other hand, classifying fixed areas directly into 
proper final classes, as given in Fig. 5, is somewhat problematic. Some regions contain 
only a small part of the defect while others may contain even many different defects, 
making the proper classification difficult to obtain directly. Neither does this kind of 
usage provide any exact locations or shapes of the defects, if this information is needed. 

The subdivision techniques presented can also be combined. Silvén & Kauppinen 
(1994) suggested a lumber grading method where vague sound wood elimination is first 
made with the non-segmenting method, in order to classify fixed regions to sound wood 
and suspected defects. Suspected defects are then subjected to thresholding, revealing the 
exact sizes and shapes of defects. 

The wood inspection approach in this thesis (Section 4.3) use the fixed area method 
with relatively small fixed regions. These regions are classified to sound wood and 
suspected defects that are later subjected to connected components analysis (CCA). Each 
connected component is then treated as an individual defect. Thus, the fixed area method 
is actually carried out to make vague segmentation. In some applications, the fixed areas 
are only one pixel in size, i.e. pixelwise classification is used to make classification based 
segmentation. All of these methods fit in to the model of Fig. 6. The distinction between 
the different approaches is not always clear. 
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Fig. 6. Fixed area classification can be used as preliminary step for segmentation, in order to 
improve or speed-up the defect detection process (FE=feature extraction). 

2.3  Classifier training approaches 

Regions subdivided, either fixed areas or segmented ones, are subsequently described by 
a set of features extracted from them. Using these features, regions are then classified to 
recognize anomalies on the surface. In order for classifiers to work properly, they must 
first be trained for intended interpretations. For example, no classification phase in the 
models of Figs. 3, 5, and 6 give the desired output without preceding proper training. In 
this section, general alternative approaches for training are presented, including a short 
overview of the new visual training approach. 

In general, training the classifier means the process of using data to determine the 
classifier (Duda et al. 2001). Learning refers to some form of algorithm for reducing the 
error on a set of training data (Duda et al. 2001). In the broadest sense, any method that 
incorporates information from training samples in the design of a classifier employs 
learning. Learning is usually categorized to supervised and unsupervised learning. In 
supervised learning, a teacher provides a category label for each pattern in a training set, 
and seeks to reduce the classification error for them. In unsupervised learning, there is no 
explicit teacher, thus samples are used without their categories being told. 

Textbooks suggest classifiers that are trained in a supervised manner, i.e. by showing 
labelled samples to them. Unfortunately, this requires labelled samples. Most industrial 
inspection systems utilize rule-based methods instead, which require less collecting and 
labelling effort, but a lot more expertise from the operator. A visual training based 
classifier, the novel contribution of this thesis, is a practical training alternative utilizing 
unsupervised learning. These methods are presented in the following subsections. 
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2.3.1  Textbook classifiers 

Almost all classifiers suggested by textbooks learn in a supervised manner. Training the 
so-called textbook classifier is presented in Fig. 7. Ideally, the approach is 
straightforward. First, the training data is collected and labelled by a human operator. 
Then the features are extracted and fed to a classifier, which learns to minimize the error 
between given labels and the obtained classification, i.e. training error. After that, the 
classifier should be ready to run, producing proper classifications for new input feature 
vectors. 

 

Fig. 7.  The block diagram of ideal textbook classifier training. 
 

However, there is no guarantee that the training data corresponds one-to-one to the 
actual data to be inspected. Nor is there a guarantee that the training data used was 
correctly labelled. There can even be materials where there in no one correct 
classification, but “beauty is in the eye of beholder”. Furthermore, division to specific 
classes is not always even necessary, but consistent categorization may be good enough. 
For example, for most producers of ceramic tiles, the detection of distinct colour 
differences between two adjacent tiles is sufficient (Lebrun & Macaire 2001). Especially 
with natural material, labels given to training data may be far from optimal or consistent, 
degrading the obtained classification accuracy. 

A good example of such a material is lumber, where a human rarely achieves better 
than 70 % performance in grading. Grönlund (1995) found that when grading boards into 
four grades, only 60 % of the boards were assigned the same grade by two different 
expert inspectors. Huber et al. (1985) found that in grading red oak lumber, human 
inspectors achieved 68 % of the perfect results when recognizing, locating, and 
identifying defects. Fig. 8 shows six knots classified as dead (a) and another six classified 
as sound (b) by a human expert. The range of variation within classes is substantial while 
it can be minimal between different classes. Lampinen et al. (1994), in their comparative 
study, found that it is possible to obtain about 80 % accuracy for automatic classification 
for knots in spruce boards. Bearing in mind the human accuracy for such a material, it 
can be questioned how much blame can be put on human activity. 

Another example of the laborious and error prone nature of training is illustrated in 
Fig. 9. It contains a few randomly ordered images of sound wood and background used 
for training the fixed area detection method. Clearly, it is not easy to tell which regions 
should be labelled as defects and which not. The situation is the same with many other 
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Fig. 8. Examples of knots. (a) Dead knots and (b) sound knots. 

Fig. 9.  Randomly ordered regions of defects and sound background. 

(a) 

(b) 



31 

 

products too. For example, Kukkonen et al. (1999) reported an error rate as high as 65 % 
for an inexperienced human while grading ceramic tiles into five classes. Boukouvalas et 
al. (1998) found the human accuracy in sorting the uniformly coloured tiles in three 
classes to be about 80 %, close to the accuracy obtained by automation. 

Even if the training material were collected and labelled very carefully in the first 
place, it does not mean that the inspection system would then be ready to run forever. It is 
unlikely that the training process would have been able to take into account all possible 
variations of future material. Even if it were able to, unexpected changes in an 
environment may occur. Lamps used in illumination age slowly with time, changing the 
appearance of object properties. Camera position may change slightly changing the 
features extracted from the textured surface. In addition, material can vary from batch to 
batch. Even lumber of the same species looks slightly different, depending on the season 
the trees were chopped down, places where they grew, or how well they have been dried. 
The situation is similar also with other natural material, such food products. The change 
in appearance of fruit can clearly be affected by season or location, not to mention when 
the same system is used to inspect batches of different species. To adapt to this kind of 
change, new representative samples have to be collected and labelled. The result is more 
everlasting training than an ideal accurate inspection system.  

2.3.2  Rule-based classifiers 

Partly due to the problems related to textbook classifier training, most industrial systems 
utilize rule-based classifiers. This approach, also called a structural or syntactic approach, 
means the evaluation of the relationship of object features in a specific order, i.e. using 
decision trees, to perform recognition and classification. Most commonly, decision trees 
lead to class boundaries that are parallel to the feature axes, and consequently, are 
intrinsically sub optimal for most applications (Jain et al. 2000). 

An advantage of using the rule-based classifier is its ability to easily combine 
incommensurate features and even nominal data in classification. The classification task 
itself is rapid, employing a sequence of typically simple queries. Trees also provide a 
natural way to incorporate prior knowledge from human experts. (Duda et al. 2001) Good 
examples of incorporating human knowledge are fuzzy classifiers that are kind of rule-
based classifiers, relying on linguistic rules. 

However, machines work differently to human, and human knowledge cannot just be 
copied for machine use. The first problem is to find what questions to ask that would 
provide sufficient categorization. Often, a large number of such questions are needed, and 
this leads to other problems. The other problems are, in which order the questions should 
be asked and how are the answers interpreted. For instance, if numerical values are asked, 
what are the thresholds that divide leafs in a tree to different paths? With fuzzy 
classifiers, the questions and rules may be very similar to those a human asks himself, but 
the problems still remain. It is not clear what are suitable questions for a machine, and 
especially what are the values related to linguistic rules and what are the correct limits or 
membership functions for different rules. 
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If there exists labelled training data, the tree can be constructed automatically (in a 
supervised manner). The most common way is to make the tree grow, starting at the root 
node, by finding splits of data that make the representation purer measured as entropy 
(Duda et el. 2001). This approach gives order for the question and limits for actions, but 
relies on an extensive labelled data set. 

Typically industrial inspection applications are not trained in a supervised manner 
using labelled samples, but built-in rules are set, based on human expertise on the 
material, and the parameters are tuned according to the classifications obtained. Unlike 
with the textbook method, tuning the rule-based classifier is reasonable and previous 
mislearning can be forgotten. 

Training and tuning the classifier using human expertise is illustrated in Fig. 10. An 
operator tunes the decision rules while observing the material and output of a classifier. 
In other words, with this approach, an operator tries to find a combination of parameters 
that would result in the desired class boundaries. This requires deep knowledge of their 
relationship. Many effective feature values do not say anything to an inexperienced 
human, and tuning the parameter values for such features is rather hopeless when the 
only feedback is got from classifications obtained after tuning. 
 

Fig. 10. Training and tuning the rule-based classifier using human expertise. 
 

Even when the meanings of features were easily understandable, which is typically the 
case for example with fuzzy systems, it would not be straightforward to say which rule 
led to incorrect classification, and how does tuning the parameter affect different rules in 
a tree and classification of different kind of patterns. In practice, there can easily be 
hundreds of rules in a rule set, and training and tuning of such a classifier requires a lot of 
expertise which itself takes time to acquire. Experience has shown that the time to install 
and take full advantage of a new inspection system may be even as long as a year. 
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2.3.3  Visual training based classifiers 

A visual training based (i.e. visualization based) approach utilizes unsupervised learning 
and human adaptability. The solution does not require labelling of individual samples or 
parameter tuning, but discovers whether the samples fall into a finite set of categories 
based on the similarity of their features. Thus, it is not affected by human errors in 
training. 

The method is presented in details in Chapter 4. In brief, the idea of the approach is 
the following: First, the projection from the feature space into a two-dimensional space is 
made. This is achieved in an unsupervised manner, e.g. using a self-organizing map 
(SOM) algorithm. Images of the projected data can then be shown on an operator’s 
display in a position of projection, giving a synthetic view of data space. The class 
boundaries can be set on a projected two-dimensional space based on the overview (i.e. 
visualization) of the projected data.  

In the classification phase, labels for samples to be classified are assigned directly, 
based on the area where they are projected. If the appearance of the inspected material or 
external conditions change, affecting the characteristics of material, an operator can 
easily move the class boundaries on a display to adapt to such situations. An intuitive 
visual user interface provided by the method makes the tuning easy, even for amateurs in 
the field. Training and tuning of the visual training based classifier is illustrated in Fig. 
11. An operator tunes directly what he sees (i.e. class boundaries), thus there is no need to 
iterate the tuning phase nor need to know the internal structure of the classifier. Instead of 
trying to find a combination of parameters giving the desired class boundaries, direct 
setting of the boundaries change the classification parameters. This approach overcomes 
the basic problems related to textbook and rule-based classifiers. 
 

Fig. 11. Training and tuning the visual training based classifier. 
 

The strength of the visual-training based approach lies in unsupervised learning, but it 
can be also a source of problems. Unsupervised projection models blindly all the data, 
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even if it is irrelevant to the problem. Thus, features modeled must correspond well to the 
classes of interest. Although efficient features are essential to all classification, with some 
supervised classifiers these relevant feature details can be found in training. With visual 
training, features have to be initially selected so that the main variability in a feature 
space corresponds to the variability of classes. Another requirement set on feature 
extraction is that the features must be commensurate, which is not the case with rule-
based classifiers. 

2.4  Discussion 

Numerous reasons suggest using automatic inspection. One of these is a call for better 
accuracy. However, this call involves also automatic inspection systems, whose accuracy 
is often far from perfect, as a machine only does what it is told to do. In addition, to the 
fact that those features providing the desired categorization have to be given, a machine 
has to be told how to use these features to achieve satisfactory categorization, i.e. it has to 
be trained. 

Textbooks suggest classifiers that are trained in a supervised manner. In practise, these 
classifiers learn class boundaries automatically from features extracted from samples and 
from labels assigned to them. The major problem with the method is collecting a 
representative correctly labelled training set. Errors and inconsistencies in the training set 
labels reduce the accuracy that can be achieved. Furthermore, tuning the class boundaries 
with this solution is highly impractical, requiring in practise recollecting and labelling a 
new set of representative samples. 

Rule-based classifiers rely much on human knowledge of the material and the internal 
structure of the classifier. With these classifiers, a human operator tries to find a 
combination of parameters that give the desired class boundaries. The major problem is 
that setting and tuning these parameters requires deep experience and, in practise, a great 
deal of iteration and time. 

With visual training, it is possible to improve the visual inspection, which with current 
systems relies mostly on either of the above mentioned training approaches, as will be 
illustrated next in the review in Chapter 3. Visual training groups data according to the 
similarities of its features and is thus not affected by erroneous and inconsistent labelling 
made for training samples. It does not require iterative parameter tuning, but class 
boundaries can be set directly, which changes the classification parameters. The time 
required to take such a classifier into use is small and tuning the class boundaries can take 
place even on-line, if necessary. 



 

3 Review of solutions for automated visual surface 
inspection 

Automated visual inspection has now been used for decades in industry, and numerous 
research groups around the world have been developing surface inspection methods for a 
number of challenging applications. Ever increasing demands from customers (on 
accuracy, robustness, speed, cost efficiency, flexibility, and ease of use) combined with 
increased computing power available and new innovations and trends have lead to 
diverse methods. 

Some general surveys of visual inspection have been made by Chin (1986, 1988), 
Newman & Jain (1995), and Wallace (1988). In this chapter, visual surface inspection 
methods used by different research groups are reviewed from the point of view of the 
training approaches used and the methods are categorized as given in Chapter 2. 
Unfortunately, information available for commercial systems is very limited and without 
any technical details of interest, and only a very few commercial systems are referred to. 

For some methods, the actual elegance lies in a clever use of scene constraints, good 
image processing or efficient features, which leaves an easy task for the segmentation and 
classification phases. These subjects are however not dealt with in this review and neither 
evaluation nor comparison of different methods is done. 

Many feature sets used in inspection require first selecting the most suitable set of 
features among a larger set of possibilities. Choosing the suitable features initially is 
based on the expertise and intuition of developers, and is the main contribution of many 
publications. Pruning the feature set later is most commonly based on supervision where 
a test set is classified with different subsets of features. This task is mentioned in only 
few publications concentrating on visual inspection, and is not considered in this review. 
The task of feature selection may however be considered to be loosely related to training 
as it uses the knowledge available of the inspection task in order to make the task itself 
more efficient. 

Most methods presented are designed for specific kinds of application areas only, as 
there are characteristics between different material categories that clearly favour using 
different imaging arrangements and methodological solutions. Some such characteristics 
are mentioned next in Section 3.1, before the actual review. The linkage between 
materials included in this review is the varying nature of their appearances. Among these 
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materials, wood is covered most thoroughly. It is also the material mainly used in the 
experiments of this thesis. 

3.1  Characteristics of different materials 

Different materials favour using slightly different approaches. When the nature of the 
material to be inspected is fully understood, its characteristics and constraints can be 
utilized to make the inspection task more efficient. 

Wood is a widely studied material and several different kinds of methods for lumber, 
plywood, profile board, and parquet inspection have been studied. Grading and optimal 
usage of wood material are examples of tasks that rely heavily on the properties seen on 
wood surface. Natural properties contain different kind of knots, shakes, bark, pitch, grain 
formation and discolorations. From the machine vision algorithm point of view, wood is a 
difficult material. Its properties and sound background are both subject to a lot of natural 
variation in colour and in irregular texture. 

One specific property of wood that has been exploited in inspection, is the tracheid 
effect. Wood material consists of tracheids, which are elongated cells with thick walls. 
The tracheid effect means scattering of light within the wood surface. It can be utilized to 
reveal hardness of the wood and also the direction of cells revealing otherwise invisible 
light knots in the surface. An industrially feasible way of utilizing the effect is studied by 
Åstrand (1996). 

Thorough overviews of the research on wood surface inspection are presented by 
Åstrand (1996), Kauppinen (1999), and Phan & Alcock (1998), and can be used to obtain 
more details about the features and segmentation method used, and research using other 
sensors such as X-rays and spectrographs. Different points of view on wood inspection 
are given in theses by Åstrand (1996), Hagman (1996), and Kauppinen (1999). 

Visual surface inspection is utilized in several places in the production of continuous 
flat metallic products such as cold rolled and coated steel, copper alloys, and cast 
aluminium. Inspection can cover the measures of the surface finishing (such as 
roughness) and detection and recognition of defects. There are a variety of defect types, 
such as scratches, speckles, roll marks, blisters, metal pickups, and stains, all with 
varying appearances. Defect sizes can vary from a millimetre to meters in diameter 
causing problems for visualization, for example. 

A metallic surface contains texture information but the colour information is only a 
little of use. A typical property is high reflectance coefficient. This property is often used 
to enhance defects by means of using a proper lighting system. Often, the lighting system 
provides separate information for lighting in different angles, giving information both on 
the specular and diffuse reflectance of the surface. Three-dimensional defects are 
enhanced due to the change in the angle of specular reflectance. The same principle can 
be used to detect defects with different smoothness. A good lighting system eases the 
segmentation phase, which is the approach usually utilized for defect detection in surface 
inspection of flat metallic products. 
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Textiles are materials with strong quasi-periodic texture, where a defect free surface 
should have relatively homogenous texture. If efficient texture features are available, 
defects can be detected by detecting irregularities in texture. In many applications, defect 
detection is trained with defect free samples. There is a great number of possible flaws, 
resulting from a large number of modes that the fabric undergoes during the 
manufacturing process, and also new classes of flaws may be introduced by changes in 
the production process (Bodmarova et al. 2000). Defects also vary, depending for 
example upon the type of garment. Typically defects can be categorized into horizontal, 
vertical, area, and point defects with dark and light colour. Examples of defects are 
broken weft thread, double warp thread, stains, flecks and holes. 

Varieties in natural stones such as marble and granite, and in produced ceramic tiles 
are numbered, and so are their appearances. An inspection method suitable for one 
specific variety might fail considerably even with another material very similar to it. 
Typically, the purpose of inspection is to reject defective parts, to sort material into 
classes of quality, and to sort objects of each class in lots with homogenous appearance. 
Defects, usually detected using colour and texture segmentation, include cracks, 
scratches, water drops, colour spots, and deviant texture. Grading of defect free species is 
based on colour and texture, and may require detection of veins, which corresponds to the 
typical defect detection phase. Absolute colour and texture measurements are not always 
necessary, but grouping of similar species is often sufficient (Lebrun & Macaire 2001). 

Paper inspection is based on texture measures, since chrominance contains, even at its 
best, only little information. Base paper may contain holes, spots, wrinkles, and streaks, 
which may cause the paper web to break while coating, or may affect the appearance and 
printing quality of coated paper. An uneven formation of paper, which is a subject for 
another analysis (e.g. Turtinen et al. 2003), makes the task more difficult. 

Determination of food product quality is highly species-specific. Appearance of food 
may change slowly with the seasons, requiring continuous adaptation even for same 
species to be inspected (Duda et al. 2001). Some defects might be enhanced for example 
by filtering only particular wavelengths. The grade of a specimen, such as fruit, can be 
determined by skin defects or percentage of discoloured pixels on the surface (Aleixos et 
al. 2000, Pla et al. 2000), but it is not in every case even related to the existence of 
defects. For example, meat quality might be determined by percentage and deviation of 
fat (Shiranita et al. 2000), and for measuring, the fat is then to be segmented. 

3.2  Image subdivision schemes 

Almost all inspection tasks are determined by characteristics of some distinct parts of an 
image, such as defects on a surface. Exceptions to this rule include material grading 
based on paper formation (Turtinen et al. 2003) and grain size distribution (Rautio & 
Silvén 1998). In these tasks, inspection covers the whole uniformly textured image as 
such.  

The majority of newly presented methods first try to segment the image into 
meaningful areas for further inspection. This approach is, however, not always used. 
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Some methods classify fixed, mostly rectangular areas of surface, directly into classes of 
sound background and certain defects. In their early work, Conners et al. (1983,1984) 
suggested classification of fixed areas of wood. Rectangular regions were classified into 
ten classes using a sequential classification scheme. First, potential defected areas were 
detected using simple tonal features. Only then, for potential defects, computationally 
more complex second-order texture features were calculated and used. Classification of 
fixed areas of wood to final classes is also proposed for example by Koivo & Kim (1989) 
and Lampinen & Smolander (1996), making classification directly to nine and seven 
classes, respectively. Neubauer (1991) classified fixed areas of treated metal surface of 
rolling bearing to tree classes based on histograms collected for areas. 

Another way to use fixed area classification is first to classify these areas to defect free 
and suspected defects, and then further process the suspect areas. Many publications 
mentioned as inspection methods actually perform only the detection phase, and no 
subsequent action was carried out or explained. Sobey & Semple (1989) propose 
classification of fixed areas of pine boards to sound wood and defects based on tonal 
features. Forrer et al. (1988) detected defects in Douglas-fir veneer using a so called 
sweep-and-mark algorithm, where fixed areas were classified (marking) based on 
statistics first obtained from the whole board (sweeping). Silvén & Kauppinen (1994; 
1996) used fixed area classification to eliminate most sound wood from further 
inspection. For a reduced data set, they then applied segmentation and classification. 
Defect detection using fixed area classification has also been proposed by Baykut et al. 
(2000), Bodmarova et al. (2000), and Tolba & Abu-Rezeq (1997), for textile and by 
Fernandez et al. (1994) for cast aluminium. 

If the size of the fixed area is just one pixel, i.e. if each pixel is directly classified to 
belong to some class, a classification scheme is pixelwise. While this is common for 
example for remote sensing applications using spectral information, it is rarely used for 
inspection with normal colour cameras. An individual pixel rarely contains enough 
information to reveal its true class, but statistics for pixels are commonly calculated from 
pixel values in the surrounding area. The on-line inspection using the method is limited 
by its computational expense, as feature extraction and classification have to be done for 
each pixel in the image. Ersbøll & Conradsen (1992) classified pixels of beechwood 
parquet to 12 classes. Three features—lightness, speckle, and dark deviation—were 
calculated for each pixel based on grey values of its own and its surrounding pixels. The 
grade of the entire slab was then determined based on the relative distribution of 
defective pixels. Aleixos et al. (2000) classified pixels in a fruit surface into a few classes 
according to their colour. These classes are then used in segmenting blemishes and 
categorizing and grading fruit. 

Brunner et al. (1992) studied different colour spaces in classifying pixels to sound 
wood and defects in Douglas-fir veneer. This approach is actually classification based 
segmentation as it subdivides image into regions of sound material and defects. 
Segmentation methods based on feature classification have also been used by Iivarinen & 
Rauhamaa (1998), Iivarinen (1999; 2000) and Shiranita et al. (2000). 

Due to high data rates, much simpler segmentation approaches are commonly used. 
The most common approach seems to be based on thresholding. The threshold can be 
fixed, but is mostly obtained automatically from a histogram of the whole image or a 
smaller area, or adaptively from a larger set of material. Histogram based segmentation is 
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proposed by Åstrand (1996), Cho & Conners (1991a), Conners et al. (1997), Kim & 
Koivo (1994), Lebrun & Macaire (2001), Silvén & Kauppinen (1994;1996), Stojanovic 
(2001b), and Tatari & Haettich (1987). 

The segmentation technique by Adorini et al. (2001), Alapuranen & Westman (1992), 
and Deviren et al. (2000) is based on colour differences. Dupont et al. (1997) segmented 
defects from steel utilizing edge-based segmentation, where the segmentation consists of 
Prewitt filtering, thresholding and morphological filtering. Morphological operations in 
segmentation, as well as other techniques, have also been used by Fernandez et al. (1993) 
in cast aluminium and Piironen et al. (1990) for copper alloy. The method by Pölzleitner 
& Schwingshakl (1991;1992) is somewhat more complex. It starts by giving a symbol for 
each 4 x 4 pixels block of board. Images are first filtered with four different filters. The 
symbol is obtained then by using 1st and 2nd-order statistics, adaptive thresholding, and a 
relaxation-like process. After the symbols are assigned, syntactic segmentation is 
performed on the blocks. 

Using specific defect detection methods can improve the accuracy of detecting one 
particular type of defect, while these methods may fail considerably in detecting the 
defects of other types. Using different techniques to detect different kinds of defects is 
proposed by Boukouvalas et al. (1998), Cho et al. (1991b), and Tatari & Hättich (1987). 

 

3.3  Supervised learning schemes 

Recognition of detections obtained, and classification of fixed areas requires more a 
complex classification method than simple thresholding by seeking valleys in a 
histogram. Most classification schemes used seem to learn either from training samples 
or from human expertise by means of an iterative parameter tuning process. 

Different forms of rule-based classifiers are probably the most commonly used 
classifiers. Often, they are organized in the form of a tree to minimize the number of 
questions and thus the computation effort needed. The exact procedure of constructing, 
training and tuning of the rule-based systems used is rarely explained. At the one 
extreme, approaches work in a fully supervised manner learning from samples, while at 
the other, they are built-in and tuned using only human expertise. Automatic construction 
of tree classifiers is based on training samples, e.g. by choosing the questions that 
minimize the resulting entropy (Alapuranen & Westman 1992, Koivo & Kim 1989, and 
Pla et al. 2001). 

Usually construction of a rule-based classifier is based more on human knowledge. A 
human expert may design the questions and the form of the tree, and even set the 
thresholds for the questions. This kind of approach is used by Åstrand (1996), Fernandez 
et al. (1993), Ho (1990), Kim & Koivo (1994), and Pölzleitner & Schwingshakl 
(1991;1992). 

Fuzzy classifiers are kind of rule-based classifiers, where the rules correspond to 
natural language. Values assigned to rules are fuzzy, i.e. they contain some uncertainty. 
For example, a simple rule in wood inspection may be: “A feature is a knot if it is redder 
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than clear wood and is round.” The concept round is not clear, but its probability is 
defined by a membership function. Due to the correspondence to natural language, the 
rules are easily set by a human. The concept of certainty is used also in some older papers 
(e.g. Pölzleitner & Schwingshakl 1991; 1992), but a fuzzy-logic approach itself is utilized 
by Adorini et al. (2001), Conners et al. (1997), Davidson et al. (1999), Lambert et al. 
(2001), and Stojanovic et al. (2001a). 

Training from labelled samples is a common approach although the problem of human 
accuracy is well acknowledged. One group of methods using typically labelled samples 
are Bayesian classifiers that seek optimal class boundaries, making a priori assumptions 
about distribution, and by learning parameters from samples. A bayesian approach is used 
for example by Aleixos et al. (2000), Brunner et al. (1992), Conners et al. (1983;1984), 
and Ersbøll & Conradsen (1992). Linear discriminants, which are the results of the 
Bayesian approach for normally distributed populations with equal covariance matrices, 
are used by Radeva et al. (1999) and Sobey & Semple (1989). Radeva et al. (1999) used 
Fisher’s discriminant analysis (FDA) (i.e. linear discriminant analysis) to optimally 
project the data before discrimination. Sobey & Semple (1989) used a gradient descent 
method to find an optimal separating hyperplane in an augmented feature space. The 
Bayesian classifier is the optimal one, if the assumptions of nature of distribution are 
correct and training samples represent the true data. However, this is often far from true. 
There are no reasons why class populations should be normally distributed. Even more 
fallacious assumptions, such as equal variances, covariances, and even equal a priori 
probabilities are made. 

Non-parametric nearest neighbour classifiers compare feature vectors directly to 
sample vectors stored in a memory. Thus, they make no a priori assumptions about 
distributions. Minimum distance (nearest neighbour) classifier are used by Wiltschi et al. 
(2000) and Yläkoski & Visa (1993). The distance measure can vary from Euclidean, and 
does not even have to be a true metric. A non-metric log-likelihood comparison of 
distributions is used by Pietikäinen et al. (1994). The effects of a few incorrectly labelled 
samples might be avoided by comparing sample to some larger number k of nearest 
neighbours, i.e. using k-NN classifiers (Cho et al. 1991b, Silvén & Kauppinen 1994). 

 Supervised multilayer neural networks learn their parameters from training samples 
seeking minimization of training error. Cho et al. (1991b) compared rule-based, k-NN 
and MLP classifiers, of which MLP gave considerably better results. Later, multilayer 
neural networks in inspection has been used by Casasent & Chen (2003), Dupont et al. 
(1997), Fernandez et al. (1994), Guha (2001), Lampinen & Smolander (1996), Neubauer 
(1991), and Stojanovic et al. (2001a). 

Some classifiers combine tree classifiers to other types of classifiers, such as k-NN 
(Alapuranen & Westman 1992) and Bayesian classifiers (Kim & Koivo 1994). Decisions 
in some nodes can be made using these classifiers instead of simple rules used in others. 
Similarly, a rule-based classifier with a minimum distance classifier is used by Lebrun & 
Macaire (2001). Also differently detected defects can be classified with separate 
classifiers (Stojanovic et al. 2001b) or different feature sets can be classified separately 
and their results are then combined (Iivarinen & Rauhamaa 1998). 

The problem of error prone, subjectively, and inconsistent labelling by a human is well 
acknowledged. Among others, Radeva et al. (1999) sought alleviation of this problem 
when they inspected cork stoppers, but found the training set inconsistent. Their solution 
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was to refine the training set before classifier construction. The procedure works 
iteratively by classifying samples and changing these to obtain more homogenous and 
better separated training set. The classification scheme, a refining procedure itself, is 
supervised and is based on Fisher’s discriminant analysis (FDA). 

Casasent & Chen (2003) used X-ray to inspect and classify pistachio nuts into 
categories of good and bad. Their training procedure allows samples near decision 
boundaries to be treated differently from other samples. Like the previous one, also this 
method is based on changing the training set to be more homogenous. In classification, 
they use a radial basis function neural network (RBFNN). The idea is to use a modified 
k-NN classifier to classify training samples first into six different categories rather than 
just good and bad nuts. These are then used to train the RBFNN. Using the modified 
training set, they attack the problems that RBFNNs have when clusters for different 
classes overlap.  

3.4  Unsupervised methods in inspection 

Unsupervised classification methods are well known but rarely used in inspection. One 
algorithm providing unsupervised classification is the self-organizing map (SOM). It does 
not need a priori assumptions about parametric distributions or a number of clusters, but 
organizes the data into typically a two-dimensional plane. The SOM algorithm is 
explained in Section 5.1.5. 

SOM is quite widely studied for example in segmentation and in classification 
generally (Kaski et al. 1998). Still, surprisingly often its good properties—unsupervised 
organization, topology preserving nature and good visualisation capabilities—are not 
utilized as a whole, but some advantage of the concept may have been lost. For example, 
some techniques use samples to train and label the SOM, and then just use the codebook 
obtained in classification. This approach does not take advantage of the topology 
preserving nature, but makes only unsupervised vector quantization with supervised 
labelling. In some approaches, supervised LVQ is used to fine-tune the trained map. 
There are some applications where this can be acceptable and even desirable: the 
approach preserves topology and improves accuracy—if only the consistently labelled 
training material is available. The full advantage of the unsupervised nature is of course 
lost. The projection to two-dimensional space mainly serves a human observer. Even if 
highly non-linear mapping is done, limiting to two dimensions is often a useless 
restriction if the result is never even shown to a human observer, which is also sometimes 
the case. 

Lampinen & Smolander (1996) combined an unsupervised and supervised approach. 
The unsupervised layer was used for feature clustering and selection. After Gabor 
transformation, coefficients were clustered using SOM, which was also used to get 
adaptive colour histograms. In the supervised layer, MLP was used in a final 
classification. 

A combination of unsupervised and supervised classification is made by Yläkoski & 
Visa (1993) in their alternative approach of wooden board inspection. In their approach, 
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non-overlapping regions (about 10 cm x 10 cm) were first described by texture features. 
An alphabetic symbol representing a class for each region was obtained using a self-
organizing map. In the second phase, a whole board was described by a semantic string, 
which itself was used to grade the whole board using a nearest neighbour approach. No 
individual defects were classified at any stage, but regions were grouped based on the 
similarity of their texture, and only the whole board was subject to qualitative 
classification. 

Kukkonen et al. (1999) used SOM with spectral features in the inspection of ceramic 
tiles. A spectrum of each pixel was used to train the SOM that was then labelled 
according to training data. In classification, a label assigned to most of the pixels was 
assigned to the whole tile. In another test, one-dimensional SOM was used to obtain 
pseudocolour tile images, and those histograms were then classified. 

Tolba & Abu-Rezeq (1997) used SOM in textile product inspection. First, statistical 
features from a block-intensity histogram were extracted in order to make primary 
classification of fixed areas into normal, light defects, and dark defects. The thresholds 
needed in this phase were obtained automatically using defect-free samples. Defects were 
then classified as horizontal, vertical, and area defects using two autocorrelation function 
based features and SOM. The map sizes used in the experiment were only 3 x 3 nodes 
and 6 x 1 nodes. Nine nodes map with a total of 44 defects to classify left some nodes 
empty and a need for a specific classifier to label these nodes was mentioned. For nodes, 
labels were assigned automatically using samples. 

Iivarinen & Rauhamaa (1998) used SOM in base paper inspection. They utilized SOM 
both in detecting defects and in the recognition stages. In the detection phase (Iivarinen 
1999; 2000, Iivarinen & Rauhamaa 1998) defects were segmented using texture values 
computed from sliding windows. Modification of SOM, called statistical SOM, was first 
trained with defect-free material. In detection, any pixel further than a specific limit to the 
best matching unit was interpreted as a defected. In training the map that was used in 
defect detection, only collecting of fault-free samples was necessary and thus the tedious 
task of collecting of defects was avoided. The appearance of new defects does not result 
in retraining of a classifier, but all varieties of sound material, on the other hand, must 
have been represented. The threshold for the detection procedure is required in advance. 

Recognition in Iivarinen & Rauhamaa (1998) was based on shape, histogram, and 
texture features, each set classified with separate SOMs. Their results were then 
combined to obtain a final classification. The exact labelling scheme used is not clear, but 
it was mentioned that the labelling can be performed manually and labelling of just a few 
clusters is easier than labelling the whole training data alone. In defect recognition, they 
propose a method for adding nodes to the map, if the quantization error exceeds a certain 
limit. 

Recent research in our research group has lead to many inspection systems utilizing 
unsupervised classification. The preliminary idea of the SOM-based user interface for 
surface inspection is presented in Kauppinen et al. (1999). It has already been applied in 
a few industries: It is used in a lumber edging system to detect and recognize surface 
properties, without a need to tune parameters. In coffee bean sorting, the approach 
provides detection of defective beans and an easy means to change class boundaries 
between batches of different coloured beans. In steel inspection, it has been used in 
systemising the training and tuning of fuzzy classifiers. Very good results are also 
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obtained using local binary pattern (LBP) features (Ojala et al. 2002b) together with a 
SOM classifier in paper characterization (Turtinen et al. 2003). 

3.5  Discussion 

Research done by different research groups in the area of visual surface inspection is 
categorized on Table 1. Approaches used are divided based on the training methods 
utilized and further by the class boundary definition and tuning method, both in the defect 
detection and recognition phases. 

Training is categorized into sample based and those that are trained without samples 
(“no samples used”). Sample based training is further categorized into “supervised” and 
“unsupervised”. In the “no samples used” category, classification rules (such as a 
decision tree) are built into an inspection system. The parameters needed in rules are set 
by a human. In the detection phase, “no samples used” training corresponds mostly to 
some kind of thresholding-based segmentation. With these, actual segmentation rules are 
built in, but parameters such as the threshold value may be obtained adaptively from 
inspected material. In the “supervised” category, classification is learnt from samples 
utilizing labels assigned to them. Samples are used also in the “unsupervised” category, 
but without using class labels for learning. However, some approaches categorized to this 
group required that the training samples belong to the defect-free category, i.e. belong to 
a certain class. 

Boundary determination and tuning capability are categorized to “no tuning”, 
“threshold”, “off-line tuning”, and “on-line tuning”. In “no tuning”, class boundaries are 
found initially from labelled samples and in practise, cannot be tuned any further. 
“Threshold” means that at most the sensibility of detection, such as threshold, can be 
tuned. Some methods categorized into this group are based on adaptive thresholding, and 
with these it is not necessarily possible to affect even the sensibility of detection, while 
with some others, threshold can be changed even on-line. The “Off-line tuning” category 
means that more specific tuning, for example defect specific sensibility, is possible in off-
line. Some methods categorized to “no samples used/off-line tuning” might actually be 
tuneable even on-line, but basically these require iteration and do not thus provide direct 
setting of class boundaries. “On-line tuning” categorization also provides more specific 
tuning, but it enables it directly without a need for iteration or further data exploration, 
i.e. on-line. 

A popular approach, “supervised/no tuning”, corresponds to Fig. 7 in Section 2.3.1. 
Another popular category, “no samples used”, corresponds to Fig. 10 in Section 2.3.2 and 
is the one typically used in industry. A block diagram of visual training, category 
“unsupervised/on-line tuning” was presented in Fig. 11 in Section 2.3.3. 

For each category, a number of reviewed research groups that best fit into that 
category, is shown. In this table, only research is included that carries out both detection 
and recognition of defects, although these phases can be combined to one using fixed 
area classification directly in the number of categories. A more detailed, group specific 
summary of the research done can be found in Appendix A. 
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Table 1. Categorization of visual training based method and research done on visual 
surface inspection by other research groups. 
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Most inspection methods presented start with simple segmentation based on 

parameters that are obtained either automatically or from human sources. The approach is 
chosen probably due to its simplicity and tight speed requirements, or due to difficulties 
related to training a classification based detection. The problem with these overly 
simplistic segmentation approaches is that a lot of important information is easily lost, as 
the methods used do not provide good enough categorization for varying material. 

In almost all inspection methods, classification of detections are built-in rules or 
trained from labelled samples. Nevertheless, problems of inconsistently and erroneously 
labelled training data are acknowledged. For instance, few attempts to alleviate the 
problem by modifying the sample set and then using it with supervised learning are 
presented. 

A few research groups use unsupervised methods in inspection, either in feature 
extraction and selection or in classification. Especially, in some methods SOM is used to 
classify inspected material. However, these methods do not propose any means of easily 
setting class boundaries, but this is usually based only on supervision, and in fact, the 
topology-preserving nature of SOM is not utilized. 
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Probably the closest method to the visual training is the one presented by Iivarinen & 
Rauhamaa (1998). There, both the defect detection and recognition phases are based on 
unsupervised classification with SOM. However, further examination shows some major 
differences even in it. The defect detection method, which seems to be the major 
consideration based on their other publications, is very different to that suggested in this 
thesis. It compares distances of feature vectors to SOM built from defect free samples, 
and makes the judgment based on whether the distance exceeds a certain threshold value. 
It does not provide any easy means of tuning, at least defect specific, detection 
sensitivity. Defect recognition is based on several SOMs, and no method for setting or 
tuning the class boundaries was given. Nor was there any mention about data 
visualization. The method is the one categorized into the row “Unsupervised/Threshold” 
and into the column “Unsupervised/Off-line tuning” in Table 1. 

From Table 1, it can be seen that there are no other methods that would provide 
unsupervised classification-based detection with class boundary tuning (other than 
threshold). On the contrary, a visual training method provides a means of tuning the 
boundary in a specific manner, for example to make the detection more sensible for 
shakes. 

No other method trained from samples allows on-line tuning of class boundaries. Also 
rule-based methods require in practise iteration in boundary tuning and are thus tuneable 
off-line only. To conclude, there are no mentions from other groups of a similar method 
that would provide unsupervised learning with easily set and tuned class boundaries. This 
property is obtained with visual training by combining the visualization of the classifier 
and a user interface. 



 

4 Framework for visual training 

This chapter explains the concept of visual training. The main idea and procedure of 
training and using such a classifier is given in Section 4.1. It shows how using the 
method, class boundaries can be set directly, even for high-dimensional data, without a 
need for iteration or labelling of training samples. The idea is to use unsupervised 
projection for mapping the data into two-dimensional visualization space. As also the 
classification is carried out through the same mapping, two-dimensional class boundaries 
set can be directly used as such, exactly as seen by an operator. 

Using unsupervised projection methods instead of some other candidate is justified in 
Section 4.2. There, also limitations and premises for the methods are discussed. A 
detailed clarifying example of using the method in practise, for wood inspection with 
SOM, is given in Section 4.3. An example also clarifies how these kinds of applications 
benefit from visual training over traditional training methods. 

4.1  Visual training 

Visual training, in other words visualization based training, provides a means of 
exploiting unsupervised learning in visual surface inspection. The schematic of the 
internal structure of the visual based classifier is presented in Fig. 12, which is a more 
detailed view of the classifier in Fig. 11 in Section 2.3.3. Training itself consists of two 
phases: learning mapping from a feature space into a two-dimensional visualization space 
and determining the class boundaries on it. For class boundary definition, data has to be 
visualized in the form that a human can easily perceive and work with. The idea of 
multidimensional data visualization is explained in the following subsection 4.1.1. The 
numerous suitable methods are explained in more details and compared in next 
Chapter 5. 

The same mapping that is obtained for training data is used later in classification, 
together with human set class boundaries. Providing visualization of classification space 
enables utilization of a human’s intelligence and his ability to adapt to situations, which 
makes the approach very flexible. Class boundary definition, tuning and classification 
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Fig. 12. Schematic of visualization based classifier. 
 
with the method are explained after the visualization section, in subsections 4.1.2 and 
4.1.3. 

4.1.1  Visualization of multidimensional data 

With visual based training, it is essential that a user can set the class boundaries reliably 
even for high-dimensional data. In practise, data has to be presented in a way that a user 
can easily work with it, that is, observe the correct positions for class boundaries and then 
set them as intended. 

Understanding and handling high-dimensional data is not easy for a human. Some 
information, such as statistical values, can be extracted to explain the structure of the 
data, but often such values are insufficient. For a human observer, it is much easier to 
extract information from a graphical representation. Furthermore, graphical 
representation provides access to individual data points. While visualization of 
multidimensional data in the raw is not possible, a synthetic view to the original data can 
be provided in many ways. 

A very simple but obscure way to give graphical representation of the data is to show 
multiple two-dimensional scatter plots for all pairs of variables. Some techniques display 
multivariate data in two-dimensional graphics without any dimensionality reduction, but 
show each data point as a symbol composed of components of the original data point, for 
example, as separate bars in a bar chart for each pixel. Correspondingly, components can 
be used as coefficients of orthogonal sinusoids to be added together to get Andrews’ 
curves (Andrews 1972) or they can be used to alter different characteristics of facial 
images (Chernoff faces, Chernoff 1973) to be shown. 

The methods above do not reduce the dimensionality of the original data. Cluster 
analysis methods are used to reduce the amount of data by grouping similar data items 
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together. They can be used in exploratory data analysis and to induce categorization. 
However, even if clusters are found, they still consist of points in high-dimensional space 
and need to be visualized by some means. 

A useful approach to investigating and accessing the original data is to subject it to 
dimensionality reduction (also referred as mapping or projection). Dimensionality 
reduction methods for visualization map the original data typically into two dimensions, 
in order to display the data as one image on a screen. As dimensionality is reduced, some 
information is unavoidably lost, but to be useful, the mapping procedure serves a human 
observer by preserving some important information of the original data. For example, the 
differences of data point distances in the original and in the low-dimensional space might 
be minimized. Generally, the idea is to find low dimensional data structures embedded in 
high-dimensional space. 

There are a number of mapping methods, but there in no one generally the best. 
Rather, the suitability of the method depends on the distribution and nature of the original 
data and the usage of the resulting configuration. The usage proposed in this thesis is data 
classification. The data is classified in a projected two-dimensional space, whose 
visualization allows the user to set and adjust the class boundaries used. A number of 
methods suitable for this purpose are presented and evaluated in Chapter 5. 

In visual inspection, the very original data is the image taken of the target. While 
image data might be directly subjected to dimensionality reduction in some applications, 
this is not the approach used in this thesis. Characteristics that give desired categorization 
are often small details, specific to the material and problem in hand, and would most 
probably be lost with such an approach. Interesting characteristics should be considered 
rather than other non-interesting, but visible properties such as noise in a background. In 
the approach used in this thesis, the set of features is first calculated for each image and 
dimensionality reduction is then made for the feature vectors obtained. Thus, the 
dimensionality reduction is actually performed twice: first from image space into a 
suitable number of features and then from feature space into two dimensions, as 
illustrated in Fig. 13. 

 

Fig. 13. Two phases of “true” dimensionality reduction. Latter phase, mapping from feature 
space to 2D, is of interest here. 
 

Even though extracting of characteristic features is very important in inspection, in 
this thesis only the latter part is concentrated on and referred to further as dimensionality 
reduction. However, it should be noted that different sets of features obviously behave 
differently, forming different kinds of manifolds in the feature space, and are particularly 
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suitable for mapping with different methods. As representation of the data is used for 
discrimination of classes, features and the mapping method must work together, so that 
low dimensional representation of feature data becomes a representation of classes. In 
practise, with all the methods used, major variations in feature space must correspond to 
variations in classes. Some form of correlation among the features is thus desirable.  

Fig. 14 (a) shows synthetic points in a three dimensional space. Fig. 14 (b) shows how 
these are modelled by SOM, a projection method to be presented in Section 5.1.5. In two-
dimensional visualization space this map forms a regular lattice. In Fig. 14 (c), the three 
original feature values mapped to this 2D visualization space are shown separately. 

Fig. 14. Synthetic three-dimensional training data in (a) is modelled with a 2D map (b). In (c), 
values of original data variables modelled by the map are shown separately on 2D space. 

 
This kind of separate representation of feature values is most interesting for data 

exploration. To visualize the original high-dimensional data with one picture, the images 
can be shown in the place they are mapped according to their features. Fig. 15 is an 
example where SOM is used to visualize the wood data. Not all the images fit on a 
display, but a random image from each node is shown. Visualizing of high-dimensional 
image data by projection resembles sorting the images. Similarity of nearby images is 
clearly visible. 

(c) 

(a) (b) 



50 

 

Fig. 15. Visualizing of high-dimensional images. Feature data extracted from the images is 
mapped to 2D using a SOM algorithm, and original images are then shown in the place they 
are mapped. 
 

When the mapping is obtained and shown to a human, he can decide if it is sufficient 
or if it should be done again, perhaps with a modified training set. Some practical topics 
to be noted about building mapping with SOM are discussed in Section 4.3.4.2. SOM and 
some other methods, which may provide different kind of visualization, will be discussed 
and presented in more detail in Chapter 5. 

4.1.2  Determining class boundaries 

After the mapping from a feature space into a two-dimensional space is constructed, class 
boundaries should be determined. Initial class boundaries can be set based on labels given 
to a small data set, if available. This supervised initial labelling process is not however 
necessary. 

Original images can be shown in the position where they are mapped, as shown in Fig. 
15. Based on this visualization, a human can set or tune class boundaries. This way a 
human operator sets and tunes directly what he sees, i.e. class boundaries. Compared to 
tuning of rule-based systems, there is neither a need to iterate the tuning process nor a 
need to know the internal structure of the classifier. Labelled training data in not needed 
either. It is much easier to set boundaries for topologically ordered data in one step than 
label a huge amount of individual samples one by one. 

4.1.3  Classifying with a visual training based classifier 

In the classification phase, the same mapping that is once obtained for training data is 
used to map new images. This requires some form of relational mapping, i.e. mapping 
where new data is mapped related to mapping learnt for the training data. This can be for 
example simple matrix multiplication for a linear method such as PCA (Section 5.1.1), 
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input to a feed forward neural network without further training, or comparison of data to 
reference vectors such as a codebook of a SOM (Section 5.1.5). 

The data is then classified based on its position obtained in a relative mapping. Images 
of data to be classified can again be shown to an operator who might affect the decision. 
He might decide the final boundaries from several alternatives or change the suggested 
boundaries according to a situation. Alternatively, classification can be performed rapidly 
based on previously set boundaries, where an operator may tune boundaries in the longer 
run. Utilization of a human’s intelligence and ability to adapt to situations makes the 
approach very flexible. 

A need for a class boundary tuning might arise for several reasons. The class 
boundaries can simply be initially set imprecisely, which obviously requires correction. 
Erroneous classification in the real world is rarely possible, but categories overlap in a 
feature space and the task is rather like balancing between different classes. Minimizing 
the total error is not always the main objective, but some classification errors can be more 
costly and this should be taken into account. For example, in defect detection, the rate 
between false alarms and error escapes might be tuned according to the reliability of the 
following recognition process and the cost of missed defects. 

The need for change in class boundaries can arisen even if the boundaries were once 
optimally set. Changes in external conditions might change the features extracted from 
images. For example, the lamps used in illumination age slowly with time, changing the 
appearance of object properties or the camera position may change slightly, changing the 
features extracted from a textured surface. The natural appearance of material might vary 
slowly according to the season or even from batch to batch. 

4.2  Justification 

4.2.1  The supervised vs. unsupervised approach 

Supervised methods learn from sample data with class labels assigned, that is, from class 
conditional sample distributions. However, if labels are incorrect, also class distributions 
become erroneously interpreted and classifier accuracy suffers. 

Visual training is based on projections that are learned from the data in an 
unsupervised manner. That is, the whole training data is modelled from a joint 
distribution for patterns of all categories, only based on the data points. The advantages 
of the method come from the fact that no labels for the training sample are needed. Thus, 
this often laborious and expensive phase of system training can be skipped, and 
inconsistent or erroneous labelling does not reflect on classifier training. The problem 
with this approach is that no additional information is utilized, but this modelling has to 
automatically find the information that is important for a task. For a visual training based 
approach, the information that is preserved in mapping must automatically contain the 
information on the categories of interest. 



52 

 

Most unsupervised projection methods can be considered as methods that seek low 
dimensional (typically 2D) manifolds embedded in high-dimensional space, and then 
unfold these in low dimensional representation. The most faithful manifolds are sought 
from training data, meaning that the largest variations in a data space will become the 
best represented. Thus, major variability of feature data that is projected must correspond 
to the variability of classes of interest. 

Fig. 16 is another example of mapping the synthetic data. The data in Fig. 16 (a) is 
randomised from uniform distribution. All three variables (i.e. features) in this 
distribution are uncorrelated. The range of variable 3 is small [0, 0.75] compared to the 
range of variables 1 [0, 4] and 2 [0, 3]. Thus, modelling the data becomes mostly 
modelling of variables 1 and 2. If all the important information lay in variable 3, this kind 
of unsupervised approach would provide only a poor representation of this important 
information. In fact, a smaller map (rougher model) neglects this variable almost totally. 
An essential premise for the method is that major variability in the feature space must 
correspond to variability in categories of interest. Features are further discussed in 
Section 4.3.4.1. 

Fig. 16. Uncorrelated three-dimensional training data in (a) is modelled with a 2D map (b). 
Range of variable 3 is small compared to variables 1 and 2, and is thus poorly represented by 
the map. 

(a) (b) 

(c) 
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Another premise for the method is that members of different categories can be 
visualized for a human. From visualization, we must be able distinguish between 
different classes. In practise, this means that the method is mostly suitable for surface 
inspection where a human is able to tell differences for an ordered set of surface images. 
The method is especially favourable if labelling should be avoidable or is inconsistent, or 
if non-static class boundaries are required. 

The weakness of the unsupervised approach is also its strength–the lack of a need for 
labels. Duda et al. (2001) listed five basic reasons for interest in unsupervised procedures. 
They are shortly the following: (1) Collecting and labelling of sample patterns is costly, 
which can be fought either by designing a classifier on a small set of labelled samples, 
and then tuned up with large amounts of unlabeled data; or (2) by training the classifier 
with large amounts of unlabeled data, and using then supervision to label the groupings 
found. (3) Characteristics of patterns can change slowly with time, and adaptation to the 
changes can improve the performance. (4) Unsupervised methods can be used for smart 
feature extraction. (5) Exploratory data analysis can be used in the early stages of an 
investigation to gain insight into the structure of the data. 

The reasons for using an use unsupervised approach in visual inspection have already 
been discussed throughout this thesis (e.g in Section 1.3 and in the beginning of Chapter 
2). The second approach described above roughly corresponds to the visual training 
method presented in this thesis. The main reason for using this kind of approach here, in 
addition to the expense of labelling, is its error-prone nature for natural material. The 
method can also be easily adapted to small changes in characteristics of patterns, 
occurring slowly with time or at once due to the batch change. The goal is to get a more 
accurate and ease of use inspection method, compared to traditionally trained ones. Main 
reasons for using the proposed kind of unsupervised visual surface inspection method to 
achieve these goals are the following: 

• Avoiding the expensive, error-prone, and inconsistent task of collecting and 
labelling of sample patterns. 

• Adaptation to changes in appearance of material, either slowly with time or at 
once, e.g. due to batch change. 

 
A call for more accurate, classification based detection, emphasises these reasons further.  

4.2.2  Rationalization for projection 

Unsupervised learning is not limited to cover only projection methods. For example, 
unsupervised methods can be used to estimate conditional densities from a mixture 
density of an unlabelled data set (Duda et al. 2001). These require however limiting and 
usually erroneous a priori assumptions on nature of the data. True data is most likely far 
from normally distributed (or from any other easily parameterised distribution) and such 
assumptions would lead to poor classification results. 

There are also many unsupervised clustering techniques that search for clusters within 
the data. These methods, such as k-means clustering, most probably fail to detect clusters 
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correctly. Dissimilarities between the patterns of different classes can be minimal, i.e. 
there are no clear clusters within the data used. Especially in the detection phase, patterns 
are formed from image regions that may contain any proportion from 0 to 100 % of the 
defective area in it. Often methods that allow clusters to overlap assume some fixed form 
or parameters for clusters. 

If the data is divided into a sufficient number of clusters, then the contents of the 
clusters become rather homogenous and thus can separate different classes. On the other 
hand, the task of labeling these clusters becomes harder—unless the clusters are properly 
ordered! In fact, SOM corresponds to k-means clustering (especially the batch version of 
SOM has very similar updating rules to k-means algorithm), but preserves topological 
ordering between the clusters. 

Hierarchical clustering results in clustering where larger clusters are further divided 
into sub clusters, which can themselves be further divided and so on. The result of such 
clustering can be shown as a dendrogram. It shows the distances between clusters in a 
one-dimensional line, and could be expanded to show sample images of each cluster. For 
some data, it would most probably be possible to distinguish between classes with such a 
representation. However, it does not provide a smooth continuum between all the 
clusters. Setting the class boundaries should follow the automatic clustering obtained and 
tuning becomes rather difficult, if automatic clustering does not lead to the desired 
categorization.  

4.3  Application example: wood inspection 

In this section, the idea of the visual training based method is clarified by an example 
from wood surface inspection. As with most of the methods, the surface inspection 
presented here is divided into two phases. In the first one, possible defected regions are 
detected. In the second one, these are examined as individual suspected defects. Both 
phases are based on a visual training approach using a SOM as a classifier and user 
interface. 

Detecting and recognizing the defects provide sufficient basis for subsequent actions. 
For example, grades for boards to be inspected are straightforwardly obtained by 
comparing the rules of the graining standard in use to positions, sizes, and types of 
surface properties found. The relationship of the grading accuracy to defect detection and 
recognition rates is studied by Kauppinen (1999), and a fairly direct correlation is found. 
The subsequent action is not necessarily grading, but the result of defect detection and 
recognition can be used also for example in secondary processing to optimise the usage 
of the material. 
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4.3.1  Defect detection 

The defect detection method uses fixed area classification and results in a vague 
segmentation of the wood surface. Classification is based on a SOM and visual training 
based approach. Each fixed size small block in the image of the board is classified and 
marked as sound background or as a suspected defect. Suspected blocks are then 
subjected to connected components analysis forming individual regions of suspected 
defects for further analysis. 

Training of the detection SOM is illustrated in Fig. 17. Pine board images captured by 
the imaging system are divided into non-overlapping rectangular regions of a fixed size 
(e.g. 32 x 32 pixels of about 1.6 mm x 1.6 mm). A set of feature values, in this case 
centiles of colour channel histograms, is calculated for each region. Each feature vector is 
then mapped into a self-organizing map, i.e. the sequence corresponds to general chain 
given in Fig. 13 in Section 4.1.1. In the image of the SOM in Fig. 17, at each node an 
image of one randomly selected region is shown from among those clustered to it. The 
similarities between adjacent nodes are apparent. Dead knots and sound wood are at 
opposite corners of the SOM while the shakes and other defects are in-between.  

Fig. 17. Training the defect detection SOM. 
 

In training, the only human interaction required is to determine the boundary between 
sound material and defective wood for topologically ordered images on the SOM. If 
labelled data is available, it can be used to label the SOM. Manual determination of the 
boundary in Fig. 17 is an easy and consistent task (refer to Fig. 9. in Section 2.3.1). The 
user interface may also enable observations of all regions clustered to any particular 
node, if confirmation about decision and uniformity of clustering is desired. 

In classification, the board image is again divided into small regions. These regions 
are then mapped to a previously trained detection SOM. In Fig. 18 (a), only regions from 
the current board are shown, and the grey nodes mean that no region from this board has 
been clustered to these particular nodes. Regions mapped on the defective side of the 
boundary, marked as a dotted line in Fig. 18 (a), are suspect, while the rest are eliminated

Training material flow SOM
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Fig. 18.  Defect detection. Regions clustered to the defective side of the boundary in (a) form 
suspect defects highlighted in (b). 
 
from further processing. Suspect connected regions form suspect defects as highlighted in 
Fig. 18 (b). 

In the experiments made, setting a fixed boundary between sound and defective wood 
has given good results despite material variations. Only minor improvement has been 
achieved using board-specific boundaries, as the method is quite robust to their locations. 
Regions close to the border zone typically consist partly of the defect and partly of the 
background, and a small change in the boundary position affects mainly the size of the 
detections. With optimistic selection (a smaller suspect area), the defective regions 
detected are quite small, while the pessimistic selection (a larger suspect area) includes 
even the transitions from sound wood to defects in the detections, improving the 
recognition results. 

The problem with too pessimistic selection is the increase in the risk of separate 
defects on the surface being mixed as one detection. Error escape rates with both 
selections are small, but obviously too optimistic selection results in a few more error 
escapes. Quite high false alarm rates are acceptable in this application, since usually only 
a few percent of the wood surface contains defects, leaving a chance to use more 
advanced features in further analysis when data is greatly reduced. In practice, rather 
pessimistic boundaries are favoured due to reasons mentioned above. 

4.3.2  Defect recognition 

The defect detection stage classified fixed areas of the surface, and suspicious regions 
were then subjected to connected components analysis to obtain regions for the 
recognition phase, such as those highlighted in Fig. 18 (b). The Recognition phase is very 
similar to detection, based on visual training based method with a SOM. In recognition, 
for each connected set of regions, a new set of features is calculated. At this stage, only a 

(a) (b) 
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small fraction of the original data remains, enabling the usage of more sophisticated and 
computationally complicated methods for analysis. Although, in experiments made, 
recognition is based mainly on just another set of centile features. 

Again, the feature vectors are fed into a SOM that clusters similar defects close to 
each other. Fig. 19 shows the result when the detections from several boards have been 
used to produce the recognition SOM. For each node, an image of one suspected defect is 
shown. Class boundaries in Fig. 19 are drawn manually and they separate suspect defects 
into five classes, namely sound wood, shakes, pitch pockets, dead knots, and sound knots. 
The SOM shown is rather small but should confirm the idea.  

Fig. 19. A recognition SOM. One scaled image of detection is shown for each node. 
 

Visualization of the recognition SOM in one image is not as straightforward as it is for 
the detection SOM. This is due to the fact that suspected defects are of different size and 
shape. In the SOM in Fig. 19, all images shown are scaled to fit rectangular regions 
representing nodes. The experimental system presented shortly in Section 4.3.3 also 
enables observation of all detections in real size, allowing verification of the class 
boundaries set and checking the uniformity of node contents. Fig. 20 shows the contents 
of three distinct nodes in a map. The variation within the nodes is minimal. 

Again, there has been no need to use labelled training material, nor has any special 
rule based knowledge about defects been used. In practise, the category of a knot depends 
also on its aspect ratio, location, and size. These rules could be included in a classifier, or, 
for example, in subsystem taking subsequent action, such as grading of a board. This kind 
of application and standard specific information is however not included in the 
experiments of this thesis, but detections are classified purely based on labels assigned to 
the nodes where they are mapped. 

shake 

sound wood

pitch pocket

dead knot

sound knot
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Fig. 20. Defects mapped to three different SOM nodes. (a) Dead knots, (b) sound knots, and 
(c) shakes. 

4.3.3  User interface example 

The method provides automatically a very intuitive user interface combined with a 
classifier. Many studies of this thesis utilize an experimental program developed to study 
and demonstrate a method for wood inspection. The program allows imaging and real-
time classification of wood surface properties. Images of SOMs and more detailed views 
of the contents of nodes provide a means of labelling the nodes, i.e. determine and change 
the class boundaries on the SOMs. In Fig. 21, defects are detected according to a 
boundary drawn on the detection SOM. Detections are recognized and the content of one 
node in the recognition SOM is examined in detail. 

While the functions above could be enough for final inspection applications, this 
program is mainly intended for exploratory analysis of whole method, the features used, 
and material behaviour. It allows two-way observation of clustering: Selecting areas of 
the wooden surface shows the nodes where they are clustered in a SOM. Similarly,

(a) 

(b) 

(c) 
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Fig. 21. An example of visual training user interface. The user can easily set class boundaries 
and verify these by viewing the obtained classification. 
 
choosing nodes in either SOM (detection or recognition) shows which regions from the 
board belong to these particular nodes. This allows studying of the robustness and the 
effects of changes in boundary positions, for example. 

The program allows also numerical evaluation if ground truth labels for data are 
available. Defect detection can be compared to one made by a human. Classifications 
obtained can be compared to given labels and the consistency of human given labelling 
can be checked from clustered images. Furthermore, the program provides an easy means 
to fast collection and labelling of the data, which can then be used to build new SOMs or 
for some other purpose, if desired. In Fig. 22, the user studies the effects of the class 
boundary position on detection accuracy. Concurrently, ground truth and newly obtained 
recognitions for detections are shown. The types and appearances of false alarms and 
error escapes are easily checked. 
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Fig. 22. An example of the visual training user interface. Labelled material allows comparison 
with ground truth. 

4.3.4  Implementation issues 

Although the methodology proposed for wood inspection is based on unsupervised 
clustering, it cannot be applied in a blind manner; a sound strategy is needed in preparing 
the detection and recognition SOMs. In the following subsections, approaches that have 
been found powerful in preparing SOMs for this application are described. 

4.3.4.1  Features 

The classification method presented does not itself impose many demands about the 
features to be used. On a SOM, data is clustered into nodes, and each of these is 
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represented by a feature vector. The node for data is selected by finding the most similar 
feature vector, and in training, the feature vectors associated to nodes are tuned towards 
the training data. Thus, it is sufficient if the closest feature vector and median or mean for 
the set of vectors can be somehow obtained (Kohonen 1997). However, other practical 
reasons set some limitations for features. 

In practise, for meaningful measurement of the closest feature vector, features forming 
a vector must be commensurate, and in order for the inspection system to work properly, 
feature vectors used have to be able to give proper separation for surface properties of 
different classes, such as for the knots shown in Fig. 8 in Section 2.3.1. Furthermore, to 
provide easy distinction of classes in the projected space, it is important that the classes 
are projected far from each other; usually this presumes that important information is 
mainly within the main variations of the feature space. This requirement may be difficult 
to take into account when designing a feature extraction phase. 

Class boundary tuning can be used to adapt to situations where the appearance of the 
material changes. The mapping itself remains the same, and for the old map to model this 
new material in a closely optimal way, it is required that this change in appearance does 
not change dramatically the feature space structure. Changes along the manifold could be 
completely compensated for by boundary tuning. Effective features with this kind of 
property might be difficult to find, but small changes in feature vectors usually cause only 
small movements of classes in the map and can thus be handled. Naturally, features that 
are invariant to changes, such as illumination, are desirable as these changes would not 
cause any changes in feature data extracted. Characterizing features that work well are 
not automatically obtained, but rather the result of the designers’ experience in material 
and image classification in general. 

Most of the features used in the experiments of this thesis are centiles that are colour 
channel histogram features found to be effective for wood inspection (Silvén & 
Kauppinen 1994). The centiles are intensity values selected according to cumulative 
channel histograms. For example, the 10th centile of a channel denotes an intensity value 
larger than that for 10 % of all the pixels in the region in question. The calculation of a 
10 % red centile is illustrated in Fig. 23. A histogram of the red channel (left) is first 
collected for the image. Then, centile values (right) are efficiently calculated from the 
cumulative channel histograms (centre) as illustrated. 

Fig. 23. Finding the 10 % centile from a red-channel histogram (Kauppinen 1999). 
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In addition to plain centile values, differences in two centiles of the same or different 
colour channels can also be used as features. It is necessary to access each image pixel 
only once to collect histograms. To obtain a set of centile features for a region, also the 
histograms need to be scanned only once. Fast feature extraction is essential in real 
industrial inspection. 

In addition to centiles, second-order texture features, namely a local binary pattern 
(LBP) (Ojala et al. 2002b) are experimented with. The computation of a basic version of 
an LBP is shown in Fig. 24. The original 3 x 3 neighbourhood is thresholded by the value 
of the centre pixel. The values of the pixels in the thresholded neighbourhood are 
multiplied by the weights given to the corresponding pixels. Finally, the values of the 
eight pixels are summed to obtain a number for this neighbourhood. The LBP histogram 
computed over a region is used for texture description. LBP features are fast, illumination 
invariant, texture features providing knowledge about the spatial structure of the local 
image texture. In wood inspection, they have been found to give some additional 
information for centile features. In some texture-based applications, such as in paper 
characterization (Turtinen et al. 2003), they provide very good categorization as such. 
 

Fig. 24. Computation of an LBP (Ojala et al. 1996). 
 

Usually, not all feature candidates are used in inspection, but among the larger set of 
possible features, a smaller set that together gives the best characterization is first sought. 
More features in a feature set does not necessarily mean a better classification rate. Data 
points locate more sparsely in a higher-dimensional space, and new features do not 
necessarily add useful information but can be essentially noise. Furthermore, a smaller 
feature set enables faster feature extraction and classification. 

In practice, features need to be selected using test material that has been prepared in a 
supervised manner. An exhaustive search of every possible feature combination is not 
generally possible, but sub-optimal methods have to be used to seek the best 
combination. For the experiments of this thesis, this process was performed for a rather 
small amount of labelled material using a forward/backward algorithm and a k-NN 
classifier which differs from the actual classification method presented and used in later 
experiments in the thesis. 

The fact that the features are selected in order to separate into certain classes does not 
guarantee a distinction between all the classes, such as for new rare types of defects. They 
might look very different to a human, but may be too similar in their features. Direct use 
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of images or histograms as features might help to separate defects not included in feature 
selection, but requires more calculation, and would probably result in a loss of the good 
separation between required characteristics. 

4.3.4.2  Building the SOM 

The SOM tends to represent the probability density function of the training data 
(Kohonen 1997). This causes problems for visualizing rare classes. Only a fraction of the 
surface area of a wooden board contains defects. If the image of the board is simply 
divided into small regions, features calculated, and the SOM built, the result has the 
defects concentrated into a few nodes at one of the corners while the remaining nodes 
contain sound wood regions. 

This prevents the straightforward application of SOM methodology, because 
determining the boundary between sound wood and defects would be difficult and 
imprecise. In practice, it would be beneficial to have wide transition regions in the SOM 
between different categories of wood, as the discrimination result would then be more 
robust with respect to the location of the boundary. 

Because of this need, the defect detection SOM is built using selected material that 
contains about the same amount of sound wood and defects. This training material 
originates from several boards to capture the whole range of variation of lumber. 
However, the selection process does not require any labelling of the samples, nor any 
particular expertise in choosing the material. 

The situation is similar with a recognition SOM. In order to obtain an ideal recognition 
SOM, there should be around the same number of every defect category in the sample 
set. Under-represented categories may not get a node of their own, while the larger 
classes conquer most of the map. To cope with this phenomenon, more weight must be 
given to rare samples by using them multiple times when building the SOM. In practice, 
building the balanced SOM is an iterative process in which adding weight to some 
sample items causes the whole map to change and brings up some other nodes whose 
weights should then be adjusted. Clearly, an efficient tool is needed for this purpose. In 
the example above, self-organizing maps are created using a software package called G-
SOM (G-SOM 1999). It provides visual support for finding which sample items are 
clustered in each node, so one can easily modify the training process. 

The above issuers in building the SOM cannot be generalized to be used with all the 
projection methods, but different methods result in different kinds of problems and 
implementation aspects to be dealt with. For example, weighting the rare cases with a 
distance preserving mapping is not so crucial, but it cannot be exploited either. Rather, 
with these methods one needs to solve the problems of how to visualize mapping 
effectively, and how to map new data points relatively to previously learnt mapping. 
These matters are further discussed in Chapter 5. 
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4.4  Discussion 

The Best training approach for an inspection system depends on the application and 
especially on material to be inspected. Proposed visual training based approach is mainly 
intended for inspection of natural materials, that lead to difficult but yet important 
inspection tasks. Typically, appearances within classes vary greatly while differences 
between classes can be very difficult to tell, both for a machine and for a human expert. 

With traditional training methods, the difficulties that a human experiences convert to 
further difficulties for a machine, making the training a very long-lasting and error-prone 
task. In contrast, the presented visual training approach does not require labelling of 
individual samples but combines a human’s ability of discernment and a machine’s 
capability to do a consistent job. The human is not involved in categorization until at the 
very end for ordered images. This task is intuitive, as he directly sees the effects of his 
actions. 

Unsupervised methods, including a SOM, model the feature vectors extracted for 
training data without using any class labels. This model ought to bring up desired 
categories for a human to distinguish. For this, efficient features are needed, and training 
samples need to be judiciously selected or weighted by an iterative training process. 
Furthermore, features should be fast to extract, and if possible, robust to small changes in 
the material and in an environment. It should be remembered that features and 
subsystems of an inspection system should be selected according to the task in hand and 
should work together. Even though systems commonly rely mostly on some well-known 
features and methods, inspection systems are wholes and “the whole is greater than the 
sum of its parts”. 



 

5 Comparisons between dimensionality reduction methods 

Visual training is based on unsupervised projection. There are numerous methods 
providing this projection. In this chapter, several suitable alternatives, PCA, MDS, LLE, 
Isomap, SOM, and GTM, used for data visualization are presented. Their principal 
differences are discussed and a numerical evaluation of these methods for the special case 
of wood inspection using histogram-based features is made. 

The best mapping method is not self-evident, but depends on the distribution and 
nature of the original data and the usage of the resulting configuration. A common 
requirement for all dimensionality reduction methods is that it must preserve the 
information that is important for a task. In this experiment, a comparison is carried out to 
find the most suitable ones from a visual training point of view. Different projection 
methods lead to different representations of the data. In visual training, a good 
representation is the one that makes classification easy. Thus, the classification capability 
of the projected data is evaluated. 

In addition to the direct classification capability, it is significant how a human can use 
the projection. For example, it is important how easily he can discriminate the classes and 
how he sets the boundaries for data. The usability is discussed from many points of view 
and these issues are also included in the evaluation. 

5.1  Projection algorithms 

Although we are mainly interested in classification, there are also many other alternative 
purposes for using projection methods. A closely related possible usage is to utilize a 
projection to label and collect the training material to be used with some other, possibly 
supervised, classifier. Labelling a bunch of similar data together is much easier than 
collecting and labelling the data one by one. Projection can also be used for data mining. 
A well-performed projection can help us understand and give important information 
about the structure of the data, and for example, provides the means to manually reveal 
outliers. Different material and different usage create a need for different methods. 
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Extensive comparisons of some visualization methods can be found in Naud (2001) and 
Carreira-Perpiñán (2001), for example. 

There are several ways to categorize existing mapping techniques. Obvious 
categorization is between linear and non-linear mapping techniques. In a linear mapping, 
each low-dimensional data point is a linear combination of original features. A linear 
mapping function is well defined, and its mathematical properties are well understood 
(Biswas et al. 1981). However, linear mapping is not always enough to preserve complex 
data structures and non-linear mapping may be required. Non-linear mapping algorithms 
have complicated mathematical formulations and are often heuristic in nature. They tend 
to be highly data dependent and can unexpectedly distort the data (Biswas et al. 1981). 

Another categorization can be made between analytic and non-analytic methods. 
Analytic transformation maps every point, including all the points not in the original data 
set, from the multidimensional space onto a representative point in a lower dimension. 
This feature makes analytic transformations suitable for direct classifier design. 
(Siedlecki et al. 1988). A non-analytic transformation creates mapping only for the points 
on the data set and some sub-optimal relative mapping techniques need to be used to map 
new data in classification. 

Most mapping techniques are unsupervised, i.e. they use only original data coordinates 
to find the mapping. An example of the supervised technique is Fisher’s discriminant 
analysis, which seeks the linear mapping to optimally separate points of different class 
labels. All the methods explained below belong to the unsupervised category, in order to 
provide sufficient visualization without a need for labelled data. 

5.1.1  Principal component analysis 

Principal component analysis (PCA) is probably the most widely used dimensionality 
reduction technique, and thus is also included here. It makes a linear projection of the 
data into a direction that preserves the maximal variance (or equivalently minimizes 
squared reconstruction error) of the original data. The axes obtained for two-dimensional 
projection are the two eigenvectors of the data covariance matrix, i.e. principal 
components, corresponding to largest eigenvalues. In Fig. 25 (a), these are v1 and v2, 
which are thus the coordinate axes in the PCA projection shown in Fig. 25 (b). Any 
information in the direction of v3 is lost in mapping. 

If the data lies on a two-dimensional plane embedded in a space, PCA is able to 
preserve all the information. However, linear mapping where the projection is obtained 
by 2 x N matrix multiplication is not often enough to “explain” the whole data. 



67 

 

Fig. 25. PCA projection. Maximum variance of data cloud in (a) is along the first principal 
components. The two first are used as axes in projection (b). 

5.1.2  Multidimensional scaling 

The term multidimensional scaling (MDS) usually means a set of mathematical 
techniques aimed at representing some dissimilarity data in a low-dimensional space. 
MDS originates from psychometrics, where it was proposed to help understand people’s 
judgments on the similarity of members of a set of objects (Naud 2001). It can also be 
used to project the data by using the actual Euclidean distance as a measure of 
dissimilarity, i.e. each point is presented in a low-dimensional space, so that the distances 
between the points in a low-dimensional space match as well as possible their distances 
in the feature space. An exact match is not possible if the true dimensionality of the data 
is more than two, but many forms of MDS propose different suitable criteria for 
minimizing. 

Classical MDS is a linear method, and would be one-to-one to PCA in this kind of 
usage. In the experiments of this thesis, non-linear least-square scaling algorithms are 
used, which minimize the so-called “stress function” of Equation 

 

   2
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where ,i jδ is the dissimilarity between points i and j (i.e. their distance in the original 

space), and , ( )i jd Y is their distance in lower dimensional space on configuration Y 
obtained by projection. The term f is a normalization factor used to make the Stress value 
independent of configuration scaling and the terms ijw can be used to weight the 
dissimilarities individually. Three different sets for these values, as given by Duda et al. 
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(2001), are presented in Table 2 and used later in the experiments. The first one (H1) 
corresponds to Kurskal’s criteria (Kruskal 1978). Using this, the sum of squared errors is 
minimized. If the second parameters (H2) are used, the Stress function equals the Stress 
function of the method known widely in pattern recognition as Sammon mapping 
(Sammon 1969). Compared to former, it gives more weight to small distances, which 
helps to detect clusters. The third alternative (H3) gives even more weight to preserve 
small distances at the expense of longer distances. 
 
Table 2. Candidates for Stress function of least square scaling MDS. 
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Unlike with PCA, the objective function of this least square scaling MDS method has 

no closed-form solution, i.e. there is no guarantee of finding the real (global) minima. 
The Stress function used is often minimized iteratively using a gradient descent 
technique. It is prone to getting stuck in the local minima, and an optimal configuration is 
not likely to be found that way. In the experiments of this thesis, the combination of the 
minimum stress obtained from a few random initial conditions was chosen. 

5.1.3  Isomap   

In the previous methods, the distances between points were considered as direct 
Euclidean distances (the length of the straight line segment joining the points). However, 
this distance ignores the data manifold. The geodetic distance between two points is 
defined as the minimum of the length of a path in the manifold joining the points. Fig. 26 
(a) shows a two-dimensional manifold embedded in three dimensions. In the figure, a 
geodetic distance is shown as a solid curve along the surface. At longer distances, it can 
differ significantly from Euclidean distance, which is marked as a dotted straight line 
segment. 

One method using geodetic distances is Isomap (Tenenbaum 1998). In the experiments 
of this thesis, a variation (Tenenbaum et al. 2000) of Isomap is used. In it, each data point 
is linked with its k nearest neighbouring data points, the distance is measured along this 
graph, and the problem is then solved using classical MDS. Isomap tries to preserve the 
original geodetic distances as Euclidean distances in the resulting configuration and thus 
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Fig. 26. Surface embedded in a three-dimensional space (a) and mapped to two dimensions 
(b) by preserving geodetic distances. Geodetic distances are measured along the surface, while 
Euclidean distances are straight line segments connecting points. 
 
unfolds latent structures hidden in a high-dimensional space, as illustrated in Fig. 26. 
Euclidean distances in mapping shown in Fig. 26 (b), equal to geodetic distances in (a). 

In Isomap, a number k of the nearest neighbouring points chosen to be connected and 
form a graph obviously affects the resulting mapping. In Fig. 26, if the number k is four, 
distances are measured along the grid shown and correspond to the city block distances 
on a surface being greater than true geodetic distances. With real data, the effect can be 
more dramatic. If the data forming the manifold is too sparse and unequally distributed, 
the distance measured may take extra paths in wrong directions or points may even 
belong to different unconnected graphs. On the other hand, if the number k is too large, 
the method ignores the smaller details of the manifold. For example, with a large enough 
number for k in Fig. 26, all the points are connected in the graph and the distances are 
measured as Euclidean ones. 

5.1.4  Locally linear embedding 

One method with a different approach, but quite a similar objective to Isomap, is locally 
linear embedding (LLE) (Roweis & Saul 2000). It uses linear mapping to capture local 
neighbourhood relations, which represent the local geometry of the data manifold. These 
local relations are then preserved as well as possible in the final mapping. 

The LLE algorithm consists of three phases. First, some number k of nearest 
neighbours for each point is collected. Secondly, the term in Equation (2) is minimized in 
order to reconstruct each data point from its neighbours. That is, finding a weights wij to 
minimize errors resulting from the reconstruction of all points xi linearly by their k 
nearest neighbours jx . 

 

(a) (b)
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To consider only nearest points, weight wij is forced to 0 if xj is not within the k nearest 
point to xi. Furthermore, for each point xi , the sum of weights 1

k
ijj w=∑ is constrained to 

be 1. 
The third part is embedding. Each high-dimensional vector xi is mapped to the low-

dimensional vector yi with coordinates to minimize the embedding cost function in 
Equation (3), where each point is again expressed by using the same linear combination 
of their original neighbours’ coordinates in a projected space. 
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While in (2) the weights were computed, the same weights are fixed in (3). For any 

particular point, weights are invariant to rotations, rescaling, and translations of that data 
point and its neighbours. LLE and Isomap can “unfold” the latent structures hidden in a 
high-dimensional space, as illustrated in Fig. 26. Although the result obtained with 
Isomap and with LLE can be quite similar, their approaches differ. Isomap tries to 
preserve the global geometry of geodetic distance while LLE only tries to preserve local 
geometry of the manifold. 

5.1.5  Self-organizing map 

The self-organizing map (SOM) (Kohonen 1997) is similar to the previous methods in the 
sense that it preserves the local topography of the data. The approach is, however, quite 
different. A SOM consists typically of a two dimensional regular lattice (defined in 
advance) of nodes in a low-dimensional space. The nodes represent the training data in a 
vector quantization way, i.e. each node is associated with a high dimensional point mi 
representing a subset of the data. The difference compared to the normal learning vector 
quantization is that the training is unsupervised and the topology of the neighbouring 
nodes is preserved. 

The training of the SOM is usually carried out by a sequential process where for each 
data vector x in the training set, the closest node from the map is chosen. The choice of 
this node b, called the best matching unit (BMU), is based on the nearest neighbour 
principle for vectors associated with each node and satisfies  

 
  { }arg min .ii

b x m= −  (4) 
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The BMU and its neighbourhood kernel, which consists of a few surrounding nodes in 
the map, are then tuned to the direction of the training vector as 

 
  ( 1) ( ) ( )[ ( ) ( )],i i bi im t m t h t x t m t+ = + −  (5) 
 
where t is the discrete-time coordinate and hbi is a neighbourhood function, a decreasing 
function of the distance between the nodes b and i on the map grid. Nodes of the trained 
map represent the training data. In addition, due to the inclusion of the neighbourhood in 
training, the topology of the data is preserved. Thus, similar data is projected to the same 
or nearby nodes in the SOM, while dissimilar data will be mapped to nodes located 
further from each other. 

Fig. 27 (a) shows the SOM in two-dimensional visualization space. The positions of 
the nodes, marked as circles, are defined in advance. In training, the map is fitted into 
training points, in this case three-dimensional data marked as x:s in Fig. 27 (b), and each 
node is associated to a point in a feature space. The SOM defines an “elastic net” of 
points that are fitted to the input signal space (feature space) to approximate its density 
function in an ordered way (Kohonen 1997). In Fig. 27 (b), the nodes are denser at the 
bottom of the image as there are more training points. Also a problem, known as border 
effect, related to the basic version of the SOM is seen in the image: edges of the training 
data remain under-represented. 

 

Fig. 27. A SOM in (a) two dimensional visualization space and in (b) feature space. Lattice of 
nodes (a) defined in advance is fitted to training data (x:s) in (b). 
 

Mapping between feature space and visualization space is discretely defined by node 
positions. For example, new feature data to be mapped is typically mapped to a trained 
SOM by seeking a node that is closest to it in a feature space. 

(a) (b)
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5.1.6  Generative topographic mapping 

Generative topographic mapping (GTM) (Bishop et al. 1998, Svensén 1998) has been 
developed as a principled alternative—derived from probability theory and statistics—to 
SOM. It is a non-linear latent variable model, where a fixed number of latent variables in 
a two-dimensional latent space are fitted into the high-dimensional training data. The 
parameters that define the mapping are estimated by a maximization of the log likelihood 
through an expectation-maximization (EM) procedure. 

GTM provides a probabilistic model for mapping, where a probabilistic relationship 
between the two spaces has been established. Unlike the original SOM model, GTM 
defines a continuous manifold in the data space (Svensén 1998). Posterior distribution in 
two-dimensional latent space can be computed for any given point in the data space using 
Bayes’ theorem. For further justifications of being ‘principled’, GTM has a clear 
objective function to minimize and its convergence has been proven. The outcome of the 
mapping in terms of visualization is, however, very similar to that of SOM’s. 

5.1.7  Other methods 

The methods presented above are not the only ones, but they are the ones used in the 
experiments here. Also, many of the methods presented have a number of variations. 
Some variations change slightly the mapping criteria while others use the same criteria, 
with different implementation, for example using neural networks instead of the 
traditional method. Presenting all of these is not reasonable or even possible, but some 
common methods are briefly mentioned below to give a broader overview of the area. 

Triangulation is a simple non-linear method. It maps points sequentially, preserving 
exactly their distances to the two previously mapped points, using the distances of a 
minimal spanning tree of the data. While mapping is fast, it is also very sensitive to the 
order of the data points presented. 

One method very closely related to PCA is commonly known as factor analysis. The 
difference in premises is that in factor analysis, noise is considered as uncorrelated. Other 
closely related linear methods are the supervised Fisher’s discriminant analysis and an 
unsupervised method called projection pursuit, which seeks interesting projections, for 
example, to reveal clustering of data. 

PCA can be generalized to form non-linear curves. A method known as principal 
curves forms smooth curves through a data distribution. Each point of the curve is the 
average of all data points that project to it. Discretized principal curves (Hastie & Stuetzl 
1989) are in practise closely related to SOMs (Ritter et al. 1992). 

The SOM algorithm itself has a number of modifications. Some of these modify the 
training criterion (5), using for example criterion similar to Sammon’s to obtain different 
kind of mapping. Curvilinear component analysis (Demartines & Hérault 1997), elastic 
nets (Durbin & Willshaw 1987) and visualisation- induced SOM (ViSOM) (Yin 2002) are 
examples of such modifications. Correspondingly, a different training method may also 
be used to improve the speed (Koikkalainen 1995) for example. 
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Many dimensionality reduction methods are implemented using feed-forward neural 
networks. Neuroscale (Tipping 1996) uses a radial basis function neural network 
(RBFNN) to utilize a learning rule “borrowed” from multidimensional scaling. Other 
types of neural networks making dimensionality reduction are called autoassociators or 
auto-encoders (e.g. Kramer 1991). These train the data through the bottleneck layer (of 
two nodes) to reproduce the original data space again, i.e. training data is presented to 
both input and output layers, while an inner layer gives a reduced representation. If such 
a network is used with only one hidden layer, a neural network implementation of PCA is 
obtained when the squared error is minimized. With three hidden layers, response may be 
non-linear (non-linear PCA), but such networks are very slow and difficult to train. 

5.1.8  Summary of the projection methods 

PCA is linear mapping preserving the maximal amount of original information. It also 
finds a true minimum for error criterion. However, the linear nature of the method limits 
its usability. A family of MDS allows non-linear mapping while preserving distances. 
Although there are many ways of implementing the mapping, they are sub-optimal and 
probably end up in a local minimum. An Isomap corresponds to MDS, but geodetic 
distances are used, i.e. distances along the surfaces. This tends to unroll embedded 
manifolds which is also the object for LLE. The Approach for LLE is however quite 
different. As an Isomap utilises MDS for geodetic distances, LLE tries to preserve the 
local topology of the original data. 

SOM and GTM are together very similar, but differ clearly from other methods 
presented. Firstly, they have the shapes of their two-dimensional lattices defined in 
advance. It can be considered that these methods are built bottom-up by fitting two-
dimensional lattices to training data, while the others are built top-down, forming two-
dimensional representation from the original data. 

The second difference is very important and can be used as a categorization of the 
methods. SOM and GTM are probability density representing methods. Another category, 
distance-preserving methods, includes PCA, MDS, and Isomap. Also LLE can be 
included in the latter category due to its similarities to these methods. Both categories try 
to preserve at least the local topology of the data. The methods of the latter group, 
however, try to preserve inter point distances which is not the objective for former ones. 
These, SOM and GTM, usually tend to represent the density of training data via the 
distribution of the reference vectors on it (Carreira-Perpiñán 2001 and Kohonen 1997) 
which tends to minimize the inter-cluster areas on a map and loses the representation of 
original distances. This means that the bigger the proportion of some pattern in training 
data, the larger area from the two-dimensional projection the pattern will get. Usually 
dense training data gets more area in the map than sparse training data, even if the size of 
their distribution areas were equal in a data space. 

Limitations and benefits caused by these properties were discussed in Section 4.3.4.2 
and will be discussed more at the end of this chapter. The projection properties that are 
most interesting for visualization based training are its classification capability and the 
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user interface it provides (e.g. visualization and class boundary setting), which are further 
discussed and evaluated next. 

5.2  Evaluation criteria 

The suitability of different mapping methods depends clearly on the distribution and 
nature of the original data, but also on the usage of the resulting configuration. In this 
thesis, classifier training and classification are mainly of interest and, thus the 
classification capability of the projection. A k-NN classifier (k=5) is used to calculate the 
number of correct classifications in the original data space and again in a two-
dimensional configuration. From these, the classification rate reduction R caused by the 
projection is then calculated, as given by Equation 
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As humans are used in detecting and drawing the boundaries between patterns, their 

clear separation and the robustness of the boundary determining process are also of 
importance. However, different people probably prefer different kinds of configurations 
to work with. Furthermore, an operator will most likely get used to the type of 
visualization used, and would thus develop in detecting suitable class boundaries with 
time. Thus, although the tests corresponding to real usage would be “the correct choice”, 
they are difficult to arrange and use in order to obtain objective results. In this paper, no 
large-scale subjective evaluation of configurations is carried out by humans, but a clear 
numerical measure is made to evaluate the separation of clusters. Only a quick subjective 
verification of the results obtained is made at the end. 

In the best case, the patterns form tight clusters clearly separated from each other. In 
the worse case, the clusters are widely spread and overlapping. In Duda et al. (2001), 
scatter matrixes are used to assign the data to clusters. Here they are used in a slightly 
different manner, to evaluate how well data with already assigned labels form separate 
clusters. The scatter matrix for the i:th class is defined by all data points labelled as i, as 
given by Equation 
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The positions for the vectors y are measured in a projected low-dimensional space, and 
iµ  is a mean vector indicating the centre of all these points belonging to class iω . A 

within-cluster scatter matrix is the sum of the scatter matrixes for all classes 1,..., cω ω , 
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A between-cluster scatter matrix is obtained from the mean of all the data ( µ ) and 

from the mean of the class centres ( iµ ) as defined by 
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where Ni is the number of data points belonging to class iω . The within-cluster scatter 
matrix is related to the scattering of data within the clusters, and the between-cluster 
scatter matrix is related to the separation of different cluster centres. The determinant of 
the scatter matrix is proportional to the product of the variances in the directions of the 
principal axes. Roughly speaking, it measures the square of the scattering volume. The 
eigenvalues 1,..., dλ λ  of 1

W BS S−  are invariant under non-singular linear transformations of 
the data, and can be used in (10) to evaluate the ratio of scattering within and between the 
classes (C), 
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The criteria (6) together with (10) seem to correspond in most cases to a human 
judgment of good clustering, where a boundary can be drawn quite robustly between 
classes. However, there are cases where (10) gives totally misleading values and it cannot 
be blindly used as a criterion for suitable clustering. It can be disturbed by, for example, 
one cluster being proportionally very far from the others (with LLE and Isomap the data 
can consist of independent clusters). A few configurations giving quite good numerical 
estimates seemed to require a lot of zooming to reveal the true clusters hidden in the data. 

Even though the projections are made in an unsupervised manner, these performance 
criteria utilize the labels assigned to the data. Human-given labels, in the case of wood 
material, are quite inconsistent, but can be used to compare the performance between 
different projection methods. In real usage, no labels are used, but a human detects class 
boundaries based on data structure and visualization of the original images. 

5.3  Test material 

In the tests, three kinds of data are included: artificial clusters, texture images, and wood 
images. Artificial clusters are used to test clearly clustered data with known distributions 
and accurate labels. Simple forms of distributions also helped to verify the meters used. 
For each test set, 15 clusters are generated. Each cluster is randomly generated, normally 
distributed, containing 20 points in a 6-dimensional space. Also the centres of the clusters 
are randomised from normal distribution. The test set “random clusters 1” has a variance 
of the deviation of the cluster centres equal to the variance of the points within the 
clusters. “Random clusters 2” has a variance between the cluster centres twice the 
variances of the clusters. Finally, “random clusters 3” has a variance three times larger for 
the cluster centres than for the points within the clusters, generating quite distinctive 
clusters. 

The second group of test material contains basic textures from an Outex database 
(Ojala et al. 2002a) which are described by sets of features. The true labels for the data 
are known also for this group, but now the distributions are not so regular as with the first 
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group, but come from real world images. Testing with different sets of features is 
advisable, since they obviously behave differently and form different kinds of manifolds 
in a feature space. The texture test sets contain 24 different texture classes, 20 images of 
each class. In the test set “texture 1”, Laws’ masks (Laws 1980) are used to obtain 9 
features to describe each texture. The test set “texture 2” contains 256 LBP (Ojala et al. 
2002b) values for each. 

The third group, wood images, corresponds to difficult real world data to be inspected. 
This data does not form clear clusters nor two-dimensional manifold, but rather a cloud in 
a feature space. In the test set “wood 1”, the images of boards are divided into small non-
overlapping square regions. They are used for defect detection, and each is characterized 
by 28 colour channel centile (Silvén & Kauppinen 1994) together with 32 LBP features. 
The labels for these regions are assigned automatically based on vague tips for whole 
defects set by experts. The test set “wood 2” contains true detections that are larger areas 
of wood surface suspected to be defects, for which 14 colour channel centile features 
have been calculated. The labels for them are again set automatically to match the ground 
truth given by human experts. The test data is summarized in Table 3. 
 
Table 3. Test sets used. 

5.4  Test results 

Projections obtained for “wood 1” with PCA, Sammon mapping, Isomap, LLE, SOM, 
and GTM are shown in Fig. 28 (a), (b), (c), (d), (e), and (f), respectively. In the figure, 
only symbols of labels assigned to the data are shown. In full screen visualization 
corresponding to real usage, where original images were shown in the places they are 
mapped, the true similarity of nearby data would be clearly visible for all methods. 

Test set Dimensions / features No. of samples 

random clusters 1; 
var. between clusters=1 

6 300 

random clusters 2; 
var. between clusters=2 

6 300 

random clusters 3; 
var. between clusters=3 

6 300 

texture 1 9 Laws masks 480 

texture 2 256 LBP 480 

wood 1; 
detection (small squares) 

60 
(28 centiles, 32 LBP) 

1177 

wood 2; 
recognition (larger connected areas) 

14 centiles 1652 
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Fig. 28.  Projections obtained with different methods. 

(a) PCA (b) Sammon 

(c) Isomap (k=5) (d) LLE (k=7) 

(e) SOM (f) GTM 
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Table 4 shows the performances measured for PCA, Sammon mapping, Isomap, LLE, 
SOM, and GTM for all test sets given in Table 3. The value of k (the number of 
neighbours used by an algorithm) affects considerably the results obtained with LLE and 
Isomap. Especially clustered and inhomogeneous data might be poorly represented using 
a too small k, but a too large k loses the locality. For LLE and Isomap in Table 4, the best 
results of several alternative k values with each data set are shown. The size used for 
SOM and GTM is quite large, i.e. 30 x 20 nodes for each. 
 
Table 4. Classification rate reduction (R) and clustering performance (C) with different 
data sets. The best values are bold type. 

 
 
To make the clustering performance comparable between the different data sets, a 

normalized clustering measure is calculated by dividing the clustering performance 
values (C) with the mean value of the data set. The classification rate reduction in 
projection R and the normalized clustering measure C are shown in Fig. 29 (a) for wood 
data sets and in Fig. 29 (b) for texture data. Since smaller values indicate better 
classification and clustering performance, the best locations are in the lower left corner of 
the graph. 

More detailed results obtained for wood, the real material to be inspected, are shown 
in Table 5. It contains some overlap with Table 4, but also additional information. MDS is 
tested with three different stress functions to be minimized (H1, H2, and H3), as given in 
Equation (1) and Table 2 in Section 5.1.2. The stress values obtained are shown in Table 
6. Even when a global minimum is probably not found with either of these stress criteria, 
it can be seen that criterion that ought to have been minimized get its minimum in the 
correct place. Differences in stress values with respect to the function to be minimized are 
however small. Correspondingly, results for H1 (Kruskal) and H2 (Sammon) are almost 
identical, H3 being slightly worse than others. 

  rand. 1 rand. 2 rand. 3 text. 1 text. 2 wood 1 wood 2 mean 
(norm.) 

R 36.88 % 45.56 % 26.28 % 30.16 % 37.66 % 15.17 % 14.40 % 29.44 % PCA 
C 0.1310 0.0239 0.0034 0.0023 0.0018 0.3857 0.3405 0.9181 

R 39.72 % 37.04 % 8.53 % 22.17 % 18.20 % 13.17 % 12.93 % 21.68 % Sammon 
C 0.1560 0.0205 0.0032 0.0025 0.0025 0.3675 0.3571 0.9697 

R 33.33 % 19.63 % 8.53 % 20.84 % 24.06 % 6.74 % 10.06 % 17.60 % Isomap 
C 0.1209 0.0061 0.0009 0.0015 0.0006 0.3339 0.3258 0.5402 

R 46.81 % 49.63 % 23.55 % 18.85 % 56.49 % 10.64 % 16.10 % 31.72 % LLE 
 C 0.1542 0.0271 0.0004 0.0013 0.0016 0.5362 0.3827 0.8781 

R 0.00 % 4.81 % -0.34 % 4.43 % 2.09 % 0.53 % 3.25 % 2.11 % SOM 
C 0.2523 0.0165 0.0041 0.0042 0.0024 0.3481 0.3472 1.0985 

R 11.35 % 9.63 % 10.58 % 6.65 % 1.67 % 3.58 % 0.23 % 6.24 % GTM 
 C 0.2034 0.0197 0.0134 0.0101 0.0020 0.3592 0.3376 1.5954 
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Fig. 29.  Clustering value C and classification rate reduction caused by projection R for (a) 
wood data and (b) texture. 
 
 
Table 5. Classification rate reduction (R) and clustering performance (C) for wood. The 
best values are bold type. 

 

 detection (wood 1)  recognition (wood 2)  

 
correct in original: 

80.63 %  
correct in original: 

78.21 %  

 
classification rate 

reduction (R) 
clustering 

performance (C)
classification rate 

reduction (R) 
clustering 

performance (C) 

PCA 15.17 % 0.386 14.40 % 0.341 
MDS, H1  13.80 % 0.367 12.46 % 0.356 
MDS, H2 13.17 % 0.368 12.93 % 0.357 
MDS, H3 15.81 % 0.369 13.70 % 0.358 
LLE (k=7) 10.64 % 0.536 20.67 % 0.955 
LLE (k=9) 11.06 % 0.753 29.18 % 0.953 
LLE (k=13) 20.44 % 0.986 16.10 % 0.383 
LLE (k=17) 29.40 % 0.584 16.33 % 0.382 
LLE (k=21) 27.19 % 0.820 15.79 % 0.393 
Isomap (k=5) 6.74 % 0.334 10.06 % 0.326 
Isomap (k=7) 8.64 % 0.339 11.69 % 0.325 
Isomap (k=13) 12.22 % 0.338 13.00 % 0.329 
Isomap (k=21) 9.59 % 0.348 14.86 % 0.329 
GTM 21 x 14 1.05 % 0.365 5.26 % 0.347 
GTM 30 x 20 3.58 % 0.359 0.23 % 0.338 
SOM 21 x 14 4.21 % 0.416 6.11 % 0.352 
SOM 30 x 20 0.53 % 0.348 3.25 % 0.347 

(a) (b)
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Table 6. Stress values obtained for wood. Row denotes the criteria subjected to 
minimization and column corresponds to value achieved. 

 
 detection (wood 1)  recognition (wood 2)  
criteria to 
minimize stress H1 stress H2 stress H3 stress H1 stress H2 stress H3 
H1 0.032485 0.046778 0.033667 0.008563 0.016155 0.015419 
H2 0.033555 0.045668 0.031658 0.008858 0.015787 0.014562 
H3 0.037578 0.047030 0.030670 0.010371 0.016475 0.014074 

 
 

For LLE and Isomap, the results obtained with several potential values for the number 
of neighbours (k) are shown. As can be seen, the value used affects very much the results, 
especially when LLE is used. While smaller values seem to give a numerically better 
result both for Isomap and LLE, any smaller values could not be used, since this resulted 
in several unconnected manifolds, and the algorithms did not converge to any reasonable 
solutions. In Fig. 30, configurations obtained for “wood 1” with LLE using k values of 7 
and 17 are shown. Fig. 30 (a) also shows how the first configuration (k=7), where the 
classification rate reduction measure (R) of Equation (6) seems reasonably good, requires 
significant zooming to reveal the true clustering in the data. 

Fig. 30. Configurations obtained with LLE using k values of 7 (a) and 17 (b). Revealing the 
true clustering in (a) requires significant zooming. 

 
The main points to be noted from the results are the following: SOM and GTM clearly 

outperform the others in classification performance for the data sets experimented with. 
They are not, however, as suitable according to the clustering measure. The performances 
of SOM and GTM differ only slightly, and differences in the results might arise equally 
well from the parameters used as the differences between these methods. The best 
method for cluster separation seems to be Isomap, but also LLE works well for some of 

(a) (b)
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the data sets used. PCA performs quite well in showing wood data, but is unsuitable for 
high-dimensional clustered data. 

5.5  Distance versus probability density representing mapping 

A major categorization of methods can be made between probability density representing 
and distance preserving methods. The former group includes SOM and GTM. The latter 
group includes PCA, MDS, and Isomap. Also LLE can be included in the latter category 
due to its similarities to these methods. Both categories try to preserve at least the local 
topology of the data. The latter group, however, tries to preserve the inter point distances, 
whereas the former often tend to represent the probability density of training data. 

Probability density representation means in practise that the bigger the proportion of 
some pattern in training data, the larger the area from the two-dimensional projection the 
pattern will get. Dense training data gets usually a larger area on the map than sparse 
training data with equally wide spread distribution in the data space. In training 
probability-representing methods, this property can, and often should, be used to weight 
some interesting data. 

Distances, however, are not directly preserved with these probability-representing 
mappings. The drawback in classification using SOM and GTM is that there is not 
necessarily a clear, empty boundary between clusters in a map, even if there was one in 
the data space. This may cause difficulties for a human to separate the clusters. The 
situation is illustrated in Fig. 31, where the same texture data (texture 1) has been 
clustered with an Isomap (a) and with a SOM (b). 

 

Fig. 31. Clustered texture data (texture 1) projected with (a) Isomap and (b) SOM. With 
Isomap, many clusters are clearly separated. With SOM, boundaries between clusters are not 
so well separated, but classification performance is better. 

(a) (b)
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With these methods, also weighting the training data is necessary if some pattern 
would otherwise be clearly under represented. The situation is common in defect 
detection, where most of the data to be inspected belongs to a sound background. This is 
illustrated in Fig. 32, where a SOM (a) is directly trained with all blobs extracted from 
one board. The same data is projected with MDS in Fig. 32 (b). Weighting the rare cases 
with distance preserving mapping is not so crucial, but it cannot be exploited so well 
either. 

Fig. 32.  Representation of rare classes with (a) non-weighted SOM and with (b) MDS. While 
SOM approximates probability density of the training data, MDS tries to preserve its inter-
distances. 
 

Images of detected wood regions are projected with MDS, and are shown in Fig. 33. 
Distance preserving methods help us to notice, for example, the outlier on the right in 
Fig. 33. In this case, the outlier is a piece of background that fell by mistake into a data 
set, but it could equally well be a sign of some critical rare condition. Or perhaps, 
especially if projection is used to label and collect the training material for further usage, 
one wants to separate true defects from rare errors occurring in the imaging process, 
which probably appear as outliers in a data set. 

It should be born in mind, that for different applications, different approaches are more 
suitable. The experiments presented here are designed for inspection purposes. For 
example, if one uses projection for other purposes, like for data collection or data mining, 
three-dimensional projection might be used to give better separation of clusters at the 
expense of the increase in time required from an operator to handle the data. Local 
topology preservation provided by the SOM is a desired property in classification 
accuracy, while distance-preserving methods are in many cases more suitable for data 
mining. 

(a) (b)
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Fig. 33. An image of projection obtained with MDS can be used for example for outlier 
detection. 

5.6  Implementation consideration 

There are still many important issues that have not yet been considered that affect the 
usability of the projection method. For example, the user interface has some matters for 
consideration. Firstly, one needs to solve the problems how to visualize mapping 
effectively. Shapes of maps for the SOM and the GTM algorithms are determined in 
advance, and these (usually regular lattices) are fitted to the training data. This gives a 
rather direct means of visualizing the data compared to arbitrarily formed low-
dimensional spaces of distance preserving methods. If every image were just directly 
shown in the place it is projected, the result would probably be quite unclear for an 
operator to use. For example, In Fig. 33, only non-overlapping images are shown. 
Furthermore, scaling or limiting the sizes of the defects might need to be considered. 
Another thing to consider for a UI is the way of drawing and adjusting the class 
boundaries efficiently but accurately. 

The speed of mapping methods is naturally often of interest, and the time complexity 
of the different methods is dependent on different parameters. Memory requirements can 
be a limitation for some methods with large data sets requiring computation of huge 
matrixes. On the other hand, the proposed kind of visual training based classifier utilizes 
previously learnt mapping. Thus, time taken to build mapping is not crucial in this 
application, while time used to map new points relative to existing mapping may become 
important, and clearly depends on the implementation of the method.  

The time available for an operator depends on the task he is carrying out. Usually, he 
does not have to draw class boundaries separately for each object, such as boards, to be 
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inspected. For example, previously used boundaries can be automatically used until 
changed by an operator, or an operator may choose a suitable boundary from among the 
few suggested alternatives by observing the visualization of the projection. Even if the 
class boundaries were not straight lines, the time needed to draw them is minimal 
compared to time required to individually label the training samples. 

Building the mapping from feature space to visualization space has many other 
matters of interest, in addition to the weighting requirements discussed previously in 
Section 5.5. For example, robustness and ease of use are important also in the building 
phase. Such methods as SOM and GTM are equipped with a number of parameters that 
can be tuned and affect more or less the resulting mapping. LLE requires only one 
parameter, the number of neighbours, to be selected, but it turns out that, at least with the 
data sets used, this notably affects the result. The MDS methods experimented with do 
not need any parameters, but are dependent on the initial positions of the projected data 
points. These iterative methods do not necessarily find the global minimum, but end up in 
local attractions, while methods such as LLE and Isomap find the real minima. 

It should be noted that Isomap and LLE are quite new methods and thus are all the 
time still evolving. For example, SOM as an older method has already a greater number 
of variations suitable for different tasks, helping problems of implementation.  

It should also be borne in mind that no method can classify data with high accuracy if 
the features used do not give the desired separation. For example, the fact that the 
features are selected to separate certain classes does not guarantee that rare outliers were 
detected. They might look very different to a human, but be too similar in their features. 
Direct use of images or histograms as features might help to separate defects not included 
in feature selection, but easily require more calculation and possibly result in a loss of the 
good separation between required characteristics. 

5.7  Discussion 

The nature of the data subjected to dimensionality reduction is an important factor while 
choosing the suitable projection method among the different alternatives. In addition, 
mapping to a two-dimensional display is intended for and should serve a human observer 
whose interests vary depending on the situation. Thus, the model used to represent the 
training data should serve human interests. 

In data mining applications, distance-preserving methods might be preferred. They are 
also good candidates if the structure (clusters or outliers) of the projected data gives lot of 
important information. If distances ought to be measured along a manifold, Isomap is to 
be preferred. LLE might also be a good candidate if the data is smooth enough and the 
data set contains enough points to represent the manifold. If direct Euclidean distances 
correspond to the desired dissimilarities, non-linear least-square scaling MDS, such as 
Sammon mapping, might be used. 

However, in visualization for visual training based classification, SOM and GTM are 
preferable for all the test material used in the experiments. They provide clearly the best 
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classification accuracy among the projection methods tested. Furthermore, they provide a 
means to visualize and handle the data clearly and efficiently. 



 

6 Experiments with the SOM-based approach 

Many justifications for using the presented kind of unsupervised projection-based visual 
training method have already been given. Unfortunately, a justified basis does not 
guarantee that the method would be feasible. Issues, such as speed, accuracy, usability, 
flexibility and cost efficiency, are common requirements set for an inspection system and 
they depend on many parameters and also on each other. Experiments in this chapter try 
to answer how these requirements are best met and indicate that the method really is 
feasible. 

One ‘parameter’ to be chosen is which dimensionality reduction method to use. These 
were evaluated in previous chapter and a SOM was found to provide many benefits as the 
dimensionality reduction method for visual training based classification. It enables 
accurate classification and can be easily visualized either as a hexagonal lattice or as a 
regular grid. The visualization provides automatically a way of determining the class 
boundaries. Furthermore, it is well known and understood and is thus easy to implement 
and experiment with. 

In this chapter, we experiment with visual training based method using a SOM. The 
material used in the experiments is wood, an example of a difficult real-world material 
with a lot of natural variation. The method to be evaluated is as proposed in Section 4.3.  

The first experiment in Section 6.1 evaluates and discusses the accuracy of the 
method. A suitable region size in detection is discussed and evaluated, and defect specific 
detection and recognition accuracies are given. 

The accuracy of the method is also affected by the size of the SOM, which for its part 
affects also to usability and speed, for example. A suitable size for the SOM is evaluated 
in the second experiment in Section 6.2. 

The speed of the inspection method presented is related to the size of the SOM and the 
number of features used, for instance. Real-time issues of SOM based inspection are 
discussed in the third experiment in Section 6.3. This section also presents and compares 
speed-up techniques suitable for kind of SOM based inspection method presented. 
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6.1  Accuracy 

In this section, the accuracy of wood inspection method presented earlier in Section 4.3 is 
evaluated. In addition to accuracy evaluation, the purpose of the experiment is to provide 
a more detailed understanding of wood as a material and to show the reasons for the 
classification errors obtained. 

First, in Section 6.1.1, the problematic nature of accuracy measurement is explained 
and the performance criteria used in tests are given. After a short presentation of the test 
material in Section 6.1.2, Section 6.1.3 evaluates the accuracy of defect detection with 
two different feature sets and with various region sizes. The types of and reasons for false 
alarms and the error escapes are considered. In Section 6.1.4, the class wise defect 
recognition capability of the method and feature set used is evaluated, both for human 
labelled defects and automatically detected ones. In addition to giving an indication about 
recognition accuracy, the purpose is to address which type of defects are confused and 
why. 

6.1.1  Performance criteria 

Evaluating the performance of the visual inspection method is not always 
straightforward. Performance measured for an inspection method is dependent on the test 
methods and material used, and thus, comparison of different methods by comparing the 
reported results is not meaningful. However, clear performance measures give an 
indication of the true performance and are needed in the development phase to tune and 
rank the inspection method with varying parameters, for example. In practise, to measure 
the accuracy, the results obtained need to be compared to those given by a human and the 
measurement obtained is actually the measurement of coherence. 

There are two different approaches to measure the coherence of the wood inspection 
method with a human. First, the grades of the classified boards can be compared to their 
‘true’ grades. In practice, the results then depend highly on the applied grading rules and 
would be difficult to generalize for other grading standards. The second approach, and the 
method used in the experiments of this thesis, is to compare the results for individual 
defects. For this purpose, material with labelled defects is needed. 

A human given ground truth is more or less imperfect. ‘Correct’ labels might be 
subjective and even the labels given by just one expert are often inconsistent or 
erroneous. Evaluating accuracy by comparing classifications obtained to labels given by 
humans clashes with the unsupervised nature of the classification task: even if error prone 
labelling does not affect the classification, it affects the evaluation of the results. 
Undoubtedly, the result would obviously seem better if the evaluation were made the 
opposite way around, i.e. by showing classified objects in an ordered way to a human 
expert to mark those that were incorrectly classified. The true error rate is probably 
somewhere between those obtained using these two different approaches. In this thesis, 
the former traditional, supervised evaluation approach is used. However, even when the 
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labelled material is available, this coherence with a human is not always straightforward 
to measure. 

In the method presented, wood inspection is divided into two phases: detection and 
recognition. Equally, the performance of the method is evaluated by evaluation of both 
phases separately, although the number and quality of detections affect the recognition 
accuracy. 

Defect detection works as presented in Section 4.3.1 and is summarized below. 

1. Images of the boards are divided into small non-overlapping rectangular blocks.  
2. A set of feature values is calculated for each block.  
3. Each of the feature vectors is classified using SOM to either sound background or 

to being a (part of a) suspect defect.  
4. Suspect blocks are subjected to connected components analysis to form larger 

suspect regions.  
 
Obtained connected regions and human set ground truth are used to analyse defect 

detection accuracy. Defect detection accuracy is characterized by error escape (E) and 
false alarm (F) rates. The necessary information for calculating these are: 

• the number of detections produced by the inspection system = N det , 
• the number of the real labelled defects = N lab , and 
• the number of detected labelled defects = N det_lab . 

 
The error escape rate (E) indicates the proportion of missed defects and the number of 

real defects by Equation 
 
 _( ) /lab det lab labE N N N= − .  (11) 

 
The false alarm rate (F) is defined as the ratio of the number of detections that are not 

in the area of labelled defects and the total number of detections by 
 
 _( ) /det det lab detF N N N= − . (12) 
 
Error escape and false alarm rates seem to include all the information needed to 

evaluate defect detection accuracy. In practice, the determination of the rates is not as 
straightforward as described above. Some real detections presented in Fig. 34 illustrate 
the problem. The first three images are easy to interpret: Fig. 34 (a) is a clear detection, 
Fig. 34 (b) is an error escape, and Fig. 34 (c) is a false alarm. In Fig. 34 (d), one detection 
covers two defects, while there are two detections of a single defect in Fig. 34 (e). The 
detections shown in Fig. 34 (f) and Fig. 34 (g) are even more difficult to interpret. One 
may say that there are two defect detections in Fig. 34 (f), even though the dimensions 
and the position of the detections do not match well with the real defect. Also the 
detection in Fig. 34 (g) is open to various interpretations. There, only the bark area of an 
encased knot has been detected while the knot itself is interpreted as sound wood. The 
number of detected and missed defects depends on the interpretation of the results. 

The error escape and false alarm rates do not contain any information about the quality 
of the detection. It is difficult to determine the class, exact position and size of the defect 
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Fig. 34. Real detections. Parts (a), (b), and (c) are easy to handle. Also parts (d) and (e) are 
unambiguous while (f) and (g) are more difficult to interpret. 

 
if the detection overlaps only a little with the real defect. A measure describing the quality 
of the match of the detection is, for example, the overlap of the detection and the 
corresponding defect. However, the boundaries of the defects are not always well defined 
and the detection overlap may be extremely difficult to determine. Evaluating the number 
of multiple detections may also be desired. In the experiments of this thesis, the 
performance of the detection method is evaluated using plain error escape and false alarm 
rates only, interpreting the problematic situations described above quite optimistically, 
but a need for a more descriptive measure is acknowledged. 

The recognition accuracy is evaluated using a confusion matrix that shows the level of 
disagreement between automatic recognition and the human labelling for each class. 
Class specific and total classification accuracy is characterized by the proportion of all 
classifications and defects that are misclassified with respect to human labelling. The 
proportion of misclassification (M) can be calculated by 

 
 /( ),misclass misclass correctM N N N= +  (13) 

 
where N misclass is the number of misclassified detections, and N correct is the number of 
correctly classified detections. 

Evaluating at this phase is straightforward if the detections are close to the optimal, 
such as detections in Fig. 34 (a) and (c). However, real detections to be classified may not 
cover the entire defect (e.g. multiple detections in Fig. 34 (e), (f) and (g)) or may contain 
parts from multiple defects (Fig. 34 (d)). In the experiments presented, the former case is 
handled by labelling each detection according to the real defect they overlap with. In the 
latter case, the best fitting label in the area of detection is used as a ground truth. 

(a) (b) (c) (d) (e) 

(f) (g)
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6.1.2  Test material 

The test material used in these experiments has been prepared by VTT Building 
Technology. It consists of a large number of pine boards with ground truth classifications 
for each defect. The results reported here are based on a set of 42 board images totalling 
around 900 MB of data. The number of labelled defects is 968, on an average 23 per 
board, cover about 2 % of wood surfaces. With a typical region size, the material contains 
about 270 000 rectangular regions of wood (about 8000 contain a defect or a part of one) 
subjected for detection algorithm. The imaging resolution has been about 0.5 mm and a 
colour line-scan camera has been used for image acquisition. The typical board size is 5 
m x 0.35 m. 

6.1.3  Defect detection 

6.1.3.1  Test set-up 

The defect detection approach was tested with the two different sets of features, presented 
in Table 7. Due to the very high data rate in real-time inspection, defect detection requires 
computationally low-cost features. Obtaining the histograms of colour channels requires 
only one access to the image per pixel. The centiles are then fast to calculate and have 
been found to be powerful features in wood inspection (see Section 4.3.4.1). 

The cost of the implementation is reduced if detection can be made using only one 
colour channel. The discrimination appears to be best in the red channel (>600 nm). 
However, the red-channel histogram does not alone provide enough information about the 
wooden surface. In addition, some second-order texture features are required. LBPs are 
efficient and computationally cheap features (see Section 4.3.4.1) and thus used here in 
feature set 1 together with centiles of the red channel. 

 
Table 7. Feature sets used at detection test 

 
Both feature sets were used in the test with region sizes of 16 x 16, 24 x 24, 32 x 32, 

and 40 x 40 pixels to find a size providing good error escape and false alarm rates. Noise 
caused by individual pixels is reduced if larger regions are used. On the other hand, too 
large regions easily contain proportionally only little information about smaller defects, 
and lose the actual information of interest. In addition to the detection rates, the region 
sizes have also some other effects. Smaller regions need more computation time, but give 

 Colour channels Number of centiles Number of LBP values 
Feature set 1 red 32 32 
Feature set 2 red, green, blue 30 - 
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a better evaluation of the size and position of the defects, and better discrimination 
between adjacent defects. 

The size of the detection SOM was 22 x 18 nodes, which fits reasonably onto a 
1280 x 1024 pixel display. While bigger maps give slightly better discrimination, the 
smaller ones are computationally cheaper. The influence of the size of the SOM is 
evaluated in the next experiment in Section 6.2. 

Due to the high variation in wood material, it is probably impossible to find features 
that separate all the defective areas from sound wood. For that reason, some defective and 
sound wood regions are confused with one another in the feature space and thus also on 
the SOM. One part of the defect-detection algorithm is to select the boundary between 
sound and defective areas in the detection SOM. Due to confusion, especially while using 
a fixed boundary with highly varying data, there is no “correct” boundary selection, but 
the selection turns out to be a decision on how much of this border zone in the SOM is 
interpreted as suspect defects. The boundary selection is thus compromising between the 
error escape and the false alarm rates. In practise, low error escape rates are favoured, 
since most of the false alarms can be eliminated later. 

6.1.3.2  Detection results 

Average false alarm rates, compared to detections made by humans, with two different 
fixed boundary selections are presented in Table 8. Both optimistic and pessimistic 
selections are chosen to give a low error escape rate, 5 % and 2.5 %, respectively. 

Increasing the false alarm rate also increases the size of the areas of detections. In 
practice, a 40 % false alarm rate results in about a 50 % increase in the amount of the 
board area that requires further analysis; in other words, if the real defects occupy 2 % of 
the board, some 97 % of the data is still eliminated at the detection stage. 

 
Table 8. False alarm rates at two fixed error escape rates. 

  
 
 
 
 
 
 
 
 
 
 

 

  Optimistic boundary 
(error escape ≈5 %) 

Pessimistic boundary 
(error escape ≈2.5 %) 

Feature set Region size False alarm rate False alarm rate 
1 40 x 40 22.9 % 33.9 % 
 32 x 32 28.7 % 39.8 % 
 24 x 24 37.3 % 64.0 % 
 16 x 16 44.1 % 67.4 % 
2 40 x 40 39.8 % 44.9 % 
 32 x 32 38.7 % 50.5 % 
 24 x 24 55.6 % 67.0 % 
 16 x 16 69.7 % 74.9 % 
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6.1.3.3  Cumulative distribution of detection errors 

The cumulative distribution of error escapes and false alarms on different boards is 
presented in Fig. 35 when detection is made using feature set 1 with a pessimistic 
boundary. The false alarms are distributed quite evenly, while the error escapes clearly 
came from some difficult boards. The easiest 60 % of the boards are inspected without 
missing any defect, whereas the toughest 10 % of boards contain about half of the error  
escapes. Most of these tough boards have been sawn from the heart side of the log, where 
small, difficult to detect, defects are present. 

Fig. 35. Cumulative distribution of error escapes and false alarms on boards in the test set. 
Most of the boards are inspected without any error escapes. The error escape rate is 2.5 % 
for the whole test material. 

6.1.3.4  Types of the error escapes 

The classes of the error escapes, when feature set 1 and a region size of 32 x 32 pixels are 
used, are presented in Table 9. Using a pessimistic boundary results in only few error 
escapes. Most of them are narrow shakes that are difficult to detect and separate from 
normal grains with histogram-based features. Notice that there are some seldom-
occurring defects. In the table, the total number of defects labelled on the test set is 
shown in parenthesis after the label.  
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Table 9. Error escapes (E) with two different boundaries. 

 

 
Optimistic 

(false alarms = 28.7 %) 
Pessimistic 

(false alarms = 39.8 %) 
shake (90) 38.9 % 13.3 % 
pitch pocket (40) 17.5 % 12.5 % 
sound knot (267) 3.7 % 1.5 % 

pitch wood (3) 33.3 % 33.3 % 
dead knot (520) 0.8 % 0.6 % 
core stripe (8) 0.0 % 0.0 % 

pin knot (6) 0.0 % 0.0 % 
bark pocket (4) 0.0 % 0.0 % 
barkringed knot (2) 0.0 % 0.0 % 

black knot (28) 0.0 % 0.0 % 

6.1.3.5  Types of the false alarms 

The reasons for false alarms are harder to assess, since the human given ground truth 
grades are only for the defects. An overview of false alarms is shown in Fig. 36, where 
they are clustered into a self-organizing map. Using the SOM in this phase has nothing to 
do with the detection algorithm, but it is used to show images of different kinds of false 
alarms uniformly. About half of the false alarms appear to be small dark spots, which are 
not defects, but dirt and strong grain. Among them there are some real defects, 
approximately 20 % of the false alarms, which for some reason had not been labelled by 
human experts. 
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Fig. 36. Overview of false alarms. 

6.1.4  Defect recognition 

6.1.4.1  Test set-up 

Classification of real defects and automatically detected areas are both made with 14 
colour centile features without using any additional information. The size of the 
recognition SOM, 21 x 14 nodes, was selected to give a reasonable resolution even 
between rare defects, while not forgetting the demands of visualization. The next 
experiment in Section 6.2 shows the effect of map size on total classification error with 
the same material. 

Classification performance is measured by confusion matrices. Initially, the data 
available is randomised into 40 independent training and test set pairs. For each training 
set, 8 different maps with random initialisation were built. These maps were then labelled 
with training data after the most common class represented by sample items clustered 
into nodes. Empty nodes were labelled with training data using the k-NN (k=5) principle. 
Thus, the whole training procedure was automated and all the results are related to 
predefined human labelling. 
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Table 10 shows the number of patterns of different category membership in each 
training and test set. In confusion matrices, a percentual distribution of these between 
classes is shown for all 320 tests. Average class specific error rate and total error rate are 
included, and in addition, standard deviations for errors between tests are given. 
Furthermore, deviation in classification due to random initialisation and different 
training/test set pairs is evaluated. 

  
Table 10. Number of independent samples of each category in training and test set pairs. 

 

Real defects Human detected 

 training test training test 
Dead knot 200 67 200 67 
Sound knot 200 67 179 60 
Pitch pocket 90 30 104 32 
Shake 136 44 184 62 
Sound wood   200 67 

6.1.4.2  Results for classifying human-detected defects 

Two different recognition tests were made. In the first one, all human labelled defects 
were classified in order to evaluate the recognition power independently from detection 
capability. The features were calculated from rectangular areas that human experts had 
marked to indicate the positions of the defects. In other words, human defect detection 
was used rather than the algorithm presented in Section 4.3.1. The results of the first test 
are presented in Table 11. 

 
Table 11. Confusion matrix of classifying human-labelled errors. Rows denote ground 
truth and columns obtained classifications. 

 
 Dead knot Sound knot Pitch pocket Shake Error (std.) 
Dead knot 78.0 % 12.0 % 8.6 % 1.4 % 21.99 (6.62) % 
Sound knot 17.2 % 75.5 % 3.9 % 3.4 % 24.49 (5.35) % 
Pitch pocket 19.1 % 7.1 % 68.3 % 5.5 % 31.66 (14.06) % 
Shake 2.2 % 4.1 % 5.1 % 88.7 % 11.35 (6.73) % 
Total error     21.94 (2.93 %) 

 
 
The effects of different training and test set pairs, as well as the effect of random 

initialisation are also evaluated. Here they are assumed to be independent, and an average 
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standard deviation within sample set pairs, due to random initialisation, is calculated and 
given in Table 12. 

The effect of different training/test sample pairs is evaluated from the mean values 
obtained for each pair, and is also given in Table 12. It should be noted that inconsistency 
in labelling between sample pairs varies most probably, although that cannot be 
evaluated. Thus, the true variation in classification error caused by different training and 
test sets is probably smaller than the one measured. 

The cumulative histogram in Fig. 37 shows the percentage of test sets (y-axis) that 
classified a set with smaller error than that shown in the x-axis. This figure can be 
observed for median and fractiles of errors for example. The solid line is obtained from 
all 320 tests, and the dashed line is from the average for each training/test set pair. Some 
values are given in Table 12, where for comparison also the results for the k-NN classifier 
with the same sample pairs is given. 

 

Fig. 37. Cumulative distribution of classification accuracy for real defects with a SOM of size 
21 x 14, with different training/test sets and random initialisations. 
 
Table 12. Values for classification error for real defects with different training/test sets 
with random initialisations. 

 
 
 
 
 

 
 
 
 

 
Each test 

(SOM 21 X 14) 
Sample pair means

(SOM 21 X 14) 
k-NN  
(k=5) 

mean 21.94 % 21.94 % 19.58 % 
std. 3.50 % 2.77 % 3.30 % 
mean std. within pairs 2.26 %   
median 21.88 % 21.63 % 19.71 % 
10% fractile 17.55 % 19.17 % 15.14 % 
90 % fractile 26.44 % 26.05% 25.00 % 



97 

 

6.1.4.3  Results for classifying automatically detected defects 

In the second test, the detected suspect areas obtained from the detection test of Section 
6.1.3.2 were classified. This test agrees better with a real problem, where detections do 
not always match very well with the real defects. Detection was made with feature set 1 
and 32 x 32 pixels regions with a pessimistic boundary. Each suspect region was named 
to match as well as possible the human labelled regions. Error escapes and thus non-
classified defects were about 2.5 % of total defects. 

The confusion matrix is presented in Table 13. The false alarm rate of 39.8 % 
decreases to about half (19.46 %); on the other hand, the 2.5 % error escape rate grows to 
5.8 % since some detected real defects are now classified as sound wood. Note that here 
the false alarm rate of the detection stage, as well as quality of detections, affects the total 
error percentage. 

 
Table 13. Confusion matrix of classifying detected areas. 

 
 
Since the classification rate is evaluated by comparing the obtained classes with the 

human labelling, all the confusions are not obviously errors. For example, classifying the 
defect as a dead knot instead of sound, or sound wood as a defect may even correct the 
human error, while confusing a shake with a sound knot is a clear error. 

At this stage, introducing rules and defect specific features would improve the 
accuracy. In particular, a “shake detector” feature would drop the error rate for this 
particular defect. However, discriminating normal grain from shakes is a demanding 
texture analysis task, and no defect specific rules or features are used in these 
experiments. 

As with real defects in previous section, in Fig. 38, a cumulative histogram for 
detection accuracy with different tests is shown. Table 14 shows values for classification 
accuracy. 

 

 Dead knot Sound knot Pitch pocket Shake Sound wood Error (std) 
Dead knot 83.1 % 8.2 % 4.4 % 2.7 % 1.6 % 16.89 (4.95) % 
Sound knot 11.5 % 78.0 % 3.4 % 2.5 % 4.6 % 22.02 (5.21) % 
Pitch pocket 9.3 % 3.8 % 81.0 % 4.2 % 1.8 % 18.98 (14.68) % 
Shake 1.4 % 0.9 % 2.0 % 84.9 % 10.8 % 15.14 (6.66) % 
Sound wood 7.3 % 11.2 % 3.0 % 27.1 % 51.4 % 48.59 (6.70) % 
Total error      25.19 (2.93) % 
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Fig. 38. Cumulative distribution of classification accuracy for detections with a SOM of size 
21 x 14, with different training/test sets and random initialisations. 

 
 

Table 14. Values for classification errors for detections with different training/test sets 
with random initialisations. 

 
 
 
 
 
 
 
 
 

6.1.5  Observations 

In addition to true performance, the performance measured for an inspection method is 
dependent on the test methods, criteria, and test material used. For example, the defect 
detection results depend on interpretation of imperfect detections and the recognition 
results on number of categories considered in classification. Furthermore, even if the 
classifications obtained were objective and consistent with the features, the results 

 
Each test 

(SOM 21 X 14) 
Sample pair means

(SOM 21 X 14) 
k-NN  
(k=5) 

mean 25.19 % 25.19 % 20.54 % 
std. 2.93 % 2.28 % 2.60 % 
mean std. within pairs 2.04 %   
median 25.00 % 25.13 % 20.83 % 
10% fractile 21.53 % 22.57 % 17.35 % 
90 % fractile 28.82 % 27.87 % 23.26 % 
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measured vary according to the consistency of the ground truth set by a human. Thus, 
direct comparison of accuracy between different methods by comparing the reported 
results is not meaningful but rather fallacious operation. 

Despite the difficulties in comparison with other methods, one can say that the results 
reported here are good, and especially the detection capability seems to be considerably 
better than that obtained earlier for the same test material with other detection approaches 
(some loosely comparable results are given in Kauppinen 1999). 

The recognition phase with the map size used and with supervised labelling gives 
slightly worse results in terms of accuracy than a common nonparametric classifier, kNN 
(k=5). This is a predictable result, as the SOM is used in rather a supervised manner. In 
the next experiment in Section 6.2, it will be shown how an increment in the map size 
slightly increases the accuracy. Much of this effect can also be achieved by proper 
weighting of the training data. Using manual labelling of the map instead of labelled 
training samples might also improve the accuracy. However, large-scale objective tests 
with this kind of usage would be difficult to arrange. 

According to the results, shakes seem to be the most problematic defects to detect. In 
fact, perhaps the biggest reason why feature set 1 slightly outperforms the second is the 
inclusion of texture hints, which improve mostly the shake detection accuracy. Generally 
the defect detection phase is rather fast, and the false alarm rate is wittingly set quite 
high. False alarms can be greatly eliminated later in the recognition phase, where 
computationally more complex features can be utilized.  

Visual interpretation of the recognition results reveals that some defects of different 
categories are confused, in addition to the human inconsistency in labelling, by the 
features used and are thus undoubtedly incorrectly classified. Data is greatly reduced by 
the recognition phase, and computation of more complex texture features would be 
allowed. However, the texture of wood surface is very challenging to analyse, as it varies 
from board to board. Furthermore, combining the texture and colour information is not 
straightforward. In this application, the feature vectors of the colour channel centiles and 
texture were simply normalised and concatenated to get one longer feature vector. As 
shown by Mäenpää et al. (2002) with closely related features, this is far from the best 
way to utilize all the information available. However, it is a way that can be easily 
utilized with the kind of inspection approach presented. 

One quite realistic way of improving the recognition accuracy would be to introduce 
rules and defect specific features, for example by setting defect category specific shape 
and size limits. However, the experiments were kept on a general level, and no such 
application or standard specific features were used. 

6.2  The size of the SOM 

In this experiment, the suitable size for the SOM is evaluated from the classification 
accuracy point of view. Suitable size is strongly dependent on the type and amount of 
data. The purpose of this test is to find, for the data set in use, an understanding of the 
effect of map size on accuracy. Together with experiment of Section 6.3, it will be shown 
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that there are map sizes that are concurrently accurate enough and fast enough to be used 
in real inspection. 

Performance criteria are given in Section 6.2.1, and the tests in Section 6.2.3 compare 
the accuracy of the wood inspection method to the size of the SOMs used in the detection 
and recognition phases. 

6.2.1  Performance criteria 

Defect detection accuracy is measured based on the same criteria, error escape E of 
Equation (11) and false alarm rates F of Equation (12), as in the previous experiment. 
Also recognition accuracy is measured with the same criteria, proportion of 
misclassifications M, as given in Equation (13). A difference here is that each training/test 
set pair is used only once for each map size 

The speed of the operation is an important matter and is to some extent related to the 
accuracy achieved. For example, with 0.5 mm imaging resolution and 120 boards per 
minute, the actual raw data rate from the cameras is about 120 MB/s before feature 
extraction. This means that over 40 000 32 x 32 pixel blocks per second are processed, 
which limits the complexity and number of possible features. The features, centiles and 
LBPs, used in both phases of the tests are cheap to calculate, even though more advanced 
features could have been used in the recognition phase since the amount of data is greatly 
reduced. 

As well as the features, also the sizes of the SOMs have an impact on both of the 
major questions considered, accuracy and speed. While bigger maps slightly increase the 
classification resolution and accuracy, the effect on speed is the opposite. The speed of 
the classification using SOMs of different sizes is evaluated in the next experiment in 
Section 6.3. In this experiment, only the relationship between size of the SOM and its 
classification accuracy is concentrated. 

6.2.2  Test set-up 

The test material used in the experiments is the same as that used in the previous 
experiments and presented in Section 6.1.2. Detection and recognition tests were run 
using maps of different sizes from 3 x 2 nodes up to 51 x 34 nodes (up to 45 x 30 for 
detection). Other parameters needed in training were chosen in an attempt to have a 
minimum impact on the performance results. However, this is not particularly 
straightforward. For example, the number of training steps should be larger for bigger 
maps. According to Kohonen (1997), to make a map statistically accurate, the number of 
steps in training should be at least 500 times the number of nodes in the map, which was 
met in training here. 

Also the radius of neighbourhood kernel should be considered. During the first round, 
it should be large enough to ensure the global ordering of the map. The radius also has an 
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impact at the second round, since a larger radius provides a more homogeneous map, 
while a smaller one provides more accurate discrimination between feature vectors as the 
map adapts more tightly to the training material. The radii used were half of the smaller 
diameter of the map during the first phase, and from two to five units at the second phase 
growing together with the map size. The ratio of the x and y dimensions of the maps was 
always 3 : 2. 

The region sizes used in the detection tests were 32 x 32 pixels corresponding to about 
a 1.6 mm x 1.6 mm area of wood surface, which were found to be a suitable size in the 
experiment in Section 6.1.3.2. For each region, a total of 60 LBP and colour centile 
values were calculated. The maps used in detection were built from small set of blocks 
manually selected from several boards to cover the major variation of appearance of 
lumber. Manual selection was primarily needed to eliminate most of the sound material as 
explained in Section 4.3.4.2. Some boards of the test set were also used for this training 
material selection, and thus, the test and train sets are not totally independent here. 
However, most of the test material is independent and large amount of training data 
compared to number of nodes used in test maps tends to prevent the overfitting to this 
data. 

The detection results for every map were measured with four alternative boundaries 
producing different false alarm and error escape rate pairs. These boundaries were set 
automatically after the training phase and were then fixed to be the same for all 42 boards 
in the test set. Boundary selection was made on the basis of the proportions of regions 
labelled as sound and defective wood in each node. Supervised boundary selection of 
large maps (45 x 30 SOM has 1350 nodes) suffers from a lack of training material, 
especially if the material is not all consistently labelled. A smoothing procedure for the 
boundaries was therefore performed after preliminary boundary selection. 

In the recognition tests, the automatically detected areas (a total of 1651) were used. 
From these, 40 independent training and test set pairs were randomised and used in tests. 
From these, the average error and standard deviation for each map size were calculated. 
The defects were labelled on the boards by a human expert and these labels were adapted 
to the detected suspect areas. The defect classes used in this experiment were limited to 
sound wood (false alarms), sound knot, dead knot, pitch pocket and shake. Each feature 
vector consisted of 14 colour centile values. Thus, material and test arraignments are very 
similar to those used in Section 6.1.4.  A difference here is that each training/test set pair 
is used only once for each map size. 

6.2.3  The accuracy and size of the SOM 

In detection tests, false alarms and error escapes with each SOM for the 42 labelled 
boards were measured. For each map, four pairs of error escape E, Equation (11), and 
false alarm rates F, Equation (12), were obtained as four different boundaries were used. 
In order to make the results comparable, these values were used for interpolating false 
alarm rates in cases where the error escape rate was 5, 6.5, 8 and 10 percent. These four 
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false alarm values were then averaged for each map and are shown in Fig. 39. Also a 
trend line is added for clarity. 

Fig. 39. Average false alarm rates at fixed error escape rates (of 5, 6.5, 8 and 10 %) as a 
function of size of the SOM. 

 
For the recognition tests, the sample set was divided into several training and test sets. 

Each map was trained and labelled separately with each training set. The labelling was 
done by a majority vote, and the empty nodes were named based on labels of their nearest 
training patterns. The classification performance was measured with independent test 
sets. The mean percentage of incorrectly classified defects M of Equation (13) for each 
board with four different pairs of training and test sets is shown in Fig. 40. 

A suitable map size is of course dependent on the original data, features extracted and 
categorization pursued. Classification in the detection phase is a two-category problem 
and it can be observed that for this particular situation even the largest of realistically

Fig. 40. Misclassification rate as a function of size of the SOM. 
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sized SOMs improve classification accuracy only by a few percentage points compared 
to rather small ones, such as SOMs with 12 x 8 nodes. In recognition, larger maps 
improve the accuracy more. Fortunately, the map size for recognition does not play a 
critical role when real-time aspects are concerned, as will be shown in the next 
experiments in Section 6.3. 

The suitable map size is dependent on the user interface too. Smaller SOMs fit 
reasonably well on the operator display, while larger ones become more difficult to work 
with and may require too much display space. For example, if a 0.5 mm imaging 
resolution is used to provide separation of small shakes and typical defect size is 
2 cm x 2 cm, one defect covers 40 x 40 pixels and 30 x 20 nodes map would then fill 
1200 x 800 pixel area on the display. On the other hand, larger maps are more 
homogenous and provide better tuning opportunities, as many external changes could be 
adapted simply by moving the boundary. These kinds of constraints should also be taken 
into account when choosing the size for the SOM. 

Improvement in classification accuracy with larger maps originates from more than 
one reason. First, more nodes close to class boundaries allow more flexible and accurate 
class boundaries. The boundary between all categories, as with categories of knots is not 
always exact, but is subject to inaccurate human labelling, and should not thus be a 
cause for a substantial increase in resolution. The second reason for improvement from 
increasing the size of the recognition SOM originates from the better discrimination for 
rare defects such as a pitch pocket. Both of these effects can also be achieved by proper 
weighting of the training samples. 

A third reason why larger maps sometimes give better classification result lies in 
small feature details. For example, refer to Fig. 16 in Chapter 4. When the map size 
grows, small feature details or small variation becomes better represented. If this 
variation contains important information, it is easily lost with a smaller map that tends to 
generalize the training data. On the other hand, especially if a large map is used to 
model sparse feature space (small number of patterns compared to number of features), 
the algorithm easily specializes the model to the training data. Equally a training sample 
of different sizes may become modelled differently with maps of the same size, if the 
true dimensionality of the feature data is more than the dimensionality of the map. 

When such small feature variations become more accurately represented, it may 
happen that the new information becomes visible into the map, but is separated into a 
number of clusters around the map and is thus more difficult to work with. In these 
cases, increasing the map size substantially may not lead to the desired result. 

6.2.4  Observations 

Computationally, classification using the SOM based method is close to the cost of 
nearest neighbour classification. Without special techniques (i.e. using exhaustive 
search), for each pattern, the number of comparisons needed equals the number of nodes 
in the map. For example, using a SOM with 12 x 8 nodes instead of a one with 45 x 30 
nodes saves roughly 93 % of computational effort. In practice, both sizes can be used at 
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real-time speed with a normal PC hardware at a 120 boards per minute rate when all 
four sides are inspected, although a larger map may require some reduction in the 
number of features. The relation of the speed of the method to map size and the number 
of features is evaluated in the next experiment in Section 6.3. 

Limiting the number of features to compensate for the time required by larger maps 
easily reduces the accuracy more than it is improved by the higher map resolution. This 
is a one reason why rather small SOMs, such as 15 x 10 nodes, for both recognition and 
detection of wood defects are recommended. They are only slightly less accurate than 
larger ones. If there are some extra computational resources available and more accuracy 
is required, the improved accuracy might rather be pursued by using more sophisticated 
features, if available. Both the map size and features used affect both speed and 
accuracy, and the compromise between these should be made task specific. However, it 
should be kept in mind that many benefits of larger maps could also be achieved by 
proper weighting of the training data. 

In addition to speed and accuracy, a user interface imposes its own requirements for 
map size. The SOMs should fit onto the operator’s display, and should be at the same 
time easy to use and if possible, insensitive to small errors that are caused by interaction 
with a human. Especially if the number of categories increases substantially, larger maps 
may be required to allow robust separation of all classes. 

6.3  Real-time issues of SOM-based inspection 

In this experiment, real-time issues of SOM-based inspection are discussed. 
Experiments are again made for lumber. First, in Section 6.3.1, the speed requirements 
for an inspection system are discussed and an example of the time spent on different 
subtasks within the method is given. It turns out that when quite simple features are 
used, the bottleneck in real-time inspection is the nearest SOM code vector search 
during the classification phase. In Section 6.3.2, techniques for a quick node search that 
are suitable for a high-dimensional nearest neighbour search typical of the method are 
presented. These are compared in the experiments of Section 6.3.3. It is shown that even 
simple acceleration techniques can improve the speed considerably, and the SOM 
approach can be used in real time with a standard PC. 

6.3.1  Speed requirements 

The real time requirements are usually quite strict in wood inspection. The inspection 
speed varies typically from half a meter to tens of meters per second. For example, in a 
lumber mill, the requirement is to inspect several boards per second from all four sides. 
This usually requires several parallel cameras and processing units, as imaging 
resolution is for example 0.5 mm. 
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In addition to tight speed requirements, low latency is a desirable property, for 
example, allowing smaller and simpler handling mechanisms. The Real-time 
implementation capability of the method was tested using the set-up partly shown in Fig. 
41. An image of the board is printed in full size and attached on the drum at right in Fig. 
41. Rotating the drum together with a line-scan camera simulates the inspection system 
where the board moves lengthwise in front of camera. 

Fig. 41. Experimental set-up simulating moving board in front of camera. 
 

Nature of the inspection method provides an easy means for parallel implementation. 
Using the experimental software presented in Section 4.3.3, feature calculation and 
block classification starts right away when the beginning of the board is detected, and 
defects are detected parallel to the imaging. In practise, such an implementation 
minimizes the latency as most of the image processing is already done when the board 
passes the camera. The structures or exact implementations of either software or 
hardware are not the topics of this study. Latency is only shortly mentioned above, while 
the actual study deals in detail with the speed of the operations required by the method. 

An example of time consumption with a 550 MHz PC using the software 
implementation of the method is shown in Table 15 for a typical wood image consisting 
of about 7 million pixels in RGB with 6000 blocks to classify. Colour channel centiles 
(28 features) are calculated for the red, green, and blue colour channels and LBPs (32 
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features) for the red channel. An exhaustive search is used to find the BMU on an 
18 x 12 nodes map. The time used in the recognition phase (for e.g. CCA, feature 
calculation, and node search) is negligibly small. White calibration, which eliminates the 
effect of an inhomogeneous lighting profile, is an essential part of an inspection system. 
Using software (SW), it is very time consuming. Fortunately, it can be done on the 
hardware (HW), for instance with the camera or by using adjustable LED lighting. Then, 
the CPU time spent in this phase would be reduced from 7.61 s to the 0.20 s required by 
memory copies. In this case, time is wasted mainly on two things: feature calculation for 
blocks (in the detection phase) and finding the nearest nodes, i.e. BMUs, for them. 

 
Table 15.  Example of time spent on wood inspection in the test system. 

 
In the detection, the total time used for feature calculation depends on the type and 

number of features, and the number of regions to be processed. The total number of 
regions comes from the region size and imaging resolution. The features used in the 
experiments, colour centiles and Local Binary Pattern (LBP) texture values, are both 
very fast to calculate. If necessary, the time required can be further reduced for example 
by limiting the number of colour channels considered. For example, if the centile 
calculation covered only one colour channel, such as with feature set 1 in the 
experiments of Section 6.1, time would be reduced to about one third compared to the 
RGB centiles used in this experiment. 

Time in an exhaustive SOM node search is almost linearly dependent on the map size 
and the number of features, and easily becomes a bottleneck in the real time inspection 
system. Since parameters like map size, feature vector length, and the number of regions 
also affect the accuracy of the system, other means of reducing the nearest code vector 
search time is required. A large number of such methods has been presented in the 
literature, and a number of these is evaluated in the following experiments. Their 
principles are explained in the next sections, and speed are compared as a function of the 
map size, as well as a function of feature vector dimensionality, in the Section 6.3.3. 

6.3.2  Techniques for a quick SOM search 

As described earlier, SOM classification is in principle a nearest code vector search. The 
search problem is similar to vector quantization, but is done a topologically ordered 

 Pre-processing  Detection   Recognition  

Phase White calibration 
HW (SW) 

 Centile 
calculation, 28 
for 3 channels.

LBP 
calculation, 

32 for 1 
channel 

Exhaustive nearest 
node search from 

18 x 12 nodes map

CCA, feature 
calculation, 
and node 

search 

Total 

Time 
(s/board) 

0.20 (7.61)  0.39 0.30 1.09 0.01 1.98 
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codebook. A comparison of some vector quantization search algorithms for small 
dimensional (2-16) data can be found in the paper by Cheung & Constantinides (1993). 
A fast SOM search algorithm for textual documents, using inner product distance 
measures in very high dimensions (>5000), has been presented by Kaski (1999). With 
visual training, the dimensionality equals the number of features used, and methods 
suitable for feature vector lengths from 10 to 60 are considered. 

Many code vector search algorithms for a SOM are designed to speed up the training 
phase. During training, the training set is reused many times, and the position of the 
BMU for each training vector does not change very much between sequential rounds. 
This information is often used to limit the search close to the position of a previous 
BMU (e.g. Lopez-Gonzalo & Hernandez-Gomez 1993). Another approach to speeding 
up the training is to use heuristics to quickly form a preliminary map, which is then 
tuned by using the SOM algorithm (Su & Chang 2000). 

In the visual training based approach presented in this thesis, a quick BMU search 
method is needed for the classification using a SOM, and thus speeding up the training 
phase is not of interest. The training can be done off-line as can the pre-processing task 
required by most of the quick search methods. Furthermore, to improve the search speed 
of the classification phase, the topology preserving property of the SOM can be utilized, 
as the similarity of neighbouring nodes in the trained SOM is preserved. As an example, 
the distances from a 60 dimensional test vector to all code vectors of a 45 x 30 nodes 
SOM are shown in Fig. 42. In the figure, shading together with the z- axis (i.e. surface 
height) denotes the distance of each code vector to this particular test vector. 

If the topology preserving nature is not utilized, the search is similar to the search 
required by vector quantization. Acceleration techniques for vector quantization consist 
roughly of two kinds of methods. Most algorithms exclude some of the code vectors 
from a further search by some means, e.g. by using simple geometry to note that they 
cannot be closer than the closest code vector found so far. The other approach is to 
construct a search structure. 

In experiments, the most common and promising methods suitable for the presented 
inspection method are tested. From the first category, the methods included in 
experiments are partial distance search (PDS) (Bei & Gray 1985), annulus testing (AT) 
(Huang et al. 1992), sum of components (SOC) (Ra & Kim 1991), and dynamical 
hyperplanes shrinking search (DHSS) (Tai et al. 1996). In the second category, Tree 
Structure SOM (TS-SOM) (Koikkalainen 1995) is tested. Also two of our own methods 
are tested. The first, called mean tree (MT), belongs to the second category. The second, 
called focused sparse search (FSS), does not actually belong to either of these 
categories, but uses the topological preserving nature of the SOM in another way to find 
good candidate nodes. 

All the methods tested from the first category are optimal. That is, they find the real 
BMU even though they do not necessarily test every node. The last three methods are  
sub-optimal. They do not necessarily find the node which is the closest one, but can end 
up with some other good candidate slightly farther apart.   
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Fig. 42. Distance of one high-dimensional test vector to all nodes on a 45 x 30 map. 

6.3.2.1  Methods based on excluding code vectors 

The partial distance search (PDS) (Bei & Gray 1985) is a simple way of reducing the 
number of calculations needed. If the squared partial distance between the test vector 
and the code vector exceeds the full squared distance to the nearest neighbour found so 
far, the distance calculation for this particular code vector can be aborted. The time used 
in additional comparisons, after each component’s squared distance is added to the sum, 
is on average much smaller than the time saved by an early abort. Being a very basic 
method, PDS is also included in other methods in the experiments, except in full 
exhaustive search. 

The idea of annulus testing (AT) (Huang et al. 1992), an with most methods of this 
group, is best clarified with a graphical example. In Fig. 43 (a), the vector quantization 
situation is illustrated in two dimensions, but the same principles apply in any 
dimensions. In Fig. 43, X denotes the test vector and dots denote code vectors of nodes. 
If minm is the closest code vector found so far, it is clear, that the closest vector of all 
nodes must lie inside a spherical region (darker grey in the figure) with a radius of the 
smallest distance mind so far. While this information cannot efficiently be used to exclude 
code vectors, limitation can be loosened. Closer code vectors must also lie inside the 
annular region marked with lighter grey in the figure. This region is bounded by shells 
of hyperspheres with radii of , min-x pd d and , minx pd d+ centred in any arbitrary point p 
(e.g. origin). The best node minm must be inside this region, and thus for the closest node 
mmin the following Equation must hold:  
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Fig. 43.  Methods excluding code vectors, (a) AT, (b) SOC, (c) TIE, and (d) DHSS, limit the 
search to the shaded regions. X denotes the test vector, spots code vectors of which minm is 
the best found so far with distance mind . 
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Distances dm,p can be calculated beforehand, when the map has been generated. 

Furthermore, the distance dx,p needs to be calculated only once for each vector to be 
classified, and most code vectors can be excluded since they do not satisfy (14) if a 
small mind is found. 

The sum of components test (SOC) (Ra & Kim 1991) makes use of the inequality 
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where n is the number of components in the vector (i.e. dimensionality). Thus for the 
best match mmin , 
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must also hold. Sums of components 1 ( )
n
j i jm=∑ for nodes can be calculated for pre-

structure and sums 1 ( )
n
j jx=∑ are efficiently calculated once for each vector. 

Geometrically interpreted, SOC limits the search by two hyperplanes orthogonal to the 
vector (1,...,1), as shown in Fig. 43 (b). 

One popular method in this category is triangular inequality elimination (TIE) 
(Huang & Chen 1990). It limits the search inside a hypersphere with a radius 

min2 d× centred on minm . Distances between all nodes are calculated and stored as a pre-
structure whose size thus grows exponentially with the map size. Graphically this 
method is illustrated in Fig. 43 (c), but it is not included in experiments due to its 
unsuitability for large maps. 

A dynamical hyperplanes shrinking search (DHSS) (Tai et al. 1996) does component 
testing (CT) (Cheng & Gersho 1986) on transformed coordinates. CT calculates the 
absolute difference ( ) ( )-j i jx m for an arbitrary dimension (=component) j, and rejects the 
code vector mi if this difference is larger than mind . Often in the real world, and this is 
the case here too, the data components are correlated. Rather than taking the distances in 
an arbitrary direction j, the distance in the direction of the principal component 
corresponding to the largest eigenvalue is more likely to reduce the number of 
candidates. In addition, a few of the most informative orthonormal principal components 
can be used to reduce the candidates even further.  

It should be mentioned that Tai et al. (1996) achieved their best results using DHSS 
with a Discrete Cosine Transform (DCT). In addition to DCT and PCA, they also 
experimented with Walsh-Hadamard Transform (WHT) coordinate transformation to 
avoid the overhead in coordinate transformation. However, they experimented directly 
with image data where such transformations can be assumed to approximate the PCA 
well. In the experiments here, only PCA is used. 

As pre-processing for DHSS, the principal components v for code vectors in nodes 
are calculated. All nodes are projected on to these components, and these projections m’i 
together with the principal components v are stored. In classification, the vector x to be 
classified is first projected on a few principal components by  

 
 ( )' T

j jx x v= , (17) 
 

where j = component number, and vj = j:th principal component. Candidate mi can be 
closer than the minm found so far only if  

 
 ( ) ( ) min' '− <i j jm x d . (18) 
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If (18) is not true, node mi is excluded. The method is illustrated in Fig. 43 (d), where 
the search is again restricted to the light grey area. The dotted line illustrates the effect 
of the second principal component, which limits the search even further. 

A suitable number of vectors for DHSS is of course dependent on the structure of the 
data and the cost of distance measurement. Even though an additional principal 
component would limit the number of searches, at least in this case using only one 
vector is favoured due to the overhead caused by additional projections and comparisons 
with more vectors. When only one vector is used, it is also possible to use a sorted list 
for nodes. This speeds up the calculation by preventing unnecessary comparisons and by 
providing better results earlier. A sorted list is also useful in speeding up the AT, SOC, 
and TIE methods. 

All of these methods benefit if a small mind is found early. Clever use of sorted pre-
structures, as mentioned, helps also for this purpose. When using a SOM for vector 
quantization, a good guess for mind is found at an early stage if nodes are not searched for 
in linear order but rather all around the map. Yet another way to find a good guess early 
utilizes the fact that usually in surface inspection, the adjacent regions on the surface 
correlate highly. Then, the small mind is usually found at first guess when the BMU of the 
previous region is used as an initial guess for the next one. 

6.3.2.2  Methods based on search structure 

A suitable map for inspection (see Section 6.2) has a rather small number of neighbours 
to search (hundreds) compared to the number of features (tens). This prevents the usage 
of the most common search trees, like k-d-trees (Friedman et al. 1977), SR-trees 
(Katayama & Satoh 1997), and X-trees (Berchtold et al. 1996), that are suitable mostly 
only for lower dimensional problems (Weber et al. 1998). There are lots of sub-optimal 
methods (e.g. Kushilevitz et al. 1998, Indyk & Motwani 1998, Kleinberg 1997) 
developed to avoid “the curse of dimensionality”, but most of these seem still to require 
too large a number of vectors to provide a satisfactory speed-up for this application, or 
they may, for example, require an impractical amount of storage space to work. 

To speed up the SOM-based visual training inspection task, one suitable method in 
this category is the Tree Structured SOM (TS-SOM) (Koikkalainen 1995), a variant of 
the SOM made to speed up the node search both in training and classification. It consists 
of layers of SOMs, where the SOM of each layer consist of 2D l×  nodes, where l is the 
layer number and D is the number of the dimensionality of the map (typically 2). The 
candidate nodes in the lower layer are chosen based on the best matching node of the 
previous layer. To improve accuracy, in addition to then 2D direct child nodes, also the 
child nodes of nodes adjacent to the BMU are searched. Training is done one layer at a 
time using a tree search for layers 2,...,L. In classification, the result is the node in the 
bottom most layer L, but the upper layers are used to search it efficiently. The 
topological order of the SOM is clearly needed to find a reasonably good node from the 
lower layer. 
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Direct utilization of the TS-SOM limits the shape of the map to be quadratic with a 
side length an exponent of 2. It cannot be used to speed up the search for a map trained 
with some other program, but requires training of the map using the TS-SOM algorithm 
itself. Even though fast training is often the desired property, the use of a previously 
trained map or a map with some other aspect ratio might be required. For this purpose, a 
simple alternative tree structured search method, called here a mean tree (MT), is 
applied. It can be used for any rectangular SOM. The structure in this case is built from 
the bottom up by averaging the code vectors of nodes in the lower layers. As in TS-
SOM, the search structure of MT overlaps. In addition, the accuracy of the search is 
improved by a beam search, i.e. by following a couple (=beam width) of the best nodes 
in each layer. 

The search with MT is illustrated in Fig. 44, which has the same map and test vector 
as Fig. 42. The rectangular regions denote areas of the map that are contained by the 
nodes that are followed. A larger region thus means an earlier stage in the search 
procedure where the whole map is described by just a few nodes. Regions with dotted 
lines are the second best nodes to be followed and x is the final node, interpreted as 
BMU. The topological order is needed in order to get reasonable maps by averaging the 
lower layers. 

Fig. 44. Mean tree search. Rectangles denote the areas covered by nodes followed through 
the search tree. 

 
The second of our own methods, the focused sparse search (FSS), does not actually 

belong to either group one (excluding code vectors) or two (search structure). It is 
presented here due to its similarities to the previous method (some similarities can be 
found also to method presented by Lampinen & Oja (1989), for example). FSS does not 
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require any pre-processing, but is again based on the topology preserving property of a 
SOM. As mentioned, similar nodes, also the best ones, are close to each other on the 
trained map. The initial search in this method is to test nodes at regular intervals around 
the map. Then the neighbourhoods of the beam width number of the best matching 
nodes are further tested iteratively with a smaller and smaller radius until all the nodes in 
the most promising areas have been searched. 

The search with FSS is illustrated in Fig. 45, where circles in the map denote the 
nodes that are tested. Larger circles mean an earlier phase in the search procedure. Filled 
circles are the best nodes found at the time and their neighbourhoods are searched 
further. The problem of this method is to select suitable parameters for different map 
sizes to ensure a reliable search to cover the whole map evenly. 

 

Fig. 45. Focused sparse search. Circles denote the tested nodes. The neighbours of filled 
circles are further examined. 

6.3.3  Comparison 

The methods presented are compared in the classification of high-resolution wood 
images. A typical board size is 5 m x 0.35 m imaged with 0.5 mm resolution. The 21 
images included in the experiments contain totally 432 MB of data, with 125 000 blocks 
to classify. For each method, the actual time spent in classification is measured. The 
time is measured with a standard PC running on a 550 MHz processor. 
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6.3.3.1  Optimal search methods 

For optimal search methods, the average time per board (≈6000 blocks) at a logarithmic 
scale is shown in Fig. 46 (a) as a function of the map size (from 12 x 8 to 45 x 30 node 
maps), when 60 dimensional feature vectors are used. In Fig. 46 (b), the average time is 
shown as a function of the number of features used (from 10 to 60), when 18 x 12 nodes 
maps were used (16 x 16 nodes for TS-SOM). TS-SOM is included in these graphs to 
ease comparisons between optimal and sub-optimal methods. The results for optimal 
methods are also shown in Table 16, together with the percentage of nodes totally 
excluded from the search. Notice that all the methods except an exhaustive search use 
also PDS, so most of the comparisons are not carried out on whole vectors. 

Fig. 46. Comparison of optimal methods. (a) Average time used in node search vs. the map 
size using 60 dimensional feature vectors and (b) vs. number of features using 18 x 12 node 
maps. A sub-optimal TS-SOM is added to ease further comparison. 

 
Table 16. Average time and percentage of nodes totally excluded from search. 

  Exhaustive PDS SOC AT DHSS 

map size 
(nodes) 

features time 
(s) 

excl. 
(%) 

time 
(s) 

excl. 
(%) 

time 
(s) 

excl. 
(%) 

time 
(s) 

excl. 
(%) 

time 
(s) 

excl. 
(%) 

18 x 12 10 0.226 0.0 0.197 0.0 0.229 25.8 0.161 55.9 0.148 67.7 
18 x 12 27 0.443 0.0 0.313 0.0 0.278 41.1 0.328 22.3 0.265 49.6 
18 x 12 44 0.775 0.0 0.476 0.0 0.437 27.0 0.330 47.2 0.283 63.4 
18 x 12 60 1.090 0.0 0.528 0.0 0.436 31.3 0.285 49.3 0.258 70.2 
12 x 8 60 0.361 0.0 0.260 0.0 0.229 25.8 0.161 55.9 0.148 67.7 
18 x 12 60 1.090 0.0 0.528 0.0 0.436 31.3 0.285 49.3 0.258 70.2 
27 x 18 60 2.454 0.0 1.220 0.0 0.911 36.0 0.578 62.8 0.503 72.4 
36 x 24 60 6.443 0.0 2.384 0.0 1.701 35.9 1.068 62.5 0.906 72.6 
45 x 30 60 15.253 0.0 4.467 0.0 2.863 37.0 1.755 64.2 1.465 72.9 
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The time complexity of the sub-optimal TS-SOM method is logarithmic to the map 
size, and it beats optimal methods of the first group (time complexity linear to map size) 
with larger maps, as can be seen from Fig. 46 (a). The DHSS method performs best of 
all the tested optimal methods in both comparisons for this real world test data set. With 
DHSS and AT, when more features were used the search time was even slightly reduced 
since these feature combinations resulted in excluding more reference vectors. 

6.3.3.2  Sub-optimal search methods 

Sub-optimal methods were tested with different map sizes using 60 dimensional feature 
vectors. As a result, the time and quality of the findings were measured. Qualities are 
measured using two criteria. The sub-optimality rate (O) is defined as 

 
 ,incor

total

NO
N

=  (19) 
 

where Nincor is the number of test vectors for which the real BMU was not found and 
Ntotal is the total number of test vectors. An increase in quantization error (I) indicates the 
relative increase in quantization error due to incorrectly found BMUs. That is, 

 
 min min

min

,
−

= ∑ ∑
∑

d d
I

d
 (20) 

 
 

where mind∑ is a sum of the distances to BMUs of every test vector and mind∑ is their 
distances to the closest code vectors found by the sub-optimal method. These two 
quality measures are quite linearly dependent, and the former is shown in Fig. 47 (a) as a 
function of average time used to classify all blocks of one image. The MT and FSS 
methods are tested with three different beam widths (i.e. the number of best routes to 
follow in the search). Map sizes used in the test presented in Fig. 47 (a) are 45 x 30 
nodes for all of them. For the TS-SOM, the map size used is 32 x 32 nodes, which is 
about one fourth less than for the others. Thus, times in Fig. 47 (a) are not directly 
comparable. Time used for an average image as a function of map size is shown in Fig. 
47 (b), and all the results are summed up in Table 17. 

The differences in results between the sub-optimal methods are marginal, i.e. maps of 
same sizes produce about the same quality of search when an equal time is used for 
searching. Decreasing the speed requirements reduces also the quantization error, which 
from a quantization error point of view is similar to using maps of different sizes. 
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Fig. 47. Quality of sub-optimal search as a function of time (a) and time as a function of map 
size (b). 

 
 

Table 17. Speed and quality of sub-optimal methods (60 features). 

 

 
TS-SOM

 
MT 

(beam=1)
MT 

(beam=2)
MT 

(beam=3)
FSS 

(beam=2)
FSS 

(beam=3) 
FSS 

(beam=4) 

map size (nodes) 1024 1350 1350 1350 1350 1350 1350 

time for avg. image (s) 0.366 0.338 0.558 0.761 0.335 0.468 0.601 

sub-optimality rate (O) 16.6 % 18.0 % 9.3 % 2.3 % 17.2 % 9.6 % 6.4 % 

increase in quanterr. (I) 2.84 % 4.73 % 2.14 % 0.46 % 5.43 % 2.46 % 1.47 % 

map size (nodes)  486 486 486 486 486 486 

time for avg. image (s)  0.265 0.404 0.494 0.265 0.380 0.492 

sub-optimality rate (O)  7.8 % 1.6 % 1.2 % 23.3 % 10.7 % 6.2 % 

increase in qerr. (I)  1.52 % 0.22 % 0.19 % 5.46 % 1.75 % 1.57 % 

map size (nodes) 256 216 216 216    

time for avg. image (s) 0.237 0.175 0.293 0.369    

sub-optimality rate (O) 9.4 % 6.7 % 0.9 % 0.6 %    

increase in qerr. (I) 1.53 % 1.48 % 0.18 % 0.15 %    

map size (nodes) 64 96 96 96    

time for avg. image (s) 0.149 0.149 0.214 0.272    

sub-optimality rate (O) 4.8 % 6.7 % 0.9 % 0.6 %    

increase in qerr. (I) 0.79 % 0.36 % 0.01 % 0.00 %    
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6.3.4  Observations 

Experiments of this section covered SOM-based wood inspection. While the results 
could be quite directly generalized to other real material to be inspected, with other 
projection methods the time consumptions are totally different cases. Not all of the 
methods in themselves define any particular mean to project new data using mapping 
learnt in advance. While these could be used in a similar way to SOM, i.e. using a 
codebook with the nearest neighbour principle, this would be slow and/or limit the 
accuracy. On the other hand, some methods provide an easy and fast means to directly 
map any new high-dimensional data point. These methods are mostly linear such as 
PCA, but also non-linear feed-forward neural network-based variations of various 
methods provide the same advantage. Even the GTM, a method very similar to SOM, 
can be used very differently, as it for example provides a probabilistic model for 
mapping. 

Most of the optimal fast SOM node search methods exclude a number of code vectors 
from the search set. The tested methods (PDS, AT, SOC, and DHSS) seem to be helpful 
even in as high as 60 dimensional searches. As the data is real and features correlate, the 
most suitable optimal method in the experiment was the DHSS, which limits the search 
in the most discriminating direction. Combining different search techniques, in addition 
to PDS, could improve the speed, but that alternative was not tested. 

In addition to the optimal ones, some sub-optimal search methods are tested. The two 
own methods (MT and FSS) perform well for this purpose, although they cannot be used 
to speed up the training like TS-SOM. FSS seems to outperform slightly in these 
experiments, but the difference is marginal. On the contrary, all the tested sub-optimal 
methods clearly outperform optimal ones on speed with larger maps. The quality of the 
search can be tuned, at the cost of speed, by adjusting parameters like beam width of the 
search. In the experiments, the quality was directly measured for example as a rate of 
incorrectly found BMUs. The increase in the classification error rate in actual inspection 
is most probably smaller than this sub-optimality rate measured. However, this effect 
was not measured in the experiments here. 

An overall result obtained is that the bottleneck of the inspection method, the speed 
of the code vector search, can be improved considerably. The results indicate that 
inspection could be performed in real time even with a standard PC. As an example, the 
current software implementation in a 550 MHz PC can be used to inspect a 30 MB 
board image, using 60 features with 27 x 18 node detection and recognition SOMs 
(which were found to be easily large enough in the experiments of Section 6.2), in one 
second. 

The computational power of a standard PC is nowadays higher than that of the one 
used in the experiments. Furthermore, imaging resolution needed by lumber mills is 
often smaller than it is for the test material used in this experiment, which would reduce 
the amount of data to process. The ratio of speed and accuracy can be tuned by adjusting 
the accuracy of the node search method, as well as by adjusting the map size, region 
dimensions used in the detection, and number and type of features, for example. 
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6.4  Discussion 

The experiments support the assertion that the visual training based method can be run 
real time while concurrently being consistent, robust, and reliable (as required by 
Newman & Jain 1995). For example, using the visual training based method, feature 
based defect detection in wood inspection can be made reliable, resulting in only few 
error escapes, and fast enough to satisfy the common real-time requirements. The 
method is consistent as all computer systems tend to be, but it also tends to ignore the 
effect of human inconsistency by classifying images according to their similarities, not 
by the labels of training material given by a human. 

Robustness of inspection is of course related to the robustness of the features used, 
but it can also be associated to a human task of choosing class boundaries. In the best 
case, classification is robust to small variations in class boundary selection. On the other 
hand, the boundaries can be tuned even on-line to adapt to situations that were not 
otherwise handled by features, making the method also flexible. 

Satisfaction with regard to cost efficiency depends on the inspection task and it 
cannot be answered if the method is generally cost efficient or not, but the method can 
be compared to other related visual inspection methods. The method presented does not 
itself require any specific sensors etc, and the cost of the equipment is comparable to 
any standard visual inspection system. However, training and tuning the method does 
not require a long lasting and expensive labelling and training procedure, and for its part 
gives thus clear savings over the traditional methods. 

Clearly, the method is not feasible for all inspection tasks, or at least better 
alternatives exist. Efficient features are in practise fundamental to all classification. 
However, with unsupervised methods their importance is emphasised even more. It is 
important that the most dominating variations in feature data are explained by classes 
that are ought to be separated. If the variation caused by class categories is only a 
fraction of the variation that is meaningless to the classification task, it might be 
impossible to separate these categories from unsupervised projection obtained for 
feature data. Such feature data, however, could possibly be classied with some 
supervised classifiers that are able to distinguish the variation of interest from noise. 

For the presented inspection method to work, the images provided for a human 
operator by projection must contain information that he can use to separate the classes. 
If the classes do not form any clusters and images look all the same for a human, he 
cannot determine the class boundaries and the method is of no use. On the other hand, if 
labels for the data are obtained easily and reliably, and the characteristics measured for 
patterns do not change occasionally, supervised schemes are to be preferred. If clusters 
are clearly separated or the distribution of the data is known, some other unsupervised 
techniques might also be useful. However, for a number of materials with varying 
appearance, such as for wood, the visual training based method is feasible and provides 
various advantages over the traditional training methods. 



 

7 Conclusions 

Visual inspection plays a vital role in many industries, and a number of reasons suggest 
using automatic inspection. However, current automatic systems are far from perfect. One 
reason for the lack of success is an improper training process. 

With supervised learning, classes are learnt automatically from training samples. One 
problem with this approach is the erroneous, inconsistent and laborious task of training 
material labelling. Errors made in this phase reflect on the classification, reducing the 
accuracy that can be achieved. Another problem is that the approach is in practise not 
adaptable as changing the decision boundaries would require a new task of training 
material collection and labelling. 

The problem with rule-based systems lies in finding the questions that provide 
sufficient categorization and particularly finding the parameter values controlling these 
questions. Tuning these values requires deep knowledge about the classifier, and in 
practise, a great deal of iteration and time. 

Visual training provides a training and classification approach that overcomes these 
problems. It learns in an unsupervised manner, from similarities of feature vectors, 
without a need to label the data. Class boundaries can be set directly based on 
visualization of classification space. Tuning the class boundaries is possible on-line even 
for novices, as the task is to change directly only what is seen. 

In this thesis, arguments using unsupervised projection were given. In the experiments, 
a SOM was found to be a good candidate for this task and was then further examined. 
Experiments gave some guidelines for choosing parameters, such as map size, and 
showed that the method is feasible, being suitable for real-time visual inspection. 
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APPENDIX A/1

Appendix A: Research on visual surface inspection 

A summary of research done on visual surface inspection by different research groups is 
presented in Table 18. The material column indicates the material used in experiments, 
although some methods are proposed for a variety of materials. In those fields with the 
question mark symbol ‘?’, this indicates that the issue did not came out in publications, 
and the dash ‘-’ indicates that the phase was not made in the article referred to. 

An image subdivision approach categorizes methods either to segmentation, fixed area 
or pixel-wise classification approaches. If the fixed areas or pixels of a surface are 
classified directly into the final classes, the approach is marked with ‘(recognition)’, 
otherwise with ‘(detection)’. In the classifier column, the classifiers used are given. Most 
of these are used only in a recognition phase, but if detection relies on classification, also 
its classifier is given. 

The training schemes utilized for detection and recognition are given. Most of the 
detection approaches are based on one or more parameters such as thresholds for 
intensity. If this is the case, but the exact procedure of determining the threshold is not 
known, it is simply stated as ‘thresholds’. If it is known, it is also told whether these 
parameters are obtained automatically or are set by a human. The training needed for the 
recognition phase is given in the last column. Most methods are trained either from 
samples or they are based on human setting parameters. 

 
Table 18. Research on visual surface inspection. 

Author(s) Material Image subdivision 
approach 

Training for 
detection 

Classifier Training for 
recognition 

Adorini et al. 
(2001) 

food (ham) segmentation thresholds fuzzy tree human set 

Alapuranen & 
Westman (1992) 

wood 
(softwood 
lumber) 

segmentation automated 
thresholding 

tree classifier 
+ k-NN 

samples 
samples 
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Table 18. Research on visual surface inspection (continued). 

Author(s) Material Image 
subdivision 
approach 

Training for 
detection 

Classifier Training for 
recognition 

Aleixos et al. 
(2000) 

food (citrus) pixelwise 
(recognition) 

- Bayesian samples 

Åstrand (1996) wood 
(softwood) 

segmentation automated 
thresholding 

tree classifier (rule-
based) 

human set 

Baykut et al. 
(2000) 

textile fixed area 
(detection) 

defect free 
samples 

sufficient statistics 
(distance measure)

- 

Bodmarova et al. 
(2000) 

textile fixed area 
(detection) 

defect free 
samples 

distribution 
comparison 

- 

Boukouvalas et al. 
(1998) 

ceramic tile segmentation 
(defect specific) 

thresholds histogram distance  samples 
 

Brunner et al. 
(1992) 

wood 
(Douglas-fir 

vaneer) 

pixelwise 
(detection) 

samples discriminant 
analysis 

- 

Casasent & Chen 
(2003) 

food (pistachio 
nuts, X-ray) 

segmentation ? modified RBFNN 
(to good/bad) 

samples+ 
parameters 

Cho et al. (1991a; 
1991b) 

wood 
(hardwood 

lumber) 

segmentation 
(defect specific) 

automated 
thresholding 

k-NN, 
MLP, 

rule-based 

samples 
samples 

? 

Conners et al. 
(1983; 1984) 

wood (red oak 
boards) 

fixed area 
(recognition) 

- sequential pairwise 
Bayesian 

samples 

Conners et al. 
(1997) 

wood segmentation automated 
thresholding 

fuzzy-logic human set 

Davidson et al. 
(1999) 

food (chocolate 
chip cookies) 

segmentation ? fuzzy human set 

Deviren et al. 
(2000) 

marble tile segmentation automated vector quantizer 
(min. distance ) 

unsupervised 
grouping 

Dupont et al. 
(1997) 

metal (cold 
rolled steel) 

segmentation ? k-NN, 
ANN (RCE) 

samples, 
samples 

Ersbøll & 
Conradsen (1992) 

wood 
(beechwood 

parquet)  

pixelwise 
(recognition) 

- discriminant 
analysis 

samples 
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Table 18. Research on visual surface inspection (continued). 

Author(s) Material Image 
subdivision 
approach 

Training for 
detection 

Classifier Training for 
recognition 

Fernandez et al. 
(1993) 

metal (cast 
aluminium) 

segmentation automated tree classifier 
(syntactic, rule-

based) 

human set 

Fernandez et al. 
(1994) 

metal (cast 
aluminum) 

fixed area 
(detection) 

human set MLP samples 

Forrer et al. (1988) wood 
(Douglas-fir 

vaneer) 

fixed area 
(detection) 

human set minimum distance - 

Guha (2001) matal fixed areas 
(recognition)+ 
segmentation 

human set RBFNN samples 

Ho (1990) steel (rolled 
steel) 

segmentation thresholds rule-based human set 

Iivarinen & 
Rauhamaa (1998) 

base paper pixelwise 
(detection)+ 
segmentation 

fault free 
samples, 

thresholds 

SOM, 
SOMs (feature set 

specific) 

 
labelling (?) 

Iivarinen 
(1999,2000) 

base paper pixelwise 
(detection)+ 
segmentation 

fault free 
samples, 

thresholds 

SOM - 

Kim & Koivo 
(1994) 

wood (red oak 
boards) 

segmentation automated 
thresholding 

tree classifier +  
pairwise Bayesian 

human set + 
samples 

Koivo & Kim 
(1989) 

wood (red oak 
boards) 

fixed area 
(recognition) 

- tree classifier samples 

Kukkonen et al. 
(1999) 

ceramic tiles 
(spectrum) 

pixelwise 
(recognition) 

- k-NN, 
SOM 

 

samples, 
supervised 
labelling 

Lambert et al. 
(2001) 

food (sausage) segmentation thresholds fuzzy human set 

Lampinen & 
Smolander (1996) 

wood 
(softwood 

knots) 

fixed area 
(recognition) 

- MLP samples 

Lebrun & Macaire 
(2001) 

marble tile segmentation  automated 
thresholding 

minimum distance+ 
rule-based 

samples+ 
parameters 



 

 

APPENDIX A/4

Table 18. Research on visual surface inspection (continued). 

Author(s) Material Image 
subdivision 
approach 

Training for 
detection 

Classifier Training for 
recognition 

Neubauer (1991) metal (treated 
surface) 

fixed area 
(recognition) 

- MLP samples 

Pietikäinen et al. 
(1994) 

metal (strip) fixed area 
(recognition) 

- histogram distance 
(log-likelihood) 

samples 

Piironen et al. 
(1990) 

metal (cold 
rolled copper) 

segmentation human set binary decision 
tree, structural, 

semantic networks

human set 

Pla et al. (2001) food (fruit) segmentation samples tree classifier samples 

Pölzleitner & 
Schwingshakl 
(1991; 1992) 

wood (spruce 
boards) 

syntactic 
segmentation 

human set syntactic, 
tree classifier (rule-

based) 

rules by a 
human, ? 

Radeva et al. 
(1999) 

cork stoppers - - FDA+ nearest 
neighbour 

classification 

samples 
(+refining 

training sets) 

Shiranita et al. 
(2000) 

food (meat) pixelwise 
(detection)+ 
segmentation 

samples MLP, 
regression analysis

 
samples 

Silvén & 
Kauppinen (1994; 
1996) 

wood 
(softwood 
lumber) 

fixed area 
(detection)+ 
segmentation 

samples + 
automated 

thresholding 

k-NN samples 

Sobey & Semple 
(1989) 

wood (pine 
boards) 

fixed area 
(detection) 

samples  discriminant 
analysis 

- 

Stojanovic et al. 
(2001a) 

textile (web 
fabrics) 

segmentation  automated 
thresholding 
(+defect free) 

ANN samples 

Stojanovic et al. 
(2001b) 

wood segmentation automated 
thresholding 

fuzzy-logic + 
rule based 

human set 
? 

Tatari & Hättich 
(1987) 

wood 
(hardwood 

lumber) 

segmentation 
(defect type 

specific) 

thresholds tree classifier (rule-
based) 

? 

Tolba & Abu-
Rezeq (1997) 

textile fixed area 
(detection) 

thresholds from 
defect free 

SOM supervised 
labelling 
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Table 18. Research on visual surface inspection (continued). 

Author(s) Material Image 
subdivision 
approach 

Training for 
detection 

Classifier Training for 
recognition 

Wiltschi et al. 
(2000) 

matal (steel 
carbide 

distribution) 

segmentation thresholds Minimum distance, 
Mahalanobis 

samples, 
samples 

Yläkoski & Visa 
(1993) 

wood 
(softwood 
lumber) 

fixed area 
(clustering) 

- nearest neighbour* samples 

 
*Graded the whole board without recognizing the individual defects. 
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