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Abstract
Artificial Life is an interdisciplinary scientific and engineering enterprise investigating the
fundamental properties of living systems through the simulation and synthesis of life-like processes
in artificial media. One of the avenues of investigation is autonomous robots and agents.

Mimicking of the growth and adaptation of a biological neural circuit in an artificial medium is a
challenging task owing to our limited knowledge of the complex process taking place in a living
organism. By combining several developmental mechanisms, including the chemical, mechanical,
genetic, and electrical, researchers have succeeded in developing networks with interesting topology,
morphology, and function within Artificial Computational Chemistry. However, most of these
approaches still fail to create neural circuits able to solve real problems in perception and robot
control.

In this thesis a phenomenological developmental model called a Stochastic Evolutionary Neuron
Migration Process (SENMP) is proposed. Employing a spatial encoding scheme with lateral
interaction of neurons for artificial neural networks, which represent candidate solutions within a
neural network ensemble, neurons of the ensemble form problem-specific spatial patterns with the
desired dynamics as they migrate under the selective pressure.

The approach is applied to gain new insights into development, adaptation and plasticity in neural
networks and to evolve purposeful behaviors for mobile robots. In addition, the approach is used to
study the relationship of spatial patterns, composed of interacting entities, and their dynamics.

The feasibility and advantages of the approach are demonstrated by evolving neural controllers
for solving a non-Markovian double pole balancing problem and by evolving controllers that exhibit
navigation behavior for simulated and real mobile robots in complex environments. Preliminary
results regarding the behavior of the adapting neural network ensemble are also shown and,
particularly, a phenomenon exhibiting Hebbian-like dynamics.

This thesis is a step toward a long range goal that aims to create an intelligent robot that is capable
of learning complex skills and adapts rapidly to environmental changes.

Keywords: adaptation, artificial life, Hebbian-like dynamics, lateral interaction, mobile 
robot, neural networks, neuron migration, selective pressure, SENMP
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List of symbols and abbreviations

Mathematical notations

f(G) fitness of the genotype G

f(s, c) fitness of the navigating robot
n(ν) normalization function
Θ(φk) feedback function of the neuron k

I(t) presynaptic input current of the leaky integrator model
u(t) postsynaptic potential of the leaky integrator model
ϕ(vk) activation function of the neuron k

Latin letters

a slope parameter of the logistic function
c number of collisions
C postsynaptic capacitance of the leaky integrator model
d diameter of the neuron distribution
dkj normalized Euclidean distance between neurons j and k

Gi genotype of the neural network i

�gk gene k

Ik sensory input of the neuron k

P list of neural networks
pk location of the neuron k in 2-space
pc collision penalty rate
R postsynaptic impedance of the leaky integrator model
r2 correlation coefficient
ro radius offset of the neuron distribution
s Euclidean distance traveled by the robot



ssxy sum of squared values of the set of n data points (xi, yi) about their
respective means

vk activation potential of the neuron k

wkj weight of the directed edge from neuron j to neuron k

xk x-coordinate of the neuron k

yk y-coordinate of the neuron k

x position of the cart of the double pole system
yik

output of the neuron k controlling the wheel i of the robot

Greek letters

λ maximum amplitude of the uniformly distributed noise ν

θ1 angle of the long pole of the double pole system (from vertical)
θ2 angle of the short pole of the double pole system (from vertical)
θk phase of the neuron k

�ν additive noise introduce to the gene
νx additive noise introduced to the x-coordinate x of the neuron
νy additive noise introduced to the y-coordinate y of the neuron
νθ additive noise introduced to the phase θ of the neuron
νφ additive noise introduced to the feedback factor φ of the neuron
ντ additive noise introduced to the time constant τ of the neuron
νσ additive noise introduced to the region of influence σ2 of the neuron
σ2

k region of influence of the neuron k

τk time constant of the neuron k

τm time constant (τm = RC) of the leaky integrator model
φk feedback factor of the neuron k

ωk angular velocity of the wheel k

ωmax maximum angular velocity of the wheel



Abbreviations

2-D two-dimensional
AC artificial (computational) chemistry
AI artificial intelligence
ALife artificial life
ANN artificial neural network
BP back-propagation
CE cellular encoding
DLA diffusion limited aggregation
DPNV double pole balancing without velocity information
DPV double pole balancing with velocity information
DRNN dynamic recurrent neural network
DPE dynamic parameter encoding
EA evolutionary algorithm
EC evolutionary computation
EP evolutionary programming
ER evolutionary robotics
ESP enforced sub-populations
GA genetic algorithm
LTD long-term depression
LTP long-term potentiation
MSE mean squared error
NE neuroevolution
NEAT neuroevolution of augmenting topologies
SA simulated annealing
SANE symbiotic adaptive neuroevolution
SENMP stochastic evolutionary neuron migration process
SGOCE simple geometry-oriented cellular encoding
SOM self-organizing map
XOR exclusive or
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1 Introduction

1.1 Background

Building an intelligent robot is not a trivial task. For decades researchers have
tried to find solutions that would enable a mobile robot to operate in a helpful
manner with humans in situations encountered in every day life and in scientific
endeavors. Despite the limited success, research continues due to the fact that
robots have great potential to serve humankind in various fields of life, ranging
from nano-robots destroying lethal viruses or cancer cells inside the human body
to robot societies colonizing uninhabited planets.

Cognitive science and ethological research have been a driving force in Artificial
Intelligence (AI) research involving robotics. During the decades of investigation
the paradigm shifts in AI and robotics have been influenced by these two fields of
research.

Shakey the robot was probably one of the first links between mobile robotics
and classical AI. Shakey was developed at the Stanford Research Institute in the
late 1960s (Nilsson 1969) and it inhabited an artificial block world, an office area
with objects specially colored and shaped to assist it in recognizing an object using
vision. Shakey planned its action, such as pushing the recognized object from
one place to another, and then executed the plan. Until the mid 1980’s, Shakey
and numerous other mobile robots were based on the sense-plan-act paradigm that
followed the classical view of human cognition.

On the classical account, information is represented by strings of symbols. A
robot based on the sense-plan-act paradigm has to construct a complex semantic
net, a model of the world, that is based on symbols derived from the sensor infor-
mation through often complex preprocessing. After time consuming computation,
the world model is served as input, along with the goal and possibly some user
preferences to the planning process, which produces a set of actions that would
provably bring the robot to the desired situation. Each step of this plan would
then be passed to the control level of the robot for execution, which meant that
the plan had to include actions down to the actuator level.

The fact that we live in a highly dynamic and unpredictable world causes serious
problems for robots based on the sense-plan-act paradigm. In a highly dynamic
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environment that varies significantly in both space and time the sense-plan-act
cycle has difficulties in running fast enough to keep up with the state of the robot
or the world.

A criticism of traditional AI research is that it suffers from the symbol grounding
problem; the symbols with which the system reasons have no physical correlation
with reality i.e. they are not grounded by perceptual or motor acts (Arkin 1998). In
1986, Rodney Brooks published a landmark paper on the subsumption architecture
(Brooks 1986) which caused a paradigm shift in robotics research toward behavior-
based robotics.

Behavior-based robotics is founded upon the idea of providing the robot with
a collection of simple basic behaviors. The overall behavior of the robot emerges
through the interaction between the basic behaviors and the environment in which
the robot finds itself. The idea is to build up capability in the robot through behav-
iors that run in parallel, accomplishing possibly competing goals. The behaviors
could execute well within the cycle times of most natural environments, yet with
a reasonable simple arbitration among goals based on priorities, useful tasks could
be accomplished. The world model was now distributed among the behaviors with
only the relevant part of the model being processed for each behavior. Simple plan
generation, mostly for path planning, and the compilation of the resulting network
of actions were done before run time.

In behavior-based robotics the environment plays an essential role by determin-
ing the role of each basic behavior at any given time. The behavior-based system
is typically designed through a trial and error process in which the designer man-
ually modifies the current behaviors while testing the resulting global behavior.
Evolutionary Robotics (ER) (Braitenberg 1984, Cliff et al. 1993, Nolfi & Floreano
2000) is closely related to behavior-based robotics but takes a different approach
for implementing the global behavior of the robot.

ER relies on a self-organizing process to breakdown the desired behavior into
simpler basic behaviors. In ER the entire organization of the evolving system, in-
cluding its organization into subcomponents, is the result of an adaptation process
that usually involves a large number of evaluations of the interactions between the
system and the environment. As the name ’Evolutionary Robotics’ implies the
approach takes its inspiration from Darwin’s theory of evolution, which postulates
the survival of the fittest.

ER is a technique used to evolve a control system or a morphology of a robot by
employing an Evolutionary Algorithm (EA) for a population of artificial genotypes
encoding the phenotype being evolved (Nolfi & Floreano 2000). The phenotype
can be, for example, a neural network controlling a robot, or even the morphology
of the robot’s physical body (Sims 1994, Lipson & Pollack 2000). The technique
is based on artificial evolution without human intervention. The ER approach
relies on two main arguments. First, it is difficult to design autonomous systems
using a purely top-down engineering process because the interaction between the
robot and its environment is complex, and often impossible to predict. In ER, the
engineer defines the control components and the selection criterion and lets artificial
evolution discover the most suitable combinations while the robot interacts with the
environment. Second, ER is a synthetic approach to the study of the mechanisms of
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adaptive behavior in machines and animals, and hence might provide new insights
into an adaptation process whether it is artificial or biological. (Nolfi & Floreano
2000).

When ER is utilized to evolve a control system for a robot it is commonplace
that the genotype describes an Artificial Neural Network (ANN) that represents a
candidate solution to the control problem. Neural networks are used because they
provide relatively smooth search spaces and various levels of evolutionary gran-
ularity. They also allow different levels of adaptation: phylogenetic (evolution),
developmental (maturation), and ontogenetic (life long learning). Neural networks
provide also a straightforward mapping between sensors and actuators. In addition,
they are robust to noise and provide a biologically plausible metaphor of mecha-
nisms that support adaptive behavior. Neural networks have also an important role
in connectionism, which is a movement in cognitive science that hopes to explain
human intellectual abilities using ANNs.

During the last decade ER has been successfully used to evolve purposeful be-
haviors for mobile robots and it had provided new insights into sensory-motor
strategies that enable an artificial life-form to survive in dynamic environments.
However, little work has been done in ER in order to use the approach to investi-
gate the mechanisms of adaptation and learning of an artificial life-form interacting
with its environment (Floreano & Urzelai 2001b, Haverinen & Röning 2002a). In
this thesis this aspect of ER will be considered. The approach taken here is partly
inspired by Ahissar et al. (1998), who studied neuronal mechanisms underlying
learning in behaving animals. Another source of inspiration has been the recent
advances in neuroscience and brain development.

The development of the human nervous system is an extremely complex pro-
cess. The growth and development of the brain is largely genetically determined.
However, environmental factors are also involved right from the beginning of de-
velopment. Any effort to mimic the growth of the nervous system in an artificial
medium in a biologically plausible way is a challenging task due our inadequate
understanding of the complex process that takes place in a living organism.

Brain nerve cells are initially produced in the center of the developing brain.
To function normally, neurons must migrate to the brain cortex and other struc-
tures. Migration is a process that relies on chemical communication between many
different cells. The geometrical structure of the brain is a result of this complex
process, following an inside-out sequence of development. (Pinel 1997, Parnavelas
2000, Noctor et al. 2004).

Recent discoveries in neuroscience confirm the relationship between the shape
of neural tissue and its function (Csernansky et al. 1998, Castellano Smith 1999).
Using a technique called morphometrics, which is a mathematical way of study-
ing shape, investigators have found that in some brain disorders of developmental
origin, a functional abnormality in the brain may be accompanied by a structural
malformation. While differences in size seem less important, the deformities appear
consistent.

Inspired by the recent findings regarding the development and function of the
brain, a phenomenological developmental model based on the Stochastic Evolu-
tionary Neuron Migration Process (SENMP) (Haverinen & Röning 2002a,b) was
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developed in this thesis to evolve purposeful robot behaviors and hopefully to gain
new insights into the development, adaptation, and plasticity in ANNs related to
mobile robotics.

Employing a spatial encoding scheme with lateral interaction of neurons for
ANNs, representing candidate solutions within a neural network ensemble1, and
applying an Evolutionary Algorithm (EA) to implement the stochastic motion of
neurons through generations of neural network ensembles, problem-specific neural
structures emerge that are able to solve real problems in perception and robot
control.

SENMP couples the lateral interaction of neurons to the geometry of the neural
network, providing a way to evolve and adapt neural networks through the migra-
tion of neurons. The stochastic migration of neurons under the selective pressure
provides an opportunity to analyze SENMP for the local interaction rules which
emerge and to gain evidence for implementing a more deterministic, and perhaps
a more biologically plausible development model, which is based on genetic infor-
mation and local interactions of neurons, for creating neural structures that are
capable of real time adaptation under environmental changes. The role of mor-
phology in the computational properties of a neural network is promoted in this
thesis, believing it has also an essential role in living organisms providing compact
genetic representations and neural plasticity. The long range goal of this study is
to understand the universal rules regarding the evolution and adaptation of neural
networks, both artificial and biological.

Although SENMP is inspired by the neuron migration process taking place in
the developing brain, it is not argued that it explains how the real nervous system
develops and adapts. SENMP is used as an experimental tool for observing how
and why computational entities exhibiting simple lateral interaction behave and
organize as they do under selective pressure and environmental changes.

Sensory information plays an important role in SENMP. The role of the environ-
ment in this sense has been totally isolated from the development programs in most
of the previous work; for example in (Cangelosi et al. 1994) an artificial organism
encounters the environment for the first time not until it is fully developed, making
it impossible to study the role of the environment and of early exposure to sen-
sory information. In addition, approaches that allow phenotypic plasticity almost
always use a predefined set of adaptation rules, and hence they cannot be used
to observe rules that might emerge under selective pressure as the robot interacts
with its environment.

1The term ’neural network ensemble’ is used in this thesis to refer to a neural network pop-
ulation in order to emphasize the fact that the continuous behavior of a robot is a result of the
evaluation sequence of the individual neural networks, and that each neural network controlling
the robot inherits the neuronal and environmental state of the previous network.



17

1.2 Scope of the thesis

This study is a part of the long-range goal that aims of understanding some of
the universal mechanisms acting in a successfully adapting neural circuit of an
artificial life-form interacting with its environment. The role of morphology in the
computational properties of artificial neural circuits is emphasized in this thesis, in
the belief that it has also an essential role in living organisms, providing compact
genetic representations and neural plasticity.

Stochastic Evolutionary Neuron Migration Process (SENMP) is proposed and
used as an experimental tool to study if, and how, artificial neurons using a lateral
interaction scheme can be arranged into spatial patterns that exhibit useful dy-
namics and behavior. SENMP is purely a selectionist approach, relying exclusively
on interactions between the evolved system and its environment.

This thesis is an experimental study in which SENMP is used as a simple tool
to investigate if purposeful behavior can emerge under selectionist pressure from a
system that is composed of laterally interacting computational entities, and which
undergoes gradual morphological changes in a two dimensional space.

The migration of neurons is implemented in SENMP by using an Evolutionary
Algorithm (EA) and by utilizing aspects of simulated annealing (Kirkpatric et al.
1983) in the design of the lateral interaction scheme. More precisely, the diameter
of the neuron distribution in 2-space is used to normalize the distances between
neurons and sometimes the internal parameters of the neurons. By adopting this
practice the diameter of the neuron distribution represents the inverse ’tempera-
ture’ of the system under the constant amplitude noise introduced into the system
parameters.

The Artificial Neural Network (ANN) paradigm was adopted in this work. Neu-
ral networks were used because they provide relatively smooth search spaces and
various levels of evolutionary granularity. They also allow different levels of adap-
tation: phylogenetic (evolution), developmental (maturation), and ontogenetic (life
long learning). In addition, neural networks provide straightforward mapping be-
tween sensors and actuators, they are robust to noise, and provide a biologically
plausible metaphor of mechanisms that support adaptive behavior.

The rationale behind the use of an Evolutionary Algorithm (EA) is that EAs
are particularly well suited for creating controllers for mobile robots when the
environment is difficult or impossible to model, and when the desired behavior
is difficult to decompose into simpler behaviors or functions (Floreano & Urzelai
2001a, Nolfi & Floreano 2000, Husbands 1998, Jakobi & Quinn 1998). Furthermore,
neural networks provide suitable elements or building blocks, i.e. neurons and
connections, for an EA to operate with. The combination of selectionist process and
neural networks can, in addition, provide new insights into how complex behaviors
can be generated by simple artificial neural circuits.

In order to study the feasibility of SENMP, two different problem domains were
selected: robot navigation and double pole balancing. In addition, the XOR prob-
lem was used as the first validation test.

The robot navigation domain was an obvious choice because the primary pur-
pose of this thesis is to study new methods for creating purposeful behaviors for
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mobile robots. The pole balancing domain was selected for easier comparison with
existing neuroevolution (NE) methods as it has been used as a reinforcement learn-
ing benchmark for last 30 years. In non-Markov double pole balancing experiments,
SENMP turn out to be the most efficient approach in the sense that it required the
fewest evaluations and the smallest population size in order to find an acceptable
solution for the non-Markovian double pole problem.

SENMP was systematically analyzed with different parameter setups, and the
dynamics of the SENMP was studied in order to find if Hebbian-like rules can
emerge from the resulting stochastic process. The study was particularly inter-
esting because the exact mechanisms responsible for learning in biological nervous
systems are still unknown. Furthermore, theories have been proposed which sug-
gest that adaptation in the brain could be a Darwinian process e.g. (Edelman
1987). Whether the Darwinian hypothesis is true or not, it was certainly inter-
esting to study if Hebbian-like rules observed in real neural circuits could emerge
from a purely selectionist process. The results presented in this thesis suggest that
this can indeed be the case.

1.3 Contribution

A novel method called the Stochastic Evolutionary Neuron Migration Process
(SENMP) is proposed in this thesis and is used to evolve neural network based
controllers for complex dynamic systems. Consequently, SENMP is considered as
the main contribution of this thesis.

This thesis also shows that simple laterally interacting computational entities
can be arranged into spatial patterns that show interesting and purposeful dy-
namics. This study gives new insights into how to implement purposeful dynamic
systems by utilizing the fundamental effect of space on the dynamics of a system
composed of laterally interacting entities. These insights can lead to new ideas on
how to construct complex, adaptive, and purposeful dynamic systems from physi-
cal substances that, possibly naturally, exhibit lateral interaction on some scale –
including the nanoscale.

It is argued in this thesis that space have a fundamental role in the dynamics of
a system consisting of laterally interacting entities. Furthermore, it is argued that
rather simple mobile entities can be gradually guided by a selectionist process into
a spatial pattern that exhibits purposeful dynamics with regard to a particular
utility measure. In other words, if a suitable population of laterally interacting
mobile entities exists, it is possible to gradually arrange the entities into a spatial
pattern that exhibit the desired dynamics. Based on this observation, it can be
hypothesized that biological evolution, for example, could utilize spatial patterns
when creating purposeful complex dynamic systems – like our brain.

One of the key application areas of SENMP is mobile robotics. In this thesis, a
navigation behavior that combined corridor following and obstacle avoidance was
evolved with SENMP. The results were validated with a real mobile robot that
operated in an office environment, which was more complex and realistic than the
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environments used in previous studies within the field of Evolutionary Robotics
e.g. (Floreano 2002, Damper et al. 2000, Chavas et al. 1998, Jakobi & Quinn 1998,
Nolfi & Parisi 1995, Floreano & Mondada 1994).

SENMP was also tested with the double pole balancing problem that has been
used as a reinforcement learning benchmark for the last 30 years (Anderson 1989,
Gruau et al. 1996, Michie & Chambers 1968, Saravanan & Fogel 1995, Watkins
& Dayan 1992, Whitley et al. 1993, Stanley & Miikkulainen 2002). Two differ-
ent versions of the double pole balancing problem were considered: Markovian
(with velocity information) and non-Markovian (without velocity information). In
both cases the results were comparable with the best existing neuroevolution meth-
ods documented in the literature. In the non-Markovian version of the problem,
SENMP required approximately five times less evaluations than the second best
method. In addition, the population size used with SENMP was over an order of
magnitude smaller than the next smallest population size.

The spatial distribution of neurons in 2-space, i.e. 2-dimensional Euclidean
space, has a central role in defining the behavior of the neural network in SENMP;
this was experimentally proved in chapter 8. The idea of using 2-D geometry to
evolve neural networks is not new, and has been studied earlier by at least (Nolfi
& Parisi 1995, Cangelosi et al. 1994, Husbands 1998, Jakobi & Quinn 1998, Kod-
jabachian & Meyer 1998). However, SENMP combines an Evolutionary Algorithm
and ideas from simulated annealing in a novel way which allows SENMP to utilize
effectively both recombination and mutation. As the mutation rate is implicitly
controlled by the diameter of the neuron distribution, it allows SENMP to stabilize
without using mechanisms like mutation locking (Jakobi & Quinn 1998). In addi-
tion, when the ’temperature’ of the system is low the system follows approximately
continuous time formalism which provides an opportunity to observe, in time, the
behavior of the adapting system under environmental changes.

SENMP was investigated for possible evidence of Hebbian-like rules when the
robot adapted to a new environment. The hypothesis adopted was: if a Darwinian
mechanism plays a role in the adaptation of a real nervous system, and Hebbian-
like associative rules can be observed in those systems then, in theory, it could be
possible to observe similar phenomena in an artificial counterpart.

In order to maintain the causality of observations, the associative requirement
proposed by Ahissar et al. (1998) was adopted. The results that were obtained
by analyzing SENMP immediately before and after an environmental shift and
generations later suggest that Hebbian-like associative rules resembling synaptic
scaling can emerge from a selectionist system, and that no explicit local mechanism
for synaptic plasticity is necessity. The author is not aware of any other similar
study in the field of AI.

1.4 Contents of the thesis

This thesis owns much to the previous work done in the field of robotics, Artificial
Life, and other related research areas. The most relevant work is briefly described in
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chapter 2 to provide a short overview for the reader of the state-of-art in bio-inspired
robotics and neuroevolution. The content of the chapter is discussed elsewhere in
this thesis. Chapter 3 gives a brief introduction to the Evolutionary Computation
(EC) and Genetic Algorithms (GA) which play an important role in Evolutionary
Robotics (ER). The standard Genetic Algorithm and genetic operators including
the crossover and mutation operators are introduced. Chapter 4 gives an overview
of ER. This includes the biological motivation of ER, the relationship between evo-
lution and learning, competitive co-evolution, and the role of environment. Chap-
ter 5 describes the Artificial Neural Network (ANN) paradigm, including different
neural network architectures, neuron models, and pulsed neural networks. The
chapter also introduces the simulated annealing method and re-inforcement learn-
ing. Chapter 6 focuses on the Stochastic Evolutionary Neuron Migration Process
(SENMP), which is a novel method for evolving neural controllers, and which uti-
lizes the fundamental effect of space on the dynamics of a system composed of
laterally interacting entities. The biological motivation of SENMP is given, and
the lateral interaction scheme is described. The implementation of SENMP us-
ing an Evolutionary Algorithm is also presented. The implementation details of
SENMP are given in Appendix A. Chapter 7 describes the experiments conducted
using SENMP. This includes the XOR, double pole balancing, and robot navigation
experiments. Two versions of double pole balancing experiments are considered:
Markovian (with velocity information) and non-Markovian (without velocity infor-
mation). The comparison of SENMP to other neuroevolution methods that are
capable of solving the double pole balancing problems is also shown. The perfor-
mance of SENMP is analyzed in chapter 8 with various parameter setups. The role
of space in the adaptation process is studied, and experimental evidence is given
about its importance. The effect of normalization of neuron parameters to the
performance of SENMP is also investigated. Furthermore, the adaptation process
is observed and evidence of synaptic plasticity that resembles synaptic scaling is
presented. Chapter 9 presents the conclusion of the thesis.



2 Related work

Much work has been done within Artificial Life (ALife), robotics, and related fields
in order to study the development, adaptation, and learning in artificial media.
Turing (1952) was probably one of the first to address this topic. Turing proposed a
mathematical theory of cell-cell interaction via chemical substances (morphogens).
He showed that these reaction-diffusion systems could exhibit stable patterns and
proposed this as a possible mechanism for pattern formation1 in development.

Fleischer & Barr (1994) recognized the importance of development and morphol-
ogy in natural neural networks. Fleischer adopted Turing’s ideas among others, and
by combining several developmental mechanisms including chemical, mechanical,
genetic, and electrical, which are known to be important for biological pattern
formation, he succeeded in growing networks with interesting topology, morphol-
ogy, and function within an Artificial Computational Chemistry (AC). Fleischer
proposed a simulation testbed for finding a simple developmental model which can
create neural networks with arbitrary topological connectivity and a large degree of
geometric complexity. The testbed was used to explore different strategies for the
development and evolution of neural networks. The changes of each cell’s state and
of the environment were determined by piecewise continuous differential equations.
The author mentions that one of the lessons learned from the experiments made
using the testbed was “the difficulty of designing an artificial genome which devel-
ops into a particular pattern, or conversely, to predict the pattern that a particular
artificial genome will create”.

Kitano (1990) proposed a graph generation grammar for encoding neural net-
works. The grammar encoding method based on a context free and deterministic
Lindenmayer system (L-system) (Lindenmayer 1968), which is a set of rules and
symbols that models, for example, the growth process of plant development. Kitano
used a Genetic Algorithm and graph generation grammar to design feedforward
neural network topologies which were trained by using standard Back-Propagation
(BP) algorithm. The idea behind Kitano’s approach was to reduce the scalability
problem of direct encoding methods, to create reusable sub-circuits and regular
patterns, and make the size of the genotype more independent of the neural net-

1i.e. the anatomical structure of the resulting organism.
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work size. However, the use of context free and deterministic grammar makes
Kitano’s model highly unrealistic in a biological sense.

Nolfi & Parisi (1991) introduced a developmental model in which neurons are
encoded by coordinates in a two-dimensional space. Like Kitano, Nolfi & Parisi
applied L-systems to grow axon trees to define the connectivity of an Artificial
Neural Network. Nolfi & Parisi applied the approach successfully to evolve simple
artificial creatures searching for sources of “food” and “water”. The downsides of
this model were the same as with Kitano’s graph generation grammar.

Later Nolfi et al. (1994) proposed a simulation model of phenotypic plasticity,
which was a modified version of the model presented in (Nolfi & Parisi 1991).
In the new model, the phenotype was not completely specified in the genotype
but the environment had also an important role in defining the final connectivity
of the neural network. More precisely, a neuron grew its branching axon only
when its activation variability exceeded a genetically determined threshold that
was different for different neurons. Nolfi et al. utilized the model to evolve simple
neural controllers for a miniature mobile robot and he showed that the development
process, involving both genetic and environmental factors, produced phenotypes
that adapted to their environment.

Cangelosi et al. (1994) further developed the method proposed by Nolfi et al.
(1994) by introducing cell division and migration rules to the model. In they model
each neural network develops from a single ’egg cell’. The model consisted of 16
different types of neurons, each having a number of parameters, concerning the
development process of a neuron, and a set of reproduction rules describing the
types of child cells as a function of the dividing cell’s type. The reproduction rules
also specified the amount of changes made to the new child cells’ parameters and
the locations of the child cells out of 8 possible positions around a dividing cell.
A final neural system composed of a maximum number of 32 neurons that end up
in spatial positions, which depended on the type of initial ’egg’ cell and on the
reproduction rules. The neural space was divided into three horizontal bands or
functional areas. Depending on the area in which a neuron found itself after the
development process, a functional role was assigned to it: input, hidden, or output
neuron, respectively. Cangelosi et al., similarly to Nolfi et al., used his approach
to evolve control networks for artificial life-forms.

Beer & Gallagher (1992) used a GA to evolve continuous-time recurrent neural
networks as a mechanism for adaptive control. Beer & Gallagher used the approach
to evolve two behaviors: chemotaxis2 and legged locomotion for an artificial life-
form. Beer & Gallagher also attempted to gain some insight into how the GA is
searching the space of neural controllers.

The behaviors of the agents were controlled by continuous-time, recurrent neural
networks, which Beer & Gallagher referred to as dynamical neural networks, and
which exhibit complex dynamic behavior. Given a particular neural architecture,
GAs were employed to find the settings of the thresholds and time constants of each
neuron, and the weights of the connections between them. The goal was to produce
the most appropriate behavior for a given body of an agent and an environment.

The genotype describing the parameters of a neural network consisted of real
2i.e. orientation to a chemical stimulus.
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numbers discretized and encoded in a fixed number of bits. Beer & Gallagher
utilized Dynamic Parameter Encoding (DPE) to dynamically change the mapping
between a real parameter and a fixed set of bits based on statistics collected during
the evolution of a neural controller.

Vaario et al. (1997) proposed a method for modeling the growth of neural struc-
tures based on diffusion field modeling and genetic factors. Using the method,
Vaario et al. were able to create neural structures to control some simple behav-
iors, e.g. light seeking, of an artificial creature in a simulated world.

In (Vaario et al. 1997) the growth of neural connections was based on a model
called Diffusion Limited Aggregation (DLA). Each connection consisted of cell el-
ements that were competing for diffusion matter. A connection receiving more
diffusion matter was forced to grow utilizing probabilistic cell divisions and a con-
nection not receiving diffusion matter was depressed and gradually removed giving
more space for other connections to grow. The grown connections were used to
propagate ’chemical’ signals from one neuron to another, all the way from sen-
sors to actuators. The adaptation of connections was established by using local
reinforcement learning that increased or decreased the connections’ probability of
growing and their ’viability’ based on the activity levels of presynaptic neurons.
Using this approach, Vaario et al. evolved a simple light seeking behavior with col-
lision avoidance for a simulated ’creature’ whose control system consisted of only
five neurons in addition to five ambient light sensors and two motor neurons.

Like Vaario et al., Astor & Adami (2000) utilized AC in their approach. Astor &
Adami introduced a model of decentralized growth and development for Artificial
Neural Networks. In the model, each individual artificial neuron is an autonomous
unit whose behavior is determined solely by genetic information and local concen-
tration of substrates. The chemicals and substrates in turn are modeled by simple
Artificial Chemistry. Astor & Adami’s goal was to design, implement, and evaluate
a more flexible and evolvable ANN model with the goal of shrinking the gap be-
tween models based on neurophysiology and engineered ANNs. The model is build
on four principles known to be important in biological neural systems: coding,
development, locality, and heterogeneity.

Husbands (1998) introduced an artificial nervous system (GasNets) inspired by
two aspects of biological neuronal networks: the heterogeneity of intrinsic nerve cell
properties and the modulation of these properties by diffusing nitric oxide, emitted
from within the nervous system. In GasNets, the heterogeneity was described in
terms of transfer functions at the nodes, and the modulation of intrinsic properties
in terms of changing the functions as the network runs.

GasNets consisted of units connected together by excitatory, and inhibitory links
with weights +1 and -1, respectively. The output of a node was a function of the
normalized sum of its inputs. In addition, an abstract process analogous to the
diffusion of gaseous modulators was introduced: some of the neurons were able to
emit ’gases’ which diffused and changed the properties of other neurons’ transfer
functions. GasNets function in 2-D space, and thus their geometric structure has
an important role in describing the effects of diffusing ’gases’ to the properties of
neurons. Using GasNets, Husbands was able to consistently evolve successful robot
behaviors in simulations.
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Ziegler & Banzhaf (2001) proposed a method of programming Artificial Chemis-
tries (ACs). The emerging capabilities of the system’s dynamics were used for
information processing purposes.

In AC the data to be processed is represented by ’molecules’ and the processing
of data is represented by the ’reactions’. In AC the input and output are modeled
by concentrations of special ’molecules’. The output ’molecules’ change in concen-
tration according to changes of input flow and due to internal metabolic reactions.
In order to achieve the desired input-output mapping, the right internal reactions
must be set up.

Ziegler & Banzhaf applied an Evolutionary Algorithm in order to create bio-
chemically plausible reaction graphs that fulfilled material balance.

Kodjabachian & Meyer (1998) have used the SGOCE paradigm to evolve devel-
opmental programs capable of generating recurrent neural networks to control the
behavior of artificial insects.

Floreano & Urzelai (2001b) have studied the evolution of morphogenetic plastic
networks. In their method, the genetic string encodes both the rules by which a
neural network develops in space and time, and the rules by which the synaptic
connections vary their strength while the organism interacts with the environment.
Applying the approach, Floreano & Urzelai were able to evolve adaptive behaviors
for both simulated and real robots.



3 Evolutionary computation

Evolutionary Computation (EC) is a general term for several computational tech-
niques which are based, to some degree, on the evolution of biological life in the
natural world. The field of Evolutionary Computation dates back to the early
1970’s when Holland (1973) proposed the basic principles of the Genetic Algorithm
(GA).

The genetic algorithm is inspired by natural selection, which is a mechanism
that postulates the survival of the fittest: fit individuals are the likely survivors in
a competing environment. GA uses a direct analogy of such natural evolution in
an artificial medium. The standard form of GA (Holland 1973, Goldberg 1998) is
the starting point for almost all new work within the field of Evolutionary Com-
putation, and hence it is described in detail here.

GA is a computer simulation in which a population of abstract representations
of candidate solutions to an optimization problem are stochastically selected, re-
combined, mutated, and then either eliminated or retained based on their relative
fitness. Figure 1 illustrates how GA cycles through the populations.

GA presumes that the potential solution of any problem is individual and can
be represented by a set of parameters. These parameters are regarded as the genes
of a chromosome, which can be structured by a string of values usually in binary
form. A positive value that is generally known as the fitness value is used to reflect
the degree of goodness of the chromosome for the given problem (Man et al. 1999).

During the artificial evolution, the current population of individuals form a gene
pool, that is used to create the next generation of solutions. The gene pool can be
thought of as a set of available options for the next generation. The next generation
is created from the gene pool by applying genetic operators like recombination and
mutation. Throughout the genetic evolution, the recombination of fit chromosomes
has a tendency to yield high quality offspring that approach the optimal solution
in the course of the evolution process.

Recombination is a process which takes at least two genotypes and produces a
new genotype by mixing the genes of the selected originals. Crossover is the most
common form of recombination in biological systems. In the one-point crossover
the genotypes of the originals are split into two parts at the crossover point: the
new individual is created by splicing the halves. The effect of crossover is to mix
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Figure 1. The GA cycle. A Genetic Algorithm is initialized with random

initial population. The GA exits when the population has converged to a

solution, i.e. an optimal individual has been found, or processing time has

elapsed.

existing genetic material that contributes to the fitness of the individual. As the
recombination operates only on the existing genetic material, a process is needed
that brings innovation to the genetic evolution. Mutation is a process that is used
to change the values of the genes in a random manner. Mutation effectively helps
a GA to escape local minima and explore the whole fitness landscape. Figure
2 illustrates the operation of one-point crossover and mutation. Multi-point and
uniform versions of the crossover operator also exist (Man et al. 1999). In general,
the use of some particular crossover technique is problem oriented. The basic
concept in crossover is to exchange gene information between chromosomes. An
effective crossover operation can reduce the time necessary for the search process
to converge to a solution.

The outcome of the interpretation process or morphogenesis of a genotype is
called a phenotype. The phenotype is the result of the decoded genotype and
the fitness of an individual is regarded as the goodness of the phenotype in its
environment.

Prior to the successful use of GA, an encoding scheme must be defined for
the genotype. The encoding provides the mapping between the genotype and the
resulting phenotype. Direct encoding is the most simple encoding scheme as there
is direct mapping from genes to the properties of the phenotype that is being
evolved.

Indirect encoding generally utilizes a development program (Fleischer & Barr
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Figure 2. Standard genetic operators: recombination (one-point crossover)

and mutation. Recombination and mutation are used to mix existing genetic

material, and to introduce random changes into the genes, respectively.

1994, Gruau & Quatramaran 1997, Kodjabachian & Meyer 1998, Floreano & Urze-
lai 2001b), which interacts with the genotype, and sometimes with the environment
and produces the final phenotype as a result of these interactions. Indirect encod-
ing provides a way to reduce the complexity and the size of the genotype and helps
to create more regular or modular phenotypic patterns. Indirect encoding can also
help the search algorithm to escape from local minima as the phenotype is more
sensitive to small changes in the genotype than with direct encodings. However,
an encoding scheme that is too sensitive to initial conditions can make the fit-
ness landscape extremely rugged, making it difficult for the search algorithm to
converge.

In GA, the phenotype is evaluated and the fitness value measures the perfor-
mance of the individual and the corresponding genotype. The fitness value is used
to make the decision on which individuals form the next generation. The most
common selection technique is the fitness-proportional selection, also known as
roulette wheel selection (Davis 1991): individuals are given selection probabilities
proportionally to their fitness values. Another simple method is (µ, λ)-selection
(Bäck 1996) in which the parents of an individual are randomly selected among
the λ fittest individuals, population size being µ. Sometimes elitism might be used
to make sure that the fittest individuals are transferred to the next generation
intact and that their genes are not lost during the stochastic selection process.

3.1 Discussion

Evolutionary Computation (EC) is a general term for several computational tech-
niques which are based, to some degree, on the evolution of biological life in the
natural world.

As a numerical optimizer, the solutions obtained by the GA are not mathemati-
cally oriented. Instead, GA possesses an intrinsic flexibility and freedom to choose
desirable optima according to design specifications. Whether the criteria of con-
cern be nonlinear, constrained, discrete, or multi-modal, the GA is entirely equal
to the challenge (Man et al. 1999).



28

An EC technique is used successfully in this thesis to evolve dynamic recur-
rent neural networks (DRNNs) for mobile robots. In this problem domain EC
techniques are particularly useful as the complex interaction between the robot
and the environment is difficult to model. The use of artificial evolution to build
controllers for mobile robots is called Evolutionary Robotics (ER).



4 Evolutionary Robotics

.

4.1 Motivation

The term Evolutionary Robotics (ER) was first introduced 1993 by Cliff et al.
(1993). The idea behind ER is to create a control system for a mobile robot by
utilizing methods of artificial evolution. The motivation for ER stems from the
fact that it is difficult to design autonomous systems purely in top-down manner
as the complex interaction between the system and its environment is difficult to
model and predict. ER tries to alleviate this difficulty by letting artificial evolution
discover the most suitable control system, based on the selection criterion or fitness
function defined by the experimenter. ER can also be seen as a synthetic approach
to studying the mechanisms of adaptive behavior, and it might provide new insights
into how complex and purposeful behaviors can be generated by a simple control
system that interacts with its environment. (Nolfi & Floreano 2000).

4.2 Evolution and learning

The basic idea in Evolutionary Robotics is to train a control system using incom-
plete data and then let the controller generalize the acquired knowledge for new
situations. The control system is often a neural network, which provides suitable
building blocks for artificial evolution. The main purpose of the approach is to
avoid top-down engineering of the system in situations where the environment is
complex and unpredictable.

Although various learning algorithms exist for neural networks, which is by far
the most commonly used computational paradigm for describing a control system
in Evolutionary Robotics, they are often constrained in respect to suitable neural
network architectures. In addition, the neural network learning algorithms typically
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require training samples, which in general are difficult to obtain for a dynamic
system defined by the robot and its environment.

Artificial evolution is considered as a form of learning in the context of ER. The
emphasis in ER is on self-organization in the sense that the evolutionary process in
general does not introduce constrains on what can be part of evolution. However,
the artificial evolution is not a self-organizing process in its strict meaning, because
the evolution process needs supervision in the form of fitness values and is not
purely data driven like the self-organizing map (Kohonen 1990), for example.

Perhaps the strongest motivation for using ER is that it provides an opportu-
nity to observe the resulting evolution process. As Beer (1997) pointed out it, is
important to investigate the relationship between learning and behavior and also
consider learning as slow dynamics. Although a lot of work has been done in ER
to investigate sensory motor strategies of an evolved artificial life-form, the obser-
vation of the resulting adaptation process has been almost totally ignored. One
reason for this might be that the Evolutionary Computation methods which have
been used have not been particularly suitable for these kind of observations. These
problems have been considered in the design of SENMP, which provides a tool for
observing the gradual changes a system undergoes under environmental changes.

In general, evolution and learning are adaptive mechanisms that operate on
different time scales and exploit different mechanisms. Although the advantages of
learning are clear, as it helps an organism or a system to adapt in a short time scale
to environmental changes, learning has also disadvantages because it can delay an
organism in achieving fit behaviors, and it can make an organism more prone to
physical damage at its early stages of life. (Nolfi & Floreano 2000).

The interaction between evolution and learning in robotics has been studied at
least by (Hinton & Nowlan 1987, Ackley & Littman 1992, Nolfi et al. 1994, Haveri-
nen & Röning 2002b). Hinton & Nowlan (1987) showed that learning smooths the
fitness landscape by sampling nearby ’solutions’. Like Hinton & Nowlan, Nolfi et al.
(1994) observed that the combination of evolution and learning produced better
individuals and faster. Nolfi et al. also reported evidence of the Baldwin effect.
Ackley & Littman (1992) evolved food-gathering organisms where a part of the neu-
ral circuit called the evaluation module provides reinforcement signals for the other
part called the action module. The learning algorithm used to change the weights
of the action module was based on a modified version of the Back-Propagation
algorithm. Ackley & Littman noticed that evolutionary-reinforcement produced
better results than evolutionary process or reinforcement learning alone. Ackley
& Littman also reported clear evidence of the Baldwin effect. Floreano & Urze-
lai (2001b) suggested genetically encoding and evolving different types of learning
rules found in biological brains. The rules are applied to the synaptic weights
starting always from random initial conditions. This way a neural network can
use different learning rules (plain Hebb, postsynaptic, presynaptic or covariance)
in different parts of the network. Applying the approach, Floreano & Urzelai were
able to evolve adaptive behaviors for both simulated and real robots. Haverinen
& Röning (2002a) showed evidence that Hebbian-like dynamics can emerge from a
pure selectionist process without an explicit activity dependent local mechanism.
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4.3 Competitive co-evolution

The basic idea of competitive co-evolution (Hillis 1990, Koza 1991, Angeline &
Pollack 1993, Rosin & Belew 1997) is to produce an evolutionary arms race in
an artificial medium, which produces a situation where different species co-evolve
and compete for the available resources. The rational behind the competitive co-
evolution is that it can produce solutions whose complexity increases incrementally
as each species tries to outperform the others. In addition, competitive co-evolution
might provide a tool for evolving artificial life-forms without a definition of a fitness
function. It can also help to avoid the bootstrap problem, as complex interactions
between species can provide a suitable strategy that alleviates the difficulties of ini-
tializing the evolution process. Furthermore, competitive co-evolution can help to
avoid local minima as the fitness landscape changes continuously while the species
evolve.

4.4 The role of the environment

The robot and the environment can be described as a dynamic system, which is
illustrated in Figure 3. The sensory state of the robot at any given time instance is
a function of both the environment and the robot’s previous actions. Because the
behavior of a robot is an emergent property of the interaction between the robot
and the environment, simple robots can produce complex behavior (Braitenberg
1984), which is difficult to predict or infer (as in all dynamic systems) from the
rules producing the behavior. The reverse is also true, as it is difficult to predict
which rules will produce a given behavior since the behavior is a result of the
interactions between the robot and the environment. These difficulties make it
currently very difficult to apply reductionism to those kind of systems that seem
to have an holistic nature.

4.5 Discussion

Evolutionary Robotics is a technique that uses artificial evolution to develop control
systems for mobile robots or even the morphology of a robot. Even though, ER
has been successfully used to design purposeful behaviors for mobile robots, the
future will show if it can be applied to create a truly intelligent robot that exhibits
complex and coordinated behavior beyond the simple, yet very useful, behaviors
that researchers have managed to demonstrate so far.

Despite the limited success, the motivation behind ER is strong: biological
evolution. Even thought the original Darwinian evolution theory has turn out to
be too restrictive, it is clear that natural selection has an important role in the
development of complex skills and adaptation.

The time aspect is important in ER as most of the experiments have to be
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Figure 3. A robot and its environment describe a dynamic system: each

action the robot takes affects the robot’s perception about the state of its

environment.

conducted using simulators. Only the most simple experiments can be carried out
exclusively with real robots. Even then, the evolution of the control system can
take days, or even weeks. On the other hand, the preparation of the simulation
can also take a long time, in particular, when the control system should also work
in the real world, which means that the simulation should model, as accurately as
possible, the dynamics of the real world environment.

Today ER is mainly used to develop robots whose only goal is to fulfill designers’
needs: only the final result matters. Sometimes the evolved behavior is analyzed
in order to understand the resulting behavior. However, the observation of the
evolution process have been mainly discarded. One reason is that standard GAs are
utilized, which rely on radical mutations, and hence do not show very interesting
behavior for the external observer. Radical mutations are necessary in order to
maintain the diversity of the population. However, when the system approaches
the solution, the effect of mutation can be decreased in order to fine tune the
system. Now, if the environment of the system is changed slightly, during the fine
tuning phase, and the system is forced to approach a neighboring solution, it is
possible to observe the gradual changes (nearly continuous) the system undergoes
under the selective pressure. By observing the process, it might be possible to have
experimental evidence on how the system adapts, and to gain new insights on how
a self-organizing process, capable of rapid adaptation, could be formulated.



5 Artificial Neural Networks

The Artificial Neural Network (ANN) is a well established computational paradigm
within the field of AI. Artificial Neural Networks have a strong biological motivation
which is based on the observation that the human brain computes in an entirely
different way from a digital computer. The brain is a massively parallel and highly
complex nonlinear information processing system which is composed of various
types of neurons that are connected to thousands of other neurons by axons and
geometrically complex dendritic trees. Even though each neuron operates on a
millisecond time scale, the brain is capable of performing effortlessly certain com-
putations like pattern recognition and motor control many times faster than any
digital computer. In addition, the brain is capable of highly abstract and adaptive
thinking, which is not possible with the computers existing today.

The modern era of ANNs dates back to 1943 when McCulloch & Pitts (1943)
introduced a logical calculus of neural networks that combined the studies of neu-
rophysiology and mathematical logic. McCulloch & Pitts showed that a network
which is composed of threshold units can compute any computable function. In
other words, neural networks are universal approximators. Since the 1940’s, neural
networks have established themselves as an interdisciplinary subject with connec-
tions to neurosciences, psychology, engineering, and mathematics. (Haykin 1999).

In standard neural networks, knowledge is stored into interneuron connection
strengths known as synaptic weights. Suitable synaptic weights are found by a
learning algorithm, which provides a well defined way of updating the synaptic
weights in order to attain a desired design objective. The use of a neural network
offers the following useful properties and capabilities (Haykin 1999):
Nonlinearity: a neural network consisting of nonlinear neurons is itself nonlin-
ear. Nonlinearity is a highly important property when the underlying physical
mechanism responsible for generation of the input signal is inherently nonlinear.
Input-Output Mapping: a neural network can be trained to perform input-
output mapping without invoking a probabilistic distribution model for the training
samples.
Adaptivity: a neural network trained to operate in a specific environment can be
retrained to deal with minor changes in the operating environmental conditions.
Evidential response: when a neural network is used for a pattern classification
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task, it can be designed to provide information about the confidence in the decision
made.
Contextual Information: knowledge is represented by the very structure and
state of the neural network. Furthermore, every neuron can be affected by all the
other neurons in the network. Consequently, contextual information is dealt with
naturally by a neural network.
Fault tolerance: under adverse operating conditions, a neural network exhibits
graceful degradation in performance rather than catastrophic failure.
VLSI implementability: Neural networks are well suited for implementation
using Very Large Scale Integration (VLSI) technology.
Uniformity of Analysis and Design: the same notation is used in all domains
involving neural networks.
Neurobiological Analogy: The brain is living proof that fault tolerant and
parallel processing is physically possible, fast, and powerful.

5.1 Neuron models

In general, neural networks are composed of nonlinear neurons. A nonlinear model
of a neuron is presented in Figure 4 (Haykin 1999), which is basically a linear
combiner with a nonlinear activation function.
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Figure 4. Nonlinear model of a neuron. The neuron acts as a linear combiner

to provide the action potential vk for the nonlinear activation function ϕ(vk)

that produces the neuron output yk. The constant input x0 = 1 implements

the bias for the neuron model.

The inputs {xi : i = 0, 1, ..,m} are multiplied by the corresponding synaptic
weights {wki : i = 0, 1,m}. The products are summed together to produce the
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induced local field, i.e. activation potential vk of the neuron k. The role of the
activation function ϕ(vk) is to limit the amplitude of the neuron’s output yk to
some finite value, and hence it is also referred to as a squashing function. The
output of a neuron can be described by Equations 5.1 and 5.2. The constant input
X0 in Figure 4 is used to provide a bias for the corresponding neuron.

vk =
m∑

j=0

wkjxj (5.1)

yk = ϕ(vk) (5.2)

Various activation functions can be used in the neuron model. The most fre-
quently used functions are the threshold function, a piecewise linear function, and
the logistic function. Examples of the aforementioned functions are shown in Fig-
ure 5. The logistic function in Figure 5 is sigmoid and its definition is given in
Equation 5.3, where a is the slope parameter. Another frequently used sigmoid ac-
tivation function is the hyperbolic tangent function in which the values are spread
through the interval [−1, 1] rather than [0, 1].

ϕ(v) =
1

1 + exp(−av)
(5.3)
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Figure 5. Different activation functions: a) threshold function, b) piecewise

linear function, and c) the logistic function. The logistic function is plotted

for slope parameters 1.0, 0.5, and 0.25 respectively.

5.2 Network architectures

In general, three different classes of neural network architectures can be identified:
single-layer feedforward networks, multilayer feedforward networks, and recurrent
networks. An example of each network architecture is shown in Figure 6.
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A single-layer feedforward network has an input layer and one1 computational
output layer. The role of the input layer is to project the input pattern on to the
output layer without performing computation on the input pattern. In contrast, a
multilayer feedforward network has more than one layer in addition to the input
layer. The layers between the input and output layers are called hidden layers,
because they are not“visible” to the environment. The neurons of the hidden layers
are called hidden neurons or hidden units. In multilayer networks, an activation
pattern fed into the input layer propagates through the subsequent computational
hidden layers, finally arriving to the output layer, which produces the network’s
response for the input pattern.

A feedforward neural network is strictly acyclic. In other words, starting from
the input layer, each layer is connected only to the layer(s) above it, but not vice
versa. In contrast, a recurrent neural network has also feedback connection(s)
in addition to the forward connections. Recurrent neural networks can exhibit
complex dynamic behavior and they are more suitable than feedforward networks
for recognizing temporal patterns from the input data.

a) b) c)

Figure 6. Examples of the three fundamental neural network architectures:

a) single-layer network, b) multilayer network, and c) recurrent network.

Both feedforward and recurrent networks can be fully or partially connected. If
a feedforward network is fully connected then each neuron of a layer is connected to
every neuron of the next layer. If a recurrent network is fully connected then every
neuron is connected to every other neuron in the network. If the neural network is
not fully connected, it is said to be partially connected.

5.3 The learning process

A neural network learning process is responsible for adjusting the free parameters
of the neural network, so that the performance, using some application dependent
metrics, of the network is improved. In general, the free parameters of a neural
network are connection weights and bias values which are being modified by the

1hence the name single-layer.
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learning process, while the network is stimulated by the environment. A set of
well-defined rules for the solution of the neural learning problem is called a learn-
ing algorithm (Haykin 1999). Today, there are number of learning algorithms for
various types of neural network architectures.

In general, there exist two different classes of learning algorithms - those that
involve a teacher, and those that do not. Algorithms that need supervision by an
external teacher are called supervised learning algorithms. The Back-Propagation
(BP) algorithm (Rumelhart et al. 1986) is a well known example of supervised
learning algorithms. Supervised learning algorithms are characterized by training
data or samples. Each training sample is a pair, consisting of an activation pattern
and a desired response, and the learning algorithm is used to minimize the error
between the desired response and the actual output of the network. The most often
used error measure is the mean of squared errors (MSE).

In situations where it is difficult, or sometimes even impossible, to obtain the
training data necessary for supervised learning algorithms, a paradigm called learn-
ing without teacher can be used. This paradigm can be further subdivided into
two different categories: reinforcement learning (Kaelbling et al. 1996) and unsu-
pervised learning.

Unsupervised learning relies on a task independent self-organizing process. In
other words, the learning process does not receive any external critique about its
state. Rather, the process typically relies exclusively on the statistical properties
of the input data, as is shown Figure 7, and is often implemented using competitive
learning rules. The Self-Organizing Map (SOM) (Kohonen 1990) is a well known
example of unsupervised learning algorithms.

Environment Learning system
state

Figure 7. Block diagram of unsupervised learning (Haykin 1999). The learning

system self-organizes on the basis of the statistics of the data it receives from

the environment and there is no interaction between the learning system and

the environment.

In reinforcement learning, the learning process is guided by the external (scalar)
reinforcement signal that indicates how well the learning system is performing. The
learning system then uses this external critique to modify the free parameters of the
system asymptotically bringing the system close the solution. Figure 8 illustrates
the reinforcement learning paradigm.

Reinforcement learning is closely related to the Evolutionary Computation para-
digm. Although both of these computational paradigms rely on external feedback
indicating how well the system is performing, there is some differences. In standard
reinforcement learning, e.g. Q-learning (Watkins & Dayan 1992), and the Adaptive
Heuristic Critic (AHC) (Barto et al. 1983), the system typically receives frequent
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Environment

Learning system

actions

state
Evaluation

Reinforcement

signal

Figure 8. Standard reinforcement learning model. The learning system, i.e.

the agent, and the environment are coupled together via the environmental

state and agent’s actions. The learning system selects actions that tend to

increase the long-run sum of the reinforcement signal.

feedback about the actions taken. However, EC techniques are often applied in
situations where frequent feedback is not available. Instead, the learning system
must rely on sparse reinforcement. In standard reinforcement learning the envi-
ronment has discrete sets of environment states and possible agent actions, which
is usually not the case in situations where Evolutionary Computation methods are
used.

Reinforcement learning has attracted rapidly increasing interest in the machine
learning and AI communities as it can be used to program agents by reward and
punishment, without needing to specify how the task is to be achieved. How-
ever, considerable computational obstacles have to be resolved before reinforcement
learning can truly be used for solving complex problems with large state and action
spaces (Kaelbling et al. 1996).

5.4 Pulsed neural networks

In recent years, neurobiological experiments have shown (Kuwabara & Suga 1993,
Bialek et al. 1991, Thorpe et al. 2001) that biological neural networks utilize the
exact timing of the action potential, which has an all-or-none nature, to convey
information and perform computation. This experimental evidence has inspired
researchers to study pulsed neural networks, which are used as an artificial analog
for biological neural networks composed of ’spiking’ neurons (Maass & Bishop
1998).

The integrate-and-fire neuron model is perhaps the most typical neuron model
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used in pulsed neural networks. Unlike the neuron models used in standard ANNs,
integrate-and-fire neurons communicate by a pulse code, rather than a rate code
or mean firing rate.

�
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u

presynaptic
spike

R C

postsynaptic
spike

t

u(t)

threshold

presynaptic spikes

postsynaptic spike

�

a) b)

Figure 9. a) behavior of postsynaptic potential of a spiking neuron. b) basic

circuitry for the integrate-and-fire neuron (Gerstner 1998) (used with permis-

sion).

As the name ’integrate-and-fire’ implies, the model integrates presynaptic spikes,
both excitatory and inhibitory, in the temporal and spatial domain. The next
output spike occurs when the postsynaptic potential reaches the firing threshold.
The firing of a neuron causes the postsynaptic potential to be lowered to some
predefined value. Next, after a refractory period, the neuron starts to integrate
presynaptic spikes again. The basic leaky integrator model is presented in Equation
5.4 and illustrated in Figure 9 (Gerstner 1998), where the postsynaptic potential
u is the voltage across the capacitor C, τm = RC is the time constant defining the
’leakage rate’, and I is the presynaptic input current.

τmu̇ = −u(t) + RI(t) (5.4)

The motivation behind the pulse code is based on neurobiological evidence that
imposes temporal constrains for the rate coding. In other words, it is argued that
the processing speed of the brain, e.g., in the visual cortex cannot be explained
using the rate code hypothesis – it takes only 100-150ms before the brain can
respond selectively to complex visual stimuli such as faces, but at the same time
the stimulus has to cross something like 10 layers of neurons on the way from the
retinal photoreceptors, which leaves for each individual neuron enough time to fire
only a 1 or 0 spike (Thorpe et al. 2001).

Codes based on the temporal relationship between firing neurons is a promising
alternative. Using temporal codes, it is possible to transmit a large amount of
information with a few spikes, as few as one or zero for each neuron involved in the
specific processing task (Thorpe et al. 2001).
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At present, pulsed neural networks are under intense research. A lot of theoret-
ical work has been done and applications have been reported like speaker indepen-
dent speech recognition (Liaw & Berger 1996), and face detection in natural scenes
(Van Rullen et al. 1998), for example.

5.5 Dynamic recurrent neural networks

The term Dynamic Recurrent Neural Network (DRNN) (Pearlmutter (1990), Beer
& Gallagher (1992)) is used in this thesis to refer to a recurrent neural network,
which is composed of neurons whose dynamics are governed by Equation 5.5, where
vk is the action potential2 of neuron k, wkj is the weight of the connection from
neuron j to neuron k, Ik is the external (sensory) input to the neuron k, τk is the
time constant3, and ϕ(vk) is the activation function, that can be interpreted as the
short-term average firing rate, i.e. the number of spikes traversing the axon in the
most recent 20ms time interval.

τkv̇k = −vk +
∑

wkjϕ(vj) + Ik (5.5)

The model described in Equation 5.5 is the same as the leaky integrator model
described in Equation 5.4, with the exception of continuous input and output, i.e.
ϕ is continuous. Neuron models of this form have been studied at least by Hopfield
(1984), Beer & Gallagher (1992), and Pearlmutter (1990).

All experiments in this thesis, excluding the XOR problem, were conducted using
the dynamic recurrent neural networks described above. However, the navigation
experiments, which are described in chapter 7, were conducted using a threshold
function4 as the activation function, which makes the neuron model similar to the
integrate-and-fire5 neuron. The rationale behind using the threshold function was
to make the model resemble more biological neurons with spiking outputs, and to
make the notion of ’correlated activity’ more biologically plausible.

5.6 Simulated Annealing

Simulated Annealing (SA) (Kirkpatric et al. 1983) is a widely used stochastic re-
laxation technique that is inspired by statistical mechanics and the formation of
crystals in solids during cooling. The idea behind simulated annealing is to use the
remaining ’thermal energy’ of a system to perturb the state of the system allowing,
it to escape from locally-optimal configurations and to approach the state of mini-

2vk can be interpreted as the mean membrane potential of the neuron.
3τ can be associated with the passive properties of the cell membrane.
4after each ’spike’ the action potential vk was reset to zero. Refractory period was not used.
5for convenience the term ’integrate-and-fire neuron’ is used in the remaining text to refer to

a leaky-integrate threshold unit.
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mal energy6 by carefully lowering the temperature of the system while maintaining
thermal equilibrium.

An energy function must be formulated prior the use of SA techniques for op-
timization. At each time step, the energy function defines the current ’thermal
energy’ of the system. For example, if the system that is being optimized is a con-
trol system of a mobile robot, the energy function gives a measure of how well the
robot is performing. Simulated annealing is used in this case to maximize fitness,
rather than minimize the energy of the system.

Let E(x) represent the energy of the configuration of the optimized system. In
SA, if E(xk+1) < E(xk), which means that the energy of the system decreases, or
correspondingly the fitness of the system increases, the change of the configuration
is accepted unconditionally. However, if E(xk+1) > E(xk), which means that
the energy of the system increases or correspondingly the fitness of the system
decreases, the state change is accepted with probability

p = e−∆E/T , (5.6)

where ∆E and T are the change of energy, and the current temperature of the
system, respectively. The higher the temperature, the more likely it is that state
transitions to higher energy levels, or lower fitness, will be accepted. Furthermore,
low energy states are strongly favored at low temperatures. Equation 5.6 represents
the Gibbs distribution, which is the stationary distribution of the state of a system
being in thermal equilibrium.

In the course of the SA process, the temperature T is decreased slowly. The finite
sequence of values of the temperature and finite number of transitions attempted at
each value of the temperature are combined into an annealing schedule or cooling
schedule.

Simulated Annealing provides a powerful tool for solving non-convex optimiza-
tion problems. It differs from conventional iterative optimization algorithms in
two important respects: 1) escape from local minimum is always possible when
the system operates at a non-zero temperature; and 2) the annealing process is
adaptive in that gross features of the final state are seen at higher temperature,
while fine details of the state appear at lower temperatures.

5.7 Synaptic plasticity

For almost two decades it has been clear that cortical representations in an adult
animal are not constant, but rather, are dynamic and continuously modified by
experience. The fields of cortical synaptic plasticity and cortical map plasticity
have been implicitly linked by the hypothesis that synaptic plasticity underlies
cortical map reorganization (Buonomano & Merzenich 1998).

A fundamental notion in neuroscience is that a change in the synaptic efficacy
between two neurons is a substrate for learning. The most well-known form of

6if biological terminology is used the goal is to maximize the fitness of the system.
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synaptic plasticity is associative, or Hebbian, synaptic plasticity.
In the book “The Organization of Behavior” (Hebb 1949), the Canadian psy-

chologist Donald O. Hebb proposed that enhanced synaptic efficacy would be the
repeated conjunction of presynaptic activity and the firing of the cell on to which
this activity was afferent: “when an axon of a cell A is near enough to excite a
cell B and repeatedly or persistently takes part of firing it, some growth process
or metabolic change takes place in one or both cells such that A’s efficiency, as
one of the cells firing B, is increased”. This idea has come to be known as Hebb’s
postulate for learning (Arbib 1995).

Key features, which at present form the basis of the contemporary understand-
ing of Hebbian synaptic modification are: local, interactive, and time-dependent
mechanisms. Thus, a Hebbian synapse may be defined as one that uses a time-
dependent, highly local, and strongly interactive mechanism to modify synaptic
efficacy as a function of the conjunction or correlation between post and presynap-
tic activity. Although Hebb’s original postulation did not explore the conditions
under which synaptic efficacy could decrease, it is obvious that in the absence of
a mechanism for synaptic depression, the synaptic efficacy could increase without
bound, or saturate at some asymptotic value. (Arbib 1995).

The Hebb rule and its variations have properties that are desirable in neural
computing, especially in supervised learning methods: they provide a way of form-
ing global associations between large scale patterns of activity in assemblies of
neurons using only the local information available at individual synapses.

Although induction of neuronal plasticity is believed to be governed by Hebbian-
like associative rules, the exact learning rules involved are not known. With regard
to learning rules in natural situations, the basic questions that are unanswered
are (Ahissar et al. 1998): 1) what is the associative requirement: correlation (or
contiguity) of firing, covariance (or contingency), or changes in either correlation
or covariance; 2) is plasticity specific to those neuronal pairs that fulfill the asso-
ciative requirement; and 3) is the associative requirement sufficient, or is there an
additional necessary factor (supervisor, critic, or a general ’enabler’).

Ahissar et al. (1998) has studied the necessary conditions, including those related
to behavior, for lasting modifications to occur in correlated activity in a behaving
monkey. According to Ahissar et al., neuronal mechanisms are controlled by be-
havior in mammals; he continues: “since learning is a behavioral phenomenon,
neuronal mechanisms underlying learning should ultimately be examined in be-
having animals”. According to Ahissar et al. “this is the only way we can have
reliable information about the neuronal mechanism involved in learning”. Using the
data which was obtained from simultaneous extracellular recordings of individual
cells, Ahissar et al. were able to show that the mechanisms underlying neuronal
plasticity in the cortex of monkeys predominantly obey the essential features of
the generalized Hebb rule. Furthermore, the results suggest a formulation of the
generalized Hebb rule in which modification depends on changes in correlated ac-
tivities; Ahissar et al. wrote: “The strength of a neuronal connection is modified
as a function of recent changes in the correlation between the activities of the two
cells. The modification function is strongly controlled by behavior” i.e. Ahissar
et al. suggested that“functional plasticity is a function of the change in correlation,
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and not of the correlation or covariance per se”.
Although Hebbian synaptic plasticity is by far the most studied form of synap-

tic plasticity, and is used in virtually all computational models of cortical plas-
ticity, it is not the only plasticity mechanism known to exist in biological neural
circuits. Other more recently discovered mechanisms promote homeostasis, sta-
bilizing network behavior in the face of changing inputs (Turrigiano 1998). One
form of homeostatic plasticity that has attracted considerable interest is activity
dependent synaptic scaling, which globally adjusts the strength of all synapses on a
given postsynaptic neuron in response to changes in average postsynaptic activity.
(Turrigiano 1998, Feldman 2002).

Synaptic scaling occurs in cultured cortical networks in response to experimen-
tal alterations in network activity: pharmacologically increasing network activity
causes a slow, compensatory decrease in the strength of excitatory synapses, and
decreasing activity results in an increase in excitatory synapse strength. Inhibitory
synapses, and excitatory synapses on to inhibitory interneurons, are also regulated
but in the opposite direction, so that changes in both excitatory and inhibitory
inputs tend to restore cell activity to baseline levels Thus synaptic scaling, unlike
Hebbian synaptic plasticity, regulates total synaptic drive but preserves relative
differences in strengths of individual synapses. (Feldman 2002).

Synaptic scaling has been proposed to function in vivo to help neurons retain
their basic response properties in the face of substantial changes in activity that
can occur during development and plasticity. In addition, by contributing to a sta-
bilization in firing rates, synaptic scaling may help to counteract the destabilizing
effects of Hebbian synaptic modification. Finally, synaptic scaling predicts that
strengthening of some inputs will lead to a scaling down of all synaptic strengths.
Synaptic weakening has been suggested to be the prelude to synapse elimination.
By reducing weak inputs in response to the strengthening of others, synaptic scaling
may contribute to the process of synaptic competition and elimination. (Feldman
2002).

In chapter 8, SENMP is analyzed in regard to Hebbian-like associative rules
and/or synaptic scaling. Approach proposed by Ahissar et al. (1998) to studying
synaptic plasticity is of particular interest due to the clear analogy between the
behaving animal and the behaving robot. Furthermore, observing synaptic plas-
ticity in animals that are undergoing or have undergone cortical representational
reorganizations is one of the future developments in neuroscience (Ahissar et al.
(1998),Mizrahi & Katz (2003), Fritz et al. (2003)). The results presented in chapter
8 suggest that Hebbian-like associative rules and synaptic scaling-like phenomena
can emerge under selectionist pressure in the ANNs of a behaving mobile robot.

5.8 Discussion

Neural networks are a well established computational paradigm within the field
of AI. They are well suited to pattern recognition tasks and to solving complex
nonlinear control problems that operate on noisy data. In recent years, neural
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networks have also found their way into mobile robotics, which has traditionally
utilized symbolic AI based methods and/or hand coded behaviors. One reason for
the popularity of neural networks in mobile robotics is the development of Evolu-
tionary Algorithms and reinforcement learning, which provide convenient ways of
operating with the simple structures of neural networks to develop useful functions
for the robots without laborious hard coding.

During the evolution of neural networks the theoretical studies of neural network
learning have mostly been concentrating on supervised learning algorithms, which
provide a well defined way of teaching neural networks when training data is avail-
able. However, there are situations where the training data is very difficult or even
impossible to obtain, and hence stochastic learning algorithms must be applied.
The analysis of stochastic learning algorithms is complex, which is one reason why
they have not received as much attention as supervised algorithms. Despite the
difficulties involved in stochastic learning methods, they have attracted increasing
interest in recent years because of biological plausibility and the increased compu-
tational power of modern computers. Furthermore, stochastic learning algorithms
can be used with various network architectures and neuron models, in contrast to
deterministic supervised learning algorithms, which are typically designed for some
particular network architectures.

Pulsed neural networks are perhaps the most recent step within the field of neural
networks. In recent years, the rate coding nature of standard neural networks has
been questioned. Indeed, there seems to be biological evidence that the short
term temporal aspects of neural firings and ensemble coding, i.e. knowledge is
represented by correlated activity of set of neurons, plays an important role in the
function of neural circuits. In the light of the new evidence, it seems that rate
coding cannot adequately explain the information processing power of the brain.
At present pulsed neural networks are under intense study and applications are
emerging.

It is generally accepted that Hebbian dynamics plays an important role in func-
tional neural plasticity, although the exact learning rules involved are not known.
One of the key feature, which at present forms the basis of contemporary un-
derstanding of Hebbian synaptic modification is the local nature of the process.
Synaptic scaling is another, more recently discovered form of synaptic plasticity
which promotes the stability of network function in the face of changing input
activity.

The adaptation experiments made in chapter 8 suggest that Hebbian-like asso-
ciative rules and synaptic scaling can emerge under selectionist pressure without
explicit local mechanisms. This is an intriguing observation in regard to neural
Darwinism, which is a theory of neuronal group selection proposed by Edelman
(Edelman 1987). Indeed, the experiments introduced in this thesis suggest that
Hebbian-like associative learning rules and synaptic scaling might be byproducts
of a selectionist process, and no explicit local mechanism implementing synaptic
plasticity is a necessity.



6 The Stochastic Evolutionary Neuron Migration
Process

6.1 Introduction

The original idea was to design, using some mechanism, a spatial pattern of com-
putational entities in n-space with simple lateral interaction rules, which could act
as a simple control system for a mobile robot, and which could adapt to a new
environment by undergoing gradual morphological changes, i.e. by exhibiting neu-
ral plasticity. The idea is based on the observation that nature has a remarkable
ability to create complex patterns on various scales from physical matter. If these
patterns are composed of entities that are able to interact with the environment,
i.e. they are not closed systems, a dynamic system emerges in which interactions of
entities are inevitably regulated by the physical reality, including space. Assuming
that space has an important role in defining the properties of a dynamic system
composed of laterally interacting entities, it is possible to modify the dynamics of
the system by altering the spatial pattern formed by the entities.

It is clear that the patterns that exist in living organisms are to a large extent
genetically determined. However, an infinite number of non-genetic spatial patterns
exist on various scales in the physical world that form dynamic systems which are
composed of interacting entities – both living and non-living. These patterns can
be a result of physical forces acting in the physical reality, e.g. the gravity in
start systems, or they can be a result of a complex stochastic selection process, i.e.
adaptation, as in population dynamics and spatial ecology (Tilman 1997, Hanski
1998). The dramatic effect of space on dynamic systems composed of laterally
interacting entities is perhaps best demonstrated by considering the tremendous
effect of continental drift on the population dynamics in earth.

It is clear that the dynamics of these systems and their effect on other systems
is difficult to understand, because we often live within the system itself and con-
tribute to its very dynamics. It is even more difficult to see if the dynamics has any
purpose. However, it seems evident that evolution would utilize the effect of space
when seeking a compact way of describing as complex a dynamic system as the
brain. Indeed, from a neurobiological viewpoint there is evidence of lateral interac-
tion among neurons in the sense that firing neuron tends to excite the neurons in
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the immediate neighborhood more than neurons farther away (Pinel 1997). More-
over, recent discoveries in neuroscience confirm the relationship between the shape
of neural tissue and its function (Csernansky et al. 1998, Castellano Smith 1999).
Using a technique called morphometrics, which is a mathematical way of study-
ing shape, investigators have found that in some brain disorders of developmental
origin, a functional abnormality in the brain may be accompanied by a structural
malformation. While differences in size seem less important, the deformities appear
consistent.

In SENMP, the efficacy of the connection between individual neurons is a func-
tion of the Euclidean distance between the neurons in 2-space. At present, the
model is exclusively based on lateral interaction between neurons, and no distinct
connections between neurons are used in order to emphasize the role of spatial
distribution of neurons in defining the behavior of the neural network (see Figure
11). This practice is based on the assumption that during the evolution of the
nervous system neural conduction was preceded by more primitive forms of com-
munication in which signals were propagated directly between neighboring cells.
Indeed this form of non-neural communication exists alongside neural conduction
in some cnidarians1. The basic cnidarian nerve net is a two-dimensional network
of neurons which has both a sensory and motor capacity, and in which there is no
distinction between axons and dendrites – nervous impulses, therefore, propagate
in both directions between cells. (Mackie 1990). The diffuse nervous system of a
hydra is illustrated in Figure 10 (Sharov 1998).

The use of a lateral interaction scheme without individually modifiable synapses
can also be justified by recent neurophysiological findings that non-local synaptic
interaction in different forms is a ubiquitous cellular phenomenon. Indeed, one
cannot always regard synaptic modifications as isolated local events, but must also
consider the direct and indirect interaction among different neighboring synapses
(Bi 2002). More precisely, there is growing evidence that in cultured networks
of hippocampal neurons, specific patterns of heterosynaptic modifications follow
the induction of long-term potentiation (LTP) or long-term depression (LTD) at a
particular synaptic connection. It appears that LTP and LTD both can spread to
other neighboring synapses.

Hence, the evolution of the nerve net can then be understood as facilitating
more rapid and more specific communication over longer distances, which would
both allow quicker responses and increase functional diversification between dif-
ferent cell groups (Mackie 1990). Most of the neurophysiological features of more
advanced metazoan nervous systems are actually present at the cnidarian grade
including multifunction neurons, action potentials, synapses, and chemical neuro-
transmission.

Even though the primary goal of this research was to create a process establish-
ing spatial patterns of interacting neurons capable of controlling a mobile robot, the
changes the process undergoes during adaptation after an environmental change
were also studied. Observation of an adaptation process is more fruitful if the
method implemented could successfully adapt to environmental changes in a grad-

1cnidarians include the corals, hydras, jellyfish, Portugese men-of-war, sea anemones, sea pens,
sea whips, and sea fans.
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Figure 10. The diffuse nervous system of a hydra. The nervous system of a

hydra is a web-like layer: whenever a neuron crosses another neuron the two

communicate by synapses. Nerve net stimuli on any one point radiate away

from that point as a triggered impulse.
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ual manner and follow to some degree continuous-time formalism. This requirement
for gradual change was a problem when an Evolutionary Algorithm (EA) was se-
lected for implementing the motion of neurons. In EA, the effect of a mutation
operator is usually radical in order to avoid local minima and explore fitness land-
scape effectively. On the other hand, the ’manual’ control of the mutation, e.g.,
mutation locking (Jakobi & Quinn 1998) was not desirable. The solution to this
problem combined ideas from the neuron migration process of the developing brain
and from the statistical mechanics.

6.2 The encoding scheme

Following the original idea, the purpose was to create, through some mechanism, a
spatial pattern of computational entities with simple interaction rules. The spatial
interaction scheme adopted for this work should have at least the following three
properties: lateral interaction, selectively sensitive neuron groups, and feedback.
The encoding scheme used in SENMP is illustrated in Figure 11.

Sensory input

Motor output

Region of influence

Feedback factor

Figure 11. Lateral interaction in SENMP. The line drawn through a neuron

represents the phase θ of the neuron. The feedback factors φ are drawn as

circles around the neurons as they can be thought to define a region inside

which the feedback is received. Each network consist of input, hidden, and

output neurons. Some of the input neurons can be considered as bias neurons

if their output is constant.
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As was mentioned, from a neurobiological viewpoint, there is evidence of lateral
interaction between neurons in the sense that a firing neuron tends to excite more
the neurons in its immediate vicinity than the more distant neurons. It was also
mentioned how primitive organisms, capable of producing sophisticated behaviors,
combine non-neural communication2 alongside neural conduction. Furthermore, it
was discussed how both LTP and LTD can spread to other neighboring synapses:
the change in efficacy of a synapse is not purely a local phenomenon but can be
an indirect result of activity dependent synaptic modification in nearby synapses.
In order to emphasize the above mentioned evidence and to reduce the complexity
of the resulting spatial encoding scheme, a neighborhood function based lateral
interaction strategy was employed.

The idea of using 2-D geometry to evolve neural networks has been studied
earlier by at least (Nolfi & Parisi 1995, Cangelosi et al. 1994, Husbands 1998, Jakobi
& Quinn 1998, Kodjabachian & Meyer 1998). With the exception of Husbands,
the spatial encoding scheme has been mainly a tool for defining the topology of
an ANN: the number of neurons and their connectivity. In Husbands’ GasNets,
however, network geometry has a crucial role in describing the modulating effect
of “diffusing gas” on neuron outputs. Although our approach is based on more
connectionist networks than Husbands’, it shares the important role of spatial
distribution of neurons in the function of the neural network.

In SENMP, the efficacy of a connection between two adjacent neurons is a func-
tion of the Euclidean distance that separates the neurons in 2-space. The efficacy
of the connections between the neurons of a neural network change as the neurons
migrate and their relative mutual distances change. Obviously, the synaptic modi-
fication in this scheme is not purely a local phenomenon: if the position of a single
neuron is altered in a region where the neuron has more than one nearby neuron,
all synaptic connections are modified respectively.

The neighborhood function used in this thesis is a bell-shaped Gaussian func-
tion. The definition of the neighborhood function is given in Equation 6.1 which
describes the efficacy of the connection between neurons j and k. In Equation
6.1 θi and θj are the phase terms of the connected neurons, dkj is the normalized
Euclidean distance of neurons in 2-space, σ2

j represents the region of influence of
the neuron j, φk is the feedback factor of neuron k, and Θ(φ) is the feedback
function of a neuron. The Gaussian function was selected because it is a con-
tinuous, monotonically decreasing function which asymptotically approaches zero
and has the maximum, i.e one, at zero (distance). These properties makes it an
ideal candidate for the lateral interaction scheme proposed here. The Gaussian
neighborhood function is responsible for defining the absolute physical limits for
the efficacy of any connection departing from a neuron. Figure 12 illustrates the
Gaussian neighborhood function in 2-space.

wkj = Θ(φk) sin(θk − θj)e−d2
kj/2σ2

j (6.1)

According Equation 6.1, connection weights are implicitly determined by the
spatial distribution of neurons and the neurons’ phases. The definition of nor-

2communication in which signals were propagated directly between neighboring cells.
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Figure 12. Illustration of the Gaussian neighborhood function in 2-space. The

peak is located at the center of a neuron.

malized distance dkj between neurons j and k is given in Equation 6.2 where
pi = [xiyi]T represents a position of the neuron i in 2-space.

dkj =
‖pk − pj‖

maxl �=m(‖pl − pm‖) (6.2)

In order to break the symmetry of the neighborhood function and to establish
both excitatory and inhibitory connections to the network, the parameter called
phase is introduced for each neuron state. The rationale behind the neuron phase
is to provide a way of making neurons selectively more sensitive to some neurons in
its local neighborhood than to others and to create orthogonal groups of neurons,
i.e. a set of neurons that do not interact with each other.

The term sin(θk − θj) in Equation 6.1 is a simple way of breaking the symmetry
of the neighborhood function and to provide different connection types using only
one parameter for each neuron. Furthermore, the phase term has an important role
in defining the network topology as it can make a neuron selectively more sensitive
to some subset of neurons in the network that to others. Indeed, the phase term
is a simpler and more elegant way of tuning the network connectivity than the
one used by Husbands (1998) and Jakobi & Quinn (1998), who used excitatory
and inhibitory ’connectivity segments’ in each neuron defining the connectivity
of the evolved neural network. For the segments, the neuron state contained six
parameters defining the radius, angular extent and orientation for both excitatory
and inhibitory connections.
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An important way in which time can be build into the operation of a neural net-
work in an implicit manner is through the use of feedback. In the neural network
literature, networks with one or more feedback loops are referred to as recurrent
networks. Recurrent connections are essential when a neural network has to rec-
ognize temporal patterns from the input data. The double pole balancing task
without velocity information presented in chapter 7 is an example of a situation
where recurrent connections are required in order to estimate the internal state
of the network. However, if feedback is applied improperly it can produce harm-
ful effects. In particular, the application of feedback can cause a system that is
originally stable to become unstable.

When feedback was incorporated into SENMP two problems had to be solved.
First, how feedback can be established using the lateral interaction scheme? Sec-
ond, how to make sure that the system is initially stable3?

SENMP tackles these problems by introducing the feedback factor φk for each
neuron k in the network. The rationale behind the feedback factor is that by
applying it, each neuron can tune the global feedback effect of the neurons in its
local neighborhood into the internal state of the neuron. More precisely, the outputs
of the neurons propagating through the recurrent connections are multiplied by an
asymmetric and bounded function Θ(φk) in the target neuron k. Prior to SENMP
all feedback factors are reset to zero and correspondingly Θ(φk) = 0. This means
that initial neural networks are feedforward networks and recurrent connections
evolve under the selection pressure during the migration process as the feedback
factors of the neurons get non-zero values when subjected to the random noise.
The definition of Θ(φk) in Equation 6.1 depends on whether the connection from
neuron j to neuron k is a forward connection, i.e. a connection from the lower
layer, or a recurrent connection, i.e. a connection from the upper or within the
same layer: Θ(φk) = tanh(φk) is used for recurrent connections enabling both
positive and negative feedback, and Θ(φk) = 1 is used for forward connections.

A solution to the non-Markovian double pole balancing problem requires ap-
propriate recurrent connections. The fact that SENMP can be used to solve this
problem validates the feedback scheme. The inability of SENMP to produce a solu-
tion for the DPNV task without recurrent connections was experimentally verified
by forcing the weights of the recurrent connections to zero: after 20,000 evaluations
the average fitness of the population did not increase from the initial level.

6.2.1 The Evolutionary Algorithm

The stochastic motion of neurons establishing the spatial organization of the neu-
ral network ensemble was realized by using an Evolutionary Algorithm (EA). The
fundamental reason for using the stochastic motion of neurons over developmental
models (Nolfi & Parisi 1991, 1995, Astor & Adami 2000, Cangelosi et al. 1994,
Vaario et al. 1997, Kodjabachian & Meyer 1998, Chavas et al. 1998) was to avoid

3stability in this context means that networks are not chaotic nor do they have equilibriums
or limit cycles that cause networks to be unresponsive to sensory information.
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heuristic constraints in pattern formation and to overcome the difficulty of design-
ing an artificial genome which develops into a particular pattern. In addition, the
stochastic process was used to learn and visualize how the neural network ensemble
behaves while adapting to the task at hand.

The genotype Gi of the neural network i is a list

Gi = (�gk : k = 0, 1, . . . , n − 1),

where n is the number of neurons and the gene �gk of the neuron k is

�gk =
(
xk, yk, θk, φk, τk, 2σ2

k

)T
,

where xk, yk, θk, φk, τk, and σ2
k are the coordinates in 2-space, phase, feedback

factor, time constant, and the region of influence of the neuron k, respectively.
Index k specifies whether �gk represents an input neuron, a hidden neuron, or an
output neuron: k = [0, l − 1] for input, k = [l, l + m − 1] for hidden, and k =
[l + m,n − 1] for output neurons, where l and m are the numbers of output, and
hidden neurons, respectively. Correspondingly, the number of output neurons is
n − (m + l) > 0.

SENMP4 is started by creating a list P of random genotypes

P = (Gn : n = 0, 1, . . . , N − 1),

where N is the population size, i.e. the number of neural networks in the neural
network ensemble. For each neuron, i.e gene k, the phase θk gets a random value
between [−π, π] and the coordinates xk and yk, and τk get random values between
[−λ, λ], where λ is the maximum amplitude of the random noise ν introduced to
the parameters �gk of the neuron (gene) k by the mutation operator. The region of
influence σ2 is initialized with some suitable5 real value and the feedback factor φ
is initialized, in general, to zero for all neurons, meaning no recurrent connections
prior to the adaptation process.

After the initial neural network ensemble is created, a fitness function f(G) is
used to assign a fitness for each genotype (neural network) G. A new neural network
ensemble is created from the previous ensemble using roulette wheel, i.e. fitness
proportional selection. Two different parents are selected for the new individual,
which is built up by taking each of its �gk (gene or neuron) randomly from one
of its two parents from the genotype index k. After recombination, the mutation
operator is applied for each gene (neuron) of the new individual in such a way that
for all k the new mutated gene �g′k is

�g′k = �gk + �ν,

where
4see Appendix A for implementation details.
5σ2 = 0.025 was used in the experiments presented in this work. This value was chosen in

order to constrain the region of influence of any neuron approximately to the normalized distance
0.5, in which the Gaussian neighborhood function is close to zero. This decision was also based
on the analysis presented in section 8.4.
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�ν = (νx, νy, nθ(νθ), n(νφ), n(ντ ), νσ2)T ,

where νx,νy, νθ, νφ and ντ get random values from the interval [−λ, λ], νσ2 gets
a random value from the interval [−0.1λ, 0.1λ], nθ(ν) = 2πν/d, and n(ν) = ν/d.
After the mutation, τk and σ2

k of the new gene g′k are constrained to be positive real
numbers by replacing them with their corresponding absolute values. The reason
why νσ2 is constrained to the interval [−0.1λ, 0.1λ] is to emphasize the role of local
interaction in the model, but at the same time to allow the region of influence of a
neuron to vary in some limited degree in the long run.

The purpose of the nθ(ν) and n(ν) is to control the short term variances of the
parameters for which the normalization functions are applied6. Normalization de-
creases the effect of mutation into these parameters as the diameter of the neuron
distribution increases. In other words, the diameter of the neuron distribution can
be seen as the temperature of the system. Indeed, the evolution of the diameter of
the distribution is a direct analogy to the cooling schedule of the simulated anneal-
ing method (Kirkpatric et al. 1983). However, in SENMP, the ’cooling schedule’
is controlled by the evolution process, not by the experimenter. The effect of the
diameter of a neuron distribution to the variance, or standard deviation, of the
neuron position in 1-space is illustrated in Figure 13. Figure 14 shows an example
of the evolution of the diameter of a neuron distribution during a navigation ex-
periment. Figure 14 illustrates how the radius of the neuron distribution tends to
increase during the adaptation process decreasing the effect of mutation, i.e. noise,
to neuron positions and other normalized neuron parameters.

If normalization is not used for the parameters θ, φ, and τ then nθ(ν) = n(ν) =
ν. In general, the experiments conducted in this thesis use normalization of the
neuron phase θ. If the feedback plays an important role in solving some particular
task, e.g. the double pole balancing problem, normalization can be applied for
the feedback factor φ, which effectively enables SENMP to use larger jumps, at
the beginning of the process, for finding suitable feedback factors for the neurons.
When integrate-and-fire units are used, it can be desirable to used normalization
for the time constants τ in order to provide more complex dynamics. The effect of
normalization is studied in detail in chapter 8.

In order to further simplify and generalize the implementation of the SENMP
and to emphasize the locality principle in the definition of neuron state transitions,
a factored sampling (Ripley 1987, Arulampalam et al. 2002) based method was
implemented in addition to the standard EA based method. The factored sampling
method is identical to the EA based method with one exception: a new individual,
i.e. neural network, can be a recombination of 1 to N individuals of the previous
generation. This practice is justified because the geometrical structure plays an
important role in defining the behavior and dynamics of the neural network, and
each ’parent’ network brings its contribution to the final spatial pattern of the new
individual.

6for convenience this is called normalization of that particular parameter in the remaining
text.
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Figure 13. The variance of a normalized neuron parameter decreases as the

diameter of the neuron distribution increases. This plot illustrates the effect

of the diameter of the neuron distribution to the standard deviation of the

neuron position, in one dimension, that is subjected to a constant random

noise. The standard deviation is computed for ten random neuron positions

around 0.

Suppose that the neuron’s position, phase, feedback factor, time constant and
region of influence are encoded in a state vector X ∈ RNx , and the fitness values,
measuring the performance of the neural network that the current state of the
neuron is part of, observed at time t are denoted Zt, with a measurement history
Zt = (Z1, . . . , Zt). The Bayesian technique of factored sampling is a random-
sampling method of approximating a distribution p(X|Z) when it is too compli-
cated to sample directly, but when prior p(X) can be sampled, and the measure-
ment density p(Z|X) can be evaluated. Factored sampling proceeds by generating
a set of N samples s(n) from a priori p(X) and then assigning to each sample
a weight π(n) = p(Z|X = s(n)) corresponding to the measurement density. The
π(n) are normalized to sum 1 and then the weighted set {(s(n), π(n))} represents an
approximation p̃(X|Z) to the desired posterior p(X|Z), where a sample is drawn
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Figure 14. The evolution of the diameter of a neuron distribution during

a navigation experiment. The diameter of a neuron distribution is used to

control the variance of the normalized neuron parameters as is illustrated in

Figure 13. Cubic interpolation is shown with a solid black line.

from p̃(X|Z) by choosing one of the s(n) with probability π(n). As N → ∞ samples
from p̃(X|Z) arbitrarily close approximate fair samples from p(X|Z).

In SENMP, the measurement density p(Z|X) represents the normalized fitness
of the state X, i.e. a high fitness corresponds to a high probability. Consequently,
the posterior p(X|Z) tends to evolve to a distribution p(X|Zmax) that tries to
maximize the fitness of the set of N samples s(n) that represent the possible states
of a neuron. When the adaptation process has converged, i.e. the diameter of
the neuron distribution is large, the clusters of neurons are fairly localized and
correspondingly, the posterior p(X|Z) for each neuron is approximately unimodal.
However, at the beginning of the adaptation process, while the the diameter of
the neuron distribution is still small and the variability of the distribution is cor-
respondingly high, the posterior p(X|Z) can be multimodal supporting multiple
hypotheses. In other words, at the beginning of the adaptation process, SENMP
permits the set of N samples s(n) of a neuron to populate a large area of the state
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space and to effectively explore the fitness landscape. However, as the process
maturates and the system converges the clusters of neurons get localized and the
behavior of the system stabilizes.

As was mentioned, one motivation behind the factored sampling method is that
the decision about the next state of a neuron is made within the neuron itself
based on the global reward received by each state during the previous generation.
Now, if auxiliary knowledge were available in the form of an importance (density)
function g(X), it would be possible to apply the importance sampling (Ripley
1987) technique to improve the efficiency of the factored sampling. The idea of the
importance sampling is to concentrate samples, i.e. neuron states in those areas of
the state-space that contain most information about the posterior p(X|Z). This
means that sample positions s(n) are sampled from the g(X) rather than from the
prior p(X) and thus it is possible to avoid generating samples which provide a
negligible contribution to the posterior.

In order to utilize importance sampling, the importance function, i.e. auxiliary
knowledge must be defined. Rather than using function g(X), where X is the state
of a neuron, function g(X,ΛX) could be used, where ΛX represents the states of
the surrounding neurons. In other words, the state of a neuron and the states
of the surrounding neurons together are used to define where the next samples,
i.e. neuron states, are being drawn. Of course, the problem here is to define the
importance function g(X,ΛX). One idea is to find an approximation, e.g. a neural
network, of g(X,ΛX) during the early states of the learning process, and use X
and ΛX to represent the firing patterns of a neuron and its neighboring neurons.
The importance function g(X,ΛX) could then be used to approximate the effect of
synaptic rules and to guide neurons’ states to high fitness areas of the state space.
The use of importance sampling in SENMP is one of the future directions of this
research, and hence will be addressed in detail elsewhere.

The navigation experiment presented in section 7 was conducted successfully
using both the factored sampling approach and the standard EA based approach
without any observable difference in performance. Other experiments that are
documented in this thesis were conducted exclusively with the factored sampling
approach.

6.2.2 The neuron model

The neuron model used in the experiments is shown in Equation 6.3 where vk, ϕ, φk,
Ik, and wkj are the activation potential, the activation function, the feedback factor,
the current sensory input of the neuron k, and the connection weight between the
neurons j and k, respectively.

τkv̇k = −vk +
n∑

j �=k

wkjϕ(vj) + Ik (6.3)

Recurrent neural networks that use the neuron model shown in Equation 6.3,
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are referred to as Dynamic Recurrent Neural Networks (DRNNs) (Beer & Gal-
lagher 1992). Neuron models of this form have been studied by Hopfield (1984)
and have more recently been employed by a number of others in both a discrete and
continuous form (Pearlmutter 1990). Dynamic neural networks can exhibit com-
plex time dependent and oscillatory behavior and are therefore suitable, if used
appropriately, for creating complex behaviors for mobile robots.

All networks used in the experiments, excluding the XOR problem, presented
in section 7 were fully connected, excluding self connections, RDNNs. Given the
initial set of networks, the role of SENMP was to find the neuron parameters and
the spatial organization of neurons so that the desired behavior emerges.

6.3 Discussion

The purpose of SENMP is to provide a method of studying if, and how, artificial
neurons using a simple lateral interaction scheme can be arranged into spatial
patterns in 2-space that exhibit desired dynamics, i.e. behavior. The motivation
for this study stems from the observation that nature has a remarkable ability to
create complex structures composed of physical entities that interact via laws of
physics. It seems obvious that this interplay between physical form and overall
behavior is closely intertwined. Furthermore, the physical distance of the entities
forming the structure has a natural role in modulating the influence of one entity
to another.

It is clear that the above mentioned interplay between physical shape and lateral
interaction alone cannot explain how a biological nervous system functions. How-
ever, it is argued that this interplay have had more important role at the beginning
of the evolution of the nervous system before neurons had axons or dendrites.

SENMP utilizes a stochastic search in order to find the spatial distribution of the
neurons, together with the internal parameters of the neurons, in order to produce
the desired behavior. The stochastic process is used because it is difficult to imple-
ment a development program that would produce viable solutions. Furthermore,
by using a stochastic process it might be possible, when the system is subjected to
selectionist pressure, to gain new insights how this kind of artificial nervous system
adapts.

The idea that a control system can be created by finding a certain physical ar-
rangement, among other things, of interacting computational entities is appealing.
It might for example lead to an optical artificial nervous system that need not be
physically wired, and which can exhibit complex and purposeful behavior.

SENMP is currently based on the ANN paradigm and it can be questioned
whether this selection is biologically plausible or whether there could have been
better choices like cellular automata or asynchronous pulsed neural networks. The
main idea of this thesis was to study how spatially distributed computational en-
tities that interact laterally could be used to create control systems for mobile
robots. The reason why an ANN paradigm was used to implement the computa-
tions is the well established character of the paradigm. Furthermore, ANNs are
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universal approximators and DRNNs can exhibit complex dynamic behavior, which
makes them a good starting point for this kind of research. Indeed, it would be
interesting to study how this kind of spatial and lateral interaction would work for
example with asynchronous cellular automata where some of the cells would receive
sensory information and others would produce actuator commands. However, find-
ing appropriate rules for the cells and handling the asynchronous updating can be
a difficult task.



7 Experiments

In order to validate SENMP, two different problem domains were selected: robot
navigation and double pole balancing (Gruau et al. 1996, Stanley & Miikkulainen
2002). In addition, the XOR problem was used as a first validation test. The
robot navigation domain was an obvious choice because the primary purpose of
this thesis is to study new methods for creating purposeful behaviors for mobile
robots. Furthermore, the navigation task provides a convenient way of testing
incremental evolution as the difficulty of the task can be adjusted by gradually
increasing the complexity of the environment.

The pole balancing domain was selected for easier comparison with existing neu-
roevolution (NE) methods as it has been used as a reinforcement learning bench-
mark for the last three decades (Anderson 1989, Gruau et al. 1996, Michie &
Chambers 1968, Saravanan & Fogel 1995, Watkins & Dayan 1992, Whitley et al.
1993, Stanley & Miikkulainen 2002). Although most of the earlier comparisons
were done with a single pole, this thesis concentrates on the double pole system
which provides a more challenging problem.

The results of the double pole balancing experiments were compared with the
results documented in the literature. Furthermore, the C-language implementation
used to simulate the double pole system was the same as was used by Stanley &
Miikkulainen (2002) and which was based on earlier benchmark implementations.
The same implementation was used for easier comparison of the results.

Table 1 summarizes the experiments presented in this chapter and the neural
networks used in the experiments. Each set of experiments was run sequentially
in order to demonstrate that SENMP can consistently solve the given problem.
Various network architectures were used in order to demonstrate the feasibility of
SENMP with different activation functions and network topologies.

The strategy used to conduct the experiments was the following: 1) the XOR
problem for testing the feasibility of the SENMP; 2) the Markovian double pole bal-
ancing problem for comparing SENMP to other existing neuroevolution methods
with a well known benchmark problem; 3) the non-Markovian double pole balanc-
ing problem for comparing SENMP to other existing neuroevolution methods with
a well known benchmark problem, and for validating the feedback mechanism used
in SENMP; 4) a robot navigation problem, in various environments, in order to



60

Table 1. Experiments and networks. Table lists the experiments presented in this
thesis. In addition, the neural network topology used in each set of experiments are
shown. LIN, THR, TAH, and IFR stand for linear, threshold, hyperbolic tangent,
and integrate-and-fire units, respectively. In navigation experiments, (S), and (R)
stand for simulation and real world, respectively. Threshold and integrate-and-fire
units are separated in order to emphasize the role of leaky integrator model utilized
in navigation experiments. In XOR experiments, the leaky integrator model was
not used – consequently the units were standard threshold units with zero threshold.
In all experiments, σ2 was initialized to 0.025 and λ = 0.01.

Experiment Network Bias units
XOR 2(LIN)-2(THR)-1(THR) 0
DPV 6(LIN)-10(TAH)-2(TAH) 1
DPNV 3(LIN)-10(TAH)-2(TAH) 1
Navigation (S) 9(LIN)-30(IFR)-30(IFR)-2(TAH) 2
Navigation (R) 13(LIN)-40(IFR)-4(IFR) 0
Adaptation (1-17) 11(LIN)-30(IFR)-30(IFR)-4(IFR) 2
Adaptation (18-23) 11(LIN)-20(IFR)-20(IFR)-4(IFR) 2

test SENMP in the mobile robotics domain, and to have useful robot behavior for
mobile robotics applications; 5) real world experiments for validating the results
gained in the simulator; 6) adaptation experiments in the robot navigation domain
in order to observe the relationship of recent changes in neural activity and later
observed LTP/LTD.

7.1 The XOR problem

The XOR (Exclusive OR) problem is perhaps the most classical problem to test
the capability of a neural network for performing nonlinear separation of input
patterns. The XOR problem can be viewed as a special case of a more general
problem, namely that of classifying points in the unit hypercube. Each point in
the hypercube is either in class 0 or class 1. However, in the special case of the
XOR problem only the four corners of the unit square must be considered that
correspond to the input-output patterns (0, 0) −→ 0, (0, 1) −→ 1, (1, 0) −→ 1, and
(1, 1) −→ 0.

The network architecture for the XOR problem was 2-2-1. The activation func-
tion used at the hidden and output units was the threshold function with a zero
threshold. Recurrent connections and time constants were not utilized in XOR
experiments – the network was a fully connected feedforward network as shown in
Figure 17. The reason why recurrent connections and time constants were not used
was the fact that the XOR problem is a pure pattern classification problem without
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a temporal aspect. If the recurrent connections and/or the time constants would
have been used the solution would have taken into account the order in which the
input patterns were presented to the network1.

The XOR experiment was repeated 100 times. The average number of evalua-
tions needed to find a solution was 35 generations, The population size was 24. The
standard deviation for the number of evaluations was 31 generations. The evalua-
tion event is defined as the representation of all four possible input patterns to the
candidate solution. The fitness of a candidate solution is defined as 1/(MSE + ε),
where ε is an arbitrary small real number2, and MSE is the mean squared error
between the network output and the desired response3. Figure 15 shows the evolu-
tion of the average MSE of the neural network population for 20 consecutive runs
of the XOR experiment. In all cases, the population converges rapidly during the
first 100 generations. After 1,000 generations practically all candidate solutions
are capable of correctly classifying the four input patterns, i.e. MSE ≈ ε.

As can be seen from Figure 15, in some of the XOR experiments the average
MSE oscillates at the beginning of the adaptation process. The cause of these oscil-
lations is the combination of viable solutions and the high variability of the neuron
distribution at the beginning of the process, i.e. the viable solutions decrease the
average MSE while the high variability of the neuron distribution increases it by
breaking down a part of the solutions. As the process maturates the variability of
the neuron distribution decreases, which permits the process to converge, i.e. the
average MSE to approach ε. These kind of oscillations are typical in the XOR
experiments as the problem is easy to solve and consequently viable solutions may
exist with high probability at the very first random neural network populations.

The evolution of neuron distributions for four runs; D1, D2, D3, and D4 of the
XOR problem are shown in Figure 16, which illustrates how neuron clusters emerge
and organize during SENMP. For each XOR experiment, the final (generation
1,000) pattern formed by the neuron distribution is similar: the two hidden neurons
have arranged themselves near the corresponding input units and the output unit is
located on the line that separates the clusters formed by the input and hidden units.
This similarity suggests that the spatial distribution of neurons has an important
role in defining the behavior of the network. Furthermore, is suggests that all
solutions use a similar strategy in order to solve the problem. The neural network
corresponding to D1 in Figure 16 is presented in Figure 17 which shows a typical
solution for the XOR problem with an explanation of the network’s operation.

1This was actually tested and the ’solution’ was consistently found faster than with pure
feedforward networks. However, as expected, the ’solution’ was sensitive to the order of the input
patterns.

20.001 was used here.
3for convenience MSE is used hereafter interchangeably with MSE + ε.
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Figure 16. The evolution of neuron distributions for four runs D1, D2, D3,

and D4 of the XOR experiment. Dark, intermediate, and light gray are used

to indicate the neurons of the input, output, and hidden layers, respectively.

The image sequence (from left to right) shows the neuron distribution of the

neural network ensemble at generations 100, 300, 600, and 1,000. The average

σ (=
√

σ2) for each neuron cluster is shown with a gray circle at the center of

gravity of the corresponding cluster of neurons. The line drawn through the

center of a neuron cluster represents the average θ, i.e. phase of the neurons

within the cluster.
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Figure 17. An example solution for the XOR problem (corresponding to D1

in Figure 16). The network operates as follows: for the input pattern (0, 0) the

activation potential of neurons 2, 3, and 4 is zero, hence (0, 0) −→ 0. For the

input pattern (0, 1) the activation potentials for neurons 2 and 3 are positive,

and negative, respectively. This makes the activation potential of neuron 4

positive and hence (0, 1) −→ 1. For the input pattern (1, 0) the activation

potentials for neurons 2 and 3 are negative, and positive, respectively. This

makes the activation potential of neuron 4 positive and hence (1, 0) −→ 1. For

the input pattern (1, 1) the activation potential for both neurons 2 and 3 is

negative. This makes the activation potential of neuron 4 zero and hence

(1, 1) −→ 0.
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7.2 Pole balancing experiments

The pole balancing experiments were set up as described in (Saravanan & Fogel
1995) and (Stanley & Miikkulainen 2002). In double pole balancing experiments
two rigid poles are connected to a moving cart by an hinge. The cart is constrained
to move along a linear horizontal track. The neural network is used to apply force to
the cart to keep the poles balanced for as long as possible without going beyond the
boundaries of the track. The two poles must be of different length to be balanced,
i.e. they respond differently to different control inputs (Wieland 1990). In this
problem, the ratio of the natural frequencies of the poles determines the size of the
region of controllability (Wieland 1990).

The state of the cart-pole system, shown in Figure 18, is defined by the cart
position x and velocity ẋ, the first pole’s position θ1 and angular velocity θ̇1, and
second pole’s position θ2 and angular velocity θ̇2. The motion equations were
simulated by using the 4th order Runge-Kutta method with a step size of 0.02
seconds. All state variables were scaled to [−1.0, 1.0] before being fed into the
network. The network’s output response, i.e. action, serves as a force on the
simulated system. The force can get only two distinct values; -10N or 10N following
the common “bang-bang” approach for controlling the cart-pole system. The poles
were 0.1m and 1.0m long. The initial position of the long pole was randomly
selected from the interval [−1, 1] degrees and the short pole was set vertical. The
length of the track was 2.4m.

2.4m

��

�	

x

Figure 18. The cart-pole system used in the double pole balancing exper-

iments. An acceptable solution, i.e. neural controller must maintain the

balance of the system for 30 minutes of simulated time without going beyond

the boundaries of the track.
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Two different versions of the double pole balancing task were considered: Marko-
vian and non-Markovian. In the Markovian, case the neural network has complete
information about the state of the cart-pole system for making control decisions,
and hence all six state variables x, ẋ, θ1, θ̇1, θ2 and θ̇2 are input to the neural
network. In the non-Markovian version, the velocity information for both the cart
(ẋ) and the poles (θ̇1 and θ̇2) are omitted which makes the task more difficult be-
cause the network has to estimate the internal state in order to compensate for the
absence of the velocity information, which requires recurrent connections.

The “bang-bang”approach enforces the neural controller to apply non-zero force
to the cart, making the cart-pole system unstable. Controlling an unstable and non-
linear system with an ANN can be a difficult problem. Even though the proper
behavior of the system might be describable, it is difficult to provide training
examples for a supervised learning method for a system with complex dynamics.
Under such conditions, a gradient-based search of the weight space for minimum
error is unsuitable, making an EC based procedure more attractive for addressing
these kind of control problems.

7.2.1 Double pole balancing with velocity information

An acceptable solution for this task must maintain both poles balanced for 30 min-
utes of simulated time, i.e. 100,000 time steps. The fitness of the neural network
was measured as the number of time steps that both poles remained balanced. A
pole was considered balanced between -36 and 36 degrees from vertical. The DPV
experiment is illustrated in Figure 19.

cart-pole system SENMP network

y

G

( ), , , , ,

( ), ,

Figure 19. Description of the DPV experiment. y is the network’s response,

i.e. force applied to the cart, to the current state of the cart-pole system. G

represents the current state, i.e., genotype of the neural network. SENMP

receives the cart position and the angles of the poles in order to evaluate the

performance of the network.

SENMP was compared to the published results of five other neuroevolution



67

systems which are capable of solving the task. Saravanan & Fogel (1995) used
Evolutionary Programming (EP), which relies entirely on the mutation of con-
nection weights. Wieland (1991) used a standard Genetic Algorithm (GA) based
approach utilizing both recombination and mutation. The next two systems, SANE
(Moriarty & Miikkulainen 1996) and ESP (Gomez & Miikkulainen 1999) evolved
populations of neurons and a population of neural network blueprints that specify
how to create networks from the neurons that are assembled into fixed-topology
networks for evaluation. SANE maintains a single population of neurons, unlike
ESP which maintains a separate population for each hidden neuron position in the
complete network. NEAT (Stanley & Miikkulainen 2002) is a recent approach for
evolving neural network topologies along with connection weights. Through experi-
mental comparisons, Stanley & Miikkulainen (2002) have demonstrated that evolv-
ing topology along with connection weights can create a major advantage. Table 2
shows that SENMP performance is comparable to the best existing neuroevolution
(NE) methods with the smallest population size. However, the difference between
the average number of evaluations of NEAT and SENMP is statistically significant
(p < 0.005) favoring NEAT.

Table 2. Double pole balancing experiment with velocity information (DPV).
SENMP and NEAT results are averaged over 120 experiments. All other results are
averages over 50 runs. Standard deviations for the SENMP and NEAT evaluations
are 1911, and 2704 evaluations, respectively. The standard deviation for the other
methods were not reported. The table shows that SENMP results are comparable to
the best existing neuroevolution methods.

Method Evaluations Generations No. Networks
Ev. Programming 80,000 800 100
GA 307,200 150 2,048
SANE 12,600 63 200
ESP 3,800 19 200
NEAT 3,578 24 150
SENMP 4,519 94 48

The evolution of the average fitness of the neural network population for 20
runs of the DPV experiment is presented in Figure 21. The average fitness of
each experiment is plotted in Figure 21 until an acceptable solution for the DPV
problem has been found. The abrupt increase of fitness prior the solution in each
experiment suggests that the DPV problem is easy to solve as the SENMP do
not converge to a solution for several generations, as is the case with the DPNV
problem presented in the next section.

The network architecture used in the DPV experiments was 6-10-2 with 1 bias
node. The activation function used at the hidden and output layers was the hy-
perbolic tangent function. The most active output neuron represented the force,
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either 10N or -10N, applied to the cart. The network architecture is illustrated in
Figure 20. The population size used in the DPV experiments was 24.

6 10 2

B1

Figure 20. The 6-10-2 network architecture used in the DPV experiments.

The arrows are used to indicate fully connected layers. B represents bias

nodes.

Figure 22 shows the evolution of the neuron distribution of the neural network
ensemble for four runs of the DPV experiment. The figure illustrates how neuron
clusters emerge and the neuron parameters θ, φ, and σ evolve. The average feed-
back factor φ of a neuron cluster is shown as a colored circle, i.e. red and green
for negative, and positive values, respectively, around the center of gravity of the
neuron cluster. The φ is scaled with the average σ of the neuron cluster to make
the radius of the circle representing φ equal the corresponding radius of the σ at the
maximum absolute value of φ, which is 1. The average phase of a neuron cluster
is shown with the line drawn through the gray circle that represents the average σ
(=

√
σ2) of the cluster. Unlike in XOR experiments, it is difficult to see any clear

pattern in the neuron distributions shown in Figure 22. However, an interesting
detail can be seen in D3/GEN 334 of Figure 22, where the bias neurons, shown in
blue, form two separate clusters. This implies that the precise location of the bias
neuron is not a critical factor in this case as the cluster of bias neurons is widely
distributed in space. Indeed, the spatial variance of a neuron cluster gives evidence
of how important it is for a neuron to maintain its precise relative position to other
neurons for the proper operation of the neural network. Small spatial variance
implies that the corresponding neuron location is a critical factor in the network’s
operation. However, a large variance suggests that the network is in a state in
which deviation of the spatial location of a neuron is tolerated.

The pole angles and the corresponding cart position for the neural network
ensemble corresponding D2 in Figure 22 is shown in Figure 23 for 500 time steps,
i.e. 10 seconds. The plots illustrate how the two poles are kept balanced and the
cart remains at the required interval. The cart position plot shown in Figure 23 is
quasiperiodic with a period of approximately 150 time steps, i.e. 3 seconds. The
plot also shows that the cart is moving within the interval [−0.2m, 0.2m] which
is well within the required interval, [−1.2m, 1.2m]. The data in Figure 23 clearly
demonstrates that SENMP is able to solve the DPV task.
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Figure 21. The evolution of the average fitness of the neural network popu-

lation for 20 runs of the DPV experiment. For all experiments the average

fitness of the population is plotted until a solution is found. The average

fitness represents the average number of time steps the system is in balance.

Each 500 steps corresponds to 10 seconds. Different gray scale is used for

each individual run of the experiment.
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Figure 22. The evolution of neuron distributions for four runs D1, D2, D3,

and D4 of the DPV experiment. Dark, intermediate, and light gray, are used

to indicate the neurons of the input, output, and hidden layers, respectively.

Bias neurons are shown with a blue color. The average σ (=
√

σ2) for each

neuron cluster is shown with a gray circle at the center of gravity of the

corresponding cluster of neurons. The line drawn through the center of a

neuron cluster represents the average θ, i.e. phase of the neurons within the

cluster. The mean feedback factor (scaled with σ) of a neuron cluster is shown

with green and red circles for positive and negative values, respectively.
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Figure 23. The dynamics of the double pole system. These plots show the

position of the cart and the angles of the two poles for 500 time steps, i.e.

10 seconds. The system is controlled by a neural network that represents

an acceptable solution for the DPV problem. The plots illustrate how the

cart stays within the 2.4m long track, i.e. at the interval [−1.2m, 1.2m] while

the poles are kept balanced. This data is produced by the neural network

ensemble corresponding to D2 in Figure 22.
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7.2.2 Double pole balancing without velocity information

The setup for the double pole balancing without velocity information (DPNV)
problem (Stanley & Miikkulainen 2002) is identical with the setup of the DPV
problem. However, in this case, the problem is non-Markovian as the network does
not receive the velocity information of the cart and poles, making the task more
difficult as the network has to estimate the internal state, i.e. exhibit memory, of
the network in lieu of velocity information. The DPNV experiment is illustrated
in Figure 24.

SENMP was compared to the published results of three other NE systems that
are able to solve the DPNV problem. Table 3 shows that SENMP requires the
fewest evaluations to complete the DPNV task. In addition, SENMP finds solutions
by using a population size, which is over an order of magnitude smaller than the
next smallest population size suggesting that SENMP can effectively search the
fitness landscape and maintain the diversity of the population despite the small
population size used. The results presented in Table 3 were obtained without
normalization of the feedback factors.

cart-pole system SENMP network

y

G

( ), ,

Figure 24. Description of the DPNV experiment. y is the network’s response,

i.e. force applied to the cart, to the current state of the cart-pole system. G

represents the current state, i.e. genotype of the neural network. SENMP

receives the cart position and the angles of the poles in order to evaluate the

performance of the network.

The recurrent connections are required in order to solve the DPNV problem,
which was the reason why the experiments were repeated using the normalization of
the feedback factors. The results are summarized in Table 4. In this case, SENMP
clearly shows a better performance in comparison with the other methods. Table
4 shows that with normalization, the solution is found using a smaller number of
evaluations than without normalization. In fact, this time SENMP requires about
half a magnitude less evaluations than the next best method, which is NEAT.

Normalization allows SENMP to start with non-zero feedback factors whose
short term variances are controlled by the diameter of the neuron distribution.
This effectively allows SENMP to search in the feedback factors for the neurons



73

using larger jumps at the beginning of the evolution, which emphasize the role of
recurrent connections in the behavior of the neural network.

The evolution of the average fitness of the neural network population during 20
runs of the DPNV experiment is presented in Figure 26. The average fitness of each
experiment is plotted in Figure 26 until an acceptable solution for the problem has
been found. Unlike in the DPV experiments, the fitness plots in Figure 26 show
that in each DPNV experiment SENMP converges toward a solution for several
generations. This implies that the DPNV problem is harder to solve. It also implies
that SENMP can effectively search the fitness landscape and is able to gradually
approach the solution. The population size corresponding to the experiments is
presented in Figure 21 was 24.

Figure 27 shows the evolution of the neuron distribution of the neural network
ensemble for 20 runs of the DPNV experiment. The network architecture used
in the DPNV experiments, described here, was 3-10-2 with a 1 bias node. The
activation function used at the hidden and output layers was the hyperbolic tangent
function. The most active output neuron represented the force, either 10N or -10N,
applied to the cart. The network architecture is illustrated in Figure 25.

3 10 2

B1

Figure 25. The 3-10-2 network architecture used in the DPNV experiments.

The arrows are used to indicate fully connected layers. B represents bias

nodes.

Figure 27 illustrates how neuron clusters emerge and the neuron parameters θ,
φ, and σ evolve. In particular, the effect of normalizing the feedback factors φ is
clearly visible from Figure 27 as greater variance of the average feedback factors of
neuron clusters than in DPV experiments. There also seems to be a pattern in the
final neuron distributions of the experiments: three input neurons, shown in dark
gray, are arranged almost into a line formation near the output neurons, shown in
intermediate gray. Furthermore, the bias neuron cluster, shown in blue, is isolated
at the edge of the neuron distribution. This pattern gives further evidence that the
spatial distribution of neurons plays a central role in SENMP, and that SENMP
can consistently find similar solutions.

The pole angles and the corresponding cart position for the neural network en-
semble, corresponding to D1 in Figure 27, is shown in Figure 28 for 500 time steps,
i.e. 10 seconds. The plots illustrate how the two poles are kept balanced and the
cart remains within the required interval. The cart position plot in Figure 28 is
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quasiperiodic with a period that is approximately 450 time steps, i.e. 9 seconds.
The plot also shows that the cart is moving within the interval [−0.5m, 0.5m],
which is well within the required interval [−1.2m, 1.2m]. However, when the con-
trol interval of the cart is compared to the corresponding interval of the DPV
experiment, which was [−0.2m, 0.2m], it is clear that the DPNV system is more
difficult to control and hence it requires, in general, a wider control interval for the
cart. In any case, the data in Figure 28 demonstrates clearly that SENMP is also
able to solve the DPNV task.

Table 3. The double pole balancing experiment without velocity information
(DPNV). SENMP was compared to three other methods that have been demon-
strated to be able to solve the task: CE is Cellular Encoding (Gruau et al. 1996),
ESP is Enforced Subpopulations (Gomez & Miikkulainen 1999), and NEAT is Neu-
roEvolution of Augmenting Topologies (Stanley & Miikkulainen 2002). SENMP
takes the fewest evaluations to complete the task. SENMP results are averages
over 120 experiments. All other results are averaged over 20 experiments. Stan-
dard deviations for the SENMP and NEAT are 13,070, and 21,790 evaluations,
respectively. The standard deviation for the other methods were not reported. The
difference between the average number of evaluations of SENMP and NEAT is sta-
tistically significant (p < 0.001)) favoring SENMP.

Method Evaluations Generations No. Networks
CE 840,000 51 16,384
ESP 169,466 169 1,000
NEAT 33,184 33 1,000
SENMP 21,552 450 48
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Table 4. The double pole balancing experiment without velocity information
(DPNV). This table shows the results of the DPNV experiment using SENMP
when the variances of the feedback factors are controlled by the diameter of the
2-D neuron distribution of the neural network ensemble. In this case the average
number of evaluations (5,946) the SENMP needs to find a solution is approximately
half a magnitude less than the next best approach (NEAT). The standard deviation
for SENMP in this experiment was 2,102. SENMP results are averages over 85
evaluations.

Method Evaluations Generations No. Networks
CE 840,000 51 16,384
ESP 169,466 169 1,000
NEAT 33,184 33 1,000
SENMP 5,946 124 48
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Figure 26. The evolution of the average fitness of the neural network popula-

tion for 20 runs of the DPNV experiment. For all experiments, the average

fitness of the population is plotted until a solution is found. The average fit-

ness represents the average number of time steps that the system is in balance.

Each 500 steps corresponds to 10 seconds.
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Figure 27. The evolution of neuron distributions for four runs D1, D2, D3,

and D4 of the DPNV experiment. Dark, intermediate, and light gray are used

to indicate the neurons of the input, output, and hidden layers, respectively.

The average σ (=
√

σ2) for each neuron cluster is shown with a gray circle at

the center of gravity of the corresponding cluster of neurons. The line drawn

through the center of a neuron cluster represents the average θ, i.e. phase of

the neurons within the cluster. The mean feedback factor (scaled with σ) of a

neuron cluster is shown with green and red circles for positive, and negative

values, respectively.
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Figure 28. The dynamics of the double pole system. These plots show the

position of the cart and the angles of the two poles for 500 time steps, i.e.

10 seconds. The system is controlled by a neural network that represents an

acceptable solution for the DPNV problem. The plots illustrate how the cart

remains within the 2.4m long track, i.e. at the interval [−1.2m, 1.2m] while

the poles are kept balanced. This data is produced by the neural network

ensemble corresponding to D1 in Figure 27.
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7.3 The robot navigation experiment

7.3.1 Introduction

The goal of this experiment was to evolve a neural network ensemble exhibiting
navigation behavior in a real office environment and to collect data from SENMP for
subsequent analysis. The robot navigation experiment was selected to emphasize
the primary goal of this work: to develop methods for evolving purposeful behaviors
for autonomous mobile robots. Furthermore, the navigation experiment is well
suited to studying the effects of environmental changes in the adapting neural
controller because the operating environment of the robot can easily be controlled
by the human experimenter.

Navigation/obstacle avoidance is perhaps the most popular experiment e.g.
(Floreano 2002, Damper et al. 2000, Chavas et al. 1998, Jakobi & Quinn 1998,
Nolfi & Parisi 1995, Floreano & Mondada 1994) in the Evolutionary Robotics com-
munity because the experiment is easy to setup and the definition of the fitness
function is simple.

The navigation experiments introduced in the ER literature are often conducted
in extremely simple environments with robots that have only short range sensors,
for example simple infrared proximity sensors e.g. (Chavas et al. 1998, Floreano
2002, Miglino et al. 1995). The problem with these experiments is that the robot
does not have to cope with continuously changing information coming through its
sensors – it can only react at the immediate vicinity of an obstacle, which makes the
evolution of the controller almost trivial. For example, the Khepera4 mobile robot,
which is by far the most commonly used mobile robot platform in Evolutionary
Robotics experiments has eight infra-red proximity sensors, six on the front and
two on the back, which can sense objects no more than 50mm away, while the
robot’s diameter is 55mm.

The navigation experiment explained here tries to avoid the problem mentioned
above by using a robot that has a full array of sonar sensors that are capable of
sensing the operating environment of the robot at the range of a few meters. In this
way, the evolving controller have to cope the larger dynamic range of the sensor
measurements, which is necessary in complex environments where the controller
must make the decision about where to proceed next. The block diagram of the
navigation experiment is shown in Figure 29.

7.3.2 Simulations

The learning phase was carried out in a simulator implemented for the Nomad
Super Scout5 mobile robot shown in Figure 37. Although all behaviors were evolved
in the simulator, the results were successfully validated with a real robot in a
complex indoor environment (see Figures 37 to 40).

4by K-Team.
5by Nomadic Technologies, Inc.
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sonar readings
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motionperception

(x,y)

Figure 29. Description of the navigation experiment. The neural network

receives the sonar and bumper readings which represent the robot’s current

perception about the environment. Wheel speeds represent the network’s

output and they are responsible for producing the motion of the robot, which

again affects the robot’s perceptions. SENMP uses the robot’s position, i.e.

(x,y), and bumper readings, i.e. collision detectors, in order to evaluate the

performance of the robot. G represents the current state, i.e, genotype of the

neural network.

The robot has a differential driving system and 16 ultrasonic sensors. In the
navigation experiments, seven to nine of the sensors were used approximately cov-
ering a sector of 180 degrees at the front of the robot as is shown Figure 30. The
reason for using only the forward looking sensors was to encourage the robot to
move forward, rather than backward. The maximum measuring range of the sen-
sors was 3.5 meters giving the robot a good view of the operating environment.
On the other hand, the wider dynamic range of the sensors is more demanding
for the evolving control system as it has to respond to a wider range of sensor
measurements.

The navigation experiment was successfully and consistently repeated several
times with various neural network topologies. A typical neural network consisted of
two hidden layers, each containing 10 to 40 neurons, while the activation functions
used were the logistic function, the hyperbolic tangent function or the integrate-
and-fire threshold function. The number of output units was two or four depending
on the activation function used at the output units: two output units can be used
with the hyperbolic tangent function, and four with the logistic and threshold
functions. In the case of two output units, one for each wheel, the angular velocity
of a wheel k is ωk = ykωmax, where yk and ωmax are the current output value
of the neuron controlling the wheel k, and the maximum angular velocity of the
wheel, respectively. When four neurons are used, the corresponding equation for
the angular velocity of a wheel k is ωk = (yk1 − yk2)ωmax, where yk1 and yk2

are the current output values of the two neurons controlling the wheel. The sign
of the angular velocity of a wheel indicates the direction of rotation. The input
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3.5m

40 cm

Figure 30. The robot setup for the navigation experiment. The measurement

range of the sensors was limited to 3.5m. Seven to nine sonar sensors at the

front side of the robot were used in the navigation experiments in order to

guide the learning process to search for solutions that encourage the robot to

go forward rather than backward. The diameter of the robot is approximately

0.40m.

layer contained 7 to 9 units for the sonar sensors and 2 to 4 units for the collision
detectors. The sonar readings were normalized into the range [0, 1] before feeding
them to the input neurons. If the robot collided with an obstacle, the collision
detector readings were set to 1, otherwise they were reset to 0. The maximum
speed of the real robot was limited to 0.3m/s because of the low sensor frequency
of the robot, which was approximately 10Hz. The network architecture used in the
simulation experiments is illustrated in Figure 31. The SENMP parameters used
in the experiments described here were: λ = 0.01, N = 48 (population size), and
the offset for the σ2 was set to 0.025.

The fitness function used to assign a score for each individual neural network
within the neural network ensemble was

f(s, c) = s/(1 + pc) (7.1)

where s, pc, and c are the Euclidean distance traveled by the robot from the
starting point, the collision penalty rate, and the number of collisions, respectively.
A typical value of the constant pc was [0.1, 0.3]. As can be seen from Equation
7.1, the value of the fitness function increases as the distance traveled increases
and correspondingly the value of the function decreases as the number of collisions
increases. To maximize f , the evolving controller has to drive the robot as far as
possible from its starting point and avoid collisions.

In order to increase the robustness of the evolved individuals, each individ-
ual taking control of the robot continued the navigation from the exact location
where the previous controller candidate left the robot. In this way, every solu-
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Figure 31. The 9-30-30-2 network architecture used in the navigation experi-

ments. The arrows are used to indicate fully connected layers. B represents

bias nodes. The input layer consisted of 7 sonar and 2 bumper units.

tion candidate had to recover from all possible situations in order to be successful.
Furthermore, the state of the neural network was not reset prior the change of the
controlling individual – the new individual taking control of the robot inherited the
state of each neuron in the network. The reasons for this practice were to promote
the continuous time formalism in the learning process and to provide controllers
with a way of utilizing the experiences of the previous individuals, or at least force
them to recover from any inherited state of the neural network.

Figures 32, 33, and 34 show three typical environments where initial training of
the neural network ensemble was done. For each trace, the robot was controlled
by a sequence of neural networks. Each individual neural controller had 200 time
units to drive the robot before the next network took control. In the 200 time
units, each neural controller can drive the robot approximately 1/4 of the length
of the corridor, assuming the individual is approximately optimal. As can be seen,
e.g., in the last image of Figure 32 the trace of the robot is approximately smooth,
indicating that each controller is able to recover from the situation inherited from
the previous individual.

The environment shown in Figure 32 is designed to adapt the robot into a
corridor with left and right turns. The figure illustrates the adaptation process
of the robot. At the beginning of the process (generation 10), the robot spends
a lot of time turning around and colliding with the walls. After 50 generations,
the robot is well able to proceed through the corridor and unnecessary rotating
behavior has disappeared, but still some collisions occur. After 100 generations,
the robot is well able to navigate through the corridor without collisions.

In Figure 33, the robot is adapting to the new environment after it has spend
200 generations in the environment shown in 32. Figure 33 illustrates that after 10
generations, the robot successfully navigates through the corridor and avoids the
obstacles not present in the first environment.

Figure 34 demonstrates how the robot adapts to the new environment containing
obstacles and wall openings after spending 200 generations in the environment
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shown in Figure 32. Again, after 200 generations, the robot is able to navigate
through the corridor.

The evolution of the average fitness of the neural network ensemble is shown in
Figure 35 for four consecutive runs of the navigation experiment conducted in the
environment shown in Figure 32. The fitness plots shown in Figure 35 are similar
for all runs. The fitness typically increases rapidly for the first 50 generations,
after which the fitness continues to increase approximately linearly for the next
100 generations, finally stabilizing close to the fitness value 3,000 which indicates
that the majority of the individual neural networks are well capable of controlling
the robot through the simulated corridor.

Figure 36 shows the evolution of the neuron distribution of the neural network
ensemble for four runs of the navigation experiment in the environment shown in
32. The evolution of each neuron distribution is similar: input and output neurons
stay at the center of the distribution at the beginning of the process, while the
hidden neurons spread out. Toward the end of the process, output neurons spread
out into two clusters to the outer edges of the input neurons. Sometimes the final
neuron distribution formed a pattern that was seemingly symmetrical about the
front-rear axis of the robot, as is illustrated in Figure 46 in chapter 8. This suggests
that meaningful interplay can exist between the physical body of the robot and the
neuron distribution pattern that contributes to the behavior of the neural network.
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Figure 32. Trace of the robot. This image sequence shows the trace of the

robot in different phases of the navigation experiment. The images illustrate

how the robot learns to navigate in the simulated corridor. The corresponding

generations are 10, 50, 100, and 200. After two hundred generations, the

robot is well able to navigate through the corridor without collisions. The

network architecture for this experiment was 9-30-30-2 with 2 bias neurons.

The neurons at the hidden layers were integrate-and-fire units, and the output

layer consisted of hyperbolic tangent units.



85

GEN 1 GEN 10
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Figure 33. A second example of the navigation experiment. In this simulation

the environment is a corridor that contains obstacles (small squares). The

initial neural network ensemble, i.e. generation 1, for this experiment is the

last ensemble, i.e. generation 200, of the experiment presented in Figure

32. The corresponding generations (from left to right) are 1, 10, 50, and

100. After a hundred generations, the robot has been adapted to the new

environment and is well able to navigate through the corridor and to avoid

obstacles and door openings. The network architecture for this experiment

was 9-30-30-4 with 2 bias neurons. The neurons at the hidden and output

layers were integrate-and-fire units.
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Figure 34. A third example of the navigation experiment. In this simulation,

the environment is a corridor that contains obstacles (small squares) and

(door) openings. The initial neural network ensemble, i.e. generation 1, for

this experiment is the last ensemble, i.e. generation 200, of the experiment

presented in Figure 32. The corresponding generations are 10, 50, 100, and

200. After two hundred generations, the robot has been adapted to the new

environment and is well able to navigate through the corridor and to avoid

obstacles and door openings. The network architecture for this experiment

was 9-30-30-4 with 2 bias neurons. The neurons at the hidden and output

layers were integrate-and-fire units.
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Figure 35. The evolution of the average fitness of the neural network popu-

lation for four runs of the navigation experiment conducted in the environ-

ment shown in Figure 32. The network architecture for the four experiments

was 9-30-30-2 with 2 bias neurons. The neurons at the hidden layers were

integrate-and-fire units, and the output layer consisted of hyperbolic tangent

units. The average fitness of the four experiments is shown with the dotted

line. Cubic interpolation is shown with a solid black line.
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Figure 36. The evolution of neuron distributions for four runs D1, D2, D3,

and D4 of the navigation experiment. Dark, intermediate, and light gray

are used to indicate the neurons of the input, output, and hidden layers,

respectively. The mean feedback factor (scaled with σ) of a neuron cluster is

shown with green and red circles for positive and negative values, respectively.

For all four experiments, the output neurons of the last generation (200) are

emphasized using light blue color. For the sake of clarity, phase θ and the

region of influence σ2 are not shown in the plots.
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7.3.3 Real world experiments

One of the main goals of this research was to create neural controllers that can
be used in real robots in real environments, i.e. inside office buildings. The au-
thor has no knowledge of any other research in Evolutionary Robotics that would
have demonstrated the results of an obstacle avoidance/navigation experiment in
as complex an environment as is presented in this thesis. Even the simulation
environments used in this study were more complex than in most studies found
from the literature. Indeed, the whole purpose of this study is to provide a novel
method of evolving neural controllers that work in real robots and can be used in
mobile robot applications.

The real world experiments were made in the facilities of the Computer Engi-
neering Laboratory of the University of Oulu. The floor plan is shown in Figure 41.
The corridor of the laboratory was not prepared in anyway for the experiments,
rather it was desirable that the place where the experiments were conducted would
be in normal work day conditions. The neural network ensemble used in the real
world experiments, described here, were first evolved in an environment that resem-
bles the one shown in Figure 34, and which contained obstacles and door openings.

The image sequences in Figures 37-40 are extracted from video clips of typical
experiments. The corresponding recording locations S1, S2, S3, and S4 of the video
clips together with the orientation of the robot are shown in the floor plan of the
Computer Engineering Laboratory in Figure 41. In these experiments, the robot
had to navigate along the corridor of the Computer Engineering Laboratory from
one end to the other or as far as possible without collisions. As can been seen from
Figures 37 and 38, the environment through which the robot has to navigate is
complex: doors are left open and obstacles like printer tables with narrow stands
are locating beside the walls. Furthermore, outside these images there are large
T-junctions in the corridor that lead to the elevators and stairs, as is shown in
Figure 41.

The length of the corridor was approximately 80 meters and it took about 6
minutes for the robot to travel along it. During the experiments presented here,
the robot carefully avoided obstacles and open doors without collisions. At the
end of the corridor, the robot’s way was blocked by a closed door, as is shown
Figure 39, causing the robot to take the open door on the left, even though it
ignored all open doors before, demonstrating nicely the controller’s ability to seek
free space and to proceed in one direction along the corridor as far as possible –
this was the exact goal of the learning process. Figure 40 presents another real
world experiment where the robot gets around obstacles and avoids the open door.

The evolved navigation behavior is very useful in mobile robotics applications
where the robot operates in office buildings having long corridors. If the navigation
system of the robot includes a positioning system, e.g. a WLAN positioning system,
the robot can rely on the evolved behavior when it travels along corridors and high
level planning can utilize the positioning system to activate and deactivate the
navigation behavior when necessary in order to drive the robot from a one place
to another, without worrying about the low level navigation.
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Figure 37. A real world experiment (shot 1/3). In this image sequence, the

robot starts its 6 minute and 80 meter long journey along the corridor of

the Computer Engineering Laboratory. The images illustrate how the robot

avoids obstacles, open doors, and door openings and proceeds along the cor-

ridor. This image sequence was recorder from S1 (see Figure 41).
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Figure 38. A real world experiment (shot 2/3). This image sequence shows

how the robot approaches the cleaning trolleys and takes the free path to the

right in order to bypass the obstacle. This image sequence was recorder from

S2 (see Figure 41).
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Figure 39. A real world experiment (shot 3/3). This image sequence shows

how the robot takes the open door on the left and enters the room when the

opening of the door, closing the free path at the corridor, is delayed. This

image sequence was recorder from S3 (see Figure 41).
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Figure 40. Another real world experiment (shot 1/1). This image sequence

shows a real world experiment in which the robot gets around the obstacles

and avoids the open door on the left by taking the free path on the right.

This image sequence was recorder from S4 (see Figure 41).
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S1

S4

S2

S3

Figure 41. Floor plan of the Computer Engineering Laboratory. S1, S2, S3,

and S4 indicate the recoding locations of the image sequences presented in

this thesis. The orientation of the robot in each recording location is also

shown.
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7.4 Discussion

The experiments presented in this chapter verify that SENMP can be used to
evolve neural controllers for different problem domains. The XOR experiment was
used as the first test in order to demonstrate the feasibility of the approach. The
XOR experiment was also the only experiment that could be run for hundreds of
generations in a short period of time. This was useful in order to see how the sys-
tem converged and neuron clusters emerged. Unlike the XOR experiment, the pole
balancing and navigation experiments took much more time. In the pole balancing
experiments, the process converged in a short period of time, but when the num-
ber of viable solutions, each requiring 100,000 time steps, within the population
increased the simulation became drastically slow. Consequently, there was no hope
of continuing the process for more than a few hundred generations. The reason why
navigation experiments took about one working day for every 200 generations was
the simulator, which had to be run in near real time mode for proper operation.

As was mentioned, the pole balancing experiments were used to compare SENMP
with other existing neuroevolution methods. The pole balancing problem has been
used as a benchmark test for reinforcement learning methods for over 30 years.
In particular, the non-Markovian case has turned out to be a difficult problem to
solve, even for the latest neuroevolution methods.

The comparison of SENMP to other published neuroevolution methods that
are able to solve the non-Markovian double pole balancing task (DPNV) showed
that SENMP is the most efficient method available in the sense that it requires
approximately one fifth of the number of evaluations that the next best method
(NEAT) needs. Furthermore, SENMP was able to find solutions with the smallest
population size. For example, the next best method (NEAT) required a neural
network population, whose size (1,000) was more than one magnitude larger than
the population size (48) used with SENMP. This suggests that SENMP can effec-
tively search the fitness landscape and maintain the diversity of the neural network
population, and still converge on a solution. However, NEAT can find the neu-
ral network topology, i.e. the number of neurons and their connectivity during
the evolution process while SENMP operates on fixed neural network architecture.
Topology optimization functionality has not been build into SENMP because it is
difficult to find suitable heuristics for adding neurons to the evolving neural net-
work ensemble, and because the optimization of the neural network architecture
was not one of the primary goals of this research. However, topology optimization
will be considered in the future.

The next problem domain introduced was mobile robotics and particularly robot
navigation and obstacle avoidance. SENMP was successfully used to evolve neural
controllers that exhibited navigation behavior for the simulated and real robot.

Viable solutions for the navigation problem begin to emerge after 50 generations
on average, but the convergence of the process, so that the average fitness was near
optimal required approximately 200 generations. Sometimes, there was an abrupt
decrease in the average fitness after which the fitness rapidly increased again. The
reason for this was that the robot was jammed in a difficult location, e.g. between
an obstacle and a wall, and it may have taken several generations before it was
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able to recover from the situation. Figure 42 shows the average fitness of two
navigation experiments in which the robot adapts to a new environment. The
robot was transfered from the environment shown in Figure 32 to the environment
shown in Figure 34. In both experiments, the robot had difficulties with obstacles
between [450, 750] generations and it got jammed for short periods of time, which
caused the rapid decrease of the average fitness.

The reason why the robot has difficulties with obstacles, even thought it seems
to be well adapted to the environment, is the gradual degeneration of the robot’s
ability to react to bumper readings due to a lack of collisions. The ability to react
purposefully to the bumper readings is regained when the robot gets jammed and
the selection pressure favors the degenerated trait again.
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Figure 42. The average fitness for two navigation experiments in which the

robot adapts to a new environment. Due to the degenerated ability to react

purposefully to the bumper readings the robot has difficulties with obstacles

at generations [450, 750]. The average fitness of the two experiments is shown

with a dotted line. Cubic interpolation is shown with a solid black line.
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Almost all the navigation experiments that were conducted were successful, and
viable neural network populations emerged. However, when the robot was adapted
to a new environment, it could took more than 200 generations to re-adapt the
robot. Sometimes, in particular when the new environment was radically more
complex, e.g. with a large number of small obstacles, than the original environment,
the robot failed to re-adapt.

Figure 43 shows a set of ten experiments in which the robot adapts to a new
environment. The robot was transfered from the environment shown in Figure 32
to the environment shown in Figure 34. In one of the experiments shown in Figure
43, the re-adaptation fails even though the re-adaptation process starts successfully.
The average fitness of the failed experiment suggests that the robot cannot recover
from collisions with obstacles and gets jammed for several generations. However, if
the adaptation process would have been continued for several hundred generations,
the re-adaptation might have occurred as suggested by Figure 42.
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Figure 43. The average fitness for ten navigation experiments in which the

robot adapts to a new environment. In one of the experiments the re-

adaptation fails. The average fitness of the experiments is shown with a

dotted line. Cubic interpolation is shown with a solid black line.
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One reason for the difficulties of recovering from collisions is the decreasing
synaptic drive in the immediate vicinity of an obstacle, i.e. many of the sonar
sensors can give near zero readings. Consequently, when the robot gets too close
to an obstacle in a new environment, the lack of synaptic drive together with the
degenerated ability of reacting purposefully to the bumper readings can cause a
situation in which the robot cannot get around the obstacle. In the worst case, the
robot gets entangled with an obstacle as the result of a collision.

One way of avoiding the aforementioned situation is to use, e.g., short range
infrared sensors together with the more, longer range sonar sensors, in which case
the infrared sensors, with the feasible dynamic range for detecting obstacles, are
used to provide the necessary synaptic drive near the obstacles. This practice also
permits the network to function more robustly in cluttered environments.

Figure 44 shows the evolution of the average fitness for a navigation experiment
in which both sonars (5) and infrared sensors (9) were utilized; bumpers were
not used. The infrared sensor readings were scaled in a such a way that the sensor
readings had maximum values (=1) in the immediate vicinity of an obstacle, i.e. the
readings were inversely proportional to the measurement distance. This practice
helped to sustain the synaptic drive in cluttered environments.

In the experiment illustrated in Figure 44, the robot first adapts to the environ-
ment shown in Figure 32 for 200 generations. After that, the robot re-adapts to the
environment shown in Figure 34. The robot adapts quickly to the first environment
and is well able to navigate along the corridor after 100 generations. The change
of the environment, shown with a circle, occurs at generation 200, after which the
robot again adapts rapidly to the second environment. However, the adaptation
process has difficulties around generation 300 but it finally recovers, and the robot
exhibits a working navigation behavior at generation 400. The experiment demon-
strates how short and long range sensors can be combined to sustain the synaptic
drive of the neural network in cluttered environments and to produce robust robot
behaviors.

SENMP is based on the hypothesis that by spatially arranging simple computa-
tional entities that exhibit lateral interaction, it is possible to produce a dynamic
system that shows purposeful behavior to the observer. This hypothesis is to some
extent related to spatial ecology (Tilman 1997, Hanski 1998), which addresses the
fundamental effects of space on the dynamics of individual species and on the struc-
ture, dynamics, diversity, and stability of multispecies communities. Indeed, it has
been shown (Tilman 1997) that the spatial structure of a habitat can fundamentally
alter the dynamics and outcomes of ecological processes. Furthermore, it is clear
that the spatial structure of a habitat and the resulting dynamics is an adaptation
– a result of a complex stochastic selection process.

The experiments described in this chapter give evidence to the fact that the
above mentioned hypothesis holds in SENMP. The spatial distribution of neurons
seems to have an important role in the adapting neural network ensemble as some
of the experiments show clear patterns formed by the neuron distributions. The
role of the spatial distribution of neurons is further investigated in chapter 8.

Based on the experiments presented in this thesis, it can be concluded that space
can have a fundamental role on the dynamics of a system consisting of laterally in-
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Figure 44. The average fitness for a navigation experiment in which the robot

first adapts to the environment shown in Figure 32 for 200 generations. After

that, the robot re-adapts to the environment shown in Figure 34. In this

experiment, both sonars and infrared sensors were used. A circle is used to

indicate the moment at which the environment changed. 10th degree polyno-

mial approximation of the average fitness is shown with a solid black line.

teracting entities. Furthermore, the experiments suggest that rather simple mobile
entities can be guided by a selection process into a spatial pattern that exhibits
purposeful dynamics in regard to some utility measure. In other words, if a suitable
population of laterally interacting mobile entities exists, it seems to be possible to
gradually arrange the entities into a pattern that exhibits the desired dynamics.
Based on this observation, it is argued that biological evolution, for example, uti-
lizes spatial patterns when creating complex purposeful dynamic systems – like our
brain.



8 Analysis

The experiments described in chapter 7 were used to analyze the performance and
properties of SENMP. In this chapter, SENMP is tested in various configurations
and environments. The purpose of the analysis is to discover the key factors of
SENMP and their role in adaptation. The analysis proceeds as follows: 1) the
effect of population size on SENMP; 2) the role of spatial distribution of neurons;
3) the effect of normalization of neuron parameters; 4) the region of influence and
its role in adaptation; and 5) synaptic plasticity in SENMP.

8.1 Population size

In order to analyze the effect of population size on the operation of SENMP, the
DPNV experiment were repeated 10 times for population sizes within [2, 32] with
a step size of 2. Table 5 summarizes the results. For a successful experiment the
acceptable solution had to be found within 1,000 generations.

Table 5 shows that when the population size is 18 or greater, SENMP always
finds a solution for the DPNV problem. The average number of evaluations SENMP
needed to find a solution was 8,083 for the experiments with a population size raging
from 18 to 32 (8 experiments). The corresponding standard deviation was 1,027.
The results show that SENMP is able to maintain the diversity of the population
and successfully converge on a solution, even when the population size is as small
as 18. When compared to the population sizes shown in Table 4 it is clear that
SENMP outperforms in this sense the other known neuroevolution methods used
to solve the DPNV task.

One of the benefits of the smaller population size required by SENMP is that
the final neural network ensemble is more homogeneous in behavior and still the
ensemble is able to adapt to its environment. This is particularly useful when
SENMP is used to evolve purposeful behaviors for mobile robots in an open-ended
fashion.

One reason why SENMP works with a small population size is the simulated
annealing-like mechanism built in into the spatial encoding scheme. This allows
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Table 5. The effect of population size on SENMP. The DPNV experiment was
repeated 10 times for population sizes within [2, 32] with a step size of 2. An exper-
iment was considered successful if an acceptable solution was found within 1,000
generations. The table shows that SENMP finds solution for all 10 experiments
when the population size is 18 or greater.

Population size N Solved (out of 10) Solved %
2-4 0 0

6 1 10
8 2 20

10 7 70
12 10 100
14 9 90
16 8 80

18-32 10 100

SENMP to effectively reinitialize the population at the beginning of the adaptation
process, as the diameter of the neuron distribution is still small, i.e. the ’temper-
ature’ of the system is high, providing a way to effectively explore various initial
neural structures suitable for later evolution.

8.2 Spatial distribution of neurons

The spatial distribution of neurons in 2-space has an important role for the function
of the neural network in SENMP, as it defines the limits for the connection weights
between neurons. However, the spatial distribution is only one of the factors that
contribute to the overall behavior of the neural network. Other contributing factors
are the phase θ, region of influence σ2, feedback factor φ, and time constant τ of a
neuron.

In order to analyze the role of spatial distribution in the overall behavior of
the neural network and adaptability, DPNV experiments were conducted by ini-
tializing each experiment with a random neuron distribution whose initial radius
offset ro varied between [0, 0.5] with step a size of 0.1. Examples of initial spatial
distributions of neurons for ro = 0.0, ro = 0.1, ro = 0.2, and ro = 0.3 are shown in
Figure 45.

For each radius offset ro, 20 DPNV experiments were conducted. An experiment
was considered successful if an acceptable solution was found within 1,000 genera-
tions. The results of the experiments are summarized in Table 6, which shows that
the performance of SENMP degrades as the initial radius of the neuron distribution
increases. However, it not clear that the degradation of the performance is due to
the decreased variability of the spatial distribution because, the diameter of the
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neuron distribution affects also the variability of the other neuron parameters via
normalization.
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Figure 45. Examples of initial neuron distributions for ro = 0.0 (D1), ro = 0.1

(D2), ro = 0.2 (D3), and ro = 0.3 (D4). The initial diameter d of the neuron

distribution is approximately 2
√

2(ro + λ)2, i.e. the length of the diagonal of

the bounding box containing all the neurons.

For reference, DPNV experiments were also conducted by starting the process
with ro = 0, which is the typical value of ro in SENMP. However, in normalization
functions ro = 0.3 was used, which means that with regard to neuron parameters θ
and φ (θ and φ are the only neuron parameters which are being normalized in the
DPNV experiments presented here) the diameter of the initial neuron distribution
is approximately 0.85 (corresponds D4 in Figure 45), but with regard to spatial
distribution of neurons, the evolution starts from a dense cloud whose radius is
approximately 2λ (corresponds D1 in Figure 45). By comparing the results shown
in Table 6 and the results gained from the reference experiments it is possible, to
some extent, to see if the spatial distribution of neurons alone contributes to the
adaptation process. If it does, the variability, i.e. the small initial diameter of the
neuron distribution at the early stages of SENMP should have a favorable effect
on adaptability.

Figure 47 shows the results of two sets, F1 and F2, of 20 DPNV experiments
in which the variability of the initial neuron distribution is altered while the vari-
ability of the normalization functions are kept approximately equal in both sets
of experiments. The results clearly show that the variability of the spatial distri-
bution of neurons is a critical factor in SENMP. In F1, in which the variability
of the neuron distribution is constrained by applying ro = 0.3, only 14 out of 20
experiments end successfully. Instead in F2, in which the variability of the neuron
distribution is not constrained (ro = 0), 19 out of 20 experiments were successful.

Figure 46 shows a different kind of evidence about the importance of the spatial
distribution of neurons. The figure shows the evolution of the neuron distribution
of a navigation experiment in which the neurons arrange into approximately sym-
metrical formation. This particular neural network ensemble was used in one of
the real world experiments presented in this thesis. There were also other naviga-
tion experiments that produced similar results. This further supports the idea that
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there appears to be meaningful interplay between spatial distribution of neurons
and the behavior of the neural network ensemble.

Table 6. The effect of the radius offset ro on the performance of SENMP.
The DPNV experiment was repeated 20 times for radius offsets ro =
{0.0, 0.1, 0.2, 0.3, 0.4, 0.5}. An experiment was considered successful if an acceptable
solution was found within 1,000 generations. The table shows that the performance
of SENMP degrades as the initial diameter of the neuron distribution increases.

Radius offset ro Solved (out of 20) Solved %
0.0 20 100
0.1 20 100
0.2 17 85
0.3 14 70
0.4 10 50
0.5 8 40

−0.5 0 0.5
−0.8

−0.6

−0.4

−0.2

0

0.2

0.4

0.6
D1/GEN 100

−0.5 0 0.5
−0.8

−0.6

−0.4

−0.2

0

0.2

0.4

0.6
D1/GEN 400

−0.5 0 0.5
−0.8

−0.6

−0.4

−0.2

0

0.2

0.4

0.6
D1/GEN 700

−0.5 0 0.5
−0.8

−0.6

−0.4

−0.2

0

0.2

0.4

0.6
D1/GEN 1000

Figure 46. The evolution of the spatial distribution of neurons into an approx-

imately symmetrical pattern during a navigation experiment. The symmetry

axis (shown in D1/GEN 1000) is computed for the clusters of thirteen in-

put (plotted with black) and four output (plotted with intermediate gray)

neurons.

8.3 Normalization of neuron parameters

Normalization of neuron parameters including phase θ, feedback factor φ, and
time constant τ provides a way of controlling the short term variances of these
parameters as a function of the diameter of the evolving neuron distribution. This
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allows SENMP to increase the variability of the neuron parameters at the beginning
of the process and correspondingly decrease the variability as the process matures
and the diameter of the neuron distribution increases.

The effect of normalization of neuron parameters was studied by conducting
DPV and DPNV experiments using different normalization setups. Eight sets of
20 experiments were made using different combinations of normalized parameters.
Figures 48 and 49 show the results of the DPV, and DPNV experiments, respec-
tively. Each plot in Figures 48 and 49 shows the evolution of the average fitness
of 20 experiments for 1,000 generations. Table 7 summarizes the results for DPV
and DPNV experiments. Table 7 shows that SENMP performs best, i.e. requires
fewest evaluations in DPV experiments when only θ is normalized. However, in
the DPNV experiments, the best performance is gained when both θ and φ are
normalized. The results clearly illustrate the importance of recurrent connections
in solving DPNV problem. The results also show that normalizing θ is important
for the proper operation of SENMP. For this reason θ is normalized in all SENMP
experiments in general. Table 7 also shows that normalizing τ has a negative effect
in the DPV experiments, while in the DPNV experiments, its effect seems to be
neutral. For this reason τ is not in general normalized in SENMP.

Table 7. The effect of normalization of neuron parameters in the DPV and DPNV
experiments. In the DPV experiments, SENMP performs best with only θ normal-
ized: solutions for all 20 experiments are found in 80 generations on average. In
the DPNV experiments, SENMP performs best when both θ and φ are normalized:
solutions for all 20 experiments are found in 215 generations on average.

Normalized DPV DPV DPNV DPNV
solved % generations solved % generations

( ) 100 233 10 680
(θ) 100 80 95 534
(θ;φ) 100 165 100 215
(θ;φ; τ) 95 290 100 226
(φ) 90 224 90 383
(τ) 100 181 70 542
(φ; τ) 85 329 85 251
(θ; τ) 100 148 95 370
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Figure 47. The effect of changing the variability of the spatial distribution

of neurons. F1: The evolution of the average fitness of 20 DPNV experi-

ments initialized with neuron distributions whose radius offset was 0.3, corre-

sponding to D4 in Figure 45. F2: DPNV experiments initialized with neuron

distributions whose radius offset was 0.0, corresponding to D1 in Figure 45.

However, the radius offset was set to 0.3 for normalization functions in F2.

The figure shows that the variability of the neuron distribution has an im-

portant role in the operation of SENMP: in F2 solutions have been found for

19 experiments. In F1, however, only 14 of the experiments end successfully

within 1,000 generations.
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Figure 48. The effect of normalization of neuron parameters in DPV exper-

iments. The list l of neuron parameters that are normalized in each set of

20 DPV experiments are F1: l = (), F2: l = (θ) F3: l = (θ, φ), F4: l = (θ, φ, τ).

Based on these plots, the best performance is achieved by using normalization

for θ only.
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Figure 49. The effect of normalization of neuron parameters in DPNV exper-

iments. The list l of neuron parameters that are normalized in each set of 20

DPNV experiments are F1: l = (), F2: l = (θ) F3: l = (θ, φ), F4: l = (θ, φ, τ).

Based on these plots, the best performance is achieved by using normalization

for θ and φ.
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8.4 Region of influence

The lateral and local interaction is the fundamental property of SENMP. The region
of influence, represented by σ2, is the key factor of the lateral interaction scheme.
σ2 is used to set physical constraints on the efficacy of a connection between any
two neurons. When σ2 → ∞ for all neurons, the lateral interaction disappears and
the phase terms θ of neurons define the connection weights alone. On the other
hand, if σ2 → 0 for all neurons, all connection weights approach zero.

The purpose of this analysis is to study the effect of changing the initial value
of σ2 of neurons on the performance of SENMP. For analysis, eight sets of 20 DPV
and DPNV experiments were conducted with different values of initial σ2 for the
neurons. The results are summarized in Table 8. The table shows that lateral
interaction is indeed an important feature in SENMP and that the performance
of SENMP decreases as the initial σ2 deviates from the value 0.025, which is the
value used in the SENMP experiments presented in this thesis. With σ2 = 0.025 a
solution was found in all 20 DPV/DPNV experiments, and the average number of
generations required to find a solution was the smallest: 118 for DPV, and 252 for
DPNV.

Table 8. The effect of initial σ2 on the performance of SENMP. Eight sets of
20 DPV and DPNV experiments were conducted. Each set of experiments was
initialized with a different σ2. The table shows that the performance of SENMP
degrades as σ2 deviates from the value 0.025.

Initial σ2 DPV DPV DPNV DPNV
solved % generations solved % generations

0.0050 95 322 85 609
0.0125 100 126 100 304
0.0250 100 118 100 252
0.0750 100 148 90 434
0.1250 100 238 25 900
0.1750 100 390 5 998
0.2250 85 566 0 1,000
0.2750 90 537 5 997

The results presented in Table 8 give further evidence on the importance of the
spatial distribution of neurons, which was studied in section 8.2. More precisely,
the spatial distribution of neurons matters if, and only if, the lateral and local
interaction has a meaningful role in SENMP, which is exactly what the results
suggest. Hence, it can be concluded that the spatial distribution of neurons in
2-space has an important role in the operation of SENMP.
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8.5 Synaptic plasticity

In general, SENMP is an open-ended process when it is used to evolve a viable
neural network ensemble for a mobile robot. The stochastic motion of the neuron
clusters of a neural network ensemble is characterized by the interplay between the
environment and the selective pressure. A small change in the environment causes
the neural structure to re-organize when the behavior of the robot is subjected to
selectionist pressure and the robot re-adapts to the new environment.

A change in the environment and re-adaptation offer an opportunity to analyze
the adaptation process. This thesis concentrates on observing for possible evi-
dence of Hebbian-like dynamics and/or synaptic scaling from the resulting adapta-
tion process by considering the associative requirement suggested by Ahissar et al.
(1998): “The strength of a neuronal connection is modified as a function of recent
changes in the correlation between the activities of the two cells”. The reason for
this choice is that it ensures the causality1 if the correlated activities of the neu-
rons of the neural network ensemble are measured in two different environments,
just before and immediately after the environmental change, while the ensemble
is kept fixed during the measurements. This ensures that the possible changes in
correlated activities between the neurons have a significant environmental origin,
rather than being a result of structural changes, which would correspondingly de-
stroy the causal relationship of measured changes and later observed LTP/LTD of
the connection weights.

The adaptation experiments presented here were initialized with a neural net-
work ensemble, which was evolved earlier for 200 generations in the environment
shown in Figure 32. The output activities of the neurons of the 200th generation
were recorded and saved, and the prototype network was provided by averaging
all the neuron parameters of each neuron cluster of the neural network ensem-
ble: each neuron of the prototype network corresponds to a neuron cluster in the
original neural network ensemble. The output activities for a prototype neuron
were provided by linking together the recordings of the neurons belonging to the
corresponding neuron cluster that formed the prototype neuron. The connections
from the continuous value input neurons were excluded from this study because
the hidden neurons and the output neurons, used in the adaptation experiments,
were integrate-and-fire units, which makes the notion of correlated activity with the
continuous output units unclear. Furthermore, only connections between two pos-
itively correlated neurons were considered because negative correlation coefficients
are more difficult to justify when a causal relationship of firings of two neurons
is considered. The standard definition of the correlation coefficient was used to
measure the correlation of firings of two neurons. The definition of the correla-
tion coefficient r2 is given in Equation 8.1, where ssxy, ssxx, and ssyy are sums of
squared values of a set of n data points (xi, yi) about their respective means.

1The causality referred here is of course a virtual one, which is caused by the selectionist model.
However, it is important to isolate the cause and the effect in order to show that a selectionist
approach alone can create an illusion of causality.
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r2 =
ssxy

2

ssxxssyy
(8.1)

All 23 experiments were started by changing the environment of the robot and
initializing SENMP with the neural network ensemble representing the 200th gen-
eration in the previous environment. After the initialization of SENMP, the robot
was adapted for the new environment for the next 100 generations and the output
activities of the neurons of the neural network ensemble for the first generation in
the new environment were recorded and saved. Three different initial neural net-
work ensembles were used for the experiments, 1-9, 10-17, and 18-23 respectively.

For the first four experiments, the robot were transferred to the environment
shown in Figure 34. Other experiments were conducted in the environment pre-
sented in Figure 33. After 100 generations, i.e. re-adaptation, in the new environ-
ment, the structural changes, i.e. changes in connection weights were analyzed for
possible Hebbian-like dynamics.

Tables 9 to 11 show the statistics for the 23 adaptation experiments. Column
1 in each table shows the index of the experiment. Column 2 (pp) shows the
ratio of positive weight changes accompanied by a positive change in correlation
coefficient. Column 3 (pn) shows the ratio of positive weight changes accompanied
by a negative change in the correlation coefficient. Columns 4 and 5 (nn and np)
give the same ratios for the negative weight changes. Columns 6 and 7 show the
total number of positive, and negative weight changes, respectively. The absolute
value of the weight change must exceed the given weight threshold, which is used
to get a list of connection weights whose values show a significant increase/decrease
during the process. The total number of connections considered in each experiment
is the sum of the numbers in columns 6 and 7.

Table 9 shows the statistics for the 23 experiments when the change in correlated
activity is compared with the later observed LTP/LTD of the connection weights for
99 generations, i.e. 2 to 100. Regardless of the notable exceptions (experiments
1, 8, 14, 15, and 17), there is a clear tendency for inverted Hebbian synaptic
plasticity that resembles synaptic stabilization: a positive change in correlation
seems to statistically cause LTD of the connection weight more often than LTP,
i.e. LTD in 60% of the cases, and LTP in 40% of the cases. The opposite is true
for the negative change in correlation, i.e. LTP in 55% of the cases, and LTD in
46% of the cases. If the five exceptions are excluded (experiments 1, 8, 14, 15, and
17) the corresponding percentages are: LTD in 62%, and LTP in 32% of the cases
for a positive change in correlation, and LTP in 57%, and LTD in 42% of the cases
for a negative change in correlation.

Table 10 shows the statistics for the same experiments when the change in
correlated activity is compared to the later observed LTP/LTD of the connection
weights for 49 generations, i.e. 2 to 50. Although the tendency is the same also for
these figures, there are a few exceptions, i.e. experiments 2, 5, 10, 15, 21, and 23.
Two of the exceptions, experiments 2 and 5, seem to obey Hebbian-like synaptic
plasticity during the early states of adaptation.

Table 11 shows the statistics for the same experiments again when the change
in the correlated activity is compared to the later observed LTP/LTD of the con-



111

nection weights in 9 generations only, i.e. 2 to 10. Although experiments 1, 2, 4,
12, 14, 17, 19, 20, and 22 to some extent obey the synaptic scaling like mechanism,
there is not any clear tendency either for the Hebbian-like synaptic plasticity, or
synaptic scaling at the very early states of the process.

One tailed t-tests were performed for the data in Table 9 at significance level
0.001 to determine if a sample from the pp or nn has a mean of less than 0.5, and
correspondingly if a sample from the pn or np has a mean of greater than 0.5.
According to the t-tests, this was the case at probability > 99.999%, supporting
the synaptic stabilization hypothesis.

Based on the observations made during the adaptation experiments which were
documented in this section, it is argued that Hebbian-like synaptic plasticity and
synaptic scaling phenomena can emerge within a selectionist system, and that no
explicit local mechanism for synaptic plasticity is a necessity. In SENMP, the nec-
essary variability of synaptic strengths for the operation of the selectionist model is
based on the variability of the neuron parameters including the spatial distribution
of neurons. The location of a neuron is the primary source of the synaptic vari-
ability in the experiments shown here, as the other parameters are not normalized,
i.e. they are only subjected to a small component of random noise. If the locations
of the neurons are considered to be constant, an artificial analogy can be drawn
with real neurons in biological systems, where the variability is now shifted into the
geometrically complex dendritic trees of neurons. If the variability in the dynamics
of dendritic trees are subjected to selectionist pressure via some reward mecha-
nism(s) which interacts with the electro-chemical dynamics of dendritic trees at
some critical time interval, it might be possible to create a mechanism that would
explain the observations made of synaptic plasticity in vivo without universal and
local synaptic rules. However, it could be equally true that, by using a stochastic
search, a selectionist system, e.g. SENMP, just tries to mimic the operation of
synaptic rules that work in the real nervous system. Nevertheless, by investigating
selectionist systems, like SENMP, and the way they behave under environmental
changes, it might be possible to have experimental evidence and new insights into
adaptation mechanisms present in biological nervous systems.
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Table 9. Statistics regarding the relation of change in correlated activity of neurons
immediately after the environmental shift (generation 1) and the later observed
LTP/LTD of the connection weights from generation 2 to 100. No.+∆W and
No.-∆W are the numbers of positive and negative weight changes whose absolute
value is greater than 0.01. The other symbols used are: pp=positive weight change
accompanied by a positive change in correlation coefficient, pn=positive weight
change accompanied by a negative change in correlation coefficient, nn=negative
weight change accompanied by a negative change in correlation coefficient, and
np=negative weight change accompanied by a positive change in correlation coeffi-
cient.

Index pp pn nn np No. +∆W No. -∆W
1 0.43 0.57 0.51 0.49 131 154
2 0.44 0.56 0.47 0.53 147 112
3 0.37 0.63 0.38 0.62 149 139
4 0.39 0.61 0.41 0.59 124 139
5 0.46 0.54 0.46 0.54 131 115
6 0.39 0.61 0.43 0.57 120 141
7 0.30 0.70 0.37 0.63 145 112
8 0.41 0.59 0.50 0.50 153 151
9 0.35 0.65 0.42 0.57 155 160

10 0.40 0.60 0.45 0.55 125 108
11 0.35 0.65 0.43 0.57 123 119
12 0.37 0.63 0.48 0.52 128 121
13 0.36 0.64 0.44 0.56 138 113
14 0.50 0.50 0.49 0.51 142 154
15 0.44 0.56 0.56 0.44 110 118
16 0.43 0.57 0.47 0.53 134 107
17 0.50 0.50 0.50 0.50 100 70
18 0.30 0.70 0.30 0.70 82 70
19 0.39 0.61 0.38 0.62 74 73
20 0.39 0.61 0.49 0.51 59 71
21 0.47 0.53 0.48 0.52 88 73
22 0.37 0.63 0.37 0.63 84 63
23 0.31 0.69 0.45 0.55 71 78

Mean 0.40 0.60 0.46 0.55 118 111
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Table 10. Statistics regarding the relation of change in correlated activity of neu-
rons immediately after the environmental shift (generation 1) and the later observed
LTP/LTD of the connection weights from generation 2 to 50. No.+∆W and
No.-∆W are the numbers of positive and negative weight changes whose absolute
value is greater than 0.05. The other symbols used are: pp=positive weight change
accompanied by a positive change in correlation coefficient, pn=positive weight
change accompanied by a negative change in correlation coefficient, nn=negative
weight change accompanied by a negative change in correlation coefficient, and
np=negative weight change accompanied by a positive change in correlation coeffi-
cient.

Index pp pn nn np No. +∆W No. -∆W
1 0.36 0.64 0.41 0.59 102 129
2 0.62 0.38 0.68 0.32 125 105
3 0.40 0.60 0.42 0.58 126 118
4 0.41 0.59 0.42 0.58 100 113
5 0.55 0.45 0.58 0.42 106 103
6 0.26 0.74 0.30 0.70 117 113
7 0.31 0.69 0.33 0.67 118 114
8 0.31 0.69 0.43 0.57 128 136
9 0.34 0.66 0.32 0.68 127 116

10 0.49 0.51 0.52 0.48 109 98
11 0.30 0.70 0.36 0.64 112 107
12 0.37 0.63 0.46 0.54 100 111
13 0.36 0.64 0.46 0.54 129 109
14 0.46 0.54 0.44 0.56 141 118
15 0.43 0.57 0.60 0.40 88 111
16 0.36 0.64 0.46 0.54 108 112
17 0.41 0.59 0.43 0.57 83 75
18 0.27 0.73 0.34 0.66 71 77
19 0.31 0.69 0.43 0.57 64 65
20 0.36 0.64 0.45 0.55 58 66
21 0.48 0.52 0.54 0.46 56 65
22 0.38 0.62 0.40 0.60 74 67
23 0.37 0.63 0.56 0.44 65 63

Mean 0.39 0.61 0.45 0.55 100 100
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Table 11. Statistics regarding the relation of change in correlated activity of neu-
rons immediately after the environmental shift (generation 1) and the later observed
LTP/LTD of the connection weights (from generation 2 to 10). No.+∆W and
No.-∆W are the numbers of positive and negative weight changes whose absolute
value is greater than 0.01. The other symbols used are: pp=positive weight change
accompanied by a positive change in correlation coefficient, pn=positive weight
change accompanied by a negative change in correlation coefficient, nn=negative
weight change accompanied by a negative change in correlation coefficient, and
np=negative weight change accompanied by a positive change in correlation coeffi-
cient.

Index pp pn nn np No. +∆W No. -∆W
1 0.31 0.69 0.40 0.60 70 55
2 0.32 0.68 0.43 0.57 71 68
3 0.50 0.50 0.33 0.67 68 49
4 0.45 0.55 0.44 0.56 60 64
5 0.52 0.48 0.39 0.61 54 61
6 0.62 0.38 0.69 0.31 63 52
7 0.53 0.47 0.43 0.57 55 60
8 0.52 0.48 0.56 0.44 79 72
9 0.41 0.59 0.49 0.51 82 87

10 0.48 0.52 0.57 0.43 64 70
11 0.35 0.65 0.48 0.52 71 77
12 0.35 0.65 0.41 0.59 63 85
13 0.51 0.49 0.60 0.40 68 65
14 0.39 0.61 0.46 0.54 89 99
15 0.40 0.60 0.57 0.43 60 61
16 0.44 0.56 0.55 0.45 85 67
17 0.33 0.67 0.36 0.64 55 61
18 0.37 0.63 0.40 0.60 43 52
19 0.34 0.66 0.48 0.52 56 48
20 0.24 0.76 0.37 0.63 38 51
21 0.63 0.37 0.50 0.50 43 42
22 0.42 0.58 0.40 0.60 38 42
23 0.36 0.64 0.56 0.44 36 34

Mean 0.43 0.57 0.47 0.53 61 62
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8.6 Discussion

It was shown that SENMP can consistently solve DPV and DPNV problems using
as small a population size as 18. This result gives evidence that SENMP can effec-
tively maintain the diversity of the population and converge on a solution. Based
on these results, all the experiments presented in this thesis including XOR, DPV,
DPNV, and navigation experiments were successfully and consistently conducted
using a neural network population of (size) 24. When the population size used
with SENMP is compared to the population sizes of other neuroevolution methods
applied to DPV and DPNV problems, it is clear that SENMP outperforms the
other methods is this sense.

In order to have evidence about the importance of the spatial distribution of
neurons, the effect of the initial diameter of the neuron distribution and the effect
of the initial value of σ2, which represents the region of influence of a neuron,
was analyzed. Consequently, it was shown that the spatial distribution of neurons
and its variability indeed have an important role in SENMP. By testing SENMP
with various normalization setups, it was shown that especially neuron phase θ and
feedback factor φ have also a critical role in the operation of SENMP. However,
the role of the time constant τ was found to be a marginal one: at least this was
true with the experiments conducted in this thesis.

In general, SENMP is an open-ended process when it is used to evolve a vi-
able neural network ensemble for a mobile robot. The stochastic motion of the
neuron clusters of the neural network ensemble is characterized by the interplay
between the environment and the selective pressure. A small change in the envi-
ronment causes the neural structure to re-organize when the behavior of the robot
is subjected to selectionist pressure and the robot re-adapts to a new environment.
Furthermore, the neurobiological experiments made in vivo in order to study synap-
tic plasticity, both Hebbian and synaptic scaling, in cortical neurons inspired the
author to study SENMP for emerging synaptic plasticity. Even thought SENMP
is a simple experimental tool and it does not much resemble biological neural cir-
cuits, it was certainly interesting to see if some of the fundamental phenomena
observed in real nervous systems could emerge from the simple neural network
ensemble when it is subjected to selectionist pressure. Based on the observations
made, it seems that similar observations of mechanisms of synaptic plasticity can
emerge in simple artificial domain. In particular, it was shown here that a process
resembling synaptic scaling emerges from SENMP when the robot adapts to a new
environment. Although the synaptic scaling can be most easily recognized from
the process, it seems that the adaptation process can utilize different strategies in
different phases of the adaptation process. It was concluded that the selectionist
process could in principle be also responsible for the observations of synaptic plas-
ticity made in vivo. This would certainly have interesting implications with regard
to Neural Darwinism, which is a theory of neuronal group selection proposed by
Edelman (Edelman 1987), because it suggests that the synaptic plasticity might
be a byproduct of a selectionist process.



9 Conclusion

In this thesis, a novel method called a Stochastic Evolutionary Neuron Migration
process (SENMP) was proposed and used to evolve neural network based controllers
for complex dynamic systems.

The motivation behind SENMP was to study if, and how, spatially distributed
and laterally interacting computational entities could be arranged and tuned by a
stochastic process, driven by selectionist pressure, to create dynamic systems that
exhibit purposeful behavior. The stochastic process was selected rather than a
development program, because the development program is difficult to formulate
and is unsuitable for gaining new insights into the adaptation process of an artificial
life-form.

SENMP is started from a dense cloud of neurons. The radius of this cloud can be
interpreted as the temperature of the system. The gross features of the final state
are seen at higher temperature (small radius), while fine details of the state appear
at lower temperatures (larger radius), as the neurons migrate under the selective
pressure implementing the necessary neural plasticity for the system. In this way
SENMP can effectively maintain the diversity of the neural network population
until a solution for the problem is found.

The feasibility of SENMP was demonstrated in two problem domains: robot
navigation and double pole balancing. In addition, the XOR problem was used as
the first validation test. The robot navigation domain was a natural choice because
the primary purpose of this thesis was to study new methods for creating purposeful
behaviors for mobile robots. It was demonstrated that SENMP can successfully
be used to evolve robust navigation behavior, which integrates collision avoidance
and corridor following, for both simulated and real robots.

The pole balancing domain was selected for easier comparison with existing neu-
roevolution methods, as it has been used as a reinforcement learning benchmark for
the last 30 years. In the non-Markov double pole balancing experiments, SENMP
emerges as the most efficient approach, requiring the fewest evaluations and the
smallest population size. Indeed, it was shown that SENMP can successfully and
consistently solve the DPNV problem using a small population size (=18).

The dynamics of SENMP was studied in order to find if Hebbian-like rules can
emerge from the resulting stochastic process. The firing patterns of the neurons,
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within the neural network ensemble, were recorded before and immediately after
environmental changes, while the neural structures were kept fixed. The associative
requirement suggested by Ahissar et al. (1998) was used to compare recent changes
in the correlated activity of neurons, and the later observed LTP/LTD of the con-
nection weights while the neural network ensemble underwent gradual morpholog-
ical changes under the selective pressure. It was demonstrated that Hebbian-like
associative rules can emerge from a purely selectionist process. Hence it is argued
that a selectionist process could in principle, at some level, be responsible for some
of the observations made on synaptic plasticity in vivo.

SENMP provides a novel and promising alternative for evolving neural con-
trollers for dynamic systems. The analysis of SENMP shows that the spatial dis-
tribution of neurons has a crucial role in the operation of SENMP, which gives
further motivation to study systems composed of laterally interacting computa-
tional entities and their dynamics.

Interestingly, the approach taken in SENMP is to some extent related to the spa-
tial ecology (Tilman 1997, Hanski 1998), which addresses the fundamental effects
of space on the dynamics of individual species and on the structure, dynamics,
diversity, and stability of multispecies communities. Indeed, it has been shown
(Tilman 1997) that the spatial structure of a habitat can fundamentally alter the
dynamics and outcomes of ecological processes. It is also clear that the spatial
structure of a habitat and the resulting dynamics is an adaptation – a result of a
complex stochastic selection process.

Based on the experiments presented in this thesis it is argued that space have
a fundamental role in the dynamics of a system consisting of laterally interacting
entities. Furthermore, it is argued that rather simple mobile entities can be gradu-
ally guided by a selectionist process into a spatial pattern that exhibits purposeful
dynamics with regard to a particular utility measure. In other words, if a suitable
population of laterally interacting mobile entities exists, it is possible to gradually
arrange the entities into a spatial pattern that exhibits the desired dynamics. Based
on this observation, it can be hypothesized that biological evolution, for example,
could utilize spatial patterns when creating purposeful complex dynamic systems
– like our brain.

The future work of this research includes rigorous mathematical treatment of
SENMP including the analysis of the adaptation process under environmental
changes and the analysis of patterns produced by SENMP. The neural network
paradigm adopted in this thesis could also be replaced with a more general com-
putational paradigm like cellular automata. In addition, a topology optimization
mechanism could be formulated for SENMP which controls the number of entities
in the system. It would also be interesting to implement a physical system that
consists of mobile agents that, for example, interact by emitting and receiving light
and apply ideas from SENMP to produce a dynamic system that shows purposeful
and interesting behavior.
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Appendix A: implementation of SENMP

The purpose of Appendix A is to provide the implementation details of SENMP.
It is organized as follows: the pseudo-code of the factored sampling version of
SENMP, a brief introduction to C++ implementation, and example XML-files
used to initialize the experiments.

In the pseudo-code of SENMP, sigma represents the term 2σ2. For the sake of
computability, function getnetworkdiameter estimates the diameter of the neuron
distribution with the length of the diagonal of the bounding box that contains all
the neurons, i.e.

d =
√

(xmax − xmin)2 + (ymax − ymin)2,

where xmax and xmin, and ymax and ymin represent the maximum and minimum
values of x and y coordinates of any neuron, respectively.
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Pseudo-code of SENMP

create neural network A
for each neuron
create list P of N states
for each state
x := offsetradius + random([-lambda, lambda])
y := offsetradius + random([-lambda, lambda])
theta := random([-pi, pi])
sigma := offsetsigma
phi := 0
tau := random([-lambda, lambda])

end
end
repeat for all epochs or until a solution has been found
i := 0
while i < N
for each neuron current state := P[i]
d := getnetworkdiameter(A,i)
update connection weights using equations 6.1 and 6.2
if resetactionpotential is true
for each neuron actionpotential := 0

end
repeat until evaluation of A has been done
set input pattern
for each layer
for each neuron
actionpotential
:= actionpotential + weightedsum(forward and bias inputs)

neuron output
:= activationfunction(actionpotential)

actionpotential := tau * actionpotential
end

end
for each layer
for each neuron
actionpotential
:= actionpotential + feedbackfunction(phi) *

weightedsum(recurrent inputs)
end

end
get the response of A and produce the system output

end
compute fitness for the state i of A
i := i + 1

end
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for each neuron
P’:= draw N samples from P using factored sampling
P := P’
for each state
if normalizephase is true
theta := theta + 2 * pi * random([-lambda, lambda])/d

else
theta := theta + random([-lambda, lambda])

end
if locksigma is false
sigma := abs(sigma + random([-lambda/10, lambda/10]))

end
if normalizefeedback is true
phi := phi + random([-lambda, lambda])/d

else
phi := phi + random([-lambda, lambda])

end
if normalizetau is true
tau := abs(tau + random([-lambda, lambda])/d)

else
tau := abs(tau + random([-lambda, lambda]))

end
x := x + random([-lambda, lambda])
y := y + random([-lambda, lambda])

end
end

end
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C++ implementation

For all the experiments the main program is similar. The program for the double
pole experiments is shown below. The main program reads the neural network
architecture and the experiment specific information from an XML-formatted file.
The DoublePoleSystem class is responsible for initializing the experiment and com-
puting the fitness of the current state of the neural network. The role of the
Controller class is to abstract the training procedure which continues for desired
number of epochs or until a solution is found. The Log class is use to record data
from SENMP.

int main( int argc, char** argv )
{
using namespace neural;
using namespace neural::senmp;
using namespace util;
using namespace std;

try {
if ( argc < 2 ) {
cout << "usage: ./dpExperiment {XML-file}" << endl;
return 1;

}

string fileName
= argv[1];

ifstream xml( fileName.c_str() );
if ( !xml )
throw Exception( "Unable to open file: " + fileName );

string path( TimeUtils::getTimeAndDateShort() );
FileUtils::createDirectory( path );
Log log( path );
log.enable(true);

DoublePoleSystem sys;
Controller con( sys, log );
con.readFromXmlDocument( xml );
con.train();
return 0;

}
catch ( Exception& e ) {
cout << e.getMessage() << endl;
return 1;

}
}
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The purpose of the NodeFunctionFactory is to provide the desired activation
functions for the neural network. The definitions of the activation functions used
in SENMP and provided by the NodeFunctionFactory are presented below:

void NodeFunctionFactory::hyperbolicTangent(Node& in)
{
in.state.setOutput(tanh(in.state.getActionPotential()));
in.state.setActionPotential(in.state.getActionPotential() *

in.state.getConfiguration().tau);
}
void NodeFunctionFactory::threshold( Node& in)
{
if (in.state.getActionPotential() > 0)
in.state.setOutput(1);

else
in.state.setOutput(0);

in.state.setActionPotential(in.state.getActionPotential() *
in.state.getConfiguration().tau);

}
void NodeFunctionFactory::pulsed( Node& in)
{
if (in.state.getActionPotential() > 0) {
in.state.setOutput(1);
in.state.setActionPotential(0);

}
else {
in.state.setOutput(0);
in.state.setActionPotential(in.state.getActionPotential() *

in.state.getConfiguration().tau);
}

}
void NodeFunctionFactory::logistic(Node& in)
{
in.state.setOutput(1.0/(1.0 +

exp(-in.state.getActionPotential())));
in.state.setActionPotential(in.state.getActionPotential() *

in.state.getConfiguration().tau);
}
void NodeFunctionFactory::linear(Node& in)
{
in.state.getActionPotential()
+= in.state.getSensoryInput();

in.state.setOutput(in.state.getActionPotential());
in.state.setActionPotential(in.state.getActionPotential() *

in.state.getConfiguration().tau);
}
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The purpose of the EdgeFunctionFactory class is to provide the functions for
the connections (edges) of the neural network. The definitions of the three most
relevant functions used in SENMP and provided by the EdgeFunctionFactory
are show below. These three functions are responsible for propagating neuron
outputs through the network in forward and recurrent directions, and to update
the connection weights.

void EdgeFunctionFactory::forward( Edge& in )
{
NodeState& i = in.getSourceNode()->state;
NodeState& j = in.getTargetNode()->state;
j.getActionPotential() += i.getOutput()*in.state.getWeight();

}
void EdgeFunctionFactory::recurrent( Edge& in )
{
NodeState& i = in.getTargetNode()->state;
NodeState& j = in.getSourceNode()->state;
j.getActionPotential() += i.getOutput() *

in.state.getFeedbackWeight();
}
void EdgeFunctionFactory::update( Edge& in )
{
NodeState& i = in.getSourceNode()->state;
NodeState& j = in.getTargetNode()->state;
double distance
= SenmpUtils::getDistance(

i.getConfiguration(),j.getConfiguration());
double iSigma
= i.getConfiguration().sigma;

double jSigma
= j.getConfiguration().sigma;

double iPhase
= i.getConfiguration().phase;

double jPhase
= j.getConfiguration().phase;

double iFeedbackFactor
= i.getConfiguration().feedbackFactor;

in.state.setWeight
(sin( jPhase - iPhase ) *
exp( -( distance*distance ) / iSigma ));

in.state.setFeedbackWeight
(tanh( iFeedbackFactor ) * sin( iPhase - jPhase ) *
exp( -( distance*distance ) / jSigma));

}
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XML-description of an XOR experiment

<controller epochs=’1000’>
<xorsystem mseenabled=’true’

enabletau=’false’
enablefeedback=’false’
mse=’0.1’
stopifoptimal=’false’
enablelog=’false’/>

<senmp configs=’24’
offsetradius=’0’
offsetsigma=’0.050’
normalizephase=’true’
normalizefeedback=’false’
normalizetau=’false’
resetactionpotential=’true’
locksigma=’false’
enablenodeoutputlog=’false’
enablenodeactionpotentiallog=’false’>

<neuralnetwork format=’1’ biasnodes=’0’>
<layer id=’0’ size=’2’ type=’input’ function=’linear’ time=’0’/>
<layer id=’1’ size=’2’ function=’threshold’ time=’2’/>
<layer id=’2’ size=’1’ type=’output’ function=’threshold’ time=’4’/>

<connection from=’0’ to=’1’ function=’forward’ time=’1’/>
<connection from=’1’ to=’2’ function=’forward’ time=’3’/>

<interval id=’forward’ begin=’0’ end=’4’ />
<interval id=’recurrent’ begin=’5’ end=’5’ />
</neuralnetwork>
</senmp>
</controller>
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XML-description of a DPV experiment

<controller epochs=’1000’>
<doublepolesystem time=’100000’

polelength=’1’
nonmarkov=’false’
stopifoptimal=’true’/>

<senmp configs=’48’
offsetradius=’0’
offsetsigma=’0.050’
normalizephase=’true’
normalizefeedback=’false’
normalizetau=’false’
resetactionpotential=’true’
locksigma=’false’
enablenodeoutputlog=’false’
enablenodeactionpotentiallog=’false’>

<neuralnetwork format=’1’ biasnodes=’1’>
<layer id=’0’ size=’6’ type=’input’ function=’linear’ time=’0’/>
<layer id=’1’ size=’10’ function=’tanh’ time=’2’/>
<layer id=’2’ size=’2’ type=’output’ function=’tanh’ time=’4’/>
<connection from=’0’ to=’1,2’ function=’forward,recurrent’

time=’1,5’/>
<connection from=’1’ to=’2’ function=’forward,recurrent’

time=’3,5’/>
<connection from=’0’ to=’0’ function=’recurrent’

time=’5’/>
<connection from=’1’ to=’1’ function=’recurrent’

time=’5’/>
<connection from=’2’ to=’2’ function=’recurrent’

time=’5’/>
<interval id=’forward’ begin=’0’ end=’4’ />
<interval id=’recurrent’ begin=’5’ end=’5’ />
</neuralnetwork>
</senmp>
</controller>
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XML-description of a DPNV experiment

<controller epochs=’1000’>
<doublepolesystem time=’100000’

polelength=’1’
nonmarkov=’true’
stopifoptimal=’true’/>

<senmp configs=’48’
offsetradius=’0’
offsetsigma=’0.050’
normalizephase=’true’
normalizefeedback=’true’
normalizetau=’false’
resetactionpotential=’true’
locksigma=’false’
enablenodeoutputlog=’false’
enablenodeactionpotentiallog=’false’>

<neuralnetwork format=’1’ biasnodes=’1’>
<layer id=’0’ size=’3’ type=’input’ function=’linear’ time=’0’/>
<layer id=’1’ size=’10’ function=’tanh’ time=’2’/>
<layer id=’2’ size=’2’ type=’output’ function=’tanh’ time=’4’/>
<connection from=’0’ to=’1,2’ function=’forward,recurrent’

time=’1,5’ />
<connection from=’1’ to=’2’ function=’forward,recurrent’

time=’3,5’ />
<connection from=’0’ to=’0’ function=’recurrent’

time=’5’/>
<connection from=’1’ to=’1’ function=’recurrent’

time=’5’/>
<connection from=’2’ to=’2’ function=’recurrent’

time=’5’/>
<interval id=’forward’ begin=’0’ end=’4’ />
<interval id=’recurrent’ begin=’5’ end=’5’ />
</neuralnetwork>
</senmp>
</controller>
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XML-description of a navigation experiment

<controller epochs=’200’>
<robotserver host=’localhost’

port=’7020’
time=’200’
bumpers=’2’
maxspeed=’200’
sonarrange=’100’
closehighmeasurements=’false’
enablelog=’false’
collideanddie=’false’
sonarcount=’7’/>

<senmp configs=’48’
offsetsigma=’0.050’
normalizephase=’true’
normalizefeedback=’false’
normalizetau=’false’
resetactionpotential=’false’
locksigma=’false’
enablenodeoutputlog=’false’
enablenodeactionpotentiallog=’false’>

<neuralnetwork format=’1’ biasnodes=’2’>
<layer id=’0’ size=’9’ type=’input’ function=’linear’ time=’0’ />
<layer id=’1’ size=’30’ function=’pulsed’ time=’2’ />
<layer id=’2’ size=’30’ function=’pulsed’ time=’4’ />
<layer id=’3’ size=’2’ type=’output’ function=’tanh’ time=’6’ />
<connection from=’0’ to=’1,2,3’ function=’forward,recurrent’

time=’1,7’ />
<connection from=’1’ to=’2,3’ function=’forward,recurrent’

time=’3,7’ />
<connection from=’2’ to=’3’ function=’forward,recurrent’

time=’5,7’ />
<connection from=’0’ to=’0’ function=’recurrent’

time=’7’/>
<connection from=’1’ to=’1’ function=’recurrent’

time=’7’/>
<connection from=’2’ to=’2’ function=’recurrent’

time=’7’/>
<connection from=’3’ to=’3’ function=’recurrent’

time=’7’/>
<interval id=’forward’ begin=’0’ end=’6’ />
<interval id=’recurrent’ begin=’7’ end=’7’ />
</neuralnetwork>
</senmp>
</controller>


	Abstract
	Acknowledgments
	List of symbols and abbreviations
	Contents
	1 Introduction
	1.1 Background
	1.2 Scope of the thesis
	1.3 Contribution
	1.4 Contents of the thesis

	2 Related work
	3 Evolutionary computation
	3.1 Discussion

	4 Evolutionary Robotics
	4.1 Motivation
	4.2 Evolution and learning
	4.3 Competitive co-evolution
	4.4 The role of the environment
	4.5 Discussion

	5 Arti.cial Neural Networks
	5.1 Neuron models
	5.2 Network architectures
	5.3 The learning process
	5.4 Pulsed neural networks
	5.5 Dynamic recurrent neural networks
	5.6 Simulated Annealing
	5.7 Synaptic plasticity
	5.8 Discussion

	6 The Stochastic Evolutionary Neuron Migration Process
	6.1 Introduction
	6.2 The encoding scheme
	6.2.1 The Evolutionary Algorithm
	6.2.2 The neuron model

	6.3 Discussion

	7 Experiments
	7.1 The XOR problem
	7.2 Pole balancing experiments
	7.2.1 Double pole balancing with velocity information
	7.2.2 Double pole balancing without velocity information

	7.3 The robot navigation experiment
	7.3.1 Introduction
	7.3.2 Simulations
	7.3.3 Real world experiments

	7.4 Discussion

	8 Analysis
	8.1 Population size
	8.2 Spatial distribution of neurons
	8.3 Normalization of neuron parameters
	8.4 Region of in.uence
	8.5 Synaptic plasticity
	8.6 Discussion

	9 Conclusion
	References
	Appendix



