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Abstract
Automatic face recognition is a challenging problem which has received much attention during recent
years due to its many applications in different fields such as law enforcement, security applications,
human-machine interaction etc. Up to date there is no technique that provides a robust solution for all
situations and different applications.

From still gray images to face sequences (and passing through color images), this thesis provides
new algorithms to learn, detect and recognize faces. It also analyzes some emerging directions such
as the integration of facial dynamics in the recognition process.

To recognize faces, the thesis proposes a new approach based on Local Binary Patterns (LBP)
which consists of dividing the facial image into small regions from which LBP features are extracted
and concatenated into a single feature histogram efficiently representing the face image. Then, face
recognition is performed using a nearest neighbor classifier in the computed feature space with Chi-
square as a dissimilarity metric. The extensive experiments clearly show the superiority of the
proposed method over the state-of the-art algorithms on FERET tests.

To detect faces, another LBP-based representation which is suitable for low-resolution images, is
derived. Using the new representation, a second-degree polynomial kernel SVM classifier is trained
to detect frontal faces in complex gray scale images. Experimental results using several complex
images show that the proposed approach performs favorably compared to the state-of-art methods.
Additionally, experiments with detecting and recognizing low-resolution faces are carried out to
demonstrate that the same facial representation can be efficiently used for both the detection and
recognition of faces in low-resolution images.

To detect faces when the color cue is available, the thesis proposes an approach based on a robust
model of skin color, called a skin locus, which is used to extract the skin-like regions. After
orientation normalization and based on verifying a set of criteria (face symmetry, presence of some
facial features, variance of pixel intensities and connected component arrangement), only facial
regions are selected.

To learn and visualize faces in video sequences, the recently proposed algorithms for
unsupervised learning and dimensionality reduction (LLE and ISOMAP), as well as well known ones
(PCA, SOM etc.) are considered and investigated. Some extensions are proposed and a new approach
for selecting face models from video sequences is developed. The approach is based on representing
the face manifold in a low-dimensional space using the Locally Linear Embedding (LLE) algorithm
and then performing K-means clustering.

To analyze the emerging direction in face recognition which consists of combining facial shape
and dynamic personal characteristics for enhancing face recognition performance, the thesis
considers two factors (face sequence length and image quality) and studies their effects on the
performance of video-based systems which attempt to use a spatio-temporal representation instead of
a still image based one. The extensive experimental results show that motion information enhances
automatic recognition but not in a systematic way as in the human visual system.

Finally, some key findings of the thesis are considered and used for building a system for access
control based on detecting and recognizing faces.

Keywords: face detection, face recognition, facial dynamics, manifold learning
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III Hadid A, Pietikäinen M & Martinkauppi B (2002) Color-based face detection using
skin locus model and hierarchical filtering. Proc. 16th International Conference on
Pattern Recognition, August 11-15, Quebec, Canada, 4:196-200.

IV Hadid A, Kouropteva O & Pietik̈ainen M (2002) Unsupervised learning using locally
linear embedding: experiments in face pose analysis. Proc. 16th International Confer-
ence on Pattern Recognition, August 11-15, Quebec City, Canada, 1:111-114.
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VII Hadid A & Pietikäinen M (2005) An experimental investigation about the integration
of facial dynamics in video-based face recognition. Electronic Letters on Computer
Vision and Image Analysis (ELCVIA) 5(1):1-13.
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Symbols and abbreviations

ARMA Auto-Regressive and Moving Average model

BDF Bayesian Discriminating Features

BIC Bayesian intra/extrapersonal

BMU Best Matching Unit

CBIR Content-Based Image Retrieval

CIE Commission Internationale de l’Eclairage

CMU Carnegie Mellon University

DNA DeoxyriboNucleic Acid

EBGM Elastic Bunch Graph Matching

EM Expectation Maximization

FERET A commonly used face database to test algorithms

GDA Generalized Discriminant Analysis

GTM Generative Topographic Mapping

HMM Hidden Markov Model

HSV Hue/Saturation/Value

HVS Human Visual System

ICA Independent Component Analysis

IID Independent and Identically Distributed

ISOMAP ISOmetric feature MAPping

KICA Kernel ICA

KPCA Kernel PCA

LBP Local Binary Patterns

LDA Linear Discriminant Analysis

LFA Local Feature Analysis

LLE Locally Linear Embedding

MDS MultiDimensional Scaling

MLP MultiLayer Perceptron

MoBo A video face database from Carnegie Mellon University



NCC Normalized Color Coordinates

NFL Nearest Feature Line classifier

NN Nearest Neighbor classifier

ORL A face database from Olivetti Research Laboratory, Cambridge

PCA Principal Component Analysis

PDF Probability Density Function

PDM Point Distribution Model

RGB Red/Green/Blue channels

RLLE Robust Locally Linear Embedding

SM Sammon’s Mapping

SNoW Sparse Network Of Winnows

SOM Self-Organizing Maps

SVM Support Vector Machine

b A scalar or bias used in the SVM definition; it is also used as a chro-
maticity channel in the NCC color space

B Refers to a probe face sequence or to color channel in RGB space

B(λ) The spectral sensitivity of the Blue sensor of the camera

bd A lower bound value used in the modeling of the skin locus

bu An upper bound value used in the modeling of the skin locus

C1 The cardinality of data lying on the main component

CR The cardinality of the rest of data (excluding the main component)

C(λ) The reflected signal

d Variable generally referring to the dimensionality of the data in the
feature space

D Variable generally referring to the dimensionality of the data in the
input space

d2
F Frobenius distance

DC Data points lying on the same component or graph

D(S,M) Histogram intersection

dG(i, j) The shortest paths connecting the points i and j

dM(i, j) The geodesic distance between the points i and j

dX(i, j) Length of the edge connecting the point i and j

ei A face model used in appearance-based recognition

E A set of models or Exemplars

B(λ) The spectral power distribution of the illuminant

G Refers to a gallery face sequence or to a graph

G(λ) The spectral sensitivity of the Green sensor of the camera

hc j(t) The neighborhood kernel around the Best Matching Unit (used in
SOM definition)



I(P,s) Face image of personP at configurations

K(., .) Kernel function

l Length of face sequence

LBP(w) Denotes the LBP feature vector representing the regionw

LBPu2
P,R Local binary pattern operator with a neighborhood size of P equally

spaced pixels on a circle of radius R and using uniform patterns

L(S,M) Log-likelihood statistic

N General variable referring to the number of training samples, to the
number of state in the HMM definition or to the length of face se-
quence.

OL An outlier

qt The state of the HMM model at timet

R(λ) The spectral sensitivity of the Red sensor of the camera

SD A symmetry measure

S(λ) The reflectance function of the surface

t Time index

ti A training sample (either face or nonface pattern)

Ui An eigenvector

v(t) Independent and Identically Distributed (IID) sequence driven from
unknown distributions

w(t) Independent and Identically Distributed (IID) sequence driven from
unknown distributions

x(t) State vector used in the ARMA definition

XL The largest component containing the main data points

XO The component of the data containing the outliers

Y Generally used as ad∗N matrix representing the data in the feature
or embedding space

[r1..r2] Range of red chromaticity channel in the NCC space

α A scalar

αi Parameter of support vector machines

α(t) The learning rate at time t (used in SOM definition)

β A scalar

ε(w) The reconstruction error in the LLE algorithm

θ The rotation angle of the face used in Chapter 4

θi The subspace angles between the ARMA models

λ = (A,B,π) Defines an HMM model, whereA =
{

ai j
}

is the transition matrix,
B = {bi(O)} are the observation probability density functions and
π = {πi} are the initial distributions

λi Refers to an eigenvalue or to a hidden Markov model

µ The mean vector of the training face images



ξ Face manifold

ξp Face manifold of personP

Φ(Y) The embedding reconstruction form in the LLE algorithm

χ2 (Chi-square) A dissimilarity measure for comparing a target face his-
togramS to a model histogramM
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1 Introduction

1.1 Background

An infant innately responds to face shapes at birth
and can discriminate his or her mother’s face from a
stranger’s at the tender age of 45 hours..(Voth 2003)

The simple indication above reveals the remarkable abilities of humans to perform a vital
survival skill which is face recognition. Indeed, face recognition is a natural and straight-
forward biometric method that human beings use to identify each other. However, de-
veloping technologies that can mimic such an ability is a challenging problem which has
received much attention during the recent years. This increased interest in automatic face
recognition is due to the many potential applications in different fields such as law en-
forcement, security, human-machine interaction etc.

Although extremely reliable methods for biometric personal identification exist (e.g.,
fingerprint, DNA, retina and iris), these methods rely on the cooperation of the partic-
ipants, whereas a personal identification system based on the analysis of faces is often
effective without the user’s cooperation or knowledge. In addition, face recognition is
the most acceptable biometric because it is the natural method of identification which hu-
mans use in their visual interactions. On the other hand, it is well known that fingerprint
based or iris based techniques are more accurate than facial based ones. Therefore, each
biometric has its strengths and weaknesses, and the choice depends on the application.
An introduction to biometrics and a comparison of various techniques can be found in
(Jainet al.2004). For example, identifying criminals and suspect persons in airports and
other public areas through video surveillance is a typical scenario in which the need and
importance of the face biometric become evident.

Up to date there is no method that provides a robust solution to all situations and dif-
ferent applications that automatic face recognition may encounter, and this despite the
significant progress made in the field during the last 10 years. What makes face recog-
nition so difficult? First, the appearance of a particular face varies due to changes in
pose, expressions, illumination, and other factors such as age, changes in facial hair, the
presence of glasses etc. For instance, it has been shown that the variations between the
images of the same face due to illumination and viewing direction are often larger than
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the variations due to the change in face identity itself (Moseset al. 1994). Therefore,
the recognizer needs a face representation that is invariant to these factors. In addition to
these difficulties which are shared with the standard problems of rigid object recognition,
the nonrigidness of faces seen in expressions and aging is a face-specific problem which
complicates even more the modeling of face patterns.

On the other hand, psychophysical studies have shown that the human visual system
can easily identify faces even under poor viewing conditions. Naturally, the human per-
ception uses not only the facial structure to recognize faces but also additional cues such
as color, facial dynamics, contextual knowledge etc. The question, then, is how an au-
tomatic recognition system should represent the faces? Incorporate the facial motion?
Exploit the color information? etc.

There are several others topics related to face analysis such as: face tracking, facial
expression recognition, gender determination, facial feature extraction, age classification,
and aging simulation. This thesis focuses on face recognition and detection tasks.

1.2 The Scope and Contributions of the Thesis

Despite the significant progress made in automatic face detection and recognition, many
challenges still remain. From still gray images to face sequences (and passing through
color images), this thesis aims to provide new algorithms to learn, detect and recognize
faces.

In gray scale images, the thesis introduces a new approach for face recognition which
considers both shape and texture information to represent the face images (Paper I). As
opposite to other methods, such as the Elastic Bunch Graph Matching (EBGM), a straight-
forward extraction of the face feature vector is adopted. The face image is first divided
into small regions from which the Local Binary Pattern (LBP) features are extracted and
concatenated into a single feature histogram efficiently representing the face image. The
textures of the facial regions are locally encoded by the LBP patterns while the whole
shape of the face is recovered by the construction of the face feature histogram. The idea
behind using the LBP features is that the face images can be seen as a composition of
micro-patterns which are invariant with respect to monotonic gray scale transformations.
Combining these micro-patterns, a global description of the face image is obtained. The
extensive experiments clearly show the superiority of the proposed method over the state-
of the-art algorithms on FERET tests which include the robustness of the method against
different facial expressions, lighting conditions and aging of the subjects.

The facial representation presented above (Paper I) is more adequate for large sized
images (such as the FERET images: 130*150 pixels) and leads to a relatively long feature
vector typically containing thousands of elements. However, in many applications, such
as the detection and recognition of faces in low-resolution images, the faces can be on the
order of 20*20 pixels. To overcome these effects, a new LBP based facial representation,
which is suitable for low-resolution images and has a short feature vector needed for fast
processing, is derived (Paper II). A specific of this representation is the use of overlapping
regions and a 4-neighborhood LBP operator (LBP4,1) to avoid statistical unreliability due
to long histograms computed over small regions. Additionally, the holistic description
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of a face is enhanced by including the global LBP histogram computed over the whole
face image. Using these features a second-degree polynomial kernel SVM classifier is
trained to detect frontal faces in complex gray scale images. Experimental results using
several complex images show that the proposed approach performs favorably compared to
the state-of-art methods. Additionally, experiments with detecting and recognizing low-
resolution faces from video sequences are carried out to demonstrate that the same facial
representation can be efficiently used for both detection and recognition (Paper II).

When a color cue is available, the thesis discusses its role in both the detection and
recognition of faces and proposes a new architecture for color based face detection (Paper
III). Based on skin locus and successive detectors, the method allows high efficiency under
drastically varying illumination conditions. While most color based approaches work only
if the camera was calibrated and detect faces if the features (eyes, mouth, eyebrows) are
visible and detectable, the proposed system detects faces even when these features are not
well defined. The detection is based on a robust model of skin color, called a skin locus,
which is used to extract the skin-like regions. After orientation normalization and based
on verifying a set of criteria (face symmetry, presence of some facial features, variance of
pixel intensities and connected component arrangement), only facial regions are selected.

Visualizing and learning face manifolds are also discussed in this thesis (Papers IV, V
and VI). Different unsupervised learning and dimensionality reduction algorithms (PCA,
LLE, ISOMAP, SOM etc.) are considered and investigated. Some extensions are proposed
(Papers IV and V). Furthermore, a new approach to select models from face sequences
for building an appearance based face recognition is developed (Paper VI). The approach
is based on representing the face manifold in a low-dimensional space using the Locally
Linear Embedding (LLE) algorithm and then performing K-means clustering. The face
models are then defined as the cluster centers. The proposed strategy is motivated by the
efficiency of LLE to recover meaningful low-dimensional structures hidden in complex
and high-dimensional data such as face images. Two other well-known unsupervised
learning algorithms (ISOMAP and SOM) are also considered. The thesis compares and
assesses the efficiency of these different schemes on a subset of the CMU MoBo database
which contains 96 face sequences of 24 subjects. The results clearly show significant
performance enhancements over traditional methods such as the PCA based one.

Recent psychological and neural studies indicate that, when people talk, their changing
facial expressions and head movements provide a dynamic cue for recognition. Therefore,
both fixed facial features and dynamic personal characteristics are used in the Human Vi-
sual System (HVS) to recognize faces. However, most of the automatic recognition sys-
tems use only the static information as it is unclear how the dynamic cue can be integrated
and exploited. This thesis analyzes the effects of incorporating this dynamic information
in video based automatic face recognition (Paper VII). The thesis considers two factors
(face sequence length and image quality) and studies their effects on the performance of
video based systems which attempt to use a spatio-temporal representation instead of a
still image based one. The experimental results show that motion information enhances
also automatic recognition but not in a systematic way as in the HVS.

Finally, the main findings in this thesis are considered and used for building a system
for access control based on detecting and recognizing faces (Paper VIII). In the system,
a camera is set in the door looking at the corridor and the captured frames are analyzed
with the proposed methods, allowing fast processing and accurate recognition.
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Therefore, the main contributions of this thesis can be summarized in the following
aspects:

– A new face representation, based on Local Binary Patterns (LBP), is proposed and
adopted for face recognition, yielding in better recognition results than those of state-
of-the-art methods.

– A novel discriminative feature space is derived and used for detecting frontal faces
in gray scale images, showing very good performance compared to state-of-the-art
methods.

– A unified feature space for both detecting and recognizing low-resolution face im-
ages is discovered.

– When color information is available, its role in face analysis is discussed and a new
face detection architecture is proposed.

– The recently proposed algorithms for unsupervised learning and dimensionality re-
duction (LLE and ISOMAP), as well as the well-known ones (PCA, SOM etc.) are
considered and compared for learning and visualizing face images extracted from
video sequences.

– A new approach for selecting face models from video sequences is developed and its
efficiency is demonstrated.

– The effects of face sequence length and image quality on the performance of video
based systems which attempt to use a spatio-temporal representation instead of a still
image based one are studied and extensively experimented.

– A system for access control based on the proposed algorithms and findings is built.
– Additionally, a review of the state-of-the-art in the field is included, and the chal-

lenging problems and emerging directions are highlighted.

1.3 The Organization of the Thesis

The rest of the thesis is organized into seven chapters. In the following, we describe the
content of each chapter and also the related publication(s).

Chapter 2 gives an overview of the problem of face detection and recognition, and
discusses the state-of-the-art in the field. Because of the many already existing surveys
on face detection and recognition, this chapter is focused on reviewing only the main
approaches and discussing the new and emerging directions.

Chapter 3 deals with gray scale images and presents a new approach for representing
faces, based on local binary patterns. The proposed face representation is applied to the
problem of face detection and recognition. Extensive experiments are reported and the
results are compared to those of state-of-the-art-methods. This chapter corresponds to
Papers I and II.

Then, Chapter 4 discusses the use of color cue in face detection and recognition and
presents a color based approach to face detection. The chapter is related to Paper III.

Chapter 5 deals with face recognition and learning when image sequences are avail-
able. Different unsupervised learning and dimensionality reduction algorithms are inves-
tigated and some extensions are introduced. Also, a new approach to select models from
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face sequences for building an appearance based face recognition system is presented.
This chapter is related to Papers IV, V and VI.

Chapter 6 presents an experimental analysis about the integration of facial dynamics
in video based face recognition. It considers two factors (face sequence length and image
quality) and studies their effects on the performance of systems which attempt to use a
spatio-temporal representation instead of a still image based one. The experimental results
are reported and discussed. This chapter is related to Paper VII.

Chapter 7 presents the system built for access control based on detecting and recog-
nizing faces. In this chapter, the key findings in the thesis are combined and exploited
for building the system. The implementation and experimental results are reported (Paper
VIII).

Finally, Chapter 8 summarizes the main findings, discusses the future work and con-
cludes the thesis.



2 Face Detection and Recognition: an Overview

Automatic face recognition can be divided into three basic scenarios: verification, identi-
fication and watch-list. In the verification mode, an input image and a claimed identity are
fed to the system which determines whether the face corresponds to the claimed identity
or not. Therefore, only one comparison is done. In the identification mode, the system
performs one-to-many comparisons and returns the identity of the closest face in a data-
base of known individuals. The watch-list mode is similar to the identification scenario
except that the face can also be rejected (i.e. classified as unknown) if it is too dissimilar
to the stored faces in the database. Although some differences exist between the three
modes, the general statement of face recognition is basically the same and consists of the
following steps which are shown in Fig. 1.

Fig. 1. General statement of the face recognition problem.
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– Face Detection/Tracking: This first step of the system consists of detecting the pres-
ence of faces and determining their locations in the input data which generally con-
sists of still-images or video sequences taken from some source such as a camera, a
scanner or a file. When the system deals with video sequences, the position of the
faces in the previous frames can be used to predict and limit the search area in the
following frames (tracking). Additionally, when the color cue is available, it can be
used for pre-processing the images by selecting the skin-like regions.

– Facial Feature Extraction and Normalization: Once a face is detected, facial features
(such as eyes, mouth, nose etc.) are generally searched for in order to align the face
with respect to scale and pose, and remove the hair and background areas by cropping
the facial region using an elliptical mask, for example. Additionally, illumination
normalization could be performed to compensate for changes in lighting conditions.

– Facial Representation and Matching: From the normalized and aligned face, a set of
descriptors (or coefficients) representing the characteristics of the face are computed
(facial representation). The coefficients should capture (as much as possible) the
variations in the appearance of the faces due to expression, pose and other factors.
On the other hand, these coefficients should discriminate the faces of different indi-
viduals well. To determine the identity of the face, these coefficients are compared
to those of the known persons stored in a database during an enrollment1 phase. If
the match is close ”enough” to one of the faces in the database, then the identity of
the face is sorted, otherwise the face is rejected in the watch-list mode and the closest
face is returned in the identification mode.

In the following sections, we describe in more detail each of the above components and
give a short state-of-the-art in the field. Then, we highlight and discuss the challenging
problems.

2.1 Face Detection

Face detection is a useful task in many applications such as video conferencing, human-
machine interfaces, Content Based Image Retrieval (CBIR) etc. Other possible applica-
tions of face detection technology are discussed in (Hjelmas & Low 2001). In general,
it is most widely used as the first step of automatic face recognition systems, as shown
in the diagram in Fig. 1. The task consists of determining the presence of faces (if any)
in the input image (or video sequence) and returning their location(s) and size(s). This is
not an easy task because of the large variability in the appearance of the face patterns due
to the nonrigidness of the faces and other factors. A robust face detector should be then
able to find the faces regardless of their number, color, positions, occlusions, orientations,
facial expressions etc.

Many methods have been proposed for detecting faces (Yanget al. 2002, Hjelmas &
Low 2001). Roughly, they can be divided into two categories: feature based and image
based techniques. Additionally, color and/or motion cues, when available, can be used as

1Enrollment refers to the initialization phase in which the facial representations of the known faces are
extracted and stored in the database.
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pre-processing steps. The feature based techniques make explicit use of face knowledge.
Typically, they start by deriving low-level features and then apply knowledge based analy-
sis. In contrast, the image based techniques consider a face as a 2-D array of pixels and
classify it into face or nonface groups using training schemes and learning algorithms.

2.1.1 Pre-processing with Color and Motion

Color information, when available, can be an efficient tool for identifying skin-like re-
gions and then infering the presence of faces (e.g. Hadidet al. (2002), Hsuet al. (2002)).
For this purpose, many methods for skin modeling in different color spaces have been
proposed (Martinkauppi & Pietik̈ainen 2004). A typical color based approach for face
detection starts by determining the skin pixels which are then grouped using connected
component analysis. Then, for each connected component the best fit ellipse is computed
using geometric moments, for example. The skin components which verify some shape
and size constraints are selected as face candidates. Finally, features (such as eyes and
mouth) are searched for inside each face candidate based on the observation that some
holes should appear in the skin component since the features are darker than the rest of
the face. More details about the use of color in face detection are presented in Chapter 4.

Motion information is another cue which can be used to detect moving faces. The
simplest approach for this purpose is the frame difference analysis to detect moving parts
in the images (Grafet al. 1996). Alternatives are the detection of the moving contours
(McKennaet al. 1995) or estimating the velocities of the pixels (Optical flow analysis,
e.g. Leeet al. (1996)). Also, the trajectories of the faces in the previous frames can be
used to predict the current and future positions of the faces (tracking).

Generally, motion and color alone are not enough to detect the faces, but they can be
used as a pre-processing step for selecting the region of interest and thus limiting the
search areas.

2.1.2 Feature Based Techniques

Up to the middle 90’s, most of the work in the area of face detection was focused on
extracting and manipulating facial features (Hjelmas & Low 2001, Chellappaet al.1995,
Samal & Iyengar 1992). Some methods represent the features by edges extracted using
different filter operators such as Sobel, Marr-Hildreth, Laplacian etc. The obtained edges
are then labeled and matched to some edge models in order to infer the presence of a
face. For example, such a procedure is adopted in (Govindaraju 1996). An alternative
to edge based techniques is the constellation analysis which consists of extracting several
facial features and then grouping them into face-like constellations using some statistical
analysis (e.g. the work of Burlet al. (1995)).

Active shape models (Kasset al. 1987, Yuille et al. 1992, Cootes & Taylor 1992)
have also been considered in many feature based techniques for face detection. The idea
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consists of constructing some shape templates which are allowed to a certain range of
deformation in order to match the extracted facial features.

Basically, the face detection task in the feature based methods is reduced to a facial
feature searching problem which is discussed below in Section 2.2. For instance, Hamouz
et al. (2004) presented a face localization system based on detecting ten facial features
using Gabor filters and then inferring the presence of a face. The advantages of the fea-
ture based methods are their relative insensitivity to illumination conditions, occlusions
and viewpoint. In addition, the localization of the facial features is often useful for fur-
ther analysis (e.g. face alignment before recognition). However, the drawbacks of these
methods lie in their complex analysis (i.e. computationally heavy), the difficulties to deal
with low-quality images and to detect multiples faces.

2.1.3 Image Based Techniques

During the past 10 years, more reliable face detection methods have been developed to
cope with multiple face detections in complex backgrounds. These methods, in contrast
to the feature based ones discussed above, do not explicitly use the knowledge about the
visual facial features but they rely on training sets to capture the large variability in facial
appearances. Generally, these methods scan an input image at all possible locations and
scales and then classify the sub-windows either as face or nonface. For instance, Sung &
Poggio (1998) considered Gaussian clusters to model the distribution of face and nonface
patterns and then used a Multilayer Perceptron (MLP) for detection. From 47,316 face and
nonface training patterns, they constructed 12 multi-dimensional Gaussian clusters (6 for
each face and nonface prototype) using a modified2 k-means clustering algorithm. Each
cluster is represented by a mean image and a covariance matrix. Two distance metrics are
computed between an input image (i.e. scanned sub-window) and each cluster, yielding
thus 12 pairs of distance metrics for each input pattern. Finally, these 12 pairs are fed to
MLP for classification (face versus nonface). Note that the system detects only upright
and frontal faces.

Rowleyet al.(1998b) used a retinally connected neural network when scanning an im-
age to decide whether the examined small windows are faces or not. The network contains
400 inputs (corresponding to a 20*20 input image), 26 hidden units (4 units use 10*10
pixel sub-regions as inputs, 16 units use 5*5 sub-regions and the last 6 units use 20*5
overlapping horizontal stripes) and 1 output. The authors trained several neural networks
and combined their outputs. Further, they added to their above system a router MLP to
detect faces at all angles in the image plane (Rowleyet al.1998a). The MLP network is
used to classify the input patterns into 36 classes each corresponding to 10o. Once the
angle of the pattern is determined, a rotated version of that pattern is fed to the system
for classification as face or nonface. A different neural network based approach for face
detection is presented by Rothet al. (2000). In their system, the authors use the SNoW
(Sparse Network of Winnows) learning structure (Roth 1998). The main drawbacks of
neural based methods are the difficulties and time consumed in training the system.

Since support vector machines (Vapnik 1998) have been originally proposed as a pow-

2It uses an adaptively changing normalized Mahalanobis distance metric.
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erful tool for two-class recognition problems, they have been extensively applied to face
detection. The first work on detecting frontal faces by SVMs was done by Osunaet al.
(1997). Experimenting with the SVM based approach, Terrillonet al. (2000a) reported
performance enhancement over their earlier MLP based face detection scheme. However,
the main problem with SVM based approaches for face detection is that they are often
computationally expensive. To improve the speed of their systems, SVMs are applied
on segmented skin-like regions to avoid exhaustive scanning in (Kumar & Poggio 2000,
Terrillon et al.2000a).

Schneiderman & Kanade (1998) considered the decomposition of 64∗64 face images
into four rectangular sub-regions of 16∗16 pixels. These sub-regions are then projected
into lower-dimensional space using Principal Component Analysis (PCA). A naive Bayes
classifier is then used to estimate the joint probability of the local appearances and posi-
tions of the sub-regions of the face at multiple resolutions. The system showed compa-
rable performance to Rowleyet al.’s face detector and can also detect some rotated and
profile faces. Later, Schneiderman & Kanade (2000) extended their work by considering
the wavelet transform instead of the PCA coefficient used earlier.

By combining the input image, its 1D Haar wavelet representation and its amplitude
projections into a feature vector of 768 elements, Liu (2003) presented a Bayesian Dis-
criminating Features (BDF) method for frontal face detection. Assuming that face and
nonface classes follow multivariate normal distributions, the conditional probability den-
sity functions (PDFs) of these two classes are then estimated. To detect faces in an image,
the estimated conditional PDFs are used in the Bayes classifier. Although the system is
trained using relatively small sets of examples, it generalized well to test images.

Viola & Jones (2001) presented an efficient detection scheme using Haar-like features
and AdaBoost as a fast training algorithm. AdaBoost is used to select the most prominent
features among a large number of extracted features and construct a strong classifier from
boosting a set of weak classifiers. The use of a cascade of classifiers made their system
one of the first real-time frontal-view face detector. It runs at 14 frames per second for a
320*240 image.

Inspired by the work of Viola & Jones (2001) and Schneiderman & Kanade (1998),
Li & Zhang (2004) presented a multiview face detector using a new learning algorithm
called FloatBoost. An extended Haar feature set is used to deal with rotated faces. The
authors reported that their system can detect faces at 200 ms per image (320*240 pixels)
on a Pentium-III CPU of 700 MHz.

2.1.4 Discussion

We reviewed some methods for face detection and divided them into feature based and
image based categories. In some applications, such as indoor access control based on
face recognition3, the feature based methods can be applied and achieve real-time per-
formance. In such cases, they are generally combined with skin color and/or motion
information. In contrast, the image based methods are the most efficient as they can deal
with complex backgrounds and multiple faces. However, these techniques need large sets

3An example of an access control system based on face recogntion is presented in Chapter 7.
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of samples (face and nonface patterns) for training in order to generalize well to new im-
ages. While it is quite easy to collect training face samples, it is not the case for selecting
the negative training ones. This is due to the fact that every pattern which is not a face can
be a candidate. Bootstrapping is a way to deal with that problem as suggested by Sung
& Poggio (1998). The Bootstrapping technique consists of(i) First generating some ran-
dom nonface patterns;(ii) Training the face detector;(iii ) Running the system on images
which do not contain faces;(iv) Adding the false positive patterns detected by the system
to the nonface training set; and(v) Repeating the same procedure several times. Most
of the methods presented above use a huge number of training samples. However, the
BDF method (Liu 2003) is the only method which considered a relatively small number
of training samples while the system still generalized well.

One drawback of image based methods lies in the exhaustive scan of the images at
different resolutions and scales to determine the presence of faces. This yields to hun-
dreds of thousands of sub-windows to process, which is time consuming. To overcome
these effects and speed-up the detection process, one can proceed by(i) Using discrimi-
native features which can be easily extracted and(ii) Designing fast classifiers. The most
commonly used features are the normalized pixels values (Heiseleet al.2000, Yanget al.
2002) and the Haar-like ones. Although these features are easy to extract and have shown
quite good results in many systems, there is nothing which prevents the use of other fea-
tures. In this context we present and discuss in Chapter 3, the use of Local Binary Pattern
(LBP) features (Ojalaet al. 2002b). The second important issue is the classifier design.
For this purpose, AdaBoost and its variants (FloatBoost, gentleBoost, LogitBoost etc.)
are efficient learning methods for selecting the best subset from a large feature set and
building a strong nonlinear classifier. Exploiting the principle of pattern rejection (Elad
et al. 2002) and coarse-to-fine search (Fleuret & Geman 2001), one can combine sev-
eral classifiers into simple-to-complex cascade stages in order to increase even more the
computational efficiency of the system.

While most of the image based methods reported quite good results in the detection
of frontal faces, only a few of them deal with the multiview case. The simplest and most
common approach to handle faces of different orientations is to consider the view based
scheme (Pentlandet al. 1994), in which a specific face detector will be responsible in
detecting faces in a certain rotation angle range. Such an approach has been adopted in
several systems (Schneiderman & Kanade 1998, Li & Zhang 2004, Liet al.2004). Among
the multiview face detectors, Rowleyet al.’s system has showed promising results while
Li & Zhang (2004) developed the first real-time one.

Although when reported on common test data, it is quite hard to make a fair comparison
among the different methods for face detection. This is due to the fact that the methods do
not use the same number of training samples, and also perform some post processing and
heuristics to delete false alarms and merge multiple detections. The best way to compare
the methods is to collect a set of icon face and nonface patterns and divide them into
training and test sets. In such a way, the different detectors can use the same training
samples and report their results on the same test material which allows a fair comparison.
Similar problem arises when trying to compare the speed of the different methods which
report their performance on different machines.

Surprisingly only little work combines color and/or motion with the image based tech-
niques (Kumar & Poggio 2000, Terrillonet al. 2000a). We believe that such a combina-
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tion can increase both speed and efficiency of the detector. For instance, skin color can be
used to select the regions of focus and then the image based techniques can be launched
around the skin like regions. In such a way, the range of the scan area for the image based
methods are reduced and the reliability of the skin segmentation will not be crucial.

Finally, we believe that automatic face detection still needs a lot work to achieve re-
sults comparable to the human performance. However, for many practical applications,
such high requirements are not needed and therefore some of the current detectors are
sufficiently mature to be used. In some other applications such as video surveillance sce-
narios, there is still work to be done in order to efficiently detect the faces in poor quality
images and different orientations and illumination conditions.

2.2 Facial Feature Detection and Normalization

Before attempting to recognize the detected faces, a normalization procedure is generally
applied. It consists of(i) Finding the locations of the eyes, mouth, etc.(ii) Translating,
rotating and scaling the image so that the centers of the eyes are placed at specific posi-
tions;(iii ) Cropping the face using some standard elliptical mask to remove the non face
portions; and(iv) Performing illumination compensation if needed.

If not already performed4, the localization of the facial features is then the first step
of the face normalization process. Various techniques have been proposed for finding the
facial features. They can be divided into three groups: feature based, appearance based
and template based.

In the feature based methods, the features are extracted based on the positions and
sizes of the features (Brunelli & Poggio 1993). They are generally extracted from the
vertical and horizontal integral projections of the original image, by analyzing the valleys
and peaks. Color segmentation can be also used. In this case, any non-skin color region
within the face area is considered as eye or mouth candidates (Hadidet al.2002).

An example of an appearance based approach for facial feature detection is the use of
”eigenfeatures”. Eyes, mouth and nose are generally represented by the Principal Compo-
nent Analysis (PCA), yielding the so called eigeneyes, eigenmouth and eigennose. Then,
a small window is used to scan the face image, searching for those eigenfeatures (Ryu &
Oh 2001).

The template based methods are developed for the purpose of accurate extraction of
the facial features. They generally define some elastic templates for the shape of the face.
The templates can change their parameters in order to fit edges, peaks and valleys in the
input face image. Among these methods are deformable templates (Kasset al. 1987),
snakes (Yuilleet al.1992) and Point Distribution Models (PDM) (Cootes & Taylor 1992).

Comprehensive review of facial feature extraction can be found in (Hjelmas & Low
2001, Chellappaet al. 1995). Generally, the most commonly considered facial features
for the purpose of face normalization are the locations of centers of the eyes and mouth.

Once the facial features are detected and the face area is cropped, illumination com-
pensation can be applied. For that purpose, different methods have been proposed. For

4In some cases, the location of facial features are already determined in the face detection process. This is
generally the case in the feature based face detection methods and not in the image based ones.
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instance, Moghaddam & Pentland (1997) applied simple contrast normalization to the
detected faces. However, the commonly used approach is histogram equalization (Shan
et al. 2003). Belhumeuret al. (1997) proceeded by discarding the three most significant
principal components. More accurate and thus more complex illumination compensation
has also been suggested in (Shashua & Riklin-Raviv 2001, Adiniet al.1997, Georghiades
et al.2001, Zhao 1999).

2.3 Facial Representation and Matching (Recognition)

The objective of the recognition phase is to determine the identity of the face. There-
fore, first facial representation is computed and then matched to those of the individuals
in the database. Several methods have been proposed for facial representation and match-
ing. Fig. 2 summarizes some of them, which are briefly presented and discussed in the
following sections.

2.3.1 Feature Based

The earliest work on face recognition is based on the feature based or geometric based
methods (Kanade 1973). Basically, the faces are represented in terms of geometrical rela-
tionships, such as distances and angles, between the facial features (eyes, mouth etc.). The
recognition is then performed by simple Euclidian distances between the feature vectors
representing the faces. Among the recent work following these lines is (Coxet al.1996).
Such methods are relatively insensitive to illumination and viewpoint but they require ac-
curate localization of the facial features. Note that in the earliest work, the facial features
were manually extracted. However, the most recent methods try to automatically extract
the facial features, but this task is quite difficult and time consuming.

2.3.2 Model Based

The model based techniques proceed by(i) Defining a model of face structure;(ii) Fitting
the model to the given face image; and(iii ) Using the parameters of the fitted model as
the feature vector to calculate similarity between the input face and those in the database.
Examples of model based systems are Elastic Bunch Graph Matching (EBGM) (Wiskott
et al.1997) and the 2D morphable face model (Cooteset al.1998).

In the EBGM algorithm, faces are represented as graphs, with nodes positioned at fidu-
cial points and edges labelled with distance vectors. Each node contains a set of Gabor
wavelet coefficients, known as a jet. Thus, the geometry of the face is encoded by the
edges while the grey value distribution (texture) is encoded by the jets. The identification
of a new face consists of determining among the constructed graphs, the one which max-
imises the graph similarity function. More details about the EBGM algorithm are given
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Fig. 2. Different face recognition methods.

in Appendix 1.

2.3.3 Appearance Based

In contrast to the model based methods, the appearance based techniques consider the 2D
face image as a vector in the image space. The goal of these methods is to find some trans-
formationW for mapping the faces from the input space into a low-dimensional feature
space. The recognition can then be performed by projecting the faces and comparing them
in the feature space. Let matrixX = [X1X2...XN] represent a set ofN training face images,
whereXi denotes a face imagei obtained by concatenating the rows into a single column
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vectorΓi and subtracting the mean vector of training imagesµ = ∑N
i=1 Γi . There are sev-

eral methods for estimating the mapping functionW and thus finding the representations
Y of the face images in the feature space.

Among the linear methods are Principal Component Analysis (PCA)(Turk & Pent-
land 1991), Independent Component Analysis (ICA)(Lee 1998) and linear Discriminant
Analysis (LDA)(Etemad & Chellappa 1997). These methods differ in the way of defining
the basic vectors and constructingW, but share the way of extracting the facial represen-
tation by linearly projecting the face images:

Y = WTX.

In PCA, the basis vectors are defined as the eigenvectors of the covariance matrix
C = XXT . So, the transformation matrixWPCA is composed of thed egienvectors ofC
corresponding to thed largest eigenvalues.

ICA is a generalization of PCA in the sense that it can separate the high-order statistics
of the input faces while PCA deals only with the first and second order statistical depen-
dencies. Therefore, ICA has more representative power than PCA and hence can yield
better recognition performance (Bartlettet al.1998).

While ICA and PCA construct the feature space without taking into consideration the
class of the input faces, LDA seeks to find a linear transformation by maximizing the
between-class variance and minimizing the within-class variance. Compared to PCA,
LDA results in a higher accuracy rate in recognizing faces especially when the individuals
are represented by several training images (Belhumeuret al. 1997). More details about
the PCA and LDA methods are given in Appendices 2-3. Another subspace approach
worth mentioning for face recognition is the Bayesian algorithm (BIC) (Moghaddamet al.
1996), in which intra-personal and extra-personal variations are modeled with Gaussian
distributions.

The above linear appearance based methods for face recognition have shown good
results in many applications. However, they may fail to adequately represent the faces
when large variations in illumination conditions, facial expression and other factors are
present. This is due to the fact that face patterns lie on a complex nonlinear and nonconvex
manifold in the high-dimensional space. To deal with such cases, nonlinear extensions
have been proposed. Generally, the Kernel techniques are used (Vapnik 1998). The idea
consists of mapping the input face images into a higher-dimensional space in which the
manifold of the faces will be linear and simplified. Then, those traditional linear methods
can be applied. Following these lines, Kernel PCA (KPCA), Kernel ICA (KICA) and
Generalized Discriminant Analysis (GDA) have been developed (Bach & Jordan 2002,
Baudat & Anouar 2000, Schölkopf et al.1998).

Recently, another family of nonlinear projection methods has been introduced. These
methods inherit the simplicity from the linear methods and the ability to deal with complex
data from the non-linear ones. Among these methods are Locally Linear Embedding
(LLE)(Roweis & Saul 2000) and ISOmetric feature MAPping (ISOMAP)(Tenenbaum
et al.2000). LLE is applied to face recognition in (Junpinget al.2004) and ISOMAP in
(Yang 2002). More details about LLE and ISOMAP are presented in Chapter 5.



28

2.3.4 3D Based

In the recent face recognition vendor test FRVT2002 (Grotheret al. 2003), it has been
reported that 3D morphable model method (Blanzet al. 2002) has improved the recog-
nition performance of non-frontal faces. Despite that benefit, most of the work on face
recognition is still focused on 2D images. This can be explained by the complexity and
time consuming nature of the 3D based methods. For an overview of 3D techniques for
face recognition, refer to the survey paper of Bowyeret al. (2004). The advantages of
the 3D methods lie in their efficiency to model and deal with illumination and viewpoint
changes. In counterpart, they are sensitive to changes in face size and facial expression.

2.3.5 Video Based

During the last years, much research has been concentrated on video based face recog-
nition (Li 2001, Li & Chellappa 2001, Zhouet al. 2002, Zhou & Chellappa 2002, Liu
& Chen 2003, Hadid & Pietik̈ainen 2005). This is motivated by the neuropsychological
studies (Knight & Johnston 1997, O’Tooleet al. 2002) which indicate that facial mo-
tions support face recognition and also to the ubiquitousness of face sequences in several
applications such as video surveillance and access control.

In the video based methods, the goal is to represent the faces in terms of their spatial
structure and facial dynamics (spatio-temporal representations). However, most of the
video based systems do not follow this goal as they ignore the facial dynamics and only
exploit the abundance of structural information in the different frames. For instance, some
methods select the best frames and then perform still image based techniques while others
perform still image recognition on all frames and then combine the recognition results.
Note that some methods truly attempted to use spatio-temporal representation and their
results are promising. However, it is unclear how to combine facial structure and its
dynamics. The few works attempting to do that do not consider the relative importance
of these two cues. They rather combine them in anad hocmanner. Therefore, more
investigations are still needed to exploit the benefit of facial dynamics in face recognition.
This issue is investigated in more detail in Chapter 6.

2.3.6 Hybrid and Multimodal Based

Some of the methods presented above can be combined in order to enhance the recogni-
tion performance. For example, the combination can be done by extracting facial repre-
sentations which encode both the shape of facial features and the appearance of the face.
Another way of combination is to consider different methods of recognition and then
combine their classification results. In addition, in the video based scenarios, a voice bio-
metric can be used to support face recognition, yielding a multimodal recognition system
(Choudhuryet al.1999, Albiolet al.2003).



29

2.3.7 Discussion

We reviewed the main existing techniques for face recognition. We mainly focused on
facial representations. However, according to the general statement of face recognition
shown in Fig 1, the facial representation phase is followed by a matching procedure. In-
deed, once the facial representation is extracted, a classification or matching procedure
is launched. Different classifiers can be used. The simplest one is the Nearest Neigh-
bor (NN) scheme. Other more sophisticated classifiers such as the Nearest Feature Line
(NFL)(Li & Lu 1999), neural networks and support vector machines can also be adopted.
Comparing the different face recognition methods, we can say that each method has its
advantages and disadvantages. For example, appearance based method are applicable to
low-resolution images while the model based ones are not. In counterpart, sufficient rep-
resentative data is needed in the appearance based techniques in order to capture the face
variations. 3D based methods can recognize faces in different viewpoints while the 2D
based ones are sensitive to the pose variations. The video based scenario offers addi-
tional cues for recognition (abundance of frames, facial dynamics). However, the images
are generally of low-quality. Therefore the choice of the method should be based on the
specificity of the given environment.

Among the challenging problems to most of the methods are illumination and pose
changes, recognizing duplicate face (i.e. when the images were take years apart) and
recognizing faces in low-resolution images.

2.4 Conclusion

In this chapter, we went through the main methods in automatic face detection and recog-
nition. In some controlled environments, both tasks are sufficiently mature to be used.
However, lots of work is still needed in order to meet the requirements of some other
practical applications, especially in outdoor and surveillance scenarios. In addition to
face detection and recognition reviewed in this chapter, much work has also been done in
related areas such as facial expression recognition, facial modeling and synthesis etc. The
recent book on this subject ”Handbook of Face Recognition” edited by Li & Jain (2004a)
gives a comprehensive overview on the recent progress in the field of facial technology.
According to that overview, the future of facial analysis technology looks very promising.

One way to advance the research field in face detection and recognition is to contin-
uously evaluate the progress and compare the different proposed algorithms. For that
purpose, test material and standard protocols are needed. While such mechanisms al-
ready exist for face recognition such as the FEERT standard and protocol (Phillipset al.
2000), face detection suffers from the lack of such standards. Therefore, it is quite hard
to fairly compare the different face detection algorithms since there is no protocol for that
purpose. Note that some efforts have been made in that direction such as the collection of
CMU-MIT test material (Rowleyet al.1998b) which is commonly used by different face
detector developers.

So far, among the ”successful” methods for both face detection and recognition are
the appearance based ones. Turk (2001) suggested that the appearance based approaches
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should be coupled with feature based methods in order to achieve better performance.
This suggestion is also mentioned by studies in psychology. Our proposed approach for
face representation in the next chapter follows this intuition by codifying both global and
local facial information.



3 Face Detection and Recognition Using Local Binary
Patterns

As discussed in the previous chapter, among face recognition methods the appearance
based ones have showed good results. Generally, these methods involve two crucial as-
pects: facial representation and classifier design1. The aim of facial representation is
to derive a set of features from raw face images which minimizes the intra-class varia-
tions and maximizes the extra-class ones. Obviously, if inadequate features are adopted,
even the most sophisticated classifiers will fail to accomplish the given recognition task.
Therefore, it is important to derive features which:

– Discriminate different classes well while tolerating within-class variations,
– Can be easily extracted from raw face images in order to allow fast processing,
– Lie in a low-dimensional space (short vector length) in order to avoid a computation-

ally expensive classifier.

Naturally, it is not obvious to find features or representations which simultaneously
meet all these criteria because of the large variability in facial appearances. Many features
have been proposed and applied to face image analysis. For instance, Gabor wavelet
features are used for face recognition in the EBGM algorithm. Although good results
have been obtained, the algorithm uses complex analysis (i.e. computationally heavy
analysis) to extract a large set of Gabor wavelet coefficients. Other features, such as those
using PCA and LDA subspaces, have also been considered. Such features are simple to
compute, but their discriminative power is limited (Phillipset al.2000). To overcome the
main limitation of the PCA representation, Local Feature Analysis (LFA) is presented in
(Penev & Atick 1996).

Face detection can also be viewed as a two-class recognition problem in which a pat-
tern is classified as being a ”face” or ”nonface”. However, for detection purposes, the
normalized pixel values (Heiseleet al.2000, Yanget al.2002) and Haar-like features (Vi-
ola & Jones 2001) are the most considered features. Heisele et al. reported that gradient
and wavelet features do not perform better than the normalized pixel values, while Viola
and Jones developed an efficient face detection system using Haar-like features and the
AdaBoost learning algorithm.

1This corresponds to the Matching step in the diagram of the general statement of the face recognition
problem given in Chapter 2.
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This chapter introduces a new feature space for representing face images and shows its
efficiency in face detection and recognition problems. The proposed facial representation
is based on the local binary patterns (Ojalaet al.1996).

3.1 Local Binary Patterns

LBP is a texture operator which labels the pixels of an image by thresholding the 3*3
neighborhood of each pixel with the value of the center pixel and considers the result as
a binary number. Fig. 3 shows an example of an LBP calculation (Ojalaet al. 1996).
The calculation of the LBP codes can be easily done in a single scan through the image.
The 256-bin histogram of the labels computed over a region can be used as a texture
descriptor. Each bin (LBP code) can be regarded as a micro-texton. Local primitives
which are codified by these bins include different types of curved edges, spots, flat areas
etc. Fig. 4 shows some examples.

Fig. 3. Example of an LBP calculation.

Fig. 4. Examples of texture primitives which can be detected by LBP (white circles represent
ones and black cirlces zeros).
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Fig. 5. Neighborhood set for different (P,R). The pixel values are bilinearly interpolated when-
ever the sampling point is not in the center of a pixel.

The original LPB operator has been extended to consider different neighborhood sizes
(Ojalaet al.2002b). For example, the operatorLBP4,1 uses only 4 neighbors whileLBP16,2

considers the 16 neighbors on a circle of radius 2. In general, the operatorLBPP,R refers
to a neighborhood size of P equally spaced pixels on a circle of radius R that form a circu-
larly symmetric neighbor set. Fig. 5 shows some examples of neighborhood sets.LBPP,R

produces 2P different output values, corresponding to the 2P different binary patterns that
can be formed by theP pixels in the neighbor set. It has been shown that certain bins
contain more information than others (Ojalaet al.2002b). Therefore, it is possible to use
only a subset of the 2P local binary patterns to describe the textured images. Ojalaet al.
(2002b) defined these fundamental patterns (called also ”uniform” patterns) as those with
a small number of bitwise transitions from 0 to 1 and vice versa. For example, 00000000
and 11111111 contain 0 transition while 00000110 and 01111000 contain 2 transitions
and so on. Accumulating the patterns which have more than 2 transitions into a single bin
yields an LBP descriptor, denotedLBPu2

P,R, with less than 2P bins. For example, the num-
ber of labels for a neighborhood of 8 pixels is 256 for standardLBP and 59 forLBPu2

8,1.
For the 16-neighborhood the numbers are 65536 and 243, respectively. From now and
on, the following notations will be considered:LBP refers to the general approach using
LBP without specifying the parameters;LBPu2

P,R refers to theLBP operator with uniform
patterns in a neighborhood size of P equally spaced pixels on a circle of radius R;LBPP,R

refers to theLBP operator without uniform patterns in a neighborhood size of P equally
spaced pixels on a circle of radius R.

3.2 LBP Based Face Recognition

LBP features have performed very well in various applications, including texture classifi-
cation and segmentation, image retrieval and surface inspection (Mäenp̈aä & Pietikäinen
2005). The idea of using them for face representation is motivated by the fact that face
images can be seen as a composition of micro-patterns, such as those shown in Fig. 4,
which can be well described by LBP.

An LBP description computed over the whole face image, as that shown in Fig. 6,
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encodes only the occurrences of the micro-patterns without any indication about their
locations. For efficient face representation, one should also retain spatial information. For
this purpose, we divide the face image into several regions (or blocks) from which the
local binary pattern histograms are computed and concatenated into a single histogram
(see Fig. 7). In such a representation, the texture of facial regions is encoded by the LBP
while the shape of the face is recovered by the concatenation of different local histograms.

Fig. 6. An LBP description computed over the whole face image.

To assess the performance of the proposed representation, we built a face recogni-
tion system using a nearest neighbor classifier and compared our approach against well-
known methods such as PCA, EBGM and Bayesian intra/extrapersonal (BIC). To achieve
a fair comparison, we considered the FERET frontal face database and protocol (Phillips
et al. 2000), which are ade f actostandard in face recognition research. In addition,
we adopted normalisation steps and implementations of the different algorithms (PCA,
EBGM and BIC) from the CSU Face Identification Evaluation System (Beveridgeet al.
2005). Reporting our results in such a way does not only make the comparative study fair
but also offers the research community new performances against which they are invited
to compare their results.

3.2.1 Experimental Design

The CSU Face Identification Evaluation System uses the same gallery and probe image
sets2 that were used in the original FERET test. Each set contains at most one image per
person. These sets are:

2In brief, there are 3 kinds of image sets:Gallery set (fa) which defines the images that are used by the
system as references;Probe sets(fb, fc, dupI and dupII) which define the images which will be used to test the
performance of the system (in other words, these images will be compared to those in fa set); And atraining
setwhich can be used to fix the parameters of the system before using the probe sets for testing the performance
of the system.
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Fig. 7. An LBP description computed from different face regions.

– Thefa set, used as a gallery set, contains frontal images of 1196 people.
– The fb set (1195 images), in which the subjects were asked for an alternative facial

expression than in thef a photograph.
– The fc set (194 images), in which the photos were taken under different lighting

conditions.
– Thedup I set (722 images), in which the photos were taken later in time.
– The dup II set (234 images), which is a subset of thedup I set containing those

images that were taken at least a year after the corresponding gallery image.

The CSU system follows the procedure of the FERET test for semi-automatic face
recognition algorithms (Phillipset al. 2000) with slight modifications. The system uses
the full-frontal face images from the FERET database and works as follows:

1. The system preprocesses the images. The images are registered using eye coordi-
nates and cropped with an elliptical mask to exclude the non-face area from the im-
age so that only the face from forehead to chin and cheek to cheek is kept. After this,
the gray histogram over the non-masked area is equalized. Finally, the pixel values
are scaled to have a mean of zero and a standard deviation of one. Some examples
of original and preprocessed FERET images are shown in Fig. 8.

2. If needed, the algorithm is trained using a subset of the images.
3. The preprocessed images are fed into the experimental algorithm which outputs a

distance matrix containing the distance between each pair of images.
4. Using the distance matrix and different settings for gallery and probe image sets, the

system calculates rank curves for the system.

3.2.2 LBP Based Description for Face Recognition

In our approach for face recognition, the LBP based face description shown in Fig. 7 is
adopted. Thus, each face image is represented by a feature histogram. We considered the
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Fig. 8. Examples of original and preprocessed FERET images.

nearest neighbor classification scheme and adopted theχ2 (Chi-square) as dissimilarity
metric for comparing a target face histogramS to a model histogramM:

χ2(S,M) =
l

∑
i=0

(Si −Mi)2

Si +Mi
, (1)

wherel is the length of the feature vector used to represent the face image. Note that the
choice of theχ2 measure is motivated by our experimental findings (Ahonenet al.2004a)
which showed thatχ2 gives better results than other dissimilarity measures such as the
histogram intersectionD(S,M) and Log-likelihood statisticL(S,M):

D(S,M) =
l

∑
i=0

min(Si ,Mi) (2)

L(S,M) =−
l

∑
i=0

(Si log Mi) (3)

There are other parameters that should be chosen to optimize the performance of the
proposed representation. The first one is choosing the LBP operator. Choosing an oper-
ator that produces a large amount of different labels makes the histogram long and thus
calculating the distances gets slow. Using a small number of labels makes the feature vec-
tor shorter but also means losing more information. So, ideally, the aim is to find the LBP
operator which gives a short feature histogram and captures all the information needed to
discriminate between the faces.

Another parameter is the division of the images into regions. A large number of small
regions produces long feature vectors causing high memory consumption and slow clas-
sification, whereas using large regions causes more spatial information to be lost. We ex-
perimented with different LBP operators and window sizes. The mean recognition rates
for theLBPu2

16,2, LBPu2
8,2 andLBPu2

8,1 as a function of the window size are plotted in Fig. 9.
The original 130*150 pixel image was divided intok∗ k windows,k = 4,5, ...,11,13,16



37

resulting in window sizes from 32∗37 to 8∗9. As expected, a larger window size causes a
decreased recognition rate because of the loss of spatial information. TheLBPu2

8,2 operator
in 18∗ 21 pixel windows was selected since it is a good trade-off between recognition
performance and feature vector length.

Fig. 9. The mean recognition rate for three LBP operators as a function of the window. The
five smallest windows were not tested using theLBPu2

16,2 operator because of the high dimension
of the feature vector that would have been produced.

When dividing the facial images into several regions, it can be expected that some
of the regions contain more useful information than others in terms of distinguishing
between faces. This is motivated by the psychophysical findings which indicate that some
facial features (such as eyes) play more important roles in face recognition than other
features (such as the nose). Therefore, one may use different weights, depending on the
importance of the given regions in recognition. For instance, since the eye regions are
important for recognition, a high weight can be attributed to the corresponding regions.
To assign weights to each region, the following procedure was adopted (Ahonenet al.
2004a): a training set3 was classified using only one of the 18∗ 21 windows at a time.
The recognition rates of corresponding windows on the left and right half of the face were
averaged. Then the windows whose rate lay below the 0.2 percentile of the rates got
weight 0 and windows whose rate lay above the 0.8 and 0.9 percentile got weights 2.0
and 4.0, respectively. The other windows got weight 1.0. Fig. 10 shows the adopted facial
representation for recognition and also the weights assigned to the different regions.

3To find the weights, 97 face images from the fc set (subjects 1013-1109) were used in the experiments.
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Fig. 10. The face representation adopted in the proposed approach. The face image is divided
into 49 regions of18∗21 pixels. For each regions a weight is assigned. Black squares indicate
weight 0.0, dark grey 1.0, light grey 2.0 and white 4.0.

3.2.3 Results

The recognition rates of the proposed approach (both weighted and nonweighted versions)
against those of PCA, EBGM and BIC methods, are given in Table 1, while the rank4

curves are shown in Fig. 11 . From these results, we notice that the LBP based method
outperforms other approaches on all probe sets (f b, f c, dupI anddupII ). For instance,
our method achieved a recognition rate of 97% in the case of recognizing faces under
different facial expressions (f b set), while the best performance among the tested methods
did not exceed 90%. Under different lighting conditions (f c set), the LBP based approach
has also achieved the best performance with a recognition rate of 79% against 65%, 37%
and 42% for PCA, BIC and EBGM, respectively. The relatively poor results on thef c
set confirm that illumination change is still a challenge to face recognition. Additionally,
recognizing duplicate faces (when the photos are taken later in time) is another challenge,
although our proposed method performed better than the others.

3.2.4 Additional Experiments with the ORL Face Database

The FERET images are full-frontal and registered using the eye coordinates. The experi-
ments in recognizing them tested the robustness of the LBP based approach with respect
to facial expressions, aging and illumination changes. To assess the robustness of our
method against slight variations of pose angle and alignment, we tested the LBP based
approach on the ORL face database (Olivetti Research Laboratory, Cambridge) (Samaria

4Rank curve of orderk means that the correct match of a probe face image is within thekth largest similarity
scores. Ideally, the probe is correctly identified when the correct match has the highest similarity score (k = 1).
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Fig. 11. (a), (b), (c), (d) Rank curves for thef b, f c and dup Iand dup II probe sets, respectively.

& Harter 1994).
The database contains 10 different images of 40 distinct subjects (individuals) taken

between April 1992 and April 1994. Examples of images from the ORL database are
shown in Fig. 12. Some images were taken at different times for some people. There
are variations in facial expression (open/closed eyes, smiling/non-smiling.), facial details
(glasses/no glasses) and scale (variation of up to about 10%). All the images were taken
against a dark homogeneous background with the subjects in an upright, frontal position,
with tolerance for some tilting and rotation of up to about 20 degrees. The images are grey
scale with a resolution of 92∗112. Randomly selecting 5 images for the gallery set and the
other 5 for the probe set, resulted in 0.98 of average recognition rate and 0.012 of standard
deviation of 100 random permutations usingLBPu2

16,2, a windows size of 30∗37 andχ2

as a dissimilarity measure. Window weights were not used. Note that no registration or
preprocessing was made on the images. The good results indicate that our approach is
also relatively robust with respect to alignment.
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Table 1. The recognition rates of the LBP and comparison algorithms for the FERET
probe sets.

f b f c dupI dupII
Weighted LBP 0.97 0.79 0.66 0.64
Nonweighted LBP 0.93 0.51 0.61 0.54
PCA,MahCosine 0.85 0.65 0.44 0.22
BIC,BayesianMAP 0.82 0.37 0.52 0.32
EBGM 0.90 0.42 0.46 0.24

3.2.5 Discussion

We proposed a simple and efficient face representation and showed its robustness in face
recognition. The proposed representation can be easily extracted in a single scan through
the image, without any complex analysis as in the EBGM algorithm.

Analyzing the different parameters in extracting the face representation, we noticed
a relative insensitivity to the choice of the LBP operator and region size. This is an
interesting result since the other considered approaches are more sensitive to their free
parameters. This means that only simple calculations are needed for the LBP description
while some other methods use exhaustive training to find their optimal parameters.

When assigning the weights to the different regions of the face, we used a subset of the
f c set in the experiments. This is the easiest but not the optimal way of proceeding. Note
that similar combination of weights could be manually found by using our prior knowl-
edge about the importance of facial features in recognition, without involving any training
data. It is worth noting also that even the nonweighted version of LBP performed better
than the other methods (PCA, BIC and EBGM), expect for thef c where the approach
gave the second best results.

Although the experiments clearly showed the robustness of the LBP based approach
for face recognition, some improvements are still possible. For instance, one drawback of
the approach lies in the length of the feature vector which is used for face representation.
Indeed, using a feature vector length of 2891 slows down the recognition speed, especially
for very large face databases. A possible direction is to apply a dimensionality reduction
to the face feature vectors. Another promising alternative is to use the AdaBoot learning
scheme to select the best subset of prominent features.

3.3 LBP Based Face Detection

The LBP based facial description presented in Section 3.2.2 and used for recognition is
more adequate for larger-sized images. For example, in the FERET tests the images have
a resolution of 130∗ 150 pixels and were typically divided into 49 blocks, leading to a
relatively long feature vector typically containing thousands of elements. However, in
many applications such as face detection, the faces can be on the order of 20∗20 pixels.
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Fig. 12. Examples of images from the ORL database.

Therefore, such representation cannot be used for detecting (or even recognizing) low-
resolution face images.

3.3.1 LBP Based Description for Face Detection

Here, we propose another LBP based representation which is suitable for low-resolution
images and has a short feature vector needed for fast processing. A specific of this repre-
sentation is the use of overlapping regions and a 4-neighborhood LBP operator (LBP4,1)
to avoid statistical unreliability due to long histograms computed over small regions. Ad-
ditionally, we enhance the holistic description of a face by including the global LBP his-
togram computed over the whole face image.

We consider 19∗19 as the standard resolution and derive the LBP facial representa-
tion as follows (see Fig. 13): We divide a 19∗19 face image into 9 overlapping regions
of 10∗ 10 pixels (overlapping size=4 pixels). From each region, we compute a 16-bin
histogram using theLBP4,1 operator and concatenate the results into a single 144-bin
histogram. Additionally, we applyLBPu2

8,1 to the whole 19∗19 face image and derive a
59-bin histogram which is added to the 144 bins previously computed. Thus, we obtain a
(59+144=203)-bin histogram as a face representation.
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Fig. 13. Facial representation for low-resolution images: a face image is represented by a
concatenation of a global and a set of local LBP histograms.

3.3.2 Experimental Design

To assess the performance of the new representation, we built a face detection system.
As discussed above, there are two essential issues for developing such a system: facial
representation and classifier design. We chose an SVM (Support Vector Machine) clas-
sifier (Vapnik 1998) since it is well founded in statistical learning theory and has been
successfully applied to various object detection tasks in computer vision.

In short, given training samples (face and nonface images) represented by their ex-
tractedLBP features, an SVM classifier finds the separating hyperplane that has maxi-
mum distance to the closest points of the training set. These closest points are called
support vectors. To perform a nonlinear separation, the input space is mapped onto a
higher dimensional space using Kernel functions. In our approach, to detect faces in a
given target image, a 19∗19 subwindow scans the image at different scales and locations.
We considered a downsampling rate of 1.2 and a moving scan of 2 pixels. At each iter-
ation, the representationLBP(w) is computed from the subwindow and fed to the SVM
classifier to determine whether it is a face or not (LBP(w) denotes the LBP feature vector
representing the region scanned by the subwindow). The classifier decides on the ”face-
ness” of the subwindow according to the sign of the following function:

F(LBP(w)) = Sgn(
l

∑
i=1

αiyiK(LBP(w),LBP(ti))+b) (4)

whereLBP(ti) is the LBP representation of the training sampleti , yi is 1 or -1 depending
on whetherti is a positive or negative sample (face or nonface),l is the number of samples,
b is a scaler (bias), andK(., .) the second degree polynomial kernel function defined by:

K(LBP(w),LBP(ti)) = (1+LBP(w) ·LBP(ti))2, (5)

whereαi are the parameters of the SVM classifier, recovered by solving the following
quadratic programming problem:
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Max(
l

∑
i=1

αi −
1
2

l

∑
i, j=1

αiα jyiy jK(LBP(ti),LBP(t j))) (6)

Sub ject to

{
l

∑
i=1

αiyi = 0

}
︸ ︷︷ ︸

0≤αi≤C

(7)

whereC is the cost of constrain violation during the training process which is fixed to 5
in our experiments.

Additionally, given the results of the SVM classifier, we perform a set of heuristics
to merge multiple detections and remove the false ones. For a given detected window,
we count the number of detections within a neighborhood of 19x19 pixels (each detected
window is represented by its center). The detections are removed if their number is less
than 3. Otherwise, we merge them and keep only the one with the highest SVM output.

3.3.3 Training Data

Because we are building an appearance based detection scheme, large training sets of
images are needed in order to capture the variability of facial appearances. For this pur-
pose, we collected a set of 1000 face images. To increase the number of samples, we
added the mirror images to obtain a set of 2000 face patterns. Some examples of these
training samples are shown in Fig. 14. Additionally, to enable the system to also detect

Fig. 14. Examples of training face images.

rotated faces (in-plane rotation), we extended the set by rotating the training face images
by ±18o, ±12o, ±6o. Fig. 15 shows an example of a face image and the artificially gen-
erated samples. Overall, we obtained a training set of 12000 faces. To collect nonface
patterns, we used the ”boostrap” strategy in five iterations (Sung & Poggio 1998). First,
we randomly extracted 6000 patterns from a set of natural images which do not contain
faces (an example is shown in Fig. 16). Then, at each iteration we trained the system, ran
the face detector, and collected all those nonface patterns that were wrongly classified as
faces and used them for training. Overall, we obtained 6000+14560 nonface patterns as
negative training examples.
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Fig. 15. Examples of virtual faces, generated by rotating a face image.

Fig. 16. Example of a natural image from which negative training samples are extracted.

3.3.4 Experimental Results

From the collected training sets, we extracted the proposed facial representations (as de-
scribed in Section 3.3.1). Then, we used these features as inputs to the SVM classifier and
trained the face detector. The system was run on several images from different sources to
detect faces. Figs. 17 and 18 show some detection examples. It can be seen that most of
the upright frontal faces are detected. For instance, Fig. 18.g shows perfect detections. In
Fig. 18.f, only one face is missed by the system. This miss is due to occlusion. A similar
situation is shown in Fig. 17.a in which the missed face is due to a large in-plane rotation.
Since the system is trained to detect only in-plane rotated faces up to±18o, it succeeded
to find the slightly rotated faces in Fig. 17.c, Fig. 17.d and Fig. 18.h and failed to detect
largely rotated ones (as those in 17.e and 17.c). A false positive is shown in Fig. 17.e
while a false negative is shown in Fig. 17.d. Notice that this false negative is expected
since the face is pose-angled (i.e. not in frontal position). These examples summarize the
main aspects of our detector using images from different sources.

In order to report quantitative results and compare them against those of state-of-the-art
algorithms, we considered the test images from the MIT-CMU sets (Rowleyet al.1998b)
that are used with the Bayesian Discriminating Features (BDF) method in Liu (2003).
There are 80 images containing 227 faces. Some of these images are shown in Figs. 17.(a
and b) and Figs. 18.(f, g and h). Table 2 presents the performance of our face detector and
those of two other approaches: BDF (Liu 2003) and Schneiderman & Kanade (1998). We
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Fig. 17. Detection examples in several images from different sources. The images a and b are
from the subset of MIT-CMU tests. They belong to the 80 images considered for comparison.
The images c, d and e are from the World Wide Web. Note: excellent detections of upright
faces in a; detections under slight in-plane rotation in a and c; missed faces in c, e and a
because of large in-plane rotation; missed face in a because of a pose-angled face; and a false
detection in e.
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Fig. 18. Detection examples in several images from the subset of MIT-CMU tests. Note:
excellent detections of upright faces in f and g; detection under slight in-plane rotation in h;
missed face in f because of occlusion.
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can see (from the 1st, 2nd and 6th rows of Table 2) that our approach compares favorably
against the comparative approaches. The LBP based method succeeded in detecting 221
faces without any false positives. Some missing faces are mainly due to occlusion (see an
example in Fig. 18.f) and large in-plane rotation (Fig. 17.a). Additionally, if the detected
faces are to be fed to a recognition/verification phase, then one may tolerate some false
detections since it is unlikely that these images will be accepted as those of an individ-
ual (therefore they will be rejected). In such a context and by tolerating only 13 false
detections, our face detector performed even better as it succeeded in detecting 222 faces
among 227 (the system detected the missed face in Fig. 17.a despite the large in-plane
rotation). The 7th row of Table 1 presents this performance.

So far, we reported and compared our results against those of two other methods
on common test data. However, it is important to notice the differences between these
methods: (i)The BDF approach and our method are dedicated to frontal faces while the
Schneiderman-Kanade approach is more general as it can also handle faces in different
poses; and (ii) The three methods do not use the same amount of training data. Therefore,
as discussed in Chapter 2, it might not be very fair to directly compare the results, al-
though such a comparison procedure is used in all the state-of-the-art methods, including
in the BDF approach of Liu (2003).

In order to further investigate the performance of our approach, we implemented an-
other face detector using this time the same training and test sets. We considered a similar
SVM based face detector but using different features as inputs and then compared the
results to those obtained using the proposed LBP features. We chose the normalized pixel
features as inputs since it has been shown that such features perform better than the gra-
dient and wavelet based ones when using an SVM classifier (Heiseleet al. 2000). We
trained the system using the same training samples as described in Section 3.3.3. Table 2
(3rd row) shows the performance of using normalized pixel values as features. Although
the results are quite good as 213 faces among 227 were detected, still our approach (i)
performed better (comparison between the 3rd row and 6th row in Table 2) (ii) used a
shorter feature vector (203 versus 361) (iii) did not require histogram equalization and
(iv) required a smaller number of support vectors (408 versus 512).

Analyzing the LBP features and investigating the usefulness of dividing the facial im-
ages into regions, we noticed that computing the LBP features only from the whole images
(59 bins) yields a low detection rate of 20.7% (see 4th row in Table 2). This is expected
since such a representation encodes only the occurrences of the micro-patterns without
any indication about their locations. However, dividing the facial images into regions and
calculating the LBP features from these regions yielded a good result (see the 5th row in
Table 2). Combining both representations further enhances the detection performance.

3.3.5 Discussion

We derived an LBP based representation which is suitable for low-resolution images and
experimented with the face detection problem. The experimental results clearly showed
the validity of our approach which compared favorably against the state-of-the-art algo-
rithms. Additionally, by comparing our results to those obtained using normalized pixel
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Table 2. Comparative performance of detecting 227 faces in 80 images.

Method Detected False detection Rates
Schneiderman-Kanade(1.0, 1.0) 218 41 96.0 %

BDF Method 221 1 97.4 %
Normalized Pixel features 213 6 93.8 %

LBPu2
8,1 (59 bins) 47 184 20.7 %

LBP4,1 (144 bins) 211 9 92.9 %
LBP4,1+LBPu2

8,1 (203 bins) 221 0 97.4 %
LBP4,1+LBPu2

8,1 (203 bins) 222 13 97.8 %

values as inputs to the SVM classifier, we confirmed the efficiency of an LBP based fa-
cial representation. Indeed, the results showed that: (i) The proposed LBP features are
more discriminative than the normalized pixel values (comparison between the 3rd row
and 6th row in Table 2); (ii) The proposed representation is more compact as, for 19∗19
face images, we derived a 203-element feature vector while the raw pixel features yield
a vector of 361 elements; and (iii) Our approach required a smaller number of support
vectors (408 versus 512).

Although we focused the experiments on detecting frontal faces, one may adopt a
similar facial representation to perform multi-view face detection by considering also
non-frontal training face images.

In the derivation of the facial representation, we computed local LBP feature his-
tograms from image regions and concatenated the results to the global LBP histogram
computed over the whole face image. An alternative is to consider a coarse-to-finer detec-
tion strategy. The idea consists of defining a two-level hierarchical LBP representation. In
the first level, LBP histograms extracted from the whole image are used to train an SVM
classifier. The goal of this first classifier is to filter the patterns and keep only the most
probable face images. Then, a finer face representation, extracted from the image regions,
can be used to select the face patterns among these candidates.

When dividing the facial images into several regions, we gave an equal weight to the
contribution of each region. However, one may use different weights, depending on the
role of the given regions in detection/recognition. Such a procedure enhanced the LBP
based facial representation used for recognition (See Section 3.2.2).

Our main goal in the experiments was to show the high discriminative power of the
proposed facial representation. Therefore, we have not focused on speeding up the face
detector. In a future work, one may investigate the use of different, simpler and faster
classifiers than SVMs for face detection. For instance, Viola & Jones have suggested
sub-linear weak classifiers combined via boosting (Viola & Jones 2001), while Elad et al.
used a Maximal Rejection Classifier (MRC)(Eladet al.2002).
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3.4 Same LBP Features for Detection and Recognition?

In this section, we investigate the usefulness of the same representation in discriminating
faces of different subjects in addition to discriminating faces from non-face patterns. For
this purpose, we chose the problem of face recognition from video sequences because it
is a challenging task as the images are generally of low resolution.

For our experiments, we chose a subset5 from the MoBo (MOtion of BOdy) video
database (Gross & Shi 2001) which contains 96 face sequences of 24 different subjects
walking on a treadmill. Four different walking situations are considered: slow walking,
fast walking, incline walking and carrying a ball. Each sequence consists of 300 frames.
First, we applied the proposed detection scheme to detect faces in the video frames. Ex-

Fig. 19. Detection examples from MoBo frames.

ploiting the fact that there is only one face in each frame yielded a detection rate of 100%
without any false positives. Fig. 19 shows two example frames and also the detected
faces. All the extracted face images were normalized to 19*19 pixels and considered in
face recognition experiments.

An appearance based face recognition system was built to compare the performances
of three different approaches: Principal Component Analysis (PCA), Linear Discriminant
Analysis (LDA) and LBP. For the LBP based approach, we considered the same features

5Note that the original MoBo database contains 99 videos corresponding to 25 different individuals. Since
there is a missing video, we considered only the 24 individuals who have 4 videos each.
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as in face detection (203-bin histograms) and adopted the nearest neighbor classifier with
χ2 (Chi-square) as a dissimilarity metric.

Since the data consists of face sequences in 4 different situations, we considered one
situation for training and the others for testing. We report the average recognition rates
for the 4 combinations: 1 training situation and 3 testing situations. For a given situation,
we extractedK face models from each training face sequenceG:

G = {Gf ace1,Gf ace2, ...,Gf aceN}, (8)

whereN = 300. To determine the identity of a test face sequenceB

B = {Bf ace1,Bf ace2, ...,Bf aceN}, (9)

we used the probabilistic voting strategy over all frames inB. The probabilistic voting
strategy consists of combining the recognition confidences in every frame to decide on
the person identity in the target videoB.

The extraction of the face models is performed using an unsupervised learning algo-
rithm. The approach is based on applying the locally linear embedding algorithm (Roweis
& Saul 2000) to the raw feature data and then performingK-means clustering in the ob-
tained low-dimensional space. We extractedK = 5 face models from each training se-
quence and used them in the appearance based face recognition. Details about the model
extraction process are given in Section. 5.3 and were published in Hadid & Pietikäinen
(2004).

Table 3 presents the recognition rates for the different approaches. The results show
that the proposed facial representation is efficient for face recognition as it outperformed
the PCA and LDA based approaches. Note that the same representation is also used for
detecting faces. This means that the same representation can be used for both the detection
and recognition of low-resolution face images.

Table 3. Comparative performance of recognizing 19*19 face images using PCA, LDA
and LBP.

Method PCA LDA LBP
Recognition Rate 76.3% 69.5 % 83.9 %

Despite the fact that in most face recognition scenarios a detection phase precedes
recognition, not much work has addressed the issue of defining the same discriminative
features for both tasks. The existing facial representations are dedicated either for detec-
tion or for recognition. To the best of our knowledge, the attempts to unify these tasks
mainly consisted of using the recognition results as feedback to the detector and/or vice
versa, rather than using the same features for both tasks. Here, we showed that the LBP
feature space can be used for both detection and recognition. This property is interesting
both from practical and cognitive points of view. A unified feature space allows com-
bining face detection and recognition within a single framework in which the two tasks
(detection and recognition) can support each other. From the cognitive point of view, there
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appears to be no evidence that different features are used for detecting and recognizing
faces. Although these two tasks are unified in the human visual system, it is still unclear
how this is done.

3.5 Conclusion

Face images can be seen as a composition of micro-patterns which can be well described
by LBP. We exploited this observation and proposed a simple and efficient representation
for face recognition. The extensive experiments clearly showed the superiority of the
proposed method over the state-of the-art algorithms on FERET tests.

We noticed that the proposed representation is more adequate for larger-sized images.
However, in many applications such as face detection, the faces can be on the order of
20∗ 20 pixels. Therefore, such a representation cannot be used for detecting (or even
recognizing) low-resolution face images. Therefore, we derived another LBP based face
representation which is suitable for low-resolution images and has a short feature vector
needed for fast processing. Using the new representation, a second-degree polynomial
kernel SVM classifier is trained to detect frontal faces in complex gray scale images.
Experimental results using several complex images showed that the proposed approach
performs favorably compared to state-of-the-art methods.

Finally, we investigated the usefulness of the face representation, which is proposed for
detection, in recognizing low-resolution face images. The experimental results showed
that the same feature space can be used for both detection and recognition tasks in case of
low-resolution images.

We believe that the methodology presented here can also be applied to several other
object detection/recognition tasks.



4 Color Based Face Detection and Recognition

In the previous chapter, we introduced new approaches for face detection and recognition
from still gray scale images. However, the color information when available, can play
an important role in detection despite some difficulties associated with illumination and
color balancing. In recognition, the contribution of color information is not very clear
although some studies have suggested that color does also play a role in face recognition
and this contribution becomes evident when the shape cues are degraded.

In this chapter, we discuss the role of color information in face detection and recogni-
tion, and propose a color based scheme for face detection.

4.1 Color Information

How is color perceived by the cameras? When light of spectral power distributionE(λ)
strikes a surface, the light is reflected by the surface which has a reflectance functionS(λ).
The reflected signalC(λ) = E(λ) ·S(λ) enters the camera where it is sampled by theR, G
andB camera sensors,

R=
Z

R(λ)E(λ)S(λ)dλ (10)

G =
Z

G(λ)E(λ)S(λ)dλ (11)

B =
Z

B(λ)E(λ)S(λ)dλ (12)

whereR(λ), G(λ) andB(λ) are the spectral sensitivities of the camera sensors, and the
integrals are taken over the visible spectrumλ in the range of 400-700 nanometers. So,
theRGBvalues (which define the color of a point on the surface perceived by the cam-
era) depend on three factors: the illumination which is described by the spectral power
distribution of the light (E(λ)), the surface reflectance and the spectral sensitivities of the
camera sensors.
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The RGB representation of color mixes the luminance (i.e. the intensity) and the
chrominance (i.e. the pure color). The chromaticity values can be defined by:

r =
R

R+G+B
, g =

G
R+G+B

and b=
B

R+G+B
,

while the intensityI is given by :

I = R+G+B

Color is a low level feature that can be a powerful and computationally fast cue for
several machine vision applications. The main difficulty of using color is that the cameras
are not able to distinguish changes of surface colors from changes in illumination. This
means that if the light source (or the illuminant) changes the perceived color by the cam-
eras changes also. Fortunately, there are several approaches, known as color constancy
(Barnardet al.2002), which can be used to reduce this dependency.

4.2 Color Cue in Face Detection

One drawback of the face detection method presented in the previous chapter (also the
appearance based methods in general) is the exhaustive scan (at different locations and
scales) of the images when searching for faces. However, when the color cue is available,
one can reduce the search regions by pre-processing the images and selecting only the
skin-like areas. It is therefore not surprising that the color of skin has been commonly
used to assist face detection.

Among the advantages of using color are the computational efficiency and the robust-
ness against some geometric changes such as rotation, scaling and rotation, when the
scene is observed under a uniform illumination field. However, the main limitation of
the use of color lies in its sensitivity to illumination changes (especially changes in chro-
maticity of the illuminant source).

The research studies on the use of color for face detection are mainly focused on defin-
ing a robust skin color model which can be efficiently used to label the skin-like regions.
Several value distribution models in different color spaces (RGB, HSV, YCrCbetc.) have
been developed and suggested for various applications (Yanget al. 2002). These distri-
bution models have shown some efficiency in extracting skin-like regions under certain
limited conditions. The major problem of designing a robust skin color model is the il-
lumination changes. The use of only chromaticity descriptors is suggested in many stud-
ies as a way of providing robustness against changes in the intensity of the illumination
(caused for example by shadows, changing distance from the lighting source etc.). How-
ever, the changes in the illumination chromaticities may cause problems to most proposed
skin models.

What is the optimal skin model? It is difficult to answer this important question, despite
several previous comparative studies (Terrillonet al. 2000b, Martinkauppiet al. 2003).
Most of these studies give contradictory results which may be due to the different material
and modeling parameters used in the experiments. At least, many studies have shown
that theNCC rgb(chromaticities in theNormalizedColor Coordinate) andCIE xycolor
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spaces are the most efficient for skin segmentation because the chromaticities occupied a
smaller area in them. These two spaces were recognized as the most portable color spaces
between two cameras and the most effective for face detection. Furthermore, it has been
also argued thatNCC rgbhad a higher correct face detection rate and correct nonface
rejection rate (Martinkauppi & Pietik̈ainen 2004). These results motivated the choice of
the NCC rgbcolor space in developing the color based face detection system which is
described in the following section.

4.3 Face Detection Using Skin Locus and Refining Stages

As mentioned in the previous section, color is a useful cue for face detection as it can
greatly reduce the search area by selecting only the skin-like regions. It is however obvi-
ous that the use of only skin color is not enough to distinguish between faces and other
objects with a skin-like appearance (such as hands, wood etc.). Therefore, other cues are
needed to verify whether the selected regions are (or contain) faces or not. Depending on
the robustness of the skin model and the changes in the illumination conditions, one can
notice two cases:

– Case #1: The skin detection results can be considered reliable. Generally this holds
when dealing with indoor environments where the illumination changes are limited
and relatively controlled. In such cases, it is generally enough to consider each
connected component, resulting from the skin detection, as a face candidate. Then,
one can verify the ”faceness” of the candidate by simple and fast heuristics.

– Case #2: The skin detection results might not be very reliable. This can be en-
countered when dealing with outdoor environments, for example. In such cases, one
should use the skin detection results only as indications about the locations of the
faces but not their sizes. Therefore, more advanced methods for face detection (ei-
ther appearance based or feature based ones) should be used to search for the faces
in and around the detected skin regions.

In the following, we consider the first case and present a new color based face detector. It
uses the ”skin locus” model, a robust method for extracting skin-like region candidates,
and performs the selection by simple but efficient refining stages. We organize the refining
stages in a cascade to achieve high accuracy and keep our system simple and fast. While
most of the color based algorithms for face detection are based only on the extraction
of facial features, the proposed system can even deal with cases when these features are
difficult to extract such as closed eyes.

4.3.1 Skin Detection Using the Skin Locus Model

To determine the skin-like regions, we use the skin locus method which has performed
well with images under widely varying conditions (Sorianoet al. 2003, Martinkauppi
et al. 2003). The skin locus is the range of skin chromaticities under varying illumina-
tion/camera calibration conditions in theNCC rgbspace.



55

The name ”skin locus” came from (Störring et al. 2001), who showed that the track
of skin chromaticities follows the curve of Planckian radiator’s1 chromaticities in the
normalizedrgb space. The main properties of the skin locus model are its robustness
against changing intensity and also some relative tolerance toward varying illumination
chromaticity (Martinkauppi & Pietik̈ainen 2004).

The skin locus for a camera can be calculated based on spectral information or ob-
tained directly from an image set. In our case (SONY camera), we first collected several
images for different camera calibrations and illumination conditions. Then, we manually
selected the skin areas in the collected images. Finally, we converted the RGB values of
the selected skin into a chromaticity space. The result is shown in Fig. 20.

In theNCC rgbspace, only the intensity and two chromaticity coordinates are enough
for specifying any color uniquely (becauser +g+b= 1). We consideredr−b coordinates
to obtain both robustness against intensity variance and a good overlap of chromaticities
of different skin colors. To define the skin locus, we use a quadratic function to define
the upper bound while the lower bound is defined by a five-degree polynomial function.
Pixels with chromaticity (r, b) are labeled as skin or not using the constraint:

SkinSONY(r,b) = { 1 i f b>bd and b<bu and r∈[r1,r2]
0 otherwise (13)

Wherebd is the lower bound,bu the upper bound,r1 = 0.0877 andr2 = 0.5645. An
alternative to model the skin locus would be the use of a Gaussian function.

Fig. 20. Appearance of theskin locusin r −b, r −g and g−b spaces for the SONY camera
(SONY d f w−x700).

4.3.2 Face Detection Method

We start by extracting skin-like regions using the skin locus shown in Fig. 20. Using
morphological operations (majority operator and applying dilations followed by erosions

1The Planckian radiator, called also a blackbody radiator, is a thermal radiator with a continuous spectral
power distribution depending only on the temperature of the body material.
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until the image no longer changes), we reduce the number of these regions. For every
candidate, we verify whether it corresponds to a facial region or not. We organize the
verification operations in a cascade structure. The scheme shown in Fig. 21 summarizes
the verification steps.

Fig. 21. Face detection scheme.

To deal with faces of different orientations, we calculate the best ellipse fitting the face
candidate. To find the best-fit ellipse, we can either use an approach based on regions
or on edges. In our case, we compute the best-fit ellipse based on the borders of the
connected component corresponding to the face candidate. For this purpose, we use the
least square ellipse fitting algorithm proposed by Piluet al. (1996). Fig. 22 shows an
example of ellipse fitting.

After the best-fit ellipse operation, we only keep candidates in which the ratio of the
major axis to the minor axis is within a certain range. In our experiments, we fixed the
range to [1.11, 3.33].

Based on the observation that pixel value variations of facial regions are always more
significant than those of other parts such as hands (which is due to the fact that features
such as eyes, the mouth and eyebrows have different color than skin), we remove all
the candidates with a variance smaller than a threshold. Since facial features are better
represented in the red channel, we consider only this channel in computing the variance.
Due to illumination changes and other factors, not all hands will be removed and also we
keep the threshold very small as not to remove facial patterns.
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Fig. 22. Example of ellipse fitting.

After computing the best-fit ellipse for each candidate, we perform image rotation
using bilinear interpolation. Letθ denote the angle of the ellipse fitting the face candidate.
Then, the new coordinates of a pixel with coordinates(x,y) are given by Eqs. 14 and 15:

xrotated = x cosθ + y sinθ (14)

yrotated = y cosθ − x sinθ (15)

We found in the experiments that when the symmetry of the face is verified, it is easier
to detect the facial features. Thus, we implemented the idea of discarding all candidates
when the symmetry is verified but no facial features have been found. After normalization
in both scale and orientation, we compute a symmetry measure (SD) between the left and
right parts of the face. We use 3∗ 3 nonoverlapping windows to scan both parts. For
every 3∗3 window, we report local symmetry if the difference between the means of the
pixel values corresponding to given 3∗3 windows in both parts is smaller than a threshold
(we fixed this threshold to 8). TheSD corresponds to the ratio of the number of local
symmetries to the number of scanned windows. If more than 75% of the 3∗3 windows
verify the local symmetry, then we consider that the face candidate is globally symmetric.

Given the face candidate after rotation, we consider the green channel in the interior
of the connected component as the experiments have shown that the green channel dis-
criminates better the features we are looking for in the gradient images. Since the eyes
and eyebrows are located in the upper half of the face, we only consider this region of the
face. We calculate the gradient of the image on thex dimension, then we determine the
y-projection by computing the mean value of every row in the gradient image. Analyzing
the y-projection, we found that the maximum corresponds to the horizontal position of
the eyebrows (as shown in Fig. 23). Having obtained the horizontal position, the vertical
position is then determined by thex-projection. Thex-projection is computed by aver-
aging the pixel values around the 3 pixel neighborhoods of the horizontal position. In
case of eyes, we proceed in a similar way on the gradient image computed now on they
dimension. Once we obtain the positions of the eyes and eyebrows, we verify their spatial
relationships. The horizontal position of the eyes should be below the horizontal posi-
tion of the eyebrows. Also, the ratio of the vertical eye-eyebrow distance to the face size
should be within a certain range (we fixed it to [0.1,0.25]).
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Fig. 23. Example of eyes and eyebrow detection.

In case of failure in the detection of the eyes and eyebrows, we perform connected
component analysis. Consider the example shown in Fig. 24: the algorithm fails to detect

Fig. 24. Example of connected component analysis. 5 face models are defined. In this case, the
face candidate is matched to the5th model.

the features. Since the face contains eyes, a mouth and eyebrows with darker color than
skin, empty areas should exist inside the connected component of the face. Therefore,
we defined 5 models of connected components of skin. We determine the best model
representing the face candidate and report the ”faceness” of the candidate according to
the matching value.
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4.3.3 Experiments and Results

We applied the system to detect faces in different images with natural illuminations.
Fig. 25 shows an example in which the system detected two candidates (face and hand).
After variance and symmetry verifications, both regions have been selected. Successful
detection of eyes and eyebrows has only been reported for the face candidate. After failure
of feature detection in the hand region, the connected component analysis step rejected
the false candidate (hand).

Fig. 25. An example in which the system detected two candidates. After verification steps,
only the face region is kept.

Figs. 26 show some detection examples performed by the system under different con-
ditions. Analyzing different filtering detectors and according to statistics obtained from
a set of 500 detected faces, we found that in most successful detections (56%), the sym-
metry was not verified and then the features were detected. Only a few face candidates
(18%) verified the face symmetry. In 26% of the cases, the detection needed connected
component analysis. However, the system failed to detect faces when they are broken into
small pieces of skin color due to occlusions. Fig. 26 shows failure detection because the
face skin is merged into a hand. The same failure is observed when two faces are too
close. Analyzing the importance of the different steps in removing the false face candi-
dates, and according to statistics obtained from a set of 800 rejected candidates, we found
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Fig. 26. Example of detections performed by the system.

that variance verification allowed 13% of removing and in 9% of the cases it is due to fea-
ture detection failure with successful symmetry verification. Considering these 800 cases,
the shape verification has allowed 79 false candidate removing (about 10%). In 68% of
the cases, the false face candidates passed through all the detectors.

It is difficult to compare the obtained results with those of other methods since there is
lack of a common protocol and material for comparing color based methods. In addition,
most of the color based methods are camera specific. Therefore, to allow a more quantita-
tive performance evaluation, a color face database for face detection should be collected,
in which all the environment conditions and camera characteristics are included. How-
ever, our face detector is currently used in an experimental system for access control based
on face recognition which is described in Chapter 7. So far, it works well (detection rate
over 90%) and meets all the requirements of the access control system.

It is worth noting that the ideas behind some of the heuristics used the refining stages
are not very original. For instance, the symmetry property of the face is used by many
other researchers (Yanget al.2002). However, the way they were used and implemented
in our system is different. Importantly, the novelty of our approach is the structure of the
refining stages: it is not completely a cascade but rather a tree scheme.
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4.4 Color for Face Recognition?

The role of color information in the recognition of non-face objects has been the subject
of much debate. However, there is only little work which examined its contribution to
face recognition. Most of the work has focused only on the luminance structure of the
face, thus ignoring the color cues because of several reasons.

The first reason lies in the lack of evidence from human perception studies about the
role of color in face recognition. Indeed, a notable study in this regard was done by
Kemp et al. (1996), in which the authors found that the observers were able to process
quite normally even those faces that had been subjected to hue-reversals. Color appeared
to confer no significant recognition advantages beyond the luminance information. In
another work, Yip & Sinha (2002) explained that the possible reason of observed lack of
color contribution in these studies is the availability of strong shape cues which makes
the contribution of color not evident. Then the authors have investigated the role of color
by designing experiments in which the shape cues were progressively degraded. They
concluded that the luminance structure of the face is undoubtedly of great significance for
recognition but the color cues are not entirely discarded by the face recognition process.
They suggested that color does play a role under degraded conditions by facilitating low-
level facial image analysis such as better estimations of the boundaries, shape and sizes
of facial features (Yip & Sinha 2002).

A second possible reason for the lack of work on color based face recognition is the
difficulties associated with illumination and white balancing of the cameras. Indeed, as
discussed in Chapter 2, illumination is still a challenging problem in automatic face recog-
nition and therefore there is no need to complicate the taske even more.

A third possible reason for ignoring color cues in developing automatic recognition
systems is the lack of color image databases2 to test the proposed algorithms, in addition
to the unwillingness to develop methods which cannot be used with the already existing
monochrome databases and applications.

However, the few attempts of using color in automatic face recognition includes the
work done by Torreset al. (1999) who extended the eigenface approach to color by
computing the principal components from each color component independently in three
different color spaces (RGB, YUV and HSV). The final classification is done using a
weighted sum of the Mahalanobis distances computed in each color component. In their
experiments using one small database (59 images), the authors noticed performance im-
provements of the recognition rates when using YUV (88.14%) and HSV (88.14%) color
spaces while the RGB color space provided the same results (84.75%) as using R, G or
B separately and exactly the same results as using the luminance Y only. Therefore, they
concluded that color does have an importance for face recognition. However, the exper-
iments are very limited as only one small face database is used and the simple eigenface
approach is tested.

Currently, Jones (2005) is investigating another approach for color based face recog-
nition. The author is extending the Gabor filter technique to color images by defining
the concept of quaternions (four component hypercomplex numbers). The results of the
approach are not yet reported.

2Note that recently some color image databases have been finally collected (e.g. the color FERET database:
http://www.itl.nist.gov/iad/humanid/colorferet/home.html )

http://www.itl.nist.gov/iad/humanid/colorferet/home.html
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In another work dealing with color for face recognition, Jones & Abbott (2004) argued
that performance enhancement could be obtained if a suitable conversion from color im-
ages to monochromatic form is adopted. Then, the authors derived a transformation from
color to gray-scale images using three different methods (PCA, linear regression and ge-
netic algorithms). They compared their results with those obtained after converting the
color images to monochromatic form using the simple transformationI = R+G+B

3 , and
they noticed a performance enhancement of 4% to 14% using a database of 280 images.
The database considered in the experiments is rather small and one should test the gen-
eralization performance of the proposed transformation on a larger set of images from
different sources.

4.5 Conclusion

When color information is available, one can reduce the search regions for faces by pre-
processing the images and selecting the skin-like areas. In some indoor environments,
such as access control and human-machine interaction systems, it is generally enough to
consider each connected component, resulting from the skin detection, as a face candi-
date. Then, one can verify the ”faceness” of the candidate by simple and fast heuristics.
Following these lines, a new architecture for face detection in color images was presented.
First, skin-like regions are detected using the skin locus model. Then, successive refining
stages are applied to remove all regions which are not faces. Despite the simplicity of
the system, the performance of the face detector is significant. The low-complexity of
the refining stages allows a real-time utilization of the approach. By using additional mo-
tion information, a further improvement in performance can be expected. Under widely
varying illuminations, the skin locus model has performed well in skin region extraction.
However, this modeling is camera specific.

About the use of color for recognition, we believe that since faces have similar spectral
properties and since the observed color can change significantly under different illumina-
tion conditions, it makes sense for the automatic face recognition systems not to rely on
color for recognition, but rather for skin segmentation and face detection.



5 Learning Face Manifolds from Video Sequences

In the previous chapters, each face image is treated as a ”single” or ”isolated” pattern in
the image space, thus ignoring the correlation between the face images especially when
extracted from video sequences. However, the face images lie on a low-dimensional man-
ifold and several methods have been proposed for learning the face manifolds. In this
chapter, we investigate some recently emerged approaches (LLE and ISOMAP), as well
as the well-known ones (PCA and SOM). We show that some of these new methods are
elegant and able to discover the low-dimensional embeddings of the face images but they
are quite sensitive to the presence of outliers and disjoint manifolds. Then, we focus on
the LLE algorithm and propose an extension to tackle these drawbacks. Furthermore,
we propose new schemes, based on these manifold learning algorithms, to extract face
models from face sequences for building appearance based face recognition systems.

5.1 Face Manifold

Let I(P,s) denote a face image of a personP at configurations. The variablesdescribes a
combination of factors such as facial expression, pose, illuminations etc. Letξp,

ξp = {I(P,s) | s∈ S} (16)

be the collection of face images of the personP under all possible configurationsS. The
ξp thus defined is called the face manifold of personP. Additionally, if we consider all
the face images of different individuals, then we obtain the face manifoldξ:

ξ = ∪
p
ξp (17)

Such a manifoldξ resides only in a small subspace of the high-dimensional image
space.

Consider the example of Fig. 27 showing face images of a person when moving his
face from left to right. The only obvious degree of freedom in this case is the rotation
angle of the face. Therefore, the intrinsic dimensionality of the faces is very small (close
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to 1). However, these faces are embedded in a 1575-dimensional image space (since the
face images have 35∗45= 1575 pixels) which is highly redundant. If one could discover
the hidden low-dimensional structure of these faces (the rotation angle of the face) from
the input observations, this would greatly facilitate the further analysis of the face images
such as visualization, classification, retrieval etc.

Fig. 27. An example showing a face manifold of low dimensionality embedded in the high-
dimensional image space.

The goal of face manifold learning is to discover the hidden low-dimensional structure
of the face images. This is a very useful and challenging unsupervised learning problem.
It is a useful task because mapping the high-dimensional faces into low-dimensional co-
ordinates would facilitate and speed-up the further analysis and also may avoid ”the curse
of dimensionality”. It is also a challenging problem since the face manifold is highly non-
convex and nonlinear and so is the face manifold of any individual under changes due to
pose, illumination and other factors. Fig. 28 illustrates the complexity of the face mani-
fold (Li & Jain 2004b).

5.2 Methods for Learning Manifolds

The traditional methods for projecting data into lower dimensional spaces are Principal
Component Analysis (PCA) and Multidimensional Scaling (MDS) (Dudaet al. 2000).



65

Fig. 28. Face versus non face manifolds and face manifolds of different individuals.

These methods are simple to implement and efficient in discovering the structure of data
lying on or near linear subspaces of the high-dimensional input space. However, face
images do not satisfy this constraint as they lie on a complex nonlinear and nonconvex
manifold in the high-dimensional space. Therefore, such linear methods generally fail
to discover the real structure of the face images in the low-dimensional space. As an
alternative to PCA and MDS, one can consider some nonlinear dimensionality reduction
methods such as Self-Organizing Maps (SOM) (Kohonen 1997), talent variable models
(Bartholomew & Knott 1999), Generative Topographic Mapping (GTM) (Bishopet al.
1998), Sammon’s Mappings (SM) (Sammon 1969) etc. Though these methods can also
handle nonlinear manifolds, most of them tend to involve several free parameters such as
learning rates and convergence criteria. In addition, most of these methods do not have an
obvious guarantee of convergence to the global optimum.

In the last few years, a set of new manifold learning algorithms have emerged. These
methods are based on an Eigendecomposition and combine the major algorithmic features
of PCA and MDS (computational efficiency, global optimality, and flexible asymptotic
convergence guarantees) with flexibility to learn a broad class of non-linear manifolds.
Among these algorithms are Locally Linear Embedding (LLE) (Roweis & Saul 2000,
Saul & Roweis 2003), ISOmetric feature MAPping (ISOMAP) (Tenenbaumet al. 2000)
and Laplacian Eigenmaps (Belkin & Niyogi 2002). In contrast to SOM which does not
explicitly consider the structure of the manifold in the mapping, these new methods try
to conserve some geometric property of the underlying manifold by estimating for ex-
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ample the geodesic distances between inputs (ISOMAP), the coefficients of local linear
constructions (LLE) and the Laplacian on the manifold (Laplacian Eigenmaps).

5.2.1 Locally Linear Embedding

LLE (Roweis & Saul 2000) is an unsupervised learning algorithm which maps high-
dimensional data onto a low-dimensional, neighbor-preserving embedding space. Con-
sidering a face sequence of lengthN and organizing the faces into a matrixX (where each
column vector represents a face), the LLE algorithm involves the following three steps:

1. Find thek nearest neighbors of each pointXi .

2. Compute the weightsWi j that best reconstruct each data point from its neighbors,
minimizing the cost in Eq. 18:

ε(W) =
N

∑
i=1

∥∥∥∥∥Xi − ∑
j∈neighbors(i)

Wi j Xj

∥∥∥∥∥
2

(18)

while enforcing the constraintsWi j = 0 if Xj is not a neighbor ofXi , and∑N
j=1Wi j = 1 for

everyi (to ensure thatW is translation-invariant).

3. Compute the embeddingY (of lower dimensionalityd << D, whereD is the di-
mension of the input data) best reconstructed by the weightsWi j minimizing the quadratic
form in Eq. 19:

Φ(Y) =
N

∑
i

∥∥∥∥∥Yi − ∑
j∈neighbors(i)

Wi jYj

∥∥∥∥∥
2

(19)

under constraints∑N
i=1Yi = 0 (to ensure a translation-invariant embedding) and1

N ∑N
i=1YiYT

i =
0 (normalized unit covariance).

The aim of the first two steps of the algorithm is to preserve the local geometry of the
data in the low-dimensional space, while the last step discovers the global structure by in-
tegrating information from overlapping local neighborhoods. The details of the algorithm
can be found in (Saul & Roweis 2003, Roweis & Saul 2000).

LLE is an efficient approach to compute the low-dimensional embeddings of high-
dimensional data assumed to lie on a non-linear manifold. Its ability to deal with large
sizes of high-dimensional data and its non-iterative way to find the embeddings make it
attractive. Another advantage of LLE relies on the number of free parameters which it
involves: onlyk, the number of neighbors, has to be set (Kouroptevaet al. 2002). One
type of high dimensional data where LLE has shown very successful results is a set of
different views of the same 3D object. When these images are well sampled and lie on
a single smooth manifold, the embedding result is able to discover and represent exactly
the different degrees of freedom of the data.
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5.2.2 Isometric Feature Mapping

ISOMAP (Tenenbaumet al. 2000) is another unsupervised learning algorithm for map-
ping high-dimensional inputs (such as face images) into a low-dimensional embedding
space and discovering the nonlinear degrees of freedom that underlie the complex input
data.

The idea behind the ISOMAP algorithm is simple: it performs classical MDS to map
the data points from their high-dimensional space into low-dimensional coordinates, by
replacing the Euclidean pairwise distances used in classical MDS by geodesic distances.
In brief, the geodesic distance between two points is defined as the shortest path along
the curved surface of the manifold joining the points. Since only some samples of the
manifold are available, then the real geodesic distances can only be approximated by a se-
quence of short hops between neighboring sample points. Then, ISOMAP applies MDS
to these geodesic distances to find the low-dimensional embedding which perserves simi-
lar pairwise distances. The ISOMAP algorithm has the following steps:

1. Find thek nearest neighbors1 of each pointXi and construct the neighborhood graph
G by connecting pointsi and j by an edge length equal todX(i, j) if i and j are neighbors.

2. Estimate the geodesic distancesdM(i, j) by computing the shortest pathsdG(i, j)
between all pairs of points. This can be done using Floyd’s algorithm (Floyd 1962), for
example. First, initilizedG(i, j) to dX(i, j) if i and j are neighbors and to∞ otherwise.
Then, update all entriesdG(i, j) by dG(i, j)=min{dG(i, j),dG(i,k)+dG(k, j) for each value
of k (k=1,..,N). The matrix of final valuesdG will contain the shortest path distances be-
tween all pairs of points inG.

3. Find the low-dimensional coordinates by applying MDS on the pairwise distances.

Though LLE and ISOMAP are inspired by different intuitions, they are similar in their
aims. ISOMAP attempts to preserve the global geometric properties of the manifold,
as characterized by the geodesic distances between far away points, while LLE attempts
to preserve the local geometric properties of the manifold as characterized by the linear
coefficients of local reconstructions.

5.2.3 Self Organizing Map

Self-Organizing Map (SOM) (Kohonen 1997) is a popular and well-established non-
linear dimensionality reduction and unsupervised learning method based on neural net-
works. It maps high-dimensional inputs into some regular (rectangular, hexagonal etc.)
low-dimensional grid of nodes (neurons) in which similar data are close to each other.
Each neuron is connected to the input stage by anD-dimensional weight vectorMi =

1There are several ways to define the neighbors. The simplest method is to consider thek nearest neighbors
of each point. This approach is generally refered to as k-ISOMAP. An alternative is to consider all the neighbors
within a certain radiusε (ε-ISOMAP). This is also valid in the LLE algorithm.
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(mi1, ...,miD). Fig. 29 shows an example of a SOM map with a 6∗8 rectangular grid.
Generally, the SOM is trained iteratively. In each step, a sample vectorXi is pre-

sented to the SOM. Then distances to the weight vectors of each neuron of the map are
calculated, using typically Euclidean distance. The neuronc with the closest weight vec-
tor to the input sampleXi is called the Best Matching Unit (BMU) and it is given by:
c = argmin

j
{
∥∥Xi −M j

∥∥}. In order to force the BMU to response to the input sampleXi ,

the weight vectors of the BMU and its surrounding neighbors2 are updated using Eq. 20:

M j(t +1) = M j(t)+α(t)hc j(t)[Xi(t)−M j(t)] (20)

wheret denotes time,hc j(t) the neighborhood function3 around BMU andα(t) the learn-
ing rate at timet.

Fig. 29. An example of a SOM map with a6∗8 rectangular grid.

The goal of updating also the surrounding neighbors of the BMU is to force these neu-
rons to have similar weight vectors. In such a way, similar data will be mapped into the
same or nearby nodes while dissimilar data will be mapped into nodes which are far a way
from each other. In contrast to LLE and ISOMAP, SOM does not map the data by pre-
serving pairwise distances but by preserving neighborhood relations. Therefore, it allows
the mapping either to stretch or shrink some regions of the manifold when necessary.

5.2.4 Other Methods

There are several other methods which have been proposed for mapping input data (such
as face images) from the high-dimensional space into low-dimensional coordinates in a
nonlinear manner. The methods which are based on Eigendecomposition share the same

2There are different ways to define the surrounding neighbors, depending of the shape of the map. For
instance, in case of a rectangular grid, one can consider the 24 surrounding nodes as shown in Fig. 29.

3The neighborhood function is a decreasing function of the distance between thejth andcth nodes on the
map grid.
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basic structure: (1) Computing neighborhoods in the input space; (2) Constructing matri-
ces corresponding to the data points and their relationships; and (3) Calculating Eigenvec-
tors. Among these methods are (and in addition to LLE and ISOMAP already presented
above) Hessian LLE (Donoho & Grimes 2003), unsupervised semidefinite programming
(SDE)(Weinberger & Saul 2004), Kernel PCA (Schölkopf et al.1998), Laplacian Eigen-
maps (Belkin & Niyogi 2002) etc. These methods are generally elegant, involve only a
few free parameters and converge to their global optimum. However, they cannot be ap-
plied to every manifold as some constraint should be verified. For example, the manifold
should be well-sampled as the methods are sensitive to the presence of outliers and noise.

In contrast, the other neural based methods such as (in addition to SOM) Sammon’s
Mappings (SM) (Sammon 1969) and Curvilinear Component Analysis (CCA) (Demartines
& Hrault 1997) can handle a wider range of manifolds at the price of complex analysis
and more free parameters to set-up.

Mixture models are another class of methods which have also been proposed for man-
ifold learning. The idea behind the mixture models is that the manifold can be seen as a
collection of a set of local (linear) models (Kambhatla & Leen 1997). The major drawback
of such approaches is the lack of a global coordinates space when processing each model
separately. To tackle this problem, Roweiset al. (2001) proposed an approach in which
local linear models are represented by a mixture of factors analyzers and the global coor-
dinates are achieved by aligning those models. In a similar work, Brand (2002) proposed
an approach to merge the local representations and construct a global mapping system.

5.3 Robust LLE: an Extension to LLE

All the studies which investigated and experimented with the LLE algorithm have con-
cluded that it is a robust and efficient algorithm for learning nonlinear manifolds when
the data lies on a smooth and well-sampled single cluster. None explored the behavior of
the algorithm when the data include some noise (or outliers). Here, we show theoretically
and empirically that LLE is significantly sensitive to the presence of a few outliers and
disjoint manifolds. Then, we propose a robust extension to tackle this problem.

5.3.1 LLE, Outliers and Disjoint Manifolds

For given data pointsX in aD-dimensional space, LLE tries to find the corresponding em-
beddingY in the low-dimensional spaced, by minimizing the quadratic form in Eq. 19.
Saul & Roweis (2003) showed that the solution is given by thed+1 Eigenvectors assoc-
itaed to thed+1 smallest Eigevalues of the following matrix M:

M = (I −W)T(I −W) (21)

The final desired embeddingsY then correspond to thed Eigenvectors ofM after discard-
ing the first one.

The above analysis is valid only if all data points lie on the same connected component
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of the graph defined by the neighbors. This means that if different graphs of the neigh-
borhood are present, LLE will fail to discover a meaningful embedding. To prove this, let
us assume the case when the data contains at leastk+1 outliersOl (in general,k << N).
We mean by ”outlier” a deviation from the main data (such as noise). If we assume that
these outliers are closer to each other than to the main data, then the set ofk neighbors
of each pointOl contains only outliers. Consequently, the graph defined by the outlier
neighborhoods is disconnected from the graph of the remaining data. As a result, two
disjoint graphs are present.

Let us denoteU0, U1, U2,...,Ud as the bottom Eigenvectors of the matrixM associated
respectively to thed+1 smallest eigenvaluesλ0 < λ1 < λ2 < ... < λd. The bottom Eigen-
vector is discarded automatically because it is composed of all ones and associated toλ0

close to 0. The remaining Eigenvectors are given by LLE as the embedding result. We
can easily show that these Eigenvectors, which are the result of LLE embedding, do not
provide any useful representation of the data.

Let us construct anN-dimensional vectorV such as it has a constant valueα within
the first connected component (within the main data points) and another constant valueβ
within the second component (the component corresponding to the outliers):

V = [v1 v2 v3 ... vi ... vN ]T (22)

Wherevi = α if Xi belongs to the main data andvi = β if Xi is an outlier. We can then
verify easily thatV yields a zero embedding cost in Eq. 19:

Φ(V) =
N

∑
i=1

∥∥∥∥∥vi − ∑
j∈neighbors(i)

Wi j v j

∥∥∥∥∥
2

(23)

whereneighbors(i) refers to the set of indices of the neighbors of a given data pointXi .

Φ(V) =
N

∑
i=1

∥∥∥∥∥vi − ∑
j∈graph1

Wi j v j − ∑
j∈graph2

Wi j v j

∥∥∥∥∥
2

= ∑
i∈graph1

∥∥∥∥∥vi − ∑
j∈graph1

Wi j v j − ∑
j∈graph2

Wi j v j

∥∥∥∥∥
2

+ ∑
i∈graph2

∥∥∥∥∥vi − ∑
j∈graph1

Wi j v j − ∑
j∈graph2

Wi j v j

∥∥∥∥∥
2

wheregraph1 corresponds to the set of main data andgraph2 corresponds to the outliers.
Since the two graphs are disjoint, thus the reconstruction weights of a given data point
which belong tograph1 (resp. graph2 ) do not involve the points fromgraph2 (resp.
graph1). Consequently, its weights are equal to zero in graph2 (resp.graph1):

∑
j∈graph1

Wi j v j = 0 or ∑
j∈graph2

Wi j v j = 0

Then:
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Φ(V) = ∑
i∈graph1

∥∥∥∥∥vi − ∑
j∈graph1

Wi j v j − 0

∥∥∥∥∥
2

+ ∑
i∈graph2

∥∥∥∥∥vi − 0 − ∑
j∈graph2

Wi j v j

∥∥∥∥∥
2

SinceV has a constant value in each graph (eitherα or β), then:

Φ(V) = ∑
i∈graph1

∥∥∥∥∥α− ∑
j∈graph1

Wi j α

∥∥∥∥∥
2

+ ∑
i∈graph2

∥∥∥∥∥β− ∑
j∈graph2

Wi j β

∥∥∥∥∥
2

= ∑
i∈graph1

∥∥∥∥∥α−α ∑
j∈graph1

Wi j

∥∥∥∥∥
2

+ ∑
i∈graph2

∥∥∥∥∥β−β ∑
j∈graph2

Wi j

∥∥∥∥∥
2

Using the fact that the weights sum to 1:

∑
j∈graph1

Wi j = ∑
j∈graph2

Wi j = 1

Then:
Φ(V) = ∑

i∈graph1

‖α−α‖2 + ∑
i∈graph2

‖β−β‖2 = 0

Since LLE tries to minimize the cost function in Eq. 19 andV is an ideal solution,
thus LLE returnsV as the embedding result. By construction, it is clear that this vector
does not represent the data but codifies the presence of two manifolds. In this case, all the
samples of one component are mapped into the same point. Thus, LLE fails to find the
embedding.

Let us now consider the case when data lie on disjoint manifolds. By disjoint mani-
folds, we mean that the neighborhood graphs are disjoint. Here again, we can show, in
the same way as above, that applying LLE onS disjoint manifolds gives at leastS− 1
eigenvectors with same values within each component and different values in different
components. This indicates the failure of LLE to deal with more than one connected
component.

5.3.2 Extension

To tackle this problem, we implemented the idea of connecting the disjoint graph corre-
sponding to the outliers with the graph of the main data. For this purpose, we enforce the
outliers to have their neighbors inside the largest component. By this way, we ensure to
obtain only one connected component. Thus, we apply LLE to discover a good represen-
tation for the data in the largest connected component with an acceptable distortion of the
outliers. Our proposal is valid and efficient under the assumption that the most significant
data lie on a single, smooth and well-sampled manifold.
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How can we define and label the outliers? In other words, how can we distinguish be-
tween the cases when the data lie on one main component (other points are outliers) and
the cases when the main data themselves lie on disjoint components? Instead of perform-
ing a complex analysis of the data, we use a simple technique. We start by constructing
the neighborhood graph of the whole data. Assume that we detected different disjoint
graphs. Let us noteC1 the cardinality of the largest connected component andCR the
cardinality of the set composed of the remaining points. We then define the ratio T

T =
CR

C1 +CR
=

CR

N

which determines whether a large amount of data is concentrated in the first component. If
T < thresholdthen the first component is considered as the main data and the remaining
points as outliers. Otherwise the data is considered as lying on different manifolds. In
our experiments we fixed the threshold to 0.05. This means that we assume that if the
first component contains more than 95% of the whole data, then the remaining points
are outliers and their small distortion is acceptable. In contrast, ifT ≥ thresholdthen we
consider that the data lie on disjoint manifolds with a potential presence of outliers. In this
case, we start by considering the largest component and apply LLE. Once the embedding
result is obtained, we estimate the coordinates of the remaining data and the outliers in the
low-dimensional space. For each data pointXr which is not included in the first largest
component, we find its nearest neighbors among the data points of the largest component
and then determine the weightsWr j which best reconstruct the given data point (in the
same way as in the first step of the LLE algorithm). We finally use these weights to find
the embeddingYr as follows:

Yr = ∑
j∈neighbors(Xr )

Wr j Yj . (24)

Thus we obtain a single global representation of the whole data. Here we started by
considering the largest connected component as main data. This introduces a better repre-
sentation of the data than the others. Depending on which cluster we focus our analysis,
we can alternate and consider another connected component as main data and then find the
embedding projection of the other clusters. In other words, givenSdisjoint clusters, we
can apply LLE on each cluster separately and consider the approximation of the remain-
ing data. Givend, we calculate thusd ∗S Eigenvectors instead ofd and represent them
in Sdifferent spaces for analysis. Table 4 summarizes the main steps of our extension to
LLE to handle outliers and disjoint manifolds.

Our main idea to tackle the problems of LLE is based on either connecting the disjoint
manifolds or interpolating the embeddings of some samples. In the case of outliers, both
approaches are consistent. This is due to the fact that only a few samples are considered
as outliers and their good reconstruction is not crucial. In contrast, we found that in
cases of disjoint manifolds it is preferable to apply LLE on one connected component
and then map the remaining data. In (Vlachoset al. 2002), an alternative to connect the
graph of neighbors is proposed. It consists of usingk/2 nearest neighbors and alsok/2
farthest neighbors in order to gather the clusters in the same global coordinate space. We
explored this issue and found that using the farthest neighbors in addition to the nearest
ones improves the result of the LLE embedding, but the result remains poor since the local
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Table 4. RLLE: Our extension to LLE to hanlde outliers and disjoint manifolds

Step Action
0: Given data pointsX, number of neighborsk, and the dimensionalityd:
1: Calculate the neighborhood graph corresponding toX.
2: If only one connected component is present then apply LLE and go to End.
3: Determine the largest componentDC1.
4: CalculateT = CR

C1+CR
= CR

N .
5: If T < threshold:

* Consider the largest component (graph); Let us denoteXL

the data points constituting it andXO the remaining data
(XL

S
XO = X andXL

T
XO = {}).

* Find the new nearest neighbors which belong toXL of each point inXO

* Apply LLE using the obtained neighborhood graph.
* Go to End.

6: For each disjoint clusterDC:
* Apply LLE on the clusterDC.
* Find the embedding coordinates for the remaining data using Eq. 24

7: End

embedding aspect of LLE is lost when considering the farthest neighbors for every point.
We adopted a quite similar approach for the outliers, but different for the main data.
Consequently, a better representation is achieved using our approach. Prior knowledge
about the data can be exploited to connect the disjoint manifolds while we can enhance
the visualization of the outliers by taking a part from the real neighbors and another part
from the main connected component.

In (Saul & Roweis 2003), it is stated that in case of disjoint manifolds LLE must be
applied on each cluster separately. More specifically, it is shown that one can extract the
embeddings of every cluster just by discarding theS−1 first components given by LLE
instead of applying LLE to each cluster (S denotes the number of clusters). In addition
to the lack of a global coordinate system, this approach yields to a confusion between the
results of the different components. Indeed, it is not obvious to associate the embeddings
to the corresponding clusters. Considering every cluster separately yields to a lack of
a global coordinate space to represent the whole data points. Our extension provides a
global representation but it is obvious that if the intrinsic dimensionality is not the same
in every cluster, then an efficient global representation might not be possible in lower
dimensionality.

5.3.3 Experimental Results

We considered three video sequences (A, B andC) corresponding to three different per-
sons. In every sequence, we asked the person to move his/her head once from left to right
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resulting in 1000 frames for every sequence. We cropped the images and down-sampled
them to finally obtain images of 35∗45 pixels (thusD = 1575). Some samples from each
sequence are shown in Fig. 30. During the sequence acquisitions, we controlled the posi-
tion of the head instead of allowing its arbitrary movement. The goal of this constraint is
to obtain smooth and well-sampled data with only one obvious degree of freedom, which
is the rotation angle of the face.

Fig. 30. Samples from the data considered in our experiments. The whole data consists of
three video sequences of 1000 frames each and corresponding to three different persons. Here
we show some samples from each sequence. #1 corresponds to the first frame in the sequence,
#500 to the 500th frame and so on.

First, we applied LLE to each video sequence separately. Fig. 31.a shows the first
component discovered by LLE withk = 8 neighbors per data point for sequence A and
Fig. 31.b shows the first component discovered by PCA. In this case, the estimation of
the goodness of the embedding is based on the smoothness of the embedding and its
monotony. The monotony means that 1-D space is enough to recover the different rotation
angles of the face. It is clearly visible that every image has a different value in the low-
dimensional space discovered by LLE, while many images share the same value in the
PCA representation. In other words, LLE performed well in visualizing different angles
of the face in the 1-D embedding space while PCA failed to do it. In addition, we have
noticed a remarkable property of LLE: the result of the embedding remains stable over a
wide range of values ofk (number of neighbors). This relative insensitivity demonstrates
again the efficiency and robustness of LLE embedding when the data are smooth, well-
sampled and lie on one connected component. Note that too small or largek breaks the
embedding.

In this first series of experiments, we have just confirmed the efficiency of LLE since
we considered data lying on one cluster without any outliers. However, to explore the
behavior of LLE in cases of outliers and disjoint manifolds, we considered a dataset con-
taining a portion of the sequenceA (the 700 first frames which correspond to the orienta-
tion angles in the range of[−900,300]) and added a few samples from the end of the same
sequence (10 frames corresponding to the orientation angles in the range of[700,900] ). It
is obvious that this construction yields to two disjoint components in the graph of neigh-
bors, because the last 10 frames are different from the other frames. Therefore, we can
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Fig. 31. Analysis of sequence A by LLE and PCA. Left: the first component discovered by
LLE on the sequence A containing 1000 images. The X-axis represents the sample number
with ordered orientation angles. It shows that only one component is enough to perfectly
model the degree of freedom of the data. Note that the curve is monotone. Right: The first
principal component (PCA) of the same data (sequence A).

see the whole data containing 700 samples of the main data and 10 outliers. Fig. 32.a
shows the LLE embedding when we considered just the 700 images without outliers. The
different angles of the face are well modeled. After adding just 10 samples (outliers),
LLE failed to unfold the manifold. The same value was given to the 700 samples, while
a different value was assigned to the remaining 10 samples (outliers). Fig. 32.b shows
the result of this failure of visualizing data with a few outliers. This was not surprising
as it just confirmed our proofs above. In contrast, using our proposed extension, a good
representation is obtained as shown in Fig. 32.c. Adding the outliers did not affect the
result of our approach. This demonstrates that our extension is valid.

The Robust LLE is able to deal with a large number of outliers even when they lie on
several connected components. However, while it models the main data well, a distor-
tion of the outliers may appear. This is due to the fact that our extension is focused on
connecting the graph of neighbors rather than optimizing the reconstruction of the out-
liers from their neighbors. What about if the main data lie on two or three connected
components and we want to visualize all data points well? To experiment with this issue,
we considered a data set containing three clusters of different sizes (700 frames from se-
quenceA, 300 frames from sequenceB and 200 frames from sequenceC). We applied
LLE and the obtained embedding in 2-D was just three points as shown in Fig. 33. LLE
projected the three clusters into three points. Although LLE had performed well when we
considered every sequence separately, it failed to find one single global coordinate system
to represent the whole data together (data partitioned into three clusters). Indeed, in the
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Fig. 32. Behavior of LLE when adding a few outliers. (a) LLE discovered a good representa-
tion for a data set of 700 images laying on one connected component. (b) We added 10 outliers
to the previous data set (we got a new dataset of 710 samples) and applied LLE. We can see
that the first 700 samples have the same value (-1) and the outliers are projected into the same
point (they have the same value equal to zero). Thus, it shows clearly that LLE failed to deal
with a small number of outliers. (c) We applied our algorithm (Robust LLE) on the same data
and the embedding remained perfect even with those outliers.

embedding discovered by LLE the lack of global representation is visible and obvious
since the data are projected into three points. We applied Robust LLE, which consists
in this case of applying LLE to the largest component (700 frames from the sequenceA)
and then extrapolating the coordinates of the remaining data (300 frames fromB and 200
frames fromC). The result is shown in Fig. 34. It is very clear that different faces are rep-
resented in the same space. For sequenceA, a similar representation as LLE embedding of
one cluster is obtained. Also, the projections of the two other sequences gave acceptable
representations.

To not limit our analysis to face images, we have also explored the behavior of RLLE
in visualizing different data. We considered different texture data seen under 4 different
orientations (00, 300,600 and 900) from the Outex database (Ojalaet al. 2002a). We
considered 80 samples for each orientation and analyzed the resulting dataset (80 samples
x 4 orientations = 320 images) with LLE and RLLE. While LLE projected the data into
three points, the RLLE embedding succeeded in representing the different orientations in
the same coordinate space. More details about these experiments can be found in (Hadid
& Pietikäinen 2003).

5.4 Extracting Models from Videos for Appearance Based Face
Recognition

As discussed in Chapter 2, among face recognition algorithms (Zhaoet al.2003) the ap-
pearance based or exemplar based approach has recently gained much attention. This
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Fig. 33. The result of LLE embedding of a dataset containing three clusters.

is due to its conceptual simplicity and strong support from studies on human percep-
tion (Wallis & Bülthoff 1999). Generally, this category of algorithms operates directly
on instances of face objects and processes the images as 2D holistic patterns, therefore
avoiding the difficulties associated with 3D modelling and landmark detection. While tra-
ditional image based approaches require many training face images in order to recognize
faces in a variety of viewing conditions, the key aspect of the appearance based scheme is
the use of only a small amount of data (the most representative samples) for recognition,
thus leading to low memory requirements and high speed processing. However, finding
these representative samples or exemplars is not an easy task, as they should resume well
the intra-class variability in face appearances caused by different poses and illumination
changes. In addition to these factors, the non-rigidity of face objects complicates the se-
lection task even more. For instance, by only varying the facial expression, a face can
take an infinity of different forms. The question that arises then is how to select proper
face exemplars?

In (Leeet al. 2003), the authors adopted K-means clustering to extract the exemplars
from video sequences. However, such an approach generally fails to discover meaning-
ful clusters when the data consists of complex objects embedded in a high-dimensional
space. The EM approach has similar drawbacks. An alternative which consists of first
mapping the images onto a lower dimensional space using PCA or MDS and then per-
forming K-means, cannot discover the non-linear structures of face images. A different
approach has been adopted in (Wallraven & Bülthoff 2001), in which the representative
face samples were extracted from video sequences by tracking a set of facial features. For
each tracking failure, the corresponding frame is added to the set of exemplars. Recently,
Krueger & Zhou (2002) presented a probabilistic approach for exemplar extraction.
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Fig. 34. The result of RLLE embedding of the same dataset containing three clusters: While
LLE projected them into three points, RLLE yields to a better representation as the three
clusters are well separated and the different orientation angles of the face are visualized.

5.4.1 Our Approach

Unlike all the above approaches, we propose a scheme based on the LLE algorithm4. In a
way, our approach is related to spectral clustering in which Eigenvectors of matrices de-
rived from the data are used to find clusters (See Weiss (1999) for a review). However, the
novelty of the approach lies in the use of LLE for mapping the data onto a low-dimensional
embedding space instead of the traditional Eigendecomposition used in spectral cluster-
ing. Once the embedding space is obtained, K-means clustering is performed. The set of
exemplars is then defined as the cluster centers. This strategy is motivated by the demon-
strated simplicity and efficiency of LLE to recover meaningful low-dimensional structures
hidden in complex and high dimensional data such as face images.

4From this point and on, the proposed extension to the LLE algorithm is taken in consideration. Therefore,
RLLE is meant every time LLE is mentioned. However, we still keep using the name LLE, just for simplicity.
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Given a training face sequenceG such as that shown in Fig. 35,

G = {Gf ace1,Gf ace2, ...,Gf aceN} (25)

whereN is the length of the face sequence, we are interested in selecting the most repre-
sentative samples (or exemplars)

E = {e1,e2, ...,eK} (26)

in order to consider them as models for appearance based face recognition. The desirable
samples are those which summarize the content of the face sequenceG. In other words,
they should capture the within-class variability due to illumination changes, poses, facial
expressions and other factors.

A straightforward approach is to apply K-means directly to the data and pick up one or
a few sample(s) from each cluster. In such a way, one may not find meaningful clusters,
especially for complex and high-dimensional data. Our approach, however, is based on
two steps: first embedding the face images in a low-dimensional space in which ”similar”
faces are close to each other, and then applying the K-means clustering algorithm. The ex-
emplars can be defined then as the cluster centers. Instead of using the classical manifold
learning and dimensionality reduction techniques, we adopt the LLE algorithm to repre-
sent the faces in a low-dimensional space. For a comprehensive analysis and comparison,
we also considered SOM based and ISOMAP based methods to select the exemplars.

5.4.2 Experimental Results

To assess the performance of different approaches of extracting the exemplars, we con-
ducted a set of experiments on a subset of the CMU MoBo database (Gross & Shi 2001)
which contains 96 face sequences of 24 subjects walking on a treadmill. Four different
walking situations are considered: slow walking, fast walking, incline walking and carry-
ing a ball. Each sequence consists of 300 frames. From each video sequence, we cropped
the face regions, thus obtaining face images of 40*40 pixels. An example of a face se-
quence is shown in Fig. 35 and the results of LLE embedding in 2D is shown in Fig. 36.
Since the database contains videos in 4 different situations, we considered one situation
for training and the others for testing. We report the average recognition rates for the 4
combinations: 1 training situation and 3 testing situations.

We applied the proposed approach to select face exemplars from the training video
sequences and then built appearance based face recognition systems using PCA and LDA
as baseline methods. To determine the identity of a test videoB, we use the probabilistic
voting strategy over all frames inB. This strategy consists of combining the recognition
confidences in every frame to decide on the person identity in the probe videoB.

Before extracting the exemplars, we first determined the dimensionality of the em-
bedding space which corresponds to the intrinsic dimension of the face sequences. For
visualization, 2D and 3D are usually considered. However, in our case, more dimensions
can be used since our aim is clustering using K-means rather than visualization. We used
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the residual variance (Tenenbaumet al.2000) to determine the intrinsic dimension of the
face images. Note that the residual variance characterizes how well the low-dimensional
Euclidean embedding captures the geodesic distances. Lower residuals indicate better-
fitting solutions with less metric distortion. Fig. 37 shows the relation between the dimen-
sionality and the residual variance when applying ISOMAP. We noticed that for most of
the face sequences, the residual variance does not change for dimensions≥ 6. Therefore,
we chose the dimension of the embedding space equal to 6 in the experiments.

Fig. 35. Example of a face sequence (300 frames) considered in the experiments. The faces
were cropped from the CMU MoBo database. The highlighted faces indicate those which are
selected as exemplars with the LLE based approach.

First, we applied LLE to the training face sequences and then performed K-means
clustering (withK = 3,5,8) in the obtained 6-dimensional embedding space. Thus, we
selectedK exemplars from each training video sequence. Fig. 35 shows an example of
a face sequence and the selected exemplars (K = 5). We also considered the exemplars
computed by applying ISOMAP and SOM. In (Pietikäinenet al.2004), a SOM was also
used to learn the appearance models for view based texture recognition using texture
features as input data. We adopted a similar approach here for face exemplar extraction
but using the raw pixels as input data. The training faces inG are fed to a 5∗5 SOM map.
After the training phase, the input data is mapped into the 2D SOM map in which similar
faces are close to each other. The representative models are selected by considering one
or more sample(s) in each local neighborhood. For instance, for extracting 5 exemplars,
one sample from each corner of the SOM map in addition to the center sample are chosen.

Table 5 shows the face recognition results using the different approaches for extracting
the exemplars which are used in the appearance based recognition. Additionally, we report
the results for some classical approaches such as the random selection of exemplars (
1st row), applying K-means in the high-dimensional space (2nd row) and using PCA for
dimensionality reduction (3rd row).

The results clearly indicate that the new approaches (LLE, ISOMAP and SOM) se-
lected better (more representative) models than the traditional approaches (K-means, PCA+
K-means and random selection) since they yield better recognition rates (comparison be-
tween the first and last 3 rows in Table 5). For instance, the random selection of 5 face
samples from the training videos and using them as models yields recognition rates of
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Fig. 36. An example of embedding the face sequence in Fig. 35 in 2D space using LLE. Al-
though the intrinsic dimensionality of the faces is higher than two, LLE provides rather good
embedding. The result of applying the K-means is also shown.

only 49.1% and 46.7% for PCA and LDA methods, respectively. Although applying K-
means on raw data in the high-dimensional space improves the performance, the results
(64.5% and 67.0% ) are still poor in comparison to those obtained with LLE (87.1% and
90.8%).

We also noticed that the SOM based technique gave almost as good results as the
LLE and ISOMAP methods. Indeed, LLE performed only slightly better than SOM and
ISOMAP (see Table 5). However, an important advantage of LLE over the other two
methods lies in its computational efficiency as it involves a sparse matrix. In compari-
son to SOM, the implementations of LLE and ISOMAP are straightforward and involve
only one free parameter. However, at the price of more parameters and complexity SOM
behaves generally in a more tolerant and robust way in case of imperfect manifolds con-
taining outliers, for example (as discussed in the Robust LLE).
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Fig. 37. The residual variance function of the dimensionality of the embedding space.

Table 5. Recognition rates using different approaches to select K (K= 3,5,8) models
from MoBo face sequences.

PCA LDA PCA LDA PCA LDA
K = 3 K = 3 K = 5 K = 5 K = 8 K = 8

Random Selection 43.5% 39.8% 49.1% 46.7% 59.4% 67.8%
K−means 60.3% 51.9% 64.5% 67.0% 70.1% 77.5%
PCA+Kmeans 65.4% 58.8% 73.4% 76.3% 79.6% 84.1%
SOM 81.7% 78.5% 88.9% 89.4% 89.2% 91.4%
ISOMAP+Kmeans 80.8% 78.1% 89.0% 88.3% 90.8% 93.1%
LLE +Kmeans 83.2% 82.0% 87.1% 90.8% 91.3% 93.8%

5.4.3 Discussion

We presented new schemes to select models from video sequences and built an appearance
based face recognition system. Our approach is based on two steps: first embedding the
face images in a low-dimensional space in which ”similar” faces are close to each other,
and then applying K-means clustering. The novelty of the approach lies in the use of
an elegant and recently proposed algorithm (LLE) for mapping the face images onto the
low-dimensional space in which the clusters are more ”obvious”.

We conducted extensive experiments on the CMU MoBo video database. The results
clearly showed that the LLE based approach selected better models than those found using
traditional methods such as K-means, PCA+K-means and random selection. We noticed
considerable recognition performance enhancements using our proposed approach. Ad-
ditionally, we considered two other methods for selecting the exemplars: ISOMAP and
SOM. Although these two methods performed rather well, slightly better recognition rates
were obtained with LLE. The main advantages of LLE and ISOMAP over SOM reside in
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their simplicity and non-iterative optimization. As a counterpart, SOM can map a wider
class of manifolds.

In all our experiments, we considered the raw pixels as input data to the algorithms. For
LLE and ISOMAP, this guarantees the smoothness of the manifold especially when the
images arise from video sequences. However, one may more easily adopt other features
for SOM as the approach is tolerant to different kinds of inputs.

One drawback to using K-means clustering is the choice of the number of clusters
(which defines the number of models) as it has to be fixed in advance. We experimented
with different values and the tests have confirmed the validity of our approach. It is of
interest to extend the approach to automatically select the optimal number of exemplars.

5.5 Conclusion

Face images lie on a nonlinear manifold embedded in a high-dimensional space. In this
chapter, we discussed some state-of-the-art algorithms (LLE and ISOMAP) to learn the
face manifold which might facilitate further analysis. We focused on the locally linear
embedding algorithm and proposed an extension to tackle the problems of outliers and
disjoint manifolds. We showed that adding a few outliers significantly affects the embed-
ding result of LLE while our extension remains insensitive. Our aim is to get benefit of
the simplicity and efficiency of LLE to cope with more general problems.

In other hand, these new algorithms for manifold learning are very efficient when the
data is well-sampled and lies on a single smooth cluster. Face images extracted from
video sequences generally satisfy these constrains. We exploited this fact and proposed
an application of these learning algorithms in extracting face models from face sequences
for building appearance based face recognition systems.



6 From Still Image to Video-Based Face Recognition

Recent psychological and neural studies indicate that when people talk their changing
facial expressions and head movements provide a dynamic cue for recognition. Therefore,
both fixed facial features and dynamic personal characteristics are used in the Human
Visual System (HVS) to recognize faces. However, most automatic recognition systems
use only the static information as it is unclear how the dynamic cue can be integrated and
exploited. The few works attempting to combine facial structure and its dynamics do not
consider the relative importance of these two cues. They rather combine the two cues in
anad hocmanner. But what is the relative importance of these two cues separately? Does
combining them systematically enhance the recognition performance? To date, no work
has extensively studied these issues.

In this chapter, we investigate this by analyzing the effects of incorporating the dy-
namic information in video based automatic face recognition. We consider two factors
(face sequence length and image quality) and study their effects on the performance of
video based systems that attempt to use a spatio-temporal representation instead of one
based on a still image. We experiment with two different databases and consider temporal
HMM (the temporal hidden Markov model) and ARMA (the auto-regressive and moving
average model) as baseline methods for the spatio-temporal representation and PCA and
LDA for the image based one.

6.1 Neuropsychological Evidence

We summarize here the main findings in psychophysics and neuroscience related to the
importance of facial dynamics in the human visual system and which have direct relevance
to research on automatic face recognition. The studies (Knight & Johnston 1997, O’Toole
et al.2002) indicate that:

(i) Both static and dynamic facial information are useful for recognition.
(ii) People rely primarily on static information because facial dynamics provide less

accurate identification information than static facial structure.
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(iii) Dynamic information contributes more to recognition under a variety of de-
graded viewing conditions (such as poor illumination, low image resolution,
recognition from distance etc.)

(iv) Facial motion is learned more slowly than static facial structure.
(v) Facial motion contributes to recognition by facilitating the perception of the 3-D

structure of the face.
(vi) Recognition of familiar faces is better when they are shown as an animated

sequence than as a set of multiple frames without animation. However, for un-
familiar faces, the moving sequence does not provide more useful information
than multiple static images.

How can we interpret and exploit these findings to enhance the performance of auto-
matic face recognition systems? A possible indication from the statements in (i) and (iii)
is that motion is a useful cue to enhance the performance of static image based systems.
Importantly, the usefulness of the motion cue increases as the viewing conditions deterio-
rate (statement (iii)). Such an environment is often encountered in surveillance and access
control applications. Thus, an automatic recognition system should exploit both dynamic
and static information. From the evidence in (ii) and (iii), we can interpret that motion
and static information do not have the same importance as the role of motion depends on
a number of factors such as the familiarity with the faces (statement (vi)), the viewing
conditions (statement (iii)) etc. Thus, depending on the situation, the automatic systems
should bias the role of each cue rather than integrate them with fixed weights. Finally,
we can see the statement in (v) as an indication of using structure from motion in the
recognition process.

6.2 Toward Integrating Facial Dynamics in Automatic Face
Recognition: an Overview

Based on the way of considering motion information, we can classify automatic face
recognition evolution into three categories, as shown in Table 6.

In the first category, only one (or a few) static image(s) are available for recognition.
An example of such an application is mug-shot matching, which includes the recognition
of faces in driver’s licenses, passports, credit cards etc. Typically, the images are of good
quality and the imaging conditions are controlled. Therefore, segmenting and recognizing
the face is relatively easy. The second category concerns a wider range of applications,
such as access control and video surveillance, where the images are generally obtained
from video sequences. The algorithms in this class, in contrast to the first one, are faced
with new challenges since they generally deal with small low quality images. Neverthe-
less, they have an advantage from the abundance of frames in the videos. Despite the
fact that both static and dynamic information is available in this category of algorithms,
most research has limited the scope of the problem to the use of still image based meth-
ods to some selected frames while some other approaches have adopted 3D construction
and recognition via structure from motion or structure from shading. It is clear that both
schemes do not fully exploit facial dynamics as they mainly use the spatial information
contained in the video sequences. By ”facial dynamics” we refer to the non-rigid move-
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ment of facial features, in addition to the rigid movement of the whole face (head). Only
recently have researchers started to ”truly” address the problem of face recognition from
video sequences. These algorithms, belonging to the third category, attempt to simulta-
neously use the spatial and temporal information for recognizing moving faces. A review
of face recognition evolution, especially for the first two categories, is given in Chapter 2
and comprehensive surveys can be found in (Chellappaet al.1995, Zhaoet al.2003). We
focus the rest of this section on reviewing and discussing the third class.

Table 6. Classification of face recognition algorithms according to their integration of
motion information.

Class Input Method Use of motion
Class 1 static images Still image based No
Class 1 face sequences Still image based Partially
Class 1 face sequences Spatio-temporal Yes

In (Li 2001), an approach exploiting spatio-temporal information is presented. It is
based on modeling face dynamics using identity surfaces. Face recognition is performed
by matching the face trajectory that is constructed from the discriminating features and
pose information of the face with a set of model trajectories constructed on identity sur-
faces. Experimental results using 12 training sequences and the testing sequences of three
subjects were reported with a recognition rate of 93.9%.

In (Li & Chellappa 2001), the authors used the trajectories of tracked features to iden-
tify persons in video sequences. The features are extracted using Gabor attributes on a
regular 2D grid. Using a small database of 19 individuals, the authors have reported per-
formance enhancement over the frame to frame matching scheme. In another work, Zhou
& Chellappa (2002) proposed a generic framework to track and recognize faces simulta-
neously by adding an identification variable to the state vector in the sequential important
sampling method.

An alternative way to model the temporal structures is the use of the condensation
algorithm. This algorithm has been successfully applied for tracking and recognizing
multiple spatio-temporal features. Recently, it has been extended to video based face
recognition problems (Zhouet al.2002, Zhou & Chellappa 2002).

Hidden Markov models have been also applied to model temporal information and
perform face recognition (Liu & Chen 2003). During the training phase, an HMM is
created to learn both the statistics and temporal dynamics of each individual. During the
recognition process, the temporal characteristic of the face sequence is analyzed over time
by the HMM corresponding to each subject. The likelihood scores provided by the HMMs
are compared. The highest score provides the identity of a face in the video sequence.

Recently, the Auto-Regressive and Moving Average (ARMA) model (Soattoet al.
2001) has been adopted to model a moving face as a linear dynamical system and per-
form recognition (Aggarwalet al. 2004). Other researchers have also presented some
approaches for exploiting the dynamic characteristics of contiguously moving faces in
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image sequences. For example, recently Leeet al. (2003) have proposed an approach to
video based face recognition using probabilistic appearance manifolds.

The above works mainly aimed to propose representations which combine both shape
and dynamics without taking into consideration the relative importance of these two cues.
This tendency is due to the fact that both shape and dynamics contribute to face recogni-
tion. But what is the relative importance of these two cues separately? Does combining
themsystematicallyenhance the recognition performance? To date, no work has exten-
sively studied these issues.

6.3 Experimental Analysis

Here, we experimentally investigate how the length of the face sequences and the qual-
ity of the images affect the performance of video based face recognition. We consider
the temporal HMM approach and the ARMA model as baseline methods for the spatial-
temporal representation and PCA and LDA for the image based one. We perform ex-
tensive experiments using two different video databases: MoBo (Gross & Shi 2001) and
Honda/UCSD (Leeet al.2003).

6.3.1 Experimental Data

Typically, video based face recognition simultaneously involves three steps: the segmen-
tation, tracking and recognition of the faces. However, our goal is to analyze how to
represent the faces for recognition rather than develop a full video based face recognition
system. Therefore, we focus our experiments only on the recognition phase, assuming
that the faces are well segmented.

Thus, we considered two different databases: Honda/UCSD (Leeet al. 2003) and
MoBo (Gross & Shi 2001). The MoBo (Motion of Body) database is the most commonly
used database in video based face recognition research (Zhou & Chellappa 2002, Krueger
& Zhou 2002, Liu & Chen 2003), although it was originally collected for the purpose
of human identification from a distance. The considered subset from the MoBo database
contains contains 96 face sequences of 24 different subjects walking on a treadmill. 4
different walking situations are considered: slow walking, fast walking, incline walking
and carrying a ball. Some example frames are shown in Fig. 38. Each sequence consists
of 300 frames. From each video sequence, we cropped the face regions, obtaining thus
images of 40*40 pixels. Examples of extracted faces from a video sequence are shown
in Fig. 39. Since it is not obvious to notice the changes in the facial expressions from
Fig. 39, Fig. 40 magnifies some of the images and shows some samples with different
facial expressions.

The second database, Honda/UCSD, has been collected and used by Leeet al. in their
work on video based face recognition (Leeet al. 2003). It was also used in the recent
study of Aggarwalet al. (2004). The considered subset from the Honda/UCSD database
contains 40 video sequences of 20 different individuals (2 videos per person). During the
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Fig. 38. Examples of frames from the MoBo database.

Fig. 39. Examples of extracted faces from a video sequence (MoBo database).

data collection, the individuals were asked to move their face in different combinations
(speed, rotation and expression). From the video sequences, we cropped the face images
in the same way as we did for the MoBo database. The size of the extracted face images
is 20*20 pixels.

6.3.2 Baseline Methods

a) HMMs

The principle of using HMMs to model the facial dynamics and perform video based
face recognition is quite simple (Liu & Chen 2003, Rabiner 1989). Let the face database
consist of video sequences ofP persons. We construct a continuous hidden Markov model
for each subject in the database. A continuous HMM, withN states{S1,S1, , ...,SN}, is
defined by a tripletλ = (A,B,π), whereA =

{
ai j

}
is the transition matrix,B = {bi(O)}

are the state conditional Probability Density Functions (PDF) andπ = {πi} are the initial
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Fig. 40. Examples of images from MoBo database showing a person with different facial ex-
pressions. The changes in the facial expression yield in a dynamic information for recognition.

distributions. The modelλ is built using a sequence of feature vectors, called observation
sequenceO = {o1,o2, ...,ol}, extracted from the frames of the video sequence (l is the
number of frames). Different features can be extracted and used as observation vectors
(e.g. pixel values, DCT coefficients etc.). In Liu & Chen (2003), the PCA projections of
the face images were considered.

Let the state at timet beqt , then:

A =
{

ai j | ai j = P(qt+1 = Sj | qt = Si)
}

(27)

B =

{
bi(O) | bi(O) =

M

∑
m=1

CimN(O,µim,Uim)

}
(28)

π = {πi | πi = P(q1 = Si) ,1≤ i ≤ N} (29)

whereCim is the mixture coefficient for themth mixture in statei, N(O,µim,Uim) is a
Gaussian PDF with mean vectorµim and covariance matrixUim andM is the number of
components in the Gaussian mixture model.

During the training, using the Baum-Welch procedure (Rabiner 1989), for example, a
modelλp , (p = 1,2, ...,P), is built for all the subjects in the gallery. During the testing,
given the gallery models{λ1,λ2, ...,λP} and the sequence of the PCA feature vectors
O = {o1,o2, ...,ol}, the identity of the test face sequence is given by:

argmax
p

P(O|λp). (30)

In other terms, the likelihood scoresP(O|λp) provided by the HMMs are compared,
and the highest score defines the identity of the test video sequence.

b) ARMA

In the ARMA (Auto-Regressive and Moving Average) framework, a moving face is
represented by a linear dynamical system and described by Eqs. 31 and 32:

x(t +1) = Ax(t)+v(t) v(t)∼ N(0,R) (31)
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I(t) = Cx(t)+w(t) w(t)∼ N(0,Q) (32)

where,I(t) is the appearance of the face at the time instantt, x(t) is a state vector that
characterizes the face dynamics,A andC are matrices representing the state and output
transitions,v(t) andw(t) are IID sequences driven from some unknown distributions.

We build an ARMA model for each face video sequence. To describe each model,
we need to estimate the parametersA, C, Q and R. Using the tools from the system
identification literature, the estimatation of the ARMA model parameters is closed form
and therefore easy to implement (Soattoet al. 2001, Aggarwalet al. 2004). While the
state transitionA and the output transitionC are intrinsic characteristics of the model,Q
andRare not significant for the purpose of recognition (Soattoet al.2001). Therefore, we
need only the matricesA andC to describe a face video sequence. Once the models are
estimated, recognition can be performed by computing distances between ARMA models
corresponding to probe and gallery face sequences. The gallery model which is closest to
the probe model is assigned as the identity of the probe (nearest neighbor criteria).

Several distance metrics have been proposed to estimate the distance between two
ARMA models (Cock & Moor 2002). Since it has been shown that the different metrics
do not alter the results significantly, we adopt in our experiments the Frobenius distance
(d2

F ), defined by :

d2
F = 2

n

∑
i=1

sin2θi(λ j ,λk) (33)

where,θi are the subspace angles between the ARMA modelsλ j andλk, defined in (Cock
& Moor 2002).

c) PCA and LDA

In video based face recognition schemes both training and test data (galleries and
probes) are video sequences. The recognition consists of matching the spatio-temporal
representation extracted from the probe videos to those extracted from the galleries. In
order to check whether a spatio-temporal representation enhances face recognition per-
formance, one should compare the results to those obtained using still image based tech-
niques under the same conditions. However, performing still-to-still face recognition
when the data consists of video sequences is an ill-posed problem (i.e. which frame from
the test sequence to compare to which frame in the reference sequence?).

Here we adopted a new scheme to perform static image based face recognition that
exploits the abundance of face views in the videos. The approach consists of performing
unsupervised learning to extract the five most representative samples (or exemplars) from
the raw gallery videos. Once these exemplars are extracted, we build a view based system
and use a probabilistic voting strategy to recognize the individuals in the probe videos
(See Chapter 5 for details).
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6.3.3 Experiments with Different Face Sequences Lengths

Our first goal is to analyze the effects of the face sequence length on both spatio-temporal
and image based representations. For this purpose we consider the temporal HMM ap-
proach and the ARMA model as baseline methods for spatio-temporal analysis while PCA
and LDA are used as baselines for the still image based analysis. As explained in the pre-
vious section, we adopted the locally linear embedding approach to extract the exemplars
and the probabilistic voting strategy for recognizing the faces in the still image based sce-
narios. For the temporal HMM, we used 30 Eigenvectors for dimensionality reduction
and a 16-state fully connected HMM.

We summarize in Table 7 the performance of the spatio-temporal representations (HMM
and ARMA) and their static image based counterparts (PCA and LDA). We noticed, as
shown in the table, that the four methods performed quite well but the spatio-temporal
representations outperformed the PCA and LDA methods on both databases. It is early
to make any conclusion from the present results since it is not clear whether the good
performances of the HMMs and ARMA are due to the combination of facial structure and
its dynamics or due to their different modeling of the facial structure.

Table 7. Recognition rates using all probe frames ( MoBo and Honda/UCSD databases).

MoBO Honda/UCSD
PCA 87.1 % 89.6 %
LDA 90.8 % 86.5 %

HMM 92.3 % 91.2%
ARMA 93.4 % 90.9%

In the above experiments, we considered all frames of the probe videos (i.e. 300 frames
for both databases). However, in a real application, a subject may appear in front of a
camera only for a short duration while some other subjects may stay longer. Therefore,
the length of the face sequence can be as small as a few frames or as long as hundreds
or thousands of frames. To analyze the effect of face sequence length on recognition
performance, we conducted a set of experiments where we used only a portion (L among
M frames) of the probe videos for testing. Thus, for a given probe videoB, we extracted
S= 10 sub-sequences of lengthL as follows:

B = {Bf ace1,Bf ace2, ...,Bf aceM} (34)

SetL = {{Bf ramei ,Bf ramei+1, ...,Bf rameL+i−1}}, (35)

wherei = Random(1,(M−L+1)) andM = 300.

Therefore, we extractedS= 10 sub-videos of lengthL from each probe video. We
performed extensive experiments with different values ofL and the results are shown in
Figures 41 and 42. The results indicate that for short sequences, the performance of the
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Fig. 41. Recognition rates for different face sequence lengths on the MoBo database.

HMM based system deteriorates while the image based systems (PCA and LDA) are less
sensitive to this factor. This can be explained by the fact that short sequences do not
contain enough dynamic information to discriminate between the individuals. Another
possible explanation might be also that the HMMs need sequences which are long enough
in order to be trained (Rabiner 1989). Analyzing the performance of the ARMA approach,
we noticed also better results for longer face sequences. The ARMA method performed
better than the HMM approach especially for short face sequences.

This means that, when the shape and dynamics cues are combined without consid-
eration of their relative importance, a joint spatio-temporal representation is not always
efficient in case of short face sequences. The HMM based system did not perform as
well as its PCA and LDA based counterparts on both databases. A similar conclusion for
the ARMA based system on the MoBo database can be made. This is an interesting and
important result since one might always expect better performance using the joint repre-
sentation (which is not actually the case). However, as we increase the length of the face
sequence, the superiority of the HMM and ARMA approaches becomes clear. The recog-
nition rates on the MoBo database increased from 79.2% to 93.4% for the ARMA method
and from 44.2% to 92.3% for the HMM based approach. This confirms the evidence that
facial dynamics support face recognition. On the Honda/UCSD database, the recognition
rates increased from 80.2% to 90.9% for the ARMA method and from 69.2% to 91.2%
for the HMM based approach.
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Fig. 42. Recognition rates for different face sequence lengths on the Honda/UCSD database.

6.3.4 Experiments with Different Image Resolutions

Additionally, we performed a set of experiments to check how image resolution affects the
recognition rates. We downsampled each face image in the MoBo database from 40*40
to 20*20 and then to 10*10 pixels. We noticed that recognition rates decrease for all the
methods (see Table 8). However, it seems that the HMM and ARMA are least affected by
image quality.

Table 8. Recognition rates for different face image resolutions using the MoBo database.

Resolution 40*40 20*20 10*10
PCA 87.1 % 81.3 % 60.6 %
LDA 90.8 % 79.5 % 56.5 %
HMM 92.3 % 85.2 % 71.2 %
ARMA 93.4 % 84.1 % 74.2 %
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6.3.5 Discussion

In most of the experiments the HMM- and ARMA based approaches outperformed their
PCA and LDA based counterparts. This is in agreement with the evidence discussed in
Section 6.1, which state that facial dynamics are useful for recognition. However, for
short sequences, HMM gave poor results. This is probably due to the fact that HMMs
need quite long sequences in order to be trained (Rabiner 1989). However, we noticed
also that the ARMA based system performed better with longer face sequences than with
shorter ones. For short sequences, the ARMA approach gave worse results than its PCA
and LDA counterparts on the MoBo database. Importantly, one may not expect worse
results using spatio-temporal representations. However, the obtained results attest that
PCA- and LDA based representations might perform better in such cases. This means that
the spatio-temporal representations did not succeed in discovering the importance of the
spatial cue over its temporal counterpart. This leads us to the conclusion that combining
face structure and its dynamics in anad hocmanner (i.e., without considering the relative
importance of each cue) may not systematically enhance the recognition performance.

The experiments also showed that image quality affects both representations but the
image based methods are more affected. Therefore, in cases of face recognition applica-
tions with low-quality images, a spatio-temporal representation is more suitable. Again,
this is in agreement with the neuropsychological findings that indicate that facial move-
ment contributes more to the recognition under degraded viewing conditions.

If we refer to the evidence discussed in Section 6.1, we notice that the role of facial
dynamics depends on several factors such as the familiarity of the face, the viewing con-
ditions, etc. Accordingly, the human visual system adapts the contribution of the facial
dynamics. However, in automatic face recognition, the contribution of this cue is inte-
grated in the joint spatio-temporal representation and generally not adapted (not biased)
to the given situation. For instance, in our experiments, joint representation did not in-
crease the contribution of the facial dynamics for low-resolution images and long face
sequences and did not decrease this contribution for higher image resolution and shorter
face sequences. This suggests that the existing spatial-temporal representations have not
yet shown their full potential and need further investigation.

In our experiments, the benefit of using joint representation is noticeable but not very
significant. This is due to the fact that the facial movement in both databases is almost
limited to the rigid motion of the head. However, one may expect more benefit when the
persons are also making non-rigid movements with their facial features (such as when the
subjects are talking).

6.4 Conclusion

Psychological and neural studies indicate that dynamic personal characteristics support
and do not hinder face recognition in the Human Visual System (HVS). However, it is
unclear how this dynamic cue is integrated and combined with the static facial informa-
tion. In this work, we considered automatic face recognition and analyzed the effects of
incorporating this dynamic information. We considered two factors (face sequence length
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and image quality) and studied their effects on the performance of video based systems
that attempt to use a spatio-temporal representation instead of one based on a still image.

It is worth noting that the goal of this chapter is not to directly compare the recognition
performance of video based face recognition against that of still image based methods,
but rather to study how the parameters affect the two representations.

The extensive experimental results show that motion information enhances also auto-
matic recognition but not in a systematic way as in the HVS. Therefore, investigations are
still needed to exploit the benefit of facial dynamics in face recognition.



7 A System for Access Control Based on Face Recognition

This chapter describes our system for access control based on detecting and recognizing
faces. In fact, there are three main reasons which motivated this part:

The first one is the aim of combining the key findings presented in the thesis into
the same framework in which the proposed methods can be used in a real application
environment. In addition, this framework can be used as a platform for developing and
testing new methods.

The second reason for building the access control system is related to the fact that
during the research work, the author of this thesis has been involved in an interesting
project titledMachine Vision f or Sensing and Understanding Human Actions1. The
project aims to design and develop smart environments which can adapt and adjust to the
user’s movements and actions without requiring any conscious control. In other words, the
system should be able to identify the users, interpret their actions, and react appropriately.
Thus, one of the first and most important building blocks of such environments is a person
identification system. For such purpose, face recognition is an adequate technology as
there is no need for any user’s cooperation.

The third main reason which motivated this part is the aim of also experimenting with
the watch-list face recognition problem, in which the system should also reject the im-
posters (Phillipset al.2003).

7.1 The Environment

Fig. 43 shows the considered environment: A camera is set in the door looking at the
corridor and the captured frames are analyzed to allow the access to the laboratory room
for only authorized persons while denying access for the others.

1The web page of the project ”Machine Vision for Sensing and Understanding Human Actions” is:http:
//www.ee.oulu.fi/research/imag/proact/

http://www.ee.oulu.fi/research/imag/proact/
http://www.ee.oulu.fi/research/imag/proact/
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Fig. 43. The environment: A camera is set in the door looking at the corridor.

7.2 System Architecture

Fig. 44 outlines the different parts of our system. First, training face images of the persons
who are allowed to access to the laboratory room are collected. From these images, LBP
feature representations (as described in Chapter 3) are extracted and stored in the database
(enrollment phase).

Then, the frames captured by the camera are analyzed. The analysis starts by selecting
the regions of interest in the images. For this purpose, two approaches were considered.
The first one consists of using skin segmentation as described in Chapter 4. The alternative
is the extraction of the moving objects from the video frames using a texture based ap-
proach to background subtraction (Heikkilä et al.2004). Combining both methods could
be also possible. Figs. 45 and 46 show examples of preprocessing the images using skin
segmentation (Fig. 45) and background subtraction (Fig. 46). However, we noticed that
the first approach was enough to segment and select the regions of interest in the frames.
This can be explained by the fact that we are facing an indoor environment and there-
fore background subtraction is not needed. We believe that the background subtraction
could be very useful in outdoor scenarios where the system might be faced with dramatic
illumination changes and complex backgrounds.

Therefore, by adopting the first approach, a set of skin-like regions, which are con-
sidered face candidates, are extracted from the video frames. After verification steps and
using the approach proposed in Section 4.2, only facial regions are selected.

Once a face has been extracted, we first normalize the image to have the same size
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Fig. 44. The different parts of our system for access control based on face recognition.

as that of the faces in the database (i.e. 144∗ 112 pixels). Then, we extract from the
normalized face image the feature vector and compare it to those stored in the feature
database to determine the identity of the face. For this purpose, we adopted the LBP
based approach presented in Chapter 3. The face area is first divided into several blocks
and then the Local Binary Pattern features are extracted from each block and concatenated
into a single feature histogram which efficiently represents the face image. Since, in the
present version of the system, we do not extract the facial features for face normalization,
there will be slight variations in pose angle and alignment. To overcome these effects, we
use a large window size when dividing the face image into regions. We conducted a set of
experiments and chose a window size of 24*28 pixels and theLBPu2

8,1 operator. Therefore,
each face image is represented by a feature vector of 59∗24= 1416 elements. Fig. 47
shows an example of a normalized face image and its description using LBP.

7.3 Implementation and Results

7.3.1 Face Database

To build the system, we collected 20 video sequences of 10 persons who are allowed
to enter the laboratory room. For each person, we collected 2 video sequences, one for
training and the other for tests. Each video sequence contains 351 frames. The resolution
of the images is 640*480 pixels. First, we applied our face detection approach (see Section
7.2) to extract the faces in both the training and testing videos. 96.14% of the faces were
successfully detected. Only a few false positives were signaled. All these false detections
were rejected during the recognition phase. Note that the detection scheme is based on
single frames and does not use the motion information. Fig 48 shows some extracted
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Fig. 45. An example of skin segmentation result using skin locus model (Hadidet al.2002).

Fig. 46. An example of moving object extraction using texture based background subtraction
(Heikkil ä et al.2004).

face images which are used in our face database for recognition. As shown, some of the
images have slight pose angles and different facial expressions.

7.3.2 Recognition Scheme

For recognition, we adopted a view based scheme. Therefore, we automatically selected
a set of face models from each training video sequence of each subject. The extraction
of the face models is performed using the unsupervised learning scheme presented in
Chapter 5.

To determine the identity of a test face sequence, we considered three different strate-
gies withχ2 (Chi-square) as a dissimilarity metric and using the nearest neighbor classi-
fier:
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Fig. 47. Facial representation: the face image is extracted, converted to gray scale, normalized
and then represented using the LBP feature histogram.

– Frame based recognition strategy: each frame is treated independently of the others.
– Majority voting strategy: it consists of identifying the face in every frame and then

performing a majority voting to decide on the identity of the person in the sequence.
– Probabilistic voting strategy: it consists of combining the recognition confidences in

every frame to decide on the person identity in the sequence.

7.3.3 Results

First, we extracted 2,3,...,10 face models from each training sequence and used them in
the appearance based face recognition scheme. Fig. 49 shows the recognition results,
using the frame based strategy, as a function of the numbers of face models. Just for
comparison, we also included the recognition results of PCA and LDA based approaches.

For instance, as shown in Figure 49, the LBP based approach resulted in a recognition
rate of 81.4% versus 64.2% and 76.8% for the PCA and LDA based methods, when
using 6 models and trying to classify the test images into one of the 10 classes without
considering the reject class.

Fig. 50 shows the rank curves for PCA, LDA and LBP when using 6 models in the
appearance based recognition (frame based strategy). Notice that the cumulative score
reaches 100% for the rank(4).

By considering the watch-list recognition problem2 and defining a threshold for the
reject class (we experimented with 5 additional imposters), the recognition rates using
6 face models dropped to 66.9%, 58.1% and 49.0% for LBP, LDA and PCA methods,
respectively.

2The watch-list recognition problem assumes that the system should reject imposters. Therefore, a reject
class is included and thus a trade off between identification and false accept rates should be found.
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Fig. 48. Examples of images from the face database considered in the access control based on
face recognition.

Using aK-nearest neighbor classifier (withK = 3), the recognition rates with the reject
class and 6 face models were 71.6%, 62.4 and 57.4% for LBP, LDA and PCA methods,
respectively.

The above results are obtained using the frame based scheme. However, when ex-
ploiting the abundance of frames in the face sequences and considering the probabilistic
voting strategy, the recognition results are 100% , 90% and 80% for LBP, LDA and PCA
methods, respectively. The LBP based approach succeeded in recognizing the 10 face
sequences (10/10) while LDA failed to recognize one of them (9/10). The same perfor-
mance was obtained using the majority voting strategy.

By considering the watch list problem with the probabilistic voting scheme and defin-
ing a threshold to reject 5 sequences of imposters, the recognition rates are 90%, 80% and
60% for LBP, LDA and PCA methods, respectively. Some examples of recognition using
the LBP based approach are shown in Figs. 51- 54.

7.4 Discussion

We presented a system using face recognition for access control. We introduced two
schemes: the first one is based on using background subtraction to detect the moving
objects followed by face detection and then by LBP based face recognition. The second
scheme consisted of performing skin segmentation instead of background subtraction.
The former approach is more adequate for outdoor scenarios where the system might be
faced to dramatic illumination changes and complex backgrounds. We reported the results
using the latter scheme which is used for an indoor access control application.

The system starts by finding the skin-like regions in the input images. This skin seg-
mentation is based on a robust modeling of skin color with a so called ”skin locus”. Once
the skin-like regions are segmented, a fast face detector is launched in order to verify
whether the skin regions are faces or not. After scale normalization, the faces are effi-
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Fig. 49. Mean recognition rates for LBP, LDA and PCA methods. The results are obtained
using the nearest neighbor classifier, frame based strategy and without considering the reject
class (i.e., a rank curve of order 0).

ciently represented using LBP feature histograms.
We collected 20 video sequences of 10 different persons (2 videos per person). From

the first video sequence of each person, we automatically selected six face models to build
a view based face recognition system. The model selection is based on an unsupervised
learning scheme using locally linear embedding for dimensionality reduction followed by
K-means clustering. We used the second video sequence of each person to test the system.

The preliminary results showed a recognition rate of 90% for the watch-list problem
using an LBP based face representation, probabilistic voting strategy scheme, nearest
neighbors classifier andχ2 as a dissimilarity metric. Though the results are better than
those obtained with PCA and LDA, they are still preliminary and a lot of improvements
can be achieved.

Indeed, some parameters of the system have been set by default and thus are not op-
timal. For instance, when dividing the facial images into several regions, we gave an
equal weight to the contribution of each region. However, one may use different weights,
depending on the role of the given regions in detection/recognition. For example, since
the eye regions are important for recognition, a high weight can be attributed to the cor-
responding regions. Such a procedure enhanced the facial representation presented in
Chapter 3.

The system recognizes some faces much easier than others and we reported the mean
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Fig. 50. Rank curves for the LBP, LDA and PCA methods, using 6 face models for recognition.

recognition rates. The lack of registration is likely to be the main reason for some recog-
nition failures. A potential solution might be the extraction and tracking of facial features
in order to align the faces before recognition.

During the data acquisition, the subjects were asked to read some text. This yielded
in different facial expressions and also in a non-rigid motion of their facial features. It
is of interest to study the incorporation of this dynamic information in recognition and
experiment with much larger databases.

When using the background subtraction method for limiting the search areas, a differ-
ent scheme from that described in this chapter should be adopted for detecting the faces.
For this purpose, our recently introduced approach to face detection using LBP features
is a suitable choice (see Chapter 3). The proposed detection method is based on encoding
both local and global facial characteristics into a compact feature histogram using LBP
and then scanning the search areas at different scales and positions to detect the faces. This
approach has shown excellent results and outperformed the state-of-the-art algorithms.

In some complex environments in which several parts of the background can be skin-
like regions, one may combine background subtraction and skin color segmentation in
order to select the regions of interest. First, background subtraction can be used to extract
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Fig. 51. Example of a successful recognition.

the moving objects and then skin detection can be used to find the skin-like regions among
only the moving objects. In such a way, false detection alarms will be avoided.
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Fig. 52. Example of successful recognition.
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Fig. 53. Example of a successful recognition.
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Fig. 54. Example where a stranger to the system is rejected.



8 Summary

Face images can be seen as a composition of micro-patterns which can be well described
by Local Binary Patterns (LBP). We exploited this observation and proposed a simple
and efficient representation for face recognition. The proposed representation can be eas-
ily extracted in a single scan through the image, without any complex analysis as in the
EBGM algorithm. The extensive experiments clearly showed the superiority of the pro-
posed method over the state-of the-art algorithms (PCA, EBGM and BIC) on FERET
tests. Recently, Ahonenet al. (2004b) have investigated whether our excellent results are
due to the use of local regions (instead of an holistic approach) or to the discriminative
power of LBP. They implemented a similar approach using four different texture descrip-
tors in local facial regions and confirmed the validity and superiority of our LBP-based
face description. Although the robustness of the LBP-based approach is clearly shown,
some improvements are still possible. For instance, one direction is to apply a dimension-
ality reduction to the face feature vectors in order to reduce its length. Another promising
direction is to use the AdaBoost learning algorithm to select the most prominent LBP
features. A similar direction has recently been investigated by Zhanget al. (2004).

We noticed that the proposed LBP representation used earlier for recognition is more
adequate for larger-sized images. However, in many applications such as face detection,
the faces can be on the order of 20∗20 pixels. Therefore, we derived another representa-
tion which is suitable for low-resolution images and has a short feature vector needed for
fast processing. Using the new representation, a second-degree polynomial kernel SVM
classifier is trained to detect frontal faces in complex gray scale images. For fair com-
parison, we implemented a similar SVM-based face detector using different features as
inputs and then compared the results to those obtained using the proposed LBP features.
We trained the system using the same training samples and the experiments showed that
our approach performed better. Although we focused the experiments on detecting frontal
faces, one may adopt a similar facial representation to perform multi-view face detection
by also considering non-frontal training face images. Our main goal in the experiments
was to show the high discriminative power of the proposed facial representation. There-
fore, we have not focused on speeding up the face detector. In a future work, its is of
interest to combine AdaBoost with LBP features for real-time detection.

We investigated the usefulness of the face representation, which is proposed for de-
tection, in recognizing low-resolution face images. The experimental results showed that
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the same feature space can be used for both detection and recognition tasks in case of
low-resolution images.

We believe that the LBP methodology presented here can also be applied to several
other object detection/recognition tasks. For instance, recently similar methodology has
been successfully applied to facial expression recognition (Fenget al.2004a,b).

In Chapter 3, we discussed the role of color information in both face detection and
recognition. Our conclusion is that color cue plays an important role in detection by
pre-processing the images and selecting the skin-like areas. Then, other face detection
schemes should be launched to find the faces among the skin-like regions. Following
these lines, we presented a new architecture for face detection in color images. As further
direction, it is of interest to combine the skin locus with LBP for face detection. However,
we noticed that the contribution of color to recognition is not very clear. Therefore, we
believe that it makes sense for the automatic face recognition systems not to rely on color
for recognition.

Face images lie on a nonlinear manifold embedded in a high-dimensional space. In
Chapter 5, we discussed some recent algorithms (LLE and ISOMAP) to learn the face
manifold to facilitate further analysis. We focused on the locally linear embedding algo-
rithm and proposed an extension to tackle the problems of outliers and disjoint manifolds.
Also, we proposed an application of these emerged learning algorithms in extracting face
models from face sequences and build appearance based face recognition. As further
direction, one could extend the approach to automatically select the optimal number of
exemplars instead of fixing it in advance.

Psychological and neural studies indicate that dynamic personal characteristics sup-
port and do not hinder face recognition in the Human Visual System (HVS). However, it
is unclear how this dynamic cue is integrated and combined with the static facial informa-
tion. In Chapter 6, we investigated this issue by considering two factors (face sequence
length and image quality) and studying their effects on the performance of video-based
systems that attempt to use a spatio-temporal representation instead of one based on a still
image. The experimental results show that motion information enhances also automatic
recognition but not in a systematic way as in the HVS. Therefore, investigations are still
needed to exploit the benefit of facial dynamics in face recognition. In future work, we
plan to investigate the modeling of the facial dynamics in the videos using LBP.

In Chapter 7, we presented our system for access control based on some key findings
in the thesis. Though preliminary, the results are promising. As a future work, we plan
to include facial feature extraction to the system, increase the number of persons and
eventually consider also an access control system in an outdoor environment to face more
challenging problems in face detection and recognition.

Access control based on face recognition is only an example of a face analysis applica-
tion. The general aim is to develop a system which can efficiently detect, track, recognize,
analyze, animate faces and why not mimic most of the remarkable abilities of the human
visual system. Although we are not there yet, current progress in the field gives us much
reason to be optimistic.
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Scḧolkopf, B., Smola, A. & M̈uller, K.-R. (1998) Nonlinear component analysis as a kernel eigen-
value problem. Neural Computation 10:1299–1319.

Shan, S., Gao, W., Cao, B. & Zhao;, D. (2003) Illumination normalization for robust face recog-
nition against varying lighting conditions. In: IEEE International Workshop on Analysis and
Modeling of Faces and Gestures. pp. 157–164.

Shashua, A. & Riklin-Raviv, T. (2001) The quotient image: class-based re-rendering and recogni-
tion with varying illuminations. IEEE Transactions on Pattern Analysis and Machine Intelligence
23(2):129–139.

Soatto, S., Doretto, G. & Wu, Y. (2001) Dynamic textures. In: International Conference on Com-
puter Vision. Vancouver, BC, Canada, vol. 2, pp. 439–446.

Soriano, M., Martinkauppi, B., Huovinen, S. & Laaksonen, M. (2003) Adaptive skin color modeling
using the skin locus for selecting training pixels. Pattern Recognition 36(3):681–690.

Störring, M., Andersen, H. & Granum, E. (2001) Physics-based modelling of human skin colour
under mixed illuminants. Journal of Robotics and Autonomous Systems 35(3-4):131–142.

Sung, K.-K. & Poggio, T. (1998) Example-based learning for view-based human face detection.
IEEE Transactions on Pattern Analysis and Machine Intelligence 20:39–51.

Tenenbaum, J. B., DeSilva, V. & Langford, J. C. (2000) A global geometric framework for nonlinear
dimensionality reduction. Science 290(5500):2319–2323.

Terrillon, J., Shirazi, M., Sadek, M., Fukamachi, H. & Akamatsu, S. (2000a) Invariant face detection
with support vector machines. In: 15th International Conference on Pattern Recognition. pp.
210–217.

Terrillon, J. C., Shirazi, M., Fukamachi, H. & Akamatsu, S. (2000b) Comparative performance of
different skin chrominance models and chrominance spaces for the automatic detection of human
face in color images. In: IEEE Int. Conf. on Automatic Face and Gesture Recognition. pp. 54–61.



115

Torres, L., Reutter, J. & Lorente, L. (1999) The importance of the color information in face recog-
nition. In: IEEE Conference on Image Processing. vol. 3, pp. 627–631.

Turk, M. (2001) A random walk through eigenspace. EICE Trans. Information and Systems E84-
D(12):1586–1595.

Turk, M. & Pentland, A. (1991) Eigenfaces for recognition. Journal of Cognitive Neuroscience
3:71–86.

Vapnik, V. (ed.) (1998) Statistical Learning Theory. Wiley, New York.
Viola, P. & Jones, M. (2001) Rapid object detection using a boosted cascade of simple features. In:

Computer Vision and Pattern Recognition. pp. 511–518.
Vlachos, M., Domeniconi, C., Gunopulos, D., Kollios, G. & Koudas, N. (2002) Non-linear dimen-

sionality reduction techniques for classification and visualization. In: Inter. Conf. on Knowledge
Discovery and Data Mining. pp. 645–651.

Voth, D. (2003) Face recognition technology. IEEE Intelligent Systems 18(3):4–7.
Wallis, G. & Bülthoff, H. (1999) Learning to recognize objects. Trends In Cognitive Sciences

3:22–31.
Wallraven, C. & B̈ulthoff, H. (2001) Automatic acquisition of exemplar-based representations for

recognition from image sequences. In: CVPR 2001 - Workshop on Models vs. Exemplars, IEEE
CS Press.

Weinberger, K. Q. & Saul, L. K. (2004) Unsupervised learning of image manifolds by semidefinite
programming. In: IEEE Conference on Computer Vision and Pattern Recognition. vol. 2, pp.
998–995.

Weiss, Y. (1999) Segmentation using eigenvectors: A unifying view. In: Inter. Conf. on Computer
Vision. pp. 975–982.

Wiskott, L., Fellous, J.-M., Kuiger, N. & von der Malsburg, C. (1997) Face recognition by elastic
bunch graph matching. IEEE Transactions on Pattern Analysis and Machine Intelligence 19:775–
779.

Yang, M.-H. (2002) Face recognition using extended isomap. In: International Conference on Image
Processing. vol. 2, pp. 117–120.

Yang, M.-H., Kriegman, D. J. & Ahuja, N. (2002) Detecting faces in images: a survey. IEEE
Transactions on Pattern Analysis and Machine Intelligence 24:34–58.

Yip, A. W. & Sinha, P. (2002) Contribution of color to face recognition. Perception 31(8):995–1003.
Yuille, A. L., Hallinan, P. & Cohen, D. (1992) Feature extraction from faces using deformable

templates. International Journal of Computer Vision 8(2):99–111.
Zhang, G., Huang, X., Li, S. Z., Wang, Y. & Wu, X. (2004) Boosting local binary pattern (LBP)-

based face recognition. In: Advances in Biometric Person Authentication: 5th Chinese Confer-
ence on Biometric Recognition. pp. 179–186.

Zhao, W. (1999) Robust image based 3d face recognition. Ph.D. thesis, University of Maryland,
USA.

Zhao, W., Chellappa, R., Phillips, P. J. & Rosenfeld, A. (2003) Face recognition: A literature survey.
ACM Computing Surveys 34(4):399–458.

Zhou, S. & Chellappa, R. (2002) Probabilistic human recognition from video. In: European Conf.
on Computer Vision. pp. 681–697.

Zhou, S., Krueger, V. & Chellappa, R. (2002) Face recognition from video: A condensation ap-
proach. In: IEEE Int. Conf. on Automatic Face and Gesture Recognition. pp. 221–228.



Appendix 1: Elastic Bunch Graph Matching Algorithm
(EBGM)

In the EBGM algorithm, faces are represented as graphs, with nodes positioned at fiducial
points (such as the eyes, the tip of the nose etc.) and edges labeled with distances.

Each node is known as a jetJ and contains a set{Ji} of 40 complex Gabor wavelet
coefficients including both phase and magnitude. These wavelet coefficients are extracted
using a family of Gabor kernels with 5 different spatial frequencies and 8 orientations.
The jet elementsJi can be written in the form:

Jj = a j . exp(iθ j), (A1.36)

wherea j represent the amplitudes andθ j the phases. When considering nearby points
in the face image,a j vary slowly with the position of the points whileθ j rotate with a
rate set by the the wavelength and orientation of the valuesk j of the kernels. Because
of this phase rotation, jets taken from nearby points may have very different coefficients,
although representing almost the same local feature. This can cause a problem for match-
ing. There are two ways to handle this effect: either ignore the phase or compensate for

Fig. 55. An example of facial representation with the elastic bunch graph principle.
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its variation. When ignoring the phase the similarity between two jets is :

Sa(J,J
′
) =

∑ j a ja
′
j√

∑ j a
2
j ∑ j a

′2
j

(A1.37)

On the other hand, since the phase varies quickly with location, it can be useful in lo-
cating the facial features in the image. Therefore, in order to incorporate the phase without
affecting the matching of similar features, the phase shift caused by a small displacement
d can be compensated by the termdkj , leading to a similarity function between two jets:

Sθ(J,J
′
) =

∑ j a ja
′
jcos(θ j −θ′

j −dkj)√
∑ j a

2
j ∑ j a

′2
j

(A1.38)

Each face in the database is represented by a labeled graphG containingN nodes lo-
cated at facial landmarksf j , j = 1, ..,N. The nodes are labeled by jetsJj and connected
by E edges:e1, ...,eE. The geometry of the face is encoded by the edges while the texture
or gray level distribution is encoded by the nodes.

To represent the general appearance of the face model, the image graphs of different
individuals are combined into one model graph called Face Bunch Graph (FBG). An
example is shown in the figure above. In the FBG, a node can be associated to a set of
jets calledbunch . The node defines all possible configurations of the local feature (such
as open eye, close eye etc.). The values of the edges are taken as average of the values of
edges in the graphs of different individuals. The face bunch graph is constructed in order
to be used for finding the graph models of new images.

For instance, given a new face image to recognize. The first step is to automatically
construct its image graph. For that purpose, the face bunch graph constructed above
is used to scan the image. At each iteration, a candidate image graphGI with nodes
n= 1, ...,N and edgese= 1, ...,E is calculated. Then, the candidate graphGI is compared
to the face bunch graphB in order to verify whetherGI correspond to a facial model or
not. The similarity betweenGI and the face bunch graphB is defined as:

SB(GI ,B) =
1
N ∑

n
maxm(Sθ(JI

n,J
Bm
n ))− λ

E ∑
e

(∆xI
e−∆xB

e)2

(∆xB
e)2 , (A1.39)

whereλ is the relative importance of the jet similarities and the topography term,Jn the
jet at noden, ∆xe are the distance vectors used as labels at edgese and theJBm

n is themth

jet of noden in the face bunch graph.
In brief, to create the face graph model of a new face, several models at different

locations are created and then compared to the face bunch graph model. The best match
indicates the presence of a real face and thus yielding to a definition of its graph model.

Once the graph model of the new face is created, it is compared to the models of each
individual in the database. The individual with the highest similarity value indicates the
identity of the new face image. The similarity value between two graphs is defined as
the average over the similarity between all pairs of corresponding jets. The comparison
between two jets is performed using only amplitudes (i.e., usingSa(J,J

′
)).



Appendix 2: Principal Component Analysis (PCA)

Given a set ofN training face images. First, let us represent each face image by a column
vectorΓi . The mean face is then defined byµ = ∑N

i=1 Γi . Let us extract the meanµ from
each faceΓi thus yielding a matrixX = [X1X2...XN], whereXi = Γi −µ.

PCA seeks to find a set of orthonormal vectorsUi which best describes the distribution
of the data inX. The vectorsUi are found as the Eigenvectors of the covariance matrix
C= XXT . Let us define the transformation matrixWPCA by taking only thed Eigenvectors
of C corresponding to thed largest Eigenvalues.

Once the transformation matrixWPCA is calculated. The input face images can be
projected into the PCA feature space by:

Y = WT
PCAX. (A2.40)

To recognize a new face imageΓ, it is first projected into the feature space by:

Ynew= WT
PCA(Γ−µ). (A2.41)

In the simplest approach of PCA, the feature vectorYnew is compared to every feature
vectorYi corresponding to the training images, using a simple Euclidean distance:

ε = ‖Ynew−Yi‖ . (A2.42)

The faceΓ is assigned to the classk which minimizesε. If more than one face image
of the same individual is available, then the feature vectorYnew is compared to only the
mean vectors of each class. Also, in the watch list scenario, a threshold can be defined in
order to reject the face whenε > threshold.



Appendix 3: Linear Discriminant Analysis (LDA)

Given the set ofN training face imagesX = [X1X2...XN] belonging toC different classes.
While PCA seeks for the feature space which best captures the variance of the input data
without taking into consideration the class labels, LDA tries to find the best feature space
which maximizes the between class-variances and minimizes the within-class ones.

In PCA, the transformation matrixWPCA is found as the set of Eigenvectors of the
covariance matrixXXT . In LDA, the transformation matrixWLDA is given by :

WLDA = arg maxW
WTSBW
WTSWW

, (A3.43)

where:

SB =
C

∑
i=1

Ni(µi −µ)(µi −µ)T (A3.44)

SW =
C

∑
i=1

∑
Xj∈class(Xi)

(Xj −µi)(Xj −µi)T (A3.45)

In the above expressions,SB is the between-class scatter matrix,SW the within-class
scatter matrix,Ni refers to the number of training samples in classi, C the number of
classes,µi the mean vector of samples belonging to classi andµ is the global mean.

The solution toWLDA is given by the eigenvector of the matrixS−1
W SB. However, this is

only valid whenSW is non-singular which is rarely satisfied in realistic applications. To
avoid the singularity of the within-class scatter matrixSW, PCA is first applied to the data
X. To recognize a new face imageXnew, it is first projected into the LDA feature space by:
Ynew= WT

LDAXnew.
The feature vectorYnew is compared to every class meanµi and the new face image

Xnew is assigned to the class which minimizes the Euclidean distance:‖Ynew−µi‖.
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