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Abstract
The information age is characterized by ever-growing amounts of data surrounding us. By
reproducing this data into usable knowledge we can start moving toward the knowledge age. Data
mining is the science of transforming measurable information into usable knowledge. During the data
mining process, the measurements pass through a chain of sophisticated transformations in order to
acquire knowledge. Furthermore, in some applications the results are implemented as software
solutions so that they can be continuously utilized. It is evident that the quality and amount of the
knowledge formed is highly dependent on the transformations and the process applied. This thesis
presents an application independent concept that can be used for managing the data mining process
and implementing the acquired results as software applications.
The developed concept is divided into two parts – solution formation and solution
implementation. The first part presents a systematic way for finding a data mining solution from a set
of measurement data. The developed approach allows for easier application of a variety of algorithms
to the data, manages the work chain, and differentiates between the data mining tasks. The method is
based on storage of the data between the main stages of the data mining process, where the different
stages of the process are defined on the basis of the type of algorithms applied to the data. The
efficiency of the process is demonstrated with a case study presenting new solutions for resistance
spot welding quality control.
The second part of the concept presents a component-based data mining application framework,
called Smart Archive, designed for implementing the solution. The framework provides functionality
that is common to most data mining applications and is especially suitable for implementing
applications that process continuously acquired measurements. The work also proposes an efficient
algorithm for utilizing cumulative measurement data in the history component of the framework.
Using the framework, it is possible to build high-quality data mining applications with shorter
development times by configuring the framework to process application-specific data. The efficiency
of the framework is illustrated using a case study presenting the results and implementation principles
of an application developed for predicting steel slab temperatures in a hot strip mill.
In conclusion, this thesis presents a concept that proposes solutions for two fundamental issues of
data mining, the creation of a working data mining solution from a set of measurement data and the
implementation of it as a stand-alone application.

Keywords: data mining application development, data mining process, similarity
measurement, spot welding, trajectory, walking beam furnace
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1 Introduction
This chapter contains an overview of this work and data mining as a field of research in
general. The reader is introduced to data mining in Section 1.1 with a popular overview
that does not require much prior information of the field. To illustrate the benefits of
applying data mining and the factors that make it challenging, Section 1.2 presents properties of the measured data set making the data mining process more complex and some
application examples of recent advances. After these sections the contents of this work
are presented. Section 1.3 describes the purpose and scope of this thesis and 1.4 presents
the scientific contribution of this work. Finally, Section 1.5 outlines the contents of the
rest of this thesis.

1.1 Background
Encyclopaedia Britannica (Britannica 2005) defines data mining as a ‘type of database
analysis that attempts to discover useful patterns or relationships in a group of data’. That
is an excellent short definition of the subject, but since this whole thesis is an attempt to
cover different aspects of data mining, let us take a little more detailed look at it. Data
mining has its background in the fields of statistics, databases and machine learning. It
emerged as an independent field of research in the 1990’s (Mark 1996) and has matured
since then. Typing the search term ’data mining’ in the World Wide Web search engine
Google in August of 2005 returned about 21,700,000 results. Furthermore, a full text
search on the publication database IEEE Xplore returns 8,322 documents. A bar chart
that presents the yearly amount of these documents is presented in Figure 1. The figure
shows a growing trend, the first (and the only one that year) document was published in
1993, while by 2004 the amount had risen to 2,168 publications. Interestingly, both of
the previous numbers representing the amounts of documents found were made available
using data mining techniques developed for searching document contents.
From the definition given in (Britannica 2005) data mining projects necessarily involve databases1 and data transformation algorithms. Today, collecting and storing data
1 Here the term database is used to mean an observed collection of data. The storage of the data can be
implemented by using ascii text files, for example or an SQL-compliant database management system (DBMS).
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Fig. 1. A bar chart presenting the amount of publications including the phrase ’data mining’
found from the IEEE Xplore publication database and sorted by year.

into databases is perhaps easier than ever before, thanks to the advanced measurement and
data storage techniques available. As time passes, the measured data cumulates into large
masses of raw data and transforming it into useful knowledge can become a very challenging task. However, the motive for measuring is often the desire to be able to extract useful
knowledge that may not be directly measurable and thus gain insight into the phenomena
under study. As an example, data from the daily variations of weather is collected into
meteorological databases in order to anticipate upcoming weather patterns. Data mining
is used to refer to the process of refining the measured data into useful knowledge - the
process of storing and transforming measurable information with a variety of algorithms
into knowledge.
Figure 2 presents a top-level overview of the steps needed to transform the measurements into knowledge. First, measurements are made from the studied phenomena and
stored in a database. The data mining algorithms then access the data from the database
and transform the measurements into knowledge, if the data mining project is successful.
The concept of data mining is not any harder to understand than this - the same logic
(with little alternations) can be found behind all studies involving the measurement of
information.
The logic behind data mining might raise the question that if research in general is
composed of designing experiments and analyzing measurement data and data mining researchers study similar things, what is the difference between data mining and research in
some specific science? One answer to this question is that a researcher specialized solely
on data mining is seldom an expert in the application that the data originates from. In that
case, the data miner often lacks capabilities to develop the physical application behind
the data any further, but can improve the application by providing useful knowledge of
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Fig. 2. A top-level overview of the data mining process.

its functioning. On the other hand, the researcher specialized in the application might not
have the resources to specialize in the data mining process or algorithms and hence lacks
the capability to extract the maximum amount of knowledge from the data. Because of
this, data mining is at its best when a fruitful symbiosis between an application specialist
and a data mining specialist is formed. During the collaboration process the application
expert has the chance to expand his/her knowledge on the capabilities of data mining and
the data miner has the interesting opportunity to learn more from an application that generates valuable data. Together they can create an improved version of the application under
study. The next section presents some interesting applications in various fields where data
mining techniques have been successfully applied.

1.2 About the complexity of data sets and some examples of DM
applications
The set of applications producing measurable information is today larger than ever before and is expanding continuously. All measurement data are composed of properties
common to most data sets and, in addition to this, application-specific properties, which
vary from one application to another. The complexity of the measurement data is directly
related to the complexity of the data mining process needed for extracting the desired
knowledge from the data. In this section some of the factors that affect the complexity of
the measured data, and therefore the data mining solution, are elaborated. The purpose is
to be able to understand the challenges posed for finding and implementing data mining
solutions for different types of applications. After this, a few examples of data mining
solutions developed for real world applications in various fields are given.
The factors affecting the complexity of the measurement data set can be classified
roughly into the following categories:
– Amount of measured variables. The amount can range from one to several thousands
depending on the application. In most cases a large number of stored variables is
an indication of multivariate dependencies in the data, which can make finding the
solution more challenging. On the other hand, when measurements are available
from a large amount of variables, the measurements may cover more data that is
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relevant for the application.
– Amount of data. It can range from a few observations to practically infinity. A
larger amount of data requires a larger storage medium and takes a longer time to
process, but makes the results more reliable. If too few observations are available,
the reliability of the acquired results is questionable. Also, the amount of measured
data should increase with respect to the amount of measured variables.
– Type of data acquisition. The solution could be developed for a static data set or
for a continuously acquired data set. In general, continuously operating data mining
solutions are harder to develop than static ones. Data may originate from one source
(for example a database table, a file or a system variable) or from multiple sources.
The amount of sources increases the work needed for data integration and thus makes
the data mining task more laborious.
– Reliability of observed data. Data that are more reliable give more reliable results. In
worst case scenarios the data set may contain a lot of missing values, decreasing the
quality of the acquired results. Measurement accuracy is also a factor that can have
a high influence on the outcome - if the measurements are made in low resolution it
is more difficult to generate high resolution results. For example, it is more difficult
to predict temperatures in a decimal accuracy if the measurements are only available
in decade accuracy.
– Type of measured variables. The variables may come in different formats (for example real numbers, textual, images, labels etc.) demanding different amounts of
pre-processing.
– Type of dependency. In general, it is easier to model dependencies with a few variables than multivariate dependencies. The same applies to modeling linear- and nonlinear dependencies; it is usually easier to find a linear dependency in the data than a
non-linear.
The above list is not comprehensive in the sense that surely the reader can think of an
unlisted factor that affects the complexity. However, hopefully the reader can also get an
idea of the factors affecting the complexity of the process without delving deeper. Furthermore, the terms listed contain a lot of cross dependencies. This means that as one of
the items is altered, it may also affect other items and therefore also the complexity of the
process. For example, if the type of the relationship in the data is non-linear, the minimum
amount of collected data should usually be larger than with a linear modeling task and the
data mining transformations have to be suitable for modeling non-linear dependencies.
These kinds of qualities are reflected throughout the entire data mining chain - different
data sets demand different transformation chains.
Moreover, from the viewpoint of this work, data mining applications developed for
applications that are producing continuously new measurement data are of special interest.
Therefore applications developed for this genre are introduced next in order to motivate
the reader on the usability of data mining in various application areas. It would have
been interesting to study and present a comprehensive set of state-of-the-art data mining
applications in different fields, but that is not in the scope of this thesis. Because of
that, the following presentation is limited to an overview of some interesting solutions in
different application areas.
In the field of medicine the benefits of data mining can be realized, for example, in
faster and more accurate treatments and diagnoses and prevention. Methods that output
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linguistic rules are especially useful in this field, since they can be more easily interpreted
by the medical personnel (Kwoka et al. 2002). A rule-based method regulating the intensive care ventilator (delivering oxygen for the patient) was developed by (Kwoka et al.
2002). The method achieves performance comparable to specialized anesthetic controlling the ventilator. For the second example, an extension of a naïve Bayesian classifier
was used to accurately recognize dementia patients in (Zaffalona et al. 2003). Early diagnosis of dementia can be crucial for the treatment to be effective. Finally, a radial
basis function network was used for accurate and automatic detection of the epileptiform
pattern (Nurettin 2005) from features extracted from the electroencephalography (EEG).
In the manufacturing of goods the goal is to produce better and more with less. The
results of data mining can help in this by optimizing and automating processes. An example of an application area is the packaging of microelectronic devices. One of the
critical factors affecting the packaging performance is the processing of stud bumps that
interconnect the elements. An optimization of the gold stud bumping process has been
obtained by using a neural network approach (Leo & Burce 2005). Another example of
a neural network application is a solution developed for the optimization of newspaper
color pictures printing process (Verikas et al. 2000). The system results in savings in
ink and improves the quality of the pictures. Eighteen months of industry experience has
proven the effectiveness of the method. In addition to these industrial examples, this thesis presents two applications from the field of manufacturing. One is aimed at improving
the quality of resistance spot welding joints and the other the quality of steel slab heating.
More information on these two applications is found in the following chapters.
Data mining methods in telecommunication systems have been applied for increasing the quality of data in communication channels among other things. Fuzzy logic
based systems have been used to improve the quality of service (QoS) in TCP/IP networks (Chrysostomou et al. 2003) and estimating cell loss probabilities in ATM networks
(Chandramathi & Shanmugavel 2003). The bit error rate of Space Division Multiple
Access (SDMA) networks has been decreased using neural networks in (Benson & Carrasco 2001). Moreover, telecommunication networks form highly complex entities that
are continuously processing large numbers of transactions. Maintaining such a system is
a demanding task because there are so many possible causes for faulty operation that they
cannot be anticipated in the development phase. Using data mining methods, patterns
leading to a faulty operation can be identified in a pro-active manner. One of the earliest
works on the topic was reported in (Sasisekharan et al. 1996). More recent results and
treatment of the topic can be found, for example, from (Sandford et al. 2005) and (Parish
et al. 2004) (with an emphasis on developing visualization of results).
Data mining can produce more accurate environmental information helping in defining its state and improving protection and conservation. Remote sensing methods have
been developed for measuring the state of a large area with low costs, for example from a
satellite or an airplane. Ocean components concentrations are detected using satellite pictures from sunlight reflections by a method utilizing genetic algorithms (Fonlupt 2001).
Forestation levels are inventoried remotely by a kNN-clustering application (Haapanen
et al. 2004). Air pollution levels in cities are predicted in advance using neural networks
(Perez & Reyes 2001) and wavelets (Nunnari 2004), if a reliable estimate of the forthcoming pollution level is available, appropriate measures can be taken to act on it.
In service robotics the ultimate goal is to develop robots that act independently and
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help humans in everyday tasks, which requires developments in multiple fields. Because
of the high requirements set for the autonomous operation of robots in varying operating conditions, the data mining problems in this field are among the most challenging
ones. Robot navigation methods have been developed using neural networks (Catarina &
Bernardete 2003) and environment recognition by self-organizing maps (Yamada 2004).
Robust methods for controlling vehicles in autopilot modes have been developed for example for a fighter aircraft in autopilot mode (Li et al. 2001) and ship steering (Yang
et al. 2003). Among the applications that have received the most publicity in the field is
the DARPA (The Defense Advanced Research Projects Agency, USA) grand challenge
(Darpa 2005). The Grand Challenge of 2005 was to devise a robot car working in autopilot mode, and was capable of driving autonomously through a challenging 131.2-mile
course in the desert in less than 10 hours. The winner (Stanford University’s "Stanley")
completed the track in 6 hours 53 minutes and was awarded 2 million dollars for it.
Context-aware applications are mobile applications that are capable of reacting upon
the information originating from their physical surroundings. The goal of the applications
is to derive important pieces of information for adapting to the circumstances and to help
the user communicate in a meaningful way with the environment. The field is still young
and there are not yet very many applications. Learning the routines of a user has been
studied for example in (Pirttikangas et al. 2004), where methods for adapting profiles of
a mobile phone using association rules are presented. Symbolic maps have been used
to recognize the context (walking outside / inside, in office, in coffee room) of a user
equipped with a mobile device by (Flanagan et al. 2002).
Web mining is the term used when referring to data mining the World Wide Web.
Google (http://www.google.com) is a well-known example of a web mining system developed for finding relevant information. Current developments in web search engines
try to incorporate more intelligence in them, like engines using fuzzy logic (Choi 2003),
which do not necessarily contain the key words, but similar words. Another application
area is, for example, mining web navigation patterns (Xing & Shen 2004). A report on
the topic can be found from (Pal et al. 2002).
The examples above presented some interesting data mining applications in various
fields of research. It is apparent from the set of examples that data mining techniques are
abstracted from the application and can therefore be applied in practically all phenomena
that produce measurable information. The common factor in all the applications is the
urge to improve the understanding or functioning of the phenomena under study. The
examples illustrated a tiny fraction of the existing applications and the potential of data
mining. The interested reader can find more examples with very little effort from the
World Wide Web or from publication databases.

1.3 Scope of the thesis
This work presents a comprehensive methodology for creating fully working data mining
applications. The thesis presents an overview of how to create a data mining application
starting from a situation in which a collection of measurement data is available. The work
is presented by dividing the task into three subcategories: 1) forming the solution from the
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measurement data, 2) implementing the found solution as a data mining application and
3) extending the application to operate in environments where new observations become
available continuously. These three subcategories are independent from each other in the
sense that any of them can be applied independently. Or alternatively, a complete data
mining application can be built from scratch by following the instructions in the listed
order.
First a methodology is presented that can be used for organizing the data mining process in such a way that it is more feasible to find a working solution for the phenomena
under study. The developed process divides the task into different phases according to the
process presented later in Section 2.1. The functionality of the process is then demonstrated with a case study where resistance spot welding signals are analyzed. The case
study compares in detail the amount of work needed for utilizing pre-processed resistance spot welding signals using the developed process and the amount of work needed
for utilizing the signals using a traditional data mining process. After this, the knowledge
acquired using different models developed using the process are demonstrated. The results of the modeling task illustrate how to identify a welding process and how to predict
the quality of a welding spot using the shape of the voltage and current signals measured
during a welding event. The case study uses a static data set to demonstrate how an
appropriate solution can be found before further implementation.
The second part of the thesis describes how to implement the developed solution as
an independent application in an environment where new measurements are constantly
available. First a component-based application framework, called Smart Archive (SA),
designed for implementing data mining applications is presented. The implementation
using the framework is based on the data mining process described in Chapter 2 and
allows the applier to flexibly apply the data mining algorithms using a variety of tools.
In addition to this, the framework includes a component that can be used to detect novel
measurements. This component is especially useful when working with continuously
expanding data sets. The architecture, the components, the implementation and the design
principles of the framework are presented. A case study comparing the implementation of
a data mining application build from scratch to an application built using the framework
is presented. The application predicts the temperatures of steel slabs as they are heated in
a steel slab reheating furnace.
Finally, technology for the component in the framework that makes it possible to utilize
past and newly measured observations more efficiently is presented. Using the technology
it is possible to form a measure of similarity between two multidimensional measurement
series (trajectories). This information is useful when defining the novelty of a new observation, for example, and can help in finding similar observations from the past or when
deciding if the observation is novel enough for storing it.
In conclusion, the goal of this thesis is to present a methodology and a framework for
building fully working data mining applications from measurement data. Following the
methodology it is possible to first efficiently find and test data mining solutions. After a
suitable solution is found, it can be implemented as an independent data mining application using the software architecture and framework described in this work. The framework is especially suitable when implementing applications in an environment producing
continuously new observations and possibly requiring a high level of customization.
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1.4 Contribution of the thesis
This thesis contains a contribution in all the parts it contains and as a whole. This section
first lists the contribution in each of the individual parts and then of the work as a whole.
During the data mining process the measurement data is passed through a chain of
algorithms that constitute the data mining process. This work proposes a method for better
management and implementation of the data mining process and reports a case study of
the method applied on the development of a solution for a spot welding application. The
approach developed here enables a more systematic processing of data and facilitates the
application of a variety of algorithms to the data. Furthermore, it manages the work chain
and differentiates between the data mining tasks. The proposed way of managing the data
mining process is discovered to especially suit team-oriented data mining tasks in which
a group of researchers are forming a solution for a data mining problem.
The case study of applying the method to a resistance spot welding quality estimation
project illustrates the advantages of the method compared to the traditional run-at-once
approach. Solutions for predicting the quality of a welding spot and solutions capable of
identifying the welding process were created using the process. The application-specific
results were formed in cooperation with the workers participating in the project (Heli
Junno, Eija Haapalainen, Lauri Tuovinen and our colleagues in Karlsruhe) and, to be
sure, the sole purpose of presenting them in this work is to present the applicability of
the developed data mining process, not to delve into the details of resistance spot welding
improvement. Furthermore, these results may be used later in the theses of colleagues.
The proposed method of managing the data mining process and the case study have also
been partly reported in (Laurinen et al. 2004b). The application-specific results acquired
using the process have been reported in (Laurinen et al. 2004a, Junno et al. 2004a,b, 2005,
Haapalainen et al. 2005). Work reported in (Haapalainen et al. 2006) has been submitted
for evaluation.
The contribution in the second part of the thesis involves the methods developed for
implementing the data mining solution in an environment producing continuously new
observations. Using the novel application framework reported in this work, it is possible to build high-quality applications with shorter development times by configuring the
framework to process application-specific data. The advantages of a framework-based implementation are demonstrated in a case study which compares the framework approach
to implementing a real-world application with the option of building an equivalent application from scratch. A data mining application that is able to accurately predict the
post-roughing mill temperatures of steel slabs while they are being heated is developed.
The application anticipates the core temperature of a steel slab before it exits a steel slab
re-heating furnace, which is a solution that has not been previously available on this scale.
This information can be used to help heat the slabs more accurately to preset temperature
targets. The results of the model have also been reported in (Laurinen & Röning 2005,
Laurinen et al. 2001) and the application framework has been partly reported in (Laurinen
et al. 2005).
The contribution of the component of the developed framework that enables the utilization of past measurement data is an efficient algorithm developed for calculating the
similarity of two measurement trajectories. The algorithm is useful for calculating the
distance between trajectories where the measurements have been observed in varying in-
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tervals and contain one increasing measurement dimension, for example time. The algorithm outperforms the existing algorithms under these conditions. The algorithm has been
partly reported in (Laurinen et al. 2006).
The previous paragraphs reported the contribution of this thesis on the parts that make
up this work. However, the most significant contribution of the work is the compilation
of the developed and applied techniques into a single entity. The novelty of the entity lies
in the fact that, arguably, no consistent methodology for creating data mining applications
has been put forward in such detail to date. This contribution is significant, especially
in developing data mining applications applicable to on-line measurement data. Following the presented methodology it is possible to build a highly customized data mining
application working in an on-line environment.

1.5 Outline of the thesis
The contents of this thesis are organized in such a way that it forms a logical entity. The
reader can follow through the thesis starting from Chapter 2 and get an overview of how
to build a data mining application starting from the acquired measurement data.
Chapter 2 elaborates on how to form a data mining solution from a collection of measurement data. It explains the method for managing the data mining process developed in
this work, a case study in applying the process on a resistance spot welding application
and the results generated using the process. After this, Chapter 3 presents the software
architecture and framework developed for implementing a solution as a data mining application.
In Chapters 2 and 3 the tools required for creating a fully working data mining application were presented. In addition to this Chapter 3 reports an example of a data mining
application that has been implemented using the developed framework for implementing
data mining solutions. The application is based on data collected from a steel mill and the
results of the application are presented in detail. A comparison between implementing
a solution from scratch to implementing it using the framework is presented. After that,
Chapter 4 describes a technique that can be used to utilize past measurement data, the
presentation focuses on describing the developed algorithm and illustrates the efficiency
of the method using the steel slab data set and an artificial data set. Finally, Chapter 5
discusses the presented concept and summarizes the work.

2 From measurements to a data mining solution
This chapter introduces a systematic way for finding a data mining solution from a set
of measurement data. The developed approach, called semi-open data mining process,
enables more systematic processing of data. It verifies the accuracy of the data, facilitates
the application of a variety of algorithms to the data, manages the work chain, and differentiates between the data mining tasks. The method is based on the storage of the data
between the main stages of the data mining process. The different stages of the process
are defined on the basis of the type of algorithms applied to the data. The stages defined in
this research consist of the measurement, preprocessing, feature extraction, and modeling
stages. An easy-to-apply method for implementing and managing the work flow of the
data mining process is presented, which should make it more feasible to find a properly
working solution to a given problem.
Section 2.1 covers the general properties of the concept of obtaining a data mining
solution and implementing it as an application. The section presents the commonly used
classification of algorithms for refining the measured data into knowledge and relates it
to the solution and implementation tasks. Furthermore, the section presents work related
to the proposed concept. After that, different ways of organizing the algorithms that constitute the DM process are presented in Section 2.2 and the proposed process is presented
in Section 2.3. The proposed method is compared to the other approaches of managing
the solution formation phase in a comparative analysis in Section 2.4 and a case study in
Section 2.5. Finally, work related to the data mining process is presented in Section 2.6,
with a discussion in Section 2.7.

2.1 The data mining process
This section discusses the general properties of the process of finding a solution to a
given data mining problem and implementing it as an application. A data mining solution consists of transforming the measurement data with a variety of algorithms in order
to discover useful knowledge, as stated in the first chapter. The process of creating and
implementing the solution is all about organizing this process so that it becomes more
manageable and can be controlled more easily. In order to create an organization that is
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suitable for most data mining processes, a process that is sufficiently abstract, with common properties for all data mining projects, needs to be defined. Thereafter the process
can be tailored to the specific needs of individual data mining projects.
Figure 3(a) shows one way of organizing the application development process at the
topmost level. The figure presents a straightforward flow of tasks where a data mining
solution is first created based on the measurement data and thereafter the found solution
is implemented. It is desirable that the implementation can be updated based on further
research results (marked with the dashed line in the figure). The work spent on seeking
the solution consist mainly of determining the most suitable algorithms needed for extracting knowledge from the data. The implementation work consists of designing and
implementing software that contains the functionality of the best solution. In some data
mining projects it is enough just to extract the knowledge from the measurement data and
report the results, ignoring the implementation. In these cases the topmost view of the
process consists only of the solution development phase.
When expanding the process to the next level, it has been observed that the quality and
success of the solution is determined by the outcome of the chain of algorithms that the
measurements are passed through. A common practice is to categorize the individual data
transformation algorithms into different classes based on the stage of the data mining process that they are applied in. The typical stages of the processing chain are identified to be
the acquisition of measurements, pre-processing, feature extraction and modeling. Figure
3(b) presents the layout of this transformation chain. From now on, this basic layout of the
different phases of the data mining process is called the "reference architecture" because
it can be found behind most data mining solutions. Moreover, the reference architecture
can be found behind both phases of the application development process, the solution and
the implementation. This is because the algorithms that form the data mining solution
are organized using the reference architecture and thereafter the implementation is based
on the found solution. Now it is evident that the reference architecture is an abstraction
that can be used for both, creating a data mining solution and implementing it as an application. This thesis presents and develops this concept. This chapter studies the process
of searching the data mining solution in more detail and Chapter 3 continues from there,
elaborating how the found solution can be efficiently implemented. It is argued that the
concept has not been presented so far anywhere else to the level of detail exhibited in this
work.
There exist previous research results in all of the subfields this work is composed of,
but it is hard to find anything similar that would integrate them into a concept similar to
this. In order to be able to report other concepts in the field, the term "concept" should be
first defined in this context. Unfortunately the term is so abstract that it is somewhat ambiguous. However, a sufficient overview can be accomplished by studying previous work
reporting approaches for performing data mining projects and presenting implementation
principles for some parts of it. There were hardly any concepts found from the previous
work in the field falling in the same class as the ones presented, presenting the complete
process, taking the project from data to a deployable application.
There are many studies presenting data mining approaches at a level where descriptions on the implementation of the DM application development process are not given,
but a more general organization of the tasks of the DM solution formation process is
elaborated. Many of these studies include the reference architecture and some additional
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Fig. 3. An overview of data mining solution development. (a): Topmost view of the steps in
data mining application development. (b): The data mining process characterized using the
classification of algorithms into different stages. This layout is called the reference architecture.

phases in them, depending on the study. One of the earliest and best known references on
the subject is Brachman & Anand (1996). They define the process of knowledge discovery
in databases (KDD) to include the phases of data cleaning, model development, data analysis and output generation. A domain model for the analyzed phenomena is developed
using a variety of tools assigned to these stages. These results are important, especially
at the time of their publication, but the work does not take a more detailed stand on the
organization of algorithms or their interactions and is not related to application development. Pyle (1999) defines the data exploration process to include the stages of exploring
the problem space, exploring the solution space, specifying the implementation method
and mining the data. The primary contribution of the work is in data pre-processing and
it does not contribute to the organization of the process on a level more detailed than that
(nor on the application deployment phase). Chapman et al. (2000) defines the CRISPDM reference model to include the phases of business understanding, data understanding,
data preparation, modeling, evaluation and deployment. This concept comes closest to
the one presented in this thesis. The largest difference to the other approaches reported in
the literature is that CRISP-DM also gives ideas on the deployment phase, noting that the
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creation of the model is generally not the end of the project and that in many cases it is
the customer who carries out the final implementation. CRISP-DM provides guidelines
for the deployment phase in a very general form, in four different stages: planning the
deployment, planning monitoring and maintenance, producing a final report and reviewing the project. The work does not present guidelines or detailed views on the practical
implementation of any of the subjects, but the advice and guidelines are of high quality. What further distinguishes this work is that this work (Smart Archive) gives detailed
guidelines on the implementation of the application, but not on the quality assurance of
the deployment. These important advice can be found from CRISP-DM, although on so
general a level that they are hardly of any practical use - the work just briefly explains
"what", not "how" or "why".
As can be seen, these studies have a view into the DM process that is extended from
the reference architecture-centric view presented in this thesis. This means that they also
include phases like problem definition as part of the concept, whereas the approach presented in this thesis concentrates on the core parts of the process in which the actual DM
algorithms are applied, which are the parts that can be concretely implemented and deployed. The other parts are more application dependent and less technical, in the sense
that they are directly involved with the application in the definition phase of the DM
project where more human interaction is needed between the different parties managing
the project. After the project definition is ready, it is the task of the data miner to find
a working solution and implement it - this is where the reference architecture is used.
Therefore this thesis did not comment on the tasks in the application interface outside the
reference architecture. It would certainly be interesting to study application independent
methodologies for the other phases as well, but as has been stated, even though they are
very important, they are not in the reference architecture that is the backbone of this thesis
and are hence excluded from this work.
It is logical to define the term "approach" or "concept" in an application- or algorithmindependent manner. In spite of this, some authors define the term as an approach using
some specific modeling technique for extracting knowledge. An example can be found
from Man & Kwong (2000) where approaches using decision trees, genetic programming
and some other methods are presented. This differs quite fundamentally from the way
the term approach is viewed and presented in this thesis, where the approach is abstracted
from specific data transformation techniques. It is also surprising to see that some studies
even manage to neglect to report the concept of data mining and concentrate merely on
case studies or individual methods even though the title would imply otherwise, as for
example Parag (2003) and Kudyba (2004). Could this be a sign that the general concept
is not yet strong or uniform enough? Is the field still so young or diverse that the concept
is not yet well established or standardized?
There are on-going attempts to creating standard notations for presenting DM models and data. Two notable projects are the Predictive Model Markup Language (PMML)
by Savasere et al. (2005), and Java Data Mining (JDM) by Hornick (2005). PMML is
an effort to standardize the components of a DM process using XML-format to describe
models and data. Based on the examples provided with PMML Version 3.0, the approach
seems to be very suitable for presenting models, but it is debatable how well it suits for
presenting data sets i.e. how well XML works for presenting large sets of data. JDM
is an Application Program Interface (API) developed specifically for Java for interacting
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with DM algorithms. JDM provides interfaces and some implementations of algorithms
working through these interfaces. The API offers the possibility of using algorithms implemented by third parties, as long as they support the API. Neither of these projects deal
with the DM process or requirements related to the DM application development. Nevertheless, it is obvious that these methods would be very suitable tools to be used at the
practical implementation level.
The roots of data mining probably lie more in statistics and computer science than in
mathematics. But then again, mathematical notation can be used for formalizing the DM
process. A substantial contribution to the subject using a mathematical approach has been
developed under a school of research studying rough sets. Rough sets based approaches
to different aspects are available in several sources. Grzymala-Busse & Ziarko (2003)
relate the concept to data mining and define the term as a formal mathematical theory
modeling knowledge of a domain of interest in a form of equivalence relations. They
note that the main application area is in creating computer-processible models from data
- which sounds promising. The technique is based on presenting information using approximately defined sets in which the approximations are the upper (the smallest possible
set containing the target set) and lower (the largest possible set contained in the target set)
approximations of the target set in question. If a method, for example a classifier, is presented using rough sets and the approximations are good enough, the prediction error will
be small. There are plenty of tools for implementing DM processes based on rough sets.
An extensive list of tools and research papers is available in the rough set database system
Suraj & Grochowalski (2005), maintained by the rough sets society. Examples of these
are ”KDD-R: rough sets-based data mining system” (Ziarko 1998) and ”LERS: A knowledge discovery system” (Grzymala-Busse 1998). The first is a prototype system aimed
mostly at calculating probabilistic rules and the latter is designed for inducing rules from
data sets. Some of these systems could be extended to present the concept presented in
this thesis. Rough sets are suitable for modeling knowledge and transformations formally,
but may not be that good for designing and presenting the organization of the sub-tasks of
the DM process, architecture, application framework or elaborating the implementation.
This is largely due to the fact that this is not the purpose of rough sets. Also, parts of this
thesis could be reported using the terms and language adapted from the rough sets theory
and it might be interesting to make further studies in this area. However, rough sets theory
is a mathematical formalism and a language of its own and it is good to keep in mind that
a description written in that language is understandable by a limited audience only.
Other techniques related to this work include, for example, an approach based on flow
graphs and approaches based on granular computing. Flow graphs are used for modeling
information streams between entities. That is also a high level abstraction of what the
DM process efficiently is. Zdzislaw (2005) is a somewhat vague, bottom-up attempt at
presenting the concept of data mining using flow graphs. The work does not relate the
individual algorithms or variables it presents to the DM process more generally, but there
could be a lot of potential in it. Granular information processing and its relation to data
mining are explained in Pedrycz (2000), for example. The approach is based on presenting the information with granules abstracted from the data. The size of the granules is
dependent on the application. Basically, the DM process could be explained also using
this notation.
As can be seen, there exist many methods and techniques studying the field from dif-
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ferent perspectives. It would have been interesting to find a study presenting a concept
describing the process of moving from measurement data to an application at the same
level of detail as this work. In spite of extensive searches, such a concept was not found.
Therefore, this work was also related to what has been done and what could be done in
this area, too, using the existing methods and techniques. At the conceptual level the
CRISP-DM (Chapman et al. 2000) is one of the few and maybe the most similar in this
sense to this work.

2.2 About the interactions in the data mining process
The process presented by the reference architecture starts by pre-processing the measurement data with algorithms designed, for example, to identify missing values, combining
data originating from multiple sources and extracting idle periods from time-series signals. The feature extraction algorithms are then used to transform the data set into a
selective subset of variables. The features formed can be for example information that is
difficult to measure directly or can be formed only after all the measurements that an observation is comprised of has been made. Examples include descriptive values of signals
(e.g. minimum, maximum), variables formed based on other variables (e.g. body mass
index) and reduced dimension of the observation space in general. After forming the
features meeting the requirements set for the application under study, the modeling (also
called classifying in some contexts) algorithms are applied on the feature data. The modeling algorithms implement the final step in the process and output the knowledge that
can be further exploited. Examples of modeling algorithms are neural networks, statistical classifiers and regression methods, among others. Good and extensive descriptions
of the various methods and principles of applying them in data mining projects can be
found from textbooks and articles, for example Hand et al. (2001), Hastie et al. (2001)
and Martinez & Martinez (2001).
It has been observed that in some applications it is enough to apply the modeling
algorithms directly on the measurement data and ignore the pre-processing and feature
extraction steps. In the context of the reference architecture this can be described as a
special case where the pre-processed and feature data equal the measurement data. It has
also been noticed that this thesis does not delve into the field of acquiring or planning
the collection of measurement data, since it is highly dependent on the application under
study and is quite independent from the rest of the steps in the data mining process. The
assumption is made that the data is readily available; it can be stored, for example, in a
relational database or flat file system.
The reference architecture can be found in the underlying process of obtaining most
of the existing data mining solutions. Researchers are organizing their data mining chain
(whether on purpose or unintentionally) according to this process. From the viewpoint
of the process defined by the reference architecture, there are two factors that affect the
quality of the outcome when seeking a suitable data mining solution (ignoring the effect
of the quality of the observation data):
1. the selection of the data mining algorithms,
2. the method of managing the interactions between the algorithms.
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The existing research has concentrated largely on studying the algorithms that filter
the data into knowledge, while less attention has been paid to the methods of managing
the interactions between these algorithms. However, the management of the interactions
between the algorithms should not be neglected. The way of interaction can be thought
of as an infrastructure on which the algorithms run and when it is well managed, it gives
the practitioner better possibilities for developing the data mining process. Using a wellmanaged interaction method, the practitioner can test extensive sets of data mining algorithms and better asses the quality of individual algorithms; hence the overall quality of
the solution can be expected to be higher.
One of the traditional approaches of implementing the interaction has been to combine
the algorithms developed for the different stages, run the data through the chain in a single
run and observe the output. This approach has its advantages when everything functions
smoothly, but may lead to suboptimal performance if some of the algorithms in the chain
fail.
In this section the algorithms and interactions that constitute the data mining process
are formalized using notations familiar from set theory for being able to present and study
the effect of interactions between the algorithms more clearly. Let us start by marking
the measurement data set with X0 and the set of all possible data mining functions transforming data from one form to another with F. Now the data mining task is to select an
ordered tuple F (where F ⊂ F) so that it gives the most satisfying mapping from X0 to
Xn , where Xn marks the result of the data mining process. Because there are n − 2 intermediate results between X0 and Xn the cardinality of F is n and the individual functions
transforming data can be marked with f1 , f2 , ..., fn , where fi ∈ F , i = 1, ..., n. In order to
define the data mining process using this kind of notation, one more symbol is introduced
- the special operation of storing the transformed data is represented with the symbol si ,
where i is an index showing the number of the data storage operation. The data mining
process can be stopped and continued from a storage location, in this sense the storage
location is like a "pause" button for the process. Furthermore, the practitioner is assumed
to be able to observe the (intermediate) results of the process only from a storage location.
The reference architecture (presented in Figure 3(b)) can be described in this context
by categorizing the ordered tuple F into smaller sets of ordered tuples, P, F E , C ,
where the symbols represent the tuples for pre-processing, feature extraction and modeling transformations, respectively. Figure 4(a) presents an implementation of the data
mining process using the developed notation. The circles in the figure signify operations
and the arrows indicate data transfers between the operations. The first algorithm in the
chain, f1 , accesses the stored measurement data, which is then transformed using the algorithms fi (i = 1, ..., n − 2), until the last algorithm in the chain fn outputs its results,
which are stored for later use and observation (s1 ). For clarity, the intermediate transformation results (X1 , ..., Xn−1 ,) have not been drawn in the figure. The classification of the
functions based on the reference architecture is also presented in the figure, although the
results of the pre-processing and feature extraction stages cannot be observed, since the
only storage location is the end of the process.
Using this method of processing measurement data, it is assumed that the data is processed from the storage location, without intermediate storage points, until the end of the
chain has been reached. Consequently, in order to obtain the results of the function fi in
the chain, all the functions prior to it have to be calculated. This makes the results of the
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Fig. 4. The closed data mining process and its dependencies. (a): The closed data mining
process. The transformed observations are not stored until the end of the chain. (b): The
dependencies between transformations in the closed data mining process are illustrated using
the arrows pointing backwards.

functions highly dependent on the performance of the previous functions in the chain. As
a result, for the chain to be able to produce a correct output, all the algorithms have to
function properly. Therefore, when the data miner is using this approach and wishes to
observe results of the process, only the final results Xn (stored using the operation s1 ) of
the process can be observed. Because of this, it can be a very challenging task to identify
functions in the chain that are possibly not functioning correctly. For obvious reasons,
this method of processing the data shall hereafter be referred to as the "closed data mining
process".
Figure 4(a) does not comment on the amount of dependencies between the functions.
Figure 4(b) illustrates the dependencies between the algorithms when using the closed
data mining process for managing the connections. The dependencies between operations are marked with the curved arrows with black tips. As we can see, the function
fi (i = 1, ..., n − 1) is dependent on the output of the previous i − 1 functions in the chain.
In general, the cumulative number of dependencies (the amount of arrows pointing backwards) at the ith function in the chain is ∑i−1
j=1 j.
What could help make the functions less dependent on the direct output of earlier
functions in the chain and give the data miner the possibility of observing intermediate
results? One solution is to add intermediate storage points in the data mining chain.
Figure 5 presents the other extreme of approaching the implementation of the data mining
process, hereafter referred to as the "open data mining process". Here, the data is stored
after the application of each function in the process. Now the operation fi in the chain is
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directly dependent only on the data read from the storage point si , and the data miner can
evaluate the performance of each function in the chain. As a consequence, in order to be
able to calculate the function fi (i = 1, , n), one does not need to calculate all the functions
f1 , ..., fi−1 prior to fi but just to retrieve the data, Xi−1 , stored using the operation si and to
apply the function fi on that data. The cumulative amount of dependencies for function fi
in the chain using the open data mining process is i.
The obvious difference between these two processes is that in the latter the result of
the function fi is dependent only on the data, Xi−1 , while in the former it is dependent on
X0 and the transformations f1 , ..., fi−1 . The difference between the interaction methods,
or approaches, might seem small at this point, but the following sections will demonstrate
how large a difference it can make in practice.
The third alternative for implementing the data mining process using this notation
would be to develop categorizations of the functions and place storage locations between
the sub-chains of functions. Using this approach the question would be how to divide the
process into sub-chains of functions? However, the reference architecture already provides a logical categorization of the function chain. That is the topic of the next section,
which proposes a solution for this challenge.

2.3 Proposed data mining process for managing interactions
The data mining process proposed in this thesis is a cross-over of the closed and open
interaction methods presented in the previous section, therefore it is called "semi-open
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data mining process". The approach groups the functions into logical order reflecting the
reference architecture and lets the applier observe intermediate results of the process.
Figures 6 and 7 present the semi-open data mining process. The functions transforming
data are ordered into sub-chains, denoted by P, F E and C . These sub-chains present
the categorization of functions in the reference architecture, that is, pre-processing (P),
feature extraction (F E ) and classification (C ) operations. The data storage operations,
too, are now presented in two categories: local and global storage operations. The data
stored using a local operation are visible to the functions inside a chain of functions and
the data stored using a global operation is visible to all functions (including functions in
other chains). After the data have been processed in a sub-chain it is stored (s1 , s2 and
s3 ) and the results are viewable globally1 . The storage points defined in this process are
placed after the pre-processing, feature extraction and classifying chains.
Each sub-chain in the process is organized as shown in Figure 7. An arbitrary number
of functions is laid in a chain processing the data (Xi ) input into the sub-chain. The subchain is connected to the world outside by connections to the data it processes (Xi ) and to
the storage location (si ) where it stores the results. The sub-chain contains 0 to (n1 − 1)
local storage operations (li ), which enables the observation of the results of the sub-chain,
but are not visible to functions outside the chain.
The arrows with black triangle tips are marking again the dependencies between the
operations in Figures 6 and 7. The sub-chains of functions are dependent only on the data
stored after the previous sub-chain in the process has processed its output. That is, the preprocessing stage is dependent only on the measurement data, the feature extraction stage
1 Here

the term ”globally” resembles the same term used in programming i.e. the data is accessible globally
by all appliers.
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Fig. 7. Intermediate results from the sub-chains can be observed by placing a temporary data
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on the pre-processed data, and the classification stage only on the feature data. Therefore,
the number of global dependencies is always four and is independent of the amount of
dependencies inside the sub-chains. The sub-chains contain local dependencies, similar
to the dependencies in the processes presented in Figures 4(b) and 5 depending on the
amount and placement of the local storage operations (li ). If a local storage operation is
placed after each function in the chain, the sub-chain is organized as the open data mining
process (Figure 5) and if no local storage points are present, the sub-chain is like the
closed data mining process (Figure 4(b)).
Why is this layout of the data mining process any better than the closed or unclosed
layouts? It can be considered better for a number of reasons. First of all, the reference architecture is clearly present in this layout. All the researchers involved in data mining are
familiar with the reference architecture because it is the de-facto procedure for organizing
the data mining chain. Reflecting it in the layout lowers the threshold for getting familiar
with the data mining process in hand. That is, a person not familiar with the underlying
application can still understand the management of the data mining process with a little
effort when studying a process implemented with the familiar reference architecture in
mind. Furthermore, the semi-open process supports the application of a variety of algorithms on the data and differentiates between the data mining tasks. In particular, the ease
of application of a variety of data mining algorithms is among the most important properties when seeking for a data mining solution. That is because the quality of the solution is
highly dependent on the quality of the set of algorithms applied on the data. In that sense
the selection of the data mining process is analogous to selecting the training algorithm of
a classifier - with a properly designed data mining process, the optimal (or near optimal)
solution can be found in less time than with a less effective one.
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2.4 Comparing the semi-open approach to the closed and unclosed
approaches
In this section, the proposed semi-open approach is compared to the closed and unclosed
approaches. In general, the open and semi-open processes resemble each other more than
the closed process. They both contain intermediate storage points and, in practice, the
semi-open process can be made almost similar to the open process by placing local storage
points after all the functions in the sub-chains. The main difference between the open and
semi-open processes is that the semi-open process is more transparent. It categorizes the
functions in clear order according to the reference architecture, while when using the open
process, it is harder to draw lines between the different stages of the process. On the other
hand, the closed process is a kind of black box, measurements go in and results come
out, without the possibility of observing intermediate actions. The following subsections
present a more detailed comparison using different factors. The comparison is especially
suitable for considering the practical applicability of the processes. The closed approach
is marked using (I), the open approach with (II) and the semi-open approach with (III).

2.4.1 Independence between the different stages of the data mining
process.
The level of independence between the functions comprising the data mining chain varies
according to the applied data mining process, as was explained in the Section 2.2. Here
the topic is treated once more, with a more practical point of view. The properties of
the closed approach are first related to the issue of independence under the item marked
with I, then the properties of the open approach under item II and finally the semi-open
approach under item III.
I In the closed approach, the output of a function is directly dependent on each of
the functions applied prior to it - in this case the chain is as weak as its weakest
link. In other words, if one of the transformations does not work properly, none of
the transformations following it can be assumed to work properly either, since each
of them is directly dependent on the output of the previous transformations. On the
other hand, if the functions in the chain all work as they should and the chain can be
easily implemented, using this approach demands the least administration.
II In the open approach, all of the functions are independent entities, in the sense
that they are only indirectly dependent (through the storage point) on the output of
the previous functions in the chain. From the standpoint of the applier it might be
good that the functions are so independent from each other. On the other hand, it
takes much more work to manage the storage locations than in the other approaches,
since all the storage locations are visible to all the functions in the chain. More effort
has to be put toward developing the naming conventions and making it clear which
data belong to which part of the process, especially if the number of functions in the
chain is large.
III In the semi-open method, a function is directly dependent only on the data stored
in the local or global storage location immediately prior to the function, not on the
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functions inside the previous chain of functions. The operations prior to a certain
function do not necessarily have to work perfectly, it is enough that the data stored in
the global storage location are correct. The transparency of the process is high and
the naming convention is clear. One difference compared to the open approach is the
management of interactions, in the semi-open approach the management becomes
more natural because the logic behind the reference architecture (and hence, behind
the solution under study) is familiar for practitioners.

2.4.2 The multitude of algorithms easily applicable to the data.
The multitude of algorithms that can be applied and tested on the data with a little effort
in the development phase is a very important factor from the standpoint of being able
to find the best possible solution. Here it is emphasized that the algorithms are easily
applicable, because in theory any algorithm can be implemented on any tool if enough
resources are given. The efforts needed for experimenting with a certain algorithm or a
chain of algorithms is highly dependent on the method used for managing the interactions
between the algorithms. The amount of work needed to change parts of the algorithm
chain is elaborated in the following for the closed (item I), open (item II) and semi-open
approaches (item III).
I In the closed procedure, the functions must be implemented in a way where the
data can flow directly from one function to another. This can be challenging from
a software engineering point of view, especially if the algorithms have been implemented using different tools. Because of this, changing the chain of functions is
generally more demanding than with the two other approaches and the applier might
not want to test so extensive a set of functions on the data.
II Using the open procedure, it is easy to insert new functions in the chain. The chain
works like a linked list, where the addition of a new function is equivalent to adding
a new function and storage location between the functions where the new function
is to be added. The number of functions is not limited to those implemented in a
certain tool, but is proportional to the number of tools that implement an interface
for accessing the storage medium where the data has been stored. For example, one
of the most frequently used interfaces is the database interface for accessing data
stored in a SQL-compatible database. Therefore, if a SQL-compliant database is
used as a storage medium, the number of algorithms is limited to the number of tools
implementing an SQL interface - which is numerous.
III Also, in the semi-open approach, the number of functions is not limited to those
implemented in a certain tool, but is proportional to the number of tools that implement an interface for accessing the storage medium. What distinguishes it from
the open approach is that the different organization of the storage clearly groups the
functions into pre-processing, feature extraction and classification, where each type
of a function is naturally added to a respective section in the process. Furthermore,
because the applier has the freedom of adding a local storage point between any two
functions inside a sub-chain of functions in the reference architecture, the individual
functions are as easily replaceable as with the open procedure.
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2.4.3 Specialization and teamwork of researchers
The different phases of the data mining process require a great deal of expertise. Therefore, in general it is harder to find persons who would be experts in all of them, than to
find an expert specialized in some of the stages of the DM process. Despites this, even
if the researcher would be specialized in a certain field he / she must also apply or know
details of many, if not all, of the other steps in the data mining chain, to be able to understand the process and to conduct the research work. If the process is managed carelessly,
the applier has to delve too deeply into details, which results in wasted resources, since it
takes some of her / his time away from the area she / he is specialized in. Furthermore,
when a team of data miners is performing a data mining project, it might be that everybody is doing a bit of everything. This results in confusion in the project management
and de-synchronization of the tasks. It is perhaps this feature that makes the biggest difference between the open (contrasted under item II)and semi-open approaches III, while
the closed approach (I) remains a black-box.
I A good question is how to manage the data mining process when using the closed
approach. In particular, in situations when more than one researcher is participating
in the project, there is no obvious solution for it. One alternative is to give each
data miner the freedom of developing his or her own processing chains. In this case,
each of them has to posses the functions needed in all the phases of the process. Or,
alternatively, the researches can try to develop a method for maintaining the function
chain collaboratively. In any case, it will be hard to distribute the data mining project.
II When using the open method, it might be hard to stay fully informed of the stage
of development of the process. Because there are no clear limits between the stages
of the data mining process, it is harder to allocate resources on the different stages.
It will be also harder to tell who is involved in the different stages of the process.
When functions are added to or removed from the process, everybody involved with
the process has to stay informed on the changes.
III The proposed method facilitates the natural management of the data mining process. Researchers can be allocated to work on the data relevant to their specialization. Each stage of the data mining project is clearly allocated to its own independent
sub-chain. When a team of data miners are working on a project, the work can be
naturally divided between the workers by allocating the data stored after global storage points to suit the expertise and skills of each person. Furthermore, the experts
can freely add and remove functions, as long as the data in the global storage point
after the respective sub-chain remains unchanged.

2.4.4 Data storage and on-line monitoring
Data storage and monitoring of the results are important issues when observing the quality
of and utilizing the results of the data mining process. The data acquired in the different
phases of the data mining process can be stored in a coherent way when, for example, a
standard database is used to implement the data storage. When the data can be accessed
through a standard interface after the transformations, one can peek in on the data at any
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time during the storage points specified in the process. When using a SQL-database, for
example, as a storage medium, one can select the monitoring tools from a set of readily available software. The closed-, open- and semi-open approaches contain different
amounts of storage points by definition, which is a factor that directly affects the monitoring of the results. With the closed approach the monitoring differs largely from the openand semi-open approaches. The following items relate the approaches to the monitoring
issue.
I The process has only two data storage points, the measurement data and the results.
So, by definition, these are the only stages that can be monitored when applying the
closed data mining process. This can be convenient in simple applications, but in the
development stage of the application it is hard to observe any intermediate results.
II The results of each function in the data mining process are stored for observation.
This will increase data storage demands, but gives the freedom of observing the
results of each function in the chain. Again, possible problems might be caused by
improperly designed naming conventions, making it hard to distinguish the stage
which the functions belong to.
III The results of each stage of the reference architecture are stored for global observation and a selective number of results (decided by the applier) of individual
functions in the chains are stored for local observation. This makes it possible to
observe the quality of the process at a glance in the different stages presented in
the reference architecture or in detail through the local storage points. Individual
observation points can be placed after functions that need further development.

2.4.5 Time savings and computing costs
Executing the data mining chain can require a lot of processing power, especially when
the number of observations or dimensions in the measurement data grows or the amount
or complexity of the functions in the chain increases. Therefore, it is important that the
data mining process is designed in such a way that it decreases redundant calculations.
Here the term redundant calculation refers to an identical execution of a function in the
chain i.e. the same input data is given for the function, it has the same parameters and
outputs the same results in two or more executions of the chain. When working with large
data sets, this issue may result in significant computational performance differences. The
properties of the three approaches with relation to the issue vary highly and are described
next.
I Using the closed method, all the functions in the chain must be calculated when
one wants to observe the output of the process. This results in unnecessary waste of
resources and a lot of redundant calculations if only a part of the processing chain
has been changed.
II The data mining chain does not need to contain any redundant calculations when
using the open approach. Only the functions in the chain posterior to the changed
data have to be recalculated.
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III When the data in the global storage locations have been calculated once in the
semi-open process, it does not need to be re-calculated unless data prior to it has
changed. Depending on the amount and location of the local storage points, further
time savings can be made.
Now that the numerous benefits of the proposed method have been presented, we could
ask what are the drawbacks of the proposed method? The obvious thing that needs more
resources is the care and effort one has to put into defining the interface for transferring
the intermediate results to the database. On the other hand, if this work is left undone,
one may have to put twice as much time in tackling with the flaws in the data mining
process. It might also seem that the calculation of the whole data mining chain using the
closed process is faster than using the semi-open process, since the data do not need to
be loaded from a permanent storage media. That is true, but it is known from practice
that the data mining chain needs multiple executions before finding the desired solution.
When using the developed method it is necessary to run only part of the chain. Finally,
it can be said that the selection of the management method is a project-wise decision.
For some projects the closed approach might be appropriate, for example when creating
early mock-ups of data mining solutions. In general, when moving towards larger and
more complex data mining projects with many research workers involved in them, the
advantages of the proposed process become clearer.

2.5 Case study: A data mining solution for spot welding quality
control
This section illustrates the benefits of the proposed method in practice. The semi-open
process is applied to a data mining project analyzing the quality of spot welding joints,
and a detailed comparison to the closed approach is made concerning the amount of work
required for acquiring pre-processed data.
The spot welding quality improvement project (SIOUX) was a two-year, EU-sponsored
CRAFT project aimed at creating non-destructive quality assessment methods for a wide
range of spot welding applications. Spot welding is a welding technique widely used in
the electrical and automotive industries, for example, where more than 100 million spot
welding joints are made daily in the European vehicle industry alone (TWI 2005). Nondestructive quality estimates can be calculated based on the shape of the signal curves
measured during the welding event (Laurinen et al. 2004a, Junno et al. 2004b). The
method results in savings in time, material, environment, and salary costs - which are
the kind of advantages that the European manufacturing industry should have in their
competition against outsourcing work to cheaper countries.
The data collected consist of information regarding the welded materials, the quality
of the welding spot, the settings of the welding machine, and the voltage and current
signals measured during the welding event. To demonstrate the data, Figure 8(a) displays
a typical voltage curve acquired from a welding spot and Figure 8(b) shows the resistance
curve obtained after pre-processing the data.
The project was conducted by two teams of researchers, the other one consisted of
three to four members (based in Oulu) and the other one of two to four members (based
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(a)

(b)

Fig. 8. Examples of measured and pre-processed data. (a): The voltage signal of a welding
spot measured during a welding event. The high variations and the flat regions are visible
in the curve. (b): The resistance curve acquired after pre-processing the voltage and current
curves (current curve is not displayed here).

in Karlsruhe, Germany). The major responsibility of the German team was in developing
the pre-processing algorithms, a method for computationally estimating the nugget size of
a welding spot and the platform where the final implementation of the project prototype
was implemented. The responsibility of the Finnish team was more on developing feature extraction and classification methods for process identification and a database system
for storing the data. The fact that the project was distributed geographically and many
researchers participated in it made the good management of the data mining process especially important.

2.5.1 Pre-processing spot welding data
The data transformations needed for pre-processing signal curves consist of removal of
the flat regions from the signal curves (welding machine inactivity), normalization of the
curves to a predefined interval, smoothing of the curves using a filter, and calculation of
the resistance curve based on the voltage and current signals.
The transformations were implemented in software written specifically for this project,
called Tomahawk. The software incorporates all the algorithms required for calculating
the quality estimate of a welding spot, along with a database for storing the welding
data. The software and the database are closely connected, but independent. The basic
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Fig. 9. The operating principle of the original implementation of the Tomahawk software. The
architecture is a realization of the closed data mining process.

principles of the system are presented in Figure 9. The algorithms in Tomahawk are
implemented as a connected chain. The algorithms are called plug-ins and the processed
data is transferred from one plug-in to another, until the end of the plug-in chain has been
reached. Hence, the result of applying all the algorithms is the desired output of the data
mining process. When the program is executed, the chain of plug-ins is executed at once.
This is an implementation of the definition of the closed data mining process.
The ultimate goal of the project was to have all the plug-ins ready and working for all
kinds of welding data as seamlessly as presented in Figure 9. However, in the production
phase of the system, when the plug-ins were still under active development, three major
issues that interfere with the daily work of the local development team were identified
based on the criteria presented in Section 2.4 as follows:
– Independence. It cannot be guaranteed that all parts of the pre-processing algorithms
would work as they should for all the available data, at least during the development
stage. However, the researcher extracting features from the pre-processed data is
dependent on the results output by the pre-processing sequence. Because of this,
if the data pre-processed using the closed data mining process is used in feature
extraction, the persons developing the feature extraction algorithms cannot be certain
that the features are based on correctly pre-processed data.
– Specialization and teamwork. The expert developing features based on the preprocessed data might not have the expertise to correctly pre-process the raw data
in the context of Tomahawk, which would make it impossible for him/her to perform
her/his work correctly.
– The multitude of algorithms easily applicable to the data. In the development phase,
it is better if the range of algorithms tested on the data is not exclusively limited to
the algorithms implemented in Tomahawk, since it would require a lot of effort to
implement algorithms that are also available elsewhere as plug-ins just in order to be
able to test them.
The solution was to develop Tomahawk such that it would also support the semi-open
data mining process - a plug-in capable of storing and delivering pre-processed data was
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Fig. 10. The closed- and semi-open data mining processes in the context of Tomahawk. (a):
The application of the closed data mining process on the pre-processing of the raw data using
Tomahawk. (b): Tomahawk after the modifications that made it support the developed, semiopen, data mining process for pre-processing data.

implemented. Figures 10(a) and 10(b) present the influence of these developments. Figure 10(a) displays the pre-processing sequence prior to the adjustments. In this phase of
development, all the plug-ins were calculated at once, and they had to be properly configured to obtain properly pre-processed data. Figure 10(b) shows the situation after the
adoption of the semi-open data mining process. The pre-processing can be done in its
own sequence, after which a plug-in that inserts the data into the database (a global storage operation) is applied. Now the pre-processed data has been stored in the database and
is available for further use at any given time.
It is easy to see how the first and second issues are resolved using the proposed approach. The pre-processing expert of the project takes care of properly configuring the
pre-processing plug-ins. If the plug-ins need to be re-configured or re-programmed for
different data sets, the expert has the required knowledge to do it. After the application
of the re-configured plug-ins the data can be stored in the developed database. If it is not
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possible to find a working combination of plug-ins at the current state of development,
the data can still be pre-processed manually, which would not be feasible when using
the closed process. After this, the expert working on the pre-processed data can load the
data from the database and be confident that the data the expert is working on has been
correctly pre-processed. The third issue is also easy to solve; after the modifications, the
set of feature extraction algorithms that can be applied to the data is no longer limited to
those implemented in Tomahawk, but is extended to tools containing a database interface
implemented in them, for example Matlab and most statistical software packages. This
drastically expands the range of available algorithms, which in turn makes it also faster
to find an algorithm suitable for a given task. As soon as a suitable algorithm has been
found from the set of readily available choices, it can be implemented in the Tomahawk
framework.
The case study is finished by presenting a comparison of the steps required for acquiring pre-processed data in the SIOUX project using the closed and semi-open approaches.
The purpose of the comparison is to demonstrate how large a task it would be for the
researcher working on the pre-processed data to pre-process the data using the closed
approach before the actual work could be started.
If one wants to acquire pre-processed data using the closed approach, it requires taking
the application and configuration of eight plug-ins. Figure 11(a) shows one of the configuration dialogs of the plug-ins. This particular panel has four numerical values that must
be set correctly and the option of setting six check boxes. The total number of options the
researcher has to set in the eight plug-ins for acquiring correctly pre-processed data is 68.
The 68 options are not the same for all the data sets gathered in the project, and it requires
advanced pre-processing skills to configure them correctly. Therefore, it is a rather complicated task to pre-process the data, and it is even more difficult for a researcher who has
not constructed the pre-processing plug-ins. The need to configure the 68 options of the
pre-processing sequence would take a lot of time and expertise away from the work done
in feature extraction and classification phases, and still gives poor confidence that the data
is correctly pre-processed.
To acquire the pre-processed data using the semi-open approach, one only needs to
fetch the pre-processed data from the database. Figure 11(b) shows the configuration
dialog of the database plug-in, which is used to configure the data retrieved for analysis
from the database. Using the dialog, the researcher working on the pre-processed data
can simply choose the pre-processed data items that will be used in further analyzes. The
researcher can be sure that all the data loaded from the database has been correctly preprocessed by the expert who is responsible for pre-processing. From the standpoint of
the pre-processing expert, it is good to know that the sequence of pre-processing plug-ins
does not have to be run every time that pre-processed data is needed, and that correctly
pre-processed data will surely be used in the further steps of the data mining process.
In conclusion, when using the closed process, a researcher responsible for the feature
extraction could not always be certain that the data has been correctly pre-processed, or
that all the plug-ins have been configured the way they should, which resulted in confusion
and uncertainty about the quality of the data. The semi-open process, on the other hand,
allowed a notably simpler way to access the pre-processed data, resulted in time savings,
and ensured that the analyzed data was correctly pre-processed.
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(a)

(b)

Fig. 11. Dialogs used for configuring the data mining chain of Tomahawk. (a): Applying the
closed data mining process on the pre-processing of the raw data in Tomahawk, an example of
a dialog that has to be configured in order to pre-process the measurement data. (b): Fetching pre-processed data using a plug-in developed for supporting the semi-open data mining
process.
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2.5.2 Feature extraction and modeling results
This section of the study presents the fruits of the application of the developed process.
Because of limited resources, it was not possible to conduct a detailed comparison of
the proposed process to the other approaches in the feature extraction and classification
stages. The conditions in which the data mining process was applied would have also
made a thorough comparison quite difficult - the data set was expanding throughout the
project and different sets of features were formed and experimented upon as the project
progressed and a varying number of researchers were participating in the project. The fine
results that were obtained, presented in the following two subsections, should be enough
to convince the reader on the efficiency of the proposed process on the feature extraction
and modeling parts of the data mining chain. Subsection 2.5.3 presents the preliminary
results of the project acquired using Bayesian networks. Subsection 2.5.4 presents the
results when the data set was expanding to its full scale and some of the steps taken for
finding the solution to this data mining task.

2.5.3 Non-destructive analysis of welding spots using Bayesian networks
At the start of the project only a small set of welding spot data from a previous project
done by the project partners was available. The data set consisted of 192 welding experiments, where the signal curves from voltage-, current- and compression force measurements and the diameter of the welding nugget were available. At this phase a very simple
approach was used to study the nature of the interaction between features extracted from
the signals and the welding spot size, in order to get a grasp of working with and analyzing spot welding data. The reasons for the variation in the welding spot diameters were
studied using Bayesian networks and the features used in the study were extracted from
histograms calculated from the available signal curves (Laurinen et al. 2004a).
The features used in this study were extracted from the histograms calculated based
on pre-processed voltage-, current- and compression force signals. Unlike the data sets
gathered later on, a measurement of the compression force was also available. Figure
12(a) presents an example of a voltage histogram of a welding spot. The lower and upper
quartiles and median are plotted in the figure using vertical lines. After calculating the
quartiles and median for all the signal curves, a histogram of these values was calculated.
In order to be able to use the tool used for creating Bayesian networks (Ramoni & Sebastiani 1997a,b) the data had to be classified, because the tool only worked on classified
data. The classification was based on the distributions of the quartiles and medians of the
signal curves. As an example, the histogram presenting the distribution of the lower quartiles of the voltage curves is plotted in Figure 12(b). Based on this histogram, the quartile
values were assigned to four distinctive classes, marked again in the figure using vertical
lines. Figure 12(c) presents the distribution of the response variable, the diameter of the
welding nugget. An expert in welding technology gave the class limits for the nugget size
- diameters smaller than 4.0 millimeters (49 observations) are of poor quality, diameters
ranging from 4.0 millimeters to 5.275 millimeters (88 observations) are of good quality
and diameters larger than 5.275 millimeters (55 observations) are of excellent quality. The
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(a)

(b)

(c)

Fig. 12. Some of the histograms used with the Bayesian network. (a): Histograms generated
from the voltage curve of a welding spot. The three tall vertical lines in the plot mark the
lower and upper quartiles and the median. (b): Histogram of the lower fractiles of the voltage
curves and their classification. (c): Histogram of the diameters of the welding spots and their
classification.
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Fig. 13. The structure of the first Bayesian network used in the study. d = welding spot
diameter, v = voltage, c = current, f = compression force. lq = lower quartile, med = median,
uq = upper quartile.

expert also agreed on the classification of the quartiles and median used as features.
Bayesian networks were used to study the relationships between these features. It
proved to be a suitable tool for this task, since it enabled the study of the effects of the different variables on the diameter in the form of easily understandable probabilities. Figure
13 shows one of the Bayesian networks applied. The nodes denote the variables and the
edges between the nodes the interactions between the variables. The network structure
was generated using an automatic search algorithm implemented in the software (Ramoni
& Sebastiani 1997a,b). The algorithm established the connections between the variables
based on the data measured from the welding events and the features calculated from the
data. In this particular network structure the welding spot diameter is interacting with
the median of voltage, the upper quartile of current and the upper quartile of compression force. The disconnected nodes did not have an effect on the welding spot diameter
according to the search algorithm.
The welding spot diameters can be studied by examining the class probabilities of the
diameter from the Bayesian network. These probabilities are calculated conditionally on
the values observed from the other variables. Table 1 shows some of the most interesting
class probabilities of the welding spot diameter based on the configuration of Figure 13.
It can be read from the table for example, that the combination v_med = 2, c_uq = 2 and
f _uq = 1 leads almost certainly to a high quality welding spot. Or that, if v_med = 2,
c_uq = 1 and f _uq = 2, it is questionable if the welding spot is of good quality. The rest
of the configurations did not contain a significant number of observations in class number
one (poor quality), which is why they are not listed in the table.
The rules presented in the table can easily be implemented in practical applications
because of their simplicity. For the same reason it is also easy for humans to understand
them. The more equally distributed probabilities are cases in which the quality assignment
of the welding spot is not certain. These situations can be identified using these results
and appropriate actions can be made.
The probabilities and results presented above were used to present some of the most
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Table 1. Probabilities associated with the Bayesian network. v_med = voltage median,
c_uq = current upper quartile, f _uq = force upper quartile, d = welding spot diameter,
n(obs) = number of observations in the configuration.
Variables and their classes
v_med
c_uq
f _uq
1
1
3
1
2
3
2
1
1
2
1
2
2
1
3
2
2
1
2
2
2
2
2
3
2
3
1
2
3
2
2
3
3
2
4
2
3
1
2
3
2
2

d=1
0.986
0.993
0.002
0.739
0.498
0.001
0.588
0.499
0.001
0.25
0.498
0.001
0.001
0

Welding spot diameter
d=2
d=3
0.007
0.007
0.003
0.003
0.002
0.995
0.087
0.174
0.498
0.003
0.001
0.999
0.294
0.118
0.499
0.001
0.001
0.998
0.375
0.375
0.498
0.003
0.499
0.499
0.997
0.001
0.904
0.095

n(obs)
1
1
3
23
2
10
34
6
6
16
2
6
5
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interesting results acquired in this small experiment. Presentation and analysis of all combinations of variables and their respective probabilities would not have served the purpose
of this work. However, these results show the idea and some results of the study. Using the
probabilities assigned with Bayesian networks, it is possible to discover combinations that
lead to different sizes of the welding spot and therefore also to different quality classes.
The problem with classified data is that, if there are many classes but few observations,
not enough observations may fall into the different configurations of the classes to allow
reliable conclusions to be drawn. Fortunately this was not a serious issue in this study.
The main contribution of this experiment was to demonstrate how feature data were utilized using the developed process in devising a method that is applicable in the field. The
results of another experiment, where the feature data set was utilized in a similar manner,
but with self organizing maps Kohonen (2000), can be found from (Junno et al. 2004b).

2.5.4 Development of process similarity measurement techniques
The ultimate goal of the SIOUX project was to develop a process identification method
capable of recognizing resistance spot welding processes. Different processes are applied
for manufacturing different products and each process requires different settings to be applied in the controller of the welding machine. The logic behind the data mining task was
to first collect data sets representing different spot welding processes and to store them in
a central database. After this, when starting a production of a new product, possibly at a
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different site, and initializing the process, the database could be remotely queried using
data from a few sample joints from the new process. Based on measurements from these
sample joints the database should then return controller settings from the most similar
process that it contains. Furthermore, the controller settings should be returned from a
controller configuration resulting in high quality welding joints. The new process could
then be initialized based on these settings. This decreases the set-up time of new processes, because the controller settings leading to good quality welding joints do not have
to be searched manually, only fine tuning is necessary.
Before delving further into process identification, it is important to understand what
exactly a welding process is in this context. All resistance spot welding applications can
be considered different processes. In this project, data sets were divided into different
processes based on three conditions:
1. Type of application. Examples of applications are welding car parts or constructing
electrical switches.
2. Type of materials. For example joining two objects made of 1.0 mm thick uncoated
steel is considered to be a different process from welding together two 1.25 mm thick
objects made of aluminium.
3. Type of welding controller. Manufacturing products using different welding controller model / welding controller combinations.
All combinations of these conditions were considered different processes. During the
project, samples from different processes were gathered and stored in a database developed for storing welding data. The process data set kept increasing to the very end of
the project, which made it more and more important to use a systematic data mining process for managing the data mining task. The data mining process developed here made
it possible to analyze the new data as it became available and to update the results and
algorithms developed.
As the project progressed, the set of features and applied classifiers developed also
kept increasing, alongside the fact that the available data set was continuously extended
with new batches of data from new welding experiments. At the end of the project, altogether 54 geometrical and statistical features were extracted from the two signal curves
and the data set contained 20 processes used in the project identification task. The data
set consisted of measurements from 3,879 welding spots, with the quality assured using a
destructive test.
The geometrical features were extracted from pre-processed voltage and current signals. These features were developed in order to identify the transition points of the curves
as precisely as possible. These features are marked in the signal in Figure 14(a), which
shows an artificial curve simulating the real data. Figure 14(c) shows an example of these
features calculated on a real signal curve - as can be seen the features are often overlapping in reality, which can be considered a characteristic quality of the curve. The statistical
features included the median of the signal, and the arithmetic means of the signal values
calculated on four different intervals based on the transition points. These features are
marked using the horizontal lines in Figure 14(a). In addition, the means of the signal values inside ten intervals of equal length were used as features, as demonstrated in Figure
14(b). This adds up to 12 geometrical and 15 statistical features that were extracted from
both of the signal curves.
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Fig. 14. Illustrations of features extracted from the signals relevant to the resistance spot welding application. (a): The geometrical features on an artificial voltage curve. The line segments
A-D below the curve demonstrate the intervals based on the transition points on which means
were calculated. (b): Ten means of a current curve calculated on intervals of equal length.
(c): An example of how the geometrical features often partially overlap in practice. On this
voltage curve, the features ’peak’ and ’max’ overlap.
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Table 2. Comparison of the classification accuracy for the 11 HWH processes with different classifiers and feature sets using features extracted from the voltage and current
signals. LDA = linear discriminant analysis, QDA = quadratic discriminant analysis,
Mahalanobis = Mahalanobis discrimination, LVQ = learning vector quantization and
KNN = k nearest neighbors.
Method / feature
set

LDA

QDA

Mahalanobis

kNN,
k=5

kNN,
k = 10

-

LVQ,
200
codebooks
64.78
92.84

All features
All features, normalized
10 means
10 means, normalized

94.33
94.33

-

73.43
92.45

74.03
90.45

87.16
87.16

96.12
96.12

95.22
95.22

85.07
93.43

98.51
97.01

97.91
93.13

Table 3. Comparison of the classification accuracy for the 11 HWH processes with different classifiers and feature sets using features extracted from the resistance signal. LDA
= linear discriminant analysis, QDA = quadratic discriminant analysis, Mahalanobis =
Mahalanobis discrimination, LVQ = learning vector quantization and KNN = k nearest
neighbors.
Method / feature
set

LDA

QDA

Mahalanobis

kNN,
k=5

kNN,
k = 10

-

LVQ,
200
codebooks
45.97
85.37

All features
All features, normalized
10 means
10 means, normalized

77.61
77.61

-

56.72
86.87

57.31
86.27

70.15
70.15

71.94
71.94

72.84
72.84

80.9
77.31

86.87
84.48

84.78
79.7

During the creation of the feature set alternative features were also tested and process
classification experiments were run using the expanding feature set, for example using
self organizing maps (Junno et al. 2004a). At the point when the final set of features
was available, 11 different processes welded at Harms+Wende (Germany) were obtained
for classification. Using the developed data mining process, the researchers could retrieve
feature data directly from the global feature storage point and apply different classification
methods on the feature data.
The applied approach made it easier to test a representative set of classifiers. The
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set of tested classifiers contained linear discriminant analysis (LDA) (McLachlan 2004),
quadratic discriminant analysis (QDA) (McLachlan 2004), Mahalanobis discrimination
(similar to LDA and QDA, but uses Mahalanobis distance), learning vector quantization
(LVQ) (Hastie et al. 2001) and k-nearest neighbors (kNN) (Hastie et al. 2001) classifiers.
Uniform randomly selected two thirds of the data was used as training data and the remaining one third as an independent test set. In later studies, cross-validation was used
to confirm the results. During the experimentation with these classifiers and features, a
feature / classifier combination capable of classifying the processes correctly with a high
level of accuracy was found. The results are presented in Tables 2 and 3. The percentages
in the cells mark the ratios of correctly classified processes; the cells left empty mark
nonworking classifier and feature set combinations. The kNN-classifier was the most accurate one, with a classification accuracy of 98.51%. At this stage it was also discovered
that the features calculated from current and voltage curves outperformed the features
calculated from resistance curves. Using the resistance curve based signals the maximum
accuracy of classification was only 86.87%. Because of these results the process classification study was carried out using only the current and voltage signals, whereas the
project partners kept using resistance curves for other purposes.
After these intermediate results, the next significant milestone in the task was to update
the results with a batch of data consisting of nine more processes supplied by another manufacturer (Stanzbiegetechnik, Austria). After this point, the set of processes was extended
no more and thus the final data set consisted of 20 different processes. Classification tests
were continued using the same set of classifiers as with the successful tests with the 11
processes from HWH. The difference compared to the previous tests was that this time the
feature set was extended with five and ten principal components formed from the original
features. The results of these tests are displayed in Table 4. The kNN-classifier using
three closest neighbours and the ten means of the signal intervals again outperformed the
other classifier, with a classification accuracy of 98.53%.
The results obtained exceeded clearly the requirements set for classification accuracy,
and the method was now taken for further implementation. Further studies were and are
still being actively continued, even though the project has already been completed. It is
not a big effort to utilize the features calculated using the developed data mining process
in these studies, because they remain in the global storage point. They are now utilized in
studies developing the application even further and in projects where data sets are needed
for testing new classification methods. An example of this is a study that presents a more
detailed comparative study of performance (Haapalainen et al. 2005). The results of a
feature selection study in which a feature set was found that contains approximately only
half the amount of features of the kNN-classifier presented in these results, but achieves
higher classification accuracy is reported in (Haapalainen et al. 2006). A third example is
a kNN-based method that does not only classify the process, but also gives an estimate on
the similarity of the closest matching process (Junno et al. 2005).
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Table 4. Comparison of the classification accuracy for the 20 processes with different
classifiers and feature sets. LDA = linear discriminant analysis, QDA = quadratic discriminant analysis, Mahalanobis = Mahalanobis discrimination, LVQ = learning vector
quantization and KNN = k nearest neighbours classifier, pc = principal component.
Method / feature
set
All features
All features, 5
pc’s
All features, normalized
All features, normalized, 5 pc’s
10 means
10 means, 5 pc’s
10 means, normalized
10 means, normalized, 5 pc’s

LDA

QDA

kNN, k=3

kNN, k=5

75.23

Mahalanobis
72.37

92.96
62.46

84.13
83.2

84.52
82.51

92.96

-

-

94.74

94.89

71.05

85.45

86.3

93.5

92.41

90.87
82.12
90.87

96.36
94.27
96.36

97.14
94.35
97.14

98.53
97.76
95.43

98.07
97.06
96.13

76.16

89.32

88.31

94.58

94.12

2.6 Related work
Extensive searches of scientific databases and the World Wide Web did not bring to light
similar approaches applied to the implementation of the data mining process. However,
there are studies and projects on the management of the data mining process, as was noted
already in Section 2.1. These studies identify the main phases of the process in a manner
resembling the reference architecture and give a general outline of the steps that should
be kept in mind when carrying out the process. It was also noted earlier that CRISPDM is a process model proposed to serve as a standard reference for appliers of data
mining (Chapman et al. 2000). Several studies testify to the usefulness of CRISP-DM
as a tool for managing data mining ventures (Hotz et al. 2001, Liu & Han 2002, Silva
et al. 2002). The approach proposed in CRIPS-DM was expanded in RAMSYS (Moyle
& Jorge 2001), which proposed a methodology for performing collaborative data mining
work. That study also comments on the implementation of the DM process, which in
that case resembles the open DM process. Other proposals, with many similarities to
CRISP-DM, for the data mining process were presented in (Pyle 1999) and (Brachman
& Anand 1996). Nevertheless, these studies did not take a stand on what would be an
effective implementation of the data mining process in practice. This study proposed an
effective approach for implementing the data mining process and presented its relation to
alternative ways of implementing the process, pointing out the obvious advantages of the
method proposed here.
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2.7 Discussion
This part of the thesis proposed a semi-open approach for managing the data mining
process. It is based on the stages present in the reference architecture that is found behind
most data mining solutions. Using the proposed method it is possible to differentiate the
steps of the data mining process logically and to test different data mining chains with
lesser efforts. This is important when seeking a solution, especially in situations where
the solution needs to be sought from among many alternatives. A case study presenting
how the developed data mining process was applied on a resistance spot welding project
illustrated the applicability of the developed process.
Furthermore, the question this part of the thesis tried to answer is: "what is a good
practice or procedure for conducting the transformations a data mining process is composed of?". As it is known, there are as many ways of practicing data mining as there are
practitioners. In that sense the researchers applying data mining tools are like artists, at
least they have a lot of artistic freedom in conducting the research, as they must have, for
being able to find the transformation chain leading to a satisfying solution. Nevertheless,
it was discovered that there are common practices of managing the interactions between
the different data mining algorithms - arguably the best known is the one referred to as
the "closed approach". And as we also know, and as the results of the study show, managing the steps of a data mining project is very important for the successful outcome of the
project.
How useful is the presented contribution in practice when implementing a data mining
process? First of all, it is important to acknowledge the understated fact that some kind
of data mining process management would be necessary in most data mining projects.
After that it is the task of the practitioner(s) to select a method suitable for their project.
For some projects the closed approach might be the appropriate solution and for others
the open method might work better. In this thesis it was discovered that the developed
semi-open approach is highly usable, at least based on the comparative analysis and the
resistance spot welding project in which it was applied. In the welding project, the semiopen approach was compared in detail to an alternative approach (the closed approach) on
the data pre-processing part of the transformation chain and its applicability on the rest of
the process was illustrated with the fine results acquired in the project. It was not possible
to present a detailed comparison on all of the stages, for two reasons. The first is that it
was thought that it is enough to present the comparison only on data pre-processing, and
based on that, the reader could see the analogy to the other parts of the processing chain
and draw the same conclusions as in this thesis - the proposed approach was more suitable
for conducting the research. The second reason, and perhaps more important one from a
practical point of view, is that as in most projects, including this one, resources are limited.
In order to be able to determine the most optimal data mining process for a data mining
project, one should conduct the project using a representative set of different approaches
for managing the data mining chain - which would mean conducting the project several
times. That is only rarely possible. However, the fact that the proposed approach is
based on the transparent reference architecture and that its usability was presented from
multiple viewpoints and a case study should support the selection of the proposed process,
and hopefully lowers the threshold of adapting it to other projects as well.

3 From the solution to a data mining application
The previous chapter presented an overview of data mining processes and the data mining process developed, called semi-open data mining process, for the purpose of implementing the work flow required for finding a solution for a given data mining problem.
Implementation of the solution as an independent data mining application is a challenging and complicated task, and the applications are often built from scratch. This chapter
presents a component-based application framework, called Smart Archive (SA), designed
for implementing data mining solutions as independent DM applications. SA provides
the functionality common to most data mining applications and the components for utilizing history information. It is especially suitable for implementing DM applications
processing continuously acquired measurement streams. Using SA, it is possible to build
high-quality applications with shorter development times by configuring the framework to
process application-specific data. A detailed case study of a data mining application predicting the post-roughing mill temperatures of steel slabs is presented and a comparison
of implementing the application from scratch and using Smart Archive is given.
The chapter is organized as follows. A general introduction to the topic is given in Section 3.1. Functional requirements analysis of the properties that the developed framework
must be capable of managing is presented in Section 3.2. The principles of the components used in the architecture are described in Section 3.3 and the architecture itself in
Section 3.4. The case study is then presented in Section 3.5. Finally, related work and
discussion are presented in Sections 3.6 and 3.7.

3.1 Introduction
A data mining (DM) application without an underlying framework is like a computer
program without an operating system. Without a proper framework a considerable portion
of the implementation time of the application will be spent implementing functionality
common to all applications in the DM domain. However, the redundant work would
not be necessary if a sufficiently generic framework that could be easily tailored to meet
application-specific needs were available. The need to develop a component-based data
mining framework is emphasized in (Berzal et al. 2002). The authors note that decision
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support systems have specific needs that cannot be properly addressed by conventional
information systems. This part of the thesis introduces an application framework, called
Smart Archive (SA), for implementing data mining applications utilizing continuously
measured data streams.
SA is a domain-specific but application-independent framework. This means that
the framework supports operations required by most DM applications, but is not tied
to any particular application. Creating an application using SA requires implementing
application-specific algorithms using the interfaces offered by the framework and configuring the framework to use the measurement data the application is designed to process.
The framework takes care of transferring and storing data between application components and implements some of the basic functionality required of application-specific
filters. The full potential of SA can be realized in on-line applications generating multivariate time series data simultaneously from multiple entities. It has been observed after
practical experiments that this set of applications is the most demanding to implement.
The benefits of using a framework for application generation are numerous because a
typical DM application has to handle a large number of variables and transformations. For
one thing, the development time spent implementing functionality common to most or all
similar applications can be significantly decreased to the benefit of increased resources for
application-specific development. The quality of the application is likely to increase, since
the code of the framework is already tested and the application-specific code is called
through well-defined interfaces. More advantages of using a framework are described in
the case study presented in Section 3.5.
The architecture of SA is an instance of domain-specific software architecture (DSSA)
(Hayes-Roth et al. 1995). The principle of DSSA development is to create a software
architecture based on a functional requirements analysis of the target application domain.
Components common to potential applications within the domain are identified based on
the requirements analysis. After that, software architecture that is sufficiently abstract for
modeling the interoperability of the components is formed. This version of the architecture is called the reference architecture.
The overall principle of data mining is the measurement-pre-processing-feature extraction-modeling cycle, as was observed in the previous chapter. The generic reference
architecture for data mining applications can therefore be identified as the one presented
in Chapter 2 (page 22), Figure 3(b) and this was also the reason for naming the figure
"reference architecture".

3.2 Functional requirement analysis
As was stated in the introduction, the development of the architecture is based on an
analysis of functional requirements. Functional requirement analysis is used to specify
what the developed framework must be capable of achieving. Therefore, it is important
to state what the framework is developed for. The analysis was performed for the domain
of data mining applications that are implemented for processing continuously observed
measurements. Furthermore, much of the analysis was inspired by the application under
study (the walking beam furnace, results of the application are presented later in Section

53
3.5).
First the types of requirements set by the application were analyzed. After that, the
requirements were abstracted so that they could still be adapted to the needs of the application, but also to any other data mining application belonging to the same class or
subclass. Because the application under study was so complex, it is safe to say that most
of the data mining applications are in the same class of complexity or in a subclass of
it. Therefore, the framework developed could be used to implement any data mining
application in the same class (or in a subclass).
The following description of requirements set for the types of applications the framework should be capable of handling was created by abstracting the requirements set by
the walking beam furnace application. The framework has to be capable of receiving and
processing multivariate measurements from multiple observations and their environment
in the pre-processing phase inside a given time cycle. The application has to be able to
keep track of the live objects continuously producing measurement data e.g. monitoring
when an observation sequence is complete. After that, the feature selection component
has to be capable of selecting data only from the variables that the application is actually using. Because different models might contain different features and variables, the
feature selection component must give the user the freedom of configuring the variables
that are included in the feature formation phase of the reference architecture. The applier must also be free to use and experiment with different feature extraction methods,
therefore the feature extraction methods of the component should be configurable. The
model of the framework must also be easily replaceable by another because it may be
necessary to update the parameters, the model, or even to replace the model with a new
one. Finally, because the types of applications the framework is developed for are producing data continuously, the framework must contain a mechanism for handling and storing
cumulatively acquired history information from the process under study.
After this description of the requirements a list of guidelines for the framework was
drawn up. The list is based on two general guidelines recommended for componentbased data mining frameworks: transparency and usability Berzal et al. (2002). The five
most important requirements that were identified are:
1. The architecture should implement, and, preferably, extend the reference architecture
and preferably be easily extendable with new components.
2. The architecture should be able to utilize history information.
3. The architecture should be customizable to suit application-specific needs. The components used for tailoring it to application-specific needs should be separate from the
core architecture.
4. The architecture should be suitable for processing continuously observed multivariate time series data from multiple entities.
5. The architecture should be transparent and easily understandable to practitioners of
data mining.
These instructions were kept in mind when shifting towards designing the architecture
and implementing the framework, as described in the next section.
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3.3 The components of Smart Archive
Before going into the presentation of the overall architecture of SA the individual components that make up the architecture are discussed. The components are divided into three
categories:
1. components common to software architectures in general
2. components specific to data mining architectures
3. components specific to SA.
Data processing units common to most software architectures are ones that store, transform and transfer data. Storage components are also referred to as storage units, data sinks
or data warehouses. The terms filters, transformations and operators are used for transformation components and components transferring data are referred to as pipes and data
streams. A component that is present in fewer architectures, but in most frameworks, is
the interface component that makes the components less dependent on application. For
the sake of coherence, the remaining part of this description uses the term filter to refer to
transformation, the term pipe to components transferring data and the term sink to refer
to components storing data.
Components specific to data mining architectures are the ones present in the reference
architecture. The data pre-processor was responsible for performing elementary operations, such as data cleansing and integration, ensuring that only quality data is fed into
subsequent components. The feature extractor filtered the data to extract information that
is not necessarily directly measurable, but may increase the performance of the model.
Examples of commonly used features are averaged time series, principal components and
Fourier coefficients of signals. The model was a component fit on the feature data for
extracting desired knowledge. The model is often used to anticipate the future behavior
of a phenomenon (predictive models); examples of modeling methods include statistical
classifiers, neural networks and regression models.
The components specific to the architecture of SA handle the storage and utilization of
information of the history of the phenomena being studied. The incremental history component archives completed measurement series in a non-redundant way. In this context,
the non-redundant data storage means storing data in such a manner that no two observations (or series of observations from an entity) resembling each other too closely are stored
in the database. In practice, when observing quantities that are measured using real number precision, it is very unlikely that any two multidimensional observations turn out to
be exactly the same, but a level of similarity can be calculated. The selective data storage
component provides filters for determining the similarity between measurements already
archived in the incremental history component and completed measurements considered
as candidates for archival. If the candidates are observed to resemble existing history observations too closely they will not be archived. The algorithm for determining similarity
can be, for instance, the k-nearest neighbors (kNN) algorithm, which has been developed
for the resistance spot welding application (Junno et al. 2005), or the trajectory similarity
method presented in Chapter 4 of this thesis and in (Laurinen et al. 2006). The component
returning similar data compares on-going measurement data with archived data and pipes
the most similar data found in the incremental history back to the component calling it.
The basic components presented so far are organized into larger units that are used to
build the SA architecture. The components (units) of SA are implemented according to
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Fig. 15. Components of Smart Archive. (a): The implementation principle of a Smart Archive
component at the generic level. (b): The implementation of the component for storing historical data selectively.

the pattern shown in Figure 15(a). Each component consists of input and output pipes,
an interface, a generic filter, an application-specific filter and a data sink. The data is
input into the component using the input pipes, after which it is fed into the filter specific
to the component through an interface common to all components. The interface gives
the applier the freedom to customize the application-specific filter for application-specific
purposes. From the filter the data is piped to the data sink and from the sink to the other
components of the architecture. Using standard data storage technology for implementing
the sink allows the applier to access the data in a manner independent of SA. Implementing the sink using, say, a table in an SQL-compatible database enables direct access to the
data through an ODBC / JDBC interface.
Finally, an example of adapting the generic component for the implementation of an
application-specific component is presented in Figure 15(b). The example shows the implementation of the selective data storage component; the other components can be implemented in a similar manner. The data is entered into the selective data storage filter using
pipes originating from the feature and history components. The filter provides the generic
functionality of the selective data storage algorithm, such as retrieving the data being
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currently processed from the feature component and archived data from the incremental
history component. If the similarity measure implemented in the application-specific filter notices that the incremental history does not contain data resembling the feature data
being processed, the data is piped to the sink. Finally, the output pipe transfers the data to
the incremental history sink.

3.4 The architecture and operation of Smart Archive
A software architecture extending the reference architecture was developed using the
components presented in Section 3.3. The component architecture is based loosely on
the pipes and filters architectural pattern (Buschmann et al. 1996), which is suitable for
organizing the cooperation of separate components highly dependent on data flow. The
pattern divides data processing tasks into a number of sequential processing steps using
filters to transform data and pipes to transfer the data between steps. The data processed
by SA typically originates from entities producing sequences of observations. There are
therefore three kinds of data in the system that the pipes transfer: on-going measurements,
completed measurement series (a completed observation) and archived measurement series.
The architectural layout of Smart Archive is shown in Figure 16. The architecture is divided into live and history sections. Units in the live section handle the processing of data
from on-going entities, that is, entities that can be expected to produce more measurement
data. The organization of the data flow in the live section follows the reference architecture. The history section processes completed and archived measurement series. When
measurements from an entity are completed, the completed measurements are transferred
from the feature component to the selective data storage component. If the incremental history component does not contain measurements that are too similar, the completed
measurements are archived. Archived data can be retrieved to be utilized in models using
the component returning similar data.
The components of SA are updated in sequential order. The data flow and the order
in which data are transferred during an update cycle are explained using the numbers and
shapes above the pipes in Figure 16. The pipes transferring data from on-going measurements are marked with circles, the pipes transferring completed measurements with boxes
and the pipes transferring archived measurements with diamonds.
The processing starts by checking the measurement component to see if there are new
entities or new data available from the on-going entities in the system. If so, the new data
are transferred to the pre-processing unit (pipe no. 1) on to the feature extractor (2) and
the model (3). In order to be able to utilize archived data the model also needs data from
the history sink. Therefore the feature data is piped to the component returning similar
history data (4) for the purpose of determining the subset of archived data most similar to
the on-going data. Archived data is retrieved (5) and returned to the model (6 & 7). After
that, the model gives its analysis based on on-going measurements and knowledge from
archived measurements. The results of the model are then piped to the results unit (8).
The sequence so far was all about analyzing data from on-going entities. The last three
steps of the sequence perform the archiving of data. When the measurement sequence
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Fig. 16. The architectural layout of Smart Archive. The components are shown as rounded
boxes and the pipes connecting them as arrows. The sequential order in which data is processed during an update cycle is shown as numbers above the pipes.

from an entity is finished, pipe no. 9 transfers the completed measurement series to the
selective data storage component. The component then decides if the data will be piped
(10) into the incremental history sink. The last pipe in the sequential order transfers the
results of the completed measurements into the history sink (11).
One more property of the operation of Smart Archive needs to be described in order to
understand and replicate its functioning: a basic explanation of the data model that was
used to implement it. Figure 17 presents the entity relationship diagram of this data structure. The figure contains entities representing the components found in the architecture,
attributes1 of the entities and the relationships between the entities. Entities that would
not exist without other entities are called weak entities and are drawn using double boxes
(features, model and history data). Attributes that are derived from other attributes are
distinguished with dashed circles. Each entity, except for the measurements, is composed
of application-dependent attributes and system attributes needed for the operation of the
system. The application-specific attributes are drawn below the entities and the system
attributes above them. Three of the system attributes constitute a set of key attributes (denoted by underlined attribute names) that are used to distinguish the processed data items
from each other: the identity code of the observation (id), time stamp that tells the time
when the measurement was entered in the system (time_stamp) and a measurement number (m_no). The identification code and time stamp are self-explanatory; the measurement
number is used to distinguish measurements in the event that two or more measurements
from the same observation occur at the same time. The last system attribute (is_last) tells
if the measurement is the last one from the measurement series of an observation, meaning that the observation can be considered completed and transferred to the history data,
for example. The application-specific attributes are used to store the results of the various stages of transformations applied to the measurements made by the application (var
1, var 2, ..., var i). The diagram contains attributes for pre-processed data items (pp 1,
pp 2, ..., pp i), features (feature 1, feature 2, ..., feature i), outputs of the model (output
1, output 2, ..., output i) and features stored in the history data (feature 1, feature 2, ...,
feature i). The relationships between the entities are self-explanatory, but a few words on
1 In statistics an attribute is usually called a variable, in database terminology it may be called a column and
in engineering in some cases a feature.
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Fig. 17. Entity-relationship diagram showing the data structure of Smart Archive.
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Table 5. An example presenting the format in which the feature data could be stored.
id
261174
151275
261174
261174
151275
190304
...
261174
151275
190304

time_stamp
154656000000
187833600000
1062241200123
1062241200123
1062241200456
1079654400789
...
3310416000000
3343593600000
3373574400000

m_no
0
0
0
1
0
0
...
0
0
0

is_last
0
0
0
0
0
0
...
1
1
0

feature 1
13,1
10,1
18,1
11,1
1,14
9,20
...
9,14
3,14
65,35

feature 2
18,9
19,1
18,1
19,20
20,5
28,1
...
1,0
15,92
89,79

feature 3
A
quick
brown
fox
jumps
over
...
the
lazy
dog.

the cardinalities of the relationships are necessary. The cardinality and ordinality of the
relationship are marked on both sides of it and are used for describing the maximum and
minimum number of entities the relationship consists of. For example, pre-processing a
measurement may involve using data from 1 or more measurements (marked by (1,n) in
the diagram), but one measurement is pre-processed precisely to one pre-processed measurement (marked by 1). The history data does not necessarily store any information from
a feature (marked by (0,1)), but if it does, it stores the feature as it is (marked by 1). Also,
the model does not have to utilize any history data but may utilize an arbitrary amount of
it (marked by *) and an arbitrary amount of history data may be related to each output of
the model (marked by the other * in the relation).
Finally, to make the idea clear, the data structure of an individual entity filled with
a few measurements is demonstrated in Table 5. In this case the data structure is the
one used with the feature and history components, but the data presented originates from
the feature component. The table contains data from three observations, with id codes
261174, 151275 and 190304. The id code can either be acquired from the attributes
of the measurement entity, or if the entity does not have an identification attribute, it is
given by the system. The time stamp in this case is a millisecond value based on the
UNIX time of the current date. The table shows the measurements sorted in ascending
order using the time stamp. At the time 1062241200123 two measurements from the
observation with id code 261174 have been made and thus they are distinguished using
the m_no attribute. The last measurements from the observations with id codes 261174
and 151275 take place at the end of the table and therefore the measurement series from
those observations form a completed observation and moving them to the history data
can be considered. Measurements from the observation with id-code 190304 are still
to be expected because the is_last column does not contain the value 1 for any of the
measurements. Finally, the number of features is defined by the user who configures SA
and in this case it is three. The types of features are not limited by the system, they can
be for example in numerical, date or textual format.
The architecture meets the requirements laid down in the functional requirements analysis in Section 3.2. It instantiates and extends the reference architecture. The history

60
section stores data selectively and provides data most similar to on-going measurements
to be utilized in models. The architecture can be configured to fulfill application-specific
needs with its facilities for creating application-specific filters. It is suitable for processing continuously observed data from multiple entities and the workings of the architecture
and its components are easy to understand.

3.5 Case study: A data mining application for predicting
temperatures of steel slabs
This section presents a rather elaborate study on an application designed for predicting the
post-roughing mill temperatures of steel slabs while they are heated in a walking beam
furnace. This information can be used in fine tuning the heating of the steel slabs more
accurately into their predefined goal temperature. The creation and results of the application are described here. A feedforward-type neural network is fitted on the measurement
data measured from the furnace in an adaptive fashion.
In addition to presenting a promising data mining application, the presentation illustrates the motivation and importance behind developing a framework that can be used for
implementing continuously operating data mining applications. The results presented in
this section can be acquired by implementing the data mining solution from scratch or
by using a framework. As is presented in the case study, the implementation based on
the framework developed here is more efficient than that of implementing the application
in an independent stand-alone style. These results show how a real application can be
constructed using the more theoretical results of this thesis.
The application, the data set and work related to the application are described in Subsections 3.5.1 and 3.5.2. Subsection 3.5.3 describes how Smart Archive was configured
for this application. The general properties of the neural network method that was selected for predicting the temperatures is then described in Subsection 3.5.4 and the results
of applying the method are discussed in Subsection 3.5.5. Subsection 3.5.6 illustrates
the advantages of using SA for implementation by comparing the implementation of the
application from scratch and using Smart Archive.

3.5.1 Description of the application and the data set
Steel strips are produced from steel slabs in hot rolling mills. One part of the production
process consists of reheating the steel slabs in a slab reheating furnace to a predefined
temperature, usually between 1200◦ C and 1300◦ C. After this heating, the steel strips are
formed by rolling the slabs. The first mill the steel slabs go through is the roughing mill.
After the roughing mill, the temperature of the slabs, now called transfer bars, varies
between 1050◦ C and 1170◦ C. The transfer bars then go through a few more procedures,
the most important ones being rolling in the finishing mills and cooling. The end products
are steel strips hundreds of meters in length. The strip can still be subjected to further
treatments, such as cold rolling. Figure 18 presents these steps schematically.
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Fig. 18. Hot strip mill. Slabs are heated in the furnaces, roughed in the roughing mill, transformed into steel strip in the finishing mills, cooled and coiled into a roll. The figure illustrates
temperatures of interest and the location where the post-roughing mill temperature is measured.

The two most commonly used types of reheating furnaces are the walking beam furnace and the pusher type furnace. This work looked at the walking beam furnace. The
main difference between these furnace types is the way the slabs move in them. In the
pusher type furnace, the slabs are in constant contact with the floor of the furnace and
each other. The slabs that are inserted into the furnace push the slabs in front of them
forwards. In the walking beam furnace, the slabs move on top of rails that convey them
forward and do not allow them to touch each other.
The walking beam furnace is divided into independently controllable zones. The first
zones of the furnace work on the heat produced in the next zones, i.e. the active heating
zones where propane or carbon monoxide is burnt to heat the slabs. The last zones, called
soaking zones, are used to fine tune the temperatures to the desired goal temperature set
for each slab. It is important to adjust the parameters of the zones in such a way that the
slabs are heated to the predefined temperature as accurately as possible. This will lead
to a higher rolling quality of the slabs and to a higher quality of the finished product, the
steel strip.
The high operating temperatures of the furnace make the collection of measurement
data difficult, and it is simply impossible to collect information about some measures.
One such undetectable measure is the inner temperature of a steel slab. However, the
post-roughing mill temperature measurement of the surface temperature of the transfer
bar can be used as an estimate of the inner temperature. In this work, a neural network
model was developed to predict the mean temperature of the transfer bar based on the
initial information of the slabs and on the measurements made from the furnace and its
operating environment while the slabs are still in it. The precision of heating control can
be increased when a prediction of the transfer bar temperature is available while the slabs
are still being heated. When heating control is more precise, the temperature deviations of
the slabs in the different heating categories decrease and tuning of the further treatments,
including the finishing trains, is easier. The time it takes for the slabs to pass through the
furnace possibly also decreases.
The data used in the work consists of two data sets measured from a hot strip mill. The
first one was used to test a prototype and the second to test the software implementation of
the model. The data set for the prototype was collected in the summer of 1999 and consists
of observations from 3,200 steel slabs. The data set used in software development consists
of observations on 200 slabs recorded in the summer of 2001.
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Fig. 19. The Bayesian network constructed to illustrate the interactions between the variables
measured from the furnace and the slabs.
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The preliminary variables used in the model were selected on the basis of expert information. In the later modeling phases, the set of variables was reduced even further.
The total number of variables measured at the hot strip mill that are relevant to this application is about 150-200. This number was reduced first by carefully selecting the most
important variables from the production database together with an expert. At this stage,
there were still about 50 variables left. To gain more understanding of the relationships
between the different variables, the interactions were studied using a Bayesian network.
First, the connections of the network were identified using a search algorithm that generates the network structure automatically (Ramoni & Sebastiani 1997a,b), like in Section
2.5.3, but this time the network contained a considerably larger set of variables. Then, the
final model was formed with an application expert based on the automatically generated
model. Figure 19 shows the constructed network. The nodes in the figure stand for the
different variables, while the arrows indicate the interactions between them. The variables were also grouped into larger units to portray higher level abstractions, such as the
interaction between the slab dimensions and gas flows. The connections between these
abstractions show how the abstractions interact. The network was especially useful for us
researchers, who are not experts on the production process, but on modeling. More details
about the work with the Bayesian network can be found from (Laurinen et al. 2001) and
(Laurinen 2000).
The number of data points was reduced by including only the soaking zones in the
model, since the opinion of an expert was that this is a good starting point for producing a
working model. Moreover, slabs with post-roughing mill temperatures less than 1100◦ C
were excluded because these slabs may have been standing on the roller table too long before roughing. This waiting time cannot be anticipated while the slabs are in the furnace.
Twenty percent of the slabs fell into this category. Furthermore, the application deals with
possible missing values of variables by checking whether the measurement from that variable is within the range set for the variable. If not, it is replaced by the lower limit of the
variable if the measured value is lower than the lower limit or with the upper limit value if
the measured value is higher than the upper limit. If the measurement is completely missing, it is replaced by the median of the range. There are also more complex methods for
replacing missing values, including methods based on conditioning the missing value on
the existing values (Ramoni & Sebastiani 1997b). Finally, the input and target variables
of the neural network were scaled to a range from -1 to 1, which can make the training of
the network faster and help in initializing the weights Masters (1995b).

3.5.2 Work related to the application
In theory, a model based on physics and mechanics could be constructed to predict the
post-roughing mill temperature instead of the proposed neural network model. Unfortunately, this alternative is far from reality. The construction of a physical model to predict
even the simplest process can be very difficult (Gong & Yao 2001, Lennox et al. 2001).
Taking into account the fact that the operating conditions in the furnace are not constant
and that steel slabs with varying metal concentrations are heated in the same furnace, it
would be risky and very demanding to construct a physical model. Neural networks, on
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the other hand, are a suitable tool for process modeling tasks requiring a highly non-linear
approach (Lennox et al. 2001). Other alternatives for neural network models include the
finite impulse response (FIR), auto-regressive with exogenous variable (ARX) and moving average with exogenous variable (ARMAX) models and other statistical classifiers,
like for example those used in Chapter 2. The disadvantage of these alternatives is that
they are perhaps not capable of capturing non-linearities equally well as neural networks
(Gong & Yao 2001, Lennox et al. 2001).
An extensive survey of the existing applications in this area did not reveal any applications of this kind. However, there exist quite a few neural network applications in the field
of steel production. The research most similar to this has been done on slab temperature
prediction studies by Gorni (1997) and Nilsson (1998). The approach proposed by Gorni
built a neural network model from information obtained from thermometers installed inside special slabs run through the furnace. The use of these thermometers is, however, so
expensive that not many slabs can be run through the furnace, and excessive observations
are not economically feasible. It may also be a false assumption that the data gathered
with these few slabs would be representative. Moreover, the approach hardly allows for
longer term changes in the environment, since these special slabs cannot be run through
the furnace continuously. Nilsson (Nilsson 1998) predicts the same post-roughing mill
surface temperature of transfer bars in her paper as this research does, including the neural networks. The purpose of her models is to use the prediction to set the parameters
of the mills, which is different from the goal of this solution (more accurate heating of
steel slabs). Her model is based on a data set available only after the slab has exited the
furnace, including surface temperature and other measurements, and hence it cannot be
used to control the heating of the slabs while they are inside the furnace, which is acquired
using the proposed model. Her results are, however, comparable to the presented results
at some level, since they predict the same temperature. The prediction accuracy, i.e. the
root mean squared (RMS) error reported by Nilsson was 13. The RMS for the presented
neural network prediction was 7.9 and that for the median-filtered prediction 7.5. For the
predictions of the last observations, the respective values were 8.5 and 7.3. The benefit of
the developed model in comparison to hers is that it does not use any data recorded after
the slabs exit the furnace. It should be noted, however, that the data set and the process
used are different, which makes the results mutually quite disparate.
The proposed solution is based on sensor data gathered on-line from the furnace and
stored in a production database. The data used by the model can be acquired from the
database at the production line, and the use of the model does not require the installation
of any additional instrumentation. The model can be run as part of the existing plant data
system, which makes it affordable.
Other neural network applications at hot strip mills include an application controlling the heating furnaces (Kim et al. 1998) and applications developed for predicting the
rolling forces at finishing mills (Lee & Lee 2002). Applications for predicting the temperature after the last finishing stand based on information measured from the finishing
mills and the transfer bar have been developed in Vermeulen et al. (1997) and applications
controlling the shape of the strips in Fechner et al. (1994) and Yao et al. (1995). More
information about data mining applications in hot rolling processes can be found from
review papers like Jämsä-Jounela (2001), Takahashi (2001) and Schlang et al. (2001).
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Fig. 20. Configuring Smart Archive for the steel slab temperature application. (a): Configuration of SA at the architectural / operational level. (b): The pre-processing component. (c):
The feature extraction component. (d): The model component. (e): The history sink.

3.5.3 Configuring SA for the application
A short description of the application-specific coding of Smart Archive is given because
it is not necessary to go too deep into application-specific details that cannot be applied
anywhere else. The outline of the configuration is easy to understand by looking at the
architecture and components presented in Figure 20. The application-specific data originating from the four SQL-compliant database tables is marked with clouds in Figure
20(a). The first source contains temporal measurements from the environment, the second and third spatio-temporal measurements from the environment and the slabs, and the
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fourth contains static measurements from the slabs. Thereafter the measurements pass
through the pre-processing, feature and model components of the live-section of Smart
Archive. The work required for configuring SA for the application after constructing the
processing chain was to configure the application-specific filters of the components. The
first pre-processing task performed by the application-specific filter of the pre-processing
component is data integration (marked in Figure 20(b)). Data originating from the four
sources is integrated so that it forms measurement series in which variables are targeted
on the positions where measurements from the slabs have been acquired in the furnace.
After this the application-specific filter detects and processes possible missing values.
Now each measurement (row) from the slab contains approximately 150 dimensions. The
filter in the feature extractor is used to reduce this dimensionality (Figure 20(c)), so that
measurements only from selected variables enter the model. The filter also handles the
scaling of the data. From the feature extractor the completed observations (containing
on average 81 rows) are output to the history sink (Figure 20(e)), so that data from past
observations can be used for training the model. The data from the on-going observations
are passed to the model component (Figure 20(d)), which applies the neural network implemented in its filter and gives a prediction (result), which is then output to the history
sink. The prediction accuracy of the model is observed using the prediction data stored
from the processed observations, and if the prediction accuracy decreases below a certain
threshold, the model parameters are re-trained.

3.5.4 The model used for predicting the temperatures
The development of a data mining solution for this kind of application is a non-trivial task
for a number of reasons, as was described in the functional requirement analysis in Section
3.2. However, the model selection method was not the best possible one, since the model
that was applied was selected solely on the basis of intuition and previous experience with
similar problems. A feedforward-type neural network was used on the prediction, since
it was known that it resembles regression models and is capable of forming non-linear
prediction surfaces for multivariate data mining tasks.
A feedforward neural network consists of connected data processing units called neurons with each connection having an adjustable weight. The neurons are organized into
layers called the input, hidden and output layers. The data is fed into the input layer, further transformations are done in the hidden layer(s), and the result of the transformation
is read from the output layer. The number of hidden layers and neurons, as well as the
design of the connections between the neurons, defines how well the network can adapt
to the data. More detailed descriptions of the functioning of a feedforward network can
be found from various text books, such as Bishop (1995) and Press (1999).
The weights of the network are estimated from the data. The performance of the estimation technique determines how well the weights capture the behavior of the phenomena
under study. The techniques are divided into two general categories: deterministic and
stochastic methods. Deterministic methods have been designed to find a local minimum
from the initial settings of weights in the network. The best known deterministic method
is the back-propagation of error using derivatives calculated according to the error of the
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network to tune the weights to optimal values. More sophisticated methods include the
conjugate gradient technique. Stochastic algorithms have been designed to find a global
minimum from the search space. They incorporate a form of randomness, allowing the
optimized parameters, i.e. the weights, to change into new values that may be quite dissimilar from the previous values. This ultimately leads to the most optimal settings for
the weights, but may require considerable computing time. Examples of stochastic algorithms include simulated annealing (description available for example in Masters (1995a))
and genetic algorithms (description in Press (1999)).
The method of estimating the weights in this work was a compromise between the
fast deterministic algorithms and the computationally intensive stochastic algorithms. A
mixture of these two methods, called hybrid learning, was used. In hybrid learning, a
stochastic algorithm is used to estimate a good global starting point, and, after that, the
deterministic algorithm is used to estimate the parameters more accurately using these
starting points. After estimating the weights using the deterministic algorithm the final
set of weights is assigned to the set of values giving the best performance (possibly on a
validation data set).
When working with continuously acquired data, the estimated weights of the neural
network can be kept constant or they can be re-estimated within suitable periods. Models
in which the weights are re-estimated as the data changes are called adaptive models. The
two basic ways of estimating the weights adaptively are batch and on-line learning. In
batch learning, more than one observation is collected and the weights are re-estimated
using this data set. In on-line learning, the weights are updated after every new observation. The advantage of using adaptive estimation is obvious: the parameters of the model
are kept up to date.
A completely different question is the question of when an adaptive approach is needed.
Applications have shown that an adaptive model can outperform a static model, but the
decision to use adaptive modeling must be made based on the phenomena under study. If
the operating environment is not likely to remain constant, or it is too difficult to collect
a representative data set, then the use of adaptive modeling is justified. An example is a
model that predicts the temperature of steel strips after the finishing stands on a hot strip
mill Schlang et al. (2001). An adaptive neural network achieved a mean prediction error
of 1◦ C. When re-training was discontinued and the static version was adopted, the error
grew to 8◦ C. The cost of adaptivity is the more complex implementation of the models
because of the larger number of parameters to tune. A decision must be made regarding
when the parameters are re-estimated and how much data is used for the estimation, and
there might also be constraints on the time available for re-estimating the parameters.

3.5.5 Results
In order to use the feed forward neural network model with time series data, a windowing
function for the observations was used. The observations within the time window were
then used to train the network parameters and to predict the temperature of the slabs in
the soaking zones of the furnace. The prototype and the software implementation used
somewhat different time windows, as will be described later.
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The actual modeling work was started with a prototype made with Matlab and its
neural network toolbox. The neural network was selected to include 29 input variables
and one hidden layer with 12 neurons with tanh activation functions. The input variables
were selected at this stage after experimentation with different input variable sets. They
were the same variables as shown in Figure 19, except that the material percentages and
unconnected variables were left out. A deterministic training algorithm (the conjugate
gradient method) was used to estimate the network parameters. The time window that
makes up the training data was selected to contain information from so many slabs that
it contained at least 150 data points, which meant information from about fifteen slabs
(time series measurements of the slabs contain different amounts of measurement points
because the heating time of slabs is not constant). The network parameters were reestimated every time a slab went through the roughing mill. The predictions were filtered
using a mean filter. For a single slab, many observations were available in the soaking
zones, and hence many predictions, too, were given. The cumulative average of these
predictions was used as the predicted temperature, meaning that the first prediction was
used as such, while the second prediction was the mean of the first and second predictions
and so on.
The performance of the model was estimated by calculating different error statistics for
the predictions. The statistics are calculated from the absolute values of the last prediction
errors of the slabs before they exit the furnace. The mean error was 8.0◦ C and the median
error 5.6◦ C. The median error was considerably smaller, because the prediction error for
some slabs was large, and this increased the mean. The percentage statistics showed the
proportion of predictions that were closer than the respective temperature. Predictions
within 5◦ C (47% of the slabs) can be considered very good, predictions within 10◦ C
(73% of the slabs) good and predictions outside the range of 15◦ C (14% of the slabs)
poor. The product expert considered the prediction accuracy of the prototype good, since
it is sufficient for setting up additional treatments of the products, and further studies,
including pilot implementations of the model, should be made. Finally, the Figures 21(a)
and 21(b) show examples of the predicted (dashed line) and measured (continuous line)
values.
Software implementation of the model was started after successful implementation of
the prototype. Transferring the Matlab model to the production line was not considered, as
it would have been hard to fit it together with the information system, and the robustness
of the solution would hence have been questionable. A feedforward-type neural network
library with hybrid training algorithms was written, and an environment in which data
from the production line database could be tested off-line was developed.
The structure and the parameters used by the training algorithm of the network were
tested more extensively at this stage. Since there is no proven theory for constructing the
network structure, a semi-automated empirical approach was used. The approach is based
on testing a large number of neural network model candidates generated by using a set
of rules. The parameters chosen this way were the input variables, the number of hidden
layers, the number of neurons in each hidden layer and the parameters of the training
algorithm.
All of the tested models included a particular set of input variables. In addition to
this set, every model contained input variables selected uniform randomly from a set of
candidates. After selecting the input variables, the number of hidden layers was selected,
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(a)

(b)

Fig. 21. Prediction of the prototype (dashed line) plotted against the measured post-roughing
mill temperatures (solid line). (a): The most erroneous data set used with the prototype. The
vertical axis shows the post-roughing mill temperature in Celsius and the horizontal axis the
number of record in the data set. The slabs are in chronological order. (b): Enlargement of a
set of data from Figure 21(a).

and either one or two hidden layers were used. Then, the number of neurons in the hidden
layers was defined. The first hidden layer was randomly selected to contain a number of
neurons from the range of 0.33n − 1.2n, where n is the number of inputs. If the network
also contained a second hidden layer, it was selected to contain a number of neurons in
accordance with the first hidden layer in the same manner. Figure 22 shows the structure
of the final neural network model with the input variables.
Finally, threshold rules were used to decide when to retrain the network and when to
stop the training. It was not necessary to retrain the network unless prediction accuracy
decreased below a certain value. Because of this, the weights were re-estimated after the
average absolute prediction error of five consecutive slabs exceeded 9◦ C. These values
were determined by testing different rules for updating the weights. The training of the
network was completed after the training algorithm had applied the deterministic training
algorithm to a certain number of starting points initialized using the stochastic algorithm.
The number of starting points varied from model to model, as the models and training
parameters were randomly generated. After finding suitable training parameters, it was
not necessary to use cross-validation or other techniques for studying the training error
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Fig. 22. The structure of the neural network with the input variables.

because the large number of tested models (>2000) ensured sufficient parameter quality
of the best performing models. Parameters resulting in over-fitting or over-generalization
of the model would result in poor prediction accuracy and an inadequate model, since each
model was tested using the time series data, where each prediction can be considered to
be a prediction for validation data.
The models were calculated on multiple clients connected to a database containing
pointers to uncalculated models. After a client finished its calculations, the prediction
statistics for the calculated model were entered back into the database. The best performing models were then selected from the database, and the results were analyzed in more
detail.
The subfigures in Figure 23 show the predictions of the neural network plotted against
the measured values. In a perfectly performing model, the dots in the figure should lie
in the diagonal line. The two outer lines are 15◦ C away from the theoretical optimum,
representing the limits of acceptable deviation. As we can see from Figure 23(a), most
of the predictions are within the 15◦ C limits, but some clearly exceed them. These points
outside the limits are mostly predictions from single slabs. Figure 23(b) presents the
predictions for the last observations on the slabs before they exit the furnace.
Cumulative median filtering 2 of the predictions of each slab was applied to find out
if it would help to bring the predictions outside the limits closer to the optimum. Figures
23(c) and 23(d) show these points plotted in the same manner as in Figures 23(a) and
23(b). The median filtering brought the predictions of each slab clearly closer to each
other and removed most of the large errors in the lower part of the plot. Figure 23(c)
2 Cumulative median filter means in this context the application of a function that returns the median of
the predictions available at a point in time. As the slab closes the exit of the furnace, the value of the filter
approaches the median of the predictions for that particular slab.
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(a)

(b)

(c)

(d)

Fig. 23. The measured values of the post-roughing mill temperature have been plotted on the
x-axis and the predicted values on the y-axis, and some random noise has been added to the
measurements to distinguish the points more clearly. Plots 23(a) and 23(b) are plots for the
neural network prediction of the best performing model. In plots 23(c) and 23(d), median
filtering has been applied to the neural network prediction. Figures 23(a) and 23(c) contain
all the observations from the soaking zones, while the Figures 23(c) and 23(d) only contain the
last observation from each slab.

shows that the points outside the limits are grouped together and present an observation
on one slab. It is likely that the errors originate from a slab that has remained on the
roller table for an abnormally long time after exiting the furnace and has therefore lost
some of its temperature before entering the roughing mill. The time the slabs stay on the
roller table cannot be anticipated while they are heated, but it is usually standard. In the
operation on the production line, the model is informed of the delays, and the effect can
hence be controlled. At the time of this work, the information was not available off-line at
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Table 6. Statistics for the prediction error of the software implementation of the neural
network model predicting the post-roughing mill temperature. The column titled "normal"
shows the statistics for the neural network prediction, the column "median-filtered" shows
the corresponding statistics for the median-filtered prediction, and the last two columns
show the same statistics for the last observations of the slabs.
Normal
Mean
error
Median error
Standard
deviation
RMS
< 5◦ C
< 10◦ C
> 15◦ C

5.9◦ C

Medianfiltered
5.6◦ C

Last measurement
only
6.3◦ C

Last measurement
only, median-filtered
5.5◦ C

4.5◦ C

4.0◦ C

4.9◦ C

3.9◦ C

5.2◦ C

5.0◦ C

5.7◦ C

4.9◦ C

7.9
54 %
80 %
6%

7.5
55 %
80 %
5%

8.5
52 %
80 %
9%

7.3
56 %
79 %
5%

the set of data extracted from the plant information system for constructing these models.
Table 6 shows the same statistics for the prediction results as were calculated for the
prototype, the only difference being that these statistics were also calculated for predictions from all of the observations instead of merely the last values. The average of the
absolute error values of the unfiltered neural network model was 5.9◦ C and that for the
filtered model 5.6◦ C. The median error was 4.5◦ C for the neural network predictions and
4.0◦ C for the filtered values. The statistics calculated from the last observations of the
slabs are comparable to the prototype statistics.
The prediction accuracy of the model is sufficient for a tentative implementation at the
production level. The large prediction errors in 5% of the predictions are problematic,
however, and studies are being made to eliminate this problem using prior information,
for example. The presented results have been also reported in Laurinen & Röning (2005).
Furthermore, although the application is functioning as planned, there are a lot of ideas
for future development as well. Firstly, among the most important ones is the usage of
spatio-temporal information from the slabs, which is very limited at the moment. Chapter
4 discusses an interesting possibility of using trajectory data and provides a brief introduction on how data formed by the slabs could be used for retrieving most similar heating
trajectories. Secondly, the method that is used for adapting the neural network into the
data could be further developed. At the moment the adaptation is done in a batch learning
mode after the prediction error exceeds a certain threshold. Using the incremental learning mode could be a viable alternative. Last, but certainly not least, is the usage of the
history component for augmenting the training set. The technique presented in Chapter 4
can be used for this task as well.
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3.5.6 A comparison of the two ways of implementing the application
Two versions of the application were implemented. Both versions give similar results, but
are implemented in different styles. The first version of the production line implementation of the model was started by building it from scratch and the second version was
based on SA. With the first version, most of the implementation of the algorithms and
communication between the software and data sinks was highly application-specific. In
its most advanced form the version used an SQL-compliant database to communicate data
between the application-specific algorithms. The algorithms connected to the database retrieved the data processed by the previous algorithm in the chain and output their results
to the database. The implementation of this version did not follow any existing framework. The second version, which used SA for the generic operations, was implemented
as already described in Subsection 3.5.3. In the second version the application-specific
parts were implemented in the application-specific filters and the overall structure was
implemented using the framework offered by SA. The tools used for implementing both
versions included Java for implementing the filters; MySQL and Oracle were the supported data sinks, and SQL queries (through a JDBC connection) were used to pipe the
data.
Although software components for the pre-processing-feature extraction-modeling cycle could be identified (with careful examination) from the source code of the first implementation, almost all of the code was fully application tailored. During the laborious
implementation of the model, the need for a generic framework for constructing individual data mining applications became more and more evident. Unfortunately (or not), the
tailored implementation was finalized before the development of SA was started and only
after that the application was re-implemented using it. The upside of carrying out the
implementation twice with different approaches is that it offers a chance for comparison.
The two approaches are compared using criteria reflecting the guidelines of the requirements analysis of Section 3.2. The following categorization presents the evaluation, with
the implementation from scratch denoted with I and the implementation using SA with
II.
The presence of the reference architecture:
I The implementation is an application-specific adaptation of the reference architecture where the reference architecture is not particularly present. Feature extraction
filters are hard-coded as part of the base application. The model is hard-coded as
part of the application.
II The reference architecture is the backbone of the system and is clearly present.
The amount of work needed for data pre-processing is approximately the same as
in the first implementation, but the implementation of the application-specific filters
can be kept separate from the framework using the interfaces. Feature extraction and
model filters are adapted to application-specific needs using the interfaces.
Use of history information:
I There is no support for history information. The user must implement his or her
own components for utilizing history information, which raises the threshold for
utilizing it.
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II The architecture of SA supports the utilization of history information. The user
has the possibility to take advantage of the facilities for identifying similar measurements from long observation periods.
Level of transparency:
I Almost no transparency. It is quite difficult, even for a person familiar with the
reference architecture, to understand how the components of the system relate to
each other. The documentation of the software requires documenting all operations
used in transforming data (about 10,000 lines of code) to be explained.
II The level of transparency is high. A person familiar with the reference architecture can understand the workings of the system at a glance. Only application-specific
filters need to be documented.
Usability:
I The implementation meets the application-specific needs and works well as long
as no major changes are made to the furnace data system. When upgrading becomes
necessary, it must be carried out by hard coding the changes in an application-specific
manner.
II The framework is tailored to the application-specific needs and works well. It is
easy to adapt to new requirements, with the option of using third party components
developed for the SA framework.
Implementation time:
I It is hard to tell exactly how much time it would take to implement the application,
since different versions of the implementation built from scratch have been made in
an iterative cycle. If the implementation was started from scratch again, it would
take about six months to implement the solution.
II It takes about one and a half months to implement the application-specific filters
and a week to configure the information flow of the architecture for the application.
Software quality:
I Bugs are equally likely to appear in all the parts of the code. Because of this, all
of the code has to be tested.
II Bugs are more likely to be present in the application-specific filters because the
application independent framework has been extensively tested in its development
phase. Therefore, only application-specific filters need to be tested, which is a much
smaller task than testing all of the code.
From the standpoint of implementation, the most important advantage was the decrease in implementation time and the increase in quality. Almost no time was spent in
designing the architecture and operation of the software, since SA is based on the reference architecture. In fact, one of the largest design tasks was to decide in which filters
to place the application-specific code, which is not a very hard decision (using the reference architecture). Creating the application did not require coding an application-specific
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code for handling the data flows and hard coding the set of variables as part of the application. These time-consuming tasks could be implemented by properly configuring SA.
The amount of time spent tracking bugs decreased and the bugs could be traced by default
to an application-specific code. It is also much easier to explain the application logic to
the customer using the framework than with the fully-tailored approach.
The ability to use history data is an important feature from the standpoint of modeling.
In this particular application the production conditions vary so much that using a training
set containing data from a limited time frame does not necessarily lead to optimal results.
When the training data could be extended with similar measurements from longer periods
of history it would be more likely that measurements resembling the current production
conditions will be present. However, the studies on augmenting the training set with similar data are still in an early phase and will be continued after the completion this thesis.
During this work techniques that can be used in the history component for selective data
storage and retrieval were developed (as is described in Chapter 4), but not yet utilized in
the application.

3.6 Work related to Smart Archive
The field of data mining architectures is still rather unexplored, since very few earlier
architectural studies reporting the reference architecture as part of them were found in
the literature. However, architectures that can be adapted to implement the reference
architecture do exist, along with architectures and frameworks in other fields overlapping
in some aspects with data mining architectures. A data mining architecture supporting
the reference architecture is reported in Ahmed et al. (1998). The work approaches the
problem from a data warehouse (DW) perspective and does not describe a framework for
implementing DM applications. Other DW-centric studies are presented in Mariño et al.
(2000), Chan et al. (2000).
Architectures for processing data streams or data feeds have been developed in Roodyn
& Emmerich (1999), Lui et al. (2000), Fernandez (1998), Hsiung et al. (2002). Roodyn &
Emmerich (1999) presents an architectural style for the integration of multiple real-time
data feeds on Windows NT platforms. The design includes a live data object manager
and a historical data object manager and the idea of applying filters on the data feeds
for "filtering those information from the data feeds so as to reduce the information overload". These properties reflect the ideas behind data mining applications, but it is obvious
that the authors have not had data mining applications in mind when designing the architecture. For example, the design does not mention the stages found in the reference
architecture and the history component has no intelligence for selective data storage or
similarity detection. The proposal by Lui et al. (2000) (called iFlow) is also a componentbased framework for streaming data processing. What is common to this work is the
property of utilizing continuously observed data streams and the architectural style of using pipes to connect components. Fernandez (1998) has a quite different design in his
architectural style for object-oriented real-time systems. However, he notes that "design
decisions can be evaluated based on mathematical analysis of real-time behavior previous
to testing activities" and applies his system for "real-time data acquisition and alarm mon-

76
itoring of industrial processes". Finally, Hsiung et al. (2002) present a framework called
VERTAF for embedded, real-time systems development. The framework shares some of
the motivation of this work, offering components and interfaces for implementing embedded systems. None of the authors mentioned above have developed their designs for data
mining applications. They do not include the reference architecture in their descriptions
nor do the designs contain mechanisms for selectively processing history data. These contributions are valid in their respective fields of application, but contributions similar to the
contributions presented in this work were not identified. On the other hand, any of these
designs could be further developed for presenting an architectural style and framework for
implementing data mining applications. However, even if these designs were developed
further to make them suitable for data mining applications, it is questionable whether they
would achieve the same quality as a framework built solely for data mining applications.
It is clear that a consistent comparison is not possible.

3.7 Discussion
This part of the thesis presents an application framework and architecture for implementing data mining applications and an application for predicting the post-roughing mill temperatures of steel slabs. The main points of the functional requirements analysis were
presented in order to motivate the design solutions behind the framework. The components and architecture of the SA framework were explained at such a level that people
interested in experimenting with the architecture can implement it and adapt it to their
applications and tools. The benefits of the SA framework in application implementation
were outlined in a case study in which a method for predicting the post-roughing mill
temperature of steel slabs was developed. The prediction was done using neural networks
while the slabs were heated in the walking beam furnace. A Bayesian network was first
used to visualize and clarify the interactions between the various variables affecting the
heating process. After that, an adaptive neural network model was applied to the data,
with a mean prediction error of 5.6◦ C. The results were accurate enough for a tentative
application of the model on the production line. A comparison of implementing the application using a fully-tailored approach and implementation using SA was analyzed. The
major benefits of using SA for implementation were a reduction in development time,
higher quality, extensibility and a more transparent system structure.
In the previous chapter of this thesis the process of finding a data mining solution from
a measurement data was discussed - which is a challenging task in itself. Nevertheless,
finding the solution is often not enough - for example in data mining projects developing
on-line applications the project is not completed until the solution has been implemented
as a data mining application capable of on-line utilization of measurement data. The
search for the solution and implementation of the found solution are two different tasks
linked by the data mining solution. They also require very different specialization: the
data mining process requires advanced knowledge of the data transformation functions,
while the implementation phase requires advanced knowledge of software engineering. It
is often the case that people skilled in data mining are not as skilled in software engineering. This may be part of the reason why there exist a lot of studies wherein a good data
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mining solution for an issue has been found, but it has not been implemented as a practical
application. On the other hand, if the challenge of finding a data mining solution is posed
to skilled software engineers capable of implementing the solution, they might not have
the skills for finding the solution. This part of the thesis presented an application framework and architecture that can hopefully be used to lower the threshold for implementing
the solution found as a real world application.
A lot of the contribution presented in this thesis was inspired by the steel slab temperature application and the needs it has imposed for the data mining process and framework.
These results illustrated the capabilities of a real world data mining application that can be
implemented by using the developed approach. This is of utmost importance for justifying
the usability of the contribution of this thesis. The purpose of the application-independent,
theoretical work presented here is to facilitate the creation and implementation of data
mining applications. These results have shown that the methodology is valid and applicable in practice - based on the results acquired after implementing the presented solution.
The development of the presented SA framework that was used for implementing the
solution was an iterative process in which the application had a central role. The work was
started by hard coding the solution as an independent application reading the measurement
data from flat files, which was a task that consumed both time and patience. Shortly
after that implementation, it was clear that the requirements (see Section 3.2) set by the
application were not being met using the approach. After rewriting the application to
meet some of the requirements it became evident that the application should give more
freedom for changing the algorithms and variables it is using. This led to re-thinking
the application and changing the way it is designed. The new approach was to design
and implement the application in a top-down approach instead of the bottom-up approach
applied up to that point. The application framework presented in this chapter was created
for that purpose, using the reference architecture as a backbone. Finally, the application
was implemented using the framework. After this, the application had grown to meet
all the requirements set for it. It had evolved from a platform-dependent, hard-coded
application that is reading flat files, to a platform-independent, re-configurable application
that can be tailored to be run both in the information system of the steel plant as well as
in the simulation environment run in the research laboratory. Of course, it would have
been much better if the framework would have been available already when starting the
implementation of the first version of the application. That would have avoided a lot of
unnecessary implementation work. But, on the other hand, the framework would not exist
if its importance had not been learned the hard way.
Furthermore, the data mining process presented in Chapter 2 of this thesis was not
available during the creation of the steel slab temperature application because it was created in the project studying the quality of the spot welding joints only after the slab temperature application had moved to the implementation and prototyping phase. There is
no doubt that using the semi-open data mining process for feature selection and model
testing would have been very fruitful in this application as well. Partly because of that,
the features and model of this application might not be optimal - there are possibilities
for improvement in feature and model selection that are left for future work. However,
the parameters of the neural network were selected with care and the performance of the
application meets the requirements set for it.
Future development work on the topic has already begun. Emphasis is given to devel-
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oping the incremental history component of the framework and making it easier to link
it to the other components. The history component of the current development version
contains the base technology needed for detecting similarity (or novelty) from the measurement data. Future work also consists of developing an improved, more product-like,
version of the framework. The current version is easy to apply and configure for a person
experienced with the framework - the results and principles are easy to understand by any
data miner. The future version should also be easy to apply and configure by persons not
so experienced with the framework. Finally, the framework will be made easier to reconfigure. At the moment, applications can be constructed by configuring the framework to
application-specific needs and then running them on top of the platform provided by the
framework. Future research and development work will be addressed on runtime configuration of the framework. This will allow for the changing of the components and filters of
the framework runtime, which will result in a greater capability to react to changing conditions. The current version supports only runtime reconfiguration of the parameters of
the application-specific filters, such as the parameters of the neural network. The current
version, its capabilities and future development ideas were considered so promising that
funding for a new research project developing these properties of Smart Archive, and new
applications, has been granted by the National Technology Agency of Finland (TEKES).

4 Similarity detection and an efficient algorithm for the
history sink
This chapter describes an efficient algorithm for similarity detection. Before presenting
the algorithm, Section 4.1 gives a short overview of what similarity (and novelty) detection is and what it can be used for. The algorithm developed is applicable for trajectory
data and can be used for increasing the performance of the history component of Smart
Archive. Section 4.2 explains what trajectories are and what has to be considered when
calculating similarities between them. Section 4.3 then presents the algorithm, which can
be applied on all kinds of trajectory data in which one dimension of the data is increasing.
Section 4.4 shows that the complexity of the algorithm is linear when the measurement
dimensions are increasing and Section 4.5 presents an empirical estimation of efficiency
under more general conditions. Finally Section 4.6 presents work related to the algorithm,
and a discussion of the algorithm is given in Section 4.7.

4.1 Principles of similarity and novelty detection
Similarity and novelty detection are rather broad terms. People face situations in which
they apply them throughout their everyday lives. Recognizing the events of meeting new
people, hearing new songs or visiting new places are natural examples of everyday applications. Another example is the capability of the human body to recognize organisms
that do not belong there, for example viruses. For living organisms, similarity and novelty detection and the capability of responding to novel events is more or less natural.
However, the basic principle behind all similarity and novelty detection, be it human or
computational, is the same - the level of similarity of a new item is based on a comparison
of the item to an existing collection of items. The degree of similarity of the new item can
be evaluated based on the evidence acquired using the comparison. After this, the item
is considered novel if it fulfills some application-specific rule. In some cases the query
item could be defined as novel if it is different from all the items in the collection. In the
case where all new observations are defined to be novel, items are defined as novel even if
an exactly similar item is already in the collection. This leads to noticing the connection
between similarity and novelty detection. Novelty detection is obviously a special case of
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similarity detection. It is a two-class problem in which the observed item is either novel or
not. Because novelty detection methods incorporate similarity measurement and in many
cases similarity measurement methods enable output in continuous precision, the degree
of novelty (or similarity) can be calculated. This degree of similarity is then transformed
into binary output (novel or not) or could be used for other purposes as well. This touches
on one of the key problems in novelty detection - where is the line drawn with regard to
how dissimilar an observation has to be before it can be considered novel?
What are some typical applications of similarity and novelty detection? The general
logic behind the applications is to compare a query observation to the observations in a
database, as stated above. For example a data storage application could compare a new
observation to the observations in a database and decide to store the new observation only
if it is novel. The same principle could be used in retrieving the most similar observations
from the database and to use them for example to expand the training data set of a classifier. Information about the novelty of the new observation could also be used to calculate
a statistic describing the confidence of the classification of the new observation - a novel
or dissimilar observation may lead to unexpected behavior of the classifier.
Real world applications of novelty detection can be found for example in the fields
of fault detection or inspection. Marsland et al. (2005) have developed a neural network
application that controls a mobile robot capable of novelty detection by ignoring neural
network inputs that present normal operation. The mobile robot can be used for example
on remote inspection tasks, where its task is to observe anything that deviates from the
usual. This can be useful in environments where humans cannot enter or in repeatedly
activated inspection tasks, for example guard work. Pontoppidan et al. (2005) present an
application monitoring the condition of large-scale diesel engines. A mean field independent component analysis model is trained on normal signals measured from the engine
and when a fault is induced in it, the model is capable of detecting it. Furthermore, an
overview of intelligent fault detection can be found from Worden & Dulieu-Barton (2004).
Singh & Markou (2004) have used novelty detection methods to recognize unknown objects from video streams. The application lets the user manually label the objects that
have not been recognized using a neural network model trained for identifying the objects
known so far. After manual labeling the novel objects are added to the training data of the
network. Finally, Tarassenko et al. (1995) have developed a novelty detection approach
for identifying masses in mammograms. They report that breast cancer is a major cause
of death among women aged from 35 to 55 years and if it can be recognized in an early
stage by means of a mammogram, it is easier to cure. The method was based on comparing new mammograms to the point density functions of earlier mammograms using local
Parzen estimators. The system was capable of correctly drawing attention to the regions
of mammograms that needed further analysis from a human expert. A good review of both
theoretical and application developments of novelty detection can be found from review
papers Markou & Singh (2003a) and Markou & Singh (2003b).
The next sections introduce the contribution of this thesis in the field of similarity /
novelty detection. An algorithm that is developed for a special case of similarity measurement is presented. The algorithm can be applied to observations that are composed of
finite measurement series (trajectories) measured possibly from more than two quantities.
The algorithm presented is substantially more efficient than the practice currently used for
calculating the similarities and can be used for example in the history sink of SA.
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4.2 About trajectories and measuring similarities between them
The Merriam-Webster dictionary defines "trajectory" as: ’a path, progression, or line of
development resembling a physical trajectory’. In other words, trajectories are series
of measurements made on an entity of interest and interconnected in the measurement
space. Trajectories of measurement values varying over time (temporal) or location (spatial) or both (spatio-temporal) are observed in many application areas. Examples vary
from studying the variation of temperature over time (and its possible effects on the climate) to predicting stock prices. The development of computers and digital data storage
devices has made it feasible to process and store trajectories automatically. There are
tools for efficiently producing answers to such questions as: "given a trajectory tra jq and
a collection of trajectories T, what are the x trajectories most similar to the query trajectory tra jq in the collection T?". In order to find an answer, it is necessary to formulate
a measure of similarity between two trajectories, to calculate the values for the similarity
measure between tra jq and the trajectories in the set T, and to return the x trajectories
with the smallest value of the measure, in case smaller is equivalent to more similar.
In order to be able to measure the similarity between two trajectories, it is necessary to
define a way for measuring the similarity between the values that make up the trajectories.
The values are measurement points in a m-dimensional measurement space, where m is
the number of observed quantities. The L p norm is a popular point-to-point measure of
distance, and it is defined for two m-dimensional points a and b as
L p (a, b) =

"

m

∑ (|ai − bi |

i=1

p

#1/p

)

.

(1)

Setting p to 1 gives the Manhattan distance and, the Euclidean distance is obtained when
p = 2.
The process of calculating the similarity between two points is more trivial than calculating the corresponding similarity between two trajectories. There are three major
features that make the calculation more complicated for trajectories:
1. Measurement intervals. The values may be observed in equidistant or varying distance intervals.
2. Number of values. Two trajectories may contain different numbers of measurement
points.
3. Dimensionality of measurement space. Trajectories may be measured in two- or
multi-dimensional spaces.
Figure 24 illustrates these differences. The trajectories tra ja and tra jb contain the
same number of points (n(tra ja ) = n(tra jb ) = 6), are of equal length in the horizontal
direction (time in this case) and are measured in equidistant intervals (si+1 − si = c, ∀i =
1, ..., n − 1). It is obvious, but still worth pointing out, that the measurement values (in
the vertical axis) may increase and decrease over time, but the value of time between two
consequent values (horizontal axis) is always increasing. In other words, ti < ti+1 , ∀i =
1, ..., n − 1. The increasing nature of one of the dimensions is emphasized here because it
is the key point in the development of the similarity measurement algorithm presented in
the next section. The L p norm can be trivially extended to measure the similarity between
the types of trajectories where each point has a parallel counterpoint in the other trajectory,
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Fig. 24. Trajectories a and b are observed at equidistant intervals with the same number
of measurement points, while trajectories c, d and e are observed in varying intervals and
varying amounts of measurement points.

like for example tra ja and tra jb , which are plotted using the solid line in Figure 24. Since
all the points of each trajectory have matching points (in the vertical direction) in the other
trajectory, the L p norm can be calculated using the formula
n(tra j1 )

L p (tra j1 ,tra j2 ) =

∑
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which is the L p norm between the matching points of two trajectories summed over
all the points of the trajectories. This is one of the simplest examples showing the calculation of similarity between two trajectories. But what if the assumptions of equidistant
intervals, equal numbers of measurement values, and two dimensions were relaxed? The
trajectories tra jc and tra jd in Figure 24 are an example of trajectory data where the formula 2 could not be applied to the calculation of distances, or at least it using it would
not make sense. Although the points are presented in two dimensions, both trajectories
contain a different numbers of values unequally distributed in time. To be able to calculate
the measure of similarity for these two trajectories, one needs to define how to find the
matching points closest to each other in the two trajectories and how to take into account
the varying numbers of points in the trajectories.
The proposed algorithm is a natural extension for calculating the similarity measure
for trajectories of this kind, where the assumptions are more relaxed. The algorithm is
efficient in terms of usage and calculations. Firstly, the increasing nature of one of the dimensions is used to optimize the performance of the algorithm - a result which can always
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Algorithm 1: The intuitive algorithm for calculating the similarity between two trajectories.
input : trajectories tra ja and tra jb of size n(tra ja ) and n(tra jb )
output: the distance between the trajectories, tra jectorydistance
set tra jectorydistance to 0;
set smallestdistance to ∞;
for i ← 1 to n(tra ja ) do
for j ← 1 to n(tra jb ) do
if d(tra ja,i ,tra jb, j ) < smallestdistance then
set smallestdistance to d(tra ja,i ,tra jb, j );
end
end
increment tra jectorydistance by smallestdistance;
set smallestdistance to ∞;
end
set tra jectorydistance to (tra jectorydistance/n(tra ja ));
return tra jectorydistance;
be used with temporal trajectories, for example. Secondly, the similarity measure it calculates nearly fulfills the requirements of a metric space, which makes it more credible. The
following sections present the algorithm, its computational efficiency and its usability.

4.3 Proposed algorithm
The algorithm described in this section can be used to measure the similarity between two
trajectories that contain values observed at varying intervals, possibly containing different
numbers of values, with one of the dimensions increasing. This algorithm outperforms
the intuitive algorithm currently used.
What exactly is the "intuitive" algorithm? If one were given the task of devising an
algorithm that calculates the similarity for trajectories fulfilling the above-mentioned conditions, the intuitive idea would be to use the kind of algorithm represented by the pseudo
code in Algorithm 1. The algorithm starts from the first point of the trajectory tra ja , scans
all the points of the trajectory tra jb , adds the distance between the closest pair of points in
the two trajectories to the overall distance between the trajectories, and repeats this until
all the points in the trajectory tra ja have been processed. Finally, the distance is divided
by the number of points in tra ja to neutralize the effect of varying numbers of points in
the different trajectories.
Why is use of the intuitive algorithm insufficient? After all, this ensures that the
distance is always calculated using the smallest distance between the points in the two
trajectories. To begin with, the performance of the intuitive algorithm is far from optimal. The number of distance calculations needed to obtain the similarity measure is
n(tra ja )n(tra jb ), i.e., the complexity of the algorithm can be classified as O(n2 ). Secondly, the usability and reliability of the algorithm are questionable, as is explained after

trajb,j+3
trajb,j+2

d

2

d

d

d4

trajb

5

trajb,j+1
trajb,j
d1

Increasing variable 2

84

3

traja,i
traja,i-1

traja

Increasing variable 1

Fig. 25. Illustration of the algorithm when all dimensions are increasing.

the presentation of an improvement for the performance issue.
The performance increase of the presented algorithm is based on optimization leading
to a drastic decrease in the number of necessary distance calculations when applied to trajectories containing an increasing dimension. The idea of the algorithm is explained using
Figure 25. This Figure presents a special case, where the two trajectories are increasing in
both dimensions, which makes it easier to understand the idea. The increasing property is
utilized to limit the number of distance calculations needed to define the distance between
the trajectories. In order to find the point in tra jb closest to the point tra ja,i it is enough
to start the search from the point closest to tra ja,i−1 (found in the previous iteration of the
algorithm, marked tra jb, j in the figure). Because the trajectories are increasing, all the
points observed before the j:th point of tra jb must be farther from tra ja,i than the point
tra jb, j and can therefore be ignored. The distance is then calculated from tra ja,i to the
consequent points in tra jb starting from the point tra jb, j , until the distance between the
points in the two trajectories begins to increase. After this, it is certain that the distances
to the other points in tra jb are greater than the minimum distance that was found and
can be ignored, for example, in Figure 25 d2 > d3 > d4 < d5 ; hence the search can be
stopped after calculating d5 . The algorithm therefore makes the search for the pairs with
the shortest distance independent of the number of points in tra jb and dependent only on
the neighborhood of the points following the point tra jb, j .
The previous explanation described the first version of the algorithm that could be
applied only to a scenario in which all the dimensions of the trajectories are increasing.
Shortly after this, it was noticed that the algorithm can be extended to any scenario in
which only one of the dimensions of the trajectories increases. Figure 26 visualizes the
operation of the algorithm in this more general setting, using a two-dimensional case
where the values of the trajectories are increasing on the horizontal axis. The aim is
again to find the bounding points in tra jb , to ensure that the closest point in distance lies
between them (or is one of them). The search for the closest point for the point tra ja,i is
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Fig. 26. Operation of the algorithm when only one of the dimensions is increasing.

started again by calculating the distance to the point in tra jb closest to the point tra ja,i−1 .
In Figure 26 this distance is marked as d2 . Now, it is certain that the point closest to
tra ja,i must be within or on a circle with a radius of d2 . The search is then continued by
traversing the points in tra jb backward, starting from tra jb, j , until the point is reached
that is farther away on the increasing dimension than the radius. In Figure 26, this limit
is denoted with a vertical line marked with l1 . Now, it is certain that the points behind
this line are farther away than the closest point discovered and can be ignored. The same
procedure is repeated onward from the point tra jb, j . During the search for the closest pair
of points, the search radius is further decreased by updating it to be the distance from the
point found so far to be closest to tra jb . In Figure 26, this happens after calculating d3
(d3 < d2 ), and the search radius is updated. After the update, it is necessary to traverse
the points only until the line marked with l3 is crossed. The procedure is repeated for
all the points in tra ja . Again, the algorithm is not dependent on the number of points
in the other trajectory, but only on its local behavior. The pseudo code for both of these
algorithms is presented in Algorithm 2. The notation tra ja,i,k is used to denote the value
of the k:th-dimension of the i:th-point of the trajectory a, where k is the index of the
increasing dimension.
Let us continue by examining the usability of the algorithm compared to the intuitive
algorithm. First of all the distance calculated using the intuitive algorithm does not fulfill
three of the four requirements set for a metric space (see the requirements in Table 7).
The first condition is more dependent on the point-to-point distance measure and holds
whenever the L p norm is applied. Trajectories tra jc , tra jd and tra je in the Figure 24 (on
page 82) demonstrate an example of three trajectories violating the latter three requirements when using the intuitive algorithm. The second condition does not hold because all
the points in tra jc overlap with a point in tra je and hence d(tra jc ,tra je ) = 0 and tra jc 6=
tra je . Furthermore, the algorithm is not invariant to the order in which the trajectories are
given to it (violation of the third condition). In the figure, this means that d(tra jc ,tra je ) 6=
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Algorithm 2: The algorithm developed for calculating the similarity between two
trajectories.
input : trajectories tra ja and tra jb of size n(tra ja ) and n(tra jb ), index of the
increasing dimension k
output: the distance between the trajectories, tra jectorydistance
set tra jectorydistance to 0;
set smallestdistance to ∞;
set pointdistance to ∞;
set index to 1;
set scroll to true;
for i ← 1 to n(tra ja ) do
for j ← index to n(tra jb ) do
while (tra jb, j,k > (tra ja,i,k − pointdistance)) and (scroll == true) and
( j > 1) do
subtract 1 from j;
end
set scroll to f alse;
if (tra ja,i,k − pointdistance) < d(tra ja,i ,tra jb, j ), <
(tra ja,i,k + pointdistance) then
set pointdistance to d(tra ja,i ,tra jb, j );
if pointdistance < smallestdistance then
set smallestdistance to pointdistance;
set index to j;
end
end
else if tra jb, j,k > (tra ja,i,k + pointdistance) then
break ;
end
end
if i < (n(tra ja ) − 1) then
set pointdistance to d(tra ja,i+1 ,tra jb,index );
end
increment tra jectorydistance by smallestdistance;
set smallestdistance to ∞;
set scroll to true;
end
set tra jectorydistance to (tra jectorydistance/n(tra ja ));
return tra jectorydistance;
d(tra je ,tra jc ). Finally, the fourth condition (triangle inequality) does not hold, because
d(tra jc ,tra jd ) > d(tra jc ,tra je ) + d(tra je ,tra jd ).
From a practical point of view, violation of the third requirement is the most serious
flaw of the intuitive algorithm. It not only makes the algorithm unusable, but may also
lead to the practitioner using very unreliable results of analysis. On the other hand, the
algorithm could be made nearly compliant with metric spaces, and the problem fixed, by a
slight modification that is now applied to the algorithm developed. Instead of applying the
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Table 7. Requirements of a metric space.
No.
(1)
(2)
(3)
(4)

Requirement
d(tra ja ,tra jb ) ≥ 0, ∀ tra ja ,tra jb ∈ T
d(tra ja ,tra jb ) = 0 ⇒ tra ja = tra jb
d(tra ja ,tra jb ) = d(tra jb ,tra ja )
d(tra ja ,tra jc ) ≤ d(tra ja ,tra jb ) + d(tra jb ,tra jc ), ∀ tra ja ,tra jb ,tra jc ∈ T

algorithm only to calculate d(tra ja ,tra jb ), two distances, d1 = d(tra ja ,tra jb ) and d2 =
d(tra jb ,tra ja ), are calculated. After this, the ultimate distance between the trajectories is
defined to be max(d1 , d2 ). The procedure makes the algorithm fully compliant with the
first three properties of a metric space and nearly compliant with the triangle inequality.
Although in most cases the algorithm also fulfills the triangle inequality, under certain
circumstances the procedure is only nearly compliant with it.
The procedure can be further optimized by storing the point-to-point distances calculated at the first pass (d1 ) in memory and, on the second pass, by calculating (d2 ) only the
distances not calculated during the first pass. For the sake of simplicity, this optimization
is not presented in the pseudo code in Algorithm 2. It is emphasized that the performance
studies presented in the next section are applied to this two-pass version of the developed
algorithm and to the one-pass version of the intuitive algorithm.

4.4 About the complexity of the algorithm
This section demonstrates that the complexity of this algorithm is linear in the case in
which all measurement dimensions are increasing. The property is shown by studying the
number of point-to-point comparisons required by the algorithm.
Let zi be the number of point-to-point comparisons needed for finding the closest point
in tra jb to a point tra jai and let ki be the index of the closest point to tra jai in tra jb .
The total number of calculations needed for finding all the closest matching pairs in the
a
two trajectories is ∑ni=1
zi , where na is the number of points in tra ja . The number of
calculations, zi , can also be written as zi = ki − ki−1 + 2, assuming that the comparisons
are always started from the point (ki−1 − 1) and ended at the point (ki + 1). This means
the assumption is made that at least three comparisons are needed for every point in tra ja .
In some cases this number can be smaller (one or two), but it is enough to show that the
algorithm is linear under this more demanding condition. If so, then the same result holds
for cases when the number is one or two.
Figure 27 gives a concrete example of these notations. The point-to-point comparisons
needed for finding the closest matching point to tra ja1 are drawn using the dashed lines.
Three comparisons are needed and therefore z1 = 3. The closest point to the first point
of tra ja is the second point of tra jb and hence k1 = 2. Now, the task is to determine the
complexity of this sum with respect to the number of points in the two trajectories. In
order to do so, the sum is written as
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na

∑ zi =

(3)

i=1
na

∑ zi + z1 =

i=2
na

∑ (ki − ki−1 + 2) + k1 − 1 =

i=2

na

2(na − 1) + ∑ (ki − ki−1 ) + k1 − 1 =
i=2

2(na − 1) + (kna − k1 ) + k1 − 1 =
2na + kna − 3,
which is clearly linear and hence the complexity of the algorithm in this case is in the
class O(n). The calculation of the accurate complexity of the version of the algorithm that
is also applicable in situations when all of the dimensions are not increasing is left for
future work.

4.5 Empirical estimation of efficiency
The performance of the algorithms developed here was evaluated using two data sets. The
first experiment 4.5.1 shows the efficiency and usability of the algorithm in a real world
application, and the second one 4.5.2 demonstrates the efficiency under more general
circumstances, using synthetically generated data. The results are finally summarized in
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Subsection 4.5.3. The performance of the algorithms was evaluated in an implementationindependent way. This was accomplished by measuring the performance with the number
of point-to-point distance calculations needed to obtain the value of the similarity measure.

4.5.1 Data from a walking beam furnace
In this part of the comparison the performance of the algorithms was evaluated using
trajectory data formed from the steel slab data set collected from the walking beam furnace
described in Chapter 3.5. In addition to the static measurements made from the steel
slab, the data set contains the location of the slabs in the furnace and 29 other temporal
measurements stored at approximately one-minute intervals as the slabs pass through the
furnace. An important factor affecting the post-roughing mill temperature is the spatiotemporal trajectory of the slab, which is formed by the elapsed distance of the slab from
the entrance of the furnace and the elapsed heating time of the slab. In addition to this, the
trajectory can be augmented with extra (temporal) dimensions, such as the roof and floor
temperatures measured from the locations the slab has been in.
The data set used in this study consists of 5,532 trajectories recorded from steel slabs
between the years 1999 and 2003. Each trajectory contains on average 81 values, and
the heating times vary from 7,283 to 53,390 seconds (from ≈2 hrs to ≈14 hrs). These
values are observed at approximately one-minute intervals, as stated earlier, and it is not
unusual that occasional values are missing. These conditions were the impetus for the
development of the algorithm presented. The trajectories need to be scanned for finding
the closest matching pair of points in them (because matching pairs do not occur in parallel time). Furthermore, the varying lengths of trajectories make the intuitive algorithm
unusable, mostly because of the property d(tra jc ,tra je ) 6= d(tra je ,tra jc ) when using it.
Three different scenarios were used to evaluate the performance of the algorithm developed in this study compared to the intuitive algorithm. The data set used in the first
scenario contains the type of trajectories presented in Figure 25, where all the measurement dimensions are increasing. The observed dimensions are elapsed time and elapsed
distance, and both are thus increasing. The second scenario reflects the properties of Figure 26, where the first dimension is elapsed time (increasing measurement) and the second
dimension is the temperature of the roof measured above the slab at each location the slab
has been in (measurement varying according to time). The third scenario presents the
performance of the algorithm when the first dimension is increasing and the number of
varying dimensions increases to four (roof temperature, floor temperature, liquid gas flow,
and coke gas flow, with values observed with respect to time).
Data from 100 trajectories were used as a test set to query the most similar trajectories
from the training set (collection of stored trajectories). The training set was limited to
trajectories from slabs that were not in the furnace at the same time as the query trajectory.
This was done to make the experiment a little more realistic, since in a real usage scenario
the data from an on-going measurement would be compared to the trajectories in the
history sink (finished observations). Therefore, the training set was a bit different for
most slabs, with the size varying between 5,457 and 5,508 slabs. After calculating the

90
1,02

6000

1,58

14,77

Number of distance calculations

7000

5000
4000
3000
2000
1000
0

1

2

3

Algorithm

Fig. 28. A comparison of the performance of the algorithm using measurement data from a
steel mill.1 = Data with two dimensions, both increasing. 2 = Data with two dimensions, the
first increasing. 3 = Data with five dimensions, the first increasing.

similarity between the query slab and the slabs in the training set, the average number
of calculations needed to compare the query slab to a slab in the training set was stored.
Finally, the reported performance metric for each scenario is the average number of these
averages.
Figure 28 presents a bar chart where the results of the comparison are grouped using
the different scenarios as labels. Each scenario contains two bars. The one on the left
displays the number of calculations needed by the developed algorithm, and the one on
the right shows the corresponding number for the intuitive algorithm. In addition to this,
the bar on the right contains a number showing how many times taller it is than the left
bar. It should also be noted that if the intuitive algorithm were used to apply the two-pass
strategy (making it more compatible with the requirements of metric space), the number
of calculations needed would double.
The algorithm developed was expected to outperform the intuitive algorithm under the
first scenario where all, albeit only two, dimensions are increasing. This was indeed true,
as shown by a comparison of the first two bars of Figure 28. It took 457 calculations on
average to define the similarity between the two trajectories using the algorithm developed in this study and 6,750 calculations using the intuitive algorithm. When the other
dimension was allowed to vary freely over time (bars labeled 2), it took 4,281 calculations
to define the similarity using the algorithm developed in this study and 6,750 using the
intuitive algorithm, which is still a significant increase in performance. Finally, when the
number of freely varying dimensions was increased to four (bars labeled 3), almost the
same number of calculations was needed (6,614 vs. 6,750). This is because the larger
number of dimensions increases the radius in which the algorithm searches for the closest
point.
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4.5.2 Synthetic data set
The trajectories used in the previous section contained an average of 81 measurement
points. To be able to see how the algorithm performs under varying circumstances, the
performance was studied using synthetically generated data formed by subsets of data
with trajectories of different lengths.
The generated data consists of ten subsets of trajectories, each consisting of 30 trajectories of a certain length. The measurement points of each trajectory contain two increasing
dimensions (location and elapsed time) and four varying dimensions. Data from a trajectory were generated until the length limit of the trajectories in the respective subset was
reached (10, 25, 50, 100, 200, 250, 500, 1,000, 2,000 or 4,000 locations). During each
iteration of the data set generation, the location was increased with a probability of 0.80
and a uniformly generated random value between 0 and 2,000. The elapsed time was increased with a uniformly generated value between 1 and 60, and the varying dimensions
were assigned uniformly generated double values between 0 and 10.
Three scenarios similar to those of the previous subsection were studied. The first
was applied to a subset of data consisting of two increasing dimensions. The second was
applied to a subset of data containing elapsed time and one varying dimension. Finally,
the third one was applied to the elapsed time and four varying dimensions. Each scenario
was applied to data from the ten trajectory subsets. Furthermore, the algorithms were
tested in each subset with the leave-one-out method, which means that each trajectory
in turn was used as prediction data and the rest as the training data set. The number of
calculations needed for acquiring the similarity measure between two trajectories within
each data set was recorded for each pair of trajectories in the respective data set, and the
average of this value was used as the measure of performance.
The results of the comparison are presented in Figure 29. These results illustrate how
the lengths of the trajectories affect the number of calculations needed. The horizontal
axis shows the number of points in the trajectories in each data set, and the vertical axis
shows the logarithm of the average number of the point-to-point distance calculations
needed for calculating the similarity between two trajectories. The curve formed by the
first scenario is marked with an asterisk, the curve of the second with squares and the
curve of the third with triangles. In comparison to this, the performance of the intuitive
algorithm is plotted using circles. The algorithm developed in this study again clearly
outperforms the intuitive algorithm in a situation where both dimensions are increasing
(the curve marked with asterisks vs. the curve marked with circles) as was expected,
because the complexity of the algorithm is linear in this case. The performance under the
second scenario is also clearly better with all trajectory distances. The performance under
the third scenario is comparable to the intuitive algorithm up until trajectory lengths of less
than 100 measurement points, but after that, a slight boost of performance is evident. As
an example of the precise number of calculations, when the intuitive algorithm is applied
to the longest trajectories used in this study (4,000 locations), 16 million calculations are
needed, whereas the algorithms developed in this study require 23,898, 1,619,000 and
6,875,000 calculations (respective to the data set).
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Fig. 29. A comparison of the performance of the algorithm using generated data. Curve
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4.5.3 Summary of the performance results
Based on the results of these two performance tests, the conclusion can be drawn that the
algorithm developed in this study is computationally most usable in situations in which all
of the dimensions are increasing, such as spatio-temporal trajectories, where the spatial
location can be measured as a distance from the starting point. It also performs well
in situations where the data contains only a few varying dimensions. As the number of
varying dimensions grows, the performance becomes more comparable with the intuitive
algorithm. However, even if the number of freely-varying dimensions were increased
to infinity, the number of calculations needed would never exceed the limit, which is
twice the number of calculations needed using the intuitive algorithm. This is because
the search radius of the algorithm cannot expand beyond the first and last points in the
candidate trajectory (which is the search radius of the intuitive algorithm), and the distance
is calculated from the query trajectory to the candidate trajectory by using the two-pass
strategy. Although the computational performance would be similar to that of the intuitive
algorithm, the usability of the algorithm developed in this study is superior to that of the
intuitive algorithm because of the important properties it fulfills (Section 4.3).

4.6 Related work
Many recent developments have been made in the field of trajectory similarity measurement. The research can be divided into two distinct branches, one of which focuses on
advancing indexing methods and the other on developing methods for measuring similarity between two trajectories, as in this work. Moreover, it is not unusual that work from
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both branches is reported in the same paper. Some of the recent studies that present the
current status of the field are reported here.
Similarity measures and techniques for measuring similarity between two trajectories
have been developed for various purposes. kNN-type queries that return the x most similar
trajectories from a set of T trajectories have been reported, for example, in Yanagisawa
et al. (2003). Methods used for searching trajectories similar in shape (after shifting and
transforming operations) are called "minimum distance" search methods. A "bounded
similarity" method is reported in Goldin et al. (2004). It defines the trajectories tra js and
tra jq to be boundedly similar if a trajectory tra js′ can be formed from tra js , which is
within the distance ε from tra jq . "Time warping" similarity measures allow trajectories
to accelerate and decelerate along the time dimension. The idea behind the method is
to extend the trajectories with repeating elements and then to calculate the Euclidean
distance for these transformed trajectories (Berndt & Clifford 1996). Techniques that
develop similarity measures based on the longest common subsequences found in a pair
of trajectories are presented in Bollobás et al. (2001) and Vlachos et al. (2003), among
others. In this approach the distance between two trajectories is based on the length of
subsequences having the most measurement points approximately similar. Bollobás et al.
(2001) also present complexity estimates of the many algorithms presented in the work.
The version that returns exact similarity can be computed in O(n3 )-time, an approximate
algorithm in O(n2 )-time and an approximate algorithm based on randomization in O(n).
The authors also note that even though the randomized version of the technique does
not give exact values of similarity, the approximations are close to the correct one and
the performance is far better than with the exact version. Finally, another approach to the
measurement of trajectory similarity is to first apply transformations, reducing the number
of data points needed for presenting the trajectory, and then to apply a similarity search
to the compressed presentation. One popular approach is to present the trajectory as a
limited set of its Fourier co-efficients Rafiei & Mendelzon (2000).
Methods utilizing different approaches for similarity definition can be useful in application areas where numeric data cannot be gathered. An approach developed for processing genomic data sequences is reported in Muthukrishnan & Sahinalp (2002). It uses the
number of edit operations needed to transform one genome into another as the similarity
measure. A method based on presenting time sequences as a number of intervals instead
of trajectories of measurement points is presented in Yi & Roh (2004). The method is
especially useful in situations where the exact time of measurement has not been determined.
When searching for the closest matching trajectory in a collection of trajectories, it
may be computationally expensive to iterate through all the trajectories stored. Therefore,
indexing schemes that guarantee that the closest matching trajectory is in a smaller subset
of trajectories with a certain probability have been developed. A fast time sequence indexing for arbitrary L p norms is presented in Yi & Faloutsos (2000). Using this method,
it is possible to build a one-dimensional index that supports similarity queries using any
of the L p point-to-point distance measures. The work is based on first averaging the
trajectory within s segments of equal length and then building the index based on these
averages. Indexing methods for minimum distance queries are presented in Lee et al.
(2004), including an indexing scheme that does not require vertical shifting of trajectories. An efficient indexing method for situations where similarity is measured using the
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time warping measure is presented in Kim et al. (2004).
Algorithms developing the efficiency of the fundamental algorithm (referred to here as
the "intuitive algorithm", see the pseudo code in Algorithm 1 for details) for calculating
the similarity between two trajectories were not found in the literature. However, it should
be noted in the literature that the complexity of the intuitive algorithm is O(n2 ), and that
this is a major computational issue when defining the exact similarity between trajectories
Yanagisawa et al. (2003), Meretnia & de By (2002). The results presented in this work
bring the computational efficiency of the fundamental algorithm to a completely new level
and are also suitable for boosting many of the above-mentioned algorithms, as long as the
algorithms iterate through an increasing measurement dimension.

4.7 Discussion
This chapter started by introducing the logic behind novelty and similarity detection in
general. After that, an improved algorithm for calculating the level of similarity between
trajectory data was presented. Both the computational efficiency and the usability of the
algorithm were evaluated in comparison to the currently used "intuitive algorithm". It
was determined that, depending on the usage scenario, the computational efficiency of the
algorithm developed in this study varies from a significant improvement up to twice that
of the intuitive version, depending on the kind of data it is applied to. The usability of
the algorithm developed in this study was discovered to be superior to the currently used
version.
The similarity measurement technology presented can be used in the history sink of
Smart Archive for defining the level of novelty of observations. For example, the component enables the accumulation of representative data into the history sink without storing
redundant data. This information can be taken into use in e.g. forming confidence estimates for classification results - when an observation having closely matching observations in the training data set of the model is classified, more confidence can be given for
the classification accuracy and vice versa.
The core technology of the history sink is based on the algorithm developed in this
study for similarity detection of trajectory data. To justify the use of the algorithm presented here, it was observed that often, in practice, trajectories do not contain naturally
matching pairs of points. Therefore the trajectories need to be scanned for identifying the
closest matching points in them. Furthermore, trajectories often contain a measurement
dimension that is increasing, as for example temporal trajectories. The algorithm developed in this study utilized this property and reduced the number of calculations needed
for calculating the similarity measure by orders of magnitude at best and, in the worst
case, by two times when compared to the current alternative, the intuitive algorithm. In
the empirical performance experimentation the algorithm developed here never performed
more poorly than the intuitive version. The algorithm is especially suitable for the history component because it can process trajectory data of any kind, especially the kind of
trajectories observed in many real world applications, that is, applications that produce
trajectories with varying observation intervals or trajectories of varying lengths. The algorithm can, of course, also be applied in cases where the data consist of matching pairs
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of points or only individual measurement points.
In addition to this, this work analyzed the usability of the similarity measurement algorithms. It was discovered that the logic of the intuitive algorithm incorporates serious
flaws and that it does not fulfill three out of four conditions set for metric spaces. Why
should the distance metric fulfill the conditions of a metric space? That is a good question,
one for which it is difficult to find an answer in the literature. Part of the reason might be
that the distance should be unambiguous. That is, the distance measured using the metric
should not differ significantly from the distance observed by the human eye. For example,
it is natural to think that the distances d(a, b) and d(b, a) should be equal. This leads to a
question resembling the question "how similar must an item be to be similar? " That is,
how well must a distance metric fulfill the conditions set by the definition of metric space
to be of practical use? It is difficult to answer, but it is safe to say that as well as possible.
The algorithm presented in this thesis fulfills the conditions much better than the intuitive
version of the algorithm and corrects the flaws in the usability of the intuitive algorithm.
The properties of the intuitive algorithm are so far from the conditions that it was easy
to observe how strongly it is also reflected in the usability of the algorithm. On the other
hand, the algorithm developed in this study almost fulfills the conditions. Therefore, it is
up to the practitioner to decide if the gap is small enough for his / hers application. But it
is certainly safe to say that the algorithm developed here is more usable than the intuitive
algorithm currently used.
Future research topics include developing and adapting indexing schemes for the history component and applying it in the applications built on top of Smart Archive. The
currently developed algorithm can be applied for finding the most similar data from the
history data, but limiting the set of search candidates using an indexing technique would
result in time savings.

5 Conclusions
5.1 Discussion
Data mining and data mining application development are challenging research areas. The
methods can be applied to benefit practically all kinds of applications creating measurable
information. Part of the challenge is due to this diversity - diversity not only in the field of
applications, but also within the discipline itself. Data mining incorporates expertise from
many different fields and the ability to create sophisticated DM applications, especially as
stand-alone installations, requires advanced knowledge of many of these fields. The perfect data miner should have expertise in statistics and mathematics (data transformations),
information processing (data storage and processing), software engineering (implementing and designing applications) and in work sciences (management and distribution of the
DM tasks). Furthermore, in order to be able to create a DM application one should have
vision and expertise in organizing and allocating these resources and skills into a concept
that can be used for moving from data to knowledge.
This work tried to respond this challenge by presenting a top-down approach for creating and implementing DM applications. It discussed and proposed solutions for two
fundamental issues of data mining, the creation of a working DM solution from a set of
measurement data and the implementation of it as a stand-alone application. Using the
presented approach, or concept, it is possible to create a fully-working application from
the stage when measurement data have been observed. The concept is especially useful
for creating applications that are working on continuously observed measurements.
This thesis presented contribution in all the subjects it treated. To summarize this
shortly, the main contribution of the first subject (presented in Chapter 2) was the results
of the study focusing on the phase in which a working solution for a given set of measurement data is sought. An efficient DM process suitable for this purpose was introduced
and the efficiency was demonstrated with case studies. The main contribution of the second subject (presented in Chapter 3) was the results of a study presenting a methodology
for implementing the DM solution as an independent application. The thesis reported
the developed application framework (Smart Archive) and a case study in which a DM
application was created using it. The main contribution of the third subject (presented
in Chapter 4) was an efficient algorithm developed for calculating the level of similarity
between two trajectories. The algorithm was developed with the history component of
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Smart Archive in mind, but it can be used with any application. A more detailed presentation of the contribution and a discussion on the subjects comprising this work can be
found from the respective chapters of this thesis.
However, the most important contribution of this thesis is not considered to be within
any of the particular subjects it advances, although those contributions are important,
but the work as a whole. This thesis has been an effort to create a top-down approach
for building DM applications. Following the guidelines given in this work, one should
be able to get insight into building deployable, continuously operating DM applications.
Adopting the approach to DM application development should first of all ensure that the
applier can understand the different phases of development along the path from the point
when data have been acquired to the point at which a DM application is ready for deployment. It is argued that this concept has not been previously presented anywhere else
with the level of detail presented in this work. Secondly, based on the results presented
in this thesis the applier should understand how this path can be made more efficient.
It is argued that employing the research results of this work, the applier can make the
application development process significantly more efficient than using for example an
arbitrary DM process and building the application from scratch. Finally, based on the
comparisons and case studies presented, the applier should understand what some of the
pitfalls of creating DM applications are and avoid stepping into them. For example, one
should try to employ some form of methodicalness when seeking for a solution that best
fits the DM problem at hand. After reading this thesis one can get a deeper understanding
of what the important qualities affecting the selection of the method for managing the
DM process are. Another important lesson that can be learned is the use of an application
framework when implementing the solution as an independent application. By studying
the application framework proposed here, one should be able to get ideas for the application implementation phase. Finally, the presented approach should give novel ideas on
the complete process of moving from a set of measurement data to a finished DM application. Hopefully the results of this thesis can strengthen the vision of the applier on how
to manage this whole ensemble and give more confidence in creating new applications.
Both of the applications in this thesis were from the manufacturing industry, the first
one concerned joining metal objects together (resistance spot welding) and the second
one producing the metal objects (hot rolling of steel). The applications were not chosen
purposefully, but it was determined that the approach developed in this study suits the
qualities of these applications very well. Both of them required the application of a rather
sophisticated knowledge extraction process and both operate in an environment in which
new observations are produced continuously. A lot of work was spent on studying both
applications before the top-down approach for creating DM applications was formed.
Therefore, it is interesting to note that the development of the approach was not conducted
in a top-down manner, but rather in a bottom-up manner, where the applications gave
inspiration to the formation of the methodology. In this sense the whole work has been
blessed - if another set of applications had been studied, an approach this good might not
have emerged. Nevertheless, the approach is application-independent and developed for
a class of applications having the most demanding qualities; therefore there is no reason
why it would not be applicable in most of the applications in the data mining field.
In this thesis the DM solution for the resistance spot welding quality control project
was acquired using the DM process developed here and the application predicting the
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steel slab temperatures was implemented using the application framework (SA) also developed in this study. Neither of these were completely developed using the presented
concept. It would have been interesting to develop a complete application using the concept developed here. There is no reason, other than scheduling, why the concept could
not have been applied to the creation of both of the applications from the beginning. The
steel temperature project had proceeded to the implementation phase when the DM process was created. In the spot welding project it was not the task of Intelligent Systems
Group to implement the solution and in addition to this, Smart Archive was available only
after the project was completed. It is also questionable if it would have been possible
to present the implementation of two applications from the beginning within one thesis
without changing the perspective of the thesis significantly. In this work the reporting of
the results of these two applications is closely tied to the development of the more abstract
methods (the DM process and the application framework). Finally, applying the concept
to the creation of a solution for one application area and on the implementation stage of
another showed the applicability of the results for two separate applications.
In conclusion, so far there have existed high-level descriptions of what the DM process
is and what is included in it. On the one hand, a lot of descriptions and developments
are available for DM algorithms on the implementation level, but these descriptions may
be quite separate from the bigger picture. It may have been hard to determine a good
approach for creating a complete DM application on the basis of the existing knowledge.
This work had the ambitious goal of presenting a concept that ties together the higherlevel view of the DM process and the implementation-level view. The use of the case
studies demonstrated that the developed concept can be efficiently used for this task.

5.2 Summary
The first chapter of this thesis introduced data mining (DM) as a field of research in
general and presented some interesting applications that are designed for processing continuously measured observations. The presentation of the real contribution of this thesis
started in the second chapter, which presented the semi-open DM process developed in
this study for creating a DM solution. The treatment of the topic started by introducing
the reference architecture existing behind most DM solutions. After that, a formalism for
presenting the DM chain was developed in order to study the interactions between the
functions that make up a DM process. The closed and open approaches for implementing
the DM chain were presented, which led to the question of whether higher-order categorizations of functions could be used in managing the interactions. The natural answer
to this question was to categorize the functions according to the reference architecture this categorization was then named the semi-open DM process. The work contrasted the
semi-open process to the closed and open ones and deduced that the open and semi-open
approaches are related to each other more than the closed one, but the DM process becomes better managed with the semi-open one. After that a case study of a DM project in
which solutions for the quality control of resistance spot welding joints were developed
was presented. The case study presented a detailed comparison of the pre-processing
phase, where a software system built for the application was used for pre-processing the
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welding signals using the closed- and semi-open approaches. The results of the feature
extraction and modeling phase, which were acquired using the presented process, were
also presented. It was concluded that the approach developed in the study is well-suited
for projects where the solution needs to be developed by evaluating a comprehensive set
of methods. Furthermore, the approach supports the distribution of the DM chain especially well, which enables e.g. easier distribution of responsibilities among a group of
experts.
The topic of the third chapter continued logically from where the second chapter had
ended by presenting an architecture and framework, called Smart Archive, designed for
implementing the solution that was discovered. The architecture, motivated by a short
functional requirements analysis, and operation principle of Smart Archive were reported
on. The architecture contained the components found from the reference architecture
and a component for storing and processing history information from the observed phenomena. Also, the principles of the data structure needed for implementing SA were
elaborated. After that, an application that processes and analyzes continuously observed
measurements from steel slabs heated in a walking beam furnace and predicts their exit
temperatures was presented. The application used a feedforward-type neural network
for predicting the temperatures. The selection of the training method of the network, the
structure and parameters were explained and after that the results were analyzed. The prediction accuracy of the model was considered very good for most of the slabs and overall
good enough for starting implementation on a production line. After that, the implementation of the solution using SA was contrasted to a previous implementation, where the
software had been implemented from scratch. The framework-based implementation was
determined to have obvious advantages over the tedious way of implementing the solution
from scratch.
Chapter 4 focused on presenting an improved algorithm for calculating similarities between two measurement trajectories. The subject was motivated by the requirements of
the history component of SA, which needs to detect the level of the similarity of observations for data storage and for retrieving the most similar trajectories from the storage. The
algorithm presented was suitable for data that contains at least one increasing measurement dimension. The performance of the algorithm proved to be linear in the case where
all measurement dimensions are increasing. The version of the algorithm also capable
of handling varying measurement dimensions was evaluated empirically and the results
indicated that the computational performance was generally better than that of the version
currently used and, at its worse, was the same as with the current version. The usability
of the algorithm was superior to the alternative, mostly because the similarity calculated
with the algorithm previously used did not fulfill the requirements of a metric space as
well as the version developed in this work.
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