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Suutala, Jaakko, Learning discriminative models from structured multi-sensor
data for human context recognition. 
University of Oulu Graduate School; University of Oulu, Faculty of Technology, Department of
Computer Science and Engineering; Infotech Oulu,  P.O. Box 4500, FI-90014 University of
Oulu, Finland
Acta Univ. Oul. C 421, 2012
Oulu, Finland

Abstract

In this work, statistical machine learning and pattern recognition methods were developed and
applied to sensor-based human context recognition. More precisely, we concentrated on an
effective discriminative learning framework, where input-output mapping is learned directly from
a labeled dataset. Non-parametric discriminative classification and regression models based on
kernel methods were applied. They include support vector machines (SVM) and Gaussian
processes (GP), which play a central role in modern statistical machine learning. Based on these
established models, we propose various extensions for handling structured data that usually arise
from real-life applications, for example, in a field of context-aware computing. 

We applied both SVM and GP techniques to handle data with multiple classes in a structured
multi-sensor domain. Moreover, a framework for combining data from several sources in this
setting was developed using multiple classifiers and fusion rules, where kernel methods are used
as base classifiers. We developed two novel methods for handling sequential input and output data.
For sequential time-series data, a novel kernel based on graphical presentation, called a weighted
walk-based graph kernel (WWGK), is introduced. For sequential output labels, discriminative
temporal smoothing (DTS) is proposed. Again, the proposed algorithms are modular, so different
kernel classifiers can be used as base models. Finally, we propose a group of techniques based on
Gaussian process regression (GPR) and particle filtering (PF) to learn to track multiple targets. 

We applied the proposed methodology to three different human-motion-based context
recognition applications: person identification, person tracking, and activity recognition, where
floor (pressure-sensitive and binary switch) and wearable acceleration sensors are used to measure
human motion and gait during walking and other activities. Furthermore, we extracted a useful set
of specific high-level features from raw sensor measurements based on time, frequency, and
spatial domains for each application. As a result, we developed practical extensions to kernel-
based discriminative learning to handle many kinds of structured data applied to human context
recognition. 

Keywords: Bayesian filtering, activity recognition, biometrics, context-awareness,
kernel methods, machine learning, pattern recognition, person tracking





Suutala, Jaakko, Erottelevien mallien oppiminen rakenteellisesta monianturi-
tiedosta ihmiseen liittyvän tilannetiedon tunnistuksessa. 
Oulun yliopiston tutkijakoulu; Oulun yliopisto, Teknillinen tiedekunta, Tietotekniikan osasto;
Infotech Oulu,  PL 4500, 90014 Oulun yliopisto
Acta Univ. Oul. C 421, 2012
Oulu

Tiivistelmä

Tässä työssä kehitettiin ja sovellettiin tilastollisen koneoppimisen ja hahmontunnistuksen mene-
telmiä anturipohjaiseen ihmiseen liittyvän tilannetiedon tunnistamiseen. Esitetyt menetelmät
kuuluvat erottelevan oppimisen viitekehykseen, jossa ennustemalli sisääntulomuuttujien ja vas-
temuuttujan välille voidaan oppia suoraan tunnetuilla vastemuuttujilla nimetystä aineistosta.
Parametrittomien erottelevien mallien oppimiseen käytettiin ydinmenetelmiä kuten tukivektori-
koneita (SVM) ja Gaussin prosesseja (GP), joita voidaan pitää yhtenä modernin tilastollisen
koneoppimisen tärkeimmistä menetelmistä. Työssä kehitettiin näihin menetelmiin liittyviä laa-
jennuksia, joiden avulla rakenteellista aineistoa voidaan mallittaa paremmin reaalimaailman
sovelluksissa, esimerkiksi tilannetietoisen laskennan sovellusalueella. 

Tutkimuksessa sovellettiin SVM- ja GP-menetelmiä moniluokkaisiin luokitteluongelmiin
rakenteellisen monianturitiedon mallituksessa. Useiden tietolähteiden käsittelyyn esitetään
menettely, joka yhdistää useat opetetut luokittelijat päätöstason säännöillä lopulliseksi malliksi.
Tämän lisäksi aikasarjatiedon käsittelyyn kehitettiin uusi graafiesitykseen perustuva ydinfunktio
sekä menettely sekventiaalisten luokkavastemuuttujien käsittelyyn. Nämä voidaan liittää modu-
laarisesti ydinmenetelmiin perustuviin erotteleviin luokittelijoihin. Lopuksi esitetään tekniikoita
usean liikkuvan kohteen seuraamiseen. Menetelmät perustuvat anturitiedosta oppivaan GP-reg-
ressiomalliin ja partikkelisuodattimeen. 

Työssä esitettyjä menetelmiä sovellettiin kolmessa ihmisen liikkeisiin liittyvässä tilannetie-
don tunnistussovelluksessa: henkilön biometrinen tunnistaminen, henkilöiden seuraaminen sekä
aktiviteettien tunnistaminen. Näissä sovelluksissa henkilön asentoa, liikkeitä ja astuntaa kävelyn
ja muiden aktiviteettien aikana mitattiin kahdella erilaisella paineherkällä lattia-anturilla sekä
puettavilla kiihtyvyysantureilla. Tunnistusmenetelmien laajennuksien lisäksi jokaisessa sovel-
luksessa kehitettiin menetelmiä signaalin segmentointiin ja kuvaavien piirteiden irroittamiseen
matalantason anturitiedosta. Tutkimuksen tuloksena saatiin parannuksia erottelevien mallien
oppimiseen rakenteellisesta anturitiedosta sekä erityisesti uusia menettelyjä tilannetiedon tunnis-
tamiseen. 

Asiasanat: Bayesiläinen suodatus, aktiviteetin tunnistus, biometrinen tunnistus,
hahmontunnistus, henkilön seuranta, koneoppiminen, tilannetietoisuus, ydinmenetelmät
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EM Expectation Maximization
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GPC Gaussian Process Classification
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GPJPF Gaussian Process Joint Particle Filtering

GPKF Gaussian Process Kalman Filtering
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GPPF Gaussian Process Particle Filtering
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GPS Global Positioning System

GRF Ground Reaction Force

HMM Hidden Markov Models
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ICA Independent Component Analysis

ID Identification

IDD Independently and Identically Distributed

IPF Independent Particle Filtering

IVM Informative Vector Machines

JPF Joint Particle Filtering

KF Kalman Filtering

KL Kullback-Leibler

KNN K-Nearest Neighbor

LA Laplace Approximation

LVQ Learning Vector Quantization

MCMC Markov Chain Monte Carlo

MCS Multiple Classifier Systems
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MEMM Maximum Entropy Markov Models
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MMMN Max-Margin Markov Networks

MPF Mixture Particle Filtering

MRF Markov Random Fields

NB Naive Bayes

NN Nearest Neighbor

PCA Principal Component Analysis

PF Particle Filtering

PLS Piecewise Linear Segmentation

PSD Positive Semi-definite

RBF Radial Basis Function

RFID Radio Frequency Identification

RVM Relevance Vector Machines

SE Squared Exponential

SIR Sampling Importance Resampling

SMO Sequential Minimization Optimization

SOM Self-organized Maps

SP Spatial Domain Presentation

SSMM Segmental Semi-Markov Models

SVD Singular Value Decomposition
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SVM Support Vector Machines

TAR True Accept Rate

TRR True Reject Rate

VB Variational Bayes

VB-GP Variational Bayes Gaussian Processes

WGK Walk-based Graph Kernel

WLAN Wireless Local Access Network

WWGK Weighted Walk-based Graph Kernel

| · | Determinant of a square matrix

|| · || Euclidean norm

[ · ]T Transpose of a matrix

[ · ]−1 Inverse of a matrix

A Transition probability matrix

A Fitting parameter of sigmoid function

a Transition coefficient

B Observation probability matrix

B Fitting parameter of sigmoid function

b Bias of SVM

C Cost value of SVM

CN Normalized cost

Cc Cost for correctly classified example

Ce Cost for incorrectly classified example

Cr Cost for rejected example

c Candidate cluster

D Dataset

Dc(·) Occurrence density function

d(·) Distance function

d Number of dimensions or duration of segment

di Duration of i:th segment

E Edge in graph

E Expectation

Exp(·, ·) Exponential distribution

exp(·) Exponential function

e Additive noise

f (·) Function f , a model for making predictions
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f (·|·) State-dependent (regression) function f

f̃∗ Mean prediction

f Latent variable in GPC

G Graph

g(·) Penalty or mask function

g Latent variable in GPC

GPµ GP mean

GPΣ GP variance

G P(·, ·) GP distribution

I(·) Function which returns a sub-region for given coordinates

I Identity matrix

i Index of data point, label, or target

j Index of data point, label, or target

K Kernel or covariance matrix

Kθ Kernel or covariance matrix for given hyperparameters

K Number of outputs

k(·, ·) Kernel or covariance function

k̃(·, ·) Normalized kernel or covariance function

kb(·, ·) Base kernel or covariance function

kl (·, ·) Walk-based graph kernel or covariance function of length l

kw(·, ·) Walk kernel or covariance function
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L Length of a data segment

l(·) Log-likelihood function

ls Length scale parameter
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log(·) Natural logarithm
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m(·) Mean prediction function
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n Index of data point
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P(·|·) Conditional probability distribution

P(·,·) Joint probability distribution

Ps(·) Smoothed class posterior probability in DTS

P̂ Quantity probability in SSMM

p(·) Probability density function

p(·|·) Conditional probability density function

p(·,·) Joint probability density function

Q(·) Approximation of probability distribution

Rc Percentage of correctly classified examples

Re Percentage of incorrectly classified examples

Rr Percentage of rejected examples

r, r i Probabilistic output of binary SVM classifier, i:th output

S Number of samples in approximation sampling methods

ŝ State sequence of Markov model
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T Length of a time window or a time series

t Time step or index
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Uni f (·, ·) Uniform distribution

u, ui State-space vector, i:th state-space vector
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V Matrix of eigenvectors
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V(·) Variance prediction function

W Weight or projection matrix
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y, yi Output dataset, i:th output vector of labels or targets
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Z Projected or latent data matrix
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α, αi Lagrange multiplier, i:th Lagrange multiplier

β Slope parameter of a line
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1 Introduction

All models are wrong, but some are useful.

George E.P. Box, 1979

During the past two decades, methods based on statistical machine learning have be-

come successful in many sensor-based prediction and modeling tasks. This is due to

development of novel sensor technology and the availability of powerful and small com-

puting devices for collecting large datasets, enabling training of more accurate and flex-

ible models. On the other hand, ubiquitous computing and smart environments where

sensors, actuators, networks, and embedded devices form transparent, non-disturbing,

and natural ways to interact between users and environment, are becoming even more

evolved in our daily living, providing services and assistance as well as motivating us

in daily routines and well-being. To achieve natural interaction, different sensor mea-

surements are needed to capture the behavior of users and contexts related to behavior

and actions. Sensor measurements are noisy, however, and only capture indirect prop-

erties related to the task to be recognized. For example, in activity recognition, motion

sensors, such as accelerometers attached to different body parts, only measure posture

and motion of limbs while the high-level task is to predict the current activity class (e.g.,

sitting, walking, and running) from these indirect measurements. Here learning enters

the picture. Statistical learning methods try to capture the uncertainty of sensor mea-

surements and model, possibly, non-linear dependencies between input observations

X = {x1,x2, . . .xN} and output targetsy = {y1,y2, . . .yN}. In most popular supervised

learning scenarios, these dependencies are learned from the training datasetD= {X, y},

including example input observation-output label pairs. Using the learned model, the

unknown outputy can be predicted for a given inputx. The most effective way to solve

the problem is to learn mapping from input observation to label space directly using a

discriminative learning framework. Compared with generative learning, which models

input-output joint distribution, discriminative methods provide an effective alternative

and have shown state-of-the-art accuracy in many supervised learning tasks.

This work presents discriminative learning methods developed and applied to hu-

man modeling. More precisely, we concentrated on applications where sensor mea-

surements of human motion are used to recognize different contexts and monitor be-

havior naturally when a person is acting in a daily living environment. Two types of
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sensors are used: fixed environmental sensors and wearable sensors. Environmental

sensing consists of two kinds of floor sensors: dynamic pressure-sensitive films and

static “on/off”-type switch sensors. Both systems contain spatially distributed sensor

matrices for capturing target existence and motion. In this work, both sensor modalities

were used to recognize a walker’s identity, and the latter was used to track locations of

(possible) multiple persons. In the wearable sensor category, multiple 3D accelerome-

ter devices are attached to different body parts of the user to recognize different daily

activities. Finally, a single sensor device and a binary switch floor sensor are used for

multi-modal person identification

These sensor modalities provide different types of information that are structured.

Structured data pose challenges to the learning and modeling methods. However, when

handled correctly, more efficient and accurate models can be trained. Based on dis-

criminative learning, a pattern recognition approach for human context recognition is

proposed. In this approach, kernel methods such as support vector machines (SVM) and

Gaussian processes (GP) as well as Bayesian filtering are used to develop algorithms

for learning and modeling with structured multi-sensor data arising from many sensor-

based context recognition tasks. We propose four different approaches to handling struc-

tured data in discriminative kernel-based learning. First, multi-class classification based

on SVM and GP classifiers are applied to multi-modal person identification where each

modality is modeled by an independent classifier and fusion rules are used to combine

probabilistic outputs for the final decision. Second, we propose a novel algorithm for

a multi-dimensional time series where a data sequence is presented as a graph and a

weighted sum of different-length walks on a graph can be learned during training of

a discriminative kernel classifier. Furthermore, using probabilistic Gaussian process

classification, we extended our approach to a case where time-series sequences from

multiple modalities can be combined on a posterior probability level to produce more

accurate predictions. An application of multi-modal walker identification based on a

combination of floor and wearable inertia sensors is presented. In comparing the pro-

posed approach with hidden Markov models (HMM), we showed superior performance.

Performance was comparable with a (time-series) global alignment kernel (GAK) when

applied to person identification. Third, to handle an output label sequence, we propose

discriminative temporal smoothing (DTS) which uses SVM as a base classifier and com-

bines sequential label information probabilistically using a hidden-Markov-model-type

global transition matrix. Fourth, we propose a multi-target tracking approach that uses
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GP regression-based learning to model a target’ s motion as well Markov random fields

(MRF)-driven particle filtering to handle multiple simultaneous targets.

In the next section we describe the motivation for the work from a sensor-based

context recognition point of view. In addition, we present typical sensor approaches and

learning problems where structured data need to be handled to build accurate models.

1.1 Motivation

1.1.1 Context recognition

In the last decade, building smart sensing capabilities for the living environment has

been an important research area, especially in ubiquitous and pervasive computing.

The aim of ubiquitous computing systems is to support the use of embedded systems

everywhere and provide flexible human-computer interaction (Weiser 1991), which is

a realization of physical devices equipped with smart sensing capabilities and robust

network communication. These smart information processing devices and systems are

integrated into everyday objects and embedded into the living environment to provide

services to the user and to support everyday living naturally. To successfully build

such an environment, a wide range of research areas needs to be covered: sensors, dis-

tributed and mobile computing, human-computer interaction, and artificial intelligence,

to name a few. The research in this thesis work concentrated on the areas of artificial in-

telligence and sensor information processing, which are a very import part of ubiquitous

computing, enabling creation of devices and systems with smart information process-

ing capabilities. When a device or system is able to sense, process, and predict useful

information from physical or logical sensor measurements and is able to react and adapt

to changes in the environment, it is said to be context-aware, i.e., it knows the context

relevant to the current task. Dey & Abowd (2000) defined a context-aware system more

formally as beinga system which uses context to provide relevant information and/or

services to the user, where relevancy depends on the user’s task.

The definition of the term context is not unambiguous, and there have been many

meanings for it, depending on the field of study. In a general sense, according to the

Oxford English Dictionary, the definition of context is given as follows:

“The circumstances that form the setting for an event, statement, or idea, and in

terms of which it can be fully understood”.
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Furthermore, the term has been used with different meanings in linguistics, com-

puter science, psychology, and philosophy, to name a few. For example, in the field of

linguistics and natural language processing, one of the many definitions of context is a

meaning that surrounds a language unit (a letter, a word, a sentence, a conversational

turn, etc.) and helps determine its interpretation (Iwanska & Zadrozny 1997). Even in

the area of computer science, the term context can take several meanings. For example,

in computer engineering, it is used to very specifically describe the contents of a central

processing unit’s registers and program counter at any point in time (Silberschatzet al.

2002). In artificial intelligence (and in many of its sub-fields, including pattern recog-

nition and machine learning), context can be related to the presentation of information.

For example, context-sensitive information, not depending on the current domain, could

be used to generalize and adapt model to a new domain (Turney 1993), or the use of

contextual information can increase the efficiency and accuracy of a learning model in

a specific narrow domain (Oliva & Torralba 2007).

In the field of ubiquitous and context-aware computing, several definitions have

been proposed, from very general to more specific ones. For instance, Schilit & Theimer

(1994) defined context as the location and identities of nearby people and objects.

Schilit et al.(1994) extended it to have elements that are mobile and changing (lighting,

network connectivity, social situation, etc.) and related to people and devices. Brown

(1995) gave meaning to context as the elements of the user’s environment which the

computer knows about, and Schmidtet al. (1999) proposed a definition that context

describes a situation and the environment a device or user is in. Deyet al.(2001) stated

a very general and often referred to view that the term context meansany information

that can be used to characterize the situation of an entity, where an entity is a user,

place, or object that is considered relevant to the interaction between the user and the

application. Bazire & Brézillon (2005) pointed out some problematic issues about the

understanding of context. Based on the analysis of 150 definitions coming from dif-

ferent domains, they ended up with a combined definition:context acts like a set of

constraints that influence the behavior of a system (a user or a computer) embedded in

a given task.

There has been criticism of the definitions of context and context awareness as well

as the design principles of context-aware systems in general. Not to claim that the

definitions are totally wrong, but to give different views which should be taken into

consideration when building real-life solutions, including more of the human aspects

of context and interaction, which are difficult or impossible to sense and infer. Dourish
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(2001) stated that the importance of context-based computing extends beyond simply

those systems that are designed around an awareness of spatial location, of user identity,

of the proximity of people and devices, and so on, typically defined in the area of ubiq-

uitous computing from technologically oriented points of view. Instead, the scope of

context and context-based computing should be motivated by physical interface design

as well as sociological investigations of interactive behavior, studied, e.g., in the area

of human-computer interaction. Integration of these perspectives could lead to a better

framework for designing and evaluating context-aware technologies and for defining

context in a better scope.

Greenberg (2001) argued that, although some contextual situations are fairly stable,

observable, and predictable, there are many others that are not, but which are very dy-

namically constructed in nature. The above-mentioned definitions do not consider this

very well and can be used as design principles only in very simple examples. Instead,

he gave three aspects that practitioners should consider to get context right. First, it

could be difficult or impossible to define an appropriate set of contextual features a

prior. They are dependent on current context and could change over time. Second, it

is difficult to define what information is needed to infer a contextual state, usually re-

lated to internal things such as individuals’ interests, their history of interaction, their

current objectives, and so forth. The system can only provide an approximation of real

current context. Third, defining action from the given context may be difficult, due to

highly situation-dependent aspects of actions people do or the desired responses people

expect from the application. The action performed by the system may be wrong or un-

desired, because people’s internal states can vary and quite similar contextual situations

are results of different series of events.

A somewhat similar argument was continued by Dourish (2004). He gave four as-

sumptions which are evolved from the afore-mentioned notions of not always meeting

real-life requirements when building context-aware systems. First, context is a form of

information which is known and can be encoded and presented in usual ways. Second,

context is deniable, so it could be defined in advance from the application requirements’

point of view. Third, context is stable, so although some of the precise elements of con-

text presentation might vary between applications, they do not vary between instances

of activity or events. Fourth, context and activity are separable, so content and context

can be defined separately. In contrast to these, he gave alternative views of context.

First, it is a relational property, i.e., not just binary information on whether something

is or is not. Second, the scope of contextual features is defined dynamically rather than
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set in advance. Third, context is not stable, but rather an occasioned property, i.e., rel-

evant to current settings, action, and parties of that action. Fourth, context arises from

the activity, not just being the “there”, but is actively produced, maintained, and enacted

based on the current activity.

Erickson (2002) highlighted some problems with the general definitions of context-

aware computing. Although he likes the idea of having context-aware systems which

are able to sense the situation and automatically adjust actions accordingly, he argues

that in a real-life setting it is almost impossible. Current systems are only able to detect

a very small set of contextual cues, which are far behind humans’ ability to detect cur-

rent context and perform reasoning based thereon. Because sensing and reasoning of

computing systems are currently very limited and can lead to false control actions, he

suggested that we should go in the direction where a human is in the loop, as opposed to

allowing a context-aware system to take actions autonomously. A computational system

should provide data and low-level reasoning and let the user decide what action is appro-

priate in the current context. As he stated, this is very close to the paradigm in artificial

intelligence (AI). Should we be trying to build machine or system that matches human

intelligence (i.e., strong AI), e.g., having the ability to understand natural language and

solve problems? Or should we be concentrating on developing systems which are able

to solve simple tasks and provide useful information for the users in narrow domains

(i.e., weak AI)?

This thesis does not give yet another definition for context, but rather keeps the exist-

ing notions and related criticism as background knowledge, a guideline, and motivation

in designing low-level sensor-based human context recognition techniques. Moreover,

we especially realize that context can be ambiguous and hierarchical–depending on

many different levels of abstraction–and some aspects of it can be latent, being only

indirectly measurable. We are not trying to build a general framework for context in-

formation processing and management nor committing ourselves to making high-level

context reasoning and information fusion. Instead, we are concentrating on low-level

recognition of human actions and movements which could provide useful information

for users and for higher-level application designers in context-aware computing or other

domains. However, the difficulties of sensing and recognizing context have guided our

design. Context can have elements which are uncertain, multi-level, multi-resolution,

and dynamic. Moreover, there are characteristics, mostly related to human aspects of

behavior, which are difficult or impossible to realize in the system, leading to a model

which gives only an approximation of the task relevant to the context, as stated in Green-
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berg (2001), Dourish (2001), Dourish (2004), and Satyanarayanan (2003). We argue

that the uncertainty of the context should be taken care of at different levels of rea-

soning, starting from low-level measurements to high-level data fusion. To tackle this

problem, we apply statistical (and mostly probabilistic) methods that can handle the un-

certainty of sensor measurements in the training phase and provide information about

the uncertainty of the model itself as an output, to be used as informative guidance for

the user or as an observation (or input) in a higher-level inference, for example, using

Bayesian methods (Gelmanet al.2004). Previously, modeling of uncertain contexts to

support context-aware systems at the general level has been based on probabilistic logic,

fuzzy logic, and Bayesian networks (Ranganathanet al.2004, Coppolaet al.2009), for

instance.

We apply non-parametric approaches which, compared with parametric methods,

make less assumptions about data distributions and the structure of the model. Using

a so-called“let the data speak for itself”(i.e., data-driven) approach, we can train

a flexible model, which automatically chooses the model structure and a relevant set

of features for the particular task. On the other hand, we use modular kernel-based

learning where some of the structural (and dynamic) characteristics of human action and

movements can be taken care of in the model or in a combination of multiple models

applied to different characteristics of context to be recognized. These are realized in

the approaches of modeling person identity and activities. Modeling of the dynamic

aspects of contextual information is very difficult. We use Bayesian filtering to update a

dynamically evolving system, which is realized in modeling the user’s location. Some

of these elements have been discussed in a wider scope by Angermannet al. (2005)

from Bayesian perspectives.

As presented above, using sensor measurement to characterize and perceive a situa-

tion of an entity (or some aspects of context) is known as sensor-based context recogni-

tion (Krumm 2009b). As stated above, sensor measurements are usually uncertain and

only give indirect information of the context to be recognized. This leads to the use of

ideas and techniques from the areas of statistical pattern recognition and machine learn-

ing (Bishop 2006), where relevant patterns (i.e., contexts in this case) are discovered

automatically from the noisy sensor data as well as mapping between measurements,

and context response variables are learned from the labeled training dataset. Humans

play a central role in ubiquitous computing systems. Along with context, entities re-

lated to places (e.g., rooms, building, and cities), things (e.g., physical objects), people

(e.g., individuals and groups, etc.) (Deyet al.2001, Baldaufet al.2007), and especially
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human behavior are very important. However, modeling of humans is challenging due

to uncertain and stochastic behavior which is only captured by limited sensor measure-

ments.

This thesis examines recognition of different human-related contexts by presenting

the use of novel and existing sensor approaches and computational methods to learn to

recognize these contexts. Figure 1 shows an overview of the different building blocks

for the machine-learning-based human context recognition approach presented in this

work. Based on different sensor measurements, the context-aware methods developed

in this study give one possible answer to three questions–who? where? and what?–and

provide important human-related context information for ubiquitous and context-aware

systems to be used in smart environments. More precisely, the recognized contexts in

this work are a person’s identity, location, and activity. The application areas which use

these contexts are wide. Identification of a person can be used in surveillance systems,

to monitor hazardous situations along with location tracking information, and to pro-

vide feedback information and personalized services for more flexible use of different

devices in multi-person environments. Activity recognition can be used to automati-

cally collect a diary of daily physical exercises to support health care, for instance. Be-

sides these three questions related to human contexts, two more higher-level questions–

when? and why?–are usually considered when building context-aware (Brooks 2003),

and more specifically proactive (Tennenhouse 2000) and affective computing (Picard

1997, Pantic 2009) systems where the former relates time information to recognized

low-level context to be used, e.g., to predict and infer human routines, whereas the

latter includes contexts related to human cognitive state and emotions (e.g., facial ex-

pression and the emotion of speech). Although these last two questions are beyond the

scope of this work, the low-level context recognition methods presented in this work

can provide useful information and can be used as a building block for higher-level

context inference and reasoning to realize proactive and affective systems.
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Fig 1. Building blocks of statistical learning -based human context rec ognition. A

flowchart from low-level human action sensing to high-level human context learn-

ing and prediction is presented. The high-level context reasoning, feedback and

control blocks, typically included in context-aware applications, are illustrated, as

well.

1.1.2 Statistical and probabilistic learning

As stated in the previous section, sensor measurements are typically limited, noisy, and

non-linear. Moreover, human behavior itself and his or her actions in an environment

are very non-deterministic, which requires statistical (or even probabilistic) learning

methods (Bishop 2006, Hastieet al.2001) to recognize relevant context. Monitoring of

human behavior and interaction between a human and the system needs to be natural,

e.g., not disturbing the user but running in the background. This limits the use of very

accurate sensors and performance of additional actions by the user to facilitate recog-

nition. Instead, recognition should be based only on limited and indirect observations

of the context, sometimes improved as a combination of multiple similar or different

sensor modalities. Furthermore, to provide non-invasive solutions, the sensing system

needs to be transparent. In ubiquitous computing, transparency usually means the un-

derlying technology can be “hidden” from the user (Weiser 1991). Depending on the

application, the degree of transparency (or the level of automatic reasoning) should be
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set correctly. Especially in systems which predict context from uncertain sensor mea-

surements, the user should be in the loop in order to become aware of how sensed data

affects context or if the system fails in a particular recognition task, for instance. This

increases the requirements of advanced computational learning and modeling methods

for sensor-based context recognition.

All the context sensing and recognition approaches presented in this thesis can be

transparent so that sensors and information processing devices can be embedded in the

environment or as a wearable computer, where computing can be done in the back-

ground during the user’s normal activities. In addition, our methods use probabilistic

inference of the context information, which could provide one source of useful data

that allows application developers and interaction designers to set a suitable degree of

transparency, providing different feedback information depending on how the system is

working or what the user’s intentions are. Presenting and using uncertain information

in feedback and interaction has been studied in Williamson & Murray-Smith (2005)

and Antifakoset al. (2004), for instance. Human activities (or general contextual cues)

which are recognized accurately can become automated feedback or control actions,

and in the case of uncertain decisions, the most probable actions are given, leaving the

final decision to the end-user or more training data can be requested by the user so a

better model can be learned incrementally.

Only sensor systems that measure human behavior, and more specifically, human

motions performed during natural actions, are used here. Person identification and

tracking are based on measurements of footsteps during walking over floor sensors.

Activity recognition is based on body pose and motion where multiple wearable inertia

sensors are used. Floor sensors are very transparent and can be installed under normal

flooring in an ubiquitous environment, whereas wearable sensors can be embedded in

clothing, a wrist watch, or a necklace, for instance.

To be able to recognize human-related contexts from raw and limited sensor data,

we present a context recognition approach based on supervised discriminative learning,

and more precisely based on non-parametric kernel methods. In contrast to generative

learning, where the joint probability of input features and output labels is modeled, dis-

criminative learning tackles an easier problem by directly optimizing mapping between

input and output in the task at hand (Jebaraet al.2004), which can lead to more effec-

tive and accurate models. Kernel methods (Shawe-Taylor & Cristianini 2004) such as

support vector machines (Cristianiniet al.2002) and Gaussian processes (Rasmussen &

Williams 2006) provide good building blocks for a pattern recognition system used in
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discriminative context recognition. Firstly, many traditional pattern recognition meth-

ods have poor capability to handle high-dimensional feature data arising from many

applications. This is known as a curse of dimensionality problem, where the need for

data increases exponentially to an increase in feature dimensions or the number of pa-

rameters, leading to a risk of over-fitting (Bishop 2006). Kernel machines provide good

generalization properties and the ability to handle high-dimensional data by using a so-

called kernel trick–implicit mapping from input space to (possible high-dimensional)

feature space where, in the case of SVM, a large margin linear solution can be found ef-

fectively. Moreover, the number of parameters to be estimated becomes independent of

the dimensions in the feature space. Secondly, using kernel mapping we can extend the

framework to handle different kinds of structured input data, such as sequences, instead

of traditional feature vector presentation typically used in pattern recognition systems.

The kernel function is determined between structures and then the learning methods see

it as similar to feature vector presentation and the same optimization strategies can be

used as previously in a modular way.

In addition to using kernel methods, we extended the framework to handle different

kinds of structured multi-sensor data, and in this framework we derived novel machine

learning approaches to human context recognition. Because only limited sensor data are

usually available for context recognition, we extended the framework to handle multi-

ple differing data sources that are achieved from single or multiple sensors or different

feature presentations. We developed post-processing strategies for combining output

from multiple models learned from different data sources and showed that performance

is superior to that of a model learned from a single sensor modality. Furthermore, the

structured information of the data can be used as prior knowledge to build more ef-

fective machine learning methods. In this thesis, sequential information about human

motion (e.g., human walking) and the nature of context data (e.g., activity transitions)

are applied to the framework using kernel methods and probabilistic inference.

1.1.3 Types of sensing systems

The different types of sensing systems typically used in context-aware environments

are based on uni- and multi-modal sensing or a combination of these. Different sensors

produce various types of structured data, which are applied in recognizing, for exam-

ple, human-related contexts. Different types of sensor systems and their advantages

29



and disadvantages are presented from the sensing and learning points of view in the

following.

– Unimodal sensing: In context recognition and pattern recognition (Theodoridis &

Koutroumbas 2009), the most popular setting is to use a device equipped with a

single sensor modality to capture observations for the recognition task. In a context-

aware system this could be realized with a wearable device or a sensor attached and

fixed to the environment for a focused sensing approach. From the signal processing

and machine learning point of view, this is also the easiest type of sensor approach

to develop methods for. For example, calibration and synchronization with other sen-

sors are not needed. However, the observations from a single sensor can be limited in

many recognition tasks to being able to capture only one type of characteristics from

the target to be recognized. In human context recognition, an application could be

related to a device equipped with a single accelerometer used to capture the activity

level of person or a single camera used to detect and recognize a face, for example.

Methods developed for unimodal-based pattern recognition can be used as building

blocks for distributed multiple sensor approaches.

– Multi-modal sensing: In contrast to unimodal sensing, context recognition and in-

teraction in smart environments (Stillman & Essa 2001, Thiranet al. 2010) can be

tackled using multiple modalities. Multi-modality means using more than one sensor

to collect different kinds of observations. A multi-modal sensor setting is typically

distributed, forming a sensor network with a regular or non-regular structure with

spatial or temporal overlapping or non-overlapping sensing areas for measuring tar-

get phenomena. The individual sensors in distributed multi-modal sensing systems

can be physically different where low-level measurement values describe different

physical phenomenon (e.g., optical and non-optical sensors to recognize human ac-

tivity) or physically similar where low-level measurements values are similar but the

spatial or temporal setting differs (e.g., similar optical sensors measuring different

targets’ characteristics such as gait and face for identification purposes). From the

signal processing and statistical learning point of view, using more than one sensor

is challenging because distributed sensors need to be calibrated and synchronized,

and possible correlations between sensors need to be estimated. Although the use of

distributed sensors poses more challenges to the learning and recognition algorithms

being developed, more accurate models can be built when different low-level mea-

surement characteristics and features are used. A rich set of multi-modal features
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can be very informative compared to possibly very limited information provided by

a single sensor. In the development phase one needs to decide at which level to com-

bine the sensor information: at the feature level or the output decision level. The

former has the advantage that when a common feature presentation is used, a single

conventional learning method can be applied. Disadvantages are that the features

calculated from the sensors need to be synchronized to form the common feature pre-

sentation, such as a feature vector where sensor channels are clubbed together. When

a single model is learned from a common feature presentation, handling spatially and

temporally distributed sensors is problematic, as is handling missing sensor modali-

ties or novel sensor modalities attached to the system afterwards. The benefit of using

decision-level fusion is that each sensor can have a different feature presentation. In

addition, when a single model is learned for each sensor channel, higher modularity

is achieved in a sense that removal of existing sensor information and addition of

novel sensor information are easier, i.e., the model does not need to be re-trained

completely. Moreover, missing data can be handled more naturally at the output

combination level. A disadvantage is that compared to the single model, the initial

learning and inference are computationally slower and the use of multiple models

might not be practical in every real-time application.

Figure 2 presents a conceptual smart home environment, where spatially distributed

sensors such as cameras and floor sensors are attached to the environment. Moreover,

the concept of multi-modal sensing can be extended to wearable sensors attached to a

user acting in the environment, with each sensor producing different (possibly) struc-

tured context information.
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Fig 2. A smart home equipped with distributed multi-modal sensing capa bilities

such as cameras and a floor sensor matrix. Furthermore, different actuators such

as robots, displays, speakers, and lights for feedback and interaction are shown.

Revised from Suutala & Röning (2008) c©2008 Elsevier.

1.1.4 Types of structured data

In multi-modal sensor environments and context recognition tasks, different structured

sensor observations, such as sequential data (Krumm 2009a), are available and target

labels can form a certain structure, as well. Structured data pose challenges to devel-

opment of learning methods, but when handled correctly, can provide advantages to

building more accurate models compared with conventional models that do not use

structure information at all. This thesis addresses different structured data problems

and presents discriminative supervised learning (and statistical estimation) algorithms

for each category in context recognition applications.

In a supervised setting for different structured multi-sensor data, presented in this

work, we use a notation whereX is a collection of individual training examplesx. x can

be in conventional vector form where each dimension describes certain characteristics

of low-level target sensor measurements or some arbitrary structure such as a sequence

of vectors (e.g., multi-dimensional time series). In our context recognition settings,
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individual features are real numbers. Substrictt represents temporal information, i.e,

time steps. Substrictm is the m:th modality andM represents the total number of

different modalities.y is a collection of target variables related toX. Eachy represents

the context information to be learned in order to predict for an unknown examplex.

In classificationy takes discrete integer values and in the case of regression it is a

continuous real-valued number. Substrictk is thek:th class andK represents the number

of different class categories (e.g., human activities) or the number of regression outputs

(e.g., spatial location).f (x) is the discriminative model learned from the dataset. In the

case of Bayesian filtering,ut represents a latent state-space variable andzt is the sensor

observation at given time stept.

Figures 3 - 8 present graphical models for each learning and estimation problem

using different kinds of structured data. In each illustration circles represent continuous

and rectangles discrete variables. The shaded nodes are observed variables, whereas

unshaded nodes are latent (or hidden) variables estimated during training to be able

to predict class label or target response variabley to unknown input examplesx. In

a probabilistic setting, such as Gaussian process (GP) learning, nodes are treated as

random variables. In this work, different types of structured data are:

– Multiple discrete labels: In supervised machine learning, this is a multi-class classifi-

cation setting where output space consists of multiple categoriesy = [y1,y2 . . .yK ] to

be recognized for a given input examplex and can be seen as a structured generaliza-

tion for a typical binary (i.e., two-class) classification. In many context recognition

applications, the output labels (i.e., the contexts to be recognized) are discrete, with

more than two possible values. Human context recognition applications such as per-

son identification and activity recognition, examined in this thesis, are typically multi-

class problems. We apply multiple binary support vector machines as well as joint

multi-class Gaussian process classification to this problem in the developed human

context recognition applications. Figure 3 presents a graphical model for multi-class

classification.

– Multi-modal inputs: This is classical information fusion setting. We have multiple

input feature setsx = [x1,x2 . . .xM] which could be calculated from the same sensor

or from different distributed ones. The idea is that each feature setxm represents

different characteristics of data, providing diversity in the final decision process. In

this work, algorithms used to fuse multiple feature sets were studied in applications

of person identification. As stated in the previous section, the feature sets can be
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combined to form an input to train a single recognition model or to train individual

models for each feature modality, which are then combined at the decision level. The

choice of combination strategy depends on the application. The latter has advantages

especially in distributed multi-modal systems. In person identification, we present

a person identification system which uses a combination of classifiers learned from

different feature sets. In this setting, output labels take multiple values and the pre-

viously presented multi-class classification setting is applied here, as well. Figure 4

presents a graphical model for multi-modal multi-class classification.

– Multiple continuous labels: In machine learning and statistics, this is known as a

multivariate regression problem where multiple continuous targetsy = [y1,y2 . . .yK ]

are predicted simultaneously for a given inputx. In the context recognition domain,

learning to track person location or position is one example application of this cat-

egory. Similar to the binary classification setting, traditional regression models are

developed to handle only one output dimension. There are different ways to handle

multiple continuous structured output dimensions: modeling each output indepen-

dently, modeling correlation via coupled parameters, or building a fully joint model.

In the Gaussian process regression (GPC) framework, we used the second approach

by learning common covariance function hyperparameters. Figure 5 presents a graph-

ical model for multiple output regression.

– Sequential inputs: This type of structure data can arise from many temporally dis-

tributed sensors and the particular characteristics of the task at hand. In this work,

sequential features (i.e., in input space) come from the time-series nature of the data

where observations are not independent but depend timewise on close observations.

They form a set of feature vectors from different time stepsx = [x1,x2 . . .xt ], where

each data pointxt can be multi-dimensional. Similar to the previous setting, each data

sequence has a corresponding class labely in the case of supervised learning. Figure

6 presents a graphical model for sequential input classification or other sequential

modeling task.

– Sequential labels: This is a counterpart to the former in a structured output space.

This means the labels to be recognized are not independent but depend on close labels.

In the case of sequential labels this could be a first-order Markov model where current

class labelsyt are dependent on previous class labelsyt−1. In machine learning this

is known as sequence labeling, where each label can take binary or multiple values

similar to a multi-class setting in each time stepyt = [y1
t ,y

2
t . . .y

K
t ] for a given example

xt . Conventional machine learning methods cannot handle sequential labels directly,
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but each observation-output pair is used individually in thetraining process. There

are many applications in context recognition that are sequential in nature. In this

thesis work, the sequential information of daily life activity recognition was tested

and a sequence labeling method based on multi-class support vector machines and

temporal filtering is proposed. Figure 6 presents a graphical model for sequence

labeling.

– Multiple targets: This is a different setting compared to the discriminative learning

approaches above, where human context recognition focused on single person mod-

eling at one time. In addition to the structured and multi-modal sensor data, in this

setting there are multiple targets (e.g., humans) whose context is recognized simul-

taneously. The problem arises from the multiple target tracking application where

the aim is to estimate current locations (or other hidden variables)ut of a possibly

variable number of persons acting in an environment. The main challenges are re-

lated to data association problem, i.e., which of the current measurementszt are

produced by a certain target. Furthermore, the motion of the targets is usually non-

linear and sensor measurements are noisy and limited. We apply Bayesian filtering

to these problems along with statistical kernel machine-based learning. More pre-

cisely, tracking of individual targets is performed using a combination of a learned

Gaussian-process-based multiple-output regression model and particle filtering. Mul-

tiple simultaneously moving targets and the data association problem related to them

are handled using joint particle filtering and a two-dimensional Markov random field

model. Figure 8 presents a graphical model for multi-target estimation and tracking.

– Other structured data: We have described structured data typically produced by dif-

ferent sensor settings. Structured data exist in many real-life problems in machine

learning and pattern recognition application, and more specifically in the area of

context recognition, which is the main focus of the developed algorithm in this the-

sis. However, structured data-based prediction (Bakıret al. 2007) is not only lim-

ited to the categories presented above, it can consist of other domains covering ap-

plication areas as diverse as speech and natural language processing, text analysis,

computational biology, and image analysis, to name just a few. Similar to sequen-

tial inputs and outputs usually arising from time-series data, in some applications

data can be naturally presented by other structures such as graphs and trees that rep-

resent language and gene expression data, for instance. In discriminative learning

these sometimes complex structured input-output pairs can be taken into account

to build more accurate models. The structured multi-class classification approach,
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where multiple discrete output labels are predicted, can be extended to ordinal re-

gression or ranking learning (Chu & Ghahramani 2005), where multiple categories

additionally have meaningful relative ordering, e.g., used in collaborative filtering

and gene expression data analysis. Besides natural structures existing in feature and

label spaces, there could be multiple labels for each input example (i.e., multi-label

learning (Tsoumakas & Katakis 2007, Grootet al.2011)) or the labels can be incom-

plete so that groups of labeled and unlabeled examples are formed. These setting

arise in occasions where labeling of the dataset can be difficult (i.e., to assign an

example to only one of the classes) or expensive and time-consuming, so that it is

only practical for a small part of the examples, while a large number of unlabeled

examples are easily available. This is known as semi-supervised learning (Chapelle

et al.2006), which can outperform a conventional model learned only from the small

labeled dataset. Moreover, another example is multiple instance learning (Maron &

Lozano-Pérez 1998), where it is only possible to give a single label to the group of

examples, i.e., indicating that there is at least one example from the labeled category

in the group. In this thesis, we worked with structured data in the previously defined

six different categories to handle human context recognition. In future work attention

can be paid to building discriminative methods for handling these other structures, as

well. These incomplete and structured learning settings can provide tools for develop-

ing more robust and practical context-aware systems where only sparse and limited

training data are available.

...

x

f (x)

y1 y2 yK

Fig 3. Graphical model for supervised learning from multiple labels, i.e., multi-

class classification.
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...x1 x2 xM

f (x)

y1 y2 yK

Fig 4. Graphical model for supervised learning from multiple modalities.

...

x

f (x)

y1 y2 yK

Fig 5. Graphical model for supervised learning from multiple continuous outputs,

i.e., multiple output regression.

...

...x1 x2 xt

f (x)

y1 y2 yK

Fig 6. Graphical model for supervised learning from sequential inputs.
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Fig 7. Graphical model for supervised learning from sequential output labels.

...

...z1 z2 zt−1 zt

u1 u2 ut−1 ut

Fig 8. Graphical model for multiple target tracking.

We can summarize the key parts that motivate the context recognition and machine

learning approaches presented in this thesis as follows:

1. Context-awareness is needed to be able to build smart systems

2. Sensor-based human context recognition is a key element for building context-aware

systems

3. Novel sensor approaches are needed for natural and non-invasive context recognition

and human-computer interaction

4. Structured sensor systems and uncertain data pose challenges to information process-

ing

5. Statistical machine learning and pattern recognition algorithms are needed to learn

from noisy, sometimes limited but structured, multi-sensor measurement.
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1.2 Main contributions of the thesis

This thesis provides a discriminative framework for learning structured data from multi-

ple sensors. The framework includes the typical stages of a pattern recognition system:

pre-processing, model training/prediction, and post-processing. The key element in the

framework is the discriminative learning phase where we applied state-of-the-art kernel

methods, especially useful for learning from noisy high-dimensional data. Two groups

of methods are applied. First, support vector machines that provide effective sparse

solutions to large-scale problems were applied to classification problems. Second, for

probabilistic inference, Bayesian discriminative learning algorithms based on Gaussian

process classification and regression were studied.

The framework is not limited to kernel methods. However, they provide unified

and modular ways to combine pre-processing, model training, parameter optimization,

and post-processing to problems arising from structured multi-sensor data. In the pre-

processing stage typical techniques such as segmentation, smoothing, feature extraction,

and transformation related to a particular application in mind can be applied. Using ker-

nel mapping, a link between the pre-processing and training stages can be set. Input

data are transformed to a unified kernel space where optimization can be done using

standard algorithms not directly dependent on the non-standard structured input for-

mats. Instead, kernel mapping can be designed to handle different structured data in the

problem at hand while keeping the original optimization process of SVM and GP.

Furthermore, kernel mapping can be designed so that it includes free hyperparam-

eters optimized during training, providing automatic feature and model selection, two

of the fundamental problems in machine learning. Especially in a Bayesian framework,

where GP provide one possible discriminative solution, these are realized in the train-

ing process naturally through a marginal likelihood or evidence maximization. Using

learning algorithms that can produce probabilistic output predictions, the training and

post-processing stages can be linked together, making further processing of structured

data possible. In GP, the trained model gives these estimates directly, and in SVM ap-

proximation can be achieved by training an extension of parametric sigmoid mapping to

transform decision boundary distances to posterior probabilities. In addition, we present

approximation techniques for several neural and instance-based learners applied to the

framework for comparison. Post-processing is presented in three areas: combining mul-

tiple models applied to multi-modal features, learning to reject uncertain examples, and

learning to predict label sequences.
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This work was motivated by requirements in the area of ubiquitous and context-

aware computing, where important issues related to machine learning and pattern recog-

nition are automatic recognition and reasoning of context information to be able to build

services, technologies, and systems with natural and smooth human-computer interac-

tion. More precisely, this is usually realized by context information related to motion,

activities, and behavior of humans acting in a ubiquitous environment. We address three

low-level human context recognition problems: person identification based on walking

style, multiple person location tracking, and daily life activity recognition where ac-

curate models for structured multi-sensor data are trained using the framework with

appropriate pre-processing methods for the task at hand, kernel design, classifier or

regressor optimization, and post-processing methods.

Some parts of the algorithms and application-specific results related to the discrim-

inative learning framework have been partly reported previously. Time-series segmen-

tation and feature extraction for pressure-sensitive-floor-based person identification is

presented in Pirttikangaset al.(2003), Suutala & Röning (2004), and Kohoet al.(2004).

Initial ideas of using sequential multi-sensor data, combining multiple feature sets, and

rejecting unreliable examples for walker identification have been reported in Suutala

et al. (2004) and Suutala & Röning (2005). In Suutala & Röning (2008) these ideas

are combined into a unified framework of methods to identify footsteps using SVM and

compared to related methods. The initial experiments of using simple binary switch

floor sensors with specific feature extraction techniques and a variational Bayes Gaus-

sian process classifier have been studied in Suutalaet al. (2008). The idea of sequence

labeling for acceleration-sensor-based activity recognition has been reported in Suutala

et al. (2007). Some of the multi-target tracking techniques for floor sensors have been

reported in Suutalaet al. (2010).

Here are more details of individual structured data problems in the human context

recognition area where the developed algorithms were applied:

– Multiple discrete labels: Multi-class classification setting using kernel methods was

applied to person identification and activity recognition. In biometrics, multiple la-

bels arise from automatic recognition of a person from a sometimes large group of

possible identities. Identification can be seen as an answer to the question, who is

entering the environment or acting in it? In contrast is person authentication or ver-

ification, where the idea is to confirm if the person really is the person he or she

claims to be. This is known as a two-class classification problem; it typically scales
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better to the number of persons and has important applications in the field of surveil-

lance. However, we were more interested in the former, usually required in the area

of ubiquitous and context-aware computing that creates personalized services auto-

matically. We used a sensor floor to capture footstep data during walking to perform

identification based on different features extracted from the walking style. SVM and

GP classifiers were used to build multiple class classification in datasets of size ca.

10 different persons. In the area of activity recognition, a set of typical low-level

daily routines were categorized. In this study, 17 different activities and 9 combined

activities were determined, leading to multi-way classification, as well.

– Multi-modal inputs: We also studied multi-modal input data in the person identifi-

cation application. To achieve more accurate models, multi-modal sensor data are

applied in two different ways. First, using the floor sensors, different features are cal-

culated from sensors that capture time and frequency domain properties in the case

of a pressure-sensitive floor. Second, two different sensor types, binary switch floor

and acceleration sensors, are combined. In a pattern recognition framework, classi-

fiers are trained individually for each feature set and the probabilistic combination of

classifiers is performed in the post-processing stage to make further processing, such

as rejection, possible. The individual models for discriminative learning are based on

SVM and GP. Fusion is implemented using fixed combination rules.

– Sequential inputs: Sequential input features were studied in person identification. In-

stead of using only the features calculated from single footsteps, we captured longer

sequences of walking to be able to model the properties of the walking sequences

to decrease the effect of noise and variances in individual samples and to increase

invariance against walking speed and footwear, for instance.

– Sequential labels: The sequential information of daily life activity recognition were

tested and a sequence labeling method based on multi-class support vector machines

and hidden-Markov-model-type temporal filtering is proposed. The idea is to model

the probability of activity label changes instead of just modeling them independently.

– Multiple continuous labels: We studied continuous response variables in person loca-

tion tracking, where the problem is to learn to predict continuous multi-dimensional

position information. This is known as multivariate regression and in the framework,

we applied a multiple GP regression model where, similar to classification, individ-

ual models are trained to each output dimension. However, the correlation between

dimensions was modeled by learning common covariance hyperparameters such as

noise and kernel parameters. For a tracking application, GP regression was embed-
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ded into a sequential Monte Carlo filtering framework where uncertainty information

provided by the GP could be used directly in the importance sampling step of the par-

ticle filter.

– Multiple targets: In a multiple person tracking application, the motions of targets

are usually non-linear and sensor measurements are noisy and limited. We applied

Bayesian filtering to these problems along with statistical kernel-based learning. More

precisely, individual targets were tracked using a combination of a learned Gaussian-

process-based multiple-output regression model and particle filtering. Multiple si-

multaneously moving targets and data association problems related to them were

handled using joint particle filtering and a two-dimensional Markov random field

model.

The main contributions of the thesis can be summarized as

1. Novel and existing (but not established) sensor approaches are applied to human

context recognition

2. Methods for recognizing context from diverse structured data using statistical dis-

criminative learning are proposed

3. Extensions to kernel-based discriminative learning algorithms for handling struc-

tured multi-dimensional multi-sensor data to be able build accurate models for hu-

man context recognition are proposed

4. The proposed algorithms are validated in real-life datasets and applications.
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2 Background and review of literature

If you thought before that science was certain - well, that is just

an error on your part.

Richard P. Feynman, 1965

This chapter presents the background and related work of the thesis. The presentation

is twofold. First, different aspects of context-aware systems, which use, process, or

recognize human context information, are introduced. These include application sce-

narios, similar to this work, of person identification, tracking, and daily life activity

recognition. Background knowledge of biometrics and localization techniques is given,

as well. Second, machine learning methods related to discriminative learning and sta-

tistical modeling are presented, especially in the case of structured multi-sensor data.

These include approaches that use kernel methods such as support vector machines

(SVM) and Gaussian processes (GP) as well as Bayesian filtering and related methods.

Moreover, related approaches previously applied to structured data and multi-sensor

information fusion are discussed.

2.1 Human context recognition

2.1.1 Context-aware computing

Human context recognition as a part of context-aware computing systems has been

studied actively more than a decade. Smart and context-aware environments where

embedded computing devices are used to provide services and interaction transparently

and naturally beyond traditional desktop computing are possibly able to adapt their

operations to the current context without explicit user intervention, as already stated in

seminal work by Weiser (1991) and Weiser & Brown (1997) in the early 90’s. To be

able to build smart environments, context information about user’s identity, location,

activities, and behavior is needed (Essa 2000). This is realized through smart sensing,

which can be seen as combination of different sensor techniques (mobile or fixed) and

intelligent data analysis (Essa 2000) based on signal processing, pattern recognition,

machine learning, and data mining methods (Krumm 2009a, Bishop 2006).

Besides the data processing approaches focused on in this thesis, context-aware ap-
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plications require sensors, actuators, and computing hardware along with software in-

frastructure from middleware and context management to user interfaces and feedback

techniques to put everything together and to support context data from different sources

at different levels of abstraction (Deyet al. 2001). Context awareness can be realized

in many different environments where people are acting. Context-aware environments

could vary from home to offices and public spaces, for instance. The requirements

of infrastructure for context-aware applications can be very different, for example, in

a home or a work environment. However, to support ubiquitous sensing and human

context recognition in specific, common features can be found (Essa 2000). These

include self-calibration of sensors to support changes in the environment, network-

ing to connect multi-modal sensor devices and data, distributed computing to support

hardware-independent heterogeneous services, and multi-modal sensors (e.g., optical,

audio, wearable, and embedded sensors) attached to the environment and worn by the

user to extract different levels of context information. Context-aware applications can

vary from “anytime, anywhere” services and reminders to applications of surveillance,

monitoring, environmental control (Dey 2009), and natural human-computer interfaces,

to name a few. Figure 9, shows a loop of a typical interactive context-aware system and

its building blocks, including the modules of sensor processing, knowledge manage-

ment, and feedback techniques. This thesis and the rest of the background work review

concentrate on the sensor processing and learning block highlighted in Figure 9.
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Context Reasoning

SENSOR PROCESSING & LEARNING FEEDBACK TECHNIQUES

ActuatorsSensors

Context Recognition Feedback generation

Context Management
KNOWLEGDE MANAGEMENT

Fig 9. Main building blocks of an interactive context-aware system whic h uses

human context information. The focus area of this work is highlighted with a bold

(red) dashed line. A detailed view of the sensor processing and machine learning

block is presented in Figure 1.

To perceive human identity, location, and behavior in ubiquitous environments, dif-

ferent sensing systems have been applied. These can be roughly divided into fixed

environmental sensors, wearable mobile sensors, as well as a combination of these two

approaches, as presented by Essa (2000). In these categories different sensor modali-

ties have been used. In the category of fixed sensors, optical sensors such as cameras

measuring from a distance are the most popular along with audio sensing using mi-

crophones. Other sensors in this category can vary from simple motion detectors to

ultrasound and infrared scanners. The mobile sensor category includes acceleration

and angular rate sensors as well as magnetometers, where the former has been the most

popular in the area of activity recognition, providing a first-person viewpoint of con-

texts. The combination, where the system includes wearable sensors and some external

sensing infrastructure attached to the environment, has also been studied. This category

contains radio frequency identification (RFID) techniques, for example, to recognize

object usage from tags attached to them. Many indoor location systems rely on a combi-

nation of mobile sensing and environmental infrastructure such as wireless and cellular

networks as well as ultrasound, infrared, and electromagnetic systems, whereas outdoor

navigation and localization rely on the global positioning system (GPS) (Hightower &

Borriello 2001). As a novel approach, the locally unique magnetic field of buildings
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has been studied to provide indoor location information, where additional environmen-

tal infrastructure is not needed, only a map built on the magnetic field distribution and

a mobile device equipped with a magnetometer as, presented by Haverinen & Kemp-

painen (2009).

2.1.2 Machine learning and inference

Realization of context-awareness requires techniques for recognizing, predicting, and

discovering high-level context information from raw sensor measurements. To model

uncertainties, arbitrary structures, and non-linear dependencies of data, traditional artifi-

cial intelligence methods that rely on deterministic approaches such as logic, rules, and

expert systems are too limited and can fail. This is where statistical machine learning

enters the picture. In statistical machine learning (Bishop 2006, Alpaydin 2004), col-

lected data are used to train models to perform certain tasks such as predicting human-

related context. In recent years, statistical methods have shown superior performance

compared with more traditional approaches, and have become dominant in the area of

context recognition (Krumm 2009b) and other application domains (Bishop 2006).

Depending on the application at hand as well as the labeled training data avail-

able, machine-learning-based context recognition can be divided into two categories–

supervised and unsupervised learning–where the former uses class labels attached to

each training input and the latter relies only on the inputs. The drawback of supervised

learning is that the labeling process can be difficult and time-consuming. However,

more accurate models can be learned from labeled data. Depending on the labeling

cost, both labeled and unlabeled data can be used. These categories includes approaches

such as active learning (Tong & Koller 2002), semi-supervised learning (Chapelleet al.

2006, Zhu 2008), and multiple instance learning (Dietterichet al.1997).

This thesis concentrates on supervised learning approaches, and more specifically,

on discriminative learning where (non-linear) mapping between input features and out-

put labels is learned effectively to predict human context from complex noisy measure-

ments. In this work, the context recognition approaches are based on two important

branches in machine learning and statistical modeling: kernel methods (Schölkopf &

Smola 2001, Shawe-Taylor & Cristianini 2004, Herbrich 2002) and Bayesian inference

(Bishop 2006, MacKay 2003, Doucetet al.2001, Gelmanet al.2004).

The rest of this chapter is focused on reviewing previous work in three different

low-level sensor-based human context recognition tasks related to the focus area of this
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work, where the common aim is to automatically answer human-context-related ques-

tions of who?, where?, and what? based on different sensor measurements. Moreover,

to support the following presentation, we provide background information in two es-

tablished areas–biometrics and localization. Finally, we examine different kernel-based

machine learning and Bayesian inference approaches applied to the complex structured

data problems presented in Chapter 1.

2.2 Person identification

One of the main requirements for higher-level human modeling in smart environments

is to keep track of the identity of persons, which provide a strong cue for context aware-

ness (Essa 2000, Pentland 1996). Especially in environments where multiple users are

acting, the capability to recognize individual users automatically is a key element in

providing personalized services as well in collecting routines and normal/abnormal be-

havior of individuals.

2.2.1 Biometrics

Person identification and verification technologies have been studied in the area of bio-

metrics (Jainet al. 2007), where intrinsic physical or behavioral attributes are used to

uniquely recognize humans. Physiological properties are related to the shape of the

body, including technologies such as fingerprints, the face, DNA, hand geometry, and

iris recognition, to name a few. The class of behavioral properties is related to the be-

havior of a person, including voice, gait, and the manner of using devices, e.g. keyboard

typing or remote controller usage. More strictly, some behavioral characteristics also

use physiological traits such as tone of voice or step length of gait. Physical attributes

are typically stable, whereas behavioral ones are possibly affected by age, injuries, or

even emotional state (Jainet al.2007).

On the other hand, the type of biometrics can be categorized as being invasive or

non-invasive. For example, fingerprint and iris identification require user interaction

and use of an external measuring device. Non-invasive techniques such as gait and

voice recognition can be measured naturally (e.g., during the user’s normal behavior)

from a distance or using devices embedded in the environment. Another important

point is that some sensor technologies such as cameras can be used naturally (e.g., face

recognition), but users might still feel they are too invasive.
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A biometric system can operate in two modes. The first mode is verification (or

authentication), where each person has his/her own model or template and the captured

measurements are compared to it. Finally, it is verified that the individual is who he/she

claims to be. This is a typical mode used in access control applications where the

claim is typically giving by ID card or user name, for instance. The second mode is

identification, where in the most general case, biometric measurements are compared

to each person in the database to choose who he/she is. Furthermore, a special case is

to determine if a person is or is not in the database. The choice of mode depends on

the application at hand. Verification is applied in very restricted cases where external

action needs to be used to prevent multiple people from using the same identity (i.e.,

positive recognition), whereas identification provides a more natural way to perform

biometrics in cases of preventing a single person from using multiple identities (i.e.,

negative recognition) (Jainet al.2007).

In the area of ubiquitous computing, typical biometric applications are related to

identification rather than verification. Exceptions are certain access control and authen-

tication approaches. Typically, in a smart environment identification is manifested in

its most general form: multi-person identification that can be seen as a multi-class clas-

sification problem from the pattern recognition point of view. In addition, the choice

of invasive level and the type of biometric characteristics used play a big role when

building natural identification approaches in a smart environment. To enable natural

non-disturbance and smooth identification performed on the background, the biometric

method used should be non-invasive and based on behavior properties.

A biometric system can be seen as a typical pattern recognition system (Jainet al.

2007), including a sensor module, a pre-processing (e.g., feature extraction) module, a

matching and decision module, as well as a database module. Pre-processing typically

includes different signal and image processing algorithms for extracting invariant bio-

metric patterns from raw data, which are then used to train the model using machine

learning methods (Kunget al.2004). In the enrollment stage, example patterns are col-

lected into a database and models (i.e., the templates) are trained, and in the recognition

stage verification or identification is performed.

Non-invasive biometric techniques that could meet the requirements of a smart en-

vironment have been studied in many different projects. The most popular approach

is to use optical sensing where face recognition and facial attributes provide the most

common physiological biometric features (Jainet al. 2007). The difficulties in using

face recognition naturally in smart environments are related to face detection from a
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complex background, changes in pose and illumination conditions, and possible partial

occlusions. Other strong optical-based solutions such as fingerprints, palm prints, and

irises need external action by the user. Another popular biometric technique is audio-

based voice recognition, which is a combination of physical and behavioral biometric

characteristics. The disadvantage of voice-based recognition is that speech features

are sensitive to background noise, reverberations, and possible changes in behavioral

aspects over time. Furthermore, especially in text-dependent identification, the user

is forced to speak a predetermined phrase, and in text-independent identification, the

speaker’s close interaction with the microphone is still needed unless a large number

of far-distant microphones equipped with advanced signal processing techniques are

attached to the environment (Wölfel & McDonough 2009). These can limit the use of

voice in smart environments along with other more invasive techniques.

2.2.2 Gait-based identification

Biometric attributes related to natural human behavior are the most practical non-inva-

sive non-disturbing approaches to be applied in context-aware environments. Measure-

ments related to gait, i.e., how a person walks, provide one practical identification

technique. According to sensor settings studied previously, these can be roughly di-

vided into three categories: vision-based solutions, floor sensors, and wearable sensors.

Video-based gait recognition (Nixonet al.2006) is the most popular approach and can

be captured from a distance. Although rich information on gait is acquired, problems

similar to face recognition still exist. Recently, an audio-based approach which captures

the sound of walking sound to identify persons was studied in DeLoney (2008).

In footstep-based person identification, sensors are installed on the floor surface

using different sensor technologies and identification methods. Both resistive and ca-

pacitive sensors are used to measure footstep contact during walking, using sensors

ranging from low-cost, low-resolution binary switches to very accurate but expensive

high-resolution pressure sensors. These kinds of approaches can provide calm technol-

ogy for identification without any sensor being attached to the user. In the early works

by Addleseeet al.(1997) and Orr & Abowd (2000), identification of walkers was based

on a small area of ground reaction force (GRF) sensors which measure load during

footstep contact. They used classification methods of nearest-neighbor (NN) and hid-

den Markov model (HMM) methods, respectively. Their approaches showed promising

identification results in a small group of persons. A sensor installation, collection of
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a large dataset, and experiments with a person verification scenario were presented in

Rodriguezet al. (2008). They used a GRF sensor with geometric and holistic features

along with a support vector machine classifier. In Mostayedet al. (2008), GRF-based

person authentication is performed with a small number of subjects (six persons). Noisy

data from a vertical force plate is filtered using a discrete wavelet transform, and a his-

togram is computed from the filtered signal. Finally, the histogram is matched against

the person’s histograms in a database. GRF-based systems are very close to our elec-

tromechanical pressure sensors. However, our system only reacts to pressure changes

in the surface.

In Nakajimaet al. (2000), a high resolution (10 x 10 mm cell size) spatially dis-

tributed pressure sensor mat producing a footstep image with 256 gray levels was used

to identify persons based on template matching between a test image and registered

training images. Middletonet al. (2005) developed a high-resolution low-cost pressure

sensor mat made of resistive switches. They also performed person identification based

on sequential features such as stride length, gait period, and heel-to-toe ratio along with

a Euclidean distance measure as a classifier. Qianet al. (2008) and Qianet al. (2010a)

also used high-density pressure sensors based on force sensing resistors where the spa-

tial resolution was six sensors per square inch. Features from both footstep pressure

profiles as well as position trajectories of the centers of pressure of two consecutive

footsteps (i.e., left and right foot) were used. Classification was based on linear Fisher

discriminants. In Junget al. (2004), a quite similar force-sensing resistor system was

studied, but only the 2D positional trajectories of center of pressure are applied. In the

identification stage the combination of a hidden Markov model (at the footprint level)

and a neural network (at the final decision level) was examined. In the category of

low-resolution binary sensors, UbiFloor (Yunet al. 2003) uses simple on/off switch

sensors, and identification is based on features of both single footsteps and walking

calculated from five consecutive footsteps on the floor. The sensor arrangement differs

from our work, but the use of simple binary sensors is most similar to ours from the

application viewpoint. A multi-layer perceptron (MLP) neural network was used as a

classifier. Recently, the work has been extended by using another sensor floor based

on photo interrupters (Yunet al.2005a), increasing identification accuracy in a similar

MLP classification setting with a walking pattern (Yunet al.2005b) and a step pattern

(Yun et al.2008) and combined (Yunet al.2011) features. Besides features calculated

from footsteps, weak (or soft) biometrics such as human weight has been applied as

well. In the work by Jenkins & Ellis (2007), GRF-based weight measurements are ap-
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plied to biometric identification. Different floor sensor approaches are summarized in

Qianet al. (2010a) and in Yunet al. (2011).

In this work, two novel sensor approaches based on pressure-sensitive stripes and

binary switches are introduced, and the framework of kernel-based discriminative learn-

ing is applied to identification along with special pre-processing and feature extraction

approaches developed for both sensor floors. Competitive or better results than in pre-

vious studies are achieved as well as the ability to handle structured multi-modal data

of human walking sequences. Table 1 summarizes and compares different floor-based

person identification approaches presented in the literature and in this work. Detailed

experiments conducted in our work are presented in Chapter 4.

The third category of identification settings includes different wearable sensors that

capture gait-related motion of different body parts to be used in authentication. The

applied sensors have been accelerometers (Gafurov & Snekkenes 2009, Gafurovet al.

2007, Ronget al.2007, Huanget al.2007, Mäntyjärviet al.2005, Ailistoet al.2005)

and gyroscopes (Huanget al. 2007) attached to different body parts such as the waist

(Mäntyjärvi et al. 2005), hip (Gafurovet al. 2006b, Ronget al. 2007), and ankle (Ga-

furov et al.2006a), as well as in shoes (Huanget al.2007). In a shoe sensing platform,

force-sensitive resistors, switches, bending, and an ultrasonic sensor were applied, also

to characterize phases of the gait cycle. Features are calculated from time and fre-

quency domain characteristics of the gait cycle and correlation and different similarity

measures are used to perform verification. Bächlinet al. (2009) experimented with

template-based authentication of gait acceleration signals, and showed that different

changes such as walking speed, footwear, weight, and day-to-day variability can have

an effect on recognition if not trained carefully. A survey of different gait-based biomet-

rics in the categories of vision, floor, and wearable sensors is given by Gafurov (2007)

and Gafurov & Snekkenes (2009).

In our work, a 3D acceleration sensor attached to the subject’s chest is used to model

gait and body movements during walking. Using simple spectral features (without gait

cycle segmentation) as well as the sequential nature of walking data, a novel graph-

based time-series kernel is proposed in a discriminative learning framework to be able

identify persons from a couple of walking cycles. Furthermore, we combined a binary

floor sensor with an acceleration sensor to increase the reliability of the identification

approach. To our knowledge, this is the first time this kind of setting has been applied

to person identification. Table 2 summarizes and compares different wearable sensor-
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Table 1. Summary and comparison of floor-based person identificatio n and authen-

tication approaches presented in the literature and in this thesis.

Method Sensor Features Classifier Number of
persons

Accuracy
(%)

Addlesee
et al. (1997)

Load cell floor GRF profile HMM 15 91.3

Orr & Abowd
(2000)

Load cell floor Geometric of GRF
profile

KNN 15 93.0

Nakajima
et al. (2000)

Load cell plate Direction and position
of footprints

Special dist.
function

10 85.0

Yun et al.
(2003)

Binary switch floor Geometric of footprint
walking seq.

MLP 10 92.8

Jung et al.
(2004)

Pressure sensor
floor

2D trajectory of 2
concecutive footprints

HMM-NN 11 79.6

Middleton
et al. (2005)

Force sensing
resistors floor

Geometric and time of
footstep walking seq.

Euclidean
distance

15 80.0

Yun et al.
(2005b)

Photo interrupters
floor

Geometric and time of
footprint walking seq.

MLP 10 96.2

Yun et al.
(2008)

Photo interrupters
floor

Transitional footprint of
walking seq.

MLP 10 92.0

Rodriguez
et al. (2008)

Piezoelectric
transducer plates

Geometric and holistic
of footstep prof.

SVM 55 87.0
(ERR)1

Mostayed
et al. (2008)

Force plate Vertical GRF signal,
histogram of wavelet
denoised signal

Histogram
distance

6 96.7
(TAR)2

Qian et al.
(2010a)

Force sensing
resistors floor

1D profile, 2D
trajectory, geometric

Fisher
discriminant
analysis

11 92.3
(0.64)3

Yun et al.
(2011)

Photo interrupters
floor

Geometric, transitional
footprint of walking
seq.

MLP 10 99.0

Suutala &
Röning
(2008) (this
work)

Pressure sensor
floor (EMFI)

Statistical, geometric
and FFT of footstep

SVM 10 94.1
(3.0)3

Suutala et al.
(2008) (this
work)

Binary switch floor Spatial and time of
footprint walking seq.

VB-GP 9 84.3
(6.7)3

Proposed in
this work

Binary switch floor Spatial and time of
footprint, walking seq.

VB-GP
WWGK
kernel

9 92.2
(5.8)3

1 Equal recognition rate (ERR) is a rate where accept and reject accuracy are equal, typically used in authentica-
tion

2 True accept rate (TAR) and true reject rate (TRR) in authentication
3 Cross-validated mean and standard deviation of recognition accuracy
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based person authentication and identification approaches presented in the literature and

in this work. Detailed experiments included in our work are described in Chapter 4.

Table 2. Summary and comparison of wearable sensor-based person authentication

and identification approaches presented in the literature and in this thesis.

Method Sensors Features Classifier Number of Accuracy
persons (%)

Mäntyjärvi et al. (2005) 3D acc. Segmented right and Correlation 36 93.0 (ERR)1

in waist left step, amplitude
from x- and z-axis

Gafurov et al. (2006a) 3D acc. Histogram of Histogram 21 95.0 (ERR)1

in ankle comb. 3 axes similarity
Rong et al. (2007) 3D acc. Segmented and av. DTW-KNN 21 94.4 (ERR)1

in waist steps from 3 axes
Huang et al. (2007) 3D acc., FFT of Neural network 9 96.9

gyro., each sensor with extended KF
force, channel
bend,
switch,
ultrasonic
sensors
in shoe

Gafurov et al. (2007) 3D acc. Av. and norm. 1-NN 50 86.3
in pocket gait cycles absolute dist. 92.7 (ERR)1

Bächlin et al. (2009) 3D acc A set of features Euclidean dist. 5 97.3 (ERR)1

in ankle from time and 76.5 (ERR)2

frequency domain,
av. on gait cycles

Proposed in 3D acc. FFT amplitude of VB-GP with 9 95.7 (4.2)3

this work in chest combined WWGK kernel
3-axes signals

1 Equal recognition rate (ERR) is a rate where accept and reject accuracy are equal, typically used in authentica-
tion

2 Including different variations such as walking speed, different shoes, extra load, and natural variation in gait over
a period of days

3 Cross-validated mean and standard deviation of recognition accuracy

2.2.3 Other behavioral approaches

Besides identifying persons by their gait, other new types of behavioral characteristics

in the category of wearable sensors have been used as a biometric modality, such as

computer usage habits (i.e., keyboard typing, introduced by Clarke & Furnell (2007)

and mouse usage style, presented by Ahmed & Traore (2007)), brain activity as a re-
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sponse to a visual stimulus, measured by electroencephalogram (EEG) in Palaniappan

& Mandic (2007), cardiac signals measured by electrocardiogram in Israelet al.(2005),

and cardiac sound measured by phonocardiography in Beritelli & Serrano (2007).

These studies show that potential individual characteristics can be found and used

as part of an authentication system. However, the impracticality and obtrusiveness of

measuring the attributes do not meet the requirements of a context-aware environment.

More specific identification methods in the area of ubiquitous computing have been

habits of using a remote control when watching TV, as examined in Changet al.(2009),

and use of different household devices, presented by Hodges & Pollack (2007). In a

smart home scenario, ultrasonic sensors attached to doorways are used to measure a

person’s height as a weak biometric (Srinivasanet al. 2010). In companion with gait-

based identification, these can be used to recognize behavioral characteristics of a small

number of users in a smart home.

2.2.4 Information fusion in biometrics

A single biometric sensor modality or single feature presentation is not typically accu-

rate enough to perform identification, especially when using weak behavioral attributes

favored in ubiquitous computing applications. The combination of pattern classifiers

and ensemble methods in general has yielded very promising results by improving clas-

sification accuracies in complex datasets. These combination schemes are usually based

on a strategy of combining different feature presentations from the same or different

source signals, different classifiers learned from the same feature presentation or en-

sembles of weak learners (Duin & Tax 2000, Kittleret al.1998, Hoet al.1994). From

the machine learning point of view, the problem of multiple person identification can

be seen as multi-class classification. To be able get accurate identification from noisy

sensor data, a useful method is to combine different feature presentations using mul-

tiple examples from the same sensor or different sensors (Kunget al. 2004), e.g. by

fusing the output probabilities of different presentations or modalities (Kuncheva 2004,

Alpaydin 2004). When applying kernel-based methods, probabilistic kernel machines

can be applied to decision level fusion. The idea of outputting probability estimates in

the case of SVM (Platt 1999a, Wuet al. 2004) or directly training probabilistic kernel

machines (Girolami & Rogers 2006, Rasmussen & Williams 2006, Tipping 2001, Csato

& Opper 2002, Seeger & Jordan 2004), is to provide well-defined base classifiers for

the information fusion approach.
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In most general settings of biometric identification, the classification tasks are com-

plex multi-class problems. Therefore, it is useful to apply combination schemes to

achieve the best possible classification performance. In biometric identification and

verification systems, different sources, e.g., the face and fingerprints, presented by Ross

& Jain (2003), different feature presentations from the same source, presented in Jain

et al. (1999), or different classifiers for the same or different feature sets, can be com-

bined, as studied in Kittleret al. (1998). Furthermore, biometric identification systems

usually provide a possibility to use multiple adjacent samples from the same person

to improve reliability (Kittleret al. 1997, Cheunget al. 2004) and even to allow their

fusion with multi-source data (Pohet al.2002). In addition to traditional biometrics, fu-

sion strategies are also applied to gait-based identification and especially in the area of

interest in this work, sensor floor settings, where they are combined with other sensors,

such as cameras. In Cattin (2002) and Sudoet al. (1996), a combination of floor and

camera information was used to improve the reliability of authentication systems.

In this work, we show how to combine multiple classifiers trained on different fea-

ture sets, different sensor sources, and multiple sequential examples, and performed

these successfully in the discriminative learning framework applied to gait-based per-

son identification.

2.3 Person tracking and localization

Besides person identification, keeping track of the locations and trajectories of human

motion is important for many higher level tasks in smart environments (Essa 2000)

needed to build context-aware systems (Hazaset al. 2004). First, location awareness

can provide customized real-time services and reminders in certain situations. Second,

it could be used to monitor human motion in order to recognize intentions and normal

behavior as well as hazardous and abnormal situations. Third, it could be used to collect

long-term information needed to learn routines (Pirttikangaset al. 2004) to be able to

build a proactive system. Fourth, it could be used along with identity information to

model interaction between multiple persons acting in an environment (Bernardinet al.

2009).
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2.3.1 Localization techniques

Human tracking and localization in the area of context recognition can be performed in

variable resolutions from very detailed tracking of a certain body part to position-only

tracking in indoor or outdoor environments. Based on the robotics literature, position

tracking and localization can be distinguished, so that in the former the initial pose is

known and in the latter it is unknown, and the target is localized globally (Thrunet al.

2005). Depending on the sensor setting and application, both scenarios are used in

ubiquitous computing domain. Similar to other human context recognition tasks, the

sensor setting can be fixed, i.e., installed in the environment, or it can be wearable, i.e.,

attached to clothing, the body or a mobile device. The former needs infrastructure and

the latter can have infrastructure fixed to the environment, it can be portable, or it can

have both elements. Sensor selection usually depends on the tracking resolution and

particular application. Also, the practical issues of the amount of infrastructure needed

and scalability steer the choices (Hightower & Borriello 2001).

Location tracking applications can be varied from outdoor localization using ex-

isting infrastructure, such as GPS or cellular networks, to indoor localization using a

wireless local area network or special infrastructure using infrared, ultrasound, and elec-

tromagnetic sensing as well as pressure sensors installed in the floor. On the other hand,

computer vision with multiple cameras provides an approach of measuring targets from

a distance, but much effort needs to put in low-level image processing to detect fore-

ground objects. However, besides location information, a rich set of other behavioral

information based on the user’s motion can be perceived and used to infer activities

and other higher-level context information. A survey of different location systems for

ubiquitous computing was presented in Hightower & Borriello (2001).

Target location sensing can be implemented using three major techniques. The first

one is triangulation, which can be done via lateration (i.e., using multiple distance mea-

surements between known points) or angulation (i.e., angle or bearing measurements

relative to points with known separation). The most well-known example of this is GPS.

The second one is proximity, which measures nearness to a known set of points, such as

detecting physical contact (e.g., floor sensors). The third one is scene analysis, which

examines a view from a particular vantage point, commonly used in computer vision.

These could be applied individually or in combination (Hightower & Borriello 2001).

Raw sensing techniques are typically too noisy to be applied to person tracking and

localization directly due to the fact that heterogeneous but limited measurements from
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(possible) multiple targets, and the motion of the targets themselves, cause different

uncertainties. To handle uncertainty, probabilistic methods such as Bayesian filtering

are applied to improve location tracking (Hightower & Borriello 2004, Foxet al.2003).

These techniques include linear Kalman filters (KF), multi-hypothesis tracking to han-

dle multi-modality (Bar-shalom & Fortmann 1988), and numerical approximation algo-

rithms based on sequential Monte Carlo (aka. particle filtering) to handle non-linearity

and multi-modality (Doucetet al.2001).

In this thesis work, a Bayesian filtering approach based on particle filters (PF) com-

bined with kernel-based GP learning was applied to proximity-based location tracking

on floor sensors. It overcame some problems of tracking by introducing techniques for

handling discrete sparse measurements and the data-association problem of multiple

targets. Furthermore, the proposed algorithms outperform the conventional approaches

even though they rely only on KF and plain PF.

2.3.2 Floor and related sensor -based tracking

There are some prior studies of person tracking using binary floor sensors (Murakita

et al. 2004). More recently, floor sensors have been combined with cameras (Silva

et al. 2005, Yuet al. 2006) as well as with wearable acceleration sensors (Ikedaet al.

2006) and an RFID system (Moriet al. 2004) for person tracking. Morishitaet al.

(2002) present a system that also uses binary on/off sensors in which over 65,000 pres-

sure switches in an area of 4m2 give a very high resolution to modeling of the details

of single footstep profiles as an image of footprints. The floor was tested by detect-

ing humans and robots as well as discriminating between them. The justification for

using floor sensors is the ability to provide a hidden non-invasive and non-disturbing

approach to person location tracking in ubiquitous computing environments compared

with vision, audio, and wearable inertia sensors, for instance. Different approaches us-

ing simple anonymous sensors have been applied as well. Recently, Gonget al. (2011)

introduced a novel surface sensing system based on inkjet technology allowing capac-

itive sensor electrodes and different types of RF antennas to be cheaply printed onto

a roll of flexible substrate. One possible application is person localization based on

footstep contact on the surface (as well as other modalities), where passive and active

capacitive sensing, piezoelectric sensors, and different RF signals can be implemented.

In Rahalet al.(2008) infrared, tactile carpet, light switches, door contacts, and pressure
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detectors are used to detect a person in different resolutions at home in order to be able

to localize an occupant.

Most similar to our work, Murakitaet al. (2004) presented a binary sensory system

to track persons. It uses a PF technique to perform sequential position predictions us-

ing two different kinds of measurement models. However, instead of assuming known

initial positions, we extended PF-based Bayesian filtering to a more general and prac-

tical approach that deals with multiple persons entering and leaving the sensor area at

arbitrary time steps. We apply a proposed novel multi-target tracking technique based

on Bayesian filtering and discriminative learning to a binary floor sensor setting. To

our knowledge, this is the first time a joint probabilistic multi-target tracking model is

especially applied to floor-based human motion estimation, giving better accuracy than

reported by Murakitaet al. (2004). Table 3 summarizes and compares different floor-

sensor-based tracking approaches presented in the literature and in this work. Although

the different methods are not directly comparable due to different sensors, datasets, and

evaluation methods applied, it can be seen that our approach gives similar or better re-

sults than state-of-the-art methods. Detailed experiments and an evaluation of our work

are presented in Chapter 4.
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Table 3. A summary and comparison of floor and other related sensor -based person

tracking presented in literature and in this thesis.

Method Sensors Tracker Dataset Number of Accuracy
size targets (%)

Morishita et al. (2002) Pressure sensor N/A N/A 1 + N/A
floor robot

Murakita et al. (2004) Binary switch PF 40 seq. 2 90.0 (>80 cm)1

sensor floor 100.0 (>125 cm)1

Mori et al. (2004) Pressure sensor Nearest neighbor ca. 1 min 3 56.0
floor, RFID association

Silva et al. (2005) Pressure sensor SOM and 1080 min 2-5 93.73

floor, cameras hierarchical 96.74

clustering
Ikeda et al. (2006) Binary floor, Multiple 13 seq. 2 99.6

accelerometer hypothesis
tracker with KF

Yu et al. (2006) Floor sensor, PF and 4 seq. 2 78.8 (<30 cm)2

cameras hierarchical 100.0 (<60 cm)2

clustering
Rahal et al. (2008) IR, tactile, PF ca. 700 min 1 88.0

pressure,
switches

Suutala et al. (2010) Binary switch GPJPF 150 seq. 2 92.6 (>30 cm)1

(this work) sensor floor ca. 30 min 100.0 (>75 cm)1

1 Mean accuracy of keeping multiple targets tracked when the distance between targets is larger than the value
given in parenthesis

2 Position accuracy of a single target when errors are less than given in parentheses
3 Precision of video retrieval from floor measurements
4 Recall of video retrieval from floor measurements

2.3.3 Other related approaches

In the area of ubiquitous computing, wearable sensing has been a major research issue

when building position systems. The majority of outdoor positioning is related to GPS

(Misraet al.1999, Ashbrook & Starner 2003, Liaoet al.2006, Subramanyaet al.2006).

Indoor location systems have been previously based on infrared in Want & Hopper

(1992), ultrasound in Priyanthaet al. (2000), WLAN in Priyanthaet al. (2000) and

Schwaighoferet al. (2004), wearable cameras in Aokiet al. (1999), and foot-mounted

inertia sensors in Woodman & Harle (2008). Localization and tracking approaches

where sensors are fixed to the environment have mainly relied on vision and audio.

In the area of ubiquitous computing, multiple cameras and image processing algo-
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rithms were studied in Brummitet al. (2000) and Krummet al. (2000), where systems

for tracking persons in an indoor environment were proposed. More recently, many

distributed multi-camera approaches have been proposed for use in smart home envi-

ronments to track and locate occupants, as presented in Sunet al. (2010), and related

activities in Tabaret al.(2006) and Williamset al.(2007). Dynamic Bayesian-network-

based methods using non-overlapping cameras installed in an indoor environment were

developed in Zajdel & Kröse (2005). Audio and video measurements were used for

probabilistic tracking of multiple persons in Checkaet al. (2004) where four micro-

phone arrays and two cameras were combined to a joint model of the number of people

present as well as their positions and speech activity. Other microphone-array-based

speaker localization approaches can be found in Bianet al. (2005) and an overview of

the audio-based localization algorithms is given by Wölfel & McDonough (2009).

2.4 Activity recognition

Along with person identification and tracking, recognition of different activities a user

is performing provides another category of important context information. Similar to

person tracking, activities can be recognized in different resolutions and hierarchies.

Moreover, activity recognition can be based on primitive features calculated from sensor

measurements or previously recognized tracking information, such as location, using

wearable or fixed environmental sensors

2.4.1 Wearable-sensor-based recognition

In the area of ubiquitous computing, similar to localization, the most popular activity

recognition approaches are based on wearable devices equipped with accelerometer and

gyroscope sensors and a varied amount of different learning and signal processing meth-

ods. Moreover, the study of activity recognition using wearable sensors has been con-

centrated on problems ranging from hardware setups and sensor placement to feature

extraction techniques (Mäntyjärviet al.2001, Raviet al.2005, Pirttikangaset al.2006,

Knightet al.2007, Choudhuryet al.2008). In the seminal work by Bao & Intille (2004),

activity recognition using wearable acceleration sensors attached to five different body

parts is studied. Along with comprehensive related work in the field, they present use-

ful features for recognizing everyday activities and the important aspect of a need for

user-specific training data for some activities. A promising 84% accuracy rate for 20
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different activities was achieved using user-annotated training data and a decision tree

classifier. Huynh & Schiele (2005) used cluster analysis to examine which features and

time window lengths are best for discriminating between different activities. Different

features such as Fourier coefficients, mean, and variance, as well as different window

lengths, were needed for accurate recognition. Besides classifying activities, their in-

tensity has been estimated using multiple accelerometers and gyroscopes in different

body parts (Pärkkäet al.2007).

In Maureret al.(2006) different features and sensor positions were examined using

a single sensor device. To be able to compute features in real-time using a wristwatch-

like platform, they used only time domain features and a feature selection approach.

Wrist position was the best when the subset of features was optimized for it. In multi-

ple sensor recognition, Kernet al. (2003) studied the number and placement of devices.

Naturally, the more complex the activities that need to be recognized, the more sensors

need to be attached to different body parts, and the position of a sensor for a particular

activity is important (e.g., lower-body vs. upper-body motion when walking). Along

with a basic study of activity recognition, the sequential nature of activity data has

been considered in a few studies. The most popular method is generative HMM or

related methods. In Mäntyläet al. (2000) the static and dynamic hand gestures of a

mobile user were studied using acceleration sensors with self-organized maps (SOM)

and HMM, respectively. In the work by Brashearet al. (2003), vision and accelerome-

ters were combined and gestures of sign language were recognized using HMM. Laer-

hoven & Cakmakci (2000) studied different daily activities such as sitting, standing,

walking, running, climbing stairs, and bicycling. They combined unsupervised clus-

tering (SOM) with supervised learning (k-nearest neighbors) and sequential modeling

(Markov chain).

Lesteret al. (2005) present an activity recognition framework most similar to the

work described in this thesis. It uses discriminative learning of multi-dimensional input-

output mapping and feature selection of individual examples using boosting, which is

then combined with HMM to capture temporal properties. Compared with our DTS

approach, which uses a global transition probability matrix between activities, they

trained a single HMM for each activity where transition matrix models inner-class hid-

den state variation. They used a single sensor board equipped with an accelerometer,

a microphone, two light sensors, barometric pressure, humidity, and temperature mea-

surement, and a compass, and over 600 features were initially extracted. Chieuet al.

(2006) present another discriminative sequential learning approach to physiological ac-
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tivity data using conditional random fields. In the task of classifying physical activity

(watching TV or sleeping) from 9 different sensor measurements, the method showed

more accurate results than non-sequential methods that only use information from indi-

vidual input vectors.

Besides using inertia sensors, indoor activity recognition has been studied using

wearable RFID reader and tags attached to the objects and environment (Surieet al.

2007, Buettneret al.2009). In addition, other sensor modalities such as reed switches

and motion detectors attached to the environment have been used (Loganet al. 2007).

A combination of a wearable camera and a microphone is examined in Clarksonet al.

(2000), and inertia sensors, a camera, and a microphone were attached to the wrist to

recognize hand activities in Maekawaet al.(2010). In contrast to typical daily activities,

Ward et al. (2006) studied assembly tasks in maintenance work and Stiefmeieret al.

(2006) investigated manufacturing industrial applications, both using wearable sensors.

Recently, other sensor modalities, such as gaze tracking, have been applied to wearable

activity recognition, as in Bullinget al. (2009), by measuring eye features (saccades,

fixations, blinks). An SVM classifier was used to predict the labels of different activities

of copying a text, reading a printed paper, taking hand-written notes, watching a video,

and browsing the web. Extracted low-level location information can be used to help to

infer the human activity. For example, joint GPS localization and sensor-based activity

recognition has been studied in Liaoet al. (2006) and Subramanyaet al. (2006) to be

used in an outdoor environment. Table 4 summarizes related approaches to wearable-

sensor-based daily life activity recognition presented in the literature and in this work.
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Table 4. Summary and comparison of wearable-sensor-based daily lif e activity

recognition presented in the literature and in this thesis.

Method Sensors Features Classifier Number of Accuracy
activities (%)

Laerhoven & Cakmakci (2000) 2D acc. max, std, SOM, KNN 7 77.1
in leg mean, zero- Markov

crossing chain
Mäntyjärvi et al. (2001) 3D acc. raw data MLP 4 85.5

in sides transform
of hip by PCA/ICA,

wavelets
Kern et al. (2003) 3D acc. in mean and std, Bayes 8 85.0

12 body parts sliding window classifier
Bao & Intille (2004) 2D acc. in mean, entropy, Decision 20 84.0

5 body corr. tree
parts

Ravi et al. (2005) 3D acc. in mean, std, Comb. of 8 88.81

pelvis FFT energy, SVM, NB,
corr. and KNN

Lester et al. (2005) 3D acc., over 600 Adaboost 10 95.0
light, features with HMM
pressure,
humidity,
temperature
microphone,
compass
in shoulder

Maurer et al. (2006) 2D acc., mean, Decision 6 87.0
light, percentiles, tree
temp., mic rms, mean abs.
in wrist deviation

Pirttikangas et al. (2006) 3D acc. in mean and std, KNN 17 89.5 (4.6)2

4 body sliding window
parts

Suutala et al. (2007) 3D acc. in mean and std, DTS with 17 93.6 (4.2)2

(this work) 4 body sliding window SVM
parts

1 Mean recognition accuracy of different settings trained on single and multiple persons
2 Cross-validated mean and standard deviation of recognition accuracy

2.4.2 Camera-based recognition

Another category of sensing activities, besides wearable sensors and anonymous sen-

sors attached to the environment, is to use video sequences. Cameras can be installed in
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different environments, such as outdoors, home, and office, to name just a few. Recogni-

tion of activities is typically based on low-level image processing, computer vision, and

machine learning algorithms. Recent general surveys on the use of different computer

vision techniques to recognize human activities are presented in Turagaet al. (2008)

and Aggarwal & Ryoo (2011), and more specifically to recognize hand gestures and

face expressions, in Mitra & Acharya (2007). Camera-based systems have some very

attractive properties–targets can be measured from a distance, no internal infrastruc-

ture is needed and cameras can be directly attached to the existing environment, and

they provide a rich set of information about activities based on human pose and motion.

However, much effort is needed at the pre-processing stage to differentiate interest-

ing foreground regions from the background and to handle issues such as occlusions,

changes in illumination and pose, and recovery of 3D geometry.

A wide range of work has been done to extract general human activities in differ-

ent resolutions, from simple primitive actions to higher-level activities. The work has

employed different feature characteristics, such as posture, body parts, and location tra-

jectories, and machine learning algorithms such as supervised classifiers ranging from

nearest neighbor to HMM and its variants. Different settings were used in Haritaoglu

et al. (2000b), Haritaogluet al. (2000a), Ben-Arieet al. (2002), Oliveret al. (2002),

Efros et al. (2003), Masoud & Papanikolopoulos (2003), Kellokumpuet al. (2005),

Qian et al. (2010b), and Brdiczkaet al. (2007) in both outdoor and indoor surveil-

lance, human computer interaction, and ubiquitous smart home systems. Combinations

of computer-vision-based human activity recognition and other sensors have also been

studied. Wuet al. (2007) studied daily home activities involving object usage by com-

bining vision and RFID tags, and Wojeket al. (2006) combined vision and audio in an

office environment.

2.4.3 Advanced learning approaches

Human activity recognition, independent of the sensor settings used, has been mainly

based on supervised machine learning, where feature-vector-driven conventional clas-

sifiers based on nearest neighbors, decision trees, feed-forward neural networks, naive

Bayes and more advanced Bayesian network models, adaboost, and support vector ma-

chines are applied. Furthermore, from the machine learning perspective, more advanced

methods are applied to infer activities from wearable sensors. Learning methods which

are able to use different complex structured data, such as discriminative methods for

64



sequences, the use of labeled and unlabeled examples, and data from different domains,

have been applied in building more practical and accurate recognition models. These

include conditional random fields (CRF) in Liaoet al.(2006), different semi-supervised

learning approaches in Stikicet al.(2008), Huynh & Schiele (2006), Guanet al.(2007),

and Pattersonet al. (2005), and transfer learning methods that are able to learn from

both the current domain and data previously recorded from another domain, as pre-

sented by van Kasterenet al. (2010), or from side information extracted from the web,

as in Zhenget al.(2009). In unsupervised learning approaches, k-means clustering, self-

organized maps, and principal component analysis have been used as pre-processing

methods as well as to analyze different features and characteristics of the activities at

hand. Unsupervised activity discovery was studied in Minnenet al. (2006) and Krause

et al. (2003).

Higher-level modeling of people’s daily living requires recognition of activity and

routines. Although these activities can vary from physical activities such as walking

and sitting to higher-level concepts such as cleaning, they share common properties of

being sequential in nature. Sequences of activity labels and related features are not in-

dependent, i.e., activityyi is probably followed by activityy j . Learning and inference

can be done using sequence labeling tools such HMM, which has been the most tradi-

tional approach, for example, in vision-based gesture recognition (Starneret al.1998).

To overcome the difficulties in designing the model structure (e.g., HMM’s graphical

model), and the problems of high-dimensional data, effective alternatives based on ker-

nel methods are presented in the next section.

In this work we developed sequential activity recognition methods based on a struc-

tured kernel-based discriminative framework using SVM and probabilistic smoothing.

The proposed approach was applied to a large-scale dataset of multiple wearable sen-

sor measurements of 17 different daily activities from 13 different subjects. Accurate

results were achieved compared with previous studies and conventional techniques. Ta-

ble 4 compares our approach to wearable-sensor-based daily life activity recognition

presented in the literature. We achieved comparable and better results. Detailed experi-

ments included in our work are presented in Chapter 4.

2.5 Learning with kernel methods

The aim of this section is to give an overview of the work done in the area of statistical

machine learning related to kernel-based learning. More precisely, we review methods
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related to supervised and kernel-based learning methods andvariants applied to classi-

fication and regression in contrast to our work.

2.5.1 Generative and discriminative learning

Statistical machine learning (Bishop 2006, Hastieet al.2001, Alpaydin 2004, Mitchell

1997) provides effective methodology for building pattern recognition (Dudaet al.2001,

Nabney 2001, Jainet al.2000) and data mining (Pyle 1999, Witten & Frank 2005) ap-

plications in data-rich uncertain noisy environments. Statistical learning can be roughly

divided into generative and discriminative learning paradigms, where the goal of gen-

erative learning is to model joint distribution of inputs and outputs, i.e., modeling the

whole phenomenon, whereas discriminative learning aims to model classification, re-

gression, or some other task at hand directly by conditioning the training examples, i.e.,

learn to model for direct input-output mapping (Jebara 2004, Bishop 2006).

Discriminative learning has shown superior performance, focusing only on the par-

ticular task at hand (Ng & Jordan 2002). On the other hand, generative learning has the

advantage of providing a rich framework for imposing structure and prior knowledge to

the learning process as well as for handling missing features and labels in a more coher-

ent way. Indeed, one of the biggest challenges in machine learning is predicting from

data exactly where both input and output spaces can form arbitrary structures (Bakır

et al. 2007). This raises important questions: Do generative models outperform dis-

criminative models when learning from structured data? Can we apply discriminative

methods effectively to these estimation problems where we have a rich set of multi-

modal data available?

2.5.2 Background of kernel methods

In the recent decade, kernel methods have matured to one of the most successful and

effective discriminative learning approaches (see overview and specific techniques in

Schölkopf & Smola (2001), Herbrich (2002), Shawe-Taylor & Cristianini (2004), and

Vapnik (1998)). We will review support vector machines (SVM) (Cristianini & Shawe-

Taylor 2000), the most famous kernelized learning tool, and Gaussian processes (GP)

(Rasmussen & Williams 2006), which give useful probabilistic interpretations in the

kernel-based learning domain. Although we are concentrating on classifiers and re-

gressors, it is worth mentioning that kernel-based learning provides a modular way to
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extend other useful methods such ranking, clustering, and visualization (Shawe-Taylor

& Cristianini 2004), and apply advanced techniques such as semi-supervised learning

(Chapelleet al.2006, Zhu 2008, Joachims 1999), where only a small number of labeled

examples are available.

Support vector machines can be considered one of the most popular kernel-based

learning methods, which have their roots in linear classification principles. In 1959

Rosenblatt (1959) proposed the perceptron algorithm, which is an iterative procedure

for learning linear classification in an online, mistake-driven manner. Although the

algorithm is guaranteed to converge only using a linearly separable training set, it gives

first ideas about the maximum margin hyperplane between training examples, which

is one of the key points when constructing SVM (Cristianini & Shawe-Taylor 2000,

Hastieet al. 2001). The maximum margin version of the perceptron was presented by

Freund & Schapire (1998).

The perceptron algorithm does, however, have its drawbacks when used in real-

world applications, as it only works in linearly separable problems. This was improved

by using multi-layer perceptron (MLP) neural networks with nonlinear activation func-

tions, developed in 1980s in conjunction with the famous backpropagation learning

algorithm (Haykin 1999, Bishop 1995). However, MLP networks usually suffer be-

cause to find a globally optimal solution, the architecture of the networks needs to be

set a prior (e.g., the number of layers and hidden units), and possible overfitting to the

training data can result if a special stopping criterion is not used.

To overcome the lack of generalization and global optimization capability as well

as the need for predefined structuring of the learning machine (i.e., the parametric ver-

sus the non-parametric models), Vapnik’s work on statistical learning theory (Vapnik

1995) led to an SVM algorithm for pattern classification (Burges 2002). SVM includes

nice properties such as good generalization capabilities by finding the largest margin

between classes, the ability to handle non-separable classes via a soft-margin crite-

rion (Cortes & Vapnik 1995), non-linearity modeling via kernel mapping, sparseness

achieved by presenting data using only a small number of support vectors, and global

convex optimization. Kernel mapping can be done without explicit calculation in a

high-dimensional (possibly infinite) feature space, where the properties of the linear

classifier and a simple dot product between examples can be used. Figure 10 presents

an illustrative example of a kernel-based feature map from a 2-dimensional input space

to a 3-dimensional feature space where data can be separated by a linear function. The

support vectors close to the decision boundary are highlighted, as well.
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Input space Feature space

φ

Fig 10. A feature map from input space to feature space.

Since Vapnik’s work, many different improvements to the basic algorithm have

been made, as presented in Smolaet al. (2000), Schölkopfet al. (1999), Cristianini &

Shawe-Taylor (2000), and Schölkopf & Smola (2001), including extended algorithms

for regression and one-class classification (Campbell 2002), for instance. Also, the use-

fulness of the kernel trick was realized as a general approach to be applied to other linear

methods such as Fisher linear discriminants and principal component analysis (Shawe-

Taylor & Cristianini 2004, Schölkopf & Smola 2001). Moreover, SVM and related

learning methods can be equipped with a whole family of novel kernels (Shawe-Taylor

& Cristianini 2004), applied to huge number of different applications, e.g., image, text,

and bio-sequence analysis. As a drawback, the basic optimization techniques of SVM

are based on batch-style quadratic programming, leading to computationally inefficient

training with large kernel matrices. Thus, Platt (1999b) proposed a sequential minimiza-

tion optimization (SMO) method which optimizes a smallest subset, i.e., a pair of data

points, at each iteration. Today’s state-of-the-art SVM solvers such as LibSVM (Chang

& Lin 2001) are based on this approach with different small extensions.

Another main disadvantage of SVM-based classification is its lack of probabilistic

modeling to provide a posterior probability-based confidence measurement, useful in

cost-sensitive classification where the reject option can be applied or in cascade classi-

fier systems where multiple models are fused to make the decision. The binary SVM

gives only an unscaled real valued distance from the decision plane, which could lead
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to proper classification but is not a good confidence measure. Platt (1999b) proposed a

useful method for approximating posteriors from SVM outputs. It is based on a para-

metric sigmoid function trained independently to map real valued outputs. The method

has been shown to have results comparable to raw outputs in Platt (1999b). However,

to tune up parameters of sigmoid, it needs cross-validation or a similar method that

provides unbiased inputs (SVM’s outputs in this case). This leads to an increase in

the training time and resources needed. Furthermore, some experiments have shown

unpredictable behavior in low-density feature space regions, as presented by Tipping

(2001). However, practical techniques for combining multi-modal data in a multi-class

classification scenario can be based on this approach, as presented in Chapters 3 and 4.

2.5.3 Probabilistic kernel machines

Besides SVM methods, kernel machines based on the development of Gaussian process

(GP) (Rasmussen & Williams 2006) models for pattern recognition in regression and

classification settings have attracted major interest in machine learning in the recent

years. In contrast, similar models have already been used in the statistics community

since the early 1900s. The basic idea of the GP is to bring probabilistic modeling to

kernel methods, not only to find a single large margin solution, but an average over

multiple hypotheses, based on Bayesian inference (MacKay 2003, Gelmanet al.2004),

where the stochastic process itself is the Gaussian probability distribution over the func-

tions. In contrast to an MLP feed-forward network, the GP is a non-parametric model

corresponding to a neural network with an infinite number of hidden units (Williams

1998).

The GP is specified by its mean and covariance function. The prior distribution

of the mean is usually, but not restricted to, zero. Covariance represents the variance

between pairs of random variables, and it can been seen as a kernel evaluation between

input examples, calculated similarly to SVM. In GP regression (Williams & Rasmussen

1996), the mean and covariance (with or without additive noise) directly and analytically

provide the predictive distribution over unknown examples as the mean and variance of

posterior distribution using priors and the Gaussian likelihood function.

In classification, where targets are discrete class labels, the Gaussian likelihood is

inappropriate, and the prediction needs to be done using methods of approximate in-

ference such as Laplace approximation (LA), presented in Williams & Barber (1998),

expectation propagation (EP) in Minka (2001) and Rasmussen & Williams (2006), and
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variational Bayes (VB) in Beal (2003), Gibbs & MacKay (2000) and Girolami & Rogers

(2006). To be able to achieve class posterior probabilities (i.e., the normalized confi-

dence measurements) of discrete labels, the GP model needs non-Gaussian likelihood

or noise models such as logistic or probit response functions, where the prior is placed

over a latent function that represents hidden properties between input-output mapping.

As already mentioned, the GP has some advantages over SVM. This is due to prob-

abilistic modeling, leading to whole predictive distribution, e.g., predictive variance in

regression and class posterior probabilities in classification. The GP solution is not,

however, sparse in nature, where the decision can be usually presented with a small

number of examples, e.g., support vectors (or Lagrangian multipliers), as in SVM. This

leads to the standard GP being computationally more complex and inefficient than SVM

and its variants in cases with large datasets. Rasmussen & Williams (2006) present a

class of algorithms, also presented recently by different authors (Lawrenceet al.2003,

Csato & Opper 2002, Seeger & Jordan 2004, Girolami & Rogers 2006), that overcome

the computational complexity through a sparse solution showing comparative speed and

accuracy with SVM. These approximation techniques are based on the use of a subset

of regression functions, a subset of data points, projected latent functions, or a Bayesian

committee machine (Rasmussen & Williams 2006). The good news is that the degree

of sparseness in the GP can be controlled by the developer, which is not the case with

SVM, where it is embedded in the algorithm. In this work, we concentrated on a full

model with reasonably small datasets. However, the multi-class probit GP model intro-

duced by Girolami & Rogers (2006) is directly extended to a sparse informative vector

machine (IVM) (Lawrenceet al.2003).

Recently, a few other probabilistic kernel methods have been implemented. Tipping

(2001) proposed an algorithm named relevance vector machines (RVM), which can be

seen as a special case of the GP. In this model the covariance function has a form of

linear combination of a finite number of hyperparameters and basis functions, which are

usually Gaussian-shaped kernel mappings. Thus, a GP-related training algorithm can

be used, resulting in a sparse probabilistic (e.g., posteriors in classification is provided)

model, as some of the hyperparameter values tend towards infinity and are removed

from the solution. Survived basis functions are called relevance vectors, similar to

support vectors in SVM terminology.

Finally, a couple of other important probabilistic SVM-related algorithms recently

developed are worth mentioning. Herbrich (2002) presented a method called Bayes

point machines (BPM), which is a single-point approximation of Bayesian inference in
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a kernel feature space, i.e., an averaging of multiple valid solutions (i.e., with perfect

classification accuracy) with real-valued confidence measures for classes. However,

BPM has problems with highly non-separable data, and can require more computational

effort than SVM.

Jebara (2004) proposed an entire framework for combining generative and discrim-

inative learning, based on maximum entropy discrimination (MED) in Jaakkolaet al.

(2000), where an SVM-related algorithm is one of the special cases. The basic idea is

to form a distribution over solutions (i.e., model parameters and margin) by minimizing

Kullback-Leibler (KL) divergence between the desired and prior distribution using an

SVM-style single-axis optimization algorithm. The method is easily applied to regres-

sion, multi-class classification, and related scenarios.

2.6 Learning from structured data

2.6.1 Multiple-output kernel machines

The standard setting of kernel-based classifiers, e.g. SVM, is designed to handle only

binary (i.e., two-class) classification. However, numerous extensions have been made

to be able implement multi-class classification, which is usually needed in many real-

world applications. The basic idea is to use multiple binary classifiers, and then combine

them into one final multi-class decision. This includes methods such as one-versus-one,

one-versus-rest, error-correcting output codes, and decision-directed acyclic graphs

(Schölkopf & Smola 2001). If multi-class conditional posterior probabilities are needed,

one possible solution is to use Platt’s sigmoid (Platt 1999b), a one-versus-one strat-

egy, and coupling of pairwise probabilities (Hastie & Tibshirani 1998) which has been

shown experimentally to provide a good technique (Wuet al. 2004, Duan & Keerthi

2005). Some work has been done to perform multi-class optimization at once (see,

Schölkopf & Smola (2001), Crammer & Singer (2002), Weston & Watkins (1999)),

using more advanced optimization algorithms such as reduced quadratic programming.

Gaussian processes have advantages over SVM in these problems; they directly pro-

vide the posterior probabilities of different classes as well as joint multi-class classifica-

tion using multiple logistic or softmax functions that use LA (Williams & Barber 1998,

Rasmussen & Williams 2006), EP (Seeger & Jordan 2004, Kim & Ghahramani 2006,

Csato & Opper 2002), and VB (Girolami & Rogers 2006). Naturally, multi-class prob-

lems increase the computational burden, therefore fast approximation methods, men-
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tioned in the previous section, are specifically needed in large-scale problems. Table

5 summarizes the major properties, advantages, and disadvantages of different kernel-

based multi-class classification methods related to this work, including those which are

used as base classifiers in our extensions presented in Chapter 3.

Table 5. Summary of the properties of different kernel-based methods for multi-

class classification problems presented in the literature.

Method Classifier Optimization/

inference

Joint

multi-class

Probabilistic

outputs

Sparse

Crammer & Singer (2002) SVM Fixed-point X X
Wu et al. (2004) SVM SMO X1 X
Tipping (2001) RVM Laplace X X
Herbrich (2002) BPM Slice

sampling

X2 X

Jebara (2004) MED (SVM) Single-axis X
Williams & Barber (1998) GPC Laplace X X
Csato & Opper (2002) GPC EP X X
Seeger & Jordan (2004) GPC (IVM) EP X X X
Kim & Ghahramani (2006) GPC EM-EP X
Girolami & Rogers (2006) GPC VB X X X

1 Approximated by parametric sigmoid function (Platt 1999b) and pairwise coupling
2 Unnormalized approximation of the posterior probability

Besides classification, the roots of Gaussian processes are in regression, where the

aim is to learn to predict continuous targets (Williams & Rasmussen 1996, Rasmussen

& Williams 2006). When using Gaussian likelihood or noise models, GP regression

(GPR) has quite a unique property in the area of Bayesian modeling: the posterior

probabilities can be calculated analytically and learning kernel hyperparameters can be

implemented by optimizing marginal likelihood (i.e., evidence), as presented in Ras-

mussen & Williams (2006) and MacKay (2003). Similar to classification, prediction of

GPR provides probabilistic outputs where, in addition to the mean estimate, the vari-

ance, i.e. the uncertainty or the error bar, of each test point is estimated automatically.

This provides more information about the quality of prediction, opening possibilities of

using different post-processing filtering techniques. Moreover, standard single-output

GP regression has been extended in different ways. Handling multiple correlated out-

puts beyond the block-diagonal covariance matrix is examined in Tehet al.(2005) using

a linear combination of latent channels, and in Boyle & Frean (2005) GPR is treated as a

different convolution of the same underlying noise process. In Girardet al.(2003) GPR
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is extended to handle noisy and uncertain inputs to perform multi-step-ahead prediction

of dynamic time-series data. In addition to supervised classification, semi-supervised

(Lawrence & Jordan 2005, Sindhwaniet al.2007), unsupervised (Lawrence 2005), and

relational learning (Chuet al.2007) settings have been examined.

2.6.2 Kernels for vectored data

As stated in the previous sections, the key element in kernel method design is the kernel

function, which gives the ability to map data to a high-dimensional feature space, which

then leads to modeling of the non-linearity of the data and formation of a dual presenta-

tion for optimization algorithms in a frequentist setting or providing prior distribution in

a Bayesian setting. In this section we give a brief presentation of typical kernels used in

pattern recognition with vectored data, and propose requirements for so-called Mercer

kernels, which are needed in order to find an optimal global solution through a positive

semi-definite kernel matrix. In the next section we review solutions and design princi-

ples for extending kernels to structured data such as time-series sequences, graphs, and

images. A good overview is given by Shawe-Taylor & Cristianini (2004).

Typical discriminative learning-based pattern recognition systems use vectored data

(Bishop 2006), i.e., each object is represented by a predefined number of distinct fea-

tures (or variables) and kernel evaluation is done between pairs of these feature vectors.

This could be done implicitly, mapping instances to possibly infinite-dimensional fea-

ture space, where the dot product between every example can be calculated. In super-

vised learning problems, a kernel matrix, including dot products of training examples,

is formed, and in the testing or decision phase the kernel is evaluated between every

training example and unknown test example (or in a sparse solution, between a small

number of training examples and test examples).

Typical kernels for vectored data include a linear kernel, which is only a dot prod-

uct between feature vectors not able to capture any non-linearity, and non-linear kernels

such as a polynomial with a certain degree, a radial basis function (RBF), and a sigmoid

kernel. The latter two have similarities to RBF and MLP neural networks, which use

the same kinds of activation functions in the hidden neuron layer. The forms and prop-

erties of these kernels are discussed in recent kernel method books by Cristianini &

Shawe-Taylor (2000), Schölkopf & Smola (2001), Herbrich (2002), and Shawe-Taylor

& Cristianini (2004).

The main design principle for constructing new kernels is to retain the definition
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of a symmetric positive semi-definite (PSD) kernel matrix where its eigenvalues are

non-negative for all the inputs. This is called a Mercer kernel (Shawe-Taylor & Cris-

tianini 2004). This gives the ability to form optimization algorithms to find the global

optimum for given hyperparameters, for example, in SVM and GP classification and

regression. In Shawe-Taylor & Cristianini (2004) the basic principles of forming PSD

kernels from other PSD kernels, i.e., making kernels from kernels, are discussed. These

include the operations of summation, product, tensor product, multiplication by scalar,

zero extension, point-wise limits, and exponentiation, which are important in the next

section, where example kernels are presented from a non-vectored data domain.

2.6.3 Kernels for structured data

Kernel methods can be applied in different ways to structured data. Special kernels can

be designed for different input structures, keeping the presentation of the model similar

to conventional models, i.e., using modular design. Special optimization routines can

be applied for different output structures.

A vectored presentation is not always a good choice when performing learning and

pattern recognition, especially applied to structured data. For example, finding good

and salient feature presentations or hidden properties of data can be demanding and

difficult. On the other hand, input examples can naturally form a structure that will

provide a richer presentation than a simple vectored presentation, and the number of

distinctive features can vary between examples, e.g., sequences with different lengths.

Structured data can be found in many application fields, e.g., image analysis (2D lattice

structure of pixel values), time series (dependencies in consecutive data points), text

(string sequences), where advanced presentations can be useful.

Although numerous generative learning methods have been successfully applied to

structured data (e.g., hidden Markov models), using specially designed kernels and ker-

nel machines has some advantages over such solutions. As explained earlier, generative

models, such as HMM, can model variable-length sequences and missing data natu-

rally. However, they can lose some of their discriminative power by trying to model

the joint probability distribution of high-dimensional input-output data. A good kernel

design can overcome the typical disadvantages of discriminative methods, restricted to

vectored data presentation. It maximizes discrimination power in input-output mapping

for a particular problem, yet keeps standard methods like SVM and GP for learning and

inference.
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The kernel design for structured data has a few main design directions. The first

one is based on a combination of a classical generative method (e.g., HMM) and a dis-

criminative kernel method (Jaakkola & Haussler 1999). The second category is based

on some parametric probability distributions calculated over sub-elements in a struc-

ture, and then similarity is defined between these distributions (Jebaraet al.2004). The

third class is comprised of methods which use some combination of local features, such

as sub-kernels (form by standard PSD kernels) or other local similarity measurements,

which are then combined to produce global similarity measurements between structures

such as strings, trees, graphs, and sequences. Brief surveys of the different approaches

to structure data kernels have been proposed by Gärtner (2003), Hammeret al. (2005),

and Haussler (1999).

Much work has been done in the area of discrete sequences found in text analy-

sis and bio informatics. Jaakkola & Haussler (1999) presented a framework where

the parameters of a learned generative model are used as features for a discriminative

method. Haussler (1999) showed general design principles of kernels for discrete struc-

tures based on convolution evaluation of sub-sequences, and Watkins (1999) proposed

a sequence kernel based on statistical match-scores in kernel feature spaces.

Gärtner (2003) brought together different kernel models for structured data in his

survey, including kernels based on generative models and transformations (e.g., using

convolution and diffusion) for sequences as well as kernels for more complex but con-

strained structures like trees and graphs. A diffusion kernel is constructed not only

between pairs of structured examples but between the classes of many structures such

as graphs.

In computer vision, many different studies have been conducted to be able to adapt

image structures and local feature descriptors to kernel methods. The main characteris-

tic is to use a so-called unordered set of vector presentations. Kondor & Jebara (2003)

presented a Bhattaryya similarity measurement, which is calculated between the Gaus-

sian distributions fitted to the vector sets in a kernel space to which each vector is first

mapped. In Jebaraet al. (2004), the work was extended to the whole framework to

be able to calculate the product kernel between exponential family distributions fitted

to example objects. Besides image modeling, probability product kernels can be ap-

plied to other domains, such as time-series, by presenting vector sets by time-index

value pairs. This presentation makes independence assumptions between adjacent data

points, which is not always meaningful in time-related tasks where the order of the

sequence has some useful information. Furthermore, the drawback of these types of
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kernels is that they are constrained to a parametric model with high computational com-

plexity. Grauman & Darrell (2005) and Grauman & Darrell (2007) present an efficient

method based on pyramid histograms of local and global features. The method is very

useful in image modeling tasks, but is possibly not directly applicable in different kinds

of sequences. Another image-analysis-related kernel based on polynomial summation

of local features was studied in Lyu (2005). The method was shown to be positive semi-

definite, and the idea can be used for designing local feature-based kernels in other

domains such as time series. In Wolf & Shashua (2003) the kernel between principal

angles of a pair of trajectories and other sequences was determined, showing some in-

variant presentation of spatial time-series trajectories. This method is also PSD, but

the sequences need to have the same length. A family of more complicated kernels for

image sequences based on a model dynamic system is presented in Vishwanathanet al.

(2007).

Two very useful time-series kernels were presented in Bahlmannet al. (2002) and

Shimodairaet al. (2002) where the authors combined dynamic time warping (DTW)

similarity-measurement-based kernels and SVM to classify time-series sequences, and

applied these models to handwritten character recognition and speech recognition, re-

spectively. However, these kernels were not proved to be positive semi-definite, and

they might lead to problems in general. Furthermore, Cuturiet al.(2007), Cuturi (2011)

proposed a global alignment kernel based on a soft-max of all the DTW distances and

it was proved to be PSD with some restrictions related to the sub-kernel at hand.

In Chapters 3 and 4 we compare our proposed method against this state-of-the-art

time-series kernel. Walk-based graph kernels, a building block for our work, have been

applied to image recognition in Vertet al. (2009), whereas we applied it to time-series

data with an extension to estimate weights for different walks in a graph optimized by

GP learning. We are applying this novel time-series kernel to model walking sequences

in a person identification scenario. Table 6 summarizes different structured kernels,

especially applied to time-series data, presented in literature and in this work.
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Table 6. Summary of the properties of structured kernels designed for time series

and related structured data presented in the literature and in this thesis.

Method Kernel Positive Variable Sequential High-dim.
type semi-definite length data data feature data

Jaakkola & Haussler (1999) HMM X X X
Shimodaira et al. (2002) DTW X X X
Bahlmann et al. (2002) Gauss-DTW X X X
Kondor & Jebara (2003) Bhattach. X X X
Wolf & Shashua (2003) Princ. angl. X X
Lyu (2005) Exp. sum X X X
Grauman & Darrell (2005) Pyramid match X X X
Cuturi et al. (2007) Soft-max DTW X X X X
Vert et al. (2009) WGK X X X
Proposed kernel WWGK X X X X
in this work

2.6.4 Kernel methods for sequence labeling

Besides designing kernels for structured input data, other specific domains exist where

the properties of kernel methods (linearity, large-margin, etc.) and kernel tricks (non-

linearity property) can be useful. In a standard machine learning setting for classifi-

cation, individual class labels are predicted. Independent assumptions are, however,

usually too restricted or the application domain is more complex, where one needs to

predict sequences of labels with dependencies between neighboring labels and feature

vectors. This kind of learning scenario is known as label sequence learning, and has

been used, for example, in language and speech processing, computer vision, and com-

putational biology, as well as in the activity recognition domain as in this work.

Learning sequential input-output pairs has usually been based on famous hidden

Markov models (HMM) (Rabiner 1989, Dempsteret al. 1977), which are generative

graphical models with a Markov chain structure. HMM have some limitations com-

pared with kernel-based methods: they are trained in a generative manner, they have

some conditional independence assumptions, they need explicit feature presentation

(e.g., suffering from the curse of dimensionality), and they cannot handle overlapping

features. To overcome the limitations of HMM, many extensions and discriminative

variants have been proposed (Dietterich 2002), including discriminative training algo-

rithms for HMM (see e.g., Bengio & Frasconi (1995)), maximum entropy Markov mod-

els (MEMM) (McCallumet al. 2000), and conditional random fields (CRF) (Lafferty
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et al. 2001). MEMM are discriminative but they suffer from a label bias problem, i.e.,

they ignore rare individual features in sequences. CRF are one of the most promising

discriminative methods, modeling long and short data dependencies by conditional dis-

tribution between labels and inputs. However, being a graphical model, the structure

needs to be set beforehand, and the explicit feature presentation can still suffer from the

curse of dimensionality.

Altun et al. (2003) derived a sequence labeling algorithm which applies proper-

ties from both HMM and SVM, named hidden Markov support vector machines (HM-

SVM). The algorithm overcomes the problems of HMM by means of a discriminative

algorithm where sequence properties are modeled via joint kernel mapping. Similar-

ity measurements are achieved by summing two different kernels: one for interaction

between feature vectors in sequences and a specific label and another for interaction

between neighboring labels in sequences. Optimization and inference are done by dy-

namic programming. They show the learning approaches for both hard-margin and soft-

margin SVM-like algorithms, and the experimental results in name entity classification

as well as part-of-speech tagging are superior to HMM and CRF. Altunet al. (2004)

proposed a method similar to the GP-based approach. It uses a similar kernel, as in

previous work, combined with Gaussian process classification with and without sparse

solutions. The algorithm gives accurate posterior probabilities and the experiments

show improvements over HM-SVM. Other related algorithms have been proposed re-

cently, including max-margin Markov networks (MMMN) (Taskaret al. 2004) and a

kernelized version of CRF (Laffertyet al.2004).

These discriminative sequence labeling algorithms, based on kernel methods, have

shown promising results, but are mainly designed for natural language processing prob-

lems, such as part-of-speech tagging, where the data segments are relatively short. How-

ever, in an application such as activity recognition, there are long segments of the same

label and we developed simple yet effective techniques based on SVM (or other ker-

nel classifiers) and temporal smoothing to model the sequential information of class

labels. A drawback of our discriminative temporal smoothing is that joint input-output

mapping is not optimized. However, an effective technique, especially for the activity

recognition, is proposed. Table 7 summarizes the major properties of different output

sequence labeling methods presented in the literature and in this work. The details of

our approach are presented in Chapter 3.
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Table 7. Summary of the properties of output sequence labeling meth ods pre-

sented in the literature and in this thesis.

Method Classifier Discriminative Probabilistic High-dim.
outputs feature data

Rabiner (1989) HMM X
Bengio & Frasconi (1995) Input-output HMM X X
Lafferty et al. (2001) CRF X X
Lafferty et al. (2004) Kernel CRF X X X
McCallum et al. (2000) MEMM X X
Taskar et al. (2004) MMMN X X
Altun et al. (2003) HM-SVM X X
Altun et al. (2004) GPC X X X
Suutala et al. (2007) DTS (SVM) X1 X X
(this work)

1 Excluding final temporal smoothing

2.6.5 Kernel methods for dynamic modeling

Another learning and modeling approach related to structured data is dynamic (sequen-

tial) modeling in time-evolving environments. By dynamic modeling we mean online

data processing with an underlying hidden state-space model. These kinds of problems

arise, for example, in target tracking where one needs predict a target state, update dis-

tributions, and model multiple hypotheses due to noise and data associations of multiple

targets.

Sequential decisions need to be made online to predict and update the target object’s

state in environments. The most obvious and useful approach to performing tracking

and data association is to define a dynamic model based on prior information about

the human motion (location, velocity, and other properties). The tracking itself is then

performed by predicting with the dynamic model and then updating sensor measure-

ments using, for example, Bayesian sequential modeling, and possibly combining it

with discriminative kernel methods to improve the models.

Traditional methods are based on Gaussian linear models such as Kalman filtering

(Bar-shalom & Fortmann 1988) and extended Kalman filters to model non-linearity.

Those methods are, however, not able to model complex distributions and multiple

hypotheses very well. To overcome the limitations of these methods, numerical approx-

imation methods based on sequential Monte Carlo (aka. particle filtering or condensa-
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tion) have been proposed (see an overview in Doucetet al. (2001) and Arulampalam

et al. (2002)). These numerical methods are based on a set of samples (particles) that

models the state-space dynamics of systems. These samples are updated using dynamic

state-space and measurement models, and the online posterior probabilities in the cur-

rent time step are achieved using sampling and filtering techniques. Particle-filter-based

approaches are naturally extended to handle multiple targets. Example techniques re-

lated to this work are presented, for example, in Vermaaket al. (2003), Okumaet al.

(2004), and Khanet al. (2005).

These simulation-based techniques can be computationally inefficient in high-di-

mensional state spaces or large sample sizes. A few kernel-based approaches have been

proposed to overcome the problems of linearity of Kalman filtering and the computa-

tional complexities of sequential Monte Carlo methods. In Ralaivola & d’Alché Buc

(2004) a kernel-based method for performing time-series prediction (and which can be

extended to filtering, as well) is presented. The method can be seen as an extension

to linear dynamic modeling like Kalman filtering, but is able to model non-linearity of

the input space. The kernel trick is used to learn model parameters and to compute pre-

images of kernel space prediction back to the input space by means of SVM regression.

The method shows competitive results in time-series prediction and the same idea can

be extended to non-linear tracking applications. A different approach was presented by

Wanget al. (2006) using Gaussian process dynamical models (GPDM). It uses Gaus-

sian process priors for dynamics (i.e., the state-space) as well as observation (i.e., the

measurements) mappings from latent space according to dynamics. The method has

exhibited promising results in video-based human motion modeling, where the data are

high-dimensional, but the representative dimension of motion and the training dataset

are small. The use of GP prior gives a non-parametric model with given uncertainties,

which was not achieved in Ralaivola & d’Alché Buc (2004).

Besides using kernel methods to directly model dynamics and observations, they

could be combined with linear and non-linear dynamic modeling approaches such as KF

and PF. Williamset al. (2003) proposed combining sparse probabilistic kernel learning

and dynamic models by KF. RVM regressors are trained to map the high-dimensional

observation space to the low-dimensional motion state-space as inputs to KF with a

second-order auto-regressive dynamic process. In a robust system, an SVM classifier

(to model target vs. non-target) is running in tandem to initialize and recover a tracker

and to verify targets. Although linear dynamic filtering is used, the RVM approach can

model the non-linearity of observation sequences. In Zehnderet al. (2005), an SVM
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classifier is directly used to perform object detection of single observations, i.e. an

image frame, which is then used as part of a particle filter to model the dynamics of

frames. Although these approaches were designed for computer-vision-based tracking

applications, the same ideas can be extended to other fields, as well.

Gaussian processes have been used to track targets previously. Displacement expert

tracking, also applied in this work, with probabilistic kernel machines was proposed by

Williams et al.(2005) and Williamset al.(2006). They used relevance vector machines

(Tipping 2001) and GP to train the displacement expert and extended the method to

use Kalman-filter-based dynamic models. The methods were applied to visual tracking.

However multi-target applications were not examined. A single object tracking frame-

work that applies Gaussian processes to Bayesian filtering to be used in the application

of flying robotics is presented in Ko & Fox (2009). Along with Kalman filter variants,

similar to our work, they also applied GP to particle filtering by training both the mo-

tion and observation models from the training data separately. This differs from the

displacement expert framework (Williamset al. 2005), where the training data consist

of samples from a small number of reference examples that capture both dynamics be-

tween frames and target properties (and uncertainty), whereas the work by Ko & Fox

(2009) requires a large amount of labeled training data from both the target’s single

frame properties and its dynamics between frames. If the application environment pro-

vides ways to collect accurate training data, this could help in building a flexible and

accurate tracking model. However, it is usually difficult and impractical to collect these

kinds of training datasets in person tracking and related applications.

Schwaighoferet al. (2004) studied Gaussian process regression applied to wireless

network-based mobile user localization, where the GP is built on the distribution of

signal strengths received from network base stations at predefined calibration points.

GP were trained to predict signal strengths for each base station independently, and an

unknown position was computed by maximizing the joint likelihood. No uncertainty of

estimates or motion dynamics were used, only the current maximum likelihood position

estimate, i.e. by searching for the position which best fits the measured signal strengths.

Wanget al. (2008a) proposed a Gaussian process dynamic model for learning to map

human motion and pose from high-dimensional motion capture data to low-dimensional

latent space as well as a dynamic model in the latent space. The method can train a

flexible model even from a very small dataset and can capture rich body part motion

and pose. However, the applications, such as detailed body part tracking and computer

animations, differ from our goals here in the application of floor sensors.
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Gaussian processes and particle filters have been combined ina few tracking appli-

cation scenarios. Plagemannet al. (2007) presented GP regression and a classification-

based failure detection model in particle-filter-based mobile robot localization. The idea

was to train GP classification and GP regression to learn good particle filter proposal dis-

tributions in order to detect discrete and continuous robot failures, such as collisions. In

computer-vision-based multiple human tracking, Wanget al. (2008b) proposed a com-

bination of GPDM and particle filtering to improve robustness in multi-target tracking.

The idea is to map a high-dimensional target trajectory dataset to a low-dimensional

latent space to classify object trajectories, predict the next motion state, and provide

samples for the particle filter. The method can handle a variable number of targets and

temporal occlusion, and training the GPDM reduces computational complexity and the

number of particles.

Raskinet al. (2008) presented a GP annealing particle filter for human body part

tracking based on multiple cameras. The idea was to apply an annealed particle filter

based on a set of weighting functions in importance sampling, instead of just a single

one, to be able find a smooth estimation and a global maximum of the filtering distribu-

tion. The idea of applying probabilistic GP modeling was similar to previous ones, i.e.,

reducing particle filter complexity and dimensionality through low-dimensional map-

ping as well as the ability to recover from temporal target loss. The technique was not

extended to multiple targets. Liet al.(2009) applied GP regression to produce effective

proposal distribution and resampling to PF-based human tracking to avoid the particle

degeneracy problem. The idea was different from other approaches where GP is learned

offline from a dataset collected in advance. In Liet al.(2009), the GP regression model

is trained online to predict similarity between a target and a target candidate (i.e., par-

ticle weight from the previous time step) to be able to sample from a more accurate

proposal distribution. More accurate person tracking results compared with standard

PF were achieved.

In contrast to the background work and other related work, the contributions of

this thesis work in the area of dynamic modeling are: combining Gaussian process re-

gression and particle filtering into a novel person tracking algorithm, extending the algo-

rithm to handle a variable number of interacting persons entering and leaving the sensor

area, and applying the algorithm to a real-time tracking system using novel binary floor

sensors. Table 8 presents a summary of the properties of different probabilistic tracking

methods related to this work.
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Table 8. Summary of the properties of different probabilistic trackin g methods

based on Bayesian filtering and statistical machine learning presented in the liter-

ature and in this thesis.

Method Tracker Non-linear/ Multiple Training
non-Gaussian targets needed

Bar-shalom & Fortmann (1988) Standard KF
Arulampalam et al. (2002) Standard PF X
Vermaak et al. (2003) MPF X X
Okuma et al. (2004) Boosted MPF X X X
Schwaighofer et al. (2004) GPR X X
Khan et al. (2005) MRF-PF X X
Wang et al. (2006) GPDM X X
Williams et al. (2005) RVM-KF X X
Williams (2005) GPR-KF X X
Wang et al. (2008b) GPDM-PF X X X
Raskin et al. (2008) GPR X X
Ko & Fox (2009) GPR-KF X X
Li et al. (2009) GPR-PF X X
Suutala et al. (2010) GPJPF X X X
(this work)

2.6.6 Combining multi-modal data

In addition to arbitrary structured inputs and outputs such as time-series sequences, a

pattern recognition application can benefit from multi-modal data obtained from differ-

ent feature presentations or from different sensors aiming at more accurate models. In

supervised learning and statistical modeling, information fusion can be implemented in

a few different ways (Theodoridis & Koutroumbas 2009).

As stated in the introductory chapter, typically sensor information can be combined

at the feature level where sensor channels (e.g., feature sets) are clubbed together and

a single model is trained on these combined features (Rosset al. 2006). The advan-

tage is that a single classifier needs to be trained on combined feature presentations

using conventional methods such as kernel methods, instance-based learners, and neu-

ral networks, to name a few. The problems in this setting are particularly related to

data synchronization (e.g., different sampling rates between channels), missing sensor

modalities, and structured data (e.g., vectored data vs. sequential data). Besides com-

mon vectored data presentation, a special case in this category can be based on kernel

machines. In general, this is known as multiple kernel learning (Bachet al. 2004),
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where the combination of kernels is optimized for SVM. In the case of multiple sen-

sors or modalities, the idea is to apply one’s own kernel function for each feature set

or sensor, and a linear combination of these base kernels is used as a common ker-

nel presentation. The base kernels can be combined linearly using sum, product, or

weighted sum approaches (Girolami & Zhong 2007, Leeet al.2007) or an augmented

block-diagonal kernel (Yanet al.2010), which relaxes the requirements of the common

feature presentation and different structured data can be embedded in the base kernels.

Another approach is to use decision-level fusion, where individual models are trained

on different data channels and finally the outputs from each model are combined to

make the final decision. This setting is more flexible to different input data types as

well as to asynchronous data. In a classification setting the decision-level fusion-type

methods are called multiple classifier systems (MCS) (Kuncheva 2004). The strategies

in combining classifiers can be fusion and selection, where the former consists of classi-

fier ensemble members tackling the whole feature space to combine outputs using rules

such as majority vote and averaging of models, whereas the latter operates in parts of

the feature space and one classifier is selected to classify a particular example. Further-

more, these two approaches can be combined so that the classifiers are weighted locally

but the final decision is a fusion of more than one classifier, which is called a mixture

of experts (Kuncheva 2004, Bishop 2006, Hastieet al.2001).

Fixed combination rules such as majority vote, maximum, minimum, average, and

product were examined in Kittleret al. (1998) in the case of probabilistic classifier

outputs. In contrast to fixed rules for tackling the problem of how to choose an op-

timal combination rule, the combination can be trained on the outputs of classifiers,

where base classifier outputs are treated as general feature values for a meta-level clas-

sifier (Duin & Tax 2000). An independent training set can be used at the meta-level to

avoid overfitting, especially in cases where the outputs are unreliable or biased. More-

over, meta-level classifiers can be trained in an input-dependent manner using GP, as

presented in Kapooret al. (2005) and Tresp (2001). Yet another different category

of classification combination was studied in a boosting framework where instead of

training multiple optimal classifiers, multiple weak base learners were used to form a

committee (Bishop 2006). The most widely used algorithm is called adaboost (Freund

& Schapire 1996), where a weighted set for the base classifier, individually only slightly

better than a random guess, is sequentially optimized by minimizing the weighted er-

ror function. As stated in section 2.2.4, combination of classifiers has been applied

to different multi-modal person identification and authentication approaches using dif-
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ferent modalities such as face, fingerprint, speech, and signature. Other popular appli-

cation scenarios using information fusion and a combination of classification models

are computational biology (Girolami & Zhong 2007), remote sensing (Benediktsson

et al. 2007), multi-modal human-computer interaction (Thiranet al. 2010), and affec-

tive computing (Kapooret al.2005).

Besides combining classifiers and regressors in a supervised learning setting, an-

other class of interesting information fusion approaches has been studied in a Bayesian

filtering framework to implement recursive Bayesian estimation (Bar-shalom & Fort-

mann 1988). In a Bayesian filtering framework, information fusion can be applied two

different ways. First, similar to classifier fusion, a common target can be estimated

using multiple different sensor modalities embedded in iterative estimation to form a

common state-space presentation. Second, in an application where the aim is to es-

timate the state of multiple targets, information can be combined using individual or

joint models. Many tracking applications use information strategies to combine multi-

ple sources of sensor data. The most popular approaches are from the mobile robotics

domain, where localization and mapping are performed using sonar, ultrasound, vision,

and related sensor modalities together with robot control variables in a Bayesian frame-

work (Thrun et al. 2005). In Chapter 3 we present details of our techniques applied

to information fusion in a discriminative learning setting to be able learn and estimate

human context from sequential multi-modal data with possible multiple users acting in

the environment.
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3 Techniques for learning structured

multi-sensor data

As soon as we recognize that probabilities do not describe

reality - only our information about reality - the gates are wide

open to the optimal solution of problems of reasoning from that

information.

Edwin T. Jaynes, 1993

This chapter presents the background and details of the machine learning methods ex-

tended, developed, and applied in this thesis work. Furthermore, the methodological

contributions are presented within the discriminative learning framework applied to

structured multi-sensor data. First, we present the general phases of the pattern recogni-

tion system to be used to predict and recognize unknown response variables such as hu-

man contexts from sensor measurements. These phases include pre-processing of data

(e.g., segmentation, feature extraction, feature selection, and (possibly) kernel design),

model training (e.g., using a supervised discriminative method along with a labeled

dataset), and finally, post-processing (e.g., rejecting uncertain prediction, combining

the predicted output from multiple models, and smoothing of predicted labels having

a structured form). Second, discriminative learning for multiple class classification is

presented. This is based on statistical kernel methods and is applied for multiple per-

son identification and multiple daily life activity recognition, where the training dataset

includes multiple different categories (e.g., identities and daily activities) to be learned

from the collected dataset. After that, using these pattern classification algorithms, dif-

ferent approaches to multi-modal data from different sensor sources and feature sets are

presented. Next, the use of structured data with kernel-based methods in a multi-sensor

setting is examined. More precisely, we concentrate on two kinds of time-related struc-

tured data: sequential sensor measurement (i.e., sequential input features) and sequen-

tial class labels (i.e., sequential outputs). Finally, in contrast to learning to discriminate

between discrete categories as in classification approaches, the aim of regression is to

learn and predict continuous variables. We propose a person tracking system which

learns continuous target motion using GP regression. A GP-driven particle filter (PF)
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with Markov random field (MRF) priors is then applied to handlemultiple simultaneous

targets.

3.1 Discriminative pattern recognition

This section presents an approach to recognizing low-level contexts (or other response

variables in general) from sensor observations. The presentation is based on a typical

supervised machine learning setting where a labeled dataset is available. Similar to

Chapter 1, we use notation whereX = [x1 . . .xN]
T is a training dataset of anN x d

dimensional input feature data matrix andy= [y1 . . .yN]
T is anN x 1 dimensional vector

of class labels. Although we show approaches to human context recognition, these

methods are general and can be applied to other structured multi-sensor application

domains, as well. Here we present a three-stage approach to be used to learn from

multi-sensor data–pre-processing, training discriminative models, and post-processing–

typically included in pattern recognition systems.

The first stage is pre-processing. It contains low-level methods for transforming

raw sensor measurements to feature presentationx used by the discriminative learning

method. Data sequences are labeled during collection of the training dataset and partic-

ular labels are associated with pre-processed examples. Second, we have the learning

stage itself. It consists of a discriminative classifier or regression model to be used to

learn mapping between pre-processed examplesX and response variablesy. In this

thesis work we applied kernel methods, such as support vector machines (SVM) and its

probabilistic counterparts Gaussian process classification (GPC) and regression (GPR),

to train the mappings. Furthermore, in Chapter 4, these are compared to different dis-

criminative methods such as feed-forward neural networks and different instance-based

learners as well as generative methods such as hidden Markov models (HMM). In our

framework, the learning stage is the most general one, and different discriminative meth-

ods producing probabilities of class membership can be applied. Kernel classifiers,

particularly, have nice properties for handling pre-processed structured data by using

special kernel functions, so that in a modular framework, common optimization and

inference algorithms can be used to model different kinds of structured multi-sensor

data.

Third is the post-processing stage, where the prediction estimates can be further pro-

cessed to combine multiple data sources, to detect uncertain estimates, and to smooth

the estimates using prior knowledge of the output structure. The common idea here is
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to take advantage of the uncertainty of prediction in the formof posterior probabilities

in classification as well as in the form of variance of estimates in regression. In our

application, we use the post-processing stage in different structured data scenarios to

combine information from multiple classifiers, reject unreliable examples, predict la-

bel sequences using kernel classifiers, and support Bayesian filtering by probabilistic

regression performed by GPR. Figure 11 presents a flowchart of the general pattern

recognition setting, used throughout this thesis, in a discriminative learning framework.

Moreover, Figure 12 shows the general flowchart of a modular kernel-based machine

learning and pattern recognition system where each sub-stage can be modified individ-

ually, for example, to handle heterogeneous structured data sources.

recognizing pattern
Learning model /Sensor data Pre−processing Post−processing

Fig 11. Flowchart of the main building blocks of discriminative pattern re cognition

approaches in this thesis.
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Fig 12. Flowchart of a typical modular kernel-based machine learning system.

3.1.1 Pre-processing

The idea of pre-processing techniques is to transform raw and noisy sensor measure-

ments to a more solid and invariant form to be used in the learning stage, and simul-

taneously to remove noise and extract useful information. In this thesis work, a multi-

dimensional time-series and spatial data from multiple structured sensors were used.

Three adjacent pre-processing sub-stages were used: segmentation, feature extraction,

and feature selection. When applying kernel methods, the kernel function used can

be seen as a fourth stage; a bridge between the model learning stage and the standard

pre-processing stage. In addition, kernel mapping can be seen as a feature extraction
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method when mapping input data to a (high-dimensional) kernel feature space. Next we

will show typical segmentation as well as feature extraction and selection methods in a

human context recognition application based on time-series and spatial data, developed

and applied in this work.

Segmentation

Segmentation includes detection of interesting parts of the raw signal. When processing

time-dependent data, segmentation can vary from simple sliding (and overlapping) win-

dowing, where all signal segments are considered to be segments of interest, to more

sophisticated methods where interesting data segments are only short patterns extracted

from long segments of raw sensor measurement and the rest of the signal is considered

uninteresting null data or background noise.

In this work, several segmentation methods were applied to time-series and spatial

(image) 2D data. For pattern recognition purposes, time-series data can be segmented

using an overlapping or non-overlapping time window function where each data point

is weighted equally (i.e., a rectangular window that is constant inside the interval and

zero elsewhere) (Oppenheimet al. 1999). Moreover, in frequency domain analysis,

different non-linear window functions such as a Hann or a Hamming window can be

used to avoid spectral leakage due to signal discontinuities. Lettingw(·) represent the

(zero-centered) windowing function, a rectangular window function at discrete time

step indexi is

w(i) =

{

1 if − T−1
2 ≤ i ≤ T−1

2

0 otherwise,
(1)

whereT is the length of the time window. Moreover, centerti of the sliding window is

incremented byti = ti−1+(T−L), whereL is the length of overlapping of consecutive

data frames, and can be chosen between 1 andT−1. Figure 13 shows an example where

an overlapping rectangular window is applied to one-dimensional time-series data. In

this work, the sliding window technique with a fixed window size was used to segment

acceleration sensor data to be able to calculate temporal features for each segment. This

approach is used in person identification and activity recognition, presented in Chapter

4.
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Time-series overlapping windowing

Fig 13. Sliding time-series segmentation using a rectangular window.

In contrast to windowing the signal, many applications need more advanced tech-

niques to segment (possible) variable-length parts of interesting signal segments from

the background. The simplest case is to use direct amplitude in the time domain or some

transformation of the signal to determine a pre-defined threshold to be able to differen-

tiate interesting segments from background noise. For example, using time-series data,

a simple peak-counting segmentation approach is to apply convolution-based methods

where a finite length differential convolution kernel or filter mask (Presset al. 2007)

is used to find peaks of starting and ending points of the pattern of interest (i.e., fast

positive and negative changes in signal amplitude), which can then be the threshold for

detecting the waveform. To remove noise, the input signal can be further low-pass fil-

tered before calculating convolution. A discrete convolution between input signalx and

convolution kernelw (i.e., the windowing function) over a finite range[−N,N] can be

presented as

y(n) = [x∗w](n) =
N

∑
τ=−N

x(n− τ)w(τ), (2)

with a (zero-centered) differential mask window of lengthT

w(i) =











1 if i =−T−1
2

−1 if i = T−1
2

0 otherwise.

When the absolute level of the signal amplitude is changing (e.g., fluctuating), sim-
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ple threshold-based methods can lose the ability to discriminate between the signal and

background. To overcome this problem, more advanced methods based on template-

based pattern detection or a classifier trained with invariant features can be applied. In

this work, we present a probabilistic template-based pattern matching method based on

segmental semi-Markov models (SSMM), presented in Ge & Smyth (2000), whereas

our approach was initially presented in Kohoet al. (2004). SSMM is an extension to

HMM that includes state duration distributions and segmental observation distributions.

The state duration distributions and segmental observation models bring the aspect of

shape variability into the detection procedure. This means that unlike a standard HMM,

where a state generates a single observationyt , a state in a SSMM generates a segment

of observationsyt1 . . .yt2. The duration of this segment in time is modeled by a specific

distribution (for example, using Gaussian distribution) with a mean duration and some

variability around that mean. In the segment observation model, the data generated by

each state is in the form of a regression curve,

yt = fi(t|θi)+et , (3)

where fi(t|θi) is a state-dependent regression function with parametersθi , andet is

additive independent noise (usually assumed Gaussian).

In segmentation, the idea is to extract one or more example patterns from raw mea-

surements to build the template. The model template is constructed using a piecewise

linear segmentation (PLS) algorithm, where the example pattern waveform is presented

with N linear segments. In our application, we fixed the number of segments and mini-

mized the sum of the differences between a sample in the example pattern and a corre-

sponding point on the approximating linear segment.

From the piecewise linear representation, anN-state segmental semi-Markov model

was constructed. Each state in the model corresponds to one segment in the piecewise

linear representation of the example waveform. The state transition matrixA for the

model is left-to-right, in other words,A i,i+1 = 1, A i, j = 0 if j 6= i + 1 andA i, j is the

probability of going to state j given that the process is in statei. The initial state distri-

bution isπ = [1,0, . . . ,0]. The output probability distribution of statei is now

p(ym+1ym+2 . . .ym+di |si) = p(di |si)p(θi |si)
m+di

∏
t=m+1

p(yt | fi(θi , t)), (4)

where the state-dependent regression function for this model is a linear functionfi(θi , t)=

βit + γi . The statei’s regression parameters now includeβi andγi , but the interceptγi is
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ignored in the model and allowed to be freely fit during the detection process, allowing

shifting in the amplitude range. So, the only regression parameter left in the model is

βi , which is the slope of thei:th segment in the piecewise linear representation.p(di |si)

is the state duration distribution for statei. It is a truncated Gaussian distribution with

meanl i , which is set to be the actual duration in time ofi:th segment in the piecewise

linear model. The standard deviation forp(di |si) is set to bel ik, where the value ofk is

set based on a prior knowledge of the waveform to be modeled. Segmental observation

distributionp(yt | fi(θi , t)) is Gaussian distribution with meanfi(θi , t) and additive noise

varianceσ2
y . σ2

y is calculated for each segment separately as the mean squared error

when the segments from the piecewise linear representation are compared against the

original signal.

Pattern matching is based on finding the most likely state sequence in the segmental

modelŝ= s1s2 . . .st . . . for a data sequencey = y1y2 . . .yt . . . . After the template model

is constructed, as presented in the previous paragraphs, the most likely state sequence

can be determined using a recursive Viterbi-like algorithm. The quantity probabilityP̂(t)
i

is calculated for each statei in the model, at each timet, and recorded in a table.̂P(t)
i

is the likelihood of the most likely state sequence that ends with state i. The recursive

function for calculatingP̂(t)
i is defined as

P̂(t)
i = max

di

(

max
j

P̂(t−di)
j A ji

)

p(di)p(yt−di+1 . . .yt |θi), (5)

whereyt is the last point of segmenti. di is duration andp(di) is its probability of state

i in the model. The last point of the previous segment will bet−di . A ji is the state tran-

sition matrix andp(yt−di+1 . . .yt |θi) is the probability of fitting the statei’s regression

function to a given sequence of samples. For a givendi , inner maximization (maxj ) is

calculated over all possible previous statesj that transition to statei at timet−di . Outer

maximization (maxdi ) is over all possible values of the durationdi of statei. The state

j and time durationt−di for the maximum value of̂P(t)
i is recorded in a table. Finally,

the most likely state sequence for the given data sequencey1y2 . . .yt is backtracked from

the table. It is the state sequence with the likelihood maxi P̂
(t)
i and is considered optimal

in a maximum likelihood sense to describe the state sequence against the observed data.

Figure 14 illustrates an example template pattern, its piecewise linear representation,

and the matching against time-series data of a sine wave with added Gaussian noise.

In this thesis work, SSMM-based segmentation was applied to pressure-sensitive floor

sensors, as presented in Chapter 4.
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(a) Raw time-series signal (left) and 4-state piecewise linear model (right).
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(b) Segmentation of a time-series signal using the model.

Fig 14. Segmental semi-Markov model construction and matching.

When dealing with segmentation of noisy patterns consisting of multiple close data

points related to time (e.g. time-series data points) or spatial location (e.g., image pixels

or position estimate), it might be difficult to decide to which pattern a certain data

point belongs to. To overcome this problem, a method used in computer vision named

connected components labeling (see, e.g., Gonzalez & Woods (2002)) can be used. It

takes the heuristics of neighborhood similarity, for example, using 4- or 8-connected

pixels when dealing with binary images (or other 2-D spatial binary valued signals). In

the algorithm, the image is scanned to assign a similar label to pixels having a given

connectivity. Using the 2D binary switch sensor, connected component labeling is used

to find individual patterns. An example of a four-component labeling result is illustrated
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in Figure 15. In this thesis work, connected components labeling was used to segment

2D footstep patterns from binary switch floor sensors.
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Fig 15. Example of connected component labeling using 8-neighbor con nectivity.

Feature extraction and selection

The purpose of feature extraction is to calculate different characteristics from raw data

segment to be able remove noise, compress the size of data points, and transform the

signal to more useful and invariant presentations. In this work, the types of features

extracted from time-series and spatial data can be roughly divided into three categories:

spatial, time, and frequency domain feature presentation, where the two former include

geometric and statistical properties of the signal while the latter concentrates on the

properties of the different frequency bands calculated, for example, using fast Fourier

transformation (FFT) implementation of discrete Fourier transformation (DFT) (Press

et al. 2007). When using time-series and spatial data, feature extraction typically con-

sists of different statistical quantities, extreme points, time and frequency domain pre-

sentation, which could be further processed into low-dimensional feature space, for

example, using principal component analysis (PCA) (Bishop 2006) and its variants.

Feature extraction is a very crucial part of the pattern recognition system, and learn-
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ing in the next stage always relies heavily on the capture of useful information in the

feature extraction stage. In a typical pattern recognition approach, especially based on

discriminative learning, the training example is presented by a fixed-length vector of ex-

tracted variables. When using kernel methods in the learning stage, kernel design and

construction can be seen as a pre-processing method or a bridge between pre-processing

and training of the model. This provides a general and modular approach where the fea-

tures are not necessarily limited to fixed vectorized presentation, but different structured

data, for example time-dependent data, can be embedded in kernel calculation where the

learning algorithm sees it as similar to a conventional vector presentation. Section 3.4.1

presents the design of a kernel on structured data, and more specifically, time-series

data. The details of how to extract features for particular applications of identification,

tracking, and activity recognition are examined in Chapter 4.

In most learning algorithms, the complexity of the model depends on the number of

features. To reduce complexity and memory requirements, we were interested in reduc-

ing the dimensionality of the problem. Moreover, many learning algorithms suffer from

the so-called curse of dimensionality when the number of input features is increased. Di-

mensionality reduction can be divided into two main categories. First, feature selection,

where the idea is to find a subset of dimensions that gives us the most information. Sec-

ond is feature extraction, where the idea is to find a set of lower-dimensional projection

based on the combined original higher-dimensional feature sets extracted.

One typical feature selection is usually based on a search by adding and removing

individual features. This is done by using forward-backward selection and the underly-

ing training model as a criterion of accuracy. Finally, the subset of dimensions giving

the smallest error in the validation dataset is chosen for the final model (see details, e.g.,

in Alpaydin (2004)). Forward-backward searching is, however, very time consuming,

needs an independent validation dataset (and other model parameters fixed), and can

only choose the discriminative power of individual features, not a large number of cor-

related features. This contrasts with Bayesian kernel methods, where the relevance of

each feature dimension can be estimated automatically during the training phase using

automatic relevance detection (ARD), as explained in Rasmussen & Williams (2006).

In this work it was applied to Gaussian process classification for individual features as

well as to detect the relevant length of sequences in a graph-based kernel, as presented

in Section 3.4.1.

Dimensional reduction methods based on low-dimensional projections are another

type of method for finding mapping of the inputs in the original space to a new low-
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dimensional space with minimum loss of information. The mostpopular method based

on linear projection is principal component analysis (PCA) (Alpaydin 2004), which can

be written as mapping

Z = WTX = ΣVT , (6)

whereZ is a projected data matrix,X is a data matrix with zero empirical mean,W is

the direction of data projection,Σ is a diagonal matrix with non-negative real numbers

on the diagonal, andV is the matrix of eigenvectors.VΣVT is the singular value decom-

position (SVD) ofX. The most informative dimension of mapping, i.e., the principal

component, can be chosen by the eigenvector of the largest eigenvalue of the covariance

matrix of the input sample. In other words, the direction input sample variance is the

maximum. The eigenvector with the second largest eigenvalue is orthogonal to the first

one (i.e., the correlation with the first principal component has been subtracted from the

points), and so forth. Most of the information is in the first few dimensions, while the

rest tend to be highly correlated and may be dropped with minimal loss of information.

PCA has been extended probabilistic formulation by probabilistic PCA (Bishop 2006)

as well as non-linear projection via kernel PCA (Schölkopf & Smola 2001) and meth-

ods such as locally linear embedding (Roweis & Saul 2000) and an isomap (Tenenbaum

et al.2000). Figure 16 illustrates a typical flowchart of pre-processing tasks in pattern

recognition, and more precisely, in human context recognition. In addition, typical data

types and pre-processing methods, used in this thesis work, are shown.
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Fig 16. Flowchart of tasks in the pre-processing stage. Typical dat a types and pro-

cessing methods in sensor-based human context recognition and pre-processing

approaches, used in this thesis, are listed, as well.

3.1.2 Training discriminative models

In the training stage, a particular learning or optimization method is applied to extracted

and selected feature data, where each set of features is associated with the output label

or target value to be predicted. The feature data can be presented in vectorized form or,

when using a specialized kernel function, in a more advanced structured form. Sections

3.2 and 3.5 present the details of the kernel multi-class classification and multi-output

regression methods used in this thesis work. In classification, we are interested in being

able to present predictions as posterior probabilities that give us, besides the class label

estimate, the uncertainty of the prediction in order to be able to apply different post-

processing methods in the last stage of the recognition system. In a regression setting,

besides the mean estimate, we are interested in the uncertainty of it, which is used

to support and smooth the estimates in the Bayesian filtering framework. Gaussian

processes naturally provide posterior class probabilities and the variance of continuous

variables, and are applied in both settings. Conventional SVM provides an effective

sparse discriminative model to be used in large-scale problems, but not to give class

memberships directly. As presented in the next section, by using additional mapping

the SVM outputs can be transformed to a probability score for use in the post-processing

stage (Platt 1999b).

It is also important to point out that feature selection usually relies heavily on the

98



training itself. For example, in a general forward-backward-based search method the

selection criterion is the output of the trained model in use. Furthermore, in kernel-

based methods the kernel function depends on a number of hyperparameters which

need to be optimized during training using cross-validation or Bayesian inference.

3.1.3 Post-processing

The idea of the post-processing stage is to use the predicted estimates as an input to

a post-processor. In our framework, three post-processing approaches related to struc-

tured noisy multi-sensor data are considered: combining multiple discriminative mod-

els, rejecting noisy and uncertain estimates, and smooth estimates from prior knowledge

based on the particular application and sensor environment at hand. These methods can

vary from simple decision-based approaches to more complicated algorithms which can

be seen as second-level learning in multiple classifier systems (Kuncheva 2004). The

category of combining multiple models includes methods for fusing information from

multiple base classifiers which are trained on different (independent) feature presenta-

tions or multiple sensor source modalities. The details are presented in Section 3.3. The

category of rejecting examples includes a method for training thresholds to detect un-

certain predictions based on the values of posterior probability scores. The details are

presented in the next paragraph. The category of smoothing is used to further improve

the estimates and is applied to two different applications. First, it is used in multi-class

sequence labeling where independently predicted estimates are smoothed by learned

transition probabilities between different classes. Second, it is used in a regression

setting where learning is combined with temporal data modeling based on Bayesian

filtering. The details of combining classifiers’ probabilistic outputs are presented in

Section 3.3, and an algorithm for handling sequential information is shown in Section

3.4.2. Section 3.5 presents a combination of learning and temporal filtering based on

GPR and sequential Monte Carlo.

One important issue at the post-processing stage in pattern recognition systems is

the ability to detect unreliable predictions. Classification algorithms which are able

to produce probability estimates of class membership can be used to detect unreliable

decisions by thresholding the probabilities, i.e., none of the class probability estimates

are large enough to reliably assign a particular label to the example at hand. Based on

the work by De Stefanoet al.(2000), we introduce two different threshold-based criteria

for rejection in a multiple class classification scenario: one for detecting examples lying
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in an overlapping region of class densities, and one for detecting examples that are

significantly different from any trained class regions, i.e., the posterior probability of

the most confidence class is not high enough to assign the predicted label to it.

The rejection option can be adaptively defined for the given application domain.

This is done by assigning cost coefficients to the misclassified, rejected, and correctly

classified examples. Optimal thresholds can be computed using an effectiveness func-

tion for given cost values. The effectiveness functionPe f f is determined in the form

Pe f f =Cc(Rc−R0
c)−Ce(Re−R0

e)−CrRr , (7)

whereCc, Ce, andCr are the costs for correctly classified, incorrectly classified and

rejected examples.R0
c andR0

e are the percentages of correctly and incorrectly classified

examples for a given thresholdσ . Rc, Re andRr present the percentages of correctly

classified, misclassified and rejected examples after introduction of the rejection option.

The effectiveness function (Eq. 7) needs to satisfyCe > Cr . The idea of including

different costs to a performance measure is quite similar to other existing approaches

such as the decision cost function criterion used in speech verification as presented by

Martin & Przybocki (2003).

The optimal value of the rejection thresholdσ is obtained from the validation or

training set. The maximum of the effectiveness function can be found from the deriva-

tive for Pe f f(σ) (De Stefanoet al.2000) as follows,

CNDe(σ)−Dc(σ) = 0, (8)

whereDc(σ) andDe(σ) are occurrence densities for a given thresholdσ , andCN =

(Ce−Cr)/(Cr +Cc) is normalized cost. The occurrence densities can be estimated

using Eq. (9) and Eq. (10) for every training/validation example.

Using classifiers that produce probabilistic outputs, the unknown example is as-

signed to the class of the highest probability value. LetOWIN be the highest value of

posterior probability outputs. Then, the first reliability evaluatorΨa is defined as

Ψa = OWIN. (9)

This evaluator is used to eliminate examples showing low confidence in any known

classes (i.e., too far from any of the class regions/centers). The second reliability evalu-

atorΨb is

Ψb = OWIN−O2WIN, (10)
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whereO2WIN is the second highest posterior probability, when the input example is

classified. This criterion is for rejecting the input examples belonging to an overlapping

region of multiple classes (i.e., not reliably classifiable into any of the classes, including

the overlap).

To achieve both rejection thresholds (σa, σb), the learning algorithm presented

above can be repeated twice. First, the occurrence density functions (Dc(Ψa), De(Ψa))

of the reliability evaluatorΨa are determined and the thresholdσa is set. Then, new oc-

currence densitiesDc(Ψb)
′ De(Ψb)

′ are calculated according toΨb in order to be able

to set an optimal value for the second thresholdσb. The density functions in the latter

case are determined from the datasetsS′c andS′e, which include accepted correctly and

incorrectly classified examples after introduction of the first thresholdσa.

Now, the final rejection/acceptance decision can be made by

∆(x) =

{

1 if Ψa(x)> σa andΨb(x)> σb

0 otherwise,
(11)

where∆(x) is the binary function of acceptance (=1) or rejection (=0) for the input

examplex. Note that, if the input examplex is accepted, the final classification decision

is based on the maximum of posterior probability (i.e., winning class).

3.2 Multi-class classification

Learning to predict a class label of an unknown example is a very important applica-

tion for supervised machine learning and pattern recognition. The simplest and the

most studied approach, especially in discriminative kernel-based learning, is a two-way

classification task where the aim is to predict binary-valued class labelsy= {−1,1} for

unknown input feature vectorsx. In many real-life applications the problem is, however,

more general due to structured outputs. In multi-class classification the aim is to clas-

sify examples into multiple different categoriesy = {1,2,3. . .K}, where the number

of classesK can be very large. This section gives details of two kernel-based learning

methods–support vector machines (SVM) and Gaussian process classification (GPC)–

applied to multi-class recognition tasks. In addition, these methods are used as base

classifiers when the learning of discriminative models is extended to different kinds of

structured multi-sensor data problems such as combining classifiers learned from dif-

ferent features sets, learning from sequential input data and multiple modalities, and

learning to predict multi-class label sequences.
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3.2.1 Support vector machines

Support vector machines (SVM) (Cristianini & Shawe-Taylor 2000) are the most pop-

ular kernel-based classification method developed in the last two decades. The popu-

larity of SVM has been based on its superior performance in many high-dimensional

real-world applications, from computer-vision-based object recognition to protein fold

recognition and text classification (Schölkopf & Smola 2001, Shawe-Taylor & Cristian-

ini 2004), to name a few examples from different domains. As stated in the previous

chapter, SVM have many favorable properties, including good generalization capabili-

ties by finding the largest margin between classes based on statistical learning theory,

non-linearity modeled explicitly via kernel mapping, an effective sparse model where

prediction is performed using only a small number of training examples (i.e., support

vectors), and global convex optimization when kernel parameters are fixed. Let’s start

with a SVM applied to binary classification. Letxi be thei:th input vector and X the

binary output of the training dataset, then optimization of a two-class softmax SVM

classifier can be determined in its dual form as follows

min
0≤αi≤C

W(α) =
1
2 ∑

i, j
αiα jyiy jk(xi ,x j)

− ∑
i

αi +b∑
i

yiαi , (12)

whereαi (i = 1. . . ,N) are Lagrange multipliers upper bounded by hinge loss cost value

C andb is a bias term of the solution. In addition,k(xi ,x j) represents a positive definite

Mercer kernel that maps input vectorsxi andx j implicitly into (higher) feature space,

where the mapping can be linear or non-linear. The decision function of the trained

SVM is then of the formf (x) = ∑ j α jy jk(x j ,x)+ b. The solution can be computed

using only positiveα values. This provides a sparse solution, where support vectors

(0 < α < C) and error vectors (α = C) are considered. Different optimization tech-

niques, such as the Newton method and conjugate gradient (Presset al. 2007), can be

used to minimize the convex objective function. To speed up the process, an effective

method called sequential minimal optimization (SMO) was proposed in Platt (1999a)

and is used in modern SVM solvers.

One drawback of SVM is that the extension to the joint multi-class algorithm is

not straightforward. Albeit theoretical extensions exist, the implementations are very

complex. The most practical approach is to combine multiple binary classifiers where

fusion is done by using one-vs.-all and one-vs.-one. The former means that for each
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class a model is trained to discriminate between it and the rest of the classes, and the

latter means that model is trained between each pair of single classes.

Another problem with SVM is that posterior class probabilities are not achieved di-

rectly, only the unscaled distance from the decision boundary (or margin). There have

been many attempts to transform the distance score to probability. Platt (1999b) pre-

sented an additional parametrized mapping from the decision boundary to a normalized

probability score. Although this approximation is not always accurate, especially out-

side the training set, it provides a simple yet effective extension to SVM to be used

in post-processing. Together with posterior estimates of pairwise classification and the

combination strategy presented in Hastie & Tibshirani (1998) and in Wuet al. (2004),

an efficient sparse probabilistic multi-class classifier is achieved.

In the method proposed by Platt (1999b), a function from the raw outputs to class

probabilities is estimated. This is calculated through the parametric sigmoid function,

as follows

P(y= 1| f (x)) =
1

1+exp(A f(x)+B)
. (13)

ParametersA andB are found by minimizing the negative log-likelihood of the valida-

tion set

min
A,B

−
N

∑
i=1

ti log(P(y= 1| f (xi)))

+ (1− ti) log(1−P(y= 1| f (xi))), (14)

where

ti =

{

N++1
N++2, if yi = 1

1
N−+2, if yi =−1

N+ is the number of positive class labels andN− represents the negative ones.

Pairwise coupling is a methodology for combining multiple two-class probabilities

to obtain multiclass estimates forK classes. The method was proposed by Hastie &

Tibshirani (1998) and extended by Wuet al. (2004). Letr i j be the probabilistic output

of the ni j classifier, obtained, e.g., using Platt’s method, andpi the probability of the

i:th class. Also, letpi be represented by auxiliary variablesνi j = pi/(pi + p j). To

estimate the values ofpi , the Kullback-Leibler (KL) divergence betweenr i j andνi j can

be determined as follows:

l(p) =∑
i< j

ni j (r i j log
r i j

νi j
+(1+ r i j ) log

1− r i j

1−νi j
). (15)
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Minimizing the log-likelihood function in Eq. 15 can be computed using iterative

method:

1. Start with initial random values ofpis and calculate the correspondingνi j s

2. Repeat (i=1, . . . , M, 1, . . . ) until converge:

– pi = pi
∑i 6= j ni j r i j

∑i 6= j ni j νi j

– re-normalizepis between 0 and 1

– recompute for new values ofνi j s.

Figure 17 shows an example of a multi-class classification solution using one-vs.-

one SVM with sigmoid-mapped probabilistic outputs. Training data points are gener-

ated from three different normal distributions, one for each class. Contour plots of the

predictive posterior probability of each class are illustrated.
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Fig 17. Support vector machine multiple class classification with one-vs .-one

probabilistic outputs. Input space and contour plots of predictive posterior prob-

abilities for each three Gaussian distributed classes, are shown.

To build an accurate predictive model used in pattern recognition systems, one of

the most important properties, among the ones presented above, is the ability to choose

the correct complexity of the model which can be learned from the training data, but

is simultaneously capable of being generalized to unseen data, i.e., not to overfit the

training dataset. In kernel-based pattern recognition, this means optimization of free

parameters, named the hyperparameters of the kernel as well as theC parameter in the

context of soft-margin SVM. Frequentist inference methods such as SVM do not pro-

vide a direct estimation of model complexity as do Bayesian inference methods, but the
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model hyperparameters are usually chosen by the accuracy in an independent valida-

tion dataset not used for training. This decreases the flexibility of the model, lengthens

training time, and requires collection of more training examples for the validation set.

However, by using moderate or large training sets, good generalization capability is

achievable. The next section presents Bayesian learning based on a Gaussian process

that overcomes some of the SVM’s drawbacks.

In this work, these multiple probabilistic SVM were applied to person identification

and activity recognition tasks. Additionally, based on multi-class posterior probabilities,

three extensions were developed: a multiple classifier system to learn from different

feature sets, rejection rules to detect unreliable examples, and probabilistic smooth-

ing/learning of label sequences. Model selection in the case of SVM was performed

using cross-validation.

3.2.2 Gaussian processes

Gaussian processes (GP) (Rasmussen & Williams 2006) provide a different approach to

training kernel machines operating within a probabilistic framework. Using Bayesian

learning, a fully probabilistic non-parametric classifier which has many advantages over

support vector machines can be achieved. In the Bayesian approach, all the model pa-

rameters are handled as random variables by setting the prior probability distribution

to them, and then together with a likelihood (or noise) function, the posterior proba-

bility can be estimated using the Bayesian rule. Furthermore, predictive distribution

of unknown labels/targets is achieved. This gives a direct estimation of posterior class

probabilities in classification setting as well as error bars in a regression setting. In

a Bayesian setting, selection of model complexity is automatic and the free hyperpa-

rameters in kernel-based methods can be learned from the training set directly. GP

are one realization of Bayesian methods in a discriminative kernel-based learning set-

ting and they have the favorable properties presented above. The drawback of standard

GP compared with SVM is that a sparse solution is not directly achievable. This con-

strained a full model to be used effectively only on small or moderate datasets. Also,

in a classification setting the posterior probabilities of model parameters are not analyt-

ically computable due to typical non-Gaussian likelihood models, and approximation

inference methods need to be applied.

The Gaussian process is a collection of random variables that have a joint Gaussian

distribution. These random variables represent the value of the functionf (x) at a given
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location, and the GP is completely specified by its meanm(x)=E[ f (x)] and covariance

k(x,x′) = E[( f (x)−m(x))(f (x′)−m(x′))] functions, and they present the Gaussian

processf (x) ∼ G P(m(x),k(x,x′)), wherex andx′ are two input feature vectors or

other structured input examples.

Let X = [x1 . . .xN]
T be a training dataset of anN x D dimensional input feature data

matrix andy = [y1 . . .yN]
T an N x 1 dimensional vector of continuous targets. In the

Gaussian process the regression output is modeled using a noisy version of functiony=

f (x)+ ε. Assuming additive independent identically distributed Gaussian noiseε, the

posterior probability of latent functions is analytically solvable and leads to Gaussian

predictive distributionf̃∗ = kT
∗ (K +σ2

n I)−1y andV[ f∗] = k(x∗,x∗)−kT
∗ (K +σ2

n I)−1k∗,

where f̃∗ andV[ f∗] are the mean and variance predictions of an unknown input example,

respectively.k∗ is the vector of covariances between the test examplex∗ and training

examples,K is the matrix of covariances between training examplesX, andk(x∗,x∗)

is the covariance between a test examplex∗ and itself. y are the output targets in the

training dataset andσ2
n is noise variance.

The covariance function specifies prior knowledge and a similarity measure be-

tween examples. Many different Mercel covariance functions producing positive semi-

definitive kernel matrices are presented in the literature, for example, by Rasmussen &

Williams (2006). One of the most popular is the Squared Exponential (SE) (or Gaus-

sian) covariance function

k(x,x′) = σ2
f exp(−

1
2l2s
||x−x′||2), (16)

whereσ2
f is signal variance andls is a length scale.

Typically, the covariance function will have some free parameters (such asσ2
f ,

ls). Training the GP regression model is to determine the values of the hyperparam-

eters. Using the SE covariance function and independent noise varianceσ2
n , we can

collect these hyperparameters into the common vectorθ = [σ2
f , ls,σ2

n ]. The hyperpa-

rametersθ can be learned by maximizing the log marginal likelihood (or evidence)

logp(y|X,θ) = −1
2yK−1

y −
1
2 log|K y| −

n
2 log2π of training dataD = (X, y), where

Ky = K +σ2
n I. This objective function can be optimized using gradient-based meth-

ods, for example (Rasmussen & Williams 2006).

Figure 18 presents a simple example of a GP regression solution. The mean (thicker

curve) and standard deviation bars (dashed curves, corresponding to the 95% confidence
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region) of the predictions are shown. An increase in model uncertainty in the regions

far from the training data points can be clearly seen.
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Fig 18. Gaussian process regression solution for a simple 1-dimensiona l problem

of a sine function with Gaussian noise. The mean (thicker curve) and standard

deviation bars (dashed curves) of the predictions are shown.

Using GP regression with a Gaussian likelihood model provides an elegant solution

which could be calculated analytically. However, when using GP in a classification

setting with discrete class labels, the Gaussian likelihood is inappropriate and we need

to apply a non-Gaussian likelihood and approximate inference, since exact inference is

not feasible (Rasmussen & Williams 2006). In a probabilistic classification setting, test

predictions take the form of class probabilities, i.e., values between 0 and 1. The output

of the regression model can be turned into a class probability using a response function

that transforms the continuous values into a valid probabilistic interpretation range. In

GP classification, the response function plays a role of likelihood and the approxima-

tion can be formed using an additional set of latent variables. Similar to regression,

let x ∈ Rdx1 represent ad dimensional feature vector andy∈ {−1,1} the correspond-
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ing class label in a two-class setting. As previously, letN size dataset be denoted as

D = {X, y} whereX = (x1, . . . ,xN)
T and y = (y1, . . . ,yN)

T . Further, let f (x) repre-

sent a non-linear transformation of feature vectorx and without specifying an explicit

form of transformation,f represents a vector of the latent function corresponding to a

Gaussian Process prior such asf(x) ∼N f (0,K(X,X)), whereK(X,X) is the covariance

function defined by the kernel function, similarly to the previous section. Following the

presentation of Girolami & Rogers (2006) and Zhonget al. (2008), a binary GP clas-

sification can be implemented using an auxiliary variable vectorg= (g1, . . . ,gN)
T for

the noise model such thatgn = fn(xn)+N (0,1)which defines a non-linear regression

betweeng andX. The relationship betweeng andX is as follows

yn =

{

−1 if gn < 0

1 otherwise.

The posterior over the hidden variablesf andg can be presented using Bayes’ rule

p(f,g|D,θ) =
P(y|g)p(g|f,X)p(f|X, θ)

∫ ∫

P(y|g)p(g|f,X)p(f|X, θ)dgdf
. (17)

The form of conditional distributions between latent variablesf andg offers the possi-

bility to use a Gibbs sampler to approximate a joint posterior by using an approximating

ensemble of factored posteriors such thatp(f,g|D,θ)≈Q(f)Q(g). In practice, however,

sampling is computationally time-consuming, and a variational Bayes algorithm has

been developed to approximate joint posterior distribution (Girolami & Rogers 2006).

In binary classification, the expectations for the latent variablesg has an exact analytic

form, and an iterative algorithm can be derived to optimize a variational lower-bound

where each ˜gn andf̃ are updated as follows

f̃ = K(I +K)−1(f̃+p) (18)

g̃n = f̃n+ pn, (19)

where each element of theN length vectorp is defined aspn = ynN f̃n(0,1)/Φ(yn f̃n).

Details and derivations can be found in Girolami & Rogers (2006). An alternative

approach is to integrate out the hidden variablesg in Eq. 17 such that,

P(y|f) =
∫

P(y|g)p(g|f)dg=
N

∏
n=1

∫

P(yn|gn)p(gn| fn)dgn =
N

∏
n=1

Φ(yn fn), (20)

and the posterior distribution over functionf takes the form

p(f|D,θ) =
P(y|f)p(f|X, θ)

∫

P(y|f)p(f|X, θ)df
=

N f (0,K) ∏N
n=1 Φ(yn fn)

p(y|θ)
. (21)
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Although Eq. 21 simplifies the presentation, the posteriorp(f|D,θ) is non-Gaussian

and analytically intractable. Approximation methods such as Laplace approximation

(LA) and expectation propagation (EP) can be derived to present it as a Gaussian ap-

proximation such thatp(f|D,θ)≈N f (µ ,Σ).
Typically in binary classification, a few different likelihood functions can be ap-

plied. Variational Bayes and the other approaches presented above use probit likelihood,

which is specified, similar to Eq. 20, as follows

P(y|f ) = Φ(y f), (22)

whereΦ(·) is the cumulative function of standard Gaussian distributionN (0,1). Us-

ing the EP approximation, the probit function in Eq. 20 can be replaced by a logistic

function. However, in using the logistic function, an additional sampling step is needed

when making the prediction. Other choices of a likelihood function for classification

have been presented in the literature, including variants of a probit function with bias

(Seeger 2002) or Gaussian noise (Chu & Ghahramani 2005), as well as a step func-

tion (Kim & Ghahramani 2006). A likelihood function that overcomes the problem of

incomplete data (e.g., labeling errors) was presented in Kapooret al. (2005).

A final prediction can be made by calculating the predictive probability of unknown

examplex∗. In binary classification with a probit noise model, the probability ofx∗
belonging to class 1 can be presented as

P(y∗ = 1|D,θ ,x∗) = Φ
( f̃∗
√

1+ σ̃2
∗

)

, (23)

where f̃∗ is the mean and̃σ2
∗ is the variance of the prediction. In the case of variational

Bayes approximation predictive distribution can be presented as

f̃∗ = g̃T(I +K)−1k∗

σ̃2
∗ = k(x∗,x∗)−kT

∗ (I +K)−1k∗, (24)

wherek∗ = (k(x1,x∗), . . . ,k(xN,x∗))T , i.e., the kernel between the test and training ex-

amples and̃g is the expectation of an approximated distributionQ(g). In the case of

an EP approximation, expectationsg̃ and identity matrixI are replaced by the Gaussian

approximation meanµ and covarianceΣ, respectively. The kernel hyperparametersθ
can be estimated using gradient-based methods (MacKay 2003) or in the case of vari-

ational Bayes, importance sampling can be applied using exponential distribution as a

proposal distribution (Girolami & Rogers 2006).
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Many real-world applications have structured classification problems where multi-

ple discrete labels need to be predicted. One possible solution similar to SVM is to use

multiple one-vs.-one or one-vs.-rest binary classifiers combined into the final decision.

However, classifiers optimized pairwise do not necessarily lead to optimal multi-class

classification and accurate posterior probabilities. A few multi-class GP extensions

have been studied previously, including a Laplace approximation using multiple logis-

tics, i.e. softmax likelihood (Williams & Barber 1998), EP approximation with soft-

max likelihood (Seeger & Jordan 2004), EP-EM with step function likelihoods (Kim &

Ghahramani 2006), and multinomial probit regression (Girolami & Rogers 2006).

Variational Bayes approximation presented in Girolami & Rogers (2006) extends to

efficient multi-class classification. The idea is to have multiple GP regression problems

by forming a latent variable matrix consisting of a vector for eachK classesF = fK
i=1,

which are then coupled via an auxiliary latent variable matrix similarly consisting of

vectors for each classG = gK
i=1. Instead of using labelsy= {−1,1} as in binary clas-

sification, these are replaced by theK possible labels. Thus, the relationship between

latent variablegn and class labelyn follows

yn = j if gn j = max
1≤k≤K

{gnk}. (25)

Similar to the binary case, the variational lower-bound can be optimized iteratively.

Now, the expectation of eachk:th latent vector is updated̃fk = K(I +K)−1(f̃k+pk) and

the expectations of latent variables ˜gnk for all k 6= i andg̃ni follow as

g̃nk = f̃nk−
Ep(u){Nu( f̃nk− f̃ni,1)Φn,i,k

u }

Ep(u){Φ(u+ f̃ni− f̃nk)Φ
n,i,k
u }

(26)

g̃ni = f̃ni−
(

∑
j 6=i

g̃n j− f̃n j

)

, (27)

whereΦn,i,k
u = ∏ j 6=i,k Φ(u+ f̃ni − f̃n j), and p(u) =Nu(0,1). The expectations with

respect top(u) can be obtained using quadrature or straightforward sampling methods.

When updating̃fk, the corresponding variables take formspnk=−
Ep(u){Nu( f̃nk− f̃ni,1)Φ

n,i,k
u }

Ep(u){Φ(u+ f̃ni− f̃nk)Φ
n,i,k
u }

and pni = −∑ j 6=i pn j, respectively. The predictive distribution can be obtained as fol-

lows

P(y∗ = k|D,θ ,x∗) = Ep(u)

{

∏
j 6=k

Φ
( 1
√

1+ σ̃2
∗ j

[u
√

1+ σ̃2
∗ j + f̃∗k− f̃∗ j ]

)

}

, (28)
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where, as before,u∼Nu(0,1) and the corresponding expectation can be obtained nu-

merically by sampling from a standardized Gaussian.f̃∗k and σ̃2
∗k are calculated for

each classk, similar to the binary setting.

During variational optimization, the kernel hyperparametersθ can be estimated si-

multaneously. If we considered a hierarchic prior on hyperparameters, for example,

by setting an independent exponential distributionθd ∼ Exp(ψd) for each positive

real-valued hyperparameter and a gamma distribution on the mean values of the ex-

ponential, they form a conjugate pair such thatQ(ψd) = Γψd(σ + 1,τ + θd) and the

associated posterior mean becomesψd = (σ + 1)/(τ + θd). The associated hyper-

hyperparameters{σ ,τ} related to these distributions can be estimated via maximum

likelihood or, similar to Girolami & Rogers (2006), vague priors can be applied, e.g.,

for eachσ = τ = 10−5. In variational treatment the approximate posterior for the kernel

hyperparameters takes the form of

Q(θ) ∝ N f̃ (0,Kθ )
M

∏
d=1

Exp(θd|ψ̃d) (29)

and the required posterior expectations can be estimated using importance sampling

with the formulation

f̃ (θ)≈
S

∑
s=1

f (θ s)w(θ s), (30)

where eachθ s
d ∼ Exp(ψ̃d) andw(θ s) =

N f̃ (0,Kθs)

∑S
s′=1

N f̃ (0,Kθs′ )
. Compared to gradient-based

methods, this approach gives us an alternative way to optimize hyperparameters such

as the length scale of an SE or RBF kernel with similar scaling, but without the need

of specifying the partial derivatives of the kernel function. Furthermore, using this

approach, we can extract useful information, such as the importance of individual fea-

tures. When applying ARD prior on the hyperparameters or in the sequential learning

setting, we can estimate the importance of different sequence lengths when using the

graph-based kernel presented in Section 3.4.

Figure 19 shows an example of a multi-class classification solution using multi-

probit variational Bayes GP. Training data points are generated from three different

normal distributions. Contour plots of the predictive posterior probability for each class

are illustrated.
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Fig 19. Gaussian process multiple-class classification with a multi-probit vari-

ational Bayes approach. Input space and contour plots of predictive posterior

probabilities for each of three Gaussian distributed classes are shown.

3.2.3 Alternative learning methods

Kernel methods are one possible yet effective approach to learning discriminative mod-

els. This section briefly presents different alternative methods which are used, com-

pared with SVM and GP in classification tasks related to human context recognition,

presented in this thesis. The alternative classification methods are:

– K-nearest neighbors (KNN): KNN is a simple, yet effective instance-based classifi-

cation method. It belongs to the category of "lazy learners", which do not need to

be trained at all. Furthermore, in the classification phase, all the training examples

are used to make decisions. The classification is based on finding k-nearest neighbor

examples (e.g., in the Euclidean sense) from the training set, and it assigns unknown

examples to the class of majority vote of labels. For details, see, e.g., Mitchell (1997).

– Learning vector quantization (LVQ): LVQ is a simple distance-based classifier where

a finite set of labeled prototype vectors is trained in a given feature space to approx-

imate class distributions. An unknown example is classified to the closest proto-

type vector (the 1-nearest neighbor rule, 1-NN) using some distance metric (e.g.,

Euclidean distance) or to the majority in a KNN set. As a matter of fact, LVQ is very

similar to KNN. The only difference is that it usually compresses the training set of
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the KNN classifier as prototype vectors. More information canbe found in Kohonen

(2001).

– Multi-layer perceptron (MLP): MLP is a typical feed-forward neural network which

includes one or more hidden layers and non-linear activation functions. In multi-

class classification, the number of neurons in the input layer is directly based on

the number of variables in the feature vector, and the output layer neurons repre-

sent the known classes. In multi-class classification the method aims to find global

discriminative hyperplanes between the different classes. In these experiments we

used MLP with one hidden layer and sigmoid activation functions trained with back-

propagation. For details of MLP, see, e.g., in Bishop (1995).

– Radial basis function (RBF) networks: RBF is another feed-forward network contain-

ing two layers. While MLP computes a non-linear function of the scalar product of

the input vector and the weight vector, RBF uses the distance between the input vec-

tor and the prototype vector as an activation function for the hidden units. In other

words, the hidden layer consists of basis functions and presents class distribution

with local kernels. In these experiments, Gaussian basis functions were used. Also,

see Bishop (1995) for details.

3.3 Learning from multi-modal data

In this section, we examine techniques for combining data from different sources. These

sources can be different multi-modal sensors, different features calculated from same

sensor, or similar features combined from multiple repeated actions. Figure 20 shows a

flowchart of the decision level of the multi-sensor combination approach.

Combination strategies can be implemented at many levels of pattern recognition

systems. At the feature level, different feature sets can be fused together, for example,

to train a single classifier. At the decision level, the outputs of multiple independently

trained classifiers can be combined (Kittleret al.1998). Here we introduce the decision-

level combination strategies.
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Fig 20. Flowchart of discriminative pattern recognition from multi-sen sor data.

Let M be the number of independent classifiers andy (y = y1 . . .yK) the known

K classes. When every classifier produces conditional output probabilitiesP(yk|xi),

k = 1. . .K, according to the feature vectorxi , the fixed combination rules to assign an

input example to thej:th classy j are presented as follows,

– Maximum rule

y j =
K

argmax
k=1

[

M
max
i=1

P(yk|xi)
]

(31)

– Minimum rule

y j =
K

argmax
k=1

[ M
min
i=1

P(yk|xi)
]

(32)

– Median rule

y j =
K

argmax
k=1

[ M
median

i=1
P(yk|xi)

]

(33)

– Summation rule

y j =
K

argmax
k=1

[ M

∑
i=1

P(yk|xi)
]

(34)

– Product rule

y j =
K

argmax
k=1

[ M

∏
i=1

P(yk|xi)
]

. (35)

The final decision in every case is made according to the maximum of combined values.

3.4 Learning from sequential data

One of the key challenges in machine learning is to be able to learn from structured

data domains (Bakıret al. 2007). As stated in this thesis, discriminative learning, and

especially kernel methods such as support vector machines and Gaussian processes,

114



have shown superior performance in many classification and regression problems. One

of the advantages of kernel methods is the ability to use a natural structured presen-

tation of inputs (and outputs) instead of traditional vector form, typically used in pat-

tern recognition. For sequential input data, this can be realized by designing special

(positive semi-definite) kernel functions directly to structured input data, and the same

effective training of conventional supervised kernel classifiers is left unchanged. Time-

series data are an example of structured data which form a sequential temporal structure.

Data points in time series are usually not independent, but rather depend on adjacent

data points locally. Moreover, a temporal structure such as periodic characteristics can

have an effect globally. In addition to inputs, the output labels can be sequential, as

well. We will show an algorithm that handles discriminative multi-classification with

time-dependent labels using the paradigm of sequence labeling.

3.4.1 Weighted walk-based graph kernel

In this section we concentrate on multi-dimensional time-series data in the area of super-

vised learning for multi-class classification. LetD = {X, y} represent a labeled training

set whereX is a set of structured input observations such as multi-dimensional time

series andy are the class labels that take discrete valuesy = 1. . .K whereK is the

number of classes. The idea is to learn the mapping from structured inputx to classy,

generalizing well to unseen input objects that use, for example, discriminative proba-

bilistic Gaussian process multi-class classification. In the case of sequential time series

xt , t = 1. . .T, where eachxt is a multi-dimensional feature vector at a particular time

step andT is the length of the time series, it can be presented as a graphG = (V,E).

In the graph, vertexV represents a feature vector at a particular time stepxt and edge

E is the relationship between different time steps, e.g.,xt andxt+1. Finally, a kernel

function is defined as the weighted sum of different length walks in a graph using a

conventional sub-kernel such as an RBF (or Gaussian) kernel between individual data

points. This kernel function, proposed in this work, is called a weighted walk-based

graph kernel (WWGK).

The idea of using a walk-based graph kernel in classification of structured data is

not new. Previously it has been developed in the area of image processing, where high-

level image content recognition is based on walks in segmentation graphs, where each

vertex is a segment, edges connect adjacent segments, and each segment is presented

by s set of features (Vertet al.2009). In the case of multi-dimensional time-series data,
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the structure of a time series can be presented as a graph whereeach data point is a

node and relationships between data points are presented as edges. Figure 21 contains

an example of a directed graph presentation of time-series data, where each node is

connected to its two adjacent nodes, i.e., the second order Markov chain. In addition,

an example walk of length 3 is highlighted in the graph and its relationship to the base

kernel matrix between nodes is illustrated. Depending on the dataset at hand, differ-

ent kinds of relationships between individual data points can be set (e.g., higher order

dependencies).

x1 x2 x3 x4 x5

x′1 x′2 x′3 x′4 x′5

k12 k34 k45

(a) Directed-graph presentation of time-series

data.

x1

x2

x3

x4

x5

x′1 x′2 x′3 x′4 x′5

k11 k12 k13 k14 k15

k21 k22 k23 k24 k25

k31 k32 k33 k34 k35

k41 k42 k43 k44 k45

k51 k52 k53 k54 k55

(b) A kernel matrix between nodes.

Fig 21. Walk-based graph kernel for a time series. An example walk is highlighted

in the graphs.

For the presentation of a graph kernel, letk(G,G′) represent kernel function between

two graphsG and G′, in which case a weighted walk-based graph kernel similarity

measure becomes

k(G,G′) =
L

∑
l=1

wl kl (G,G′), (36)

wherewl andkl (G,G′) are the weight and aggregated kernel of thel :th length walks in

the graphs. Moreover,kl (G,G′) can be calculated as the sum ofl length walks

kl (G,G′) = ∑
wl∈G

∑
wl′∈G′

kw(wl,wl′), (37)

where a kernel betweenl length walkwl = (v1, . . .vl ) andwl′ = (v′1, . . .v
′
l ) in each time

series is a product of the base kernel between individual verticesvi andv′i

kw(wl,wl′) =
l

∏
i=1

kb(vi ,v
′
i). (38)

116



Here we concentrated on RBF kernelkb(xi ,x′j) as the base kernel

kb(vi ,v
′
j) = exp(−σ ||xi−x′j ||

2), (39)

wherexi = f (vi) andx′j = f (v′j) are the feature presentations of verticesvi andv′j in

two different graphs presenting the time series. In addition, different base kernels, such

as linear, polynomial, or other structured data kernels, can be applied, as well. In ad-

dition, we used a normalized kernelk̃(G,G′) as our final kernel, calculated using the

conventional approach, as follows

k̃(G,G′) = k(G,G′)/
√

k(G,G)k(G′,G′). (40)

When the walk lengthL = 1, the kernel becomes a typical bag-of-vector kernel where

each data point is modeled independently and no adjacent information is used. Fur-

thermore, when each weightwl = 1, the kernel becomes the sum of walk-based graph

kernels, similar to Vertet al. (2009). The weightswl can be set differently based on

prior knowledge that reflects the data or they can be treated as hyperparameters op-

timized during training. This kind of setting is very attractive when using Gaussian

process models. For example, by using an RBF sub-kernel the hyperparameter set be-

comesθ = {σ ,w1 . . .wL}, which could be optimized using gradient-based methods to

find the optimum of the marginal likelihood, or using importance sampling in the vari-

ational Bayes setting (Girolami & Rogers 2006). WWGK can be seen as an extension

to automatic relevance detection (ARD) (Rasmussen & Williams 2006) for sequential

data, where the importance of different length of walks can be learned from the data.

Figure 22 shows an example of a multi-class classification solution using multi-

probit variational Bayes GP with a weighted walk-based graph kernel for time-series

data. Different-length training data sequences are generated from a linear-Gaussian

state-space model where the initial points are set using different normal distributions,

one for each class. Contour plots of the predictive posterior probability for each class

are shown.
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Fig 22. Gaussian process multiple-class classification of a variable-leng th time

series with WWGK. Input data space and contour plots of predictive posterior

probabilities for each of three classes are shown.

The proposed walk-based graph kernel can be extended to multi-modal time-series

data, where individual walk-based graph kernels and classification models are learned

for different modalities and a final decision is made on the classifiers’ decision level us-

ing the rules presenting in the previous section. The use of probabilistic GP classifiers

provides a natural way to combine posterior probabilities while keeping the modularity

of the procedure so that conventional model training strategies can be applied. In the

application chapter we show promising results when we apply WWGK person identifi-

cation using floor and wearable sensors.

3.4.2 Output sequence labeling

Regardless of SVM’s (or other conventional discriminative classifiers) capability to clas-

sify independently and identically distributed (IID) data, it is not directly applicable

to sequential data, such as human activities, where the data are rather dependent on

neighborhood labels. This subsection presents a general algorithm for training tem-

poral smoothing to the confidence valued outputs of a discriminative (or generative)

classifier trained on static independent examples at the first stage.

Learning sequential input-output pairs has usually been done with hidden Markov

models (HMM) (Rabiner 1989), which are generative graphical models with a Markov

chain structure. As stated in the background chapter, HMM have some limitations com-

pared with kernel-based methods: they are trained in a generative manner (e.g., one
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model for each class in a multi-class setting), they have someconditional independence

assumptions, they need explicit feature presentation (e.g., suffering from the curse of

dimensionality), and they cannot handle overlapping features. To overcome the limita-

tions of HMM, many discriminative variants have been proposed (see Section 2.6.4).

We propose a simple algorithm that combines discriminative multi-class learning

with smoothing of output label sequences, named discriminative temporal smoothing

(DTS). DTS is a general algorithm in which you can use any base classifier that pro-

duces confidence output measurements. However, we applied SVM due to its accurate

and efficient sparse solution. Once we have trained the SVM classifiers on the static

examples and mapped them to confidence values, we can apply temporal smoothing.

First, the probabilistic output of the static classifier from the training set is used as

an observation input to estimate a global transition probability between class labels.

Let P(yk| f (x1)),P(yk| f (x2)), . . . ,P(yk| f (xt)) be a sequence of posterior probabilities

of classk from the beginning of the sequence to a time stept estimated, for example,

by SVM and pairwise coupling. We collect these confidence values from everyK class

into observation matrixB as follows

B =













P(y1| f (x1)) P(y1| f (x2)) . . . P(y1| f (xt))

P(y2| f (x1)) P(y2| f (x2)) . . . P(y2| f (xt))
...

...
...

...

P(yK | f (x1)) P(yK | f (x2)) . . . P(yK | f (xt))













. (41)

Then, a global transition matrixA with transition coefficientsai j =P(yt
i |y

t−1
j ) (the prob-

abilities between different classesi and j from the timet −1 to t) is calculated. The

transition coefficients can be estimated with an iterative forward-backward algorithm,

well-known from HMM training (Rabiner 1989), over the observation matrix. Finally,

an unknown sequence can be labeled from coupled probabilistic SVM confidence out-

puts with the use of a transition probability matrix and a Viterbi algorithm (Forney

1973), resulting in smoothed class probabilities, as follows

Ps(y1...K | f (xt)) = Ps(y1| f (xt)),Ps(y2| f (xt)), . . . ,Ps(yK | f (xt)), (42)

given, for example,x at timet. The final classification is made by choosing the most

probable class from the smoothed confidence values, i.e., argmax[Ps(y1...K | f (xt))]. A

diagram of different stages of the proposed activity recognition system based on DTS

is presented in Figure 23.
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Fig 23. Example diagram of the building blocks of a system for learning to rec-

ognize sequential labels using SVM with DTS. Reprinted with permission from

Suutala et al. (2007) c©2007 Springer.

3.5 Discriminative learning for tracking

3.5.1 Gaussian process regression with multiple outputs

In position tracking and related domains we usually need to estimate more than one di-

mension, so a multi-output regression model needs to be implemented. There are differ-

ent approaches to extending GP to multiple regressions. The simplest way is to model

each dimension individually and add a single GP for each dimension. However, this

does not use any correlation information between dimensions. We apply a coupled GP

where the noise of each dimension is handled independently, but a block-diagonal co-

variance matrix with common hyperparameters is applied to model correlation between

different dimensions by learning the hyperparameters from the data. When combining

the K-dimensional output dimensions, for example, the multi-output GP mean vector

and covariance matrix predictions for test examplex∗ can be presented as

GPµ(x∗) = [ f̃∗1 f̃∗2 · · · f̃∗K ]
T

GPΣ(x∗) =













V[ f̃∗1] 0 · · · 0

0 V[ f̃∗2] · · · 0
...

...
...

...

0 0 · · · V[ f̃∗K ]













. (43)
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3.5.2 Learning displacement experts

In online tracking applications we are interested in modeling dynamic events such as

position transitions. GP regression can be trained to predict continuous outputs from

input features. In visual tracking, Williamset al. (2005) proposed an algorithm for

training a displacement expert (i.e., the regressor) between a high-dimensional image

space and a low-dimensional state space such as position, pose, and other continuous

variables. As an alternative to predicting true position (or other variables), we can

attempt to predict the difference between true position and estimated position. The

advantage is that we do not need to collect a huge dataset of training examples, but can

use a small set of seed examples (e.g., images) and then sample the displacement of

these examples, for instance from their uniform distributiony∼Uni f (−∆,∆), where∆
is the displacement range from spatial location coordinates.

To calculate tracking features, we can use, for example, a rectangle 2D region

centered at the true position and sample the training examples from it. Let vector

u = [uv,uh] represent physical verticaluv and horizontaluh location coordinates in the

sensor area. If we transform the measurements from the rectangle to input feature vec-

tor x = f (I(u)) and the displacement to output target vectory = [∆uv,∆uh], we can

learn the mapping between the input and output using the GP model presented in sec-

tion 3.5.1. The algorithm presented in Williamset al. (2005) can be used to collect a

training dataset by sampling from the seed examples and transforming the examples

to feature vectors and the displacements to corresponding output values. Finally, the

displacement expert, such as a GP regressor, can be learned from the dataset. After the

training, the GP model can be used to predict the displacement, and more interestingly

in a tracking application, to estimate the current positionut from the previous position

ut−1 and the input examplext :

ut = ut−1+GPµ(xt). (44)

Now the prediction is based on the GP mean (i.e., point prediction) alone. The following

section shows how the uncertainty estimation of GP (i.e., the variance of displacement)

can be applied to sequence the Bayesian filtering framework.

Although computer vision applications are not the focus of this thesis, some illus-

trative examples are shown. Figure 24 illustrates the idea of sampling displacement

examples from a face image using 2-dimensional translations. Figure 25 illustrates

the result of learning a 1-dimensional (horizontal) displacement expert using Gaussian
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Process regression equipped with a squared exponential kernel and the vector of con-

catenated pixel intensities as input features. The x-axis depicts input images and the

y-axis depicts horizontal displacement from the centralized face image. A small num-

ber of training points (+) are shown as well as the mean (thicker curve) and standard

deviation bars (dashed curves) for the estimates in an independent test dataset. Clearly,

the increase in uncertainty in estimates outside the training images can be seen as an

increase in variance.
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x1x2 x3

y1y2 y3

Fig 24. An illustrative example of sampling displacement from a seed face image.

Fig 25. An illustrative example of learning 1D displacements from face ima ges.

The x-axis depicts input images and the y-axis depicts horizontal displacement

from the centralized face image. A small number of training points (+) are shown

as well as the mean (thicker curve) and standard deviation bars (dashed curves)

for the estimates in an independent test dataset. 123



3.6 Learning bayesian filtering for multiple-target
tracking

3.6.1 Particle filtering

Particle filtering (PF) (Doucetet al. 2001) is an approximation method for nonlinear

non-Gaussian dynamic sequential modeling, and it is very useful, e.g., in online track-

ing applications in environments with uncertain sensor measurements. PF appears to

be more flexible than traditional linear Kalman filters (Bar-shalom & Fortmann 1988)

and their variants in modeling complex distributions (e.g, sensor failures, non-linear

motion, initialization of target positions). Based on the standard recursive Bayesian

filtering approach, if we letut represent the state of the target andz1:t−1 the past obser-

vations, sequential estimation can be implemented using two steps: prediction (Eq. 45)

and update (Eq. 46), as follows:

p(ut |z1:t−1) =
∫

p(ut |ut−1)p(ut−1|z1:t−1)dut−1 (45)

p(ut |z1:t) =
p(zt |ut)p(ut |z1:t−1)

∫

p(zt |ut)p(ut |z1:t−1)dut
. (46)

The prediction distribution in Eq. 45 follows from marginalization, and the new filtering

distribution in Eq. 46 is achieved using Bayes’ rule. These distributions are updated re-

cursively in tracking applications. Recursion requires a dynamic state space model that

describes the state evolution of the system as well as a measurement model that gives

the likelihood of any state, given current observations. Recursive Bayesian filtering is

solvable in its closed form only with a linear Gaussian system using a Kalman filter

and its variants. For non-linear and non-Gaussian systems, numerical sampling-based

methods such as particle filtering are required to approximate the integrals in Eqs. 45

and 46.

In particle filtering, the state space model (i.e., motion model in target tracking)

is realized by using a finite number of particlesu, where each particle represents a

state space hypothesis, for example, the current position of the target. Particles are first

sampled from a prior distributionu0 ∼ p(u0). The state space model is used to predict

the state in the current time step using past state predictions (i.e.,ut ∼ p(ut |ut−1)). The

measurement model uses current observations from the sensors and tries to measure

how good the predictions from the state spaces are for current observations (i.e.,wt ∼

wt−1p(zt |ut)). The model uses that information to correct the target’s state predicted
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by the state space model. The measurement model is realized byassigning importance

weight to every particle according to the measurement model’s output and importance

weights from the previous iteration. This leads to a posterior distribution of the current

state

p(ut |zt) =
N

∑
i=1

w(i)
t δ (i)

ut (ut), (47)

wherewt is the normalized importance weight andδ (i)
ut (ut) is a Dirac measurement with

mass at the current particle estimateut .

In online tracking, the particles are updated at every time step using the predic-

tion of the motion model and importance weighting of the measurement model. The

importance weights are normalized and the particles are possibly resampled (with re-

placements) according to their importance weights to present the posterior distribution

(i.e., p(ut |z1:t)) of the dynamic system for the next iteration. This recursive algorithm

is a realization of the standard sampling importance resampling (SIR) particle filter.

One important sub-task in particle filtering is the resampling step. Without the

resampling step, the variance of importance weights can increase and make the approx-

imation worse. There are many methodologies for resampling. Residual resampling

(Liu & Chen 1998) was applied in this work. Furthermore, to avoid the risk of replac-

ing good particles, selective resampling can be applied as presented in Doucet (1998)

and Grisettiet al. (2005):

Ne f f =
1

∑N
k=1(wk)2

. (48)

If the effective sample sizeNe f f was smaller than a predefined threshold, resampling

was performed.

3.6.2 Joint particle filtering

There are many ways to extend particle filtering to multiple-target tracking. The sim-

plest approach is to use multiple independent filters, one for each target. However, when

the targets are close to each other and the measurements are noisy, independent filters

lose their ability to keep track of individual targets, and the target with the strongest

measurements and best likelihood score will capture nearby targets. In Vermaaket al.

(2003) a mixture particle filter approach was developed. It uses an independent filter

for each target. These components then form a mixture model where interaction be-

tween targets is handled by the mixture weights. The standard SIR particle filter can
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be embedded in the iterations, but a clustering method is needed to keep the mixture

model updated. This could be problematic in settings where measurement of targets is

multi-modal, sparse, and similar over the group of targets.

Multiple-target tracking can also be formulated using a joint particle filter (JPF)

(Khanet al.2005) presentation where each particle captures the state of all the targets

jointly. Similarly to the mixture approach, we can sample from the motion model for

each target independently

p(ut |ut−1) ∝ ∏
i

p(ui
t |u

i
t−1). (49)

Moreover, likelihood scores can be calculated independently for each target and then

used to form a factored likelihood model, as follows

p(zt |ut) ∝ ∏
i

p(zi
t |u

i
t). (50)

3.6.3 Markov random fields for multiple targets

In multiple target tracking, the most problematic settings are related to cases where

targets are currently located physically close to each other. This is known as a data

association problem, where it is difficult to decide which target produces which of the

measurements: a single measurement could belong to multiple targets, a single target

could produce multiple measurements, or there could be false alarms not belonging to

any of the tracked targets (Bar-shalom & Fortmann 1988). This is very problematic

especially in multi-sensor environments, such as the floor sensor setting presented in

this work.

In applications that apply particle filtering to visual tracking, the best known tech-

niques are based on merging and splitting techniques, where occluded targets are merged

and then split again when separated. These methods usually rely on the discriminative

properties of different targets (e.g., different color, texture, or shape), or in the case

of similar targets, spatial clustering (Vermaaket al. 2003) or trained foreground de-

tectors (Okumaet al. 2004), to maintain mixture particle presentation. In the case of

sparse multi-modal measurements, such as measurements from floor sensors, where the

discriminative properties of different targets are weak, it is very difficult to apply the

presented methods. On the other hand, in the multi-sensor setting experimented with

here, the targets are hardly ever occluded, which gave the idea of trying to keep the

positions of each target as accurate as possible during target interaction.
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Khanet al. (2005) presented a multi-target interaction model applied to a joint par-

ticle filter based on the Markov random fields (MRF) (Li 2009, Bishop 2006) motion

model. Their application consisted of tracking multiple similar interacting targets, more

precisely ants, where the motion of individual targets is affected by the motion of nearby

targets. We apply a similar MRF model, but our goal was twofold. First, the motions

of interacting target persons affect each other. Second, we can apply a more accurate

measurement model to the data association problem (e.g., handling false alarm mea-

surements).

MRF (Li 2009) is an undirected graphG = (V,E), where random variables are

presented as nodes (i.e., verticesV), and dependencies between nodes are presented

as undirected edges (E). Joint probability is factored as a product of local potential

functions at each node, and interactions are defined in neighborhood cliques. Follow-

ing Khanet al. (2005), we used pairwise MRF, where the cliques are pairs of nodes

connected by the edge in the graph. The pairwise interaction potentialsψ(ui ,u j) are

expressed by means of the Gibbs distribution in the log domain

ψ(ui ,u j) ∝ exp(−g(ui ,u j)), (51)

whereg(ui ,u j) is a penalty function and could be set using the degree of overlap when

targets interact. When MRF is dynamically constructed at every time stept, the factored

motion model becomes

p(ut |ut−1) ∝ ∏
i

p(ui
t |u

i
t−1) ∏

i, j∈E
ψ(ui

t ,u
j
t ). (52)

The MRF motion model can be directly embedded in the joint particle filter using the

factored likelihood expression

wk
t = wk

t−1

N

∏
i=1

p(zi
t |u

i
t) ∏

i, j∈E
ψ(ui

t ,u
j
t ), (53)

wherewk
t is the weight of thek:th particle,p(zi

t |u
i
t) is the likelihood of thei:th target, and

ψ(ui
t ,u

j
t ) is the interaction term between targetsi and j, respectively. Figure 26 presents

a MRF model formed between three different targets. In the example illustration, one

target is excluded from the model for being too far a-way.
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d = g(u2,u3)

Fig 26. MRF formed between targets close to each other.

3.6.4 Gaussian process joint particle filtering

Using the tracking methodology presented in the previous sections, it is straightforward

to combine these methods into a novel powerful Bayesian tracking algorithm, Gaussian

process particle filtering (GPPF). The proposed real-time tracking algorithm follows the

standard phases of the Bayesian filter, and more specifically, the sampling importance

resampling particle filter. As prior knowledge, we determined the motion model (i.e.,

how the states evolve over time) for where to sample at each time step to predict the

target location.

Furthermore, we collected a training dataset of feature vectors from regions of in-

terest as well as the output targets of position displacements. Figure 24 is an illustrative

example of a face image and Figure 25 is an example of using GPR to learn displace-

ment from an image. Figures 50 and 51 in Chapter 4 illustrate the same approach with

binary floor sensors, respectively. A discriminative probabilistic Gaussian process re-

gressor was trained between the measurements and the displacements from the true

positions. The advantages of using machine learning are that we could use a simple mo-

tion model (e.g., prior linear Gaussian transition) and model possible non-linearity with

the trained GP. It provides a prediction of displacement as well as an uncertainty mea-

sure (as a variance of displacement), which could be added directly to the update step

of the Bayesian filter, eliminating the need to build a measurement model separately.

This is very useful in applications where measurements are sparse, noisy, or possibly

multi-modal, like measurements from floor sensors. The disadvantage is that we need

training data, and in some applications it would be problematic to determine the true
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target position for supervised learning. However, if it is easily available, it could be

used to improve the conventional particle filter and could help in designing motion and

measurement models. Letut be the state estimate predicted using the motion model and

GPµ(ut) andGPΣ(ut) be the mean and covariance of the predicted GP displacement of

ut (or more precisely, of the region of interest centered onut ). The GP-based correction

can be calculated as follows

ũt = ut +GPµ(ut) (54)

and the importance weighting becomes

wk
t = wk

t−1N (ũt ;ut ,GPΣ(ut)). (55)

GPPF is presented in Algorithm 1 in Appendix 1. After initialization, Bayesian filtering

is performed iteratively. First, particles are sampled from the motion model, and then

the Gaussian process displacement of each particle is calculated using measurements

centered on that particle position. Next, the current particle set is corrected using the

GP mean predictions and weighted by the GP-driven likelihood model. At this stage,

the proposed algorithm differs from a conventional SIR particle filter because GP is

used to correct the prediction and assign importance weights. Finally, after calculating

the current position estimate, resampling is applied if the current particle set has become

too scattered.

To handle multiple targets, and possibly a variable number of targets, we can extend

the proposed tracking algorithm using a couple of more phases and the joint state pre-

sentation. Adding the factored likelihood presentation and MRF-based interaction, the

importance weight update calculation can be presented as

wk
t = wk

t−1

N

∏
i=1

N (ũi
t ;u

i
t ,GPΣ(ui

t)) ∏
i, j∈E

ψ(ũi
t , ũ

j
t ), (56)

whereũi
t = ui

t +GPµ(ui
t), GPi

µ(u
i
t), andGPΣ(ui

t) are the GP mean and covariance of the

i:th target in particleut . ψ(ũi
t , ũ

j
t ) is the MRF interaction term between GP-corrected

targetsi, and j, respectively. GP corrections are calculated independently for each

target, similar to Eq. 54.

This leads to a Gaussian process joint particle filtering (GPJPF) multi-target track-

ing algorithm. In previous studies, different methods have been used to handle targets

that enter and leave the sensor area (see Okumaet al. (2004) and Khanet al. (2005) in

computer vision-based applications). We applied a sensor-specific approach to detect a

variable number of targets to be used with the floor sensors presented in Chapter 4.
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The GPJPF algorithm is presented in Algorithm 2 in Appendix 1.We sample from

the motion model independently for each target. Then we apply entering/leaving detec-

tion, where novel targets are added to the particle set and targets that leave the sensor

area are removed (Algorithm 3 in Appendix 1). Next, displacement predictions are per-

formed and a likelihood score is assigned to each target. After that, the MRF model

is formed using the currently predicted particle set, and interaction potentials are cal-

culated between adjacent targets. Finally, importance weights are calculated using a

factored likelihood model that combines the GP-driven likelihood scores and MRF in-

teraction terms (Algorithm 4 in Appendix 1). Clearly, non-interacting targets follow the

update steps from the independent GPPF in Algorithm 1.
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4 Human context recognition applications

The most important questions of life are indeed, for the most part,

really only problems of probability.

Pierre Simon Laplace, 1812

This chapter provides details of environments, sensors, and data as well as experiments

with structured discriminative learning methods applied to those scenarios. The details

of each application are presented along with experimental results. The general theme of

all the applications is measuring human motion with different structured multi-sensor

data from fixed environmental and wearable sensors and using this information to learn

to recognize different contexts related to natural human behavior, e.g., walking and

other activities.

Three different pattern recognition applications are presented. The first application

is biometric person identification. The second application is related to person location

by tracking position in an indoor environment, and the third one presents an applica-

tion for recognizing different daily life activities automatically using wearable sensors.

Three different multi-sensor environments are examined. Two different floor sensor ap-

proaches are studied, including pressure-sensitive electro mechanical films (EMFI) and

binary-switch-type sensors. Both are used for person identification purposes and the lat-

ter is also applied to multiple-person tracking. The third sensor type is a small wearable

embedded system including 3D accelerometers attached to different body parts, which

are used to recognize daily life activities from the person’s posture and limb movements.

Furthermore, a single 3D accelerometer in combination with floor sensors is studied in

a sequential multi-modal learning and identification scenario.

Currently, there are not many extensive datasets for low-level human context recog-

nition available. During the preparation of this work, we collected several real-world

datasets for method development and evaluation, including gait identification signals

from two types of floor sensor matrices as well as 3D acceleration sensors from several

subjects. In addition, multiple person position data from binary switch floor sensor ex-

periments were collected. The dataset initially collected and presented by Pirttikangas

et al. (2006), was used to evaluate the proposed sequential activity recognition algo-
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rithms. All the datasets presented in this chapter are publicly available2. We hope other

researchers can make use of the data for evaluation and development in the future, and

maybe the idea of having common datasets available in the area of ubiquitous comput-

ing will become more popular in the next few years as the field matures.

4.1 Person identification

In ubiquitous and context-aware computing, one of the most important properties re-

lated to human context recognition is person identification. In this section, using the pro-

posed recognition techniques, three different sensor types are studied. First, we exam-

ine an electromechanical film (EMFI) sensor that measures dynamic pressure changes

affecting its surface, producing a continuous signal of footsteps. These sensors are in-

stalled in our research laboratory at the University of Oulu, Finland. Second, we study

a binary switch (i.e., on/off) sensor that measures the existence of a static event on the

surface, producing discrete binary values. When single sensors are combined into a

larger sensor matrix, a footstep gives a 2D binary image, and when a walking sequence

is integrated over time, an intensity (i.e., gray-level) image is achieved. This floor sen-

sor, called InfoFloor, is installed in a laboratory at Tokyo University of Agriculture and

Technology, Japan. The next sections present the details of both sensor systems. Finally,

we use a 3D accelerometer device, attached as a wearable sensor, together with binary

switch floor sensors to performed multi-modal person identification.

We show that discriminative learning methods, presented in Chapter 3, which are

trying to directly model input-output mapping (e.g., from walker characteristic features

to identity), can be effectively learned from labeled training data to predict identity.

Based on state-of-the-art kernel classifier methods, support vector machines (SVM),

and Gaussian processes (GP), effective solutions for structured multi-dimensional in-

put data can be derived. Due to available uncertainty information (i.e., class posterior

probabilities) about the predicted estimates, different post-processing techniques can be

applied. These classifiers are compared with other statistical pattern recognition meth-

ods, including instance-based learners (e.g., k-nearest neighbors and learning vector

quantization) as well as feed-forward neural networks (e.g., multi-layer perceptron and

radial basis function networks). Besides comparing the different learning methods, we

present a common approach to combining multi-modal data and sequential decisions as

2http://www.ee.oulu.fi/~jaska/datasets.html
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a post-processing approach using different fixed rules on posterior probabilities. In addi-

tion, we apply common rejection rules to detect uncertain estimates from the predicted

posterior probabilities in the case of the EMFI floor. Besides combining multi-modal

data, we conducted experiments with sequential inputs, where walking sequences are

presented as a multi-dimensional time series and modeled by a novel graph-based ker-

nel directly applied to multi-modal GP classification in the case of the InfoFloor and

3D acceleration sensors. For each sensor modality, specific pre-processing techniques,

including signal segmentation and feature extraction, are developed, as well. Sequen-

tial input modeling based on graph kernel is compared to hidden Markov models and a

state-of-the-art time-series kernel with superior and comparable results.

4.2 Identification on pressure-sensitive floor

4.2.1 EMFI sensors

Electromechanical film (EMFI) (Paajanenet al. 2000) is a thin, approximately 0.01-

mm-thick, flexible electret material which consists of cellular, bi-axially oriented po-

lypropylene film coated with metal electrodes. In the EMFI manufacturing process, a

special voided internal structure is created in the polypropylene layer, which makes it

possible to store a large permanent charge in the film using the corona method, with elec-

tric fields that exceed the dielectric strength of the EMFI material. An external acoustic

or mechanical force affecting its surface causes a change in the film’s thickness, result-

ing in a change in the charge between the conductive metal layers. This change can

then be detected as a voltage. As EMFI only reacts to changes in force, it can be seen as

a capacitor-based sensor, and static external forces cannot be measured. A permanent

charge in the material makes it possible to build applications without wattage and the

increasing cost of using an external power source. The material can be cut into dif-

ferent shapes and, for example, holes can be made without changing the measurement

properties, which enables a variety of different applications.

EMFI-based sensors have been applied previously in a wide range of applications

from the control interface for virtual game environments (Väätänenet al.2001) to mea-

suring activities of laboratory animals (Räisänenet al.1992), for instance. In the health

care field, EMFI stripes are applied to floors, beds, and doors to monitor movement,

human movement-related diseases such as epilepsy during sleep, and falling and wan-

dering of elderly people (Emfit). The EMFI signal can be amplified to detect very small
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forces and pressure such as the presence and absence of micro-movements caused by

a person’s breathing and heartbeat during sleep (Alametsäet al. 2006) or when sitting

at rest (Junnilaet al.2009), as well as to measure blood pressure (Sorvojaet al.2005).

Besides floor sensors, EMFI has been used for many commercial sensor and actuator ap-

plications, such as keyboards (Barnaet al.2007), microphones (Kärkiet al.2007), and

loudspeakers (Antilaet al. 1999), for different string instruments, and as an ultrasonic

transducer in robotics applications (Jiménezet al.2008).

EMFI material has been installed in our research laboratory to cover an area of

100m2. The EMFI floor consists of 30 vertical and 34 horizontal EMFI sensor stripes,

each 30 cm wide, which have been placed under the normal flooring (see Fig. 27).

The stripes form a 30 x 34 matrix with a cell size of 30 x 30 cm. Instead of simply

installing squares of EMFI material under the flooring, stripes were used because this

layout requires significantly less wiring. If squares were installed, the number of wires

would be over a thousand. If a smaller room is to be covered with EMFI material,

squares could be used, which would make it much easier, for example, to determine the

locations of occupants in the room.

Fig 27. EMFI floor setting and highlighted sensor stripes. Revised fro m Suutala &

Röning (2008) c©2008 Elsevier.

Each of the 64 stripes produces a continuous signal that is sampled at a rate of

100 Hz and streamed into a PC, where the data can be analyzed in order to detect and

recognize pressure events, such as footsteps, affecting the floor. The analog signal is

processed with a National Instruments AD card, PCI-6033E, which contains an ampli-
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fier. It would be possible to increase the sampling frequency up to 1.56 kHz, but 100

Hz was considered adequate for walkers’ footsteps.

4.2.2 Datasets and features

To model a person’s walking, individual footsteps are first segmented from the raw sig-

nal. In its simplest form, this could be implemented using edge detection based on

the convolution filter presented in Chapter 3. However, when the signal’s absolute bias

level starts to fluctuate, as in the case of a capacitive EMFI signal (see Figure 28), sim-

ple threshold-based edge detection is not flexible enough to capture the footstep. To

improve segmentation, this pre-processing step can be done using a segmental semi-

Markov model (SSMM) (Kohoet al. 2004), presented in Chapter 3. SSMM is trained

from an example footstep pattern and then matched to the raw signal to segment periods

of interest. Furthermore, footstep patterns which are divided among multiple adjacent

sensor stripes are summed to form complete patterns. All the features calculated from

segmented signals are based on individual footsteps. Spatial information between ad-

jacent footstep profiles is not used due to the low resolution of the sensor setting (i.e.,

30-cm-wide sensor stripes). Raw data of a typical walking pattern are shown in Figure

28. Furthermore, Figure 29 shows an example of a pattern constructed from a footstep

pattern (Fig. 29(a)) and then matched against the time series of raw data (Fig. 29(b)).
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Fig 28. Raw EMFI walking signal.

(a) Piecewise linear template.
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Matching foostep patterns by SSMM

(b) Segmentation by SSMM method.

Fig 29. Example of a piecewise linear template constructed from an example foot-

step profile (a) and segmentation using the template and SSMM method (b). First

published in Koho et al. (2004) c©2004 EURASIP.

The first feature set derived from the pressure signals of a footstep profile is based

on the geometric (or spatial) and statistical properties of the input signals in the time
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domain. These features are based on the main coordinates illustrated in Fig. 30(a). The

initial experiments of using these signal-shape-based features were already reported in

Pirttikangaset al.(2003), Suutala & Röning (2004), and Suutala & Röning (2005). The

details of individual features are presented in Table 21 in Appendix 2.

Moreover, the spectral features include two different feature sets. The first set con-

tains a frequency domain presentation calculated from the time domain of acamel-back-

curve-shaped signal (Figure 30(a)), and the second set was constructed from the fre-

quency domain of the derivative signal (Fig. 30(b)). In our experiments, the derivative

signal was numerically approximated from the original profile using convolution with

a differential mask. Finally, the amplitude spectra of the frequency domain presenta-

tions of both signals were used as feature sets calculated by fast Fourier transformation

(FFT).
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(a) Footstep signal. (b) Derivative of a footstep signal.

Fig 30. Example of the footstep profiles of a signal (a) and the derivative of the

signal (b). Revised from Suutala & Röning (2008) c©2008 Elsevier.

We used two different experimental datasets in these experiments. The first dataset

contained footsteps from eleven different walkers. These footstep profiles were recorded

so that the whole footstep profiles fit on a single sensor stripe. In recording this dataset

the aim was to obtain the finest-quality footstep profiles possible in order to identify

the discriminative features of individuals and to analyze the footstep profiles in gen-

eral. Each of the subjects, including 9 men and 2 women, produced 40 footsteps. Each

person wore her/his own shoes.

Three different feature sets were extracted from each footstep profile. The first

feature set of geometric properties contained 23 spatial features based on the extreme
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points of the profile (see Fig. 30(a)). The frequency domain presentations were cal-

culated using 64-point FFT, and dimensionality was reduced with PCA. Finally, the

15 largest principal components were chosen, showing the best classification accuracy

with frequency features alone and capturing most of the variance. To test the identifica-

tion methods, a hold-out method was used, where the dataset was divided into training

and test sets (2/3 for training, 1/3 for testing) 20 times randomly. This dataset was not,

however, the most natural in a real situation due to fact that a person’s footstep profiles

may be divided among multiple sensor stripes when the subject walks across the room.

In the second dataset, 10 different subjects (7 men and 3 women) walked across the

room 15 times in such a way that they did not need to fit on a particular stripe. This

time, single footstep profiles where constructed out of two adjacent stripes by summing

up the signals over time. The subjects wore their own shoes in this set, also. The same

three feature sets were extracted as in the previous setting. Overall, about 200 single

profiles were collected from each subject. To test the methodology, the dataset was

divided in such a way that 13 of the 15 walking sequences were utilized to train the

classifiers, leaving 2 for testing. This was repeated 14 times with independent training

and test sets.

4.2.3 Combining classifiers for identification

Based on the presentation in Chapter 3, we applied a combination of multi-class clas-

sifiers into sequential multi-sensor footstep identification data in two ways. First, we

combined classifiers trained on single feature sets to provide an identity estimate for

each footstep. Second, we combined these estimates to model the sequence of walking

based on multiple footsteps. The advantage of using this kind of two-level approach is

that we can train classifiers for individual examples of many arbitrary feature presen-

tations and still model variable-length walking sequences. The two-level classification

strategies were previously presented in Suutala & Röning (2005) and Suutala & Röning

(2008).

Table 9 presents the results of a comparison between feature sets and different clas-

sifiers in an 11-person dataset. Each column presents the results of a particular clas-

sifier using these three feature sets (spatial presentation (SP), frequency presentation

of a signal (FR1), and frequency presentation of the signal’s derivative (FR2)) alone

and together (SP+FR1+FR2) as well as the fixed combination rules (max, min, median,

sum, product). The best recognition rate is shown in boldface and underlined. All the
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other recognition rates are significantly different compared with the best one. Statis-

tical significance was measured using a paired t-test with 19 degrees of freedom and

p= 0.975.

The single classifiers trained with a fused feature set (SP+FR1+FR2) show more

accurate recognition rates compared with each feature set alone using RBF, MLP, and

SVM classifiers. KNN and LVQ involve problems due to the high dimensionality of

the fused feature set, showing smaller recognition rates than the best single feature set

(SP), which is the best single set in all cases. The best combination rules outperform

classifiers with single-feature presentations in all methods. However, the best combi-

nation rule depends on particular base classifiers. The KNN classifier used with the

sum combination rule as well as LVQ, RBF, MLP, and SVM with the product rule out-

perform other classifier combinations and single classifiers. The total recognition rates

of the KNN and LVQ methods are quite similar, as it can be assumed based on the

structure of the methods: both methods model class distributions in the input space by

instances. Moreover, the methods for estimating probabilistic outputs in these methods

were constructed more ad hoc compared to MLP and RBF with softmax outputs as well

as SVM with Platt’s sigmoid strategy (Platt 1999b) and pairwise coupling (Wuet al.

2004). The errors of the posterior estimates with KNN can be explained by the better

performance of the sum rule. As stated in Taxet al. (2000) and Kittleret al. (1997),

summing/averaging usually works better than the product rule when posterior estimates

are affected by error or different classifiers are correlated in a combination scheme. On

the other hand, when using uncorrelated and independent feature sets with good poste-

rior probability estimates, the product combination rule is a good choice, as stated in

Tax et al. (2000).
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Table 9. Recognition accuracies of 11 persons using different single- footstep fea-

ture presentations, their fusion with a single classifier, and a combination of in-

dependent classifiers. The first three rows show the total recognition rates of the

spatial domain presentation (SP), the frequency domain presentation of the input

signal (FR1), and the frequency domain presentation of the input signal deriva-

tive (FR2) for each classifier. The fourth row shows the rates for a single classifier

trained with a combination of all presentations (SP+FR1+FR2). The last rows show

the recognition rates by fixed combination rules. Revised from Suutala & Röning

(2008) c©2008 Elsevier.

Feature Set KNN LVQ RBF MLP SVM

SP 75.19 (3.04) 76.94 (3.91) 74.25 (3.44) 82.28 (2.27) 82.43 (3.11)

FR1 53.36 (4.25) 55.07 (3.80) 56.90 (2.88) 62.05 (2.71) 64.70 (3.21)

FR2 55.45 (3.19) 55.60 (3.62) 57.01 (4.51) 62.43 (3.49) 65.41 (3.76)

SP+FR1+FR2 70.22 (4.21) 72.20 (3.18) 77.76 (3.74) 86.53 (3.11) 88.88 (3.04)

max 78.62 (3.65) 79.55 (3.07) 74.44 (4.06) 85.15 (2.67) 88.17 (1.97)

min 68.47 (3.15) 72.73 (3.43) 75.50 (3.59) 87.80 (2.06) 88.62 (2.28)

median 80.60 (4.08) 80.82 (2.32) 84.55 (2.96) 89.22 (2.41) 91.19 (2.25)

sum 88.02 (2.52) 87.99 (2.83) 82.84 (3.28) 90.30 (2.23) 92.79 (1.35)

product 69.78 (2.83) 88.06 (3.01) 83.92 (3.40) 92.46 (1.79) 93.96 (1.81)

The results obtained by using the more complex second datasetare shown in Ta-

ble 10. First, the SP feature set is not the best single feature set any more, due to the

shape variability of the footstep profiles summed up from the adjacent channels. The

importance of using frequency presentations is obvious: the FR1 and FR2 features in-

troduce shape-invariant features of the profile into the identification process. Second,

while the combination rules still outperform the classifiers with single-feature presen-

tation, the classifiers trained with all features (SP+FR1+FR2) give quite similar results

compared with the combination rules. According to the standard deviations of the dif-

ferent training sessions, however, fused feature sets are not as stable as those obtained

using multiple classifiers with combination rules. The best recognition rate is shown

in boldface and underlined. All the recognition rates that are not significantly different

from the best one are shown in boldface as well. Statistical significance is measured

using a paired t-test with 13 degrees of freedom andp= 0.975.
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Table 10. Recognition accuracies of a 10-person dataset using diffe rent single

footstep feature presentations, their fusion with a single classifier, and a combi-

nation of independent classifiers. The first three rows show the total recognition

rates of the spatial domain presentation (SP), the frequency domain presentation

of the input signal (FR1), and the frequency domain presentation of the input sig-

nal derivative (FR2) for each classifier. The fourth row shows the rates for a single

classifier trained with a combination of all presentations (SP+FR1+FR2). The last

rows show the recognition rates by the fixed combination rules. Revised from

Suutala & Röning (2008) c©2008 Elsevier.

Feature Set KNN LVQ RBF MLP SVM

SP 45.00 (4.12) 40.76 (4.57) 49.34 (2.28) 54.36 (4.29) 52.65 (4.93)

FR1 49.36 (2.75) 41.43 (3.07) 49.27 (2.78) 51.01 (3.15) 53.88 (2.40)

FR2 48.77 (1.87) 40.76 (2.26) 45.79 (1.85) 50.33 (2.72) 54.29 (3.16)

SP+FR1+FR2 58.94 (3.17) 53.50 (3.39) 52.05 (3.67) 58.74 (3.33) 63.09 (4.24)
max 52.33 (2.94) 46.66 (2.71) 53.25 (2.82) 59.95 (2.94) 59.24 (3.16)

min 53.67 (1.35) 48.60 (2.35) 55.71 (2.32) 60.80 (2.46) 61.54 (3.14)

median 56.22 (2.56) 49.91 (2.32) 54.63 (2.36) 61.26 (2.21) 61.33 (3.08)

sum 57.96 (2.45) 52.26 (2.53) 55.71 (2.32) 62.82 (2.51) 61.57 (2.71)

product 56.26 (2.60) 52.29 (2.66) 56.46 (2.22) 63.34 (2.26) 62.65 (2.69)

We can conclude that a combination of feature presentations trained with a single

classifier and multiple classifiers is very useful in both datasets. In the easier dataset

(Table 9), where the shape of the footstep profiles was achieved mainly on one particu-

lar sensor stripe, SP features were the most discriminative, but frequency presentations

still gave useful information for identification, showing better performance with combi-

nations. In addition, multiple classifiers trained with these partially independent presen-

tations and combined with the sum and product rules outperformed all single classifiers.

In the second dataset (Table 10), where the shapes of the footstep profiles were highly

variable, the FR1 and FR2 feature sets showed their usefulness, even outperforming the

SP feature set in nearly all methods. Moreover, the single classifier trained with all fea-

tures (SP+FR1+FR2) now performed similarly to combinations of multiple classifiers,

but was not equally stable.

Table 11 presents the total accuracies of dataset 2 using different numbers of con-

secutive input examples (3-7) and different combination strategies (sum, product, and

SP+FR1+FR2). In the MLP and SVM methods, the two-stage identification system
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with a product-product strategy shows the best performance.Other product/sum vari-

ants also yield quite similar results. In addition, another note concerning the classifier

with SP1-FR1-FR2 features is important. Although the fused feature set performed well

in the identification of single footsteps, here it does not compete with the most accurate

combination rules, especially when MLP is used, and the standard deviation is higher

than when combination strategies (product and sum) are used at both stages (classifier

stage and example stage). The best sequences for both classifiers are boldfaced.

Table 11. Recognition accuracies of the MLP and SVM classifiers using different

combination strategies and different numbers of consecutive input examples. A

dataset of 10 different walkers was examined. Revised from Suutala & Röning

(2008) c©2008 Elsevier.

Classifier / Combination rules
No. examples

3 4 5 6 7

MLP
product-product 83.57 (4.54) 88.21 (3.14) 90.29 (4.10) 91.34 (5.05) 93.00 (4.51)
product-sum 77.68 (4.46) 83.04 (3.94) 85.76 (4.02) 86.66 (3.98) 89.42 (4.06)
sum-sum 80.93 (3.37) 85.39 (2.53) 88.29 (2.44) 87.46 (4.04) 90.89 (2.90)
sum-product 82.46 (3.43) 85.90 (3.45) 89.01 (3.06) 89.50 (3.55) 91.54 (3.43)
SP+FR1+FR2-sum 77.85 (6.71) 83.62 (5.64) 86.68 (6.03) 87.46 (6.59) 89.02 (6.75)
SP+FR1+FR2-product 81.36 (6.97) 86.01 (5.54) 88.07 (5.93) 89.29 (5.98) 90.08 (5.89)

SVM
product-product 85.33 (3.76) 89.40 (2.84) 91.74 (2.51) 92.16 (2.86) 94.13 (2.97)
product-sum 83.45 (3.19) 87.17 (3.95) 87.86 (2.90) 90.77 (3.27) 90.73 (3.78)
sum-sum 85.87 (3.80) 88.73 (3.48) 88.98 (3.95) 91.56 (3.79) 91.53 (4.16)
sum-product 84.55 (4.73) 88.57 (3.30) 90.80 (2.39) 91.95 (1.98) 93.83 (3.58)
SP+FR1+FR2-sum 85.64 (5.54) 88.17 (5.05) 88.96 (5.96) 90.72 (4.96) 91.49 (6.28)
SP+FR1+FR2-product 83.91 (5.03) 88.29 (4.99) 90.04 (5.77) 91.67 (5.05) 92.59 (4.87)

To conclude, highly reliable recognition accuracies can be achieved in multiple foot-

step identification. For example, by using 5-7 consecutive footstep profiles from the

more complicated dataset 2, an overall 92%-94% success rate is achieved. The results

show that with a combination of different classifiers as well as multiple examples from

the same person, using the classifier posterior probabilities with fixed sum and prod-

uct rules is preferred. The best single strategy (e.g., sum-sum, product-sum, product-

product, sum-product) is difficult to determine and depends on the base classifiers as

well as the complexity of the dataset. When the real system is trained, the best combi-

nation can be chosen, for example, by using a validation dataset. In this experiment, the

SVM classifier with a product-product rule performed best.
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4.2.4 Rejection option

Rejection options for detecting unreliable predictions were introduced in Section 3.1.3,

and the results are based on our previous work in Suutala & Röning (2004) and Suutala

& Röning (2008). Based on the output probabilities of a multi-class classifier, we can

estimate these two threshold-based rejection criteriaσa andσb.

In Figure 5, the accuracy-rejection (A-R) trade-off curves are shown in both datasets.

The rejection thresholdsσa and σb were increased at the final stage of the multiple-

classifier system. The accuracy and rejection rates are shown using the combination

strategies from the previous section. In the easier dataset including 11 persons (Fig.

31(a)), we used three consecutive input examples. Most of the combination methods

show 100% accuracy before a 10% rejection rate is reached. The best-performing

product-product method achieves 100% accuracy before 1% of the examples are re-

jected. In the second dataset (Fig. 31(b)), all the rules work quite similarly when the

rejection rate is increased. The product-product method outperforms the other methods

by increasing the accuracy from 92% to 97% before a 15% rejection rate is reached.
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(b) 10-person dataset.

Fig 31. Accuracy-rejection trade-off curves using the rejection strategy in

datasets of 11 (a) and 10 (b) persons, respectively. Rejection rates are calculated

from the test set by increasing the rejection thresholds ( σa, σb). Reprinted with

permission from Suutala & Röning (2008) c©2008 Elsevier.

To optimize the final classifier with the rejection option, the validation dataset is

used to find appropriate cost values for misclassification, rejection, and correctly clas-
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sified examples. In Table 12, the total recognition accuracies with a true rejection rate

(TRR) and a false rejection rate (FRR) are shown, using the MLP and SVM methods

as base classifiers with different combination rules. The rejection thresholds are deter-

mined from the validation dataset in each training session. We fixed the cost values

for misclassification (Ce) and rejection (Cr ) to (Ce, Cr ) = (2,1), so the normalized cost

CN was 0.5. Thus, in order to increase reliability, misclassification was set to be more

costly than rejection, while still keeping rejection rates practical (i.e., not rejecting too

many sequences). The average values of the chosen thresholdsσa andσb from the val-

idation sets are also shown. The occurrence density functionsDc(Ψ) andDe(Ψ) were

calculated using 100 bin histograms (i.e., 0.01-wide bins) of the values of reliability

evaluatorΨ. The best values for both classifiers are boldfaced.

Table 12. Recognition accuracies, true rejection rate (TRR), and false rejection rate

(FRR) of the MLP and SVM classifiers using different combination strategies and 5

consecutive input examples. A dataset of 10 different walkers was examined. The

cost values for misclassification ( Ce) and rejection ( Cr ) were fixed to ( Ce, Cr )=(2,1).

To keep normalized cost CN at 0.5, the cost value for correct classification was

kept equal to 1. The average values of rejection thresholds σa and σb are also

given for classification with a particular combination rule. Revised from Suutala

& Röning (2008) c©2008 Elsevier.

Classifier / Recognition Rejection TRR (%) FRR (%) σa σb

Combination rules Accuracy (%) Rate (%)

MLP
product-product 93.67 (4.41) 7.59 3.63 3.96 0.8021 0.5929
product-sum 91.20 (3.58) 16.23 6.39 9.84 0.7673 0.5627
sum-sum 91.98 (3.36) 9.89 4.25 5.64 0.7627 0.5573
sum-product 96.25 (2.38) 19.65 7.38 12.27 0.7760 0.6140
SP+FR1+FR2-sum 92.47 (6.29) 13.55 5.11 8.44 0.7820 0.6053
SP+FR1+FR2-product 92.26 (5.29) 12.65 6.32 6.33 0.7687 0.5637

SVM
product-product 95.33 (2.57) 8.57 3.81 4.76 0.7725 0.6718
product-sum 92.56 (4.15) 12.67 5.92 6.84 0.6947 0.6405
sum-sum 92.43 (3.63) 9.07 4.19 4.88 0.6887 0.6330
sum-product 94.98 (3.49) 12.19 4.38 7.81 0.7007 0.6750
SP+FR1+FR2-sum 94.97 (3.81) 10.46 5.10 5.36 0.7100 0.6837
SP+FR1+FR2-product 92.30 (6.18) 9.35 4.60 4.75 0.6933 0.6390

Again, the product-product rule outperforms the other methods. Using SVM as

a base classifier, 95.3% recognition accuracy is achieved with an 8.6% rejection rate
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(TRR = 3.8%, FRR = 4.8%). In all methods, FRR is a little higher than TRR. This

is mostly due to the higher cost set for misclassification than for rejection. Naturally,

the rejection rate is higher with less reliable methods. For example, MLP with a sum-

product rule gives a 19.7% rejection rate. On the other hand, TRR is also highest with

that method, showing the usefulness of reliability evaluation in general.

4.2.5 Discussion

We have demonstrated some useful methods that can be applied to footstep-profile-

based person identification on a pressure-sensitive floor that includes a novel segmenta-

tion approach as well as extraction of novel and previously defined high-level features

from the footstep data. A combination of classifiers with different feature sets and a

combination of multiple example profiles from a person walking on the floor were stud-

ied. A rejection option based on the reliability of classifier ensemble output probabili-

ties was also examined in order to detect unreliable example sequences. The techniques

presented in this section provide a general framework where different pattern classifiers

(producing posterior probability estimates) can be applied. Especially using SVM base

classifiers and fixed combination rules, a promising floor-sensor-based identification

system for a small number of persons was achieved.

Using a two-level classifier with probabilistic outputs, we can learn from structured

sequential multi-label data while keeping conventional feature presentation and clas-

sifier training. There are some drawbacks in using discriminative classifiers from a

frequentist domain. First, the posterior probabilities are not achieved automatically,

and ad-hoc post-processing is needed which could affect the quality of estimates and

increase the number of additional parameters that need to be optimized during training.

Second, overall optimization of model hyperparameters is not very flexible and an exter-

nal validation dataset is needed. In the next section, we will show a Bayesian approach,

based on GP classification, which tackles some of these problems, showing more flexi-

ble and automatic techniques for optimizing hyperparameters for particularly structured

data of time series as well as for producing class probabilities naturally without ad-hoc

post-processing.
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4.3 Identification on a binary switch floor

4.3.1 Infofloor sensors

A VS-SF55 InfoFloor sensor system made by Vstone Corporation (Vstone) was in-

stalled in a research laboratory at Tokyo University of Agriculture and Technology.

The system contains 12 blocks of 50 cm x 50 cm sensor tiles. Each tile includes 25

10 cm x 10 cm binary switch sensors. A 3m2 area was covered by altogether 300

sensors (see Fig. 33). The sensors use diode-based technology and are able to detect

over 200-250g/cm2 weight affecting the surface. Data were collected from each sensor

using a 16 Hz sampling rate and sent to a PC via an RS-232 serial interface. In the PC,

a multi-threaded TCP-IP server was implemented to share raw sensor data with client

applications.

Compared with other floor sensor technologies (e.g., EMFI), the advantages of us-

ing this kind of floor sensor system are low cost, easy installation, and little need for

pre-processing to get the data (e.g., for positioning and identification). Moreover, the

sensor floor, utilized in this work, is designed to be modular, which allows the sensor

area to be extended incrementally. A sensor block is illustrated in Figure 32 and the

Infofloor sensor matrix is shown in Figure 33.

Fig 32. A part of 50 x 50 cm sensor block with a serial connection.
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Fig 33. Infofloor sensor matrix. Revised from Suutala et al. (2008) c©2008 Springer.

4.3.2 Datasets and features

To test the identification methods presented here, we collected quite a large dataset. The

dataset included walking sequences of nine different subjects. The test group consisted

of two female and seven male subjects, and each wore their own shoes (which were

indoor sandals in this case). They were told to walk their natural walking speed over

the sensor floor (from A to B in Figure 34) 20 times. To get as natural a dataset as

possible, the starting foot or the absolute position of each footstep in the sequence was

not constrained in any way. Each sequence included 3-7 footstep profiles, depending on

the stride length of the subject. Altogether 1143 footstep profiles were collected from

the nine walkers.

In addition, to examine the effect of different walking styles (i.e., walking speed)

and footwear on identification, we collected more data from four subjects. To study

variations in walking speed, we recorded additional sequences in which the subjects

were told to walk slower and faster than usual. Both settings were performed 10 times.

To test the effect of different footwear, 20 sequences of subjects wearing their own
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outdoor trackers and no shoes at all were collected. Combining this dataset with the

footsteps of the four persons collected earlier gave us 1981 footstep profiles for studying

the effect of variation in walking speed and footwear.

A total of 2597 footstep profiles were collected in these sessions. To test and analyze

the usefulness of the features and the classification method as well as the modeling ca-

pability of the features and adaptation of the classifier to novel data, we split the dataset

into different subgroups. The standard nine-person dataset included 20 sequences of

normal walking speed and sandals for studying the extracted features and the capability

to perform multi-class classification using Gaussian processes. To analyze the effects of

variations on the extracted features more precisely, the footstep profiles of four persons

were divided into three subgroups: standard (including walking at normal speed and

with sandals), footwear (including three different footwear at normal speed), and speed

(including three different speeds with sandals on). The aim of these datasets was to be

able test how well the extracted features can handle variations in the dataset and which

features have the best discriminative power in these settings.

Furthermore, we split the four-person dataset into 12 subgroups: sandals (including

all the data from sandals), without sandals (all the data except from sandals), track-

ers (including data from outdoor shoes), without trackers (including all the data except

from trackers), without shoes (including the session without shoes), shoes (including

the session with shoes), normal (including normal speed), not normal (including slow

and fast walking), slow (including slow walking), not slow (including normal and fast

walking), fast (including fast walking), and not fast (including slow and normal walk-

ing). These datasets were used to examine the generalization capability of the classifier

and the need for adaptation when the test dataset includes differently distributed (in

this case walking speed and footwear) data. These are very important when building

practical applications. A summary of the dataset categories is presented in Table 23 in

Appendix 2.

4.3.3 Time- and spatial domain features

Feature extraction is based on connected components found in a binary image (see

Fig. 35). Features can be divided into two categories: micro- and macro-level features.

Micro-level features are extracted from each footstep using both binary and grey-level

presentations. This feature set includes features such as the sum of binary pixels in a

single footstep profile. Minimum, maximum, mean, and standard deviation values are
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also extracted from the grey-level component. All these features describe the shape of

the “duration map” inside a single footstep profile. To describe the spatial properties of

shape, convolution filters, familiar from image processing, are used. We applied four

different 3 x 3 line detection filters and four different 3 x 3 Sobel gradient filters (see,

for example, Gonzalez & Woods (2002) for details). After filtering, the values inside

the connected components were summed. The length and width of the footstep, the

compensated center of masses, and the duration of the footstep were also calculated.

Macro-level features present useful information between consecutive footsteps. We

used Euclidean distances between the center-of-mass points of adjacent footsteps as

well as individual distances in the longitudinal and transversal walking directions. They

are closely related to step length measurement typically used in gait analysis. Finally,

the time elapsed between the starting times of consecutive footsteps was calculated.

Macro features were always calculated against the previous footstep in the sequence. A

total of 28 features were extracted and they are presented in Table 22 in Appendix 2.

Fig 34. Grey-level image calculated from sensor measurements of a w alking se-

quence. In addition, the size of the sensor area is illustrated. Revised from Suutala

et al. (2008) c©2008 Springer.
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Fig 35. Binary image calculated from sensor measurements of a walking sequence

to be used to segment individual footstep profiles and to extract some low-level

features.

Fig 36. A single footstep profile and some feature-related propertie s.

4.3.4 GPC for identification

Similar to EMFI experiments, we used discriminative learning with kernel methods.

Now, we will show GP multi-class classification applied to Infofloor data. We will show

the results of identifying single footstep examples as well as sequences of walking us-

ing the best combination rules from the previous sections. We split the dataset so that

2/3 were used for training and 1/3 for testing, and all the features were scaled between

0 and 1. Variational GP approximation was achieved using 10 iterations, simultane-

ously learning the hyperparameters of the RBF kernel, including automatic relevance

150



detection (ARD) priors. This was repeated 10 times for randomly chosen training and

test sets. In Table 13, the total recognition accuracies of 9-person identification using

variational Bayes GPC is shown for single examples as well as for sequence of walking

where the number of consecutive footsteps varied from 3 to 7. The usefulness of com-

bining individual classifiers can be seen in the 84% success rate compared with 64%

for individual examples.

Table 13. Total identification accuracies of recognizing nine different walkers. Re-

vised from Suutala et al. (2008) c©2008 Springer.

GP (single examples) GP (sum rule) GP (product rule)

Accuracy (%) 64.23 (3.27) 82.33 (6.59) 84.26 (6.69)

Next, the results of analyzing the effect of different footwear and walking speed

variations are given. We ranked the individual features based on their relevance in the

identification method to determine which ones are the best and the worst. This was

based on an individual kernel length scale, i.e., ARD. We used the different four-person

datasets presented in Table 23 in Appendix 2, where we summarize the total success

rates (accuracy) as well as the most relevant features (mrf) and least relevant features

(lrf) (cf. Table 22 in Appendix 1 for the order number of the features). Table 14 presents

the results using standard datasets and footwear/speed variations. Looking at the accu-

racies, the total number of persons in a classification has a large impact (nine persons

vs. four persons.). Secondly, footwear variation slightly decreases accuracy compared

with the standard dataset (4.36 percent units). Walking speed decreases accuracy much

more (10.50 percent units). In all the datasets, the most important features are related

to walking sequence (i.e.distancebin, distancegrey, durationbetween) and the duration of

footsteps. The least relevant features change, but are always related to micro-features.

These results indicate that when using limited binary sensors, it is very important to use

features carrying sequential information. The average length scales of each feature in

the nine-person dataset are presented in Figure 37. A smaller value means the feature

is more important in the classification decision. The walking sequence features are the

most important, but footstep shape features (e.g., calculated by the convolution filters)

have a large impact, too (e.g., features 8, 10, and 14).
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Table 14. Total identification accuracies and feature ranking using d ifferent

datasets. The datasets are described in Table 23 in Appendix 2 and the features

are presented in Table 22 in Appendix 2. The three most relevant features (mrf) and

least relevant features (lrf) are shown. Revised from Suutala et al. (2008) c©2008

Springer.

Dataset Accuracy (%) mrf lrf

9 persons standard (1.) 64.23 (3.27) 21.,24.,23. 2.,28.,20.

4 persons standard (2.) 81.45 (1.62) 21.,23.,24. 16.,20.,3.

Footwear (3.) 77.09 (1.22) 24.,21.,22. 12.,11.,4.

Speed (4.) 70.95 (2.20) 21.,23.,24. 3.,19.,20.

Fig 37. RBF kernel length scales of each feature using a nine-person s dataset.

The horizontal axis presents the feature number from Table 22 in Appendix 2 and

and the vertical axis describes the importance of the feature, where a smaller

length scale value means the feature is more important. Revised from Suutala

et al. (2008) c©2008 Springer.

4.3.5 Floor and acceleration sensors

In this section we experimented with two different kinds of structured data simultane-

ously: sequential inputs (i.e., walking sequence) and multi-modal data (i.e., floor and

acceleration sensors). The binary switch floor sensors presented in the previous section

were used, but now we are modeling walking sequences (consisting of 3-7 footsteps)

instead of individual feature vectors. Still using the same set of features, we formed a

sequence of multi-dimensional feature vectors where the length of the sequence varied
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depending on the number of footsteps. In addition, to improverecognition accuracy and

the stability of the identification system, we are used a wearable sensor, as well. During

walking, we used 3D acceleration signals from a device attached to the person’s chest

to measure walking motion in general and upper body motion in particular. This kind

of setting can be used as a necklace-type pass card for an authentication or identifica-

tion system. In this study we applied the accelerometer of a Shake multi-sensor device

(Williamson et al. 2007) shown in Figure 38. The attachment position of the sensor

device is illustrated in Figure 41.

Fig 38. A wearable sensor device.

Raw acceleration data were received at a 100 Hz sampling rate and segmented using

a walking sequence from the floor sensor. An example sequence of raw data from 3

acceleration channels (in the x, y, and z directions) is shown in Figure 39. In these

experiments we eliminated the orientation of the sensor device by using a typical sum

of squares signal calculated from original channels. Some information was lost in this

pre-processing step, but the sensor device did not need to be fixed in a certain orientation

by the user. An example normalized sum of square signal calculated from the 3D data

in Fig. 39 is presented in Fig. 40.
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Fig 39. 3D acceleration sensor signal of upper-body movement durin g walking

when a sensor device is attached to a person’s chest.
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Fig 40. Sum of squares acceleration sensor signal of upper-body mo vement dur-

ing walking.
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The acceleration signal was pre-processed using a Hann window function and over-

lapping sliding window techniques, presented in Chapter 3. A window length of 50

samples with 25 samples of overlapping was used. For windowed acceleration data,

frequency domain features were used by calculating the FFT amplitude spectrum of

each window capturing the short-time frequency characteristics of walking. Finally, a

sequence of these feature vectors was used as a multi-dimensional time-series input.

When a wearable sensor is used jointly with floor sensor data, it would be possible to

perform segmentation of acceleration signals based on the floor information (e.g., the

starting and ending time steps of each footstep). However, here we applied indepen-

dent pre-processing techniques for each modality to be able use our methodology in a

multi-sensor setting where some of the modalities can be temporally missing.

Multi-modal identification and sensor settings are shown in Figure 41. For each sen-

sor modality, a weighted walk-based graph kernel (WWGK) was trained in a compan-

ion with a variational Bayes Gaussian process classifier (GPC). Similar to the previous

section, the classifier combination was done using the summation and product rule of

posterior probabilities. Note that WWGK can be applied modularly to GPC so that the

same training strategies of the previous section can be used. We examined WWGK in

different settings and compared it to a standard walk-based graph kernel (WGK) (Vert

et al.2009) and a state-of-the-art time-series kernel based on global alignments (GAK)

(Cuturiet al.2007) of dynamic time-warping (DTW) as well as hidden Markov models

(HMM) (Rabiner 1989).
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Fig 41. Sequential multi-modal person identification setting using floo r and accel-

eration sensors.

4

3

2

1

Fig 42. Time series of four data points and its directional graph prese ntation.

Different lengths of walks (up to a length of four) with allowed gaps are illustrated.
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Besides using acceleration sensors and machine learning to model gait for person

identification purposes, the rhythmic behavior of human gestures and gait have been

studied in mobile device interaction. Lantz & Murray-Smith (2004) proposed tech-

niques for training a model for rhythmic patterns of mobile device gestures based on

dynamic movement primitives. By training a model for the cyclic behavior of gestures,

it can be used in gesture recognition and feedback generation. Crossanet al. (2005)

experimented with the use of a mobile device during a gait cycle when the subject was

holding the device in hand. The phases of step motion were estimated and recognized

from vertical acceleration signals, using FFT to analyze device tapping timing and er-

rors. In their findings, tapping time and accuracy were significantly correlated with

gait phase angle. Recognition of gait phase could be applied to compensation of us-

age errors and feedback timing of mobile interaction during walking or other activities

(Crossanet al.2008). An interesting future direction for our research would be to apply

these kinds of techniques to person identification as a pre-processing method to extract

novel features from the gait sequence.

4.3.6 WWGK for sequential identification

To analyze sequential kernel methods and the use of multi-modal data, two different

sets of both floor and wearable sensor data, presented in Sections 4.3.2 and 4.3.5, were

applied. First, we used a dataset of 9 persons walking their typical speed and using

their indoor shoes. Second, we used a four-subject dataset where three different walk-

ing speeds (slow, normal, and fast) and different shoes (barefoot, indoor sandals, and

outdoor trackers) were varied. A total of 180 and 300 walking sequences were included

in the datasets, respectively,

For each sequential dataset, individual GP classifiers equipped with time-series ker-

nels were trained. For the proposed graphical presentation kernels WGK and WWGK,

we used a directional graph where observation (i.e., feature vector) nodes are linked

using a second-order Markov model (i.e., current observation is dependent on two pre-

vious observations). When comparing the time-series graphs, first L length walks in

the graph were considered. Moreover, we constrained the particular walk to have only

one second-order “jump” (e.g., a walk length of three steps can include three adjacent

observations or two adjacent observations and one gap). This is illustrated in Figure

42. Depending on the particular time-series dataset, the distances between walks can be

constrained, so that, for example, a walk in the beginning of the first time series does
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not affect the end of the second time series (i.e., only short-time temporal information

is compared in the kernel function). In person identification we found that constraints

on the distances between walks are not needed due to the short sequences, and we com-

pared all up to theL walks in the graphs (i.e., also the long-term information is used).

Binary switch floor sensor data was modeled using a directional graph with sub-

graphs (i.e., walks) up to a length of 3 observations (i.e., footsteps), capturing the per-

son’s walking cycle. The lengths of the whole walking sequences varied from 3 to

7 footsteps, where the median length was 6. Due to the short 250-millisecond transi-

tion between sliding windows, acceleration sensor data were modeled using 1-4 length

walks. In this case the total length of the walking sequences varied from 4 to 20 win-

dows, where the median length was 12.

In the experiments, we compared a walk-based graph kernel (WGK) similar to the

one presented in Vertet al. (2009) for image data, the proposed weighted walk-based

graph kernel (WWGK), and a global alignment kernel (GAK) presented in Cuturiet al.

(2007) with GPC. Additionally, a discriminative kernel-based GP classifier was com-

pared with HMM, a standard generative model for sequential data. In each sequential

kernel we applied an RBF kernel as a base kernel for each individual feature vector.

The kernel hyperparameters (σ in RBF as well as weights in WWGK) were optimized

using an importance sampling approach embedded in variational approximation, as pre-

sented in Section 3.2.2. All the kernels were normalized by using Eq. 40. HMM was

trained for each person separately using a fully connected model with a Gaussian mix-

ture model for observation distribution. 3-state and 5-state models with a 5-component

Gaussian mixture model were applied to the floor and acceleration data, respectively.

Kernels and GPC were implemented in Python programming language and HMM in

a Matlab environment. 10-fold cross-validation was used to test and compare methods

and the results are shown as the mean accuracy of test folds. Hyperparameter and model

optimization of GPC and HMM were done in each training fold separately.

Figure 43 shows experiments in floor-sensor-based sequential identification of nine

persons and the effect of different walks lengths in graph kernels. First, it can be seen

that sequential information is important. When each data point is modeled indepen-

dently (i.e.,L = 1), only an 87% mean accuracy rate is achieved. Accuracy is improved

when different lengths are added. Finally, WGK and WWGK both show better accuracy

compared with individual walk lengths and WWGK learns combinations of different

lengths of walks better, outperforming the standard WGK. The total mean recognition
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accuracy of 92% is superior to the individual and sequential footstep identification re-

sults in Section 4.3.4, which showed 64% and 84% total accuracies in their best settings.

Figure 44 shows experiments with a nine-person dataset for the acceleration data. A

similar conclusion can be derived. WWGK outperforms WGK by showing 96% total

accuracy. Furthermore, it beats floor-sensor-based identification.
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Fig 43. Person identification accuracy on binary floor sensors using d ifferent walk

lengths in a graph kernel as well as the standard sum of different lengths of walks

(WGK) and the weighted sum of different lengths (WWGK). The mean accuracy

and standard deviation of cross-validation are given.
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Fig 44. Person identification accuracy on wearable acceleration sens ors using

different walk lengths in a graph kernel as well as the standard sum of different

lengths of walks (WGK) and the weighted sum of different lengths (WWGK). The

mean accuracy and standard deviation of cross-validation are given.
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In Figures 45 and 46, WGK and GAK are compared and the influence ofvariation

in hyperparameters is shown in floor and acceleration data. A change in RBF kernel

hyperparameters shows a huge impact on recognition accuracy using both kernels. By

optimizing the hyperparameters in GPC, the result is similar or very close to the ac-

curacy achieved with the best hand-selected hyperparameter value. In the floor data

both kernels show similar behavior in accuracy, whereas in the acceleration data WGK

outperforms GAK. This shows that graph-based presentation of time-series data in per-

son identification can achieve results comparable with state-of-the-art time-series kernel

GAK.
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Fig 45. Comparison of a walk-based graph kernel (WGK) and a global a lignments

kernel (GAK) using different base kernel hyperparameter values and using opti-

mized GP classifiers with WWGK and GAK kernels. Binary floor sensor data for

person identification are used. The mean accuracy of cross-validation is given.
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Fig 46. Comparison of a walk-based graph kernel (WGK) and a global a lignments

kernel (GAK) using different base kernel hyperparameter values and using opti-

mized GP classifiers with WWGK and GAK kernels. Acceleration sensor data for

person identification are used. The mean accuracy of cross-validation is given.
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Finally, the proposed method WWGK is compared with GAK and HMM inboth

floor and acceleration datasets. In addition, we show multi-modal person identification

applied to sequential kernels by combining GP classifiers trained using floor and ac-

celeration data. Fixed summation and product rules, similar to the previous sections,

are used to combine posterior probabilities. In Figure 47, WWGK outperforms GAK

and HMM in both datasets where discriminative kernel-based learning is superior to

generative HMM. Furthermore, the fusion of modalities is very useful for person iden-

tification, showing ca. 98% total recognition accuracy using WWGK and GAK and the

sum or product rule. HMM achieved 94% accuracy at its best using the sum rule.

163



Floor Acc Sum Prod
Sensors and Fusion Rules

70

75

80

85

90

95

100

Ac
cu

ra
cy

 [%
]

Multi-Modal Recognition Results

GP-WWGK
GP-GAK
HMM

Fig 47. Comparison of multi-modal person identification accuracy usin g differ-

ent classifiers (GP-WWGK, GP-GAK, and HMM) as well as different fusion rules

(summation and product). A 9-person dataset was experimented with. The mean

accuracy and standard deviation of cross-validation are given.
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Fig 48. Comparison of multi-modal person identification accuracy usin g different

classifiers (GP-WWGK, GP-GAK, and HMM) as well as different fusion rules (sum-

mation and product). A 4-person dataset, where variations in shoes (two different

shoes and barefoot) and walking speed (slow, normal, fast) were experimented

with. The mean accuracy and standard deviation of cross-validation are given.
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Similarly, in Figure 48 WWGK, GAK, and HMM are compared in a multi-modal

identification setting with a four-person dataset where different walking speeds and

shoes are included. The WWGK-driven Gaussian process classifier outperforms GAK

and HMM in both individual and multi-modal datasets, showing its best 95% total

recognition accuracy using the product rule. Additionally, the proposed sequential ker-

nel is more invariant to speed and shoe changes by showing 90% total accuracy. In the

previous experiments in Section 4.3.4 without sequential kernels, only 77% and 70%

accuracy were achieved with footwear and speed changes.

4.3.7 Discussion

We presented a floor sensor system based on binary switches as well as methods for rec-

ognizing a person’s identity based on sensor measurements collected from the floor. A

set of useful features was extracted from the raw measurements. The measurements are

presented as binary and grey-level images, which allow us to use basic image process-

ing methods to derive higher-level features. A variational Bayesian approximation of a

multi-class Gaussian process classifier was used to identify the walkers. As a Bayesian

method the GP gives the posterior distribution of predicted class labels. This informa-

tion was used to combine the classifier outputs of multiple footsteps using conventional

classifier combination rules.

Furthermore, the GP provides a flexible solution for model selection (e.g., the

choice of hyperparameters). We used a kernel that is able to weigh each feature’s dimen-

sions differently through hyperparameters. This provides automatic relevance detection

(ARD), where the most important features get more weight in a similarity measurement.

ARD was used to train an accurate model and to analyze the importance of individual

features. We analyzed the effect of different footwear and variations in walking speed

on identification accuracy.

To model structured input data (i.e., the multi-dimensional time series), we proposed

a novel kernel based on graphical presentation of a time series. It was shown to outper-

form a state-of-the-art sequence kernel based on dynamic time warping alignments,

HMM, as well as a two-level classifier presented in the previous section in footstep

identification applications on binary switch floor sensors. The hyperparameters of the

proposed WWGK kernel can be learned from the data when using GPC. Similar to the

previous section, the combination strategies for the multi-modal data can be used with

the novel kernel, showing promising results of fusing walking sequences from floor
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and acceleration sensors. The proposed sequential kernel ismore invariant to speed

and footwear variations in both datasets compared with previous experiments with ker-

nels for vectored data. The proposed kernel is general and can be applied to different

multi-dimensional time-series data, which is left for future work. To summarize the

previous sections, we have presented a flexible approach to combining structured multi-

modal data in a setting where multiple-class labels as well as sequential input data are

available.

4.3.8 Context-aware reminder

Personalized context-aware services can be provided that are based on person identifica-

tion (and location) context information. In our prototype system, personalized messages

are delivered through ambient displays in the environment based on a person’s identity

and location.

In this application scenario the user interface is implemented with two displays.

The first one is located above the refrigerator and the second one is located near the

entrance to a “smart room” (see Figures 49(b) and 49(c)). The scenario, which assumes

side information, is as follows:

1. Nobu bought a bottle of milk a week ago and put it into the refrigerator. One week

later, when he is passing in front of the refrigerator, it notifies him of the expiring

status of the milk. Here, a mirror display is installed on the fridge, and the fridge is

capable of determining the status of the contents.

2. Nobu, a Tokyo resident, is going on a trip to Kyoto. Although the weather is fine in

Tokyo, the weather forecast says it will be rainy in Kyoto. The "smart room" knows

his schedule, i.e. date and location, as well as the identity of the person and the

walking direction. When he is leaving the room, a display installed at the entrance

recommends taking an umbrella with him because of the forecast.

The system overview is presented in Figure 49.
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(a) Architecture of the proto-

type.

(b) Context-aware reminder

above the refrigerator.

(c) Context-aware reminder at

the entrance to the smart room.

Fig 49. Software architecture and scenarios in the prototype application. Revised

from Suutala et al. (2008) c©2008 Springer.

4.4 Person tracking

4.4.1 Environment and data

In the experiments we used a floor sensor setting, presented in 4.3.1, to test the proposed

tracking methods in a person tracking application and compared the methods with dif-

ferent tracking algorithms presented in the literature. A part of the experiments are

presented in Suutalaet al.(2010). The experiments are twofold. First, we studied single-

person tracking where the accuracy of different methods, the effects of different-sized

displacement expert datasets, and different-sized particle sets were examined, as were

the computation times needed to implement the real-time tracking application. Second,

we examined multiple-person tracking where the accuracy of different methods, the in-

teraction modeling between persons, and the initialization and deletion of entering and

leaving persons were studied. All the tracking algorithms tested in this work were im-

plemented using Python language. The Gaussian process model was implemented in

the Elefant Machine Learning Library (Gawandeet al.2007) and all the visualizations

were implemented using Intel’s OpenCV Computer Vision Library (Bradski & Kaehler

2008). The models were trained and tested on a Linux PC with a 2.66 GHz processor

and 2 GB of main memory. The floor measurements were received using a 16 Hz sam-

pling rate, giving us a total of 62.5 milliseconds to perform the estimation in real time.
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In all the tests we use a training dataset and particle set sizes of no more than 60 and

200 samples, which provide real-time tracking possibilities.

Figure 50 presents an example pattern from the floor sensor studied in this work dur-

ing single-foot contact. In the case of two-foot contact, we could set the true position

at the center-of-mass point. Figure 51 illustrates the result of learning a 1-dimensional

(horizontal) displacement expert using Gaussian process regression equipped with a

squared exponential kernel and the vector of binary sensor activation on a 6 x 6 sensor

area as input features. The x-axis depicts the index of the input example and the y-axis

shows the horizontal displacement from the centralized sensor area image. Training tar-

gets are shown with a green curve and the mean (thicker curve) and standard deviation

bars (dashed curves) are for estimates in an independent test dataset.

I1(u)I2(u) I3(u)

−∆uv2

−∆uh2

∆uv3

∆uh3

f (I1(u))f (I2(u)) f (I3(u))

x1 = [0 0. . . 1 1. . .0 0]x2 = [0 1. . . 0 1. . .0 0] x3 = [0 0. . . 1 0. . .0 1]

y1 = [0 0]y2 = [−∆uv2 −∆uh2]
y3 = [∆uv3 ∆uh3]

Fig 50. Example procedure of sampling with displacements. The solid rectangle

above is the region of interest of the black target. Two rectangles with dashed

lines are sampled from the original region of interest, which leads to the spatial

displacement regions below. Reprinted with permission from Suutala et al. (2010)

c©2010 IEEE.
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Fig 51. An illustrative example of learning 1D displacements from floor se nsor

measurements. The x-axis depicts the index of the input example and the y-axis

shows the horizontal displacement from the centralized sensor area image. Train-

ing targets are shown with a green curve and the mean (thicker blue curve) and

standard deviation bars (dashed red curves) are for estimates in an independent

test dataset.

Modeling of targets on the floor is based on raw binary observations (i.e., sensor

activations) from the floor at discrete time steps. Next, we present the models used for

the motion- and GP-based observation estimations used to implement the tracker. The

state space (or motion) model in our system uses simple first-order dynamics, where

target statep(ut |ut−1) ∼ ut is approximated from the target’s previous stateut−1, as

follows

ut = Fut−1+ ε , (57)
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where

ut = [u1,t u2,t ]
T ,F =

[

1 0

0 1

]

ε = [ε1,ε2]
T , εi ∼N (0,σ2

i ).

ut represents the current state estimate, which includes floor position coordinatesu1 ∈

{0,34}andu2 ∈ {0,22}. MatrixF describes how the previous state evolves over time.

Thus, the new prediction is made according to the previous position with added Gaus-

sian noiseε. The usefulness of the simple Gaussian (random walk) motion model is

twofold. First, it is very general, i.e., it is capable of modeling different movements,

such as arbitrary human walking styles as well as standing still. Second, this type of

model can react quickly to directional changes, which have a high probability of occur-

ring when modeling the motion of humans, for instance. Additionally, if the predictions

are weak, we can correct them with the GP regression model later.

The measurement model defines the similarity between current measurements (raw

or extracted) and estimates predicted by the state space model. In the proposed algo-

rithm the measurement model is based on Gaussian process predictions. The displace-

ments provide a link between the motion model and measurement by providing an addi-

tional correction step. Moreover, GP prediction provides the variance of the estimates,

which is very useful when building the measurement model. In the proposed algorithm

we do not need to build a likelihood model based directly on the measurement, but in-

stead a trained GP displacement expert that provides estimates as the distance to true

position and the uncertainty of these estimates. Following the expression of the Gaus-

sian measurement model, we can apply GP prediction to importance sampling. Let

GPµ(ut) represent the GP mean displacement of particleut , and the GP covariance

matrix isGPΣ(ut). The GP-based measurement model can be presented as follows:

p(zt |ut) =
1

(2π)1/2
√

|GPΣ(ut)|
(58)

exp[−
1
2
(GPµ(ut))

TGPΣ(ut)
−1(GPµ(ut))],

where

GPΣ(ut) =

[

σ2
u1

0

0 σ2
u2

]

and controls the width of the likelihood score.
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4.4.2 Single-target tracking

This section describes our study of single-target tracking on a floor. Four different

subjects walked naturally along a predefined path 20 times. We tested four differ-

ent tracking algorithms: Gaussian process (GP) displacement expert (Williams 2005),

Gaussian process Kalman filter (GPKF) (see the general algorithm for the displacement

expert framework in Williamset al. (2005) and Williams (2005), SIR Particle filter

(PF) (Doucetet al. 2001), and the proposed algorithm, Gaussian process particle filter

(GPPF). In GP-based methods, different-sized training datasets were studied. For each

person a single walking sequence was used to collect the training dataset by sampling

50, 100, and 200 displacement examples from predefined true positions using uniform

distribution and a 60 cm x 60 cm region of interest (i.e.,y∼Uni f (−60,60)). Multi-

variate GP regression was trained on these datasets using independent noise variances

for each output, but a common isotropic squared exponential kernel (Eq. 16). Noise

variances and kernel hyperparameters were learned from the data by maximizing the

marginal likelihood. Optimization was performed with a nonlinear conjugate gradient

method presented in Rasmussen & Williams (2006).

Furthermore, different-sized particle sets were examined with the PF-based meth-

ods. The true position of a person was measured as the center-of-mass point of active

sensor tiles, and accuracy was studied and compared using the failure rate and position

error. The failure rate was calculated by determining the position failure to be detected if

the distance between the estimated and true positions is above a certain limit. The limit

was set at 60 cm in these experiments. Position error was calculated from the frames

where the tracker failed (i.e., distance below 60 cm). Position error was calculated for

each frame as the maximum and mean error of each person’s 20 walking sequences.

Finally, these were averaged over multiple persons. The test group included 3 male

and 1 female subject using indoor sandals. The computation times were calculated as

averaged time / iteration when estimating the current position.

Table 15 presents the results for single-person tracking using different algorithms

and parameter settings. GP uses only the trained displacement expert to perform track-

ing. In each method that includes Bayesian filtering (GPKF, PF, and GPPF), the motion

model presented in Eq. 57 was applied. Gaussian noise varianceε was set to 30 cm in

both theu1 andu2 directions. In GPKF, three iterations at every time step t were used

to correct the prediction made by the motion model. In PF, a Gaussian measurement

model similar to Murakitaet al.(2004) was applied, The noise variance of the measure-
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ment model was set to 60 cm in both theu1 and u2 directions. In GPPF, the GP-driven

measurement model presented in Eq. 59 was applied. Note that a fixed noise variance

is not needed, because it is directly provided by the GP displacement prediction (sim-

ilar to the Kalman filter-based method, GPKF). In the methods that include a particle

filter approach (PF and GPPF), selective resampling was used (cf. Eq. 48), and the

threshold of the effective sample sizeNe f f was set atN/4, whereN is the total number

of particles.

The results in Table 15 indicate that GP and GPKF are not able to track the persons’

walking motion accurately. Although increasing the training dataset decreases the fail-

ure rate and position error in both methods, only very high failure rates were observed,

being 16.5% and 12.7% for GP and GPKF, respectively. Comparing these two methods,

the usefulness of temporal filtering is clear, due to the smaller failure rate and position

error achieved using the Kalman filter approach with the simple motion model. Natu-

rally, computation time increases when the dataset size is increased. However, these

methods are very effective only when they take no more than 2.8 and 8.3 milliseconds

in the largest dataset. The results of PF and GPPF indicate the usefulness of sampling

techniques when estimating position from human movements. Both methods kept track

with 100% accuracy (except PF with only 50 particles). The same notes as when using

the previous methods can be made, as increasing the size of the training dataset and

particle set decreased maximum and mean position error, those being 33.2 cm and 7.1

for PF and 32.7 cm and 9.0 cm for GPPF, respectively. The best results are comparable,

and they show that accurate single-person tracking can be achieved. However, the true

power of the proposed method can be seen in a more complex setting where two simul-

taneously walking persons are tested, as presented in the next section. The last note is

that, using the presented sample sizes, real-time operation is achievable.
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Table 15. Tracking results of a single person using different methods . The best

two methods are highlighted.

Method Dataset No. Samples Failures (%) Position error (cm) Time (ms)

Max Mean

GP

50 - 60.8 59.1 (0.7) 21.9 (4.0) 0.6

100 - 30.6 59.6 (0.3) 17.6 (1.6) 0.8

200 - 16.5 58.7 (0.5) 19.3 (3.1) 2.8

GPKF

50 - 53.0 59.3 (0.7) 19.2 (3.3) 1.9

100 - 29.9 58.3 (1.6) 13.9 (2.3) 2.5

200 - 12.7 58.2 (2.0) 12.7 (1.3) 8.3

PF

- 50 0.1 38.9 (5.8) 8.4 (0.8) 6.5

- 150 0.0 34.5 (4.5) 7.5 (0.8) 19.3

PF - 300 0.0 33.2 (4.2) 7.1 (0.8) 39.1

GPPF

50 60 0.0 40.3 (6.4) 15.8 (4.7) 15.0

50 80 0.0 40.0 (8.4) 15.7 (4.7) 22.1

50 140 0.0 39.5 (7.6) 15.5 (4.9) 42.4

GPPF

100 40 0.0 36.5 (6.0) 12.0 (1.7) 13.3

100 60 0.0 35.0 (4.9) 11.9 (1.7) 22.1

100 120 0.0 33.2 (4.7) 11.5 (1.8) 54.3

GPPF

200 20 0.0 42.9 (6.7) 10.1 (0.7) 13.8

200 30 0.0 38.6 (8.3) 9.6 (0.6) 18.4

GPPF 200 60 0.0 32.7 (2.9) 9.0 (0.6) 39.6

4.4.3 Multiple-target tracking

This section describes how we applied the proposed method to multiple-target tracking.

Due to the small sensor area, we concentrated on two simultaneous walkers. However,

we experimented with different kinds of walking paths, target interaction, and arbitrary

sensor area entering and leaving times. The proposed methods are not restricted only

to tracking two persons, but can be generalized to a variable number of persons. This

is left for future study. The previous section showed that successful tracking needs

the particle filtering approach. We generalized Gaussian process particle filtering to

multiple targets using the joint particle filter presentation presented in Section 3.6.4.
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In this study we compared the proposed method to three other sampling-based meth-

ods and their GP-based variants. The first method was independent particle filtering

(IPF), where each target is modeled with a single independent particle set. Also its GP

variant (GPIPF), which is based on individual GPPF from the previous section applied

independently to each target, was tested. The second method was mixture particle fil-

tering (MPF) (Vermaaket al.2003, Okumaet al.2004), where each target is modeled

with an independent particle set component, but the targets interact via a common mix-

ture weight presentation. We modified the original algorithm by removing the splitting

and merging steps (Vermaaket al. 2003) and adding the MRF-based motion model.

Instead of using joint particle filtering, where MRF can be built for each joint state

particle presentation, in the mixture model we built MRF between the particle and par-

ticle component mean of other adjacent targets. Furthermore, its GP variant (GPMPF)

was examined. Finally, joint particle filtering (JPF) and the proposed Gaussian process

joint particle filtering (GPJPF) were tested. In these methods each particle represented

the state space of every target being tracked jointly. The MRF model was applied as

presented in Section 3.6.4.

In these tests a single GP model trained from four persons’ datasets of 50 exam-

ples was chosen to keep real-time operation achievable. The examples were samples

from the same walking sequence as in the single-person experiments, and no train-

ing data from actual multi-person walking sequences were used. As in the previous

section, a 60 cm x 60 cm region of interest was used, providing a 6 x 6 feature area

and a 36-dimensional input feature vector when using 10 cm x 10 cm sensor tiles. A

squared exponential kernel was applied and the hyperparamaters were trained using the

marginal likelihood. In each particle filter method a total of 100 particles were used

(50 particles / target where joint presentation was not used), and the GP-based methods

were equipped with 50 particles (and 25 particles / target where joint presentation was

not used). The same motion model as in the previous section was applied by setting

the noise variances to 20 cm. The Gaussian measurement model with 60 cm noise was

applied to conventional PF and GP-based PF, which were equipped with a GP-driven

update/correction step (see Eq. 59). In each method the threshold of selective residual

resampling was set atN/4, whereN is the total number of particles (in JPF and GPJPF)

or the number of particles in a component (in IPF, GPIPF, MPF, and GPMPF).

In multiple-target tracking, particle filter recursion can be applied independently for

each person. Interaction between different persons is only modeled through the MRF

model. In the case of interacting or spatially adjacently located persons, the particle
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estimates are weighted by the MRF influence. Furthermore, to detect entering and

leaving persons, a sensor-specific method is applied for initialization and deletion of

particles. Using GPPF implementation along with the entering, leaving, and interacting

processes, multiple (possibly a variable number) target tracking can be implemented

using the three tasks presented below.

– Entering: Novel targets are recognized using current measurements (clustering center-

of-mass points of connected components on the floor) corrected with the GP model

and existing particles by calculating distances between the spatial center of particle

set clusters and position candidates. If the candidate point distance is not less than the

given threshold from existing particles, a novel target position is initialized by sam-

pling from the Gaussian distribution with the mean of the candidate center position

and small variances (obtained from the GP model) around the candidate location.

At time t, let ct = {c1
t ,c

2
t , . . .c

M
t } be the set ofM position cluster candidates and

ut = {u1
t ,u

2
t , . . .u

N
t } be the current particle set of sizeN. In the joint particle filter,

each particle represents the state of all targets. Here, the model is presented only for

a single target, but the extension to multiple targets is straightforward; it is done by

going through each target’s position in the particle separately. The probability of the

i:th cluster being detected as a novel target is approximated as follows

P(ci
t |ut)≈

N

∑
j=1

P(ci
t |u

j
t ), (59)

where

P(ci
t |u

j
t ) =

{

1
|ut |

if d(ci
t ,u

j
t )> th

0 otherwise.

P(ci
t |u

j
t ) is the probability score of thej:th particle not belonging to thei:th cluster.

|ut | is the size of the particle set.d(·) is the distance measure between particle and

cluster, andth is the threshold. In these experiments the Euclidean distance was

used and the threshold was set to the size of the tracked window (60 cm in these

experiments). Finally, by thresholding the cluster probability, the novel target could

be initialized or detected as an existing target (i.e., the probability is below the given

threshold).

– Leaving: When an existing target leaves the sensor area, the particle component is

removed from the joint presentation. If the prediction of the current particles is far

from the measurements (i.e., larger than a given threshold), it is deleted from each
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particle. At timet, let I represent sensor region of interest and{u1
t ,u

2
t , . . .u

N
t } the

current particle set of sizeN. The probability of the target estimated byut not existing

in the sensor areaI (i.e., the target has left the sensor area) can be approximated as

follows

P(ut |I t)≈
N

∑
i=1

P(ui
t |I

i
t), (60)

where

P(ui
t |I

i
t) =

{

1
|ut |

if ∑ I i
t(u

i
t)≤ th

0 otherwise.

P(ui
t |I

i
t) is the probability score of thei:th particle not belonging to the existing target.

|ut | is the size of the particle set.I(·) is the region of interest of a given position

andth is the threshold. The activated binary sensor values are summed to detect if

there is an existing target in that particle region. The threshold was set to 0 in these

experiments. Finally, thresholding the target existing probability is used to remove it

from the particle set.

– Interaction: When two (or more) targets interact (or walk close to each other), the

current particle distribution can overlap and discrimination between targets is impos-

sible. In such a case we can use the interaction potentials of the MRF to re-weight

the particles by calculating the potentials between nearby targets. Particles in the

non-overlapping area are given more weight and will more probably survive after the

resampling step, whereas interacting particles in the overlapped area are discarded. In

Gaussian Process Joint Particle Filtering, the MRF influence is added to the standard

importance sampling procedure according to Eq. 56.

In the entering and leaving models the appearance and disappearance probability

thresholds were set at 0.0 and 1.0 and the particular probability scores were calculated

using Eq. 59 and Eq. 60. For the MRF interaction terms, similar to Khanet al. (2005),

the linear interaction functionγρ was used.ρ is the area of overlapping between two

targets and was set at 2.0. In later experiments we studied the influence of interaction by

changing the value ofγ. A flowchart of the GPJPF tracker for floor sensors is presented

in Figure 52. Details of the algorithms are presented in Algorithms 2, 3, and 4 in

Appendix 1.
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ũt

ut−1

y∼Uni f (−∆,∆)

x,y

Fig 52. Flowchart of the GPJPF tracking system. Reprinted with permission from

Suutala et al. (2010) c©2010 IEEE.

To test and compare the different methods, altogether 70 walking sequences, in-

cluding 8539 data frames, were collected from 2 male and 1 female subject. In each

sequence two different walkers from the group of 3 subjects walked a predefined path.

There were altogether 7 different predefined walking settings, which were repeated 10

times each. The walking paths included different individual directional changes, dif-

ferent starting and ending positions, and arbitrary entering and leaving times. In addi-

tion, different interactions–meetings, followings, and bypassing situation–were exper-

imented with. In these data sequences the minimum distances between targets were

varied from 30 cm to 150 cm. Moreover, to test the proposed methods, one longer

data sequence (1255 frames), which included non-predefined walking paths and natural

interaction, was performed by 1 male and 1 female subject simultaneously.

Table 16 presents a comparison of these 6 different particle filtering methods using

the 70 test sequences described above. Each sequence was repeated 3 times to avoid

random effects on initialization and sampling of filters. The results are presented using

two different failure rates. First is sequence failure, which measures if the tracker failed

to keep the true identity, position, and number of targets through the whole sequence.

These were observed manually from the visualization of the tracking simulation. Sec-

ond is frame failures, which measures different failures in each frame. These include

position failure, which was set at 60 cm, similar to the previous section. Identity and

number of failures measure if there are wrong identities (i.e., different than the two per-

sons who entered into the sensor area) and a wrong number of targets (i.e., one or two
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persons in these tests) detected. Additionally, total framefailures, which measures if

at least one of the three failure types (i.e., position, identity, or number of targets) has

occurred at the particular time step, are given.

The results indicate that simple independent filters are not able to keep track of

multiple persons, but the target with the strongest measurements and the best likelihood

score will capture the nearby target. IPF and GPIPF failed to track over 50% of the

sequences, GPIPF being slightly better. Similar conclusions can be derived from the

frame-based failures in these two methods. The use of a more advantageous approach to

handling multiple targets shows a clearly superior increase in accuracy. In each mixture

and joint presentation, sequence failures are below 12.38% and frame failures are below

1.11%. In both categories of methods, the GP counterpart outperforms the plain PF and

the proposed method, GPJPF, outperforms the other methods with a 3.81% sequence

failure rate. GPJPF can almost perfectly keep track of position, identity, and the right

number of targets, achieving an overall 0.12% frame failure rate. This means almost

all the errors in sequence failures are caused by flipping of identities (still keeping the

positions, these two identities, and the number of targets correctly). JPF and GPMPF

show similar performance, GPMPF being slightly better.

To summarize the results, independent filters are not able track multiple persons

accurately. A GP-based particle filter outperforms conventional particle filters, show-

ing better discriminative power, and GPJPF outperforms all other methods, showing

good performance when joint state presentation, MRF motion model, and GP model

are combined.

Table 16. Tracking results of two persons using different methods. The smallest

failure rates in each category are highlighted. Revised from Suutala et al. (2010)

c©2010 IEEE.

Method Samples Sequence failures (%) Frame failures (%)

Total Position Identity Number Total

IPF 50/target 57.14 15.18 6.00 7.18 16.58

GPIPF 25/target 52.86 13.65 5.10 6.92 15.28

MPF 50/target 12.38 0.37 0.37 0.87 1.11

GPMPF 25/target 8.57 0.21 0.25 0.28 0.48

JPF 100 9.05 0.04 0.00 0.47 0.51

GPJPF 50 3.81 0.09 0.00 0.06 0.12
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Next we tested the discrimination accuracy of the different methods. We took 60

of the 70 sequences described above in which interaction happened and calculated the

minimum distance between the targets in each sequence. We divided the sequences

into different distance gaps and calculated histograms of discrimination failures. The

failure rates are calculated from these histograms. Similar to the previous tests, these

tests were completed 3 times in each sequence to avoid random effects in initialization.

The same model parameters from the previous experiments were used. Figure 53 shows

the failure rates when the distance between persons is increased. GPJPF and IPF are

the most accurate, showing failure rates below 8% when the distance is 30 cm to 55

cm. When the distance is more than 75 cm, both are able to track persons perfectly,

showing 100% accuracy. GPJPF is slightly better overall. The mixture filters perform

with around 10% failure rates and the independent filters are not accurate until the

distance is more than 90 cm, even then showing failure rates of more than 10%. The

same results are presented numerically in Table 17.
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Fig 53. Failure rates of keeping track of two persons when the distan ce between

them changes. Revised from Suutala et al. (2010) c©2010 IEEE.
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Table 17. Discrimination results between two persons using different methods.

The smallest failure rates in each distance bin are highlighted. Revised from Suu-

tala et al. (2010) c©2010 IEEE.

Method Tracking failures (%)

30-55cm 55-75cm 75-90cm 90-120cm

IPF 77.8 70.8 62.5 16.7

GPIPF 77.8 69.4 45.8 13.3

MPF 11.1 8.3 12.5 6.7

GPMPF 7.4 11.1 12.5 3.3

JPF 7.4 4.2 0.0 0.0
GPJPF 7.4 1.4 0.0 0.0

Finally, the effect of the MRF motion model was tested by changing the interaction

level. We compared the two best methods, GPJPF and JPF, by changing theγ parameter.

We used a long data sequence of two simultaneously walking persons, including a lot

of interaction and small distances between persons. Each method was repeated 5 times

for each interaction level. Figure 54 shows the frame-based failure rates of the different

γ parameters. Whenγ = 0.0, the MRF is ignored. First the results show that the MRF

model is very important, and when it is totally ignored the total failure rates are 79.6%

and 55.6% for JPF and GPJPF, respectively. Second, JPF is more sensitive to the lack

of interaction, showing that the GP-driven measurement model has more discriminative

power when the targets are physically close to each other. Third, GPJPF outperforms

JPF in all the failure categories (position, identity, and number of targets), whenγ ≥
0.125.
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Fig 54. Tracking failure rates of different Markov random fields interaction levels.

When the interaction term is set to 0.0, interaction is totally ignored. Revised from

Suutala et al. (2010) c©2010 IEEE.

To summarize the results of the two-person tracking experiments:

1. GPJPF outperforms other particle filter-based tracking methods.

2. The MRF motion model applied to GPJPF is a very import part of the accurate

multiple-person tracker in the floor sensor experiments, and is able to decrease the

discrimination failure rate by more than 50%.

3. Using GPJPF, two persons can be differentiated with 92.6% accuracy when the dis-

tance between the targets is more than 55 cm, and with 100.0% accuracy when the

distance is more than 75 cm.

Figure 55 shows some frames from the test data sequence when two persons were

tracked using GPJPF. The multi-modal measurement produced by a single person with
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different kinds of foot contacts can be seen. The algorithm tracks successfully, keeping

the identities correctly throughout the sequence.

(a) Frame 272. (b) Frame 283. (c) Frame 301.

(d) Frame 330. (e) Frame 385. (f) Frame 410.

(g) Frame 434. (h) Frame 445. (i) Frame 462.

Fig 55. Nine data frames captured from a 1522-frame-long sequence when Gaus-

sian process joint particle filtering is used to track two persons. Modified from

Suutala et al. (2010) c©2010 IEEE.

4.4.4 Discussion

A novel combination of algorithms for tracking persons was proposed. In the example

application, binary switch floor sensors were used to detect walking persons. The pro-
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posed tracking algorithm is based on Gaussian process regression learned from the train-

ing data to predict the spatial displacement of the tracked person, as well as on particle

filtering, which is used to smooth the estimates and handle multi-modal distributions

produced by the different types of foot contacts on the floor. Compared with a con-

ventional particle filter, no hand-tuned measurement models (and noise variances) are

needed; they are automatically learned from the data using optimization of the marginal

likelihood in terms of noise variance and covariance hyperparameters. These are impor-

tant properties, because it is difficult to build a measurement model that is able to model

different variations in sparse multi-modal measurements like in our floor-sensor-based

application.

In addition, the algorithm was extended to track multiple simultaneous walkers,

handle persons entering and leaving the sensor area, and model interaction between

persons, which are both practically important when building real-life applications. The

presentation is based on a joint particle filter approach, where each state represents

the positions of all the current walkers. The tracking and entering/leaving are handled

using GP and PF. The interaction, and more precisely the data association problem,

between adjacent targets is handled using a Markov random fields (MRF) motion model

by giving less weight to uncertain particles in the overlapping area between persons.

The GP and MRF models as well as joint presentation can be applied directly to the

standard SIR particle filtering framework.

In future work, it would be interesting to apply the methodologies presented in this

section to a larger sensor floor area and to study tracking of more simultaneous walkers.

Furthermore, it would be interesting to apply the proposed algorithm to other multi-

target tracking applications, for example based on computer vision or other multi-modal

sensor fusion approaches.

4.5 Activity recognition

4.5.1 Environment and data

We used the dataset collected in Pirttikangaset al.(2006). It includes activities recorded

from 13 different subjects wearing four sensor nodes, which were attached to different

parts of the body: the right thigh and wrist, the left wrist, and a necklace. Each sensor

node has a triaxial accelerometer that is sampled 64 times at 200 kHz, and the average

values are sent every 100 milliseconds to a data collecting terminal. The wearable
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sensor is presented in Figure 56(a), the attachment of the sensor to the wrist is illustrated

in Figure 56(b), and all the sensor positions are shown in Figure 57(a). The sensor was

developed by the Nokia Research Center, Tokyo, in collaboration with the Distributed

Computing Laboratory of Waseda University.

(a) Wearable sensor devices used in

these experiments.

(b) Attachment of sensor devices to the wrist.

Fig 56. Sensor device and its attachment. Modified from Suutala et al. (2007)

c©2007 Springer.

As presented in Pirttikangaset al. (2006) and Suutalaet al. (2007), each subject

performed a sequence of 17 daily activities and annotated the starting and ending time

of each activity using a touch-screen or a wearable interface, depending on whether

the particular activity was performed inside or outside. Each activity took at least one

minute, and altogether over 8 hours of data were collected. The 17 activities include

cleaning a whiteboard,reading a newspaper,standing still,sitting and relaxing,drink-

ing, brushing teeth,sitting and watching TV,lying down, typing, vacuum cleaning,

walking, climbing stairs,descending stairs,riding an elevator up,riding an elevator

down,running, andbicycling. Furthermore, some of the activities were combined into

a single class, producing a dataset of 9 general activities:cleaning,standing,sitting,

using stairs,brushing teeth,lying down,walking,running, andbicycling. Thedrinking

activity was left out because of its multi-modal nature (i.e., the subjects were sitting or

standing, etc.). Example activities in the dataset are shown in Figure 57.
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(a) Sensor placements and

walking downstairs.

(b) Sitting and reading a newspaper. (c) Walking.

Fig 57. Sensor placements and example activities performed by the subjects. Mod-

ified from Suutala et al. (2007) c©2007 Springer.

4.5.2 DTS for activity recognition

Following the presentation in Suutalaet al. (2007) and using the SVM algorithm pre-

sented in 3.2.1, we can train a multi-class classifier to discriminate between different ac-

tivities in a training set and, more specifically, to learn to predict posterior probabilities

of each activity in a particular time step. Once the multi-class SVM with probabilis-

tic outputs is trained, we can use the posterior probability predictions of the training

set as an input to second-level sequential modeling. The training of the second level

is based on the ideas of temporal presentation of hidden Markov models (HMM), ex-

cept we do not assume a hidden state sequence generating the data as in HMM, but

estimate a global probability transition matrix of activities based on the SVM proba-

bilistic outputs. This is done by a well-known iterative forward-backward algorithm.

Finally, the unknown activity sequence can be classified by a Viterbi algorithm, result-

ing in smoothed posterior probabilities of the SVM decisions. The usefulness of tem-

poral smoothing of sequences compared to examples classified independently is that

these high-level daily human activities change rather slowly and when the features are
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noisy, an independent classifier cannot filter these false activity transitions. Moreover,

in general, some transitions will occur more likely than others (e.g., walking-sitting vs.

walking-standing-sitting).

4.5.3 Results

Table 18 presents the total recognition accuracies of 17 activities using different classi-

fication methods as well average precision (true positive/(true positive + false positive))

and recall (true positive/(true positive + false negative)) values. The proposed method

surpassed all other methods, presenting a 93.6% total recognition rate. Additionally,

these experiments show the usefulness of the discriminative SVM classifier, as it gives

superior accuracy compared with HMM, which is not able to model a high-dimensional

input space accurately. Using the SVM-HMM combination gives a slightly better recog-

nition rate compared with plain HMM, but it is not as effective as presented by Lester

et al. (2005). This is related to the fact that besides accelerometers, they used different

sensors and features such as audio, which usually includes a lot of temporal dynamics

in intra-class variations. In addition, they used a much longer sliding window to extract

features in which the usefulness of modeling the hidden dynamics of a single activity is

justified. In our experiments, a simple global transition probability smoothing machine

works well with simple statistical features and a short sliding window.

Table 18. Total recognition accuracies as well as average precision and recall

values of 17 activities using different methods. Revised from Suutala et al. (2007)

c©2007 Springer.

SVM HMM SVM-HMM DTS

Accuracy (%) 90.65 (4.53) 84.26 (4.66) 84.39 (5.65) 93.58 (4.15)
Precision (%) 88.00 (4.68) 75.69 (3.04) 77.82 (5.36) 93.88 (3.69)
Recall (%) 87.74 (3.21) 79.74 (3.76) 81.17 (3.90) 90.58 (3.55)

Table 19 presents the total recognition accuracies of 9 activities using different clas-

sification methods as well as average precision and recall values. Also, in this case the

DTS method outperformed the other methods, showing a 96.4% success rate. Similar

conclusions can be made with a dataset of 17 activities.
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Table 19. Total recognition accuracies as well as average precision a nd recall

values of 9 activities using different methods. Revised from Suutala et al. (2007)

c©2007 Springer.

SVM HMM SVM-HMM DTS

Accuracy (%) 94.15 (2.62) 88.75 (2.93) 90.42 (4.75) 96.36 (2.13)

Precision (%) 92.12 (2.98) 82.32 (4.50) 85.77 (3.14) 96.76 (2.06)

Recall (%) 92.10 (1.80) 86.77 (3.74) 87.89 (7.20) 94.53 (1.05)

Finally, we examined the individual activities in the dataset of 9 activities. Table

20 presents an example confusion matrix of a total number of 4405 test examples of 9

activities performed by 13 subjects recognized by a DTS algorithm. All the activities,

except using stairs, are recognized at an over 90% success rate, where the most distin-

guished ones are:sitting, walking, running, andbicycling. Theusing stairsactivity is

naturally most often confused withwalking, which is not the case the other way around.

Table 20. Confusion matrix of recognizing 9 different activities with a discrimi-

native temporal smoothing algorithm. Revised from Suutala et al. (2007) c©2007

Springer.

% clean sit stand use brush lie walk run cycle

stairs teeth down

clean 94.3 1.5 1.2 0.0 0.0 0.0 2.4 0.0 0.6

sit 0.0 99.4 0.4 0.0 0.0 0.0 0.2 0.0 0.2

stand 3.1 2.6 94.1 0.0 0.2 0.0 0.0 0.0 0.0

use stairs 0.0 0.0 0.0 70.9 0.0 0.0 29.1 0.0 0.0

brush teeth 1.7 0.7 0.0 0.0 97.2 0.4 0.0 0.0 0.0

lie down 3.4 3.4 0.0 0.0 0.0 92.7 0.0 0.0 0.5

walk 0.0 0.0 0.0 0.2 0.0 0.0 99.8 0.0 0.0

run 0.0 0.0 0.0 0.0 0.0 0.0 0.0 100.0 0.0

cycle 0.4 0.0 0.0 0.0 0.0 0.0 0.0 0.0 99.6

In comparison, using the same datasets and features, the k-nearest neighbor classi-

fier used by Pirttikangaset al. (2006) gives total recognition accuracies 89.47% (4.64)

for the dataset of 17 subjects and 93.02% (2.64) for the dataset of 9 subjects, respec-

tively. In both datasets it is more accurate than the HMM and SVM-HMM methods,

but DTS also outperforms those methods.
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4.5.4 Discussion

A novel approach to activity recognition by multiple wearable sensors was presented.

The proposed algorithm combines effective discriminative classification with a smooth-

ing of adjacent class label estimates in an activity sequence. In activity recognition, it

is very useful to extend conventional IID data assumption-based classifiers to the se-

quential learning domain to be able to take advantage of the smoothing changes of the

targets and the probabilities of transition between different activities.

We used a SVM classifier to recognize individual activity examples, which were

then mapped to class confidence values. At the post-processing stage we trained a

global transition probability matrix from the confidence values using a forward-backward

algorithm. Final classification was then performed with the confidence values and the

transition probability matrix using a Viterbi algorithm. Promising results were achieved

in a large semi-naturalistic manner labeled dataset.

The method proposed in this section is general and not restricted to SVM-based

classifiers, but applies to any method that is able to produce probabilistic outputs. It can

be very useful especially in sequential labeling applications where a sequence consists

of long segments of the same label. A disadvantage of the proposed technique is that

the base classifier and smoother are trained (and estimated) independently. In true dis-

criminative learning, optimization (or inference) should be done simultaneously. This

is left for possible future investigation.

188



5 Conclusions

I am turned into a sort of machine for observing facts and

grinding out conclusions.

Charles Darwin, 1880

5.1 Summary and discussion

In this work we have proposed several extensions to kernel-based discriminative learn-

ing to handle different structured multi-sensor data, and have especially applied these

techniques to human context recognition applications in person identification, tracking,

and activity recognition. Different types of machine learning and statistical estimation

problems for structured data have been examined in the context recognition domain.

The discriminative pattern recognition framework and its related sub-stages were pre-

sented in Section 3.1. A summary of the contribution and different structured learning

problems we have examined follow.

– Multiple discrete labels: In a discriminative kernel machine approach, multi-way

(i.e., multiple class) classification based on a probabilistic combination of one-vs.-

one support vector machines (SVM) and variational Bayes Gaussian processes (VB-

GP) as a generalization to typical binary classification were examined. These kernel

methods were applied to human motion and behavioral modeling in person identifi-

cation based on floor and wearable sensors as well as activity recognition based on

wearable sensors. Promising recognition accuracies were shown in each application

by comparing these approaches to other well-known pattern recognition algorithms in

the field. The theory of kernel-based multiple-class classification methods were pre-

sented in Section 3.2 and were applied to motion-based human context recognition

in the areas of person identification (Sections 4.2 and 4.3) and activity recognition

(Section 4.5).

– Multi-modal inputs: Similar to the previous structured problem category, multi-class

SVM and GP were extended to handle multi-modal data that included different input

feature sets and different sensor sources. Probabilistic treatments of the classifier’s

output were combined using fixed fusion rules, and the approach was applied to per-
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son identification on two different floor sensor systems. In the first setting, different

feature presentations in the time and frequency domains of unimodal sensors were

combined using SVM. Furthermore, rejection options for the final combined proba-

bilistic outputs to detect unreliable examples were studied and applied to the system.

In the second setting, multiple sensor modalities based on floor and wearable accel-

eration sensors were combined based on VB-GP outputs. All these extensions can

be added modularly to a discriminative learning framework with promising results.

The background and theory of learning from multi-modal inputs were presented in

Section 3.3. Furthermore, the application of person identification from multi-modal

features was shown in Section 4.2.3 and the details using floor and acceleration sen-

sor measurements was given in Section 4.3.6.

– Sequential inputs: In machine learning, the use of arbitrary structured input data is

one of the most important topics in moving forward from conventional feature vec-

tor presentation. Kernel methods in particular provide a framework for designing

special kernels for structured data in a modular fashion while keeping the original

learning machine to be optimized. We proposed an extension to graph-based kernels

applied to special structured data: sequential inputs. More precisely, the proposed

kernel was applied to multi-dimensional time-series data in the application of per-

son identification using floor and wearable sensors. Again, multi-class GP classifiers

were used. The kernel is based on weighted walks in the directional graphical pre-

sentation of the time series where the weights (as well as sub-kernel parameters) are

treated as hyperparameters optimized automatically during training of the classifier.

This can be seen as special automatic relevance detection for time-series data. The

proposed kernel outperforms a state-of-the-art time-series kernel based on dynamic

time-warping of global alignments as well as generative hidden Markov models in a

particular application. It additionally shows promising result in being able to elimi-

nate different variations such as different speeds and footwear in gait-based person

identification. A description of sequential input learning and especially the details

of the proposed kernel (WWGK) were given in Section 3.4 and applied to sequential

identification of walking persons in Section 4.3.6.

– Sequential labels: The setting of sequential output labels, known as sequence la-

beling (or structured labeling in more general), in a supervised learning scenario was

studied. We proposed an extension to SVM-based multi-class classification to handle

sequence information of class labels and applied the algorithm to wearable-sensor-

based activity recognition. The proposed technique is based on post-processing of
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the probabilistic outputs of conventionally trained discriminative models. The post-

processing model is trained on these outputs as observations by constructing a first-

order Markov model between input-output pairs. A global transition probability dis-

tribution is estimated using a forward-backward algorithm iteratively and the final

decision is made by Viterbi decoding. In activity recognition the application’s meth-

ods outperform standard k-nearest neighbor, SVM, and HMM classifiers as well as

the previously proposed SVM-HMM combination. The theory of the sequential out-

put learning algorithm was given in Section 3.4.2 and the results in daily life activity

recognition using the wearable acceleration sensor were shown in Section 4.5.

– Multiple continuous labels: The estimation of multiple continuous response vari-

ables is known as a multiple-output regression model in machine learning literature.

In this setting, we employed a hyperparameter-dependent block-diagonal kernel for

GP regression and applied it learning to estimate position from human motion (or

more precisely walking) on floor sensors. In this application scenario, the proposed

trained system was shown to improve person tracking accuracy compared with un-

supervised state-space models. Moreover, the trained model was combined with se-

quential Monte Carlo implementation (i.e., particle filtering) of a state-space model

to improve reliability even further. The theory behind the Gaussian process regres-

sion and multiple-output regression models was given in Sections 3.2.2 and 3.5.1,

respectively. In addition, the methodology was applied to a person tracking scenario

in Section 4.4.

– Multiple targets: Based on the GP regression model for learning human motion priors

in particle filtering (PF), we extended the model to handle multiple simultaneously

tracked targets in the same floor-sensor-based scenario. Multiple targets were han-

dled using joint PF, an extension to standard sampling-importance-resampling PF.

The GP-driven model can be directly added to this model, as well. To model the

interaction of targets and to handle the data association problem of nearby targets,

Markov random fields were used to correct the model further. The proposed sys-

tem was tested and compared with related approaches based on GP and PF, with

promising results. The theory of Gaussian process regression applied to learning

displacements was given in Section 3.5.2, details of particle filtering, especially ap-

plied to multi-target problems, was given in Section 3.6.1, and their combination was

presented in Section 3.6.4. Finally, an application of multiple-person tracking was

shown in Section 4.4.3.
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The proposed extensions to discriminative models can recognize contexts from di-

verse structured multi-sensor data. Moreover, we showed promising results in three dif-

ferent human-context-recognition applications. We developed different pre-processing

methods for segmentation of raw signals and extracted descriptive features from the par-

ticular applications at hand. A prototype context-aware system which uses recognized

low-level context information was also presented.

Although not directly within the scope of this thesis, it is important to note that

the security and privacy issues related to human context information must be seriously

studied and developed when these low-level context recognition techniques are taken

into practice in real-life ubiquitous computing systems. Especially when using human

information related to identity, location, and behavior measured by the different sensors

and recognition algorithms in public smart spaces, the privacy of users could be violated.

For example, when possible intruders or malicious insiders get access to data, the entire

system becomes a distributed surveillance system that captures too much information

about users, as stated in Campbellet al. (2003). The security techniques for stored and

transmitted data must be adequate and all private data which do not need to be stored

in public systems and databases should be kept locally in the person’s own devices or

the local space the data are collected from (Langheinrich 2001). When private data are

processed, the user should have the possibility to know what is happening in the system

and he or she should have full authority to choose when the recognition system is in use.

After all, pervasive systems are meant to be developed to support users’ everyday life,

not to threaten their privacy and security.

5.2 Future work

There are many new directions in which to extend the proposed approaches presented

in this thesis, including both the algorithms as well as the current and novel applica-

tions. The first direction is large-scale discriminative learning (Bottouet al.2007). Ker-

nel methods, especially GP, provide a flexible way to train probabilistic discriminative

models (e.g., given the predictive predictions and Bayesian framework to learn model

hyperparameters). However, the size and computational time of these non-parametric

models scales to the number of training examples. There has been much current work

on sparse approximation techniques (Csato & Opper 2002, Rasmussen & Williams

2006, Lawrenceet al. 2003, Seeger & Jordan 2004, Girolami & Rogers 2006), and
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especially combined with structured learning scenarios this could open possibilities for

novel large-scale applications.

The second direction, somewhat related to large-scale learning as well, is adaptive

and online learning, where the discriminative model can be adapted incrementally and

sequentially during operation to improve its performance in the environment which is

changing over time. Besides the adaptation capability in a dynamic environment, online

sequential learning (i.e., the setting where training examples typically become available

over time) can help in large-scale problems, when compared with batch learning (i.e.,

the setting where the whole dataset is available a priori), due to less computation and

memory resources needed to update the hypothesis (Liuet al.2010). These ideas have

been used to extend standard kernel machines in many different approaches (Csato &

Opper 2002, Sato & Oba 2002, Quinonero-Candela & Winther 2003, Cauwenberghs &

Poggio 2000, Bordes & Bottou 2005, Bordeset al.2005, Crammeret al.2004, Crammer

& Singer 2003, Kivinenet al.2004, Westonet al.2005).

The third direction is related to available class labels. To train an effective dis-

criminative model, labeled data for supervised learning is needed. However, in many

applications, labeling is difficult and time-consuming, whereas it is easy to collect unla-

beled datasets. In recent years, the problem of semi-supervised learning, where a small

number of labeled examples and many unlabeled examples are available, has been very

actively addressed in the machine learning community (Chapelleet al. 2006), with

some promising results even in discriminative kernel-based learning (Joachims 1999,

Lawrence & Jordan 2005, Sindhwaniet al.2007, Rogers & Girolami 2007). Combined

with complex structured input-output learning methods, semi-supervision can improve

the practicality of applications in many fields, including the ones presented in this the-

sis. In addition, other incomplete data scenarios, such as temporally missing sensor

sources (i.e., input features), should be handled in multi-modal learning (Kapooret al.

2005). For more general and practical use, particle-filter- and machine-learning-based

object tracking could be extended with semi-supervision and incomplete data modeling,

including general data association problems such as an unknown number of targets.

When these extensions are combined with non-parametric and probabilistic models

with flexible hyperparameter learning automatically optimized from training data, ex-

citing large-scale hierarchical multi-modal structured data learning could be possible.

This includes many application from time-series analysis, audio, speech and language

processing to computer vision and human computer interaction. Multi-dimensional

time-series analysis arises from many of these areas, including brain-computer interfac-
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ing based on EEG, video processing for human tracking, and activity recognition based

on multiple cameras or novel depth-color cameras, or speech and language understand-

ing for human-robot dialog where the idea of graph-based kernel and sequence labeling

can be directly applied.

The human context recognition methods and applications presented in this thesis

can be studied further, including the algorithmic extensions presented above. Floor sen-

sors have shown promising results in identification and tracking, in discriminating be-

tween a small number of subjects, and for use in smart home scenarios that satisfy some

of the requirements for ubiquitous computing environments. However, in large-scale

systems, variable behavior characteristics data from a single modality, such as walking,

are not reliable enough. As evidenced in this thesis (e.g., fusion of floor and wearable

sensors), floor sensors could be used as a part of multi-modal authentication systems

based on more reliable modalities such as visual gait recognition, face recognition, and

fingerprints, to name a few. In accelerometer-based activity recognition, multi-modal

information from wearable sensors (e.g., magnetometers, gyroscopes, microphones, air

pressure sensors, etc.) and environmental sensors (cameras, motion detectors, RFID,

etc.) can be fused together. In mobile computing, a very important approach is to use a

practical setting of a single device equipped with multiple sensing capabilities. The dis-

criminative framework presented in this thesis can be used to combine these modalities

in classifier-level fusion to be able to build new and exciting applications. Furthermore,

flexible discriminative models open up possibilities that recognition of low-level hu-

man context information can be used in higher-level context-aware systems based on

large-scale sensor networks of multi-modal data in intelligent environments, including

the areas of personalized services, for example, in energy efficient living, health care,

fitness, and cognitive assistance as well as in social interaction.
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Appendix 1 Algorithms for person tracking

Appendix 1 provides detailed algorithms for the implementation of target tracking based

on a Gaussian process and Particle filtering. For a single target, Gaussian process parti-

cle filtering (GPPF) is presented in Algorithm 1. To handle a varied number of targets,

especially multiple person tracking on floor sensors, Gaussian process joint particle fil-

tering (GPJPF) is presented in Algorithm 2. Furthermore, an algorithm for detecting

a target entering and leaving the floor sensor area is shown in Algorithm 3. An algo-

rithm for embedding Gaussian-process-driven likelihood scores and Markov-random-

field-based interaction scores in a particle filtering framework is presented in Algorithm

4.

215



Algorithm 1: Gaussian Process Particle Filter for Tracking.
1. Initialization (N particles,t = 0):

for i = 1 to N do
Sample particlesui

0 ∼ p(ui
0)

Initialize importance weightswi = 1/N

end for
2. Sequential Bayesian Filtering
for t = 1 to . . . do

2.1 Prediction Step
for i = 1 toN do

Sample particles̃ui
t ∼ p(ui

t |u
i
t−1) (e.g., Eq. 57)

end for
2.2 GP-based Update Step
for i = 1 toN do

Calculate GP displacementGPµ (ui
t ), GPΣ(ui

t ) (Eq. 43)

Correct estimatẽui
t using GP displacements (Eq. 54)

Evaluate importance weightwi
t using GP (Eq. 55)

end for
for i = 1 toN do

Normalize weightswi = wi/∑N
k=1 wk

end for
2.3 Output estimation
Estimate current stateE(ut ) = ∑N

k=1 wkuk

2.4 Resampling Step
if Ne f f < threshold, (Eq. 48)then

Resample particlesui
t from ũi

t according to the importance weightswi
t

for i = 1 toN do
Re-initialize weightswi = 1/N

end for
else

ut ← ũt

end if
end for

216



Algorithm 2: Gaussian Process Joint Particle Filter for a Variable Number of

Targets.
1. Initialization (N particles,M targets),t = 0:

for i = 1 toN do
for j = 1 to M do

Initialize particlesui, j
0 ∼ p(ui, j

0 )

Initialize importance weightswi = 1/N

end for
end for
2. Sequential Bayesian Filtering
for t = 1 to . . . do

2.1 Prediction Step
for i = 1 to N do

for j = 1 toM do
Sample particles̃ui, j

t ∼ p(ui, j
t |u

i, j
t−1) (e.g., Eq. 57)

end for
end for
2.2 Target Entering/Leaving Detection(M targets,P candidates), Details in Algorithm 3.

2.3 GP-MRF -based Update Step, Details in Algorithm 4.

2.4 Output estimation
for j = 1 to M do

Estimate current state of each targetsE j (u
j
t ) = ∑N

k=1 wi
kui, j

k

end for
2.5 Resampling Step
if Ne f f < threshold, (Eq. 48)then

Resample particlesui
t from ũi

t according to the importance weightswi
t

for i = 1 to N do
Re-initialize weightswi = 1/N

end for
else

ut ← ũt

end if
end for
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Algorithm 3: Target Entering/Leaving Detection Step for GPJPF.
Target Entering/Leaving Detection(M targets,P candidates)

for j = 1 toP do
if candidatej is novel, (Eq. 59)then

for i = 1 toN do
Initialize new target to particleui, j

t ∼ p(ui, j
t )

end for
Update the number of targetsM←M+1

end if
end for
for j = 1 toM do

if target j is not detected, (Eq. 60)then
for i = 1 toN do

Remove target from particleui, j
t ← ui, j

t

end for
Update the number of targetsM←M−1

end if
end for

Algorithm 4: GP-MRF -based Update Step for GPJPF.
GP-MRF -based Update Step(M targets,N particles)

for i = 1 to N do
for j = 1 to M do

Calculate GP displacementGPµ (u
i, j
t ), GPΣ(u

i, j
t ) (Eq. 43)

Correct estimatẽui, j
t using GP displacements (Eq. 54)

Calculate likelihood score using GP (Eq. 59)

Calculate interaction score using MRF (Eq. 51)

end for
end for
for i = 1 to N do

Evaluate importance weightwi
t (Eq. 56)

end for
for i = 1 to N do

Normalize weightswi = wi/∑N
k=1 wk

end for
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Appendix 2 Details of floor datasets

Appendix 2 provides details of the dataset collected from two different floor sensors:

pressure-sensitive EMFI sensors and binary switch InfoFloor sensors. In Table 21, in-

dividual features extracted from an EMFI footstep signal in the time domain are intro-

duced. In proportion, spatial, time-related, and statistical features extracted from the

InfoFloor footstep profiles and walking sequences are shown in Table 22. In addition, a

description of different datasets from the InfoFloor is presented in Table 23.

Table 21. Geometric and statistical features derived from each footstep profile

using an EMFI floor. Revised from Suutala & Röning (2008) c©2008 Elsevier.

Number Name Description

1. xmax1 Maximum time value of heel strike

2. ymax1 Maximum amplitude value the heel strike

3. xmin Minimum time value between heel and ball of the foot strike

4. ymin Minimum amplitude value between heel and ball of the foot strike

5. xmax2 Maximum time value of ball of the foot strike

6. ymax2 Maximum amplitude value of ball of the foot strike

7. xend End point before the sensor stripe is reset

8. yend Amplitude value of the end point

9. mean1 Mean value from the beginning to the minimum point (xmin)

10. std1 Standard deviation from the beginning to the minimum point (xmin)

11. mean2 Mean value from the minimum point (xmin) to the middle point(xmid)

12. std2 Standard deviation from the minimum point (xmin) to the middle point (xmid)

13. meanmax Mean value of difference between ymax1,ymax2 and ymin

14. area1 Area from the beginning to the minimum point (xmin)

15. area2 Area from the minimum point (xmin) to the middle point (xmid)

16. xheel Start point of heel strike (when amplitude is above xmin)

17. yheel Amplitude value in start point of heel strike (ampl. in xheel)

18 xball End point of ball strike (when amplitude is below xmin)

19 yball Amplitude value in end point of ball strike (ampl. in xball)

20. lengthheel Length of the heel impact (xheel,xmin)

21. lengthball Length of the ball of the foot impact (xmin,xball)

22. shapeheel ((ymax1−ymin)/(xmin−xheel))

23. shapeball ((ymax2−ymin)/(xball −xmid))
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Table 22. Spatial, statistical, and time-related features derived fro m each footstep

profile (1-20) as well as between consecutive footstep profiles (21-28). Revised

from Suutala et al. (2008) c©2008 Springer.

Number Name Description

1. sumbin Number of activated pixels (i.e. sensor tiles) in this footstep profile
2. sumgrey Sum of grey-level pixel values
3. mingrey Minimum grey-level value
4. maxgrey maximum grey-level value
5. meangrey Mean of grey-level pixels
6. stdgrey Standard deviation of grey-level pixels
7. sumvline Sum of grey-level component filtered with 3x3 line mask (vertical)
8. sumhline Sum of grey-level component filtered with 3x3 line mask (horizontal)
9. sumlline Sum of grey-level component filtered with 3x3 line mask (left diagonal)
10. sumrline Sum of grey-level component filtered with 3x3 line mask (right diagonal)
11. sumbgrad Sum of grey-level component filtered with 3x3 gradient mask (ball of the footstep)
12. sumrgrad Sum of grey-level component filtered with 3x3 gradient mask (right side of the footstep)
13. sumhgrad Sum of grey-level component filtered with 3x3 gradient mask (heel of the footstep)
14. sumlgrad Sum of grey-level component filtered with 3x3 gradient mask (left side of the footstep)
15. lengthbin Maximum length of connected binary pixels (longitudinal direction of walking)
16. widthbin Maximum width of connected binary pixels (transversal direction of walking)
17. combinx Center of mass of connected binary pixels (longitudinal direction of walking)
18. combiny Center of mass of connected binary pixels (transversal direction of walking)
19. comgreyx Center of mass of connected grey-level pixels (longitudinal direction of walking))
20. comgreyy Center of mass of connected grey-level pixels (transversal direction of walking)
21. durationinside Duration of footstep (i.e., activated tiles over time)
22. distancebin Euclidean distance from previous footstep (using binary center of mass)
23. distancegrey Euclidean distance from previous footstep (using grey-level center of mass)
24. durationbetween Duration from the previous footstep (to beginning time of this footstep in milliseconds)
25. distancebinx Longitudinal distance from previous footstep (using binary center of mass)
26. distancebiny Transversal distance from previous footstep (using binary center of mass)
27. distancegreyx Longitudinal distance from previous footstep (using grey-level center of mass)
28. distancegreyy Transversal distance from previous footstep (using grey-level center of mass)
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Table 23. Summary of different dataset categories and sizes used in person iden-

tification experiments incorporating the InfoFloor. Revised from Suutala et al.

(2008) c©2008 Springer.

Number Name Description Examples Sequences

1. 9 persons standard Normal walking speed with sandals 1143 180
2. 4 persons standard Normal walking speed with sandals 527 80
3. Footwear Normal walking speed with footwear variations 1516 240
4. Speed Slow, normal, and fast walking speed with sandals 992 160
5. Sandals All the data with sandals 992 160
6. Without sandals All the data without sandals 989 160
7. Trackers All the data with trackers 441 80
8. Without Trackers All the data without trackers 1540 240
9. Shoes all the data with shoes 1433 240
10. Without Shoes All the data without shoes 548 80
11. Normal All the data with normal speed 1516 240
12. Without normal All the data without normal speed 465 80
13. Slow All the data with slow speed 248 40
14. Without slow All the data without slow speed 744 180
15. Fast All the data with fast speed 215 40
16. Without fast All the data without fast speed 755 180

221





A C T A  U N I V E R S I T A T I S  O U L U E N S I S

Book orders:
Granum: Virtual book store
http://granum.uta.fi/granum/

S E R I E S  C  T E C H N I C A

406. Kellokumpu, Vili-Petteri (2011) Vision-based human motion description and
recognition

407. Rahko, Matti (2011) A qualification tool for component package feasibility in
infrastructure products

408. Rajala, Hanna-Kaisa (2011) Enhancing innovative activities and tools for the
manufacturing industry: illustrative and participative trials within work system
cases

409. Sinisammal, Janne (2011) Työhyvinvoinnin ja työympäristön kokonaisvaltainen
kehittäminen – tuloksia osallistuvista tutkimus- ja kehittämisprojekteista sekä
asiantuntijahaastatteluista

410. Berg, Markus (2011) Methods for antenna frequency control and user effect
compensation in mobile terminals

411. Arvola, Jouko (2011) Reducing industrial use of fossil raw materials : Techno-
economic assessment of relevant cases in Northern Finland

412. Okkonen, Jarkko (2011) Groundwater and its response to climate variability and
change in cold snow dominated regions in Finland: methods and estimations

413. Anttonen, Antti (2011) Estimation of energy detection thresholds and error
probability for amplitude-modulated short-range communication radios

414. Neitola, Marko (2012) Characterizing and minimizing spurious responses in
Delta-Sigma modulators

415. Huttunen, Paavo (2012) Spontaneous movements of hands in gradients of weak
VHF electromagnetic fields

416. Isoherranen, Ville (2012) Strategy analysis frameworks for strategy orientation
and focus

417. Ruuska, Jari (2012) Special measurements and control models for a basic oxygen
furnace (BOF)

418. Kropsu-Vehkaperä, Hanna (2012) Enhancing understanding of company-wide
product data management in ICT companies

419. Hietakangas, Simo (2012) Design methods and considerations of supply
modulated switched RF power amplifiers

420. Davidyuk, Oleg (2012) Automated and interactive composition of ubiquitous
applications

C421etukansi.kesken.fm  Page 2  Wednesday, May 16, 2012  2:30 PM



A
B
C
D
E
F
G

UNIVERS ITY OF OULU  P.O.B . 7500   F I -90014  UNIVERS ITY OF OULU F INLAND

A C T A  U N I V E R S I T A T I S  O U L U E N S I S

S E R I E S  E D I T O R S

SCIENTIAE RERUM NATURALIUM

HUMANIORA

TECHNICA

MEDICA

SCIENTIAE RERUM SOCIALIUM

SCRIPTA ACADEMICA

OECONOMICA

EDITOR IN CHIEF

PUBLICATIONS EDITOR

Senior Assistant Jorma Arhippainen

Lecturer Santeri Palviainen

Professor Hannu Heusala

Professor Olli Vuolteenaho

Senior Researcher Eila Estola

Director Sinikka Eskelinen

Professor Jari Juga

Professor Olli Vuolteenaho

Publications Editor Kirsti Nurkkala

ISBN 978-951-42-9848-6 (Paperback)
ISBN 978-951-42-9849-3 (PDF)
ISSN 0355-3213 (Print)
ISSN 1796-2226 (Online)

U N I V E R S I TAT I S  O U L U E N S I SACTA
C

TECHNICA

U N I V E R S I TAT I S  O U L U E N S I SACTA
C

TECHNICA

OULU 2012

C 421

Jaakko Suutala

LEARNING DISCRIMINATIVE 
MODELS FROM STRUCTURED 
MULTI-SENSOR DATA FOR 
HUMAN CONTEXT 
RECOGNITION

UNIVERSITY OF OULU GRADUATE SCHOOL;
UNIVERSITY OF OULU,
FACULTY OF TECHNOLOGY,
DEPARTMENT OF COMPUTER SCIENCE AND ENGINEERING;
INFOTECH OULU

C
 421

AC
TA

Jaakko Suutala
C421etukansi.kesken.fm  Page 1  Wednesday, May 16, 2012  2:30 PM


	Abstract
	Tiivistelmä
	Preface
	Abbreviations
	Contents
	1 Introduction
	1.1 Motivation
	1.1.1 Context recognition
	1.1.2 Statistical and probabilistic learning
	1.1.3 Types of sensing systems
	1.1.4 Types of structured data

	1.2 Main contributions of the thesis

	2 Background and review of literature
	2.1 Human context recognition
	2.1.1 Context-aware computing
	2.1.2 Machine learning and inference

	2.2 Person identification
	2.2.1 Biometrics
	2.2.2 Gait-based identification
	2.2.3 Other behavioral approaches
	2.2.4 Information fusion in biometrics

	2.3 Person tracking and localization
	2.3.1 Localization techniques
	2.3.2 Floor and related sensor -based tracking
	2.3.3 Other related approaches

	2.4 Activity recognition
	2.4.1 Wearable-sensor-based recognition
	2.4.2 Camera-based recognition
	2.4.3 Advanced learning approaches

	2.5 Learning with kernel methods
	2.5.1 Generative and discriminative learning
	2.5.2 Background of kernel methods
	2.5.3 Probabilistic kernel machines

	2.6 Learning from structured data
	2.6.1 Multiple-output kernel machines
	2.6.2 Kernels for vectored data
	2.6.3 Kernels for structured data
	2.6.4 Kernel methods for sequence labeling
	2.6.5 Kernel methods for dynamic modeling
	2.6.6 Combining multi-modal data


	3 Techniques for learning structuredmulti-sensor data
	3.1 Discriminative pattern recognition
	3.1.1 Pre-processing
	3.1.2 Training discriminative models
	3.1.3 Post-processing

	3.2 Multi-class classification
	3.2.1 Support vector machines
	3.2.2 Gaussian processes
	3.2.3 Alternative learning methods

	3.3 Learning from multi-modal data
	3.4 Learning from sequential data
	3.4.1 Weighted walk-based graph kernel
	3.4.2 Output sequence labeling

	3.5 Discriminative learning for tracking
	3.5.1 Gaussian process regression with multiple outputs
	3.5.2 Learning displacement experts

	3.6 Learning bayesian filtering for multiple-targettracking
	3.6.1 Particle filtering
	3.6.2 Joint particle filtering
	3.6.3 Markov random fields for multiple targets
	3.6.4 Gaussian process joint particle filtering


	4 Human context recognition applications
	4.1 Person identification
	4.2 Identification on pressure-sensitive floor
	4.2.1 EMFI sensors
	4.2.2 Datasets and features
	4.2.3 Combining classifiers for identification
	4.2.4 Rejection option
	4.2.5 Discussion

	4.3 Identification on a binary switch floor
	4.3.1 Infofloor sensors
	4.3.2 Datasets and features
	4.3.3 Time- and spatial domain features
	4.3.4 GPC for identification
	4.3.5 Floor and acceleration sensors
	4.3.6 WWGK for sequential identification
	4.3.7 Discussion
	4.3.8 Context-aware reminder

	4.4 Person tracking
	4.4.1 Environment and data
	4.4.2 Single-target tracking
	4.4.3 Multiple-target tracking
	4.4.4 Discussion

	4.5 Activity recognition
	4.5.1 Environment and data
	4.5.2 DTS for activity recognition
	4.5.3 Results
	4.5.4 Discussion


	5 Conclusions
	5.1 Summary and discussion
	5.2 Future work

	References
	Appendices



