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Abstract

Inertial sensors are devices that measure movement, and therefore, when they are attached to a
body, they can be used to measure human movements. In this thesis, data from these sensors are
studied to recognize human activities user-independently. This is possible if the following two
hypotheses are valid: firstly, as human movements are dissimilar between activities, also inertial
sensor data between activities is so different that this data can be used to recognize activities.
Secondly, while movements and inertial data are dissimilar between activities, they are so similar
when different persons are performing the same activity that they can be recognized as the same
activity. In this thesis, pattern recognition -based solutions are applied to inertial data to find these
dissimilarities and similarities, and therefore, to build models to recognize activities user-
independently.

Activity recognition within this thesis is studied in two contexts: daily activity recognition
using mobile phones, and activity recognition in industrial context. Both of these contexts have
special requirements and these are considered in the presented solutions. Mobile phones are
optimal devices to measure daily activity: they include a wide range of useful sensors to detect
activities, and people carry them with them most of the time. On the other hand, the usage of
mobile phones in active recognition includes several challenges; for instance, a person can carry
a phone in any orientation, and there are hundreds of smartphone models, and each of them have
specific hardware and software. Moreover, as battery life is always as issue with smartphones,
techniques to lighten the classification process are proposed. Industrial context is different from
daily activity context: when daily activities are recognized, occasional misclassifications may
disturb the user, but they do not cause any other type of harm. This is not the case when activities
are recognized in industrial context and the purpose is to recognize if the assembly line worker has
performed tasks correctly. In this case, false classifications may be much more harmful. Solutions
to these challenges are presented in this thesis.

The solutions introduced in this thesis are applied to activity recognition data sets. However,
as the basic idea of the activity recognition problem is the same as in many other pattern
recognition procedures, most of the solutions can be applied to any pattern recognition problem,
especially to ones where time series data is studied.

Keywords: activity recognition, inertial sensors, pattern recognition





Siirtola, Pekka, Ihmisen toimien tunnistaminen liikettä mittaavien anturien tietoon
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Tiivistelmä

Liikettä mittaavista antureista, kuten kiihtyvyysantureista, saatavaa tietoa voidaan käyttää ihmis-
ten liikkeiden mittaamiseen kiinnittämällä ne johonkin kohtaan ihmisen kehoa. Väitöskirjassani
tavoitteena on opettaa tähän tietoon perustuvia käyttäjäriippumattomia malleja, joiden avulla
voidaan tunnistaa ihmisten toimia, kuten käveleminen ja juokseminen. Näiden mallien toimi-
vuus perustuu seuraavaan kahteen oletukseen: (1) koska henkilöiden liikkeet eri toimissa ovat
erilaisia, myös niistä mitattava anturitieto on erilaista, (2) useamman henkilön liikkeet samassa
toimessa ovat niin samanlaisia, että liikkeistä mitatun anturitiedon perusteella nämä liikkeet voi-
daan päätellä kuvaavan samaa toimea.

Tässä väitöskirjassa käyttäjäriippumaton ihmisten toimien tunnistus perustuu hahmontunnis-
tusmenetelmiin ja tunnistusta on sovellettu kahteen eri asiayhteyteen: arkitoimien tunnistami-
seen älypuhelimella sekä toimintojen tunnistamiseen teollisessa ympäristössä. Molemmilla
sovellusalueilla on omat erityisvaatimuksensa ja -haasteensa. Älypuhelimien liikettä mittaavien
antureihin perustuva tunnistus on haastavaa esimerkiksi siksi, että puhelimen asento ja paikka
voivat vaihdella. Se voi olla esimerkiksi laukussa tai taskussa, lisäksi se voi olla missä tahansa
asennossa. Myös puhelimen akun rajallinen kesto luo omat haasteensa. Tämän vuoksi tunnistus
tulisi tehdä mahdollisimman kevyesti ja vähän virtaa kuluttavalla tavalla. Teollisessa ympäris-
tössä haasteet ovat toisenlaisia. Kun tarkoituksena on tunnistaa esimerkiksi työvaiheiden oikea
suoritusjärjestys kokoamislinjastolla, yksikin virheellinen tunnistus voi aiheuttaa suuren vahin-
gon. Teollisessa ympäristössä tavoitteena onkin tunnistaa toimet mahdollisimman tarkasti välit-
tämättä siitä kuinka paljon virtaa ja tehoa tunnistus vaatii. Väitöskirjassani kerrotaan kuinka
nämä erityisvaatimukset ja -haasteet voidaan ottaa huomioon suunniteltaessa malleja ihmisten
toimien tunnistamiseen.

Väitöskirjassani esiteltyjä uusia menetelmiä on sovellettu ihmisten toimien tunnistamiseen.
Samoja menetelmiä voidaan kuitenkin käyttää monissa muissa hahmontunnistukseen liittyvissä
ongelmissa, erityisesti sellaisissa, joissa analysoitava tieto on aikasarjamuotoista.

Asiasanat: hahmontunnistus, liikettä mittaavat anturit, toimien tunnistaminen
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Abbreviations

C4.5 C4.5 decision tree

FFT Fast Fourier transform

kNN k nearest neighbors

LDA Linear discriminant analysis

mi A vector of inertial measurements at time stamp ti
MA Moving average filter

PQT Periodic quick test

QDA Quadratic discriminant analysis

S Time series S = [{t0,m0}, . . . ,{tk,mk}]
SAX Symbolic Aggregate approXimation

SFS Sequential forward selection

ti Time stamp ti
W Time window W

Wsax SAX transformed version of time window W

x Feature vector x
xi i:th feature

yi Activity class label yi
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1 Introduction

When computers came into existence, researchers wanted to make them act like humans
(Warwick 2012). These efforts created a new field of science called artificial intelligence

and the first artificial intelligence conference was held in Dartmouth College, United
States, in 1956 (Jebara 2004). Therefore, in the early years of artificial intelligence, the
aim was to make computers intelligent by copying human behavior. However, since then
the field has evolved and no more the goal is to copy humans but to make machines
intelligent using their own strengths, such as ability to make complex calculations
without becoming tired (Warwick 2012).

Artificial intelligence can be defined several ways. For instance, it is defined as
follows: "a branch of computer science dealing with the simulation of intelligent
behavior in computers" (Merriam-Webster 2003), "the capability of a machine to imitate
intelligent human behavior" (Merriam-Webster 2003), and "a subfield of computer
science that focuses on creating computer software that imitates human learning and
reasoning" (McGrath 2001). Therefore, depending on the definition, the meaning of the
term "artificial intelligence" can be understood a bit differently. In some definitions,
the focus is on machines, as others focus on software. However, no matter which
definition is used, the research area can be divided into several sub-problems such as
reasoning, knowledge, planning, learning, communication, perception and the ability
to move and manipulate objects. Solutions for these problems are approached using
the methods of computer science such as search and optimization, logic, probabilistic
methods, statistical learning methods, and neural networks (Russell & Norvig 2003). By
studying, developing and applying these methods, the goal of this research field is to
find an effective way to understand and apply intelligent problem-solving, planning
and communication skills to practical problems (Luger 2004), and therefore, to create
intelligent technology.

In this thesis, intelligent technology is created based on the data of inertial sensors.
Inertial measurement units are devices, including sensors that can, for instance, be used
to measure acceleration and orientation of the device. If these sensors are wearable,
meaning that they are located in some fixed location at human body, for instance at
wrist, these same quantities connected to this body location can be measured. Moreover,
intelligent methods can be used to detect and recognize movements of the body part using
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the measurement data of sensors as inputs. The purpose of the movement recognition
can be, for instance, a desire to monitor everyday life of people to give useful and
helpful information, and make everyday life easier. A branch of artificial intelligence
where the assignment is to search and categorize shapes from data, and in this case, to
recognize movements from inertial data, is called pattern recognition (Duda & Hart
1973). In the literature (Pekalska & Duin 2005), the pattern recognition process is
described as a procedure to tell the difference between objects, phenomena or events.
Computational algorithms can be used to automate this process: they can be used to find
dissimilarities, similarities and regularities automatically from the signals, generalize
detection model based on these and, finally, give a recognition result (Bishop 2006).
It is worth noting that in this process dissimilarity is more important than similarity
(Pekalska & Duin 2005). The reason for this is that, before similar objects can be found
from a diverse group of objects, differences between them have to be observed and
characterized. After this, rules to distinguish and characterize objects can be formed and
used to find similar observations.

Pattern recognition sub-field called classification is employed in this thesis. The idea
of the classification process is to divide input space, based on the training data, into a set
of regions labeled according to the classification, and based on this identify, the class
label of a new observation (Hastie et al. 2003). In this study, classification methods are
applied to inertial sensor data to recognize human activities. This research area is rather
young, some early activity recognition studies had already been done in the 1990’s (such
as Farringdon et al. (1999), Aminian et al. (1999)), but Van Laerhoven & Cakmakci
(2000) can be considered as the first inertial sensor based activity recognition article.
It concentrated on recognizing daily activities using accelerometers. The idea of the
article was to study how clothes could be made aware of context. Like Van Laerhoven &
Cakmakci (2000), most of the published activity recognition articles concentrate on
recognizing activities based on accelerometers but magnetometer, and gyroscope have
been used as well (Otebolaku & Andrade 2013). In addition, similar to Van Laerhoven
& Cakmakci (2000), most studies concentrate on recognizing daily human activities;
however; activities of different types have in addition been recognized using inertial
sensors. These include medical diagnostics (Wu et al. 2007), Kung Fu arm movements
(Chambers et al. 2002), sports activities (Ermes et al. 2008), assembly tasks (Ward
et al. 2006), indoor activities (Ouchi & Doi 2012), and even food preparation activities
(Pham & Olivier 2009). In addition, many types of applications can be built based on
recognition results, such as round-the-clock health monitoring; a self-managing system
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that for instance saves the battery of a smartphone by turning off WiFi while jogging;
home automation that anticipates the user’s needs; targeted advertising based on activity
profiles, an application to corporate management to ensure the employee spends time
appropriately, and social networks which connect people based on their activity profiles
and interests (Lockhart et al. 2012).

1.1 Research scope and objectives of this thesis

In this thesis, human activities are recognized based on data of body worn inertial
sensors. These sensors can measure different aspects of movements, such as acceleration
or rotation speed, and it depends on the sensor type how these measurements can be
used to recognize movements. However, no matter what the used sensor type, activity
recognition is based on the same hypothesis: movements, or sequence of movements,
measured using inertial sensors are dissimilar between activities. What is more, in this
thesis, recognition is done user-independently. This leads to another hypothesis: it is
assumed that, although measurements from movements are dissimilar between activities,
they are so similar when different persons are performing the same activity, so that they
can be recognized as the same activity. Therefore, the activity recognition problem is a
classical pattern recognition problem: The purpose is to find the dissimilarities to detect
differences between activities, but similarities between users need to be found (Pekalska
& Duin 2005), as well. In this work, activity recognition is studied in two contexts: daily
activity recognition using mobile phones, and activity recognition in industrial context.
Both of these have special requirements and the objective of the thesis is to study these.

The usage of mobile phones in active recognition includes several challenges that
are not needed to consider when sensors specially designed for the research purposes are
used. Firstly, people carry their phones in various body locations. Secondly, a phone can
be in any orientation. Thirdly, there are hundreds of smartphone models, and these have
a specific hardware and operating system. Each of these cases affects values of phone’s
inertial sensors, and therefore, cause differences to signal values and dissimilar signal
shapes. Finally, though current flagship smartphones have huge calculation capacity,
there is a need to develop light recognition methods because of other limitations of
mobile devices, such as battery life.

When daily activities are recognized, occasional misclassifications may disturb
the user but they do not cause any other type of harm. However, when activities are
recognized in industrial context and the purpose is to recognize if the assembly line
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worker has performed tasks correctly, false classifications may be much more harmful.
However, in industrial context, sensor devices specially designed for research purposes
can be used because application is not designed to be used by masses. Moreover,
recognition methods are allowed to be more complex because battery and calculation
capacity do not set similar requirements as in the case of activity recognition using
mobile phones. Therefore, the requirements for activity recognition are highly dependent
on the context.

Based on these requirements the objectives of this thesis can be listed as follows:

1. develop a ready-to-use activity recognition system for mobile phones which is
accurate in real-life conditions,

2. study methods to lighten the classification process,
3. develop activity recognition for a context where misclassifications are not allowed.

1.2 Contributions of original publications

In this thesis, activity recognition process is studied in six publications, see Figure 1.
Original publications I & II are related to objective 1, original publications III & IV
to objective 2, and finally, original publications V & VI to objective 3. The author of
this thesis is the first author in original publications I - V and has done most of the
work related to these articles. In original publication VI, the author designed the test
scenario, and developed the state machine in co-operation with first and second author.
Therefore, the author’s contribution in publications I - V is ranging from 70 to 85% and
in publication VI about 30%. These publications include both theory and applications.
However, most of these are application oriented, while they offer solutions to recognize
activities in real-time in real-life situations. Moreover, it is shown in these publications
that energy efficient recognition does not mean low recognition rates. If computational
load is reduced wisely, using energy efficient methods, as good or ever better recognition
rates can be achieved than using normal, more complex, recognition methods. However,
at some point when energy efficiency is taken to extreme, detection accuracy starts
to fall. Therefore, energy efficient recognition and maximization of recognition rates
can be considered as opposite. In some situations, the maximal recognition rate, and
especially, the minimal misclassification rate is more important than energy efficiency.
In fact, original publications contain methods for this type of situations, as well.

Original publications I and II study how activities can be recognized accurately using
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Fig 1. The thesis consists of six original publications. Some of these are more
theoretical as others concentrate on applications. Similarly, part of the articles
shows how recognition can be obtained using minimal calculation capacity, while
the main objective in other articles is to gain maximal recognition rates without
calculation capacity restrictions.

the sensors of smartphones. In the studies, ready-to-use daily activities for smartphones
are introduced. This means that before using the activity recognition system on a mobile
phone, the user does not need to set any parameters. Therefore, methods for user-, body
position-, orientation-, and phone hardware-independent recognition are introduced. In
addition, activity detection algorithms are implemented to a smartphone and recognition
is done in real-time on the device to show that algorithms provide accurate results in
real-life conditions. What is more, real-time experiments are done using two operating
systems.

Publications III and IV present methods to make classification process lighter. A
low sampling rate means low battery consumption, and therefore, original publication
III studies how sampling frequency of accelerometer affects recognition rates when
different swimming styles are classified. What is more, two sensor locations are studied.
An other method to improve recognition rates and reduce the need of computation, when
long-term human activities are studied, is presented in original publication IV. It uses
Markovian property-based temporal information to obtain accurate classification results
using light models, and reduce the number of needed classifications. The idea of the
study is based on the characteristics of long-term activities: it is assumed that, if it is
known that a person some seconds ago was walking, it is most likely that the very same
person is still walking and does not, for example, cycle.

Publications V and VI concentrate on recognizing activities in industrial context. In
these publications, special methods are needed to minimize the number of misclassifica-
tion, because false classification can be really harmful. A novel method to improve
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activity recognition results is presented in original publication V. In the study, action
and activity recognition methods are combined in a novel way in order to improve the
classification accuracy of human activities. In the study, features of new type, called SAX
(Symbolic Aggregate approXimation) similarity features, are presented. What is new is
that SAX similarity features are a combination of the traditional statistical number-based
and the template-based classification. SAX similarity features are obtained from the
data of the time window by first transforming the time series into a discrete presentation
using SAX. Then, the similarity between this SAX presentation and predefined SAX
templates are calculated, and these similarity values are considered as SAX similarity
features. The performance of these features was tested using two different assembly task
data sets and five different classifiers.

Another method to reduce the number of misclassifications is presented in original
publication VI, where state machine-based human behavior recognition for assembly
lines is studied. In the study, activities performed by a worker are recognized in order
to be able to instruct the worker in one specific task at a time or to ensure that all the
needed tasks are performed before the product is sent forward on a manufacturing
assembly line. The worker is wearing an inertial measurement unit attached to the active
wrist of the worker. In the first phase, activities performed by the worker are recognized
and after this a state machine is used to decide when certain tasks have been performed.
These behaviors are recognized user-independently and accurately regardless of the
highly varied data. The system can be easily adapted to a user-dependent case or a case
where the amount of certain tasks in the sequence varies. In addition, the state machine
can be easily used when the order of the pre-defined tasks changes.

The methods introduced in the original publications are applied to activity recognition
data sets. However, as the basic idea of the activity recognition problem is the same
as in other pattern recognition procedures, most of the methods can be applied to any
pattern recognition problem where time-series data is studied.
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2 Terminology and related work

A lot of work related to human activity recognition has been done during the previous
years. This chapter gives an introduction to them. Firstly, the terminology used in this
thesis is presented in Section 2.1. Then, activity recognition process and methods related
to it are introduced in Section 2.2, and finally, studies closely related to the topics of this
thesis are covered in Section 2.3.

2.1 Terminology

In this thesis, human movements are studied based on data of body worn inertial
sensors. Human movements consist of three types of movements: actions, activities, and
behaviors. These can be defined as follows (Noorit et al. 2010, Hartmann 2011, Chua
et al. 2011):

Definition 1. (Action) A simple, meaningful, motion pattern is called an action.
Actions can occur periodically or singly.

Definition 2. (Activity) Activity is a sequence consisting of one or several actions.
These actions can represent same the motion or different motions.

Definition 3. (Behavior) A chain consisting of one or several activities constitutes a
behavior. Behavior has a target, and therefore, it has a starting and ending points.

Therefore, as the definitions suggest, behaviors consist of activities, and these in
their turn consist of actions. As an example, a footstep is as an action. Walking, which
obviously consists of several steps, is an activity. Moreover, when we walk from place A
to B, the performed walking exercise can be considered as a behavior. As the definition
suggests, behavior is a chain of activities, continuous walking in this case. Therefore,
sometimes instead of using the term ’behavior’, a term ’activity chain’ is used. In this
thesis, behavior and action recognition are studied only briefly, as the main contributions
of this thesis are related to activity recognition.

Bulling et al. (2014) categorizes activities as periodic, static, and sporadic. However,
in this thesis, a bit different categorization is used: non-periodic activities are considered
as the fourth category. For instance, walking, running, and cycling are periodic activities,
because they constitute a sequence of similar actions. Static activities are activities
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Fig 2. Activity recognition process is divided into three main phases, and each of
these can be divided into subphases (Incel et al. 2013).

where inertia sensor data consists mostly of white noise or vibration caused by an
external factor like an engine or roughness of road, activities of this type are for instance
standing, sitting, and driving a car. Non-periodic activities, such as playing football and
doing aerobics, are often most challenging to recognize, especially in real-time, as they
consist of several kinds of actions. Sporadic activities, such as human gestures, are
activities which occur at irregular intervals and they are activities consisting of only one
action. Therefore, often they are recognized using action recognition methods instead of
activity recognition. The activity recognition process used to detect different types of
activities is presented in the next section.ĺ

2.2 Activity recognition process and methods

The basic idea in the activity recognition based on inertial measurements is to map each
measurement to some activity label, and of course, this activity label should be the same
as the actual performed activity. Therefore, the problem of recognizing activities from
inertial data can be defined as follows:

Definition 4. (Activity recognition problem) Given activity labels A = {y0, . . . ,yn−1}
and a time series S = [{t0,m0}, . . . ,{tk,mk}], where ti is the time stamp and mi vector
of inertial measurements collected at this time stamp. The purpose of the activity
recognition process is to find mapping f : mi→ A, so that f (mi) is as similar as possible
to the actual activity performed at ti (Lara & Labrador 2013).

The process to solve this problem can be divided into three main phases (Incel et al.

2013): data collection, training, and activity recognition. In addition, each of these
can be divided into subphases, see Figure 2. In this section, each of these phases is
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Fig 3. Training consists of pre-processing, windowing, feature extraction, feature
selection and modeling.

explained and methods used in this thesis are introduced.

2.2.1 Data collection

In the first phase, the data for model training are collected. If the activity recognition
system is designed to be able to recognize n activities, training data must be collected
from at least n−1 activities. The remaining one activity can be recognize based on the
assumption that if the performed activity was not recognized as one of the n−1 from
which training data was collected, it must be the one from which training data was not
available. A good training data set includes enough variation, this way, the models
trained using the data learn exceptional circumstances as well, and therefore, work in
the wider spectrum causing less misclassifications (Vaughan & Ormerod 2003). As
people are different, they perform activities in their own way. This leads to individual
signals from every subject, although, they are preforming the same activity, see Figure 4.
Therefore, when the goal is to recognize human activities user-independently, to gather
enough variation to the training data set, i.e. subject group, from whom training data is
collected, must be big enough.

This thesis concentrates on supervised learning, therefore, each sample of the
training data must be connected to some activity. This process is called labeling (Michie
et al. 1994).

2.2.2 Training

The purpose of the training phase is to use the labeled training data to learn within-class
characteristics and between-class dissimilarities, to find generalizations to detect classes
and build a recognition model (Hastie et al. 2003, Bishop 2006). Training can be divided
into five categories: pre-processing, windowing, feature extraction, feature selection and
modeling, see Figure 3. This section explains each of these.
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Fig 4. Five individual walking signals from five subject, x-axis is time and y-axis is
square summed 3D acceleration.

Pre-processing

In the pre-processing phase, labeled training data can be modified in order to make
recognition easier, and therefore, achieve better recognition results or to fulfill the
special requirements of the application (Bishop 2006). For instance, signals can be
normalized, standardized, filtered, combined or outliers can be removed. In the case of
inertia sensor data, e.g. signal, can be smoothed using a moving average (MA) filter
(Chou 1975), sampling frequency of the training data can be reduced or 3D acceleration
signal can be combined as magnitude signal in order to eliminate the effect of gravity.

The purpose of the pre-processing can be to speed up computation by reducing the
amount of data (Michie et al. 1994) as well, for instance, the dimensionality of the data
can be reduced by transforming it to symbolic form.
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Windowing

In order to recognize human activities in real-time, most studies employ a sliding window
method (Oppenheim et al. 1999), see Figure 5. This method divides the signals from the
sensors into equal-sized smaller sequences, called windows. According to the definition
of activity recognition problem (Definition 4), the aim of the activity recognition process
is to define the activity class of each measured inertial measurement. However, when
recognition is done by using windowing, each measurement is not mapped separately.
Instead, now each window is mapped to some activity label. Therefore, it is possible to
rewrite the definition as follows:

Definition 5. (Windowing based activity recognition problem) Given a set equally
length windows W = [W0, . . . ,Wk], where Wi = {{ti,0,mi,0}, . . . ,{ti,p−1,mi,p−1}}, and a
set of activity labels A = {y0, . . . ,yn−1}. The purpose of the windowing based activity
recognition process is to find mapping f : Wi→ A, so that f (Wi) is as similar as possible
to the actual activity performed at interval [ti,0, ti,p−1] (Lara & Labrador 2013).

The advantage of using windowing is that one does not need to label each measure-
ment separately. In addition, splitting signal into windows enables real-time recognition
with a delay of window size. Moreover, adjacent windows can be overlapping, as in Fig-
ure 5 where the window size is 2.0 seconds and slide is 0.5 seconds, or non-overlapping.
Usually, overlapping provides more accurate recognition rates - a change in activity
type can be detected faster - while not using overlapping reduces the number of needed
classifications and makes recognition process lighter. Moreover, to reduce the number of
misclassified windows, the final classification is often done based on the majority voting
of the classification results of three adjacent windows. Therefore, when an activity
changes, a new activity can be detected when two adjacent windows are classified as a
new activity.

Feature extraction and selection

In order to define a class label of a window, features are extracted from windows.
Features are values or vectors that represent the relations of the data in some descriptive
and discriminatory way (Pyle 1999, Bishop 2006). Later a recognition model is built
based on generalizations, relationships, dissimilarities and similarities of an extracted
feature set (Hand et al. 2001, Bishop 2006, Hastie et al. 2003). In the case of detecting
human activities from inertial sensor data, the most used features are frequency domain
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Fig 5. The sliding window method using the window size of 2.0 seconds and a
slide of 0.5 seconds. Reprinted from original publication V. c©2011 Elsevier.

features, and time domain features.
Time domain features, which are sometimes called as basic features (Siirtola et al.

2009), are the most popular as they have been used basically in every study. The most
used time-domain features include mean, standard deviation, maximum, minimum,
percentiles, median, and zero crossings.

When frequency-domain features are used, time series signals must be transformed
from time domain to frequency domain. This is most commonly obtained using Fast
Fourier transform (FFT). The most used frequency-domain features are energy and
entropy calculated over frequency domain coefficients.

The accuracy of time and frequency domain features is compared in Khan et al.

(2013) and Yan et al. (2012). According to these studies, in most cases the classification
results obtained using time domain features are better than the ones using frequency
domain features. Naturally, the best results are gained using a combination of these
features. In addition, energy consumption of extraction of different feature types is
studied in Yan et al. (2012). As expected, it is noted that energy consumption increases
when sampling frequency increases. However, in the case of frequency domain features,
increase is logarithmic, because the complexity of the FFT transform is O(nlogn),
where n is the number of samples in the window. On the other hand, in the case of
most time domain features, increase is linear. Although, the energy consumption
difference between domains is not big, but still time domain features consume less
energy. However, the biggest difference is between using features from one domain or
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both domains. Therefore, as a conclusion, Yan et al. (2012) suggest that in order to
minimize energy consumption, only features from one domain should be used. However,
to maximize recognition accuracy, features from both domains are advised to use.

One more option is to use some other transformation, such as SAX (Symbolic
Aggregate approXimation), instead of FFT. SAX is a method to transform signal to
symbolic presentation, this way, dimensionality of the data can be reduced and according
to Stiefmeier et al. (2007) this enables fast recognition using only arithmetic operations.
Moreover, in Lin et al. (2007), it is shown that SAX is as good or better (in terms of
accuracy and efficiency) than other time series representations, when applied to different
types of data mining tasks, such as anomaly detection, motif discovery, and visualization.
The application areas, where SAX is used, contain many different fields of science such
as medicine (Keogh et al. 2006), genetics (Tseng et al. 2007), robotics (Murakami et al.

2004) and economics (Lkhagva et al. 2006). However, it is used to recognize activities
as well (Stiefmeier et al. 2007).

The method explained in Lin et al. (2003) can be used to transform time series
S to SAX presentation (Figure 6a) consisting of q symbols. First, S is divided into q

equal-sized sub-windows and from each sub-window a basic feature is calculated: in
this case, the value of the basic feature is marked mi. This way, S can be represented
as a vector SC which contains q values, Figure 6b. To transform SC into SAX form,
break points must be defined. The purpose of break points is to divide the range of the
basic feature into equal-probability areas. Each of these areas corresponds to a different
symbol from vocabulary V , and if the range is divided into v−1 separate areas using
break points, then, the size of V must be v. A SAX representation Ssax of S is obtained
by mapping each value mi of SC as a symbol of vocabulary V by determining which area
defined by break points contains the value mi, Figure 6c.

Feature selection has an important role in the activity recognition process, as usually
numerous features are extracted from signals, and it is highly unlikely that all of these
features are relevant (Ripley 1996). Feature selection methods are applied to the feature
set to find the most descriptive feature subset and, therefore, increase the accuracy
of the classification. The feature selection method used in this thesis is sequential
forward selection (SFS) (Devijver & Kittler 1982). It starts the selection of features
from an empty feature set, and, in the first phase, the algorithm tests the accuracy of
the recognition model using only one feature. It does this to each extracted feature at
time, and adds to the empty feature set the feature that recognizes the activities with the
highest accuracy. In the second phase, again one feature is added to the feature set.
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(a) Time series S to be trans-
formed to SAX form.

(b) Time series S is com-
pressed as a vector SC =

{m1,m2,m3,m4,m4}, mi is the
mean value of sub-window (red
line).

(c) As a result, SAX trans-
formed version of the time series
obtained: Ssax = {dded f}.

Fig 6. SAX transformation procedure. Reprinted from original publication V.
c©2011 Elsevier.

To decide which feature is added, it experiments the accuracy of the model using two
features, including the one selected in the first phase. The feature that improves the
recognition accuracy the most, is added to the feature set. Similarly, on each iteration,
the algorithm adds one feature to the set, the one that improves to classification accuracy
the most. The algorithm continues adding features until the accuracy does not get any
higher.

Modeling

After the desired features are selected, the classification model is trained based on
them. The classification models used in this thesis are k nearest neighbors (kNN), linear
discriminant analysis (LDA), quadratic discriminant analysis (QDA), naive Bayes,
and C4.5. Only these five classifiers are used in this thesis, but many other classifiers
have been used in previous studies, as well. In order to achieve the highest possible
recognition rates, experiments with different classifiers should be made. Although, the
recognition accuracy is not the only criterion when it is decided which classifier is used,
for instance, complexity, and therefore, the required calculation capacity can prevent
usage of some classifiers when low-end hardware is used.

LDA and QDA LDA was introduced by R. A. Fisher already in 1936, when it was
used to classify flowers based on size of sepal and petal (Fisher 1936). The idea of LDA
is to find a linear combination of features extracted from the training data that separate
the classes best. The resulting combination can be employed as a linear classifier (Hand
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Fig 7. LDA classifier finds a linear combination of features extracted from the
training data that separate the classes in a most optimal way (green line).

et al. 2001). Therefore, classifier is a linear discriminant function

f (x) = wT ·x+ω0, (1)

where x is the feature vector, w is the weight vector, and ω0 is bias (Bishop 2006).
To find optimal decision surface, such weight vector w must be found that when

samples x are projected to line, whose direction is defined by w, the separability of the
classes is maximal (Bishop 2006). The situation is illustrated in Figure 7, where squares
and dots present observations from two classes. Now, when observations are projected
to red line, it can be noted that the direction defined by the line, maximally separates
the classes. Therefore, the direction of red line is in this case vector w. Moreover,
decision surface, f (x) = 0, is marked with green line. The location of the decision
surface is defined by bias ω0. Now, if new observation x0 is classified, it belongs to
the same class with black squares if f (x0) > 0 and if f (x0) < 0 it has the same class
label as blue dots. Parameters w and ω0 are based on a ratio between-class covariance
and within-class covariance, where between-class covariance is maximized relative to
within-class covariance (Bishop 2006, Hastie et al. 2003). Covariances can be estimated
based on the training data.

The previous example explained how two classes can be separated using LDA.
However, when three or more classes are needed to classify, there are two options how
detection can be done. Let us assume that n > 2 classes are recognized. The first option
is to train n−1 classifiers, each of which are one-versus-the-rest classifiers trained
to solve if observation is from some certain class or not. The other option is to train
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n(n−1)/2 one-versus-one binary classifiers, one for each pair of classes. In this case,
the class label of unknown observation is based on majority voting amongst the results
of trained classifiers (Bishop 2006).

QDA is another widely used classifier. Ii is a similar method to LDA, but it uses
quadric surfaces to separate classes. This makes LDA a special case of QDA (Michie
et al. 1994).

LDA and QDA are both parametric models, and therefore, they suffer from the
same problems as other parametric models, i.e. they make assumptions about the
data structure based on training data and therefore cannot adapt to new circumstances.
However, parametric models are light because models are based on a limited number of
parameters counted from training data.

LDA and QDA are found to be powerful classifiers to recognize activities. LDA and
QDA are used to recognize activities for instance in Bayati et al. (2011) and Sagha et al.

(2011).

k nearest neighbors One widely used classifier for activity recognition is kNN,
which was introduced first by Fix and Hodges in 1951 (Fix & Hodges 1951). kNN
differs from the other introduced classification methods, because it is non-parametric
and, therefore, does not build model. Instead, it retains the whole training data set, and
in order to classify an unknown instance, each point from the training data set must be
looked through. Therefore, when k nearest neighbors are searched from a large training
data set, the procedure can be slow, power consuming, and requires a huge memory
capacity (Bishop 2006).

The idea behind the kNN classifier is simple: to classify new observation into the
class, to which the majority of its k nearest neighbors at training data set belong (Fix &
Hodges 1951). In other words, k most similar training data observations to unclassified
observation are searched (Hand et al. 2001). The distance between the new observation
and points of the training data can be defined for instance using Euclidean distance
(Mitchell 1997). In addition, other methods to measure point-to-point distances can
similarly be used and there are several methods available to tune different parameters of
the classifier, such as the value of k.

If large training data sets are used, kNN is not always usable in real-time applications
where calculation capacity is limited. However, in order to make classification more
efficient, detection can be based on selected part of the training data or some modified
version of kNN as was done in Kose et al. (2012).
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Naive Bayes Naive Bayes is a class-conditional classifier, therefore, to given a class
y and feature vector x = {x1,x2, . . . ,xc}, to classify x probability density functions

f (y|x) = f (y|x1,x2, . . . ,xc), (2)

must be calculated for each y (Hand et al. 2001). Using Bayes’ theorem this can be
written

f (y|x1,x2, . . . ,xc) =
f (y) f (x1,x2, . . . ,xc|y)

f (x1,x2, . . . ,xc)
. (3)

As f (y)p(x1,x2, . . . ,xc|y) = f (y,x1,x2, . . . ,xc), applying conditional probability multiple
times, the previous can be expressed in the following form

f (y,x1,x2, . . . ,xc) ∝ f (y) f (x1,x2, . . . ,xc|y)

∝ f (y)p(x1|y) f (x2,x3, . . . ,xc|y,x1) ∝ . . . (4)

∝ f (y) f (x1|y) f (x2|y,x1) . . . f (xc|y,x1,x2, . . . ,xc−1).

Equation 4 can contain a huge number of density functions and it is not easy and
straightforward to calculate. However, naive Bayes classifier is based on the assumption,
that given a class y, the features {x1,x2, . . . ,xc} of the feature vector x are conditionally
independent of one another (Mitchell 1997). Therefore, Equation 4 can be simplified as:

f (y|x) ∝ f (x|y) f (y) = f (y)
c

∏
i=1

f (xi|y), (5)

making naive Bayes classifier easy to apply when labels of the training data are known by
estimating class-conditional densities separately using one-dimensional kernel density
estimates (Ripley 1996, Hastie et al. 2003).

The assumption makes model training simple, but at the same time, it comes at a
cost. Not in every situation, it is possible to assume that features are independent, it
should be therefore considered case-specifically if this assumption is realistic or not
(Hand et al. 2001).

In the field of activity recognition, naive Bayes is popular and used already in early
activity recognition studies such as Bao & Intille (2004).

C4.5 C4.5 is a tree classification model by Ross Quinlan (Quinlan 1993) that, like
all the other tree models, partitions the space spanned by the features into a set of
rectangles, and fits simple condition to each of them (Hastie et al. 2003). To obtain
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Fig 8. C4.5 is a decision tree: decision in the higher level defines what model is
used in the next level.

maximal classification results, the majority of the points of each rectangle should have
the same class label (Hand et al. 2001). Tree models are based on sequential decisions:
decision in the higher level defines what model is used in the next level. This decision
process can be defined as a tree (see Figure 8), where decisions are at nodes, until
terminal node or leaf, which define the class label, is reached. Each node includes a
condition that divides the tree into two branches, the term subtree is used as well (Ripley
1996). If the purpose is to classify unknown observation and x = {x1, . . . ,xc} is the
corresponding feature vector, then for instance at first node some value z1 of feature x1

can be used as a rule to split the tree into two branches, and therefore, feature space into
two partitions, see Figure 8. Secondly, these partitions can be split into two, if necessary,
at the next node, using some other feature. This is continued till the leaf is reached and x
is labeled (Hand et al. 2001). In the case of C4.5, the splitting is based on the difference
in entropy (Quinlan 1993).

When the number of nodes in the tree is reasonable, C4.5 and other classification
trees are really power efficient to use. Therefore, it is used for example in real-time
activity recognition applications (Tapia et al. 2007).
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Fig 9. To define the class label of unknown signal, it must be be processed in the
same way as training data was processed.

2.2.3 Activity recognition

Finally, using the trained model, an unknown streaming signal can be classified. Before
class label can be defined, new signal must be processed in the same way as training
data was processed when recognition models were trained, see Figure 9. Therefore, first,
streaming data is pre-processed and windowed. Then, selected features are extracted
from the window and these are given as input to the trained recognition model to obtain
the predicted class. Note that when new data is classified, in each stage, the same
parameters must be used that were used to train the models (Bishop 2006).

When class label is known, different applications can be built based on that. In
Lockhart et al. (2012), different application types are presented where the results
of human activity recognition can be used. These include fitness tracking, health
monitoring, fall detection, context-aware devices, home and work automation, and
self-managing systems.

For some application areas, activity recognition results are used as inputs to obtain
more complex information. For instance, if human behaviors are of interest, state

machines can be used in the detection process. State machines are mathematical models
that can be used to decide the starting and ending points of the behaviors as well as
transitions of the states based on activity recognition results. Although, state machines
are not widely used in human activity recognition, in Stiefmeier et al. (2008), they were
used in work automation to recognize stages related to manufacturing process, and they
were used in this thesis as well.

The application areas covered by this thesis are related to recognition of daily human
activities and manufacturing activities. The state-of-the-art of these application areas are
introduced in Chapter 2.3.
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2.3 State-of-the-art of the activity recognition

The state-of-the-art of the human activity recognition studies related to the topics of
this thesis is presented in this section. The section is divided into three parts. Section
2.3.1 concentrates on daily activity recognition using mobile phones. Section 2.3.2
introduces what type of methods can be used to make classification process lighter, and
finally, methods to improve classification accuracy, especially in the context of industrial
assembly lines, are presented in Section 2.3.3.

2.3.1 Activity recognition using mobile phones

Van Laerhoven published the first inertia measurement based activity recognition study
in 2000 (Van Laerhoven & Cakmakci 2000). In the study, the recognition was based on
two acceleration sensors attached to pants. Since then, recognition has been done using
one (Ravi et al. 2005, Siirtola et al. 2009, Khan et al. 2010, Gupta & Dallas 2014) or
multiple sensors (Bao & Intille 2004, Ermes et al. 2008, Suutala et al. 2007, Koskimäki
& Siirtola 2014). Both procedures have their own advantages and disadvantages; because
more sensors produce more data, naturally, using several sensors in several places
provides more accurate results than using only one sensor. On the other hand, if the aim
is to produce a commercial product for the masses, as few sensors as possible should be
used because people will not use the product unless the sensors are easy to wear, they
are not time-consuming, and they do not disturb the user. No matter how many sensors
are used, it should be well defined which sensor positions are used to obtain the highest
possible recognition rates. In the literature, different sensor placements have been
tested and compared. However, it depends on sensors, activities and application which
placements provide the most reliable results and is the most useful (Gao et al. 2013).

The classification was done in Van Laerhoven & Cakmakci (2000) using a combina-
tion of Kohonen maps (Kohonen 1997) and probabilistic method, and the recognition
accuracy varied from 42% to 96%. Thus, already in early publications promising results
were achieved. In fact, instead of recognition rates, the more severe problem in the early
daily activity recognition studies is that they use sensors designed for research purposes
only. Most of these sensors are expensive, their availability is limited and, therefore, it
is not easy to build commercial products based on them. However, a few years ago
activity recognition field changed, suddenly, every one had a device capable to be used
in activity recognition - a smartphone. Modern smartphones include a wide range of
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Fig 10. Single person’s walking signal from five body-positions, x-axis is time and
y-axis is magnitude acceleration.

Fig 11. Magnitude acceleration signal from three Nokia N8 devices, x-axis is
time and y-axis is magnitude acceleration. Reprinted from original publication
II. c©2013 IEEE.

sensors, such as tri-axis accelerometer and magnetometer, cameras, GPS, proximity
sensor, compass, microphones and ambient light sensor; therefore, it is no wonder
that recent research has concentrated on recognizing activities using mobile phones.
Moreover, people carry their phone every where and it is with them most of the time.
Thus, these devices are especially good to monitor every day activities like walking,
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running and cycling. Mobile phones have made activity recognition applications widely
available but they bring several challenges as well:

1. Orientation (Henpraserttae et al. 2011), when the phone is located, for instance, at
the trouser’s pocket, it can be in any orientation. In different orientations the gravity
affects differently to accelerometer data

2. Body-position (Avci et al. 2010, Ichikawa et al. 2005), people have different habits
and they carry phones in different places. Movement of the phone is not similar in
different body-positions, see Figure 10

3. Different phone models (Lu et al. 2010), there are thousands of different phone
models. These phones have different hardware and operating system, which causes
difficulties to activity recognition. In addition, there are even differences between
phones that are supposed to be similar. These phones can for instance have different
calibration causing non-similar observations, see Figure 11

4. Performance (Fábián et al. 2007), it is important that activity recognition for
smartphones do not use lot of battery and disturb other applications. Therefore,
recognition algorithms need to be light

This thesis presents a method to recognize daily activities using mobile phones in
which each of these challenges is considered. Moreover, the activity recognition system
presented in this thesis is ready-to-use, which means that any user inputs are not needed
before the system can be used. In this section, it is studied how challenges presented in
Table 1 are considered in the previous studies.

Literature study shows that really high activity detection accuracies have been
achieved in most of the studies where mobile phones are used to recognize activities.
Unfortunately, one problem in the field of activity recognition is that there are not any
commonly used public data sets that could be used to compare results to previous studies.
Therefore, it is more interesting to compare studies by evaluating how many and which
challenges related to activity recognition using mobile phones have been taken into
account, than to compare recognition rates. Comparison of user-independent activity
recognition studies using smartphone accelerometers is presented in Table 1.

Overall, it can be noted that according to Table 1, although activity recognition has
been widely studied with high recognition rates, only Lu et al. (2010) and Leppänen &
Eronen (2013) have considered all the challenges. However, all the challenges have
been considered in Lu et al. (2010), activities are recognized accurately with a rate of
95%. Moreover, experiments are made using two operating systems: Symbian and iOS.

36



Table 1. Human activity recognition studies using mobile phones.

Study Activities Orien-
tation

Body-
position

Calib-
ration

Tested on device

Berchtold
et al. (2010)

10 activities (7 static,
3 periodic), 71%
recognition rate

Yes Yes No Yes, but only to test
computational load

Hirakawa
et al. (2011)

3 activities (2 static, 1
periodic), recognition
rate not available

- - - Yes, but recognition
on server side

Kose et al.
(2012)

4 activities (2 static, 2
periodic), 92% recog-
nition rate

Yes No No Yes

Khan et al.
(2013)

6 activities (2 static, 4
periodic), 87% recog-
nition rate

Yes Yes No Yes

Kwapisz et al.
(2011)

6 activities (2 static, 4
periodic), 92% recog-
nition rate

No No No No

Leppänen
& Eronen
(2013)

5/7 activities (2 static,
3 periodic / 2 static,
4 periodic + null),
recognition rate 91%
/ 73%

Yes Yes Yes Yes, but only to test
computational load

Liang et al.
(2013)

11 activities (5 static,
6 periodic), 85%
recognition rate

No No No No

Lu et al.
(2010)

5 activities (2 static, 3
periodic), 95% recog-
nition rate

Yes Yes Yes Yes, but only to test
computational load

Thiemjarus
et al. (2013)

6 activities (3 static, 3
periodic), 79% recog-
nition rate

Yes Yes Yes No

Yang (2009) 6 activities (3 static, 3
periodic), 91% recog-
nition rate

Yes No No No
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Classification accuracies are obtained using J48 decision tree as a classifier, trained
using both time and frequency domain features. It is noticeable, that in Lu et al. (2010),
accelerometers were calibrated in order to compensate hardware variations. The study
offers two ways to calibrate sensors, a user driven and automated method. In the user
driven calibration method, the user is told to hold the phone on a certain position, and
based on this information, variations in sensor values caused by different accelerometer
alignments can be calculated. The automatic calibration method tries to find samples
where the phone is stationary, and calibration is done based on these samples. According
to the study, it takes approximately one or two days to collect samples which can be used
to calibrate sensors. Therefore, the method presented in Lu et al. (2010) is not usable
right after installing the application and so it is not ready-to-use. Another study where all
the challenges are considered is Leppänen & Eronen (2013). The study uses frequency
domain features calculated from magnitude acceleration signal, and the presented
activity detection system is orientation- and calibration-independent. In addition, the
training data to build models is collected from several body positions, however, it is not
stated from which positions. Therefore, the presented activity recognition system is
ready-to-use. However, neither Lu et al. (2010) nor Leppänen & Eronen (2013) present
online recognition rates, online experiments are only made to show that systems are
light enough to be used in real-time. Although other studies have not considered all the
challenges, they have covered some of them. Therefore, it is worthwhile to study how
challenges have been solved.

Most of the activity recognition studies of Table 1 are phone-orientation independent.
As known, the mobile phone can lay in a pocket in numerous orientations. Moreover,
the gravity affects differently to sensors in different orientations. Naturally, this causes
challenges to activity recognition. Therefore, in order to obtain reliable results the effect
of gravity must be eliminated. There are two ways to eliminate the effect of the gravity:
(1) by recognizing the orientation of the phone or (2) by eliminating the orientation
information. Perhaps, the easiest method to eliminate the effect of gravity is to combine
the three-dimensional acceleration signal as one-dimensional magnitude acceleration
signal using square summing (Kose et al. 2012, Leppänen & Eronen 2013). The problem
with this method is of course that it loses three dimensional information. However, it can
still provide accurate results, as Kose et al. (2012) and Leppänen & Eronen (2013) show.
On the other hand, it is possible to infer the orientation of a phone within the horizontal
plane (Kunze et al. 2009) or vertical plane, which is the angle towards earth gravity.
The latter is more widely used and presented in Mizell (2003) where gravity direction
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is estimated based on the mean of acceleration values on each axis. In the study, it is
shown that averaging accelerometer samples and subtracting the average value from
the raw readings gives a good estimation of acceleration caused by the user’s motion
rather than gravity. In addition, using vector dot products the amount of vertical and
horizontal acceleration in the user’s coordinate system can be estimated. This or other
averaging-based method is used for instance in Lu et al. (2010), Yang (2009), Khan et al.

(2013). Moreover, orientation can be estimated using gyroscope and magnetometer
values, if these are collected along with accelerometer values (Ustev et al. 2013).

In some articles, assumptions about phone orientation are made based on body-
position of the phone. However, people are different and they do not carry their phones
at the same body-positions. Because movement of the phone is placement specific, a
model trained to recognize activities from one position does not work on other location
(Berchtold et al. 2010, Henpraserttae et al. 2011, Thiemjarus et al. 2013), see Figure
10. There are two different solutions to this problem: to recognize body-position
(Kunze & Lukowicz 2007, Fujinami & Kouchi 2013), or to use the more commonly
used approach, and to collect training data from each of these locations and train
body-position independent models based on this data set. Body-position independent
studies presented in Table 1 are using the latter approach and can recognize activities
from three to six positions.

The challenge occurring because of different operating systems and hardware
is ignored in most of the studies, although different hardware and operating system
combinations behave differently. There are even differences between phones of the same
brand and model. This is because there is always variation at the manufacturing process.
For instance, calibration between phones can vary, see Figure 11. As already mentioned,
in Lu et al. (2010), two methods to solve the calibration problem were introduced: a
user driven and automated method. However, there methods cannot be used when the
aim is to build a ready-to-use activity recognition system. Another study, where the
calibration problem is considered, is Thiemjarus et al. (2013). In the study, sensors were
calibrated based on 10 second long walk signal. A different solution is presented in
Leppänen & Eronen (2013), where calibration differences are considered in the feature
extraction phase. The features used in the study are based on the shape of the signal’s
frequency spectral where pitch information is ignored, and not on time domain signal.
Moreover, spectrals are scaled so that lower frequencies, which are most informative for
activity recognition purposes, have higher resolution. When two phones with different
calibration are used during the same activity, the shape of the signal in both cases is
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approximately the same but they are at not at the same level. However, when these
signals are transferred to the frequency domain, spectrals between signals are similar
when zero term, which is related 0 Hz frequency, and therefore, the level of the signal,
is ignored. Therefore, the calibration is not an issue in Leppänen & Eronen (2013).
However, the problem with frequency domain features is that they are less accurate and
more energy consuming than time domain features (Yan et al. 2012, Khan et al. 2013) .

On device and real-world recognition is always more challenging than recognizing
activities offline from the data collected at laboratory conditions. This was shown in
Ermes et al. (2008) where it was studied how the recognition rate decreases when activity
recognition models trained using the supervised data are tested with unsupervised data.
In the study, the model was trained to recognize nine different sports/everyday activities
and when it was tested using supervised data, the recognition rate was 91%. When
the same model was tested using unsupervised data, including four out of nine trained
activities, the average recognition rate was only 64%. Therefore, in order to ensure
that activity recognition algorithms work as planned, algorithms should be tested in
real-time. There are two option how to do this: to implement algorithms on device
or to use server-client collaboration model and to do the recognition on server. The
latter is used in Hirakawa et al. (2011) to recognize three activities. Unfortunately, the
article lacks information on how recognition is obtained. Therefore, it is impossible to
know if recognition is done orientation-, calibration-, and body-position independently.
Moreover, algorithms are implemented to the server only to show that the used procedure
is fast enough to recognize activities in real-time, and therefore, online recognition
rates are not available. This is the case in most of the studies where algorithms are
implemented on device, as well (Berchtold et al. 2010, Hirakawa et al. 2011, Kose et al.

2012), in other words, online experiments are made only to show that the calculation
capacity of the phone is high enough to run algorithms in real-time. However, in Khan
et al. (2013), the proposed activity recognition algorithms were implemented to an
Android smartphone and real-time on device experiments were performed by ten persons
whose data was not used in the training phase. Although test subjects had different
physical characteristics and they belonged to different age groups, recognition rate of
87% was achieved. Recognition rates were obtained by classifying activities using
artificial neural network as a classifier.

Recently, human activity recognition has attracted big companies like Google and
Apple. In 2013, Google announced Location API for Android developers (Google 2013)
which enables recognition of a limited number of daily activities. Apple’s solution is
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different, iPhone 5S includes a microchip called M7 that provides real-time information
about current transportation mode (Apple 2013). There are no scientific studies available
regarding how accurate these are but when developing new daily activity recognition
algorithms, these commercial solutions offer a ground truth to show performance of the
algorithms.

2.3.2 Energy-efficient recognition

On focus of this thesis is to present methods for energy-efficient recognition to enable
accurate real-time activity recognition also on devices that do not have high calculation
capacity or some other limitations. This section introduces what other researchers have
done in this area.

Modern mobile phones have a huge calculation capacity and plenty of memory.
As previously told, it is shown that these devices are powerful enough to run activity
recognition algorithms in real-time. However, energy consumption has remained as an
issue while using sensors continuously eats a lot of battery. Moreover, it should be able
is to run algorithms even in devices (such as smart watches) that have less power and
smaller batteries. Therefore, it is important to study how recognition could be done
using less calculation capacity and load less battery.

Usually, high sampling rates of the sensors are used to obtain as high recognition
rates as possible, often sampling rates higher than 50 Hz are used, e.g. (Bao & Intille
2004, Ward et al. 2006, Siirtola et al. 2009, Bächlin et al. 2009, Gupta & Dallas 2014,
Guiry et al. 2014). However, the higher the sampling rate, the higher is the battery
consumption as well. In order to find optimal trade-off between recognition accuracies
and battery consumption, it should be studied how the sampling rate affects recognition
rates. In fact, in Khan et al. (2013), it is shown that raising the sampling rate from 20Hz
to 120Hz approximately doubles the energy consumption. However, at the same time,
high recognition rates are obtained using 20Hz sampling rate and the recognition rate
improves only by a margin when features for classification are chosen to support low
sampling rate. In fact, for a long time, it was claimed in the previous studies that the
lowest frequency that can be used to recognize human activities reliably is 20Hz (Bouten
et al. 1997, Hill 1993). However, recent studies have shown that this is not the case.
Experiments using really low sampling rates are made in Liang et al. (2013). Eleven
activities are recognized in the study at the frequency of 2Hz. Activities are recognized
using time-domain and frequency-domain features with rates varying from 80% to
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100%, on average, the recognition rate is 85%. Although in the study, only one sensor
position was used in predefined orientation, the study still shows that low sampling rates
can be used to recognize human activities and that the reduction of sampling rate from
20Hz to 5Hz improves battery life approximately 50% while recognition rate reduces
about 5 percentage units.

Most of the activity recognition studies have concentrated on recognizing everyday
activities such as walking, cycling, running, sitting and standing. What is common with
all of these activities is that they are all of long-term. Therefore, a Markovian-based
assumption can be made. If it is known what activity a person performed a while ago, it
can be assumed that most likely the person is still performing the same activity. This
assumption is used to make energy-efficient activity recognition algorithms. One of
the studies using this information is Lu et al. (2010). Markovian based information is
used to improve the classification accuracy while detecting activities from microphone
data. In the article, feature vectors of two adjacent windows are compared using cosine
distance. If the distance is smaller than some predefined threshold, it is considered that
both windows represent the same class label. Therefore, time and energy consuming
classification process can be skipped. The same idea is applied to accelerometer data in
Srinivasan & Phan (2012). The study represents a two-tier classifier which consists of
two classifiers: binary classifier which classifies activity as idle or non-idle, and another
classifier that can recognize non-idle activities. The first classifier is light and it uses a
very small window in the recognition process. If idle-activity is detected, it is assumed
that the user stays idle for a while, and the application goes to the sleep mode for some
predefined time. In addition, a more time consuming second classifier is needed to use
only when non-idle activity is recognized by the first classifier.

Low sampling rate and Markovian-based assumption are combined in Yan et al.

(2012). In the study, the effect of different sampling rates on the recognition accuracy
of ten everyday activities is studied. The study shows that the reduction of sampling
rate from 100Hz to 5Hz affects differently different activities. In most cases, sampling
rate has only a slight effect on recognition accuracy but for instance, detection of
walking-activity reduces over 7 percentage units. However, in this case, elevator up- and
down- activities can be recognized much more reliably by using low sampling rate.
Based on these experiments, activity specific sampling rates and features are defined.
In the classification process, at the first phase, unknown activity is detected as one of
the ten activities. Markovian based assumption is then made, and it is assumed that
activity does not change, so sampling rate and feature set are switched to correspond
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the detected activity. Classification using these parameters is used until change of
activity is detected. Moreover, in Krause et al. (2005), five everyday activities are
recognized using 6Hz sampling rate. To make classification process lighter, based on the
Markovian-based assumption, activities were not classified continuously, instead only
at selected time points. When algorithms are trained using data from three persons,
collected using a wrist-worn device, the method provides 82% user-independent accuracy
while classification time points are selected so that 38% of the data is used in the
recognition process.

2.3.3 Reducing the number of false classifications

Most of the articles have concentrated on recognizing from five to ten everyday activities
and it is shown that these can be recognized with a high rate. However, when more
activities and more complex activities are recognized, innovative methods are needed
in order to obtain good recognition rates. In addition, when everyday activities are
recognized, occasional misclassifications may disturb the user a bit but they do not
cause any other type of harm. Moreover, when the activities are recognized for instance
in the context of manufacturing assembly lines and the purpose is to recognize if a car
assembly line worker has correctly performed assembly tasks, false classifications may
be much more harmful.

Recognition accuracy can be improved by improving any phase of the activity
recognition process. In this thesis, improvements are introduced to the feature extraction
phase by introducing new types of features. In addition, the thesis presents a method to
event-based activity recognition which can be used to reduce the number of misclassifi-
cations. This is done by adding a second classifier to the classification process which
uses the results of the first classifier as inputs. The state-of-the-art related to these are
introduced in this section.

Template-based features to improve recognition accuracy

According to the Definition 2, activities are series of actions. Therefore, it is possible
to build an activity recognition system based on action recognition methods, such as
template-based matching (Muscillo et al. 2007). However, often template-based are more
time consuming than feature-based methods when applied to activity recognition, and
therefore, not widely used. Action detection is more used in other types of recognition
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tasks, such as medicine (Chang & Im 2014), gesture recognition (Siirtola et al. 2010),
genetics (Tseng et al. 2007), and economics (Chang et al. 2008).

However, in the study by Frank et al. (2010), an activity recognition system based
on geometric template matching was introduced. In the study, it was used to recognize
six periodic daily activities. In order to recognize these activities, time-delay embedding
corresponding to each of the six activities were built. In this case, time-delay embedding
is a reconstruction of the state and dynamics of a periodic activity from acceleration
measurements. To reduce noise, the dimensionality of the embedding is reduced using
principal component analysis. To define the class label of a signal segment, signal
is projected to model space and it is compared to embeddings of each activity using
template matching. The most similar embedding to the signal segment is considered as a
class label of the segment. Moreover, the method is relatively light, it works in real-time
when implemented to a smartphone (Frank et al. 2011).

Behavior recognition

Sometimes, class labels of single windows are not of interest, instead it is more important
to monitor the type and duration of activity chains and, therefore, to detect behaviors.
Benefit of behavior recognition compared to activity recognition, is that by monitoring
activity chains, single misclassifications can be ignored as outliers. In addition, in some
context, the order of behaviors has an important role, for instance, when manufacturing
assembly tasks are monitored. Often, assembly tasks consist of several steps, and in
order to correctly perform tasks, these steps must be done in a certain order. The order
of the behaviors can be monitored using state machines.

A system that can automatically recognize if a car assembly line worker has correctly
performed assembly tasks is studied in Stiefmeier et al. (2008). The study consists
of two case studies, in the first, case the purpose is to attach the front lamp of a car.
Recognition of performed activities is based on several technologies and both wearable
and environmental sensors are used. These technologies include inertial sensors, force-
sensitive resisters, RDIF technology, and magnetic switches. In the recognition process,
signals from these sources are fusioned, transformed as strings and the classification
process is based on string-matching methods. Finally, a state machine is trained to
recognize assembly steps, transitions between steps, and correct task performing order.
The state machine gets the recognized activities as inputs and as an output it tells whether
correct assembly steps were performed in the correct order or not. Similar state machine
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-based behavior recognition is used in another case study as well. In this case, only
wearable sensors were used to verify the functionality of user-accessible parts of a car.
However, the number of inertial sensors was seven, in addition, force-sensitive resistors
and ultra-wideband system were used as well. In both cases, recognition is based on the
string-matching method introduced in Stiefmeier et al. (2007), where the durations of
assembly tasks were detected as well. Five inertial sensors were used, and the data
from each source was classified separately. Classification results were fused, and start
and end point of the activities were determined by fusing these classification results
and using overlapping detection. The same method was used in Ogris et al. (2012) to
recognize bicycle repairing activities.

Manufacturing tasks are modeled based on sequences of activity recognition results
in Hartmann (2011). The context of the research is PC assembling from several
components. Activity recognition is based on two inertial sensors, at both wrists, and
two cameras to detect that correct components are installed to correct positions. In the
first phase, activities are recognized using a sliding window technique. Secondly, using
these results as inputs, behaviors are recognized, In this case, behaviors are tasks related
to manufacturing process. Performed tasks, and durations of the tasks, are recognized
from activity sequences. Task recognition is obtained using hidden Markov model-based
state models. Using these models, in the first phase, candidate task regions are searched
among sequences of detected activities, and then, these regions are examined in more
detail by measuring the likelihood between observations and model describing a certain
task to detect tasks.

Industrial assembly lines are not the only context where misclassifications are
severe, for instance in the hospital environment, classification mistakes can be lethal.
Such activities are studied in Momen & Fernie (2010, 2011). They have studied how
beginning and ending points of nursing behaviors can be detected without training
data. Detection is based on an adaptive filter where statistics of the streaming signal are
compared to history data to find changes. When changes are detected, it is assumed that
activity changes. When the method was tested with accelerometer data collected from
eight subjects performing six nursing activities, in five cases out of eight, the recognition
rate of the ending and starting points of the activities was above 90%. What is more,
nursing activities from the same data were detected. Sensor data were available from
seven body positions and the average detection rate regardless of sensor location was
83.8% using 1-NN classifier. The highest recognition rate (85.4%) was achieved from
sensor located at the right wrist.
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Vacuuming behavior and its duration is recognized in Mori et al. (2009). Information
from several sources is used, the user is equipped with a tri-axial magnetometer, and
slippers and gloves with an RFID reader while RFID tags are installed to floor and every
object. Therefore, recognition is based on three things: position of the user in the room,
posture of the user, and touched objects. This information is used to build conditions for
starting and end point of the vacuuming activity. It is considered that vacuuming activity
has started when the defined start condition has been detected at a certain rate in the
recent past. Similarly, activity is considered ended when the defined end condition has
been detected at a certain rate in the recent past. In the article, only one behavior is
detected and it does not provide recognition rates.

46



3 Recognizing human activities based on the
data of inertial sensors

The previous chapter explained what methods can be used in the classification process.
In this chapter, those methods are used to recognize human activities. In addition, new
methods to improve different stages of classification are presented.

The chapter is organized as follows: Firstly, Section 3.1 introduces how real-time
activity recognition can be done on a smartphone. Two methods to make classification
process lighter are introduced in Section 3.2. Section 3.3 presents what type of activity
recognition processes can be used in environments where energy-efficiency is not an
issue, but false classifications can be really harmful.

3.1 Recognizing daily activities using smartphones

In original Publications I and II, real-time activity recognition using a smartphone is
studied. The purpose of these publications is to present ready-to-use activity recognition.
This means that the user does not need to set any parameters or do any other actions
before he/she starts to use the activity recognition system. Therefore, the system
presented in this study is user-independent, hardware-independent, body-position
independent and orientation-independent. In addition, the system is designed to be used
online on the device, therefore, it has to be light.

3.1.1 Daily activity data sets

The training data for a mobile daily activity recognition was collected using a Nokia N8
smartphone running Symbian operating system. N8 includes a wide range of sensors:
tri-axis accelerometer and magnetometer, two cameras (12 MP and 0.3 MP), GPS,
proximity sensor, compass, microphones and ambient light sensor. Still, only the tri-axis
accelerometer was used in this study to detect activities.

Different phones have different hardware, and therefore, the maximum sampling
rate at smartphones can differ. Thus, in order to achieve mobile phone-independent
results, the highest possible sampling rate was not used. Although accelerometers
were running at full speed during the collection of the training data, all the samples
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were not stored nevertheless, and therefore, not used in activity recognition process.
Instead, the latest value from the accelerometer was called at every 25 milliseconds and
stored to a file. Therefore, the used sampling frequency was 40Hz, which is much less
than the maximum sampling frequency of most phones. The used method enables the
same sampling frequency to any smartphone, where the maximum frequency of the
accelerometer is at least 40Hz, making recognition less phone model dependent.

Two data sets were collected using Nokia N8, one for body position dependent
recognition, the other one for body position independent recognition. Both data sets
include periodic and static activities.

In the online experiments, two phone models were used: Nokia N8 and Samsung
Galaxy Mini. Galaxy Mini is a low budget smartphone running Android 2.2.1 operating
system. It includes tri-axis accelerometer, proximity sensor, compass and 3.15MP
camera. It uses 600MHz ARMv6 processor.

Data set 1

The daily activity data set 1 was collected from eight healthy subjects. The trousers’
front pocket was fixed as the phone placement, but the subject was allowed to determine
orientation of the phone and whether the phone was placed in the left or right pocket.
The participants performed five different activities: walking, running, cycling, driving a
car, and idling, that is, sitting/standing. The total amount of the data collected was about
four hours.

It is noticeable that walking and running are different from the other three activities
because everyone has a personal walking and running style. Other activities are not
personal, for instance, while cycling, the movement trajectory is predefined. Therefore,
the models to recognize walking and running are most challenging to train.

Data set 2

The daily activity data set 2 was collected from seven healthy subjects. The subjects
were carrying five phones at the same time. They were located at trousers’ front pocket,
jacket’s pocket, at backpack, at brachium, and one at the ear. Also in this case, the
participants performed five different activities: walking, running, cycling, driving a
car, and sitting/standing. However, there is no data from each activity from each body
position. For instance, subjects were not allowed to cycle while holding a phone at the
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ear because of safety issues. Moreover, data were collected when a phone was laying
on the table. Therefore, six activities were recognized. The total amount of the data
collected was about fifteen hours.

3.1.2 User-independent real-time activity recognition on
device

Publication I concentrates on showing that user-independently daily activity recognition
on the device in real-time in real-life situations can be done with high accuracy.
Experiments were done using two phone models, Nokia N8 and Samsung Galaxy Mini.

Modeling

The aim of this study was not body position-independent recognition; instead, the goal
was to recognize activities when the mobile phone is placed in the trousers’ front pocket.
However, the mobile phone can lay on the pocket in numerous different orientations.
There are two ways to eliminate the effect of the orientation: (1) by recognizing the
orientation of the phone, or (2) by eliminating the orientation information. On the
other hand, the orientation of a moving object is impossible to recognize using only
accelerometers. Therefore, the effect of orientation had to be eliminated. Thus, in
the preprocessing stage, the three acceleration channels were combined as one using
square summing to obtain the magnitude acceleration, which is orientation independent.
Moreover, the orientation of the phone has limitations, the screen or the back of the
phone is always against the user’s leg when the phone is in the pocket. Therefore, it was
tested if features extracted from a signal where two out of three acceleration channels
were square summed would improve the classification accuracy.

The real-time activity recognition was done using a sliding window technique.
Window size was set to 300 observations, which is 7.5 seconds, because the sampling
frequency was 40Hz. In offline recognition, the slide between two sequential windows
was 75 observations, while in online recognition, the slide was set to 150 observations to
speed up the calculations. Moreover, to reduce the number of misclassified windows,
the final classification was done based on the majority voting of the classification results
of three adjacent windows. Therefore, when an activity changes, a new activity can be
detected when two adjacent windows are classified as a new activity. For instance, if the
slide is 150 observations, a new activity can be detected after 450 observations, which is
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around eleven seconds if the sampling rate is 40Hz.
The total number of 21 features was extracted from magnitude acceleration sequences.

These features were standard deviation, mean, minimum, maximum, five different
percentiles (10, 25, 50, 75, and 90), and a sum and square sum of observations
above/below a certain percentile (5, 10, 25, 75, 90, and 95). These features were
extracted from the signals where two out three acceleration channels were square
summed together as well. It was noted that the combination of x and z axis signal
channels improved the classification most. Therefore, from each window, the total
number of 42 orientation independent features were extracted, 21 features from the
magnitude acceleration signal and 21 features from the signal where x and z were square
summed.

The classification was obtained using a two stage procedure. In the first classification
stage, a model is trained to decide if the studied subject is currently active (walking,
running or cycling) or inactive (driving a car or idling). In the second stage, the exact
activity label is obtained. One model has to be trained to classify an active activity as
walking, running or cycling, and the other to classify an inactive activity as idling or
driving.

The models were trained offline using the daily activity data set 1. These models
were implemented to two operating systems (Symbian and Android) and used in online
tests as well. To compare different classifiers, the classification was performed using two
different classification methods, kNN and QDA. The most descriptive features for both
models were selected using a sequential forward selection (SFS). QDA classifiers were
trained using the whole training data set, similar to offline version of kNN. However,
because of the limited computational power of the smartphone, the activity recognition
on the device using kNN was performed using only a limited number of randomly
chosen instances from training data.

Offline experiments

The purpose of the offline recognition is to build and test accurate models that can later
be implemented on a mobile phone to enable user-independent and operating system
independent real-time recognition of the activities on the device.

To obtain reliable user-independent results, the training was performed using the
leave-one-out method, so that each person’s data in turn was used for testing and the
other seven sequences were employed for model training.
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Table 2. The results of offline recognition using daily activity data set 1.

Classifier Idling Walking Cycling Driving Running Total

QDA 94.3% 95.6% 94.3% 94.2% 100.0% 95.7%

kNN 94.5% 90.2% 94.6% 93.8 % 99.6% 94.5%

The offline recognition results show that the method enables accurate results. Each
activity is recognized with high accuracy. The average classification accuracy using
QDA is 95.7% and using kNN it is 94.5%, see Table 2. The average accuracies are
obtained by calculating the true positive rate of each class and by calculating the average
of these.

Online experiments

An activity recognition application for Symbian devices was built using Qt programming
language. In addition, the Android-version of the activity recognition application
was built using Java programming language and tested using Samsung Galaxy Mini
smartphone.

Online recognition experiments were performed in two phases: first, recognition
experiments were done using Nokia-phones, and then, using Android-phones. The
real-time classification using Nokia-smartphones was tested by seven persons’ phone
in their trousers’ front pocket. Three of these were different from the eight subjects
that collected the data for training the recognition models. Another experiment was
done using Android phones by five subjects, again, carrying the phone on their trousers’
front pocket. Based on the experiences using Nokia phones, only QDA classifier was
implemented to Android-phone. The recognition results are shown in Table 3. The
average accuracies are obtained by calculating the true positive rate of each class and by
calculating the average of these.

Discussion

When the detection rates of on device recognition using Nokia N8 are studied in detail,
it can be seen that using the models trained offline, the recognition rates on Nokia N8
device are around as high as offline recognition results. In the offline case, the average
classification accuracy using QDA is 95.4%, while performing online recognition on

51



Table 3. The results of online recognition.

OS Classifier Idling Walking Cycling Driving Running Total

Symbian QDA 99.4% 92.7% 94.6% 95.9% 98.4% 96.2%

Symbian kNN 90.1% 99.9% 92.3% 91.6% 96.7% 94.1%

Android QDA 95.9% 98.9% 94.5% 83.3% 100.0% 94.5%

Nokia N8, the average recognition rate using QDA is 95.8%. The results using kNN
are quite similar, and the difference between classifiers is not statistically significant.
However, classification using QDA is light, it uses under 5% of CPU capacity when
QDA is employed as a classifier; thus, other applications can be run alongside. Therefore,
Android experiments were obtained only using QDA.

The results using Android -phone are really good with every subject. For instance,
running is recognized perfectly with rate 100.0%. All the other activities were recognized
with really high accuracy as well. The only exception was car driving activity, where
detection accuracy was lower than expected. However, the main reason for this was red
traffic lights which caused long unwanted stops.

Based on the results, it is clear that user-independent activity recognition works
reliably and operating system-independently. Although the results from both operating
systems are quite similar, it seems that, the on device recognition results using Android-
phone are a little higher than the ones gained using Symbian phone. However, as
subjects did not carry Symbian and Android phones simultaneously, the real-time
recognition results of Table 3 are not fully comparable.

3.1.3 Ready-to-use activity recognition

A ready-to-use activity recognition system is presented in original publication II. This
means that the system does not require any calibration or user inputs, it can be used
right after installation. Therefore, in addition to the requirement of activity recognition
system presented in Section 3.1.2, the recognition must be hardware- and body position-
independent. To fulfill the hardware-independent requirement, calibration-independent
time domain features are introduced.
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Calibration independent time domain features

A 3D accelerometer is a sensor consisting of three accelerometers that are perpendicular
to each other. However, in reality, in each phone, these sensors are aligned a bit
differently. Therefore, the output data of the sensors is dependent on the used phone
making the classification result dependent on the phone. Figure 11 shows a magnitude
signal from three different N8 smartphones when the phone is still on the table. Values
vary from 9.1 to 10.0 m/s2 and this variation causes misclassifications.

Because of the different calibration, accelerometer values from different phones are
at a different level. However, the shapes of the signals are approximately the same,
only the absolute values differ by some constant. This is not an issue if only frequency
domain features are used and the zero term, which is related to the average value of the
signal, is ignored. However, it is shown in Yan et al. (2012) and Khan et al. (2013) that
time domain features provide better recognition rates with lower energy consumption.
Therefore, it is worth studying how time domain features can be used with sensors with
varying calibration. In the previous studies where time domain features are used, this
difference is normally fixed by using automated or user-driven calibration. However, if
the purpose is to build a ready-to-use activity recognition system, these cannot be used.
However, because the difference in the signal level is the only major difference caused
by different calibration, in this study, differences are eliminated simply by subtracting
the mean of the window’s values from each value of the window. This way, calibration
differences can be eliminated already in the feature extraction phase and automated or
user-driven calibration is not needed.

After subtraction, 19 time domain features were extracted from magnitude signal
and from the signals combining two out of three acceleration channels after calibration
differences were eliminated, so together 76 features were extracted. These features were
standard deviation, minimum, maximum. In addition, instead of extracting percentiles,
the remainder between percentiles (10, 25, 75, and 90) and median were calculated.
Moreover, the sum of values above or below percentile (10, 25, 75, and 90), square
sum of values above or below percentile (10, 25, 75, and 90), and number of crossings
above or below percentile (10, 25, 75, and 90) were extracted and used as features. Note
that the mean was not one of the features since it is zero for every window caused by
eliminating calibration differences.
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Table 4. Offline experiments show that activities are recognized with high accu-
racy from every body location.

Trouser’s
pocket

Jacket’s
pocket

Backpack Ear Brachium Table

accuracy 99.5% 97.3% 97.8% 96.7% 98.9% 98.7%

Modeling

The classification result was obtained using the decision tree, which classifies activities
using a three stage procedure. In the first classification stage, a model is trained to
decide if the studied subject is currently active (walking, running or cycling) or inactive
(driving a car, sitting, standing or a phone on the table). After this, one or two more
classifications are needed to perform in order to obtain the exact activity. Altogether,
classification process requires training of five binary classifiers. These models were
implemented to a smartphone and used in online tests as well. Based on the results
presented in Section 3.1.2, QDA (quadratic discriminant analysis) was decided to use
as a classifier. In order to achieve the highest possible recognition rates, the most
descriptive features for each model were selected using a sequential forward selection
(SFS) method. Moreover, to obtain reliable user-independent results, the training was
performed using the leave-one-out method, so that each person’s data in turn was used
for testing and the rest of the data were employed for model training.

Experimenting ready-to-use recognition

The experiment consists of two parts: offline recognition and online recognition. The
purpose of the offline recognition is to show that the method is user-independent and,
in addition, to show that it is body position-independent. The models used in offline
recognition are then implemented to a mobile phone and online experiments are made to
show that the presented system is reliable regardless of the operating system and the
hardware variations of the mobile phones, in other words, to show that the used time
domain features are calibration independent. Moreover, experiments are made to show
that the method presented is light enough to be used for real-time recognition. Online
experiments are performed by a person carrying six smartphones.

Offline experiments show that using the presented method activities are recognized
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Table 5. Real-time on device recognition rates of different activities using Symbian
smartphone.

Activity Recognition rate
walking 94.5 %
cycling 93.5 %
running 100.0 %
sitting/standing 90.8 %
driving 84.5%
on the table 99.2%

Table 6. Real-time on device recognition rates of different activities using Android
smartphone.

Activity Recognition rate
walking 94.4 %
cycling 91.8 %
running 95.4 %
sitting/standing 89.0 %
driving 85.1%
on the table 93.2%

with a high accuracy user-independently, see Table 4. In addition, all the activities are
detected almost perfectly from each body-position. In addition, hardware variations
between phones are not an issue, this can be seen from the results because the training
data is collected using five different smartphones and activities from each phone are
detected reliably.

Online recognition accuracies are high, however, not as high as offline recognition
results, see Tables 5 and 6. The difference between recognition rates of online and
offline scenarios is most likely caused by real-life situations from which there is no
training data. For instance, the recognition rates for driving a car in the online case
were not as high as in the model training phase, because there were a lot of red traffic
lights. In addition, while cycling, people tend to just taxi at times, so they do not pedal
constantly.
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Table 7. Real-time on device recognition rates of activities from different body
positions using Symbian smartphone.

Body position Recognition rate
trousers 94.2 %
jacket 94.9 %
backpack 92.9 %
ear 100.0 %
brachium 93.1 %
table 99.2 %

Table 8. Real-time on device recognition rates of activities from different body
positions using Android smartphone.

Body position Recognition rate
trousers 90.8 %
jacket 90.2 %
backpack 96.3 %
ear 100.0%
brachium 90.5 %
table 93.2 %

Discussion

In this section, high recognition accuracies were achieved in both offline and online
cases. The recognition was done user-, hardware-, orientation-, and body position-
independently. To enable hardware-independent recognition, calibration-independent
time domain features were introduced. Real-time recognition was tested using Android-
and Symbian- phones. According to the results presented in Tables 5, 7, 6, and 8, there
is not much difference in the recognition rates between operating systems. Neither when
the rates between activities are compared, nor when the rates between body positions are
compared. In fact, in both cases, the difference is not statistically significant according
to the paired t-test. However, sitting/standing -activity was an exception. Both operating
systems recognized it with approximately same accuracy but misclassification was
classified to different classes. Symbian misclassified it to on table-activity, while Android
misclassified it as driving. It should be further studied what caused this difference. Thus,
the results are not fully comparable because not all phones were carried at the same
time. Still, it seems that different hardware and operating system do not affect heavily
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the detection rates. Therefore, in can be said that the presented activity recognition
system is hardware and operating system independent, and therefore, the presented time
domain features are calibration independent. It works with every smartphone where the
maximum sampling rate of the acceleration sensors is higher than 40Hz. It is light as
well, Symbian-version of the application uses around 15% of CPU capacity of the Nokia
N8; thus, other applications can be run alongside.

3.2 Towards lighter recognition

The results presented in Section 3.1 show that current smartphones have enough
processing power to run online classification without disturbing the other functionalities
of the phone. However, sometimes even lighter recognition methods are needed to use.
This may be the case for instance when activity recognition methods are implemented
to wrist-worn device, smart clothes, or if the mobile application needs to be very low
energy-consuming. In this section, methods to reduce the amount of calculation are
presented.

3.2.1 Activity recognition using low sampling rates

Original publication III studies how the reduction of sampling rate affects recognition
rates. The data were collected using two sensors to experiment whether reduction of
sampling rate has a bigger effect on recognition rates at different sensor positions.

Data set

The data were collected using accelerometers designed by MSR Electronics GmbH.
The data logger used is very small and light, it weighs only 18 grams, and includes 3D
accelerometer, a temperature sensor, a humidity sensor and a pressure sensor. In this
study, only accelerometers, running at the frequency of 50Hz, were used. Subjects were
carrying two sensor loggers, one was attached to the wrist and the other to the upper
back of the subject.

The data set consists of three different swimming styles and therefore of three differ-
ent periodic activities: freestyle, breaststroke and backstroke swimming. Nevertheless,
the data were classified into four classes because turns were considered as a separate
class. This is a sporadic activity.
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Modeling

One way to make activity recognition lighter is to reduce the sampling rate. Using a low
sampling rate, features are calculated from a smaller amount of observation points,
which makes feature extraction faster and less complex. Therefore, it is important to
study what is the lowest sampling rate that can be used and still obtain reliable results.

To test how the frequency of the acceleration signal affects the accuracy of the
results, the results were calculated from 5, 10 and 25Hz signals. These signals were
created from the original 50Hz signal by removing points, for example, a signal of
frequency 10Hz was created from the original signal by leaving only every fifth point
left.

After sensor data were modified to a desired frequency, it was pre-processed. In the
pre-processing stage, the number of disturbances was reduced by smoothing the signal.
Smoothing was done using a moving average (MA) filter and the same weight was given
to each point (Chou 1975). Different lengths of the windows of MA were used with
different sensor placements and different sampling rates. However, in general, it can be
said that to obtain the best results the length of the MA was bigger when a wrist-worn
sensor was used compared with the use of an upper back-sensor.

Features for classification were extracted from three dimensional acceleration data,
from each channel, the following features were extracted: mean, standard deviation,
minimum, maximum, ratio of mean crossings and different percentiles. In addition, a
correlation between different acceleration channels was used as a feature. Therefore, a
total number of 42 features was calculated. The most suitable of these were selected
using a forward-selection method (SFS) and used in the classification process. The
selected features were used to train QDA classification model.

Experiments

The recognition is done using data from two different sensors, wrist-worn and back-worn
3D accelerometers. The results using different sampling frequencies are shown in Table
9. Classification was done user-independently by using the data of one person in turn for
testing and the rest of the data for training.
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Table 9. The recognition rates of swimming styles using different sampling fre-
quencies.

Hz / Sensor 5 10 25

wrist 88.5% 88.9% 89.8%

back 95.1% 95.4% 95.3%

Discussion

The results presented in Table 9 show that the reduction of frequency lowers the accuracy
of recognition only slightly, while the applications that work with a small frequency use
less battery and computation power than high frequency applications. In addition, the
results show that the accuracy of the back-worn sensor is superior compared to the
wrist-sensor; over 95% of windows are classified correctly when the back-worn sensor
is used. However, the lower detection rates of wrist-worn sensor are not dependent on
the sampling rate as with each tested sampling rate, the difference between recognition
rates is approximately the same. This shows that good recognition accuracies using low
sampling rates are not dependent on the sensor placement. The results of the back-worn
sensor are better than the results of the wrist-worn sensor probably because the upper
back as the placement is more stable and not as susceptible to disturbances as the wrist.

Moreover, each activity can be recognized with high accuracy, although the used
signal frequency is really low. This is noticeable, especially in the case of recognizing
turns, as it differs from the other recognized activities. Therefore, not only long-term
periodical activities, such as swimming with different styles, can be recognized with low
sampling rates, but other types of activities as well.

In original publication III, the intensity of swimming and number of strokes were
also estimated from the same acceleration signals as the swimming style. The results
show that these can be estimated accurately from signals where frequency is 10Hz
as well. However, 5Hz frequency seems to be too low to accurately count strokes.
Therefore, although the activity recognition rates using 5Hz signals were as good as with
higher frequencies, experiments were not performed for frequencies lower than 5Hz.
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3.2.2 Periodic quick test to classify long-term activities

In this subsection, a periodic quick test to classify long-term human activities from
acceleration data is presented. The method can be divided into two parts: (1) quick test
and (2) periodic classification. The quick test uses Markovian property-based temporal
information to improve classification accuracy and, especially, to speed up calculations.
Moreover, periodic classification can be used to reduce the number of classified windows
when long-term activities are studied.

Data set

The physical activity of the subject was measured using a one-dimensional accelerometer
(VTI Technologies) worn on the left wrist. The sampling frequency of the accelerometer
was 100 Hz.

The human activity data were collected from seven healthy subjects. The participants
performed six different sports activities, including both periodic and non-periodic
activities: roller skating, Nordic walking, walking, running, playing football, and
aerobics. Each of the activities was performed for ten minutes, and between activities,
the participants rested a few minutes. This resting time was not recognized in this study.

Periodic quick test

The idea of the quick test is simple: it is assumed that, if it is known that a person some
seconds ago was running, it is likely that he or she is still running and does not for
example do aerobics. Let us assume that the method is trained to recognize activities
y1, ...,yn,n > 2, and using a model that recognizes all these activities is was concluded
that a person was performing activity yi. Therefore, it can be assumed that after a small
period of time most likely he is still performing the same activity yi. To assure, this
can be tested quickly by using a model that classifies windows into two classes: yi and
{y1, ...,yi−1,yi+1, ...,yn}. This binary classifier is simpler and therefore faster to use than
a model that classifies windows into n classes. Moreover, it is more accurate because it
is easier to classify instances to two classes than to n classes. If this binary classifier
shows that a person is still performing activity yi, the same one versus rest classifier can
be used in the next recognition phase as well. On the other hand, if the binary classifier
shows that the current activity is not yi, in the following classification a model that
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classify windows into n classes is used. Therefore, when the quick test-method is used,
n+1 models are needed to train when n different activities are recognized: one that can
recognize all n activities and n binary models that can separate class yi and a set of
classes {y1, ...,yi−1,yi+1, ...,yn}, where i ∈ {1, ...,n}. The quick test is a really simple
way to improve human activity recognition accuracy and faster than a method that uses
only one model that classifies windows into n classes because binary classifiers are less
complex and therefore faster to perform. However, because the quick test uses n+1
model instead of one, training of models for the quick test takes more time than the
training of only one model. Note that all n+1 models can be trained using the same
classification algorithm, but it is possible to use several algorithms if necessary.

Periodic classification is based on the assumption that studied activities are of
long-term. Temporal information has already been used with the quick test but now it
is used more radically. Because studied activities are long-term, activity recognition
is not needed to be done for every window, instead, it can be done periodically. This
is possible, because it can be assumed that exercises last several minutes; thus, it is
not necessary to recognize activity from every single window. Instead, activity can be
recognized for instance from every fifth or tenth window because most likely the subject
is still performing the same activity. This reduces the number of required classifications
significantly. For instance, if there is m non-classified windows between two adjacent
windows that are classified and the studied time series is of length |W | · (m+1), using a
normal sliding window method with a slide of the length of the window, classification
needs to be performed m+1 times. However, using periodic classification, classification
needs to be done only once. Thus, using periodic classification, the number of required
classifications can be reduced to 1/(m+1) from the original making the classification
process a lot lighter. Note that periodic classification enables the use of classification
algorithms that need more computational power and time, and still, activity recognition
can be done in real-time because of the time gap between two adjacent classifications.

The presented periodic quick test (PQT) to classify activities is a combination of a
quick test and periodic classification. Basically, the PQT works as follows when the
method is used to recognize n long-term human activities (see Fig. 12):

1. Phase 1: using a classifier that can recognize all the n activities, the ongoing activity
yi is recognized

– because activities are long-term, is not necessary to classify every window, so in
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Fig 12. Periodic quick test to classify long-term human activities. Reprinted from
original publication IV. c©2011 IEEE.

the PQT-method there is an interval of size m windows between two sequential
classifications

2. Phase 2: after m non-classified windows, the quick test is performed, using the one
vs. rest classifier, the next window is classified as an instance of class yi or belonging
to a set of classes: {y1, ...,yi−1,yi+1, ...,yn}

– again, wait an interval size of m windows before next classification

3. Phase 3: if in Phase 2 the results was that the class of the window was yi, Phase 2 is
performed again, in other case, Phase 1 is performed

In this example, there are m non-classified windows between two adjacent windows
that are classified. Therefore, if a time series of length |w| · (m+1) is studied, using a
normal sliding window method with a slide of the length of the window, classification
needs to be performed m+1 times. However, using periodic classification, classification
needs to be done only once. Thus, using periodic classification, the number of required
classifications can be reduced to 1/(m+1) from the original.
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Table 10. Average activity recognition accuracies and standard deviations using
different classification methods.

Recognition method Accuracy

PQT 90.30±4.68%(0.59)

quick test 88.39±5.05%(0.05)

sliding window 83.77±6.15%(0.02)

Experiments

Altogether 66 features were extracted from the data and used in the classification process,
see, original Publication V for more details. The data set consists of six activities, so to
recognize these using the PQT-method, seven models were trained. One that classifies
data into all possible six classes and the rest six classifiers are one versus all classifiers.
These were trained by considering the fact that five out of six activities have the same
class label, and therefore, the data set used to train binary classifiers includes instances
from two classes. All the models were trained and tested using the QDA classifier and
classification was done as six-fold cross-validation, so that each person’s data in turn
was used for testing and the other five sequences were used for training.

The results of the PQT-method were compared with the results of the normal sliding
window technique which does not use temporal information and periodic classification.
Instead, it uses only one model that can be used to recognize all six activities, and there
is a slide of a quarter window between two adjacent classifications. In addition, the
results using the quick test-method without periodic classification were calculated as
well.

Discussion

The results presented in Table 10 show that using the PQT-method the accuracy of
activity recognition can be improved notably, especially when compared with the sliding
window method. In fact, the results using the PQT-method are nearly seven percentage
units better than the results of the normal sliding window technique, and even the usage
of the quick test separately improves the classification accuracy almost five percentage
units compared with the sliding window method. This clearly shows the potential
of the PQT-method. The PQT-method improves accuracy because unlike the sliding
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window method it considers temporal information. While the PQT-method improves the
classification accuracy, it makes the classification process a lot faster by reducing the
number of the classified windows as well. In fact, activity recognition using the sliding
window and quick test-method classified nearly 7,000 windows, it was possible to do the
recognition using the PQT-method by classifying under 1,000 windows. Therefore, the
number of classified windows is 82% smaller using the PQT-method compared with the
sliding window technique, and almost 90% of these are binary classifications.

All in all, the experiments show the potential of the PQT-method. It improves the
classification accuracy substantially, but still reduces the classification time.

3.3 Reducing the number of misclassifications

In this section, two methods to reduce the number of misclassifications are presented.
The first method concentrated on the feature extraction phase of the classification
process: novel features which combine template and feature based recognition is
introduced. The second method concentrates on event-based activity recognition. In this
method, a second classifier is added to the classification process which uses the results
of the first classifier as inputs. Both methods are tested using tool usage data sets. All
the studied activities are periodic.

3.3.1 Tool usage data sets

Tool recognition data sets were collected using a sensor box (SHAKE from Samh
Engineering) equipped with a 3D accelerometer, a 3D gyroscope, a 3D magnetometer
and two proximity sensors. In this study, only accelerometers and gyroscopes were used,
so the data contained signals from six channels.

Tool usage data set 1

The data were collected from four persons collected as a sequence where the worker
uses a screwdriver, power drill, hammer and spanner. Other movements were classified
as null-data. The same data set was used in Koskimäki et al. (2009).

The measuring device was attached to the active wrist of the user. The sampling
frequency of the inertial sensor was 100Hz.
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Tool usage data set 2

The data were collected from five persons and the task of the worker was to assemble a
wooden drawer. The data set contained eight activities: usage of screwdriver, hammering,
usage of spanner, attaching small tips, adjusting drawer legs, attaching drawer legs and
using power drill. Other movements were classified as null-activity.

Two sensors were used and the sensors were attached to workers’ both wrists. Also
this time only accelerometers and gyroscopes were used and the sampling frequency of
the inertial sensor was 100Hz.

3.3.2 Improving the classification accuracy of streaming
data using SAX similarity features

A common method to classify activities is to divide signal to equal-length windows,
extract basic features (such as frequency domain features, statistical numbers, or
correlations) from windows, and train models by finding dissimilarities from feature
vectors of different activity classes. However, in this section features extracted from
windows are not basic features. Instead, the feature extraction phase combines methods
used in activity and action recognition in a novel way.

Features introduced in this subsection are called SAX similarity (SAXS) features.
They represent the similarity between the SAX presentation of the window - which
is a symbolic presentation of the time series - and a predefined SAX template, which
is a string containing q symbols from vocabulary V . Using the following three stage
procedure, r SAXS features from each signal channel of a time series window W can be
extracted (see Figure 13):

1. r SAX templates (SAXT) need to be defined. This can be done, for example, by
randomly selecting symbols from the vocabulary V or by selecting some time series
sequences and mapping them into a SAX form using the method presented in Figure
6 and vocabulary V .

2. window W is transformed as SAX presentation Wsax using vocabulary V .
3. a SAXS feature is calculated by measuring the similarity between the time window

Wsax and the SAX template SAXTi. This similarity value is considered as a SAXS
feature, and by using r SAX templates, r SAXS features can be calculated per signal
channel. In this study, the similarity of SAX presentations Wsax = {a1, . . . ,aq} and
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(a) SAXS features are values of distances of Wsax and prede-
fined SAX templates.

(b) SAXS feature vector.

Fig 13. Calculating SAXS feature vector. Reprinted from original publication V.
c©2011 Elsevier.

SAXT i = {b1, . . . ,bq} are calculated using equation:

d(Wsax,SAXT i) = min0≤k≤q−1

q

∑
i=1

(ai−b(i+k)(mod q)+1)
2, (6)

where ai and bi are symbols from vocabulary V = {V1 . . . ,Vv} and

Vi−Vj =

{
0 if i− j ≤ 1
i− j if i− j > 1.

(7)

Selecting SAX templates

SAX templates have an important role to play in the classification process. To obtain the
best possible results, the SAX template set must be selected so that there is enough
variance between the templates, and templates in some way represent the classification
problem. This assures that the SAXS features calculated using different templates
produce different results and therefore a maximal amount of information about the
studied signal will be obtained.

In this study, the SAX templates are signal sequences selected from real activity data
which are then mapped to a SAX form. To ensure that there is enough variance between
the templates - and therefore, a difference between the values of the SAXS features -
only such templates were selected to the SAX template set that were dissimilar enough
from each other when the similarity between templates was calculated using Equation 6.
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(b) The recognition rates for tool2 data set.

Fig 14. Recognition accuracies using three different feature sets (Basic features,
SAXS features, and a combination of basic and SAXS features), for two tool usage
data sets and different classifiers. Reprinted from original publication V. c©2011
Elsevier.

Experiments

To test how accurately manufacturing activities can be classified using SAXS features,
two tool usage data sets were classified based on SAXS features. Classification of
tool usage data set 1 sets was done using five different classifiers and tool usage data
set 2 using three classifiers to show that the results are not dependent from the used
classifier. These results are shown in Figure 14. Tool usage data set 2 was not tested
using QDA and naive Bayes classifiers as the feature set containing all the features
was found not to be a positive definite and therefore classification was not possible
to perform. In addition, the classification was done using three different feature sets:
SAXS features, basic features, and a combination of these two. The basic feature
set included features that are normally used to recognize human activities: time and
frequency domain features, statistical numbers, or correlations. The best features for
classification were selected using a SFS method.

Discussion

The objective of this section was to combine the methods of activity and action
recognition in order to develop a method that enables more accurate classification
results. SAXS features, a new type of features that use both template and feature
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Table 11. The number of basic and SAXS features that were selected to the final
classification process after feature selection.

Data set / Classifier Tool Tool2

SAXS / Basic SAXS / Basic

kNN 25/35 17/38

QDA 15/20 -

LDA 16/29 16/29

C4.5 34/11 36/9

naive Bayes 12/23 -

based recognition, were presented. The results show that a combination of SAXS
features and basic features improves the classification results compared with the usage
of basic features only. What is more, the improvement is not depended on the data
set or classifier employed. This is clear because in every single case, the combination
improved classification accuracy. In original publication V, three other data sets were
also classified using SAXS features to show that usage of these features is not limited to
industrial applications. Several data set / classifier combinations were tested. In each
case, the statistical significance of the improvement was measured using a paired t-test
with p = 0.95. The test showed that the improvement in the classification accuracy
gained using the combination of SAXS and basic features instead of basic features only
is statistically significant in most of the cases.

In the case of the first tool recognition data set, the combination of SAXS and basic
features improved classification accuracy when any of five classifiers was used, Figure
14a. In all of the cases, the improvement was statistically significant as well. When
the results are studied in more detail, it can be noticed that, for example, classification
using kNN classifier and SAXS features together with basic features improves accuracy
three percentage units compared to the results of Koskimäki et al. (2009). Improved
classification was done using 60 features which were selected using a SFS method.
Twenty five of them were SAXS features, which shows that SAXS features had an
important role to play in the classification process. SAXS features had an important role
also when other classifiers and data sets were used. Table 11 shows how many basic and
SAXS features were selected to the final classification process after the feature selection
algorithm was used to select the best features from the combination of basic and SAXS
feature sets.
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The best parameters for SAXS features were selected based on several tests. In fact,
the weak point of SAXS feature calculation is that several parameters need to be defined
for feature calculation, and therefore, it is worth studying how all of them should be
selected to obtain the best possible results. In addition, different similarity measures
should be studied as well. The similarity measure used in this study seems to produce
very accurate results. On the other hand, most likely, it is not the best measure possible
and it should be further studied what sort of similarity measure gives the best results.

The presented method is not the most energy efficient but it can be implemented
to a mobile phone to be used in challenging daily activity recognition problems. For
instance, it is shown that increase of the number of activity classes can reduce the
recognition rates of every day activities using mobile phones dramatically (Leppänen &
Eronen 2013). The usage of SAXS features with traditional features could decrease this
reduction.

3.3.3 Behavior recognition

At industrial context, often, not only the current activity is of interest: in many cases, it
is more important to know, the type, order and duration of the performed behaviors
(Chua et al. 2011). A state machine -based solution to recognize behaviors is presented
in original publication VI. In this solution, a normal sliding window method is used to
detect the activities of a worker at the manufacturing line and these recognition results
are used as inputs to a state machine, which is a classifier that detects continuous activity
chains.

Recognizing tool usage activities

In the study, tool usage data set 1 was used. Activities from this data were recognized by
employing a sliding window method with a window length of two seconds and a slide of
0.5 seconds between two sequential windows. Altogether, 84 different features were
calculated from each window, see, original publication VI for more details. From these
features, the 20 most significant were chosen using a SFS method and these were given
as inputs to kNN classifier which was utilized in the activity recognition process.

Training data were collected from four subjects. In the recognition process, tool
usage activities were recognized user-independently, therefore, the data from every
individual worker was classified using the data from the other three as training data. On
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average, the recognition rate was 87.4% and the overall accuracy is approximately the
same for everyone, including some exceptions. For example, the hammering recognition
rate for worker 3 (77.1%) is significantly lower than for workers 1 and 2 (97.7% and
100%). From that, it can be assumed that the hammering path is dependent on the worker.
On the other hand, when considering activity-wise recognition accuracies, hammering,
screwdriver use, and spanner use are recognized with an accuracy of approximately
90%, while for the most challenging activity, the power drill usage, the accuracy was a
little bit less than 70 %. However, this recognition accuracy is considered very high
considering only a single inertial measurement unit is used.

State machine to detect behaviors

While the main point in activity recognition was to classify every two-second window
separately, the final aim was to recognize that a certain task / task sequence has been
performed by detecting activity chains. Although the activities were recognized with
high accuracy, the final system cannot react to misclassifications. For example, if activity
recognition is used to automate filling in of a task check list, the tasks should not be
marked as done based on a misclassification. Thus, a state machine was utilized to
decide the type of the behavior and when actual behavior was performed. The recognized
behavior is then compared to a predefined task sequence.

The transitions of the state machine were decided by utilizing a priori information
about the duration of the tasks and the activity recognition accuracy. The starting
and ending moments were obtained using Algorithm 1. The behavior was considered
started when input coming from the activity classifier shows that a predefined amount
of windows having the same activity label inside a certain time interval was found.
The starting moment was marked as the first window in the sequence. Moreover, the
behavior was marked as ended when a certain amount of classified windows had a
different class label to the latest behavior. Finally, the ending moment was considered as
the last window having the same activity class as the recognized behavior. With this
kind of approach, the recognition of behaviors works with a lag of few seconds.

The parameters used in Algorithm 1 were decided activity-wise and the selected
values are shown in Table 12. The parameter p defines how many percentages of a
certain activity interval needs to include so that it can be considered as behavior. Used p

is approximately ten percentage units smaller than the average recognition accuracy for
the activity. An exception to this is screwing with a power drill, because the power drill
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use behavior consisted of attachment of four adjacent screws in succession. It would
be really difficult to recognize the null-data achieved when moving the drill from one
screw to another, therefore, moving was included to power drill usage behavior. Thus,
the percentage p for power drilling was dropped to 25 %. Other defined parameters
were the minimum duration of behavior Bs, which was used to decide the minimum

Algorithm 1: Transitions of a state machine

B = behavior estimate
Bs, Be = amount of windows needed that behavior can be reliably recognized as
started or ended (see Table 12)
p = minimum percentage of windows of same class in a sequence
Wi = window i

y(Wi) = class of Wi

U(Wi) = union of windows having the same class y(Wi) 6= null and being close
enough with each other

for for each window Wi do
if ∃U(Wj) 6= /0 so, that y(Wi) = c(Wj)∀Wj ∈U(Wj)∧∃Wj ∈
U(Wj) so, that d(Wi,Wj))<We then

U(Wi) =U(Wj)←Wi

else
if y(Wi) 6= null then

create union U(Wi)←Wi

end if
end if
if #U(Wi)≥ Bs∧

max(d(Wi,W j))

#U(Wi)
≥ p

100 ,Wj,Wi ∈U(Wi)∧B 6= y(Wi) then
B = y(Wi)

Behavior start←mini U(Wi)

end if
if B 6= null ∧ (i−max j U(Wj))≥ Be then

B = null

Behavior end←max j U(Wj)

end if
end for
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Table 12. Prior information of classification accuracy and durations of activities

Activity p Min duration of
behavior

Bs Min duration of
null data after

behavior

Be

hammering 85% 3.5s 7 2.5s 5
screwdriver use 80% 3.5s 7 2.5s 5
spanner use 80% 3.5s 7 2.5s 5
power drill 25% 1.5s 3 6s 12

amount of windows the sequence must have to be classified as behavior. On the other
hand, the minimum number of null-data between two sequential activities, Be, was used
to ensure that the behavior has undoubtedly ended. However, the system was developed
to enable a search for new behavior even though the ongoing behavior had not been
marked as ended. Thus, the system would not fail in situations where the gap between
two sequential behaviors is less than the initialized value.

The state machine is presented in Figure 15. To detect the correct order of performed
behavior, the predefined sequence of tasks needs to be delivered to the state machine.
When the state machine is launched, the ongoing activity at the starting moment is
considered to be null. Activities are detected every half a second and detected class
labels are delivered to the state machine, where the transitions from a behavior to
another are carried out using Algorithm 1. Between every behavior state, the machine is
returned to the null state, where a comparison between the predefined sequence and
the recognized sequence is carried out. When the pre-defined and observed behavior
sequences are the same, the work task is considered done and a new predefined task
sequence can be delivered to the state machine. However, in this study, the correct order
of performing behaviors was not defined and the state machine was only used to detect
the type, and starting and ending points of the behaviors.

Experiments

The behavior recognition results are presented in Figure 16. In this Figure, each task
sequence is drawn in its own figure; the x-axis denotes the number of sequential windows
(the performance of the task sequence took approximately 3.5 minutes = 400 windows),
while the y-axis denotes the activity classes for every window. The actual classes are
drawn with black lines, where classes 0, 1, 2, 3, and 4 on the y-axis denote activities
null, hammering, screwdriver use, spanner use, and power drill use, respectively. The
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Fig 15. State machine of behavior recognition. The transitions of the state ma-
chine are decided using Algorithm 1. The state machine returns after every behav-
ior to the null state in which a comparison between obtained tasks and predefined
tasks is done. Reprinted from original publication VI. c©2013 Springer.

behavior estimation results are shown as transitions of the state machine and marked as
triangles and spheres. A triangle means the behavior is marked as started in this window,
while a sphere tells when the behavior has ended. The first two subfigure rows in the
figure show the task sequences of worker 1, while the third, fourth, and fifth subfigure
rows are sequences obtained from workers 2, 3, and 4, respectively.

Discussion

A state machine -based solution to recognize human behaviors was presented in this
section. The results obtained from the study show the potential of the introduced
approach, see, Figure 16. Wrong behavior was recognized only once: in Subfigure 4,
screwdriver use was recognized as spanner use. Therefore, when whole task sequences
are classified as done or not, nine out of ten task sequences were correctly recognized.
On the assembly line, this would mean that the worker’s assistance would be asked to
ensure that all the needed work phases were done once every half an hour. In addition,
while recognition was done user-independently, the recognition rate for a user-dependent
case would be even higher. In most cases, the correct behavior was recognized and
recognition problems occurred when single behavior was classified as two types of
behavior, or vice versa. For example, in Subfigure 8, two spanner usages are classified
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Fig 16. Behavior recognition results for one task sequence at a time. The actual
classes are drawn with black lines, where classes 0, 1, 2, 3, and 4 in the y-axis
denote activities null, hammering, screwdriver use, spanner use, and power drill
use, respectively. The transitions of the state machine are marked as triangles
(= start of behavior) and spheres (= end of behavior). Reprinted from original
publication VI. c©2013 Springer.

as one and one screwdriver use is classified as two. It is also interesting to see that in
Subfigure 7 spanner use is classified as two types of behavior. This was actually the
correct estimation, although the gap between these two tasks was so little in real time
that the difference could not be separated in the reference data.

When the results presented in Figure 16 are studied in more detail, it can be noted
that the characteristics of the data set are clearly visible. In most cases, power drill use
consists of four distinct classes, but while these classes can consist of merely a window
or two, it was decided that in this study screwing of four screws with a power drill was
considered one type of behavior. In addition, also data from two adjacent bolt-tightenings
with a spanner are very close to each other. This is due to the closeness of the bolts
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(approximately 5 centimeters apart), which made the time gap between the two bolts
approximately two seconds. Thus, they were considered in the final classification phase
as a single type of behavior as well. In this study, it was assumed that when a certain
work task is started, the needed phases are correctly done, meaning that when the worker
is using a spanner the correct amount of bolts are attached. Nevertheless, separation of
these cases can be tackled as a smaller scale problem after recognition.

As a whole, the behavior recognition system works with a high accuracy even though
the results shown are user-independent, which is the more demanding recognition
approach. However, the proposed system can be adapted to actual assembly line
monitoring, either as user-independent or user-dependent. The user-dependent approach
could, for example, be used when only a single worker performs a certain sequence of
tasks. The user-independent approach is more applicable when the workers change work
posts.
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4 Discussion

The objective of this thesis was to develop new methods to recognize human activities in
different contexts. This main objective was divided into three sub-objectives. In this
chapter, it is estimated how these objectives were achieved, the developed methods
and results are compared to the most similar related articles, and the problems and
limitations of the presented methods are discussed.

– Objective 1: to develop a ready-to-use activity recognition system for mobile phones
which is accurate in real-life conditions.

In Section 3.1, new information is given about how daily activity recognition
models need to be designed and implemented to be able to recognize activities
on a mobile phone user-, hardware-, orientation-, and calibration-independently
but still accurately. To enable calibration-independent recognition, time domain
features for this purpose were introduced. The presented activity recognition system
is ready-to-use, which means that the user does not need train models or set any
parameters before starting to use the system. In addition, algorithms are implemented
to two operating systems and tested on the device in real-time outside laboratory
conditions. There are previous studies in which experiments are made on the device
in real-life conditions, but none of these are ready-to-use. In fact, the method
presented in this thesis is the only ready-to-use activity recognition system which is
tested in real-time that does consider all the challenges related to mobile activity
recognition (orientation, body-position, phone model differences such as calibration,
performance). There are two studies (Lu et al. (2010) and Leppänen & Eronen (2013))
which have considered all of these challenges, but in these studies online experiments
are made only to study the computational load of the used algorithms, and not to test
online recognition rates as done in this thesis. Moreover, the system presented in
Lu et al. (2010) is not ready-to-use as calibration is done either using a user driven
or automatic method. In the user driven calibration method, the user is told to hold
the phone on a certain position, and based on this information, variations in sensor
values caused by different accelerometer alignments can be calculated. The automatic
calibration method tries to find samples where the phone is stationary, and calibration
is done based on these samples. According to the study, it takes approximately one or
two days to collect samples which can be used to calibrate sensors. Therefore, the
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method presented in Lu et al. (2010) cannot be used right after installation without
setting parameters, meaning it is not ready-to-use. On the other hand, the mobile
human activity recognition system presented in Leppänen & Eronen (2013) does not
require calibration. The features used in the classification are extracted from Fourier
transformed signal making them calibration-independent. However, in Yan et al.

(2012) and Khan et al. (2013) it is shown that the detection rates using time domain
features are more accurate and less energy consuming than the ones using frequency
domain features.

The main drawback of the presented daily activity recognition model is that it does
not include the recognition of null-activity. Therefore, such activities cause incorrect
classifications reducing the recognition accuracy. Thus, to improve the accuracy of the
application and to make it more usable in real-life usage, the null-activity recognition
should be included. In addition, the number of the training and test subjects used in
the study is limited. Therefore, to obtain a more realistic understanding about the
accuracy and limitations of the recognition model, it should be tested with a much
larger population. Moreover, it would be interesting to compare the accuracy of
the recognition model to other classifiers and models, such as Random Forests and
Google’s activity recognition API (Google 2013), and to make an extensive statistical
analysis of the strengths and weaknesses of different methods.

– Objective 2: to study methods to lighten classification process.

Section 3.2 presents two methods to lighten classification process: one based on
reduction of sampling rate, and the other to reduce the battery consumption and the
number of classifications based on Markovian assumption. Two sensor locations were
tested and it was noticed that in order to recognize activities reliably from acceleration
signal, the frequency can be as low as 5Hz. As mentioned in the related work section,
recognition has been done using low sampling rates in the previous studies as well (2
Hz in Liang et al. (2013) and 6Hz in Krause et al. (2005)). However, in these studies,
sensor positions were not compared. Instead, in this thesis, two body positions for the
sensor were tested to show that one sensor location is not more sensitive to frequency
reduction than other.

The other method to lighten classification process of long-term human activities is
called a periodic quick test. The idea of the method is simple: it is assumed that, if
the result of the previous classification was that a person is running, it is most likely
that he or she is still running and does not for example do aerobics. The method
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was divided into two parts: (1) quick test and (2) periodic classification. The quick
test uses Markovian property-based temporal information to improve classification
accuracy and, especially, to speed up calculations. Moreover, periodic classification
can be used to reduce the number of classified windows when long-term activities
are studied. While quite similar methods have been introduced previously in the
literature, still the periodic quick test presented here differs from these. Actually,
the quick test part of the PQT is novel, a similar method has not been used before
with inertia sensor data. The most similar method was presented in Lu et al. (2010),
but in this case, detection was based on microphone data. In addition, the detection
algorithm was different. It was not binary classifier, as used in this thesis: instead, a
simple feature vector comparison was used. One version of the periodic classification
was introduced already in Krause et al. (2005), however, it is a novel idea to combine
quick test and periodic classification.

In this thesis, these methods to lighten the classification process are tested using
only one data set. To show more convincing proofs about the goodness of these
methods, they should naturally be tested with multiple data sets. In fact, it would be
interesting to test methods with each type of activities (periodic, non-periodic, static,
and sporadic) in order to understand the strengths and weaknesses of the methods
better. This in its turn would make it possible to recommend when the proposed
methods are beneficial to use and to recommend what parameters should be used with
different types of activities.

– Objective 3: to develop activity recognition for a context where misclassifications are
not allowed.

Two methods to reduce the number of misclassifications are presented in Section
3.3 to a context where energy consumption is not an issue: feature extraction based
on combining methods used in action and activity recognition in a novel way, and
a state machine to recognize human behaviors. These types of approaches are not
widely studied according to our extensive literature review, still some studies do
exist. The idea to combine template-based and feature-based recognition is novel.
A bit similar approach is presented in Frank et al. (2010), where a human activity
recognition system based on geometric template matching was introduced. However,
the approach is different from the one presented in this thesis. In Frank et al. (2010)
construct templates to each activity and recognize activities based on these, while
in this thesis templates used in the recognition process are not connected to any
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particular activity class. Instead, similarities to a group of templates are calculated
and these similarities are used as features when classification models are trained.

The weakness in SAXS feature calculation is that several parameters are needed
to define for feature calculation. Therefore, in the future, it should be studied how
these parameters could be selected automatically or semi-automatically to get the
best possible results. Moreover, in Section 3.3, the breakpoints were defined using
the whole data set: training data and test data. This of course makes the results less
user-independent. Some methods for selecting breakpoints have been suggested in
the literature. In the original SAX article by Lin et al. (2003), it was considered
that breakpoints should be selected on the basis of a Gaussian distribution, and in
Mörchen & Ultsch (2005) it was suggested that breakpoints should be adaptive. How
these methods work with SAXS features has not tested yet, but both methods are
worth studying.

A new method to recognize human behaviors at the manufacturing line based on
activity monitoring was presented in this thesis as well. A similar method has not been
introduced in the previous studies. Related work shows that the most similar goal
to this study is in Stiefmeier et al. (2008) where industrial activities and behaviors
are recognized in two case studies. However, in the first case where the front lamp
of a car is assembled, the recognition is based on several sensors, including both
wearable and environmental sensors. In the same study, another case was introduced
where only wearable sensors were used to verify the functionality of user-accessible
parts of a car. In this case, the number of inertial sensors was seven, in addition
force-sensitive resistors and ultra-wideband system were used as well. What is
special in the approach presented method is that unlike in previous studies, the state
machine-based method can recognize the type, beginning and ending moments of the
behavior reliably based on the data of one single inertia sensor. Therefore, it can be
used for instance to monitor order of the behaviors.

Similar to results presented in Section 3.1, the presented behavior recognition
method should be tested with a larger population of test subjects as well. Moreover, it
would be beneficial to apply the suggested method to other data sets as well. Also in
this case, data sets should include different types of activities (periodic, non-periodic,
static, and sporadic).

It is shown in this chapter that thesis fulfills the objectives given to it and that
the thesis introduces several improvements to the current state-of-the-art of the field.
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However, results do have some limitations and weaknesses, as well. Therefore, some
future work is still needed to polish the presented methods.
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5 Conclusions and future work

In this thesis, methods to recognize human activities user-independently using the data
of wearable inertia sensors were presented. Methods are applied to two application
areas: recognition of daily activities and recognition of manufacturing process activities.
Common with these applications is that in both cases the recognition is based on two
hypotheses: firstly, as movements are dissimilar between activities, inertial measurements
can be used to recognize activities. Secondly, while movements are dissimilar between
activities, they are so similar when different persons are performing the same activity
that they can be recognized as the same activity. However, the studied application areas
have differences as well: daily activity recognition algorithms need to be light and
energy-efficient to be able to be used as a mobile phone application, while a minimal
misclassification rate is the most important factor when manufacturing process activities
are recognized.

The main contributions of this thesis are of course the new methods introduced
to recognize human activities. These are presented in the results section, where the
contributions of this thesis are divided into three parts:

1. Recognizing daily activities using smartphones: This section provides new informa-
tion on how daily activity recognition models needs to be designed when the purpose
is to build an accurate ready-to-use application. This means that the user does not
need to train models or set any parameters before starting to use the system. Therefore,
the system must be user-, hardware-, orientation-, and calibration-independent and
still accurate. The method is also implemented to smartphones and using real-time
experiments on the device using two operating systems it is shown that the method is
not only light enough to be used in real-life conditions, but accurate as well.

2. Towards lighter recognition: This section presents two methods to make classification
process lighter. In the first part, it is shown how reduction of the sampling rate affects
detection accuracy when two sensor positions are compared. In the second part, a
method to reduce the battery consumption and the number of classifications based on
Markovian assumption is presented. The idea of the method is simple: it is assumed
that, if the result of the previous classification was that person is running, it is most
likely that he or she is still running and does not for example do aerobics.

3. Reducing the number of misclassifications: Also this section is divided into two
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parts. The first part introduces a novel feature extraction method. The method is a
combination of feature and template-based recognition. In this method, features
represent the similarity between the symbolic presentation of the window and
predefined symbol sequences. These similarity values are then used as features,
and recognition models are trained based on them. To show the benefit of these
features, they are compared to more traditional features with different classification
algorithms. The aim in the second part is to detect activity chains, also called
behaviors. This is done in two phases: first, activities are recognized using a sliding
window method, and secondly, the results of activity recognition are given as inputs
to a state machine that was utilized to decide the type of the behavior as well as
starting and ending points. Common with these two methods is that both are tested in
industrial context and they concentrate more on maximizing the detection rate than
on energy-efficiency.

To validate contributions of this thesis, in Chapter 4, the methods presented in this
thesis are compared to the methods and results of the most similar related articles.
This comparison shows that the thesis introduces several improvements to the current
state-of-the-art of the field. Therefore, based on the results of this thesis, it is possible
to build better applications relying on activity recognition results. These applications
can be used out of the box, they do not need much calculation capacity, and do not
cause many misclassifications. However, in this thesis, the presented methods are
experimented separately. Therefore, in the future, the purpose is to build an activity
recognition application that utilizes all the new methods and ideas presented in this
thesis.

The results presented in this thesis are user-independent, although currently the hot
topic in the field of activity recognition are adaptive models (Roggen et al. 2013). Each
person is an individual and these models adapt to match to the user’s personal style of
moving and other changes, such as sensor position. However, before the model has
adapted to the user’s needs, recognition is based on a traditional user-independent model.
Therefore, moving from user-independent recognition to adaptive recognition does not
mean that the results of this thesis are useless. In fact, future work includes studying
adaptive activity recognition models that exploits the results of this thesis.

All the methods presented are designed so that they are usable in real-time. To make
models usable for real-life detection purposes, the studies are done using as few sensors
as possible to disturb the user as little as possible. To show that models are usable
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in real-time in real-life conditions, daily activity recognition algorithms are already
implemented to smartphones, as told in Section 3.1. What is more, for demonstration
purposes, behavior recognition algorithms (Section 3.3.3) have successfully been used
in laboratory conditions in real-time as well. In this thesis, the real-time experiment
was obtained using a limited number of test subject, and therefore, the results contain
uncertainty. Thus, in the future, it would be interesting to make a large-scale experiment
with a significantly bigger number of test subjects.

While the area of activity recognition is the most obvious application area to the
methods presented in this thesis, it is not the only area. As the basic idea of the activity
recognition is the same as in other pattern recognition problems, most of the methods
can be applied to any pattern recognition problem, especially to ones where time-series
data is studied. Nevertheless, the study presented in original publication V is the most
theoretical part of the thesis and, therefore, least dependent on the application area. For
this reason, it would be really interesting to see how accurately, for instance, the speech
recognition problem could be solved using SAXS features.

It is obvious that human activity recognition using inertial sensors include several
challenges, such as calculation capacity, battery issues, and differences between sensors
- which have been solved in this thesis. However, these challenges are related to
technology, and therefore they may be solved in the future. However, in addition to these
solutions, this thesis has other contributions as well. Chapter 2 can be used as a guide
book to learn state-of-the-art, principles, stages and methods related to human activity
recognition. Moreover, partly the challenges related to human activity recognition using
inertial sensors are caused by humans - people have always moved in their own personal
way and use devices differently - and will do so in the future as well. Therefore, as long
as inertial sensors are used to measure human movements, these issues will remain. This
means that, although the technology moves forward, many solutions presented in this
thesis are still topical in the future as well.
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