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Abstract
Local binary patterns (LBP) are among the most popular image description methods and have been
successfully applied in a diverse set of computer vision problems, covering texture classification,
material categorization, face recognition, and image segmentation, to name only a few. The
popularity of the LBP methodology can be verified by inspecting the number of existing studies
about its different variations and extensions. The number of those studies is vast. Currently, the
methodology has been acknowledged as one of the milestones in face recognition research.
The starting point of this research is to gain more understanding of which principles the
original LBP descriptor is based on. After gaining some degree of insight, yet another try is made
to improve some steps of the LBP pipeline, consisted of image pre-processing, pattern sampling,
pattern encoding, binning, and further histogram post-processing. The main contribution of this
thesis is a bunch of novel LBP extensions that partly try to unify some of the existing derivatives
and extensions. The basis for the design of the new additional LBP methodology is to maximise
data-driven premises, at the same time minimizing the need for tuning by hand.
Prior to local binary pattern extraction, the thesis presents an image upsampling step dubbed
as image pre-interpolation. As a natural consequence of upsampling, a greater number of patterns
can be extracted and binned to a histogram improving the representational performance of the final
descriptor. To improve the following two steps of the LBP pipeline, namely pattern sampling and
encoding, three different learning-based methods are introduced. Finally, a unifying model is
presented for the last step of the LBP pipeline, namely for local binary pattern histogram postprocessing. As a special case of this, a novel histogram smoothing scheme is proposed, which
shares the motivation and the effects with the image pre-interpolation for the most of its part.
Deriving descriptors for such face recognition problems as face verification or age estimation
has been and continues to be among the most popular domains where LBP has ever been applied.
This study is not an exception in that regard as the main investigations and conclusions here are
made on the basis of how the proposed LBP variations perform especially in the problems of face
recognition. The experimental part of the study demonstrates that the proposed methods,
experimentally validated using publicly available texture and face datasets, yield results
comparable to the best performing LBP variants found in the literature, reported with the
corresponding benchmarks.

Keywords: computer vision, face recognition, image descriptors, local binary pattern
derivatives, local binary patterns, texture classification
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Tiivistelmä
Paikalliset binäärikuviot kuuluvat suosituimpiin menetelmiin kuville suoritettavassa piirteenirrotuksessa. Menetelmää on sovellettu moniin konenäön ongelmiin, kuten tekstuurien luokittelu,
materiaalien luokittelu, kasvojen tunnistus ja kuvien segmentointi. Menetelmän suosiota kuvastaa hyvin siitä kehitettyjen erilaisten johdannaisten suuri lukumäärä ja se, että nykyään kyseinen
menetelmien perhe on tunnustettu yhdeksi virstanpylvääksi kasvojentunnistuksen tutkimusalueella.
Tämän tutkimuksen lähtökohtana on ymmärtää periaatteita, joihin tehokkaimpien paikallisten
binäärikuvioiden suorituskyky perustuu. Tämän jälkeen tavoitteena on kehittää parannuksia
menetelmän eri askelille, joita ovat kuvan esikäsittely, binäärikuvioiden näytteistys ja enkoodaus, sekä histogrammin koostaminen ja jälkikäsittely. Esiteltävien uusien menetelmien lähtökohtana on hyödyntää mahdollisimman paljon kohdesovelluksesta saatavaa tietoa automaattisesti.
Ensimmäisenä menetelmänä esitellään kuvan ylösnäytteistykseen perustuva paikallisten
binäärikuvioiden johdannainen. Ylösnäytteistyksen luonnollisena seurauksena saadaan näytteistettyä enemmän binäärikuvioita, jotka histogrammiin koottuna tekevät piirrevektorista alkuperäistä erottelevamman. Seuraavaksi esitellään kolme oppimiseen perustuvaa menetelmää paikallisten binäärikuvioiden laskemiseksi ja niiden enkoodaukseen. Lopuksi esitellään paikallisten
binäärikuvioiden histogrammin jälkikäsittelyn yleistävä malli. Tähän malliin liittyen esitellään
histogrammin silottamiseen tarkoitettu operaatio, jonka eräs tärkeimmistä motivaatioista on
sama kuin kuvan ylösnäytteistämiseen perustuvalla johdannaisella.
Erilaisten piirteenirrotusmenetelmien kehittäminen kasvojentunnistuksen osa-alueille on erittäin suosittu paikallisten binäärikuvioiden sovellusalue. Myös tässä työssä tutkittiin miten kehitetyt johdannaiset suoriutuvat näissä osaongelmissa. Tutkimuksen kokeellinen osuus ja siihen
liittyvät numeeriset tulokset osoittavat, että esitellyt menetelmät ovat vertailukelpoisia kirjallisuudesta löytyvien parhaimpien paikallisten binäärikuvioiden johdannaisten kanssa.

Asiasanat: kasvojentunnistus, konenäkö, paikalliset binäärikuviot, paikallisten
binäärikuvioiden johdannaiset, piirteenirrotus, tekstuurien luokittelu
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Abbreviations
A binary vector

b
|·|

Cardinality of a set

C

A covariance matrix
0

d(b, b )

The Hamming distance between binary vectors b and b0

dH ( f 1 , f 2 )

The Hellinger distance between face descriptors f 1 and f 2

D

A diagonal matrix containing the eigenvalues of C

δk,l

The Kronecker delta

E

A square matrix containing the eigenvectors of C as columns

E[·]

Expectation of a random variable

0/

An empty set

η

A parameter controlling the sparsity in the LASSO solution

f

A histogram-based face descriptor

ft

The pixel neighborhood test learnt for the node t in a decision tree

gc

Intensity value of the center pixel

gp

Intensity value of a neighboring pixel
An LBP histogram

h
hΨ

An LBP histogram post-processed with a mapping matrix Ψ

hλ

An LBP histogram post-processed with a smoothing matrix Sλ

H(·)

Shannon’s split entropy

Hm (·)

Shannon’s split entropy at depth m in a decision fern

I(·)

Information gain

Im (·)

Mutual information

I(u, v)

Image pixel value at (u, v)

1b0 (·)

The indicator of an argument

k

A width of an image patch in pixels

Kλ

A kernel function with a parameter λ

L

A set of training image patches

Lleft

Left subset

Lleft ∩ Lright

Intersection of Lleft and Lright

Lleft ∪ Lright

Union of Lleft and Lright

Lright

Right subset
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λ

Smoothing parameter

log2

Logarithm to the base 2

L1
L2

The L1 norm
The Euclidean norm

(m)

ni

ith node at depth m in a decision tree

n

The number of node tests to be evaluated in a tree growing algorithm

Ω

A set of class labels

P

Number of LBP neighboring pixels (dimension of a binary codeword)

Ψ

A mapping matrix for LBP histograms

q

A scalar

R

Radius of a circular LBP operator

R

The set of real numbers

s

A feature vector

Sλ

A smoothing matrix

θt

The threshold of the pixel neighborhood operation ft

t(·)

The unit step function which is used for thresholding

tm (·, c)

The unit step function with the threshold c

U

An orthogonal matrix

(u, v)

Pixel location at (u,v)

V

A matrix for performing the canonical preprocessing

x

A vectorized image patch

y

A class label of an image patch

w

A vectorized filter

W

A filter bank with vectorized filters wi stacked row-wisely

AUC

Area under curve

BOVW

Bag-of-visual-words

BSIF
C

Binarized statistical image features
Contrast measure

CLBP

Completed local binary pattern

CNN

Convolutional neural network

CUReT

Columbia-Utrecht reflectance and texture database

DoG

Differences of Gaussian

DTD

Describable texture dataset

FERET

Face recognition technology
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FG-NET-AD Face and gesture recognition network aging dataset
FLD
FMD

Fisher’s linear discriminant
Flickr material dataset

GMSE

Global mean squared error

GLCM

Gray-level co-occurrence matrix

GPU

Graphics processing unit

ICA

Independent component analysis

KTH

Royal Institute of Technology is a university in Stockholm, Sweden

LASSO

Least absolute shrinkage and selection operator

LBP

Local binary pattern

LDA

Linear discriminant analysis

LFW

Labeled faces in the wild

LPQ

Local phase quantization

LQP

Local quantized patterns

MAE

Mean absolute error

PCA

Principal component analysis

ROC

Receiver operating characteristic

SIFT

Scale-invariant feature transform

SGDH

Signed gray-level difference histogram

SR

Sparse representation

SVM

Support vector machine

TIPS

Textures under varying illumination, pose and scale

VAR

Variance measure

WPCA

Whitening principal component analysis

2-D

Two dimensional

3-D

Three dimensional
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1

Introduction

1.1

Background and motivation

An important part of automatic analysis of images is feature extraction. It refers
to a process where an image or its contents are tried to be represented in the most
economical way yet keeping the maximal informativeness for the subsequent analysis.
By economical it is meant its computational overhead should be negligible while its
memory footprint should also stay as small as possible. Maximal informativeness of
the resulting representation is related to its capacity to handle intra- and inter-class
variability resulting from the inherent characteristics of the problem at hand as well as
various nuisance factors affecting the image.
Image textures have played a significant role in solving various image analysis
problems. But what is texture actually? For sure, it originates from the roughness of the
surface or scene being imaged. Unfortunately, its formal definition simply does not exist,
by contrast, many informal ones can be found in the literature. According to one of these,
it can be defined as variation of data at scales smaller than the scale of interest (Petrou &
Sevilla 2006). It is the information on the pixel-neighborhood level appearing in the
form of intensity variation. Using this pixel-neighborhood level information has proved
to be a very effective way of performing subsequent analysis about higher-level concepts
contained by an image. Engineers and researchers all over the world have succeeded in
developing solutions to a diverse set of computer vision problems by applying methods
utilizing image textures. To name only a few, face analysis (covering all kinds of
subproblems like face recognition, facial expression recognition, etc.), biometrics (such
as iris and fingerprint recognition), image segmentation, image retrieval, medical image
analysis have all been partly solved thanks to the texture analysis methods proposed to
date.
Local image descriptors form a viable means of performing operations on pixelneighborhoods for texture feature extraction. They have been popular since the
pioneering studies of Julesz (1962) who examined what are the statistical properties of
pixels in random texture samples that make them distinguishable for human observers.
What makes the recent local descriptors tempting is the ease in gaining invariances or
at least robustness to both photometrical and geometrical transformations. Another
advantage of them is their understandable functionality, some of them are even very
19

efficient in their operations. One of the most widely used local image descriptors is
called local binary pattern (LBP). LBP is very robust to monotonic gray-level changes,
is simple and very fast to compute. It has been available for the computer vision
community for almost 20 years and still inspires researchers (Pietikäinen & Zhao 2015).
Currently, learning has become pivotal in the design of state-of-the-art local image
descriptors. For a given descriptor to be constructed, it makes the method free from
tuning by hand1 and lets the underlying data speak for itself. As for LBP, these methods
have not been investigated in depth. Based on a careful examination of the steps the
basic LBP operator takes, as this thesis will eventually reveal, algorithms of machine
learning and statistics are easily applicable in the pipeline. Because of this, it makes
sense to take a deeper look at the issue.
1.2

Contributions of the thesis

The biggest challenges with LBP have been perhaps the questions about which topology
to use in the operation and how to post-process the label histogram. These two steps do
matter with regard to the final performance. This thesis provides insights into these two
crucial steps and finally presents two learning-based frameworks that can be used to
tune them minimizing the need for hand-crafting.
The first contribution of this thesis is an image preprocessing method proposed
to be performed before local binary pattern extraction. The second contribution is
a fully-fledged framework for learning such local image descriptors that describe
pixel neighborhoods using binary codes. The framework, which is based on decision
trees, can utilize both labeled and unlabeled training data, and hence fits to both
supervised and unsupervised descriptor learning scenarios. The first part of the second
contribution concerns the benefits of using application-specific data in learning local
image descriptors, especially LBP-like descriptors. To validate this, an existing
descriptor learning framework in the literature which is based on estimating independent
components is taken under deeper investigation. Secondly, a novel tool based on linear
regression with sparsity constraints is proposed to learn filters with many coefficients
set as zero, subsequently used as surrogates for the original dense filters reducing the
computational complexity.
The third contribution of this thesis is to show that the performance of LBP
histograms in representing textures is dependent on input texture sample sizes. As such
1 Tuning

20

by hand is often referred to as hand-crafting.

this finding may sound quite trivial, but actually motivates a framework which unifies
a vast amount of existing LBP histogram post-processing methods. Regarding this
framework, we introduce the original kernel density estimation method for the first time
in the domain of LBP.
As for applications, a pipeline for producing state-of-the-art LBP-based face
descriptors is demonstrated. From the higher-level perspective, the main parts of the
pipeline are as presented in the earlier studies. What differs is that some of the parts are
modified by utilizing the proposed LBP extensions where applicable. Before using the
methods with faces, the major part of the evaluation is often conducted on ordinary
texture classification benchmarks. These experiments serve as a minor contribution; they
indicate some further interesting findings that have not been paid sufficiently attention to
in the previous studies.
1.3

Summary of original articles

Paper I presents an image preprocessing step prior to LBP extraction. The idea is to
upscale the input image at the same time scaling up the operating radius of the LBP
operator accordingly. Eventually, this results in a greater amount of extractable patterns,
which in turn makes the subsequently binned LBP histogram more robust in a statistical
sense.
Papers II, V and VI cover methods for learning pattern sampling and encoding
methods for LBP descriptors. More specifically, Paper II presents a unifying framework
for learning such local image descriptors that describe pixel neighborhoods by simple
functions of pixel subsets within the neighborhood. The framework is based on decision
trees and it is shown that it generalizes several previously proposed binary descriptors.
Papers V and VI, as extensions of (Kannala & Rahtu 2012), present evaluations
indicating that the filters of the LBP-like operator yield more descriptive representations
if the training data for learning the filters is application-specific.
Paper III proposes a unifying framework for LBP histogram post-processing. Further,
it proposes a novel histogram smoothing scheme that shares the same motivations and
effects with the image pre-interpolation method of Paper I. The smoothing scheme,
which is formulated using the proposed unifying framework, requires a smoothing
parameter to be set in the scheme. For tuning the parameter, Paper III proposes a couple
of data-driven methods.
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Input
image

Pre-processing

Feature
extraction

Pattern
classification

Class
label

Which filters to use? (Paper V and VI)
Image preprocessing
How to preprocess the image?
(Paper I)

LBP extraction
and histogram
binning
How to sample LBP
neighborhoods? (Paper II)

LBP histogram
post-processing
How to post-process LBP
histograms? (Paper III, IV and V)

Fig. 1. An LBP feature extraction pipeline (presented alongside the general image feature
extraction pipeline) and some related research questions.

Papers IV and V are partly about an application of the smoothing scheme to the
problem of describing faces with LBP histograms for solving facial age estimation and
face recognition, respectively. Finally, paper VI presents some results indicating that the
techniques presented in the previous papers (IV and V) can perform well also with
so-called bag-of-visual-words (BOVW) models. Fig. 1 presents the LBP pipeline and
related research questions that are tried to answer in the related original publications.
1.4

Organization of the thesis

This thesis is divided into two parts. The first part, consisting of five chapters, provides
an introduction to the main topic via a brief literature review and a summary of the main
ideas and findings of the original papers, which form the other part of this thesis.
Chapter 1 is an introduction to the thesis presenting the background, motivation and
objectives of the study, as well as a brief summary of the original papers.
Chapter 2 starts with a literature review on local image descriptors and, eventually,
is wrapped up with a short description of the genesis of local binary patterns. Chapter
3 then continues by first reviewing the basics of local binary patterns and then by
presenting the novel methods proposed in this thesis. Chapter 4 is concerned with
the applications wherein the proposed methods were evaluated. In detail, the chapter
summarizes the results and conclusions of the experiments with the selected datasets
and protocols, as presented in the original papers.
Finally, Chapter 5 is a concluding chapter providing a brief summary of the thesis.
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2

Representing textures using image
descriptors

Developing image descriptors has been of broad interest in computer vision. The aim of
the effort is to find ways to represent the visual features of the contents in images (or
videos) for the subsequent analysis. Given an image, usually these features are related to
colors, shapes, regions and motion. Besides these, there is another characteristic that has
shown to be an exceptionally powerful source of information in the image descriptor
design, namely texture.
Next, a brief review of the early works on texture analysis and descriptors is provided.
The works included here hopefully shed light on the various ideas that have been tested
to date. What follows is a more detailed review of a bit more recent methods that are
considered important for the research of this thesis. Progress on three different fronts,
at least, can be identified, that have contributed to the development of image texture
descriptors. Hence, the literature is partly reviewed from the perspective of these.
2.1

Background

One may find several attempts to categorize image texture descriptors in the literature.
One attempt, yet over 15 years old, can be found in (Tuceryan & Jain 1999). Another,
a bit more recent and fine-grained categorization, can be found in (Mirmehdi et al.
2008). In fact, regardless of the categorization, one quite surely finds overlapping
between the categories. Besides, the existing methods required to be reviewed to fully
understand the themes and ideas presented in this thesis would fall into only, say, two
of all given groups. To review existing texture descriptors, it is easier to take a bit
higher level perspective: almost every method can be characterized via how it first (i)
operates globally or locally with the raw pixel values of the input texture, and then, how
it subsequently (ii) measures the resulting outputs finally leading to a texture descriptor.
Next, we review some of the landmark texture descriptor methods that were presented
between 1950s and 1990s, and try to understand what kind of operations and subsequent
measures they are based on. Table 1 provides a summary of the reviewed landmark
texture descriptors.
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Table 1. Explanation of the operations and subsequent measurements/measures (measure)
of the reviewed landmark texture descriptors.
Author
Kaizer (1955)

Operation

Measure

2-D autocorrelation

drop in the
autocorrelation function
Weszka et al. (1976)
power spectra
energy from distinct
frequency regions
Haralick et al. (1973)
co-occurrence matrix
several measures
calculated from the
co-occurrence matrices
Laws (1979), Ade (1983), Pietikäinen et al. (1983)
linear filtering
energy of the filter
maps
Faugeras & Pratt (1980)
linear filtering
first-order amplitude
histogram
Unser (1986)
linear filtering
statistical moments

The early texture analysis was mostly about calculating autocorrelations and applying
Fourier transforms. For example, Kaizer (1955) investigated whether texture coarseness
and finess could be quantified by inspecting the drop in autocorrelation function. Another
approach was to extract features from the power spectra by dividing the frequency
domain into distinct regions (such as rings and wedges) from which the total energy
was computed (Weszka et al. 1976). The first usages of the frequency domain were
partly motivated by smaller memory footprint of the resulting description compared to
descriptions based on the spatial domain procedures. For example, in 1973, Bajcsy
explained that the spatial methods, that at that time were based on detecting edges and
regions, were not suitable for producing concise descriptions of natural texture which
was observed as very non-homogeneous (Bajcsy 1973). The reason was that they simply
required unreasonably large memory as the contents of the input images were just too
detailed.
Haralick et al. (1973) proposed a method for explicit modeling of image data as
a means to extract better texture features. Their method, better known as the graylevel co-occurrence matrix (GLCM), was based on statistics summarizing the relative
frequency distribution of gray tones. The method simply describes how often a gray
tone will appear in a specified spatial relationship to another gray tone on the image.
The features used in texture analysis were then based on several measures calculated
from the constructed co-occurrence matrices. The main drawback of the method is
that the representation itself may in the end require much more storage compared
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with the input texture, see (Mirmehdi et al. 2008, on pages 12-13). There are some
modifications proposed to make the co-occurrence statistics more compact, but another
line of approaches was soon proposed that was more appealing in terms of storage cost
and at least as good in terms of classification performance (Mirmehdi et al. 2008).
The idea of applying linear filters to texture description appeared for the first
time in the work of Laws (1979). Very soon after that, another derivation was made
confirming the applicability of linear operators (Faugeras & Pratt 1980). The latter
of these two was clearly closer to the previous research conducted in texture analysis
as it was more or less related to measuring the autocorrelation function. In detail, the
study of (Faugeras & Pratt 1980) conjectured that describing a stochastic field via
calculating first its autocorrelation and then by constructing the first-order amplitude
histogram of its whitened field yields a sufficient representation of texture for visual
discrimination. What it has to do with linear operators is the whitening operation that
was formulated as a filter mask. By contrast, the first study on linear filters for texture
analysis, namely Laws’ masks, was prominently different in nature compared to the
methods of the previous time. Perhaps the main motivation of the Laws’ method is how
texture analysis could be performed efficiently at the same time minimizing the storage
usage and processing time. The features themselves in (Laws 1979) were based on first
constructing a set of separable rank-1 filters by setting the filter coefficients by hand.
After that, an input image was convolved with the filters by exploiting the separability
yielding more efficient and inexpensive implementation in terms of computational cost.
The final feature was then based on measuring the energy of the feature maps. Laws’
masks were later refined by techniques to set the filter coefficients automatically in a
data-driven manner (Ade 1983, Unser 1986). This, in its turn, happened after the work
of Pietikäinen et al. (1983) which demonstrated that the exact filter coefficient values do
not actually play so important a role in the final analysis, given that the overall shape of
the filter is kept fixed.
There are many other works that could well find a place in the previous discussion.
However, with regard to this study, among the most important early studies are those
ones discussed above. For a more concise review of texture analysis, the reader is kindly
asked to turn, for example, to the book of Mirmehdi et al. (2008).
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2.2

Local image descriptors

Until the end of the 1980s, among the most popular texture descriptors were methods
based on statistics of pixel-pair differences like the co-occurrence matrix and its
derivatives. An option regarding these was to use filter based approaches like the Laws’
masks. What happened at the beginning of the 90s is that a new powerful texture
descriptor scheme started to develop. It was based on combining the ideas of using
statistics and linear filtering with slight additions. One key idea was to consider joint
statistics of multiple pixels of an image instead of using only pairs of them. The second
key contribution was the continuum of using local linear filtering. It will turn out in this
study that most of the methods presented in the literature indeed can be characterized
by these two components. The resulting scheme based on local linear filtering and
statistics recording started an era which only up to now seems to have found its peak
in its performance. At the moment there are more powerful models based on other
paradigms.
Obviously, local image descriptors have developed as a result, at least, of three
different efforts in a bit different application domains. We have already touched on
the first of them; it is the texture analysis in its original form covering such problems
as natural and man-made texture categorization and segmentation. The second major
contributor is related to a problem of three-dimensional (3-D) vision, namely finding
point correspondences in pairs or sets of images photographed from the same scene or
object. Finally, the third is face recognition that is undeniably one of the most popular
applications that have been studied to date in computer vision.
In the next three sections, we review recent local image descriptors from the
perspective of the three applications given above. In the end, we have hopefully reached
the point where the necessary background knowledge is transferred to the reader before
starting the introductory part of the texture descriptor concerned by this thesis.
2.2.1

Texture descriptors

Though being a very important piece of work in retrospect, a clear deficiency of the
GLCM method is that it is based on operating with values of pixel pairs. Motivated by
this, to extract more information of an image with a more complete respect of texture
characteristics, He & Wang (1989) proposed to simultaneously operate with a set of
pixels in a local neighborhood. On the basis of this, a statistical method called texture
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spectrum was presented. The method was characterized as the smallest complete unit
which best characterizes the local texture contents of a given pixel and its neighborhood.
The whole image was then described by the distribution of these texture units. Clearly,
the method is a kind of descriptor based on some statistics. Also, although the texture
unit may not seem explicitly linear in its nature, the operation contains a linear step in
which texture is convolved with a linear derivative filter bank. A bit later, Ojala et al.
(1994) presented a slight modification to the texture spectrum method yielding a more
compact and discriminative statistic. This particular method was later recognized as one
of the milestones in the research of texture based image description, but for now, a more
detailed discussion about it is postponed to later sections.
Roughly at the turn of the 90s, another line of research started to produce encouraging
results about the benefits of using linear filtering in texture description. This research,
which is about Gabor filters or wavelets, originates from the attempts to model simple
cell receptive fields in the primary visual cortex (Daugman 1980, Marĉelja 1980). Using
Gabor filters, which are two-dimensional (2-D) functions formed by a product of a
Gaussian and sinusoidal function, was first investigated by Turner (1985) in texture
discrimination experiments. In general, Gabor filters have been thoroughly investigated
in local texture description with and without different non-linear post-processing
methods (Clark et al. 1987, Jain & Farrokhnia 1990, Manjunath & Ma 1996, Grigorescu
et al. 2002, Kämäräinen et al. 2006).
Malik et al. (1999) re-invented textons2 as frequently co-occurring combinations
of linear filter responses. An essential part of their method was applying a clustering
algorithm called k-means to find the centers of the clustered responses in the linear
filter response space. The final descriptor was then a histogram of learned textons
working as an approximate of the joint probability density distribution. The study of
Malik et al. (1999) led to a bunch of other similar kinds of proposals such as those
of Leung & Malik (2001), Cula & Dana (2001), Varma & Zisserman (2002), and so
forth. These descriptors are better known as the bag-of-visual-words (BOVW) models.
It is noteworthy that vector quantization was applied a bit earlier, before the work of
Malik et al. (1999), to extend the GLCM method. Using approximations of higher-order
marginalizations of multi-dimensional pixel value distributions within neighborhoods
further led to such methods as multi-dimensional co-occurrence distributions (Oja &

2 The

original definition of texton was given by Julesz (1981) who is one of the pioneers in the study of visual
perception.
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Valkealahti 1996) and signed gray-level difference histograms (SGDH) (Ojala et al.
2001).
The introduction of the BOVW models further led to the development of several
different encoding methods assigning each in its own way the input patterns to the
learnt cluster centroids. To tackle the cons of the hard-quantization, in which the input
pattern is assigned to only one centroid, a group of methods have been proposed where
multiple centroids are simultaneously assigned based on various weighting schemes,
such as those presented in (Jiang et al. 2007) and (van Gemert et al. 2008). To consider
more than only word counts, the Fisher kernel method (Perronnin & Dance 2007) was
proposed to take into account also first and second-order statistics, namely means and
standard deviations, respectively. Fisher kernel was applied as a texture descriptor
in (Sharma et al. 2012).
Among the most recent works on texture descriptors is the describable attributes (Cimpoi et al. 2014). The method is based on first training a set of attribute classifiers which
are then applied to output a score how strongly the image matches a given perceptual
attribute. The scores of the classifiers are then aggregated to a single feature vector
that can be itself then used as a higher-level representation. The study of (Cimpoi et al.
2014) also demonstrated that convolutional neural networks (CNNs) can be well used as
a texture descriptor, even when they were trained to a totally different application in the
first place.
2.2.2

Interest point descriptors

In some computer vision applications, like in object recognition or image retrieval,
computing descriptors for each pixel of an image (like usually done in ordinary texture
classification) does not always yield a representation descriptive enough because of too
demanding viewing conditions. To circumvent this, one option is to compute descriptors
at the so called interest points instead of at every pixel. An interest point is usually
defined as a neighborhood having gradients in at least two different orientations. In other
domains, like in 3-D reconstruction based on stereo vision, these points or locations are
just otherwise of fundamental importance. The common thing in these applications is
that interest points and their descriptions are usually needed to find correspondences
between images.
Describing pixel neighborhoods at interest points has been of interest already since
the 1970s. The simplest descriptor, usually applied in the early works such as (Hannah
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1974, Moravec 1977), is a vectorized image patch. Such a descriptor is not, however,
very effective when the objects or scenes in the input images significantly differ in
their geometry and/or photometric conditions. To make descriptors invariant to such
transformations, a huge amount of methods have been proposed. An essential step
before describing interest points is, however, to first locate them, a problem better known
as feature detection. The aim of this step is to find locations that are likely to match well
in other images. Further examination of feature detection algorithms is left out of our
discussions, for more information please, see for example (Mikolajczyk & Schmid
2004).
Perhaps, the most well-known (and mostly cited) interest point description method is
the gradient distribution based scale invariant feature transform (SIFT) descriptor (Lowe
2004). For other methods, see an extensive performance evaluation performed by
Mikolajczyk & Schmid (2005). It can be stated that the art of describing interest
points has pushed the development of image description onwards, in general, and has
influenced the methods later developed, for example, to solve the problem of texture
categorization that is done in this study.
We next turn to a more detailed review of the methods that, among all interest
point descriptors presented in the literature, have had the greatest influence on the
methods proposed in this thesis. We refer to these methods simply as binary interest
point descriptors.
Binary interest point descriptors
Behind the methods of describing interest points using binary codes is the work of
Lepetit & Fua (2006): a framework based on classification trees deploying simple
pixel tests. The framework was introduced as an alternative to SIFT aiming to lighten
computations during the run-time of the final system that performed 3-D object
detection and pose estimation. The idea was to reformulate the interest point matching
problem as a classification problem enabling them to apply standard statistical learning
techniques at the description stage. In detail, they proposed a classification tree based
framework, where trees were grown based on pixel tests using either supervised
Shannon’s information gain or random sampling, reporting only negligible difference in
the performance between these two. Also more complicated node tests than pixel value
difference tests were tested, but without any remarkable improvements in performance.
The findings made in (Lepetit & Fua 2006) further led to a bunch of studies such
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as (Calonder et al. 2008, Ozuysal et al. 2010, Trzcinski et al. 2015) each of them making
further improvements to the original framework.
From interest points to evenly sampled grids
Image description based on local regions around interest points was further evaluated
on the problem of recognizing natural scene categories by Fei-Fei & Perona (2005).
Quite surprisingly, they found that descriptions based on evenly sampled grids, and even
descriptions based on randomly sampled patches, performed better than descriptions
based on interest points. A bit later, it was suggested that interest points based image
descriptors are better suited in application domains where finding correspondences
between two views of the same object or scene is the major goal. In contrast to that,
when the goal is image interpretation or to represent higher level concepts rather than
just object-specific details in images, a simpler scheme based on dense sampling of
images with a regular grid might be a better option (Tuytelaars 2010).
To conclude, in the literature, interest points based and evenly sampled point
descriptors are oftentimes called as descriptors based on sparse and dense sampling.
The reader should not confuse these two terms now given in this context with the ones
later discussed in this thesis.
2.2.3

Face descriptors

As one of the most popular applications in computer vision, the problem of face
recognition and related topics must be acknowledged as one of the main driving forces
responsible for the developments taken place in the study of image description. The first
efforts to solve the ultimate problem, namely to automatically identify or verify people
based on their face, can be traced back to the 1960s (Chellappa et al. 1995). Based on
this, the problem seems to be also among the oldest in computer vision research.
For now, we postpone the discussion about the early days and proceed directly to
the survey of more recent methods. In our next discussion, we divide them into the
methods of linear subspaces, local descriptors, sparse models, and neural networks. It is
noteworthy, however, that the division is again quite vague as there are many hybrids
(even composed of the principles of all four given groups) that can be found in the
literature.
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Linear subspaces
An application of principal component analysis (PCA) is unarguably one of the
milestones in the history of face recognition research. PCA (Pearson 1901) is an
orthogonal transformation that projects the data in such a way that its first basis vector
(or principal component) has the highest possible variance. The succeeding basis vectors
of the transformation are then those that have the highest variance possible (sorted in
descending order) under the constraint that each of them is orthogonal to its preceding
components.
PCA’s first application with face images was presented by Sirovich & Kirby (1987)
and Kirby & Sirovich (1990) who tried to find effective ways to compress face images
retaining as much information of the original samples. PCA turned out to work in a
sense that by using it one was able to reconstruct quite well also out-of-ensemble face
samples. After it was shown that PCA can be well used as a face descriptor, Turk &
Pentland (1991) developed a full face recognition system that utilized PCA. The most
fascinating thing with this system was that it was the first one performing recognition
based on information independent of any human judgment of facial features.
The major downside of the PCA is that it does not care about where the variation in
the images is originating from. It just finds a basis that explains most of the variation in
the input samples. The problem is that when images contain lots of changes, for example,
in illumination and expressions, PCA eventually learns the projections based on the
variations of these sources (Moses et al. 1994, Belhumeur et al. 1997). Illumination and
expression, in turn, shall not be considered as the first piece of information to be used in
identifying different individuals.
To solve the existing shortcoming of PCA, Belhumeur et al. (1997) proposed to use
a method based on Linear discriminant analysis (LDA), and in detail, its specialization
called Fisher’s linear discriminant (FLD) (Fisher 1936). In this method, instead of
selecting the basis which explains most of the variation, a basis is selected which
maximizes the ratio of between-class and within-class variances. Thus, FLD finds the
projection of the samples in which the classes are most linearly separated.
One more popular linear subspace method applied to face description is Independent
component analysis (ICA) (Bell & Sejnowski 1995, Bartlett et al. 1998). Applying ICA
was motivated by a presumption that some useful information for discrimination between
faces may be contained at higher-order relationships among the image pixels. ICA is a
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method which minimizes the second-order dependencies like PCA, but higher-order
dependencies as well (Shaknarovich & Moghaddam 2011).
To gain more robustness with respect to pose, illumination, or expression variations,
there are a bunch of non-linear extensions and tensor-based approaches proposed in the
literature, such as those proposed by Yang (2002) and Vasilescu & Terzopoulos (2002).
Local facial features
After linear subspace methods (especially PCA) were adopted by the majority of the face
recognition research community, a natural next step was to start inspecting how well
these methods scale when applied to much larger recognition problems. One solution to
this, as it can be seen soon, was to start extracting more detailed information in face
images. In our context, a method operating like this is referred to as a facial feature
based descriptor.
Pentland et al. (1994) argued that in order to make PCA-based face description better
in discriminating among a considerable bigger group of individuals, more than just
with a few hundred among them, the description should incorporate also finer-grained
information in addition to the whole face area. As a result, they proposed a modular
PCA descriptor that was simply based on incorporating additional subspaces learned
from image patches around landmark facial features (such as nose and eyes). In the
recognition phase, after detecting the landmarks, input patches were then projected to
their corresponding lower-dimensional subspaces learned in the training phase. The
final descriptor was then a concatenation of all projections.
A facial feature based face descriptor based on Gabor filters was, in turn, proposed
by Lades et al. (1993) and later extended by Wiskott et al. (1997) to make it better suited
for discriminating among bigger groups of individuals and handling larger variations
in pose. In the former, a description was extracted from uniformly distributed image
locations, but the latter used distinct facial features, such as nose and eyes. The source of
inspiration for using Gabor functions in these two studies originated from the successful
experiments conducted with ordinary texture description (see, Section 2.2.1).
Sparse models
Support vector machine (SVM) is a discriminative model which is based on finding
an optimal hyperplane in the feature vector space to discriminate the classes (Vapnik
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1995). By an optimal hyperplane, it is meant a decision boundary that maximises
the margin between the training samples of different classes. In our context, SVMs
can be understood as models to represent or describe faces due to the fact that the
decision boundary between the classes is characterized by a sparse set of relevant
training samples. Thus, SVMs can be thought as a kind of description methods as
in them each face is represented by another set of faces, which undeniably is a way
of description. SVMs were first applied to face recognition by Phillips (1999). The
proposed method was based on an SVM-reformulation in which the classes were set as
dissimilarities between faces of the same person and dissimilarities between faces of
different people. Guo et al. (2000) proposed a decision tree based model in which each
node was virtually an SVM trained in one-vs-one fashion.
Sparse representation (SR) (Wright et al. 2009) is related to rather new ideas
presented for solving multiple linear regression. Like SVM, SR also outputs a representation for an input face that is based on a set of other faces. These faces can
contain samples of the same individual in the input image, but it can also be that the set
does not contain any samples of the individual in the input image. Both of these cases
can be witnessed in the contents of the final representation. In detail, the method is
based on constructing a dictionary, which is a set of training faces, and then using a
linear regression optimization technique to find the sparsest linear combination of these
training faces to describe the input face. Among the highlights of the study presented in
(Wright et al. 2009) was the method’s ability to represent well severely occluded or
otherwise corrupted face images.
Talking about sparse descriptors (or models) leads us to the debate on how representing (or describing) faces3 and consequently classifying them differs from each other or
do they actually differ at all. In the next subsection, at the latest, the reader should be
convinced that indeed there are face description methods available that truly combine
these two into a common thing.
Convolutional neural nets
At the very moment, the methodology of convolutional neural networks (CNNs) (Le Cun
et al. 1990) is enjoying an immense amount of popularity in the research community.
The concept is rather old, but the ever increasing data and fast graphics processing units
(GPUs) have made it possible to train very deep CNNs that have been lately shown to
3 Or

any other object class or classes to be recognized.
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effortlessly surpass the performance of other traditional approaches, like those discussed
in the previous subsections. To put it simply, the model consists of several stacked
convolutional layers, non-linearities and pooling units which process portions of the
input image. The convolution coefficients on each layer are learnt with an optimization
algorithm, usually stochastic gradient descent, together with backpropagation.
As stated, the idea of applying neural networks to face recognition is not new, the
first experiment with a simple neural network for aligned and normalized face images
was performed by already in the 80s (Kohonen 1989). Among those lately presented
very deep CNNs are methods presented by Taigman et al. (2014), Sun et al. (2014) and
Schroff et al. (2015).
2.3

Towards local binary patterns

Apparently, methods based on statistics of image patterns or features fall under the
most widely used image descriptors. Simple statistics, such as means and variances,
were those mainly used in the early days of texture discrimination research. The first
problem to be solved back then was to discover to what extent the statistical properties
of two different texture samples must differ in order to make them look different for a
human observer (Julesz 1962). Despite of the popularity of simple statistics, a clear
breakthrough was, however, to start using whole feature distributions. According
to (Pietikäinen et al. 2011), the era of whole feature distributions for image descriptors
fully began closer to the 2000s.
The original LBP method was presented as a simplification of the texture spectrum
method proposed by He & Wang (1989). It was properly tied to the family of methods
based on texture feature distributions in (Ojala et al. 2001), where it was described as an
important simplification of the SGDH method. In addition to gray-scale invariance,
other benefits of using LBP were its great efficiency (computational lightness) and
effectiveness in discriminating textures while used as a description. The breakthrough of
the method clearly happened after the publication of the multiresolution and rotation
invariant version (Ojala et al. 2002b) of the original LBP texture operator in one of the
flagship journals of computer vision and pattern recognition.
Ever since the publication of (Ojala et al. 2002b), a vast amount of extensions
and tuned derivatives have been proposed in the literature. The application scenarios,
where LBP methods have been used, have also expanded from those listed in Section
2.2 to many others, such as to more specialized automatic facial analysis tasks (such
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as expression or soft-biometrics recognition), background subtraction, and interest
point description, to name only a few. Automatic face analysis research is clearly
among those that have truly made the most of the LBP methodology. With regard to
this, the pioneering work was done by Ahonen et al. (2004, 2006), which has later
been recognized as one of the milestones in face recognition research. In addition, the
later work proposed by Ahonen & Pietikäinen (2009) demonstrated that besides being
strongly tied to co-occurrence methods and multidimensional feature distributions, LBP
is also heavily connected with methods based on the BOVW model.
Now we are ready to shift our focus entirely to the main topic of this thesis, which is
about the LBP method. The starting point of this research is to gain more understanding
of which principles the original LBP descriptor is based on. After gaining some degree
of insight, yet another attempt was made to improve some steps of the LBP pipeline,
consisted of image preprocessing, pattern sampling, pattern encoding, binning, and
further histogram post-processing. As a result, we developed a bunch of novel LBP
extensions that partly try to unify some of the existing proposals. The basis for the
design of the new additional LBP methodology is to maximise data-driven premises.
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3

Local Binary Pattern (LBP) and its novel
extensions

This chapter is for presenting the main methodological contributions brought out by this
research. Although the family of LBP-based methods already contained an immense
amount of variants before starting this research, the effort was still able to produce some
novel extensions that were not considered or well-studied in the previous research. This
chapter does not contain the empirical evaluations of the proposed techniques. They will
be presented in the following chapter.
To begin with, in Section 3.1, we review the original LBP by which is meant the
multiscale rotation invariant version presented in (Ojala et al. 2002b). This is followed
by a brief summary of some proposed extensions existing to make the original LBP
better in different problems. In Section 3.2, we then continue to the first contribution
of this thesis which presents an image preprocessing step that, while applied, clearly
benefits the representational effectiveness of the final descriptor. Section 3.3 presents
three novel methods to learn the neighborhood sampling and encoding strategy for
LBP-like descriptors. Finally, in Section 3.4, a unified model is presented for LBP
histogram post-processing. As a special case of this, a novel histogram smoothing
scheme is proposed, which shares the motivation and the effects with the preprocessing
step proposed in Section 3.2.
3.1

Original LBP

The first form of LBP operates on 3-by-3 pixel neighborhoods (Ojala et al. 1994). Later,
it was extended to arbitrary circular neighborhoods with any radius and number of
sampling points using bilinear interpolation at sub-pixel coordinates leading to the
notation given by
P−1

LBPP,R (u, v) =

∑ t(g p − gc )2 p ,

(1)

p=0

where the center pixel value gc = I(u, v), g p refers to the gray values of P equally spaced
sampling points in a circle of radius R, and t(·) is the unit step function defined here as
t(g p − gc ) = 1 if g p − gc ≥ 0 and t(g p − gc ) = 0 otherwise. LBP codes can be regarded as
texture primitives, including different types of curved edges, spots, flat areas, and so
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Fig. 2. An example of the LBP operator using three different neighborhoods. In one LBP
operation, the pixel value indicated by a black dot is subtracted from those values indicated
by gray dots and the results are thresholded at zero resulting in a binary pattern.

on. Fig. 2 depicts three neighborhood examples used to define a texture and calculate
a local binary pattern. The efficiency of the LBP method can be largely explained
by the thresholding operation which makes the descriptor invariant to monotonic
gray-scale changes. The method has been very successful in many such computer vision
problems which were not earlier even regarded as texture analysis problems, such as
face analysis (Pietikäinen et al. 2011).
Once every pixel in an image is labeled using (1), i.e. for each pixel (u, v), there is a
P-dimensional binary pattern b , b(u, v), the resulting patterns are indexed based on
their decimal conversions and further binned to a histogram. The resulting histogram
acts as a global representation of the image area wherein the patterns were binned. More
formally, the resulting LBP histogram can be defined as follows
h(b0 ) = ∑ 1b0 (b),

(2)

u,v

where b, b0 ∈ {0, 1}P , and 1b0 is the indicator function defined as 1b0 (b) = 1 if patterns
b0 and b are the same and 0 otherwise.
3.1.1

Extensions

The flexibility of the LBP method has resulted in numerous refined versions that
have been designed to meet the needs of different types of problems (Pietikäinen
& Zhao 2015). Most of these derivatives are based on different variations of local
pattern calculation and quantization, but different LBP histogram post-processing
techniques have also been in great favour. A popular direction has also been the design
of complementary descriptors to be used alongside LBP.
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We next review some of the existing LBP variants that can be seen essential with
regard to the novel LBP extensions proposed in this thesis. We follow a model inspired
by Lei et al. (2014) which shows that LBP-like feature extraction can be decomposed
into four subsequent steps illustrated in Fig. 3.

Input
image

Encoded
image
Image
preprocessing

Pattern
sampling

Pattern
encoding

Output
representation
Binning and
histogram postprocessing

Fig. 3. Four-step way to extract an LBP-like feature.

Image preprocessing
In some applications, preprocessing the image, e.g. via filtering prior to LBP pattern
sampling and encoding has resulted in significant performance gains. This is an
important step, especially in making the LBP pipeline more robust for example to
such nuisance factors as noise, blur and illumination variations (Liu et al. 2015, 2016,
Tan & Triggs 2010). As discussed in (Tan & Triggs 2010), these factors involve such
complex local interactions with pixels that the resulting images often violate the basic
assumption of LBP that gray-level changes monotonically. Another limitation of LBP is
its sensitivity to quantization noise in uniform and near-uniform image regions. Many
LBP studies have demonstrated that the effects of these drawbacks can be alleviated to
some extent via image preprocessing.
Gabor filtering has been among the most popular preprocessing techniques applied
in tandem with LBP (Zhang et al. 2005, 2007, Lei et al. 2011). One of its motivations
has been that using Gabor magnitude and phase responses, more useful information
can be extracted for later steps. Other promising preprocessing schemes proposed
in the literature cover mean (Liao et al. 2007), median (Liu et al. 2015, 2016), edge
emphasizing (e.g. Sobel or Prewitt operators) (Yao & Chen 2003), and difference of
Gaussians (DoG) (Tan & Triggs 2010) filtering. DoG filtering has been very successful,
especially in LBP-based face recognition under varying illumination conditions.
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Neighborhood topologies
There are some recognized issues in the original LBP concerning, for example, the
inability to capture large-scale structures or anisotropic information that may be the
dominant features of some textures. To solve the above problems, there are many types
of extensions available.
The first extension related to the modification of the pixel sampling topology was
proposed in (Ojala et al. 2002b) where the operator was extended from a rectangular
3-by-3 (Ojala et al. 1994) to circular neighborhoods of arbitrary size (see, Fig. 2). To
extract anisotropic information, Liao & Chung (2007) proposed an elliptical sampling
topology. According to their demonstrations, an elliptical sampling topology performed
better in describing face images compared with the traditional circular neighborhood.
Other sampling topologies that have been tested to date cover, for example, lines (Petpon
& Srisuk 2009), parabolas and hyperbolas (Nanni et al. 2010).
To capture texture information in larger-scale, a bunch of patch-based methods have
been proposed lately, such as those presented in (Wolf et al. 2011, Liu et al. 2015, 2016).
To conclude, Maturana et al. (2011) used decision trees to learn the sampling topology
(or strategy), but as the method is more closely related to pattern encoding, a more
detailed discussion of the method is provided in the next section.
Pattern encoding strategies
By an encoding strategy, it is meant here the step consisted of both thresholding and
subsequent encoding operations. The original LBP method thresholds the difference of
the center and the neighbor pixel values at zero and encodes it with 0 or 1, depending on
the result. There are, however, a vast amount of methods proposed where this pattern
encoding step operates a bit differently. Instead of the center pixel, the thresholding can
be based on some statistic of the local neighborhood, such as mean (Jin et al. 2004) or
median (Hafiane et al. 2007). Another option is to introduce a small positive constant
in the thresholding function to make the thresholding process more robust against
negligible changes in pixel values (Heikkilä & Pietikäinen 2006). Furthermore, instead
of binary coding, one might use the so called ternary and quinary codings Nanni et al.
(2010). There are a bunch of other more or less peculiar encoding strategies proposed in
the literature, see (Pietikäinen et al. 2011, Pietikäinen & Zhao 2015).

40

To automate local pattern encoding, decision trees were introduced to learn the most
discriminative set of neighborhood pixels for intensity value comparisons in (Maturana
et al. 2011). The main motivation behind this method is an observation according to
which the operation of an LBP over a given neighborhood is equivalent to the operation
of a fixed binary decision tree. Thus, instead of using a fixed binary decision tree, the
paper proposes to learn the tree. The main benefit of using decision trees is that it clearly
unifies the steps of sampling topology selection and subsequent pattern encodings. As
noted in (Maturana et al. 2011), the encoding does not need to be restricted to pixel pair
difference tests, but the encoding can be also based on some other, more sophisticated
rules.
Apparently, excluding the method of Maturana et al. (2011), all previous methods
are non-adaptive, at least with regard to how they perform the quantization step. In
contrast to these, another category of encoding methods is formed by those based on
adaptive vector quantization. That is, there is a learning stage where a codebook is first
constructed from the raw patterns extracted from the local neighborhoods and then the
nearest codeword of the learnt codebook model is chosen to represent the input pattern
at each pixel location based on some proximity measure, for example the Euclidean
distance. These methods can be also categorized as the BOVW models, which were
already mentioned in Section 2.2, with an exemplary method proposed by Hussain &
Triggs (2012).
The method of Hussain & Triggs (2012) called local quantized patterns (LQP) is a
unifying model of local binary pattern features making use of vector quantization and
letting to have many more pixels and quantization levels without the loss of simplicity
and computational efficiency. One of the main objectives of LQP is to get rid of handcrafted sampling topologies by densely sampling larger local pattern neighbourhoods
and then using k-means to cluster the resulting set of binary patterns off-line to build a
very large look-up table which later allows run-time coding of local patterns. LQP is
partly inspired by the famous visual words approach where a set of training images
are convolved with a filter bank to generate filter responses. Exemplar filter responses,
found by k-means clustering, are then selected as textons for labeling each filter response
and finally every pixel.
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Histogram post-processing
As described in Section 3.1, once every pixel in an image is encoded, the resulting
patterns are indexed based on their decimal conversions (or exemplar codewords) and
further binned to a histogram. One setback of this procedure is that depending on the
underlying LBP variant, the resulting histogram may grow surprisingly large. Note
that, assuming P pixel value comparisons, like in the original LBP, binary coding
yields altogether 2P bins. Histogram post-processing is a step for manipulating the
2P -dimensional histogram. It is sort of pattern post-encoding or selection where the 2P
labels (or symbols) are further encoded based on some rules, put into practice via look-up
tables that are stored in memory. Its main motivation is to reduce the dimensionality of
the histogram, at the same time, hopefully, making it more discriminative for recognition.
One of the early extensions considering label post-encodings are the so called
uniform and rotation invariant mappings, which both work on circular patterns. In
detail, a local binary pattern is called uniform if it has at most two transitions from 0
to 1 or vice versa. For example, the patterns 00000000 (0 transitions), 01110000 (2
transitions) and 11001111 (2 transitions) are uniform, whereas the patterns 11001001 (4
transitions) and 01010011 (6 transitions) are not. Uniform encoding has a separate label
for each uniform pattern and all the non-uniform patterns are assigned to a single label.
Rotation invariant LBP codes can be achieved simply by circularly rotating the binary
code into its minimum value. For instance, patterns 10000010, 00101000, and 00000101
all map to the minimum code 00000101. Using the most typical set of patterns, like
uniform patterns, has inspired other pattern selection schemes like those proposed
by Liao et al. (2009) and Guo et al. (2012). Gaining other invariances via histogram
post-processing, for example, for blur and noise, has led to a development of methods
proposed by Ahonen et al. (2009) and Chen et al. (2013b).
As hinted, the majority of the existing post-encoding methods, for example those
listed above, do not actually require the histogram to be built before the actual postencoding step, but the labeled pixels can be first directly encoded to a new set of symbols
using a look-up table and only after that can be binned based on the range of this new
set. However, reformulating the conventional look-up table procedure as a histogram
post-encoder provides a base for a novel concept which unifies a vast amount of LBP
mappings proposed in the literature. Further discussion about this concept is postponed
until Section 3.4.
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Complementary contrast information
LBP is by definition a purely gray-scale invariant texture descriptor, characterizing
texture patterns while ignoring the magnitude of gray level differences, namely contrast.
Local pattern information can be seen, however, independent of the gray scale, whereas
contrast is not. On the other hand, contrast is not affected by rotation, but patterns are,
by default. So, these two measures can supplement each other. There are multiple efforts
that address how LBP could be equipped with an ability to describe both local pattern
structures and local contrast information.
To make the original LBP method to exploit image contrast, it was combined with a
local contrast measure yielding the so called LBP/C operator (Ojala et al. 1994). The
contrast part was later revised yielding the so called variance (VAR) operator (Ojala
et al. 2002b). The most recent variant for measuring contrast is the magnitude measure
of the so called completed modeling of LBP scheme of Guo et al. (2010), where local
contrast is measured replacing the threshold function in (1) to tm (z, c), where z is the
magnitude (modulus) of a local pixel pair difference, z = |g p − gc |, and c is an adaptive
threshold value, usually set as the mean of local pixel difference magnitudes within an
image area. Guo et al. (2010) defined completed LBP (CLBP) as a generalization of
LBP, consisting of the components called LBP sign (the same as the original LBP) and
the LBP magnitude defined as above.
Other methods and extensions to local volumes
There are a number of other methods that could well find their places in the categories
given above. With some of them, however, the starting point for their development has
been slightly different compared to the original LBP. Another branch of methods are
those that extend LBP from spatial to spatiotemporal domains and volumes.
Inspired by LBP, a blur invariant descriptor called Local phase quantization (LPQ)
was proposed by Ojansivu & Heikkilä (2008), Rahtu et al. (2012). Instead of operating
in the original pixel space, the method is based on an operator that examines the phase
component of the Fourier transform in local pixel neighborhoods. Furthermore, inspired
by the fact that many LBP-based methods can be implemented by first convolving the
image with a set of filters and then quantizing the filter responses, Kannala & Rahtu
(2012) proposed a method called Binarized statistical image features (BSIF) which is
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based on using ICA to learn the convolution filter masks from a set of training image
patches for LBP-like descriptors.
To conclude, the LBP methodology has been demonstrated to be straightforwardly
extendable to volumetric data (Zhao & Pietikäinen 2007, Päivärinta et al. 2011) creating
a basis for many applications in motion and activity analysis, and for example, in
biomedical applications that require processing large 3-D image stacks (Rigamonti
et al. 2013). As this thesis is about spatial descriptors, the reader is kindly asked to
refer, for example, to (Pietikäinen et al. 2011, Pietikäinen & Zhao 2015) for a more
comprehensive discussion for volumetric LBP descriptors.
The discussion in the following subsections 3.2, 3.3 and 3.4 is owed to the LBP
extensions developed during the research of this thesis. In turn, the verification of the
usefulness of the proposed novel methods is then provided in Chapter 4.
3.2

Image pre-interpolation

In spite of forming a high-performance compilation of texture description methods, it
emerges that many LBP variants (including those reviewed above) share weaknesses
related to the hard-decision thresholding in local pattern encoding affecting the capabilities of the final histogram-based representation. As we saw, there are many extensions
proposed to tackle the former weakness. For now, however, our main focus is on the
latter problem arising due to the inherent characteristics of the histogram method. This
problem has something to do with the finite number of pixels available in almost any
given practical scenario.
There is a trade-off to be made with LBP histograms: too small a number of bins, i.e.
using lower dimensional binary patterns, may fail to provide enough discriminative
information about the image appearance, while too large a number of bins, i.e. higher
dimensional patterns, may lead to sparse and statistically unstable representations. To
alleviate this, Paper I proposes a denser sampling strategy to extract a greater number
of local binary patterns. Such a dense sampling strategy, illustrated in Fig. 4, can be
integrated with many existing LBP variants. A feasible way to implement the method is
to first up-sample the original image of a size rows × cols to (2 · rows − 1) × (2 · cols − 1)
pixels using some interpolation method, at the same time increasing the operating radius
(i.e. the window size) from R to 2 · R, accordingly. The given implementation yields
even denser sampling compared with the one in Fig. 4.
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Fig. 4. An illustration of the proposed sampling strategy. The conventional strategy (left)
versus a denser strategy (right), where the dark gray circles mark the novel locations the
center of the operator should visit. Paper I c Springer.

3.3

Learning LBP filter masks

Thresholding differences of local pixel-value pairs at zero is an efficient coding strategy
as it makes the resulting local binary patterns invariant to monotonic gray-scale changes.
The question that follows is then related to the problem of selecting the best set of pixel
pairs for the given application. Circular sampling has been a popular choice; it is based
on a hypothesis that the most important structures of texture, for any type of recognition,
are those extractable by this sampling topology, which is also empirically verified in a
vast number of studies.
Let us begin with a few words about LBP histograms. With regard to them, the
pattern sampling and encoding have an essential role in distributing the pixel patches
of an image among the histogram bins. From this point of view, a histogram can be
seen as a sort of representation of the feature space defined by the pixel patches: each
bin occupies a certain disjoint region in this space and the mass assigned to it reflects
the fraction of pixel patches belonging to that region. That said, as each filtering or
pixel-based operation and thresholding operation involved in an LBP operation is
responsible for such a critical task as distributing pixel patches among the bins, what
filters and thresholding rules one should use? Clearly, there are many principles one
could follow in how the feature space is finally partitioned, meaning which bins take
which pixel patches.
In this section, we present three different methods to learn the pattern sampling
strategy of an LBP-like descriptor. For each of them, the thresholding is kept the same as
in the original LBP, i.e. it is based on thresholding at zero. The first proposal, presented
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in Paper II, is a unifying learning framework based on binary decision trees, which can
be used in both unsupervised and supervised modes. The second method, presented in
Paper V, is based on ICA, and is purely unsupervised. Finally, we present a method
(presented for the first time in this thesis) that can be used to sparsify filter masks. The
aim is to make the learnt samplings (given they are dense) sparse, meaning most of
the coefficients for pixels in the neighborhood are set to zero. Attaining sparsity is
beneficial in terms of relieving the computational burden of the filtering operations. The
computational load of the filtering operations naturally increases as the filter window
size and the number of filters both grow larger.
3.3.1

Decision trees

The main goal of the decision tree based local binary pattern learning framework is
to gain ability to learn discriminative yet compact binary descriptors. At first, a large
set of training image patches xi is sampled collecting also their class labels yi for the
construction of a representation of the local image patch space. The aim is then simply
to learn an optimal partition of this vector space using decision trees and related tree
growing algorithms. As described above, for each region of the resulting partition there
is a one-to-one mapping to one of the bins in the histogram. It is quite obvious that the
regions are finally defined by the leaf nodes of the tree.
In the framework of Paper II, trees are learned recursively top-down, as described in
Algorithms 1 and 2. The learning starts by first collecting a training set of N image
2
patches L = {(xi , yi )}Ni=1 in which xi ∈ Rk (k defining the width of the patch4 ), class
labels yi ∈ Ω and a finite set of class labels Ω = {1, · · · , K}. The recursive Tree algorithm
then evaluates each node based on all possible divisions of L into two disjoint subsets
Lleft and Lright so that Lleft ∪ Lright = L and Lleft ∩ Lright = 0.
/ If the division of L is
based on the sign of the difference of two pixel values (like in the original LBP), but
without any topological constraints so that any pixel pair would be allowed, then there
2
would be altogether k2 possible divisions and as many evaluations among which the
chooseTest picks the best one. How to define the best pixel test is described next.
In the learning algorithm, ft defines the pixel pair test (fixes the pixels and the
operation between them) and θt is the threshold which is in all of the experiments (of
this thesis) set as zero. Despite not explicitly shown in the listings above, the proposed
4 Image

patches do not have to be rectangular, but because of notational simplicity, they are now regarded as
such. Image patches are regarded as being in a vectorized form, but this is not a necessity.
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Algorithm 1 Tree(L )
Input: A set of training image patches L = {(xi , yi )}Ni=1
Tree(L ) :
if maxDepth = TRUE then
return
else
( ft , θt ) ← chooseTest(L )
Lleft ← {(xi , yi ) ∈ L | ft (xi ) ≥ θt }
Lright ← {(xi , yi ) ∈ L | ft (xi ) < θt }
return ft , θt , Tree(Lleft ), Tree(Lright )
end if
Algorithm 2 chooseTest(L )
Input: A set of training image patches L = {(xi , yi )}Ni=1
Output: The best binary test f j∗ and threshold θ j∗
evaluate n possible binary tests
for j = 1 to n do
{s j } ← evaluate(L , f j , θ j )
end for
find the index j of the best test
j∗ = argmax {s j }
j

return f j∗ , θ j∗
framework enables both unsupervised and supervised learning modes. Depending on
which one to use governs what is maximised, i.e. how the best function for a particular
node is eventually picked in the growing tree. In unsupervised mode, where class
information is not utilized, one might use the Shannon’s split entropy defined as
H(L ) = −

|Lπ |
|Lπ |
log2
,
|L |
|L |
π∈{left, right}

∑

(3)

where |·| is the cardinality of a set and π stands for the partition. The maximum is
reached when both of the partitions have an equal number of training patches. Based on
this, the pair ( f j , θ j ) which divides L as evenly as possible is picked for the node. In
supervised mode, where the class information is utilized, node functions are evaluated
and eventually ranked based on the information gain of the split, given as
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Fig. 5. An illustration of the steps for transforming a tree to a fern.

I(L ) = HC (L ) −
where HC is

|Lπ |
HC (Lπ ),
|L |
π∈{left, right}

(4)

|Lc |
|Lc |
log2
,
|L
|
|L |
c∈Ω

(5)

∑

HC (L ) = − ∑

where |Lc | is the cardinality of a set for class c. The chooseTest function evaluates n
possible binary tests, a number which is controlled by the user. It is noteworthy that with
larger neighborhoods and with more complex node tests, e.g. with those based on a set
of pixels (more than two), the number of possible tests can grow very large. In such
scenarios, a reasonable size of possible tests must be first randomly collected before
starting to evaluate them.
The Tree function is recursively called until it reaches the maximum depth (maxDepth)
which must be given by the user. As the maximum depth is the same as the number of
bits, it consequently dictates the final length of the resulting histogram. To conclude, the
main parameters of the learning framework are the desired mode of supervision, the
desired spatial support of the local binary pattern, the maximum depth of the tree, the
type of node functions, and the value of the threshold. Note that there are no limitations
for using any rectangular or any other geometrical shape for the neighborhood. Further,
the node functions can be based, for example, on pixel pairs or triplets, or almost on any
given function of pixels within a patch.
Inspired by the work of Ozuysal et al. (2010), the framework is made suitable for
learning slightly simplified decision trees. These trees are constrained to systematically
perform the same function across any given hierarchy level, see Fig. 5. Further, the
resulting structure is referred to as a fern.
For learning ferns, the root node function is picked as it would be picked in
learning standard trees, but for the subsequent nodes, the given split entropy and
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information gain must be modified. Given that the root node is indexed as 0, i.e.
(root)
(m)
n0
, the rest of the nodes ni at depths m ∈ {1, . . . , maxDepth}, are indexed so that
 m
i ∈ 2 − 1, . . . , 2m+1 − 2 from left to right (see, the numbering in the left part of
Fig. 5). The split entropy is then defined as
2m+1 −2

Hm (L ) = −

|Li |
|Li |
log2
,
|L
|
|L |
−1

(6)

∑m

i=2

where i stands for the index of a node at depth m as explained. Further, the mutual
information is given as
2m+1 −2

Im (L ) = HC (L ) −

|Li |
HC (Li ),
−1 |L |

(7)

∑m

i=2

where HC (·) as in (5). The pair ( fi , θi ) that gives the highest split entropy or information
gain, according to (6) or (7) at the given depth m, is then included in the fern structure.
3.3.2

Independent component analysis

Independent component analysis (ICA) and its variants have been successfully used for
unsupervised feature learning, but Kannala & Rahtu (2012) were the first proposing to
apply ICA models in learning LBP filter masks. The idea is to gain maximized statistical
independence between the filter responses, which would further result in entropy growth
between the zero-thresholded response elements yielding a compact and informative
description process. The method of Kannala & Rahtu (2012) is called BSIF (Binarized
statistical image features).
In Paper V, the method proposed by Kannala & Rahtu (2012) is investigated in more
detail for the application of face recognition, with an aim to understand whether using
application-specific data would bring any further benefits in learning the filters. Next, a
brief overview of ICA and the filter learning framework of (Kannala & Rahtu 2012) is
given. We confine ourselves to a single motivation: to be effective, the only desirable
requisite for independent quantization of P-dimensional vectors is independence between
the P coordinates. A very detailed explanation and motivations of ICA, its required
assumptions, and some numerical methods to finally solve it can be found, for example,
in (Hyvärinen 1999).
2

Given a vectorized image patch (neighborhood) x ∈ Rk (k again defining the width
2

of the patch), the method of Kannala & Rahtu (2012) learns a filter bank W ∈ RP×k , with
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each vectorized filter stacked row-by-row, so that after a linear mapping s = W x, s ∈ RP ,
the coordinates s( j) are as independent as possible. This would serve as an optimal
procedure for the subsequent thresholding of the coordinates marked as l ( j) = t(s( j) )
where l ( j) ∈ {0, 1}. For estimating the independent components, the filter matrix W is
decomposed into two parts by
s = W x = UV x,

(8)
2

where U ∈ RP×P is orthogonal (U > = U −1 ) and matrix V ∈ RP×k performs the so
called canonical preprocessing, i.e. simultaneous whitening and dimension reduction of
training samples x.
Canonical preprocessing is based on principal component analysis. Given a training
set of image patches {xi }Ni=1 , their coordinates are centered to have zero-mean. Principal
axes are then found via the eigenvalue decomposition of the covariance matrix C =
EDE > of the centered training vectors x, where E is the square k2 × k2 matrix whose
columns collect the eigenvectors of C and the main diagonal of D contains the eigenvalues
of C in descending order. Given the decomposition, the matrix V is defined by


V = D−1/2 E >
,
1:P

(9)

where (·)1:P denotes the first P (P ≤ k2 ) rows of the matrix in the argument.
Denoting the centered, dimension-reduced, and whitened samples as z = V x =
D−1/2 E > x,

z ∈ RP , one may use some standard ICA algorithm to estimate an orthogonal

matrix U for the equation s = Uz which should yield the maximisation of the independence among the coordinates of s. Finally, given U and V , one obtains the filter matrix
W = UV containing the filters w j stacked row-by-row.
In practice, the standard ICA can be formulated as a constrained optimization
problem defined as
N

P

argmin ∑ ∑ g(w>j xi ), s.t. w>
k wl = δk,l ,
{w j } i=1 j=1

(10)

where g is a nonlinear convex function (good for measuring sparsity) such as g(·) =
log cosh(·) and δk,l the Kronecker delta. The orthonormality constraint w>
k wl = δk,l is
used to impose the solution to be tractable. The intuition behind the model of (10) is
that, assuming independence of the original (hidden) variables, they can be estimated
by maximising non-gaussianity which is realised via minimization of the g(w>j xi ).
The intuitive justification for one possible solution of ICA being of maximising the
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non-gaussianity is based on the central limit theorem, see (Hyvärinen et al. 2009, on
page 178).
Finally, Paper VI investigates an application of a variant of the ICA model given in
(10) proposed by Le et al. (2011). Briefly, the study in Paper VI is about applying the
learnt filters with BOVW-based models instead of binary quantization. The main idea is
to evaluate the usefulness of a property called over-completeness in learning ICA filters.
Instead of scalar-quantizing the filter response elements, vector quantization is used
to assign the filtered features to histogram bins. BOVW is used mainly to keep the
histogram lengths reasonable. For further details, the reader is kindly asked to refer to
Paper VI.
3.3.3

Sparse regression

The problem of the previous ICA-based filter learning framework is that the filters
it learns are dense, making their use computationally more expensive compared, for
example, with the LBP given in (1). We argue that the quantization based on harddecision thresholding, as given in (1) in a form of a thresholding function, enables one
to perform some approximations that result in significant reductions in computational
complexity without affecting the representational performance of the resulting descriptor.
This can be accomplished via a filter learning method that is, from now on, called as
sparse regression, according to (Chen et al. 2013a).
( j)

The idea is to utilize the filter response values si

and training vectors xi , using the

( j)

dependency si = w>j xi . The presumption is that we have already learnt the filters that
we want to “sparsify”. Now, instead of using the filter w j , the aim is to learn a new filter
denoted as w0j , which should be such that most of its coefficients are set to zero. After
learning the filters w j , for example, using some model based on (10), the new filters w0j
are then learnt, one by one, solving a formulation with an added sparsity constraint
defined as
w0j = argmin X > w j − X > w
w

where X ∈ Rk

2 ×N

2

+ η kwk1 ,

(11)
2

is a data matrix containing the same training samples x ∈ Rk used in

the phase of learning w j . Further, the first term of (11) corresponds to the quality of
approximation, and the second one to the sparsity of the filters. Following the steps
of Trzcinski & Lepetit (2012), the problem in (11) can be solved by a method called
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least absolute shrinkage and selection operator (LASSO). In a quality implementation,
there is an extra parameter that lets users to define the maximal number of non-zero
coefficients in the filters explicitly, which is a more convenient way of controlling the
sparsity of the approximation compared to tuning η (Trzcinski & Lepetit 2012).
3.4

A unifying model for LBP histogram mappings

Despite using pure (without post-processing) LBP histograms has proved to be very
efficient in representing textures, there are many studies trying to improve its representational capacity via different post-processing methods. Indeed, as noted in Paper III,
most of them can be reformulated as a linear projection
hΨ = Ψh,

(12)

P

where h ∈ R2+ is the input histogram, Ψ a special q-by-2P matrix containing elements
set according to some heuristics, and hΨ ∈ Rq+ the output (post-processed) histogram.
Most of the existing histogram post-processing methods are usually implemented via
look-up tables, which is the case, for example, in rotation invariant and uniform pattern
mappings reviewed in Section 3.1.1. The look-up tables implementing these mappings
and the mapping itself can be indeed reformulated according to (12). As demonstrated
in Paper III, it is easy to see that for rotation invariant patterns of circular LBP with
eight neighboring pixels, one has q = 36, whereas for uniform patterns q = 59. One
may further combine uniform and rotation invariant mappings to a common matrix for
which one ends up having q = 10.
Clearly, there are many LBP histogram mappings proposed in the literature, which
can be reformulated using a linear projection. As an alternative to image pre-interpolation
(in Section 3.2) to tackle the statistical unstability of LBP histograms, Paper III proposes
to perform softer assignment of observed LBP codes to bins. It is shown that the
procedure is equivalent with kernel density estimation in P-dimensional binary space,
but most interestingly, it can be also reformulated as a linear projection.
3.4.1

Histogram smoothing

To begin with, from the aspect of kernel density estimation, commonly used estimators in
continuous domain (such as the Parzen-Rosenblatt window) do not seem very appropriate
to be used with LBP codes as they are essentially variables in a P-dimensional binary
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space. Fortunately, there is a kernel method originating from categorical data smoothing
in statistics that is more than convenient for this purpose. The kernel density estimator,
proposed by Aitchison & Aitken (1976), is given by
0

0

Kλ (b|b0 ) = λ P−d(b,b ) (1 − λ )d(b,b ) ,

(13)

where b and b0 are both P-dimensional binary vectors, d(b, b0 ) is the Hamming distance
between them, and λ ∈ [ 21 , 1) is a smoothing parameter. Setting λ = 0.5 yields uniform
assignments to each bin, whereas λ = 1 corresponds to the standard LBP binning as
described in (2). Finally, using the given kernel one may estimate the probability of a
P-dimensional binary code within an image region of interest by
hλ (b0 ) = ∑ Kλ (b|b0 ),

(14)

u,v

where u and v enclose the image region and b , b(u, v) is a P-dimensional binary
feature at a certain pixel location. Finally, the global representation can be defined as
hλ = (hλ (0), . . . , hλ (2P − 1)) which is actually a smoothed version of h.
Using the kernel function (13) one is able to spread out the probability mass (brought
by a certain LBP code occurrence) between several bins representing the whole range of
possible binary pattern types b ∈ {0, 1}P . This is in contrast to a histogram (2) in which
the same mass is assigned to a single pattern type. The crucial factor of how to share the
mass is two-fold: it depends on (i) the Hamming distance between the occurred binary
pattern b0 and the entries b, so that the smaller the Hamming distance between b0 and b,
the larger the mass assigned to the bin representing the feature b. How fast the weights
decay is, in turn, dependent on (ii) the amount of smoothing, i.e. how the smoothing
parameter λ is set in (13).
The discrete variables allow to perform the soft-assignment of all observed codes at
once following the principle of (12). The matrix Sλ := Ψ , in this case is defined as


Kλ (0|0)
...
Kλ (0|2P − 1)


..
..
..
,
Sλ = 
(15)
.
.
.


Kλ (2P − 1|0) . . . Kλ (2P − 1|2P − 1)
where Kλ (·|·) are as described in (13). All Hamming distances between any possible
binary pattern pair form a finite and constant set {0, 1, . . . , P}, where P stands for the
dimensionality of the codewords. Eventually, a smoothed version of the input histogram
h is computed by applying hλ = Sλ h. Evidently, the smoothing matrix Sλ is just one
special kind of Ψ.
53

As hinted, the most crucial step in histogram smoothing (or soft-assignment) is to
determine how much to smooth the assignments. As it was described, this is dependent
on the Hamming distance between binary vectors, but also on the value of the smoothing
parameter λ . If class labels are available and training data is abundant, one option to
tune λ is to perform cross-validation on a separate subset using the classification error
as a target to be minimized. If class labels are not available, one could try to rely on
some other principles like to minimize the global mean squared error (GMSE) of the
smoothed histogram as described by Hall (1981). The method is based on minimizing
the global function of mean squared errors as follows
argmin
λ

∑

2

E ĥλ (b) − h(b) ,

(16)

b∈{0,1}P

where E [·] is for expectation, and ĥλ and h for the estimated and the true feature
distributions, respectively. In Hall (1981), it was shown that the above target function is
minimized by λ satisfying
h
i
−1
(1 − λ ) ∼ P + h>
n kh1 − Ph0 k2
,
0 (h1 − Ph0 )

(17)

where P is the dimension of the features, n is the total amount of features (in our
case all LBP occurrences), and hq (with q ∈ {0, 1}) are vectors with coordinates

hq (b) = 1n # b00 | d(b00 , b) = q , where both b and b00 ∈ {0, 1}P are the occurred binary
patterns given an image. The method given in (16) and (17) enables soft-assignment
solely based on the sample histogram at hand, and indeed, no other information is
needed.
In addition, for both supervised and unsupervised schemes, there are methods that
can be used to enforce most of the elements of the smoothing matrix towards zero
making the smoothing operation computationally lighter. Paper III provides a detailed
description of the discussed smoothing methods and other practical extensions.
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4

Applications and experiments
This chapter presents a summary of the experiments conducted during the research

of this thesis. The aim is to illustrate the performance gains achieved by the novel LBP
methods presented in the previous chapter. The problems considered here are texture
categorization and face image analysis. Our analysis with faces includes age estimation
and standard face recognition covering both verification and identification modes. All
results are reported using well-known datasets broadly utilized in the literature of texture
and face analysis research.
4.1

Texture categorization

Texture categorization, or texture classification, refers to automatic inspection or analysis
of textures arising from various sources, such as real-world surfaces or images of
objects based on electromagnetic radiation like X-rays. It is a typical pattern recognition
application where the aim is to label unseen input samples based on a predefined set of
classes. The labeling is performed according to some rules which are automatically
derived from a training set consisting of samples of different textures with known class
labels.
There is a vast number of applications where automatic texture categorization
can be deployed bringing added value in various forms. In manufacturing industry,
texture categorization can detect surface defects that appear as local imperfections
related to some important properties of quality of the product (Niskanen & Silven
2007). Texture categorization is also of use in food industry where, for example, the
manufacturer tries to detect food products that have become contaminated by foreign
objects (Patel et al. 1996). An important application is related to medical diagnosis,
where a common problem is to differentiate between pathological and healthy tissue in
different organs (Castellano et al. 2004). There are also applications in biometrics that
can be seen as texture classification problems. A good example is face recognition
which will be discussed in this chapter very soon.
A common procedure before bringing any method into practice for any application
is to first validate or ensure the capabilities of it. As for the applications of texture
categorization, there are plenty of public databases with appropriate benchmark protocols
55

available for an experimentalist. In a pattern recognition problem setting in general,
there are two aspects to take into account: the role of the descriptor (or features to be
used) and the role of the classifier. If the main focus is on the descriptor, the classifier is
usually kept as plain as possible. In this thesis, throughout the texture categorization
experiments, we rely on the nearest neighbor method. It is a classifier that performs
categorization based on the closest training (or prototype) samples in the feature space.
Using such a classifier requires the user to choose the metric according to which the
distances between input samples and training examples can be measured.
4.1.1

Databases

Outex
Outex is a framework for empirical evaluation of texture classification and segmentation
algorithms (Ojala et al. 2002a). It contains a large collection of textures, both in the
form of surface textures and natural scenes. As the textures are captured under many
different conditions, the framework facilitates to construct a wide range of texture
analysis problems, which are referred to as Outex test suites.
Outex_TC_0012 is a particular test suite which was used in this study. It is a wellknown benchmark for rotation and illumination invariant texture classification (Ojala
et al. 2002a). The test suite contains 24 classes of textures collected under three different
illuminants, namely 2300K horizon sunlight (‘horizon’), 2856K incandescent CIE A
(‘inca’), and 4000K fluorescent t184 (‘tl84’). Under each of these illuminants, each
texture image was captured under nine different rotation angles, from 0◦ to 320◦ with
40◦ steps. The suite contains 20 training images for each texture class all taken under
the ‘inca’ condition with 0◦ rotation angle. For tests, there are two sets referred to as
000 and 001 taken under ‘t184’ and ‘horizon’ illumination conditions, respectively.
Furthermore, test images contain samples of all given rotation angles. Fig. 6 depicts
some exemplar textures sampled from the Outex_TC_0012 dataset.
CUReT
CUReT (Columbia-Utrecht reflectance and texture database) dataset contains 61 classes
of different textures collected from real-world surfaces (Dana et al. 1999). Each texture
class contains 205 images captured at several viewpoints and under different illumination
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Fig. 6. Texture image examples from the Outex_TC_0012 database. Each column depicts a
training-testing image pair from the same texture class.

conditions. The texture classes were chosen to span a wide range of geometric and
photometric properties. In this study, we are using the so-called selected regions5
version of the dataset (Varma & Zisserman 2005) covering altogether 92 samples per
each of the texture classes with the most extreme viewpoints being excluded. According
to (Varma & Zisserman 2003), the dataset exhibits only limited scale changes and
in-plane rotations. Fig. 7 depicts some samples from the CUReT dataset.

Fig. 7. Texture image examples from the CUReT database. The given images highlight the
varying geometric properties involved in the dataset.

KTH-TIPS2
KTH-TIPS26 (Textures under varying illumination, pose and scale) was collected for
investigating texture categorization in more unconstrained environments. It consists of
two parts that are KTH-TIPS2-a and KTH-TIPS2-b. In contrast to the majority of its
5 See,
6 The

http://www.robots.ox.ac.uk/ vgg/research/texclass/index.html.
database is the second version of its predecessor KTH-TIPS.
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predecessors, which are argued to contain only a limited number of physical samples per
texture category, KTH-TIPS2 tries to provide several varying samples of each texture
category ensured by imaging under a variety of pose, illumination and scale conditions.
The design principle of the database was that the samples within each category should
exhibit visual variation as much as possible. It is argued that the database enables a
shift to be taken from a sample-specific (exemplar identification) to more a general
material-specific categorization (Caputo et al. 2005).
KTH-TIPS2-a is the first part of the dataset that consists of 11 texture categories
which are all compiled from four different samples of each category, i.e. for one category,
there were four distinct material samples that were photographed. There are images
in 9 different scales, 3 poses, and 4 different illumination conditions. The standard
protocol is based on reporting the average classification performance over the four test
runs, where on each run, all the images from one sample are used for the test, while the
images from the remaining three samples are used as a training set. KTH-TIPS2-b is
otherwise similar to KTH-TIPS2-a, but it contains a slight modification in its evaluation
protocol. Fig. 8 depicts some samples from the KTH-TIPS2-a dataset.
Other databases
Besides the ones reviewed above, there are many other usable databases publicly
available in the literature. Among the most recent ones include FMD (Flickr material
dataset) (Sharan et al. 2013) and DTD (Describable texture dataset) (Cimpoi et al.
2014), both of them taking texture categorization to the next level. The FMD dataset is,
from most of its parts, very similar to CUReT and KTH-TIPS, but introduces far more
challenging images, with an aim to finally establish a justified testbed for experimenting
material categorization. The DTD dataset, in turn, contains images that are labeled
according to their attributes which are derived from psychological studies. Given an
input image, the aim is then to recognize these attributes as accurate as possible.
According to many studies that are using the given databases, it can be concluded
that in order to perform on par with the state-of-the-art methods, simple descriptors
based, for example, on pixel-pair evaluations may not be enough. Instead, the operations
ought to be based, for example, on multi-scale strategies or patch-based approaches to
enhance the discriminative power of the descriptor.
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Fig. 8. Texture image examples from the KTH-TIPS2-a database. Each column depicts examples compiled from four different samples representing one material category. All examples
are of the smallest scale appearing in the dataset.

4.1.2

Experiments

In this section, we present the results of our experimental evaluation for the methods of
(i) image pre-interpolation (reviewed in Section 3.2), (ii) filter learning based on decision
trees (Section 3.3.1), and (iii) histogram smoothing (Section 3.4). All evaluations
are performed using the texture categorization problem as a validative testbed. The
ultimate aim is not to perform on par with the state of the art on the utilized datasets
reported in the literature, but rather to study how the proposed LBP extensions affect the
performance relative to the standard LBP pipeline or some straightforward variation of
it.
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Image pre-interpolation
Paper I studied the effects of image interpolation as a predecessor to local binary pattern
extraction. As explained in Section 3.2 and in Paper I, the motivation behind this
additional step is the histogram and its inherent issues in producing statistically robust
descriptions.
The proposed image pre-interpolation was evaluated combining it with the original
LBP (Ojala et al. 2002b) and the so-called CLBP (Guo et al. 2010). The benchmarking
dataset was Outex_TC_0012 and the testing setup followed the standard Outex protocol
described above. Altogether three neighborhood sizes were evaluated with a combined
rotation invariant and uniform histogram post-processing scheme. The nearest neighbor
classifier with L1 distance function was used in the experiments.
The obtained results, which are summarized in Table 2, indicated that the preinterpolation scheme provides a consistent improvement across the descriptions, which
were sole LBP (S), sole magnitude (M), concatenated LBP and M (S_M), and joint
LBP and M (joint(S,M)) histograms. The same group of descriptions also provided
a consistent, but not that significant, improvement while evaluated on CUReT (see,
Paper I for more details).

Table 2. Texture categorization experiments with and without image. Summary of the results
reported in Paper I c Springer.
Method
Outex_TC_0012
S
M
S_M
joint(S,M)
CUReT
S
M
S_M
joint(S,M)
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LBP8,1

LBP16,2

LBP24,3

.705 / .659
.684 / .616
.825 / .739
.877 / .839

.798 / .782
.803 / .785
.890 / .876
.930 / .907

.829 / .815
.850 / .845
.921 / .917
.923 / .905

.819 / .797
.768 / .750
.905 / .892
.937 / .932

.848 / .838
.848 / .820
.923 / .913
.930 / .916

Decision trees
Paper II proposed a unified framework for learning descriptors that describe pixel
neighborhoods using binary codes. In essence, the framework is about applying binary
decision trees to learn an informative quantization of a feature space defined by a number
of image patches matching the size of the desired pixel neighborhood. Although two
different tree structures (namely trees and ferns) were mentioned in Sect. 3.3.1, the
evaluation in Paper II is limited to trees.
Two datasets, namely CUReT and KTH-TIPS2-a, were used in this experiment. At
first, both datasets were divided into two disjoint sets; one of them was used in decision
tree learning and the other in the final evaluation. As described, trees can be learnt in
several ways, but the node tests were always based on the sign of the difference between
two pixel values in a neighborhood. In detail, we evaluated the following ways to learn
the pixel pairs: (i) random sampling; (ii) unsupervisedly learning based on a set of
training image patches sampled from 13 natural images; (iii) unsupervised learning
based on a set of training image patches sampled from images of the application; and
(iv) supervised learning based on the images of the application.
According to the evaluation on CUReT, learning descriptors with any level of
supervision is more effective than random sampling. Also, it seemed that using
application-specific images in training would result in better results than using natural
images. One peculiar finding was that using the class labels did not seem to provide
any benefit, but rather worsened the results compared with others. Our findings were
the same no matter constraining the pixel pairs according to LBP topology (i.e. the
other is always the center of the neighborhood or image patch) or without constraints
(can take any pair). For KTH-TIPS2-a, we found that using class labels may result in
more descriptive trees compared with unsupervised methods while enlarging the pixel
neighborhoods.
To conclude, we compared the learnt descriptors with LBP and LQP evaluating on
both datasets. In overall, the proposed framework seems to have potential, especially
while using larger neighborhoods, in which case we showed that better descriptors
compared to LBP can be learned in the given applications. While the LQP descriptor remains a tempting method, using larger than 5×5 neighborhoods the reported
release from handcrafting pixel comparisons becomes hard to meet because of the
implementational issues. Moreover, we showed that using our framework one is able to
produce competitive image descriptors without using application-specific data in the
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learning phase. These generic descriptors can be used as alternatives for conventional
hand-crafted descriptors using equivalent or even shorter description lengths. The
descriptors produced by our framework can be used in different applications in a similar
manner as LBP or BRIEF and no large look-up tables are needed as in LQP.
All related tables and plots related to the experiments of decision tree descriptor
learning can be found in Paper II.
Histogram smoothing
Paper III proposed a histogram smoothing scheme for which the motivation is the
same as for the image pre-interpolation method; to produce statistically more robust
descriptions in a form of a histogram. In the related experiments, we utilized the CUReT
dataset.
To begin with, we investigated how well smoothed histograms can model local
binary pattern densities. For this, we constructed conventionally binned and smoothed
histograms from a small random texture sample, and measured their distances to a
histogram, denoted as the ground-truth, that was binned using other larger random
sample from the same category. According to the measurements, compared with
conventionally binned histograms, smoothed histograms originating from small texture
samples, from 10-by-10 to 30-by-30 pixels, seemed to lay closer to the binned groundtruth model. However, it was noticed that with larger texture samples, larger than
30-by-30, using conventionally binned histograms seemed to model the ground-truth
equally well. In this experiment, histograms were smoothed based on an unsupervised
data-driven method that was discussed in Sect. 3.4.
To assess smoothed histograms in discrimination, another experiment was performed
following the CUReT material categorization benchmarking protocol. The images were
first divided into two disjoint sets of equal size. The first half was used for determining
the amount of smoothing and model generation, categorization accuracy was then
assessed on the other half. Several evaluations were then performed by varying the
size of texture samples and the method of smoothing, which were: (i) no smoothing
(analogous to conventionally binned histograms); (ii) unsupervised smoothing using
the GMSE method; and (iii) supervised smoothing based on cross-validation. For all
experiments, the nearest neighbor classifier was used utilizing the Euclidean distance
function and the average classification performance of 20 random train and test splits
was measured. Further, the dimensions of the local binary patterns, for each of the
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evaluated descriptors (LBP, LPQ, and BSIF) was fixed as eight. The results indicated
that smoothed histograms outperform conventional histograms using texture samples
of a size from 10-by-10 to 50-by-50 pixels. In particular, on each trial, histogram
smoothing yielded better categorization accuracy compared to the conventionally binned
histogram. Across sample sizes, especially for LPQ and BSIF, smoothing unsupervisedly
or supervisedly did not seem to make any difference. By contrast, with regard to LBP,
supervised smoothing seemed to outperform unsupervised smoothing with a significant
margin. Finally, with larger texture samples (100-by-100 and 200-by-200), smoothing
did not seem to bring any significant benefits.
Finally, we evaluated the performance of smoothed histograms by step-wisely
increasing the value of the smoothing parameter. We performed 20 runs using the
same random train and test splits as above. To see the benefits of smoothing, we
also plotted (see, Fig. 11 in Paper III) all those individual accuracies against the
corresponding smoothing parameter value learnt by our proposed supervised smoothing
method. The results hinted that the best accuracies and the corresponding amounts of
smoothing are in accordance with the ones obtained by step-wisely changing the amount
of smoothing. In particular, in most of the cases, the supervised method performs better
than non-smoothed histograms (i.e. when λ = 1).
4.1.3

Discussion and conclusions

Three novel extensions were proposed to be added to the standard LBP pipeline.
The methods were then evaluated on standard texture categorization datasets. The
first proposal was about image pre-interpolation applied as a predecessor to local
binary pattern extraction. The second proposal was about a learning framework for
constructing local binary descriptors. Finally, as the third proposal, an alternative to
image pre-interpolation was given in a form of a histogram post-processing scheme.
Based on the experiments of image pre-interpolation, it can be argued that the
method makes the histogram descriptions more descriptive. This is evident, especially
when using smaller texture samples7 and smaller neighborhoods. The limitation of
the method, however, is that the pre-interpolation step does not operate without an
additional cost. In this case, the added computational complexity naturally depends on
the underlying interpolation method that is utilized while scaling up the image. There is
also one systematic error in the experiments on CUReT: the descriptive effectiveness
7 Outex

samples are smaller than CUReT samples.
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of the histograms should have been evaluated without any histogram post-processing
methods. In the experiments, the combined rotation invariant and uniform mapping
was used rendering the analysis a bit cluttered with respect to the original research
question. Furthermore, in the same context, one could have focused solely on non-rotated
textures, i.e. to choose some other Outex test suite than the one which was designed to
investigating rotation invariance.
As the second contribution, a framework was proposed for learning local binary
descriptors using decision trees. The framework was inspired by the several previously presented binary descriptors, and by the observation that those can be seen as
embodiments of a general decision tree model. Although Maturana et al. (2011) had
already made the same observation, their work is still highly tuned for the problem of
face recognition and does not cover evaluations of equal scale compared to the study
presented here. As for the capabilities of the proposed framework itself, it was shown
to have potential especially while using larger neighborhoods, in which case better
descriptors were learnt compared with, for example, the original circular sampling.
Furthermore, the evaluations with the framework indicated that one is able to learn
competitive descriptors without using data from the application. The resulting generic
descriptors can be used as off-the-shelf alternatives for conventional hand-crafted
descriptors with equivalent or even shorter description lengths. As commented, the
evaluations covered only decision trees and not fern-like structures, but the latter is left
for future work.
As the third contribution, a novel LBP histogram smoothing scheme was proposed.
Based on the experiments, it can be argued that smoothing is very suitable for modelling
LBP codeword densities, especially in such scenarios where texture samples are small
in the first place. Extensive experiments were conducted on material categorization
and the obtained results indicated that smoothing boosts up the performance while
operating with small texture samples. In overall, the improvement did not seem to be
ground-breaking, however, but nevertheless seemed to be consistent, the best method
for choosing the amount of smoothing being quite unsurprisingly supervised. One of
the limitations of the smoothing scheme, especially with its formulation based on a
linear projection, is its computational complexity. However, especially when class labels
are available, this is not a problem per se, as a sparse smoothing matrix can be easily
constructed, as described in Paper III.
None of the proposed methods is scale or rotation invariant by default. Extending
the methods in accordance with these two important properties is left for future work.
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4.2

Face recognition

Face recognition is a major research area in computer vision and it has been investigated
already for over five decades. The high societal impact and practical significance of face
recognition technologies is evident given the ever-increasing digital image databases and
wide availability of cameras in various consumer devices (e.g. smart phones, Google
Glasses). Thus, face recognition has many applications in several areas, including, for
example, content based image retrieval (Kumar et al. 2011), web search and services (e.g.
automatic face naming in services like Facebook), security and surveillance (Vaquero
et al. 2009), and human computer interaction (Ekenel et al. 2007).
A bite of early days and some recent advances
The research on automatic face recognition started in the mid-1960s when Woodrow
Bledsoe used the RAND tablet to digitize photographs of faces by hand (Boyer et al.
1998). In Bledsoe’s semiautomatic system, an operator utilized the tablet to acquire
the coordinate locations of various facial features, such as eyes and nose. The name
of the photographed individual and the tagged facial features were then inserted into
a database. Identification was then put into action by digitizing new photographs
and by comparing the recorded data of other images in the database. A similar kind
of semiautomatic system was proposed in (Goldstein et al. 1972). Takeo Kanade’s
dissertation (Kanade 1973) belongs to the most significant contributions towards fully
automated face recognition. In the dissertation, he explained how the same landmarks
deployed in Bledsoe’s man-machine system can be extracted automatically. He finally
demonstrated an experiment where his system was reported identifying correctly fifteen
out of twenty photographed individuals.
Face recognition can be argued to have reached a fully automatic operational state
only in the 1990s when the first solutions for automatic localization of faces and face
features were developed. It is noteworthy that credible benchmarking of face recognition
algorithms was made possible only in the late 1990s when the first evaluation protocols
including large databases8 and standard evaluation methods started to emerge.
At present, face recognition can be described as a mature technology. During the
previous 10 years, the technology has taken enormous steps which can be seen in the
performance of the recent state-of-the-art methods. According to a recent study of
8 During

that time large databases meant from hundreds to few thousands of face samples.
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(Kemelmacher-Shlizerman et al. 2016), in a face identification task (a problem which is
defined below in more detail) using a 1 million gallery, the rank-1 identification rate for
the best method (Schroff et al. 2015) is more than 70%, whereas for LBP (Ahonen et al.
2006) it is 10%. The secret behind this huge leap is the recent deep learning methods
and fast graphics processing units that can truly take the most out of the ever increasing
labeled training data.
Face recognition problems
There are three different operating modes that can be addressed in face recognition
algorithm evaluations. The first one is called face verification or face pair matching. In a
real-life situation, this problem arises when a system needs to determine whether the
face image of a person truly originates from the identity that is being claimed.
The second problem is face identification (also known as closed-set identification)
which, in contrast to verification, is a one-to-many matching problem. It is based on
comparing query face images against all the gallery images in the database to determine
the identity of the query face. A practical scenario for a closed-set identification would
be an access control system that checks whether the claimed identity is one of the
identities in the gallery and consequently grants access based on that. Finally, closed-set
face identification is a special case of open-set identification. In open-set identification,
a system has to decide if the probe contains an image of a person in the gallery. The
person in the probe does not have to be somebody in the gallery, but if the system
decides that a person is in the gallery, it has to further report the identity of the person.
In addition to the face recognition operation modes, there are several other problems
related to face recognition. A subset of these is facial soft biometrics. In face soft
biometrics recognition, the task is to automatically recognize or estimate such traits
from a person’s face that tell something about the person, but do not let the system in
most cases to infer the identity based on them alone. Such problems are, for example,
gender recognition or age estimation.
4.2.1

Face recognition pipeline

In this section, the steps of the face recognition pipeline constantly used in the experiments of this study are briefly reviewed. All of the steps, except the main focus, i.e. the
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step for local descriptors, are used more or less as black-box entities, and therefore, the
detailed descriptions and discussions are left out from this thesis.
It is assumed that a face is already detected, geometrically normalized based on
some distinct facial features, and finally, photometrically normalized by applying some
illumination normalization method. For face detection, one might use the method
of (Viola & Jones 2004). In turn, a commonly used geometrical normalization method,
which is also applied in this study, relies on first detecting eyes and then applying a
similarity to transform the face into a common coordinate frame. Finally, a popular
and very effective method of Tan & Triggs (2010) can be applied to photometrically
normalize the input faces.
In the experiments, given a properly preprocessed input face image, the mid-level
descriptor is always a concatenated histogram, composed of either conventionally binned
or smoothed region histograms. The histograms are extracted either according to the
method of Ahonen et al. (2006) or the method of Chen et al. (2013a). In the former, the
facial image is uniformly divided into local rectangular regions and histograms are
extracted from each of them separately, whereas in the latter, histograms are extracted
from a rectangular regions centered at facial landmark locations. The latter naturally
calls for an automatic facial landmark location method such as Kazemi & Sullivan
(2014), which is applied here.
The standard matching procedure for histogram-based face descriptors is oftentimes
based on some standard distance function like the Euclidean distance. Another, a bit
better option for matching might be the one based on the Hellinger kernel. According to
(Arandjelovic & Zisserman 2012), this distance can be calculated as
dH ( f 1 , f 2 ) = || f 1 ||22 + || f 2 ||22 − 2 f >
f ,
1 2

(18)

where f 1 and f 2 are properly preprocessed face representations. If we used the L2
normalized representations of f 1 and f 2 , we would be measuring the Euclidean distance
between them. To measure the distance based on the Hellinger kernel (also known as
the Bhattacharyya’s coefficient), before applying (18), we first (i) L1-normalize both
representations and then (ii) replace all coordinate values by their square roots (see the
detailed reasoning in (Arandjelovic & Zisserman 2012)).
If there are enough computational resources available, the concatenated histogram
based face representation can be additionally processed using the whitening PCA
(WPCA), which quite certainly guarantees an extra boost to the final matching accuracy
when combined with normalized correlation based matching. In general, the first benefit
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of applying WPCA is the resulting reduced dimension of the final representation. The
second benefit comes from the whitening part where the features projected along the
principal components are divided by their standard deviations. It has been shown that the
whitening part is important in order to equalize the influence of the principal components
to the matching process. To encapsulate, the matching in this study is based either on the
Euclidean distance or the one based on the Hellinger kernel. Some of the descriptors are
further evaluated using the WPCA processing and normalized correlation. The details of
performing the PCA dimensionality reduction and the subsequent whitening can be
found, for example, from Paper V.
4.2.2

Datasets

FERET
FERET (Face recognition technology) (Phillips et al. 1998) is a standard dataset for
face recognition evaluation and also one of the very first datasets containing a set of
face images and a benchmarking protocol. The frontal profile images of the dataset are
divided into five sets referred to as fa, fb, fc, dup1 and dup29 . For the gallery, usually
the fa set is used, which contains 1,196 images of as many individuals. For probe (or
query) images, the protocol declares to use the remaining four sets, where fb contains
1,195 images with varying expressions, fc contains 194 images with taken with different
camera and different lighting, dup1 contains 722 images taken later in time, and dup2 (a
subset of dup1) contains 234 images taken at least one year after the corresponding
gallery image. The duplicate (dup1 and dup2) faces exhibit variations in scale, pose,
expression, and illumination compared to their corresponding gallery samples. Fig. 9
depicts some cropped fa and dup2 face images from the FERET dataset.
LFW
LFW (Labeled faces in the wild) (Huang et al. 2007, Huang & Learned-Miller 2014) is
a dataset for benchmarking face recognition algorithms in unconstrained conditions.
The dataset represents a very first attempt to provide labeled face images covering
such images that are typically encountered by people in everyday lives (thus the name
9 FERET

contains also a number of non-frontal profile image sets that were collected for benchmarking
pose-invariant face recognition algorithms, see the details in (Phillips et al. 1998).
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Fig. 9. Cropped and geometrically normalized fa (first row) and dup2 (second row) face
image samples from the FERET database.

unconstrained). The dataset is designed to address the problem of face verification, and
contains both a set of face images and the evaluation protocol for benchmarking.
The dataset contains 13,233 images of 5,749 persons. The images are further divided
into two subsets called View1 and View2. View1 is a development set of 2,200 pairs for
training and 1,000 pairs for testing, which is used for model selection and algorithm
development. View2 is a 10-fold cross-validation set of 6,000 pairs, on which to report
the final performance of the algorithm. To report accuracy on View2, the experimenter
should report the combined performance of a classifier on 10 separate runs as a result of
a leave-one-out cross-validation scheme. On each run, nine of the subsets should be
combined to form a training set, with the tenth subset used for testing (Huang et al.
2007). Furthermore, there are altogether six official evaluation protocols reported
in (Huang & Learned-Miller 2014). In this study, we have evaluated our methods
according to only one of them which is the Unsupervised evaluation category. For the
detailed instructions of the protocol, the reader is kindly asked to turn to (Huang &
Learned-Miller 2014).
FG-NET-AD
FG-NET-AD (Face and gesture recognition network aging dataset) (Panis & Lanitis
2015) contains 1,002 images from 82 different subjects with ages ranging between
babies to 69-year-old seniors. Despite the seemingly wide range, ages between zero to
40 years are the most populated in the database. Most of the images were collected
by scanning photographs of subjects found in personal collections. The quality of
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Fig. 10. Cropped and geometrically normalized face image samples from the LFW database.
First four columns represent matching pairs and the rest non-matching pairs.

images depends on various factors such as the skills of the photographer, the quality of
the imaging equipment used, the quality of photographic paper and printing and the
condition of photographs. As a result, faces in the FG-NET-AD exhibit considerable
variability in resolution, quality, illumination, viewpoint and expression. There are also
occlusions present in the form of spectacles, facial hair and hats.
The common protocol adopted with the FG-NET-AD is the leave-one-person-out
(LOPO) approach where for each of the 82 subjects in the database, an age estimator is
trained using the images of the remaining 81 subjects and the results are averaged over
82 trials. Given the small number of images available in the dataset, the given protocol
is the optimum and recommended approach according to Panis & Lanitis (2015). The
performance of age estimation is usually measured by the mean absolute error (MAE),
which is the average of the absolute errors between the estimates and the ground truth.
4.2.3

Experiments

In this section, the experimental results of the proposed methods evaluated on face
recognition problems are presented. The aims were to see whether (i) learning BSIF
filters from application-specific images using the ICA model, reviewed in Sect. 3.3.2,
yields better face descriptors compared with learning from natural images; (ii) reducing
the number of non-zero coefficients in BSIF filters using the sparse regression model of
Sect. 3.3.3 affects the final recognition rate; and that whether (iii) histogram smoothing,
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Fig. 11. Cropped and geometrically normalized face image samples of a person from the
FG-NET-AD database.

reviewed in Sect. 3.4, is truly beneficial while applied to the standard LBP face
description pipeline with the state-of-the-art descriptor distance functions and classifiers.
The experiments were conducted using FERET, LFW, and FG-NET datasets
following the guidelines of the official evaluation protocols. The proposed methods
were compared with other state-of-the-art methods on the given datasets.
Learning BSIF filters
Paper V studied the effects of using application-specific images in learning the filters for
the BSIF descriptor proposed by Kannala & Rahtu (2012). To learn application-specific
descriptors, a training set was sampled for each part of the face divided according to the
Ahonen’s spatially enhanced representation (Ahonen et al. 2006). Using the resulting
training sets, a separate set of BSIF filters was subsequently learnt using each of the sets
in turn. As a result, these steps produced a set of descriptors, each of them specialized in
describing some particular part of a face. These descriptors were evaluated on FERET
faces and next compared with the standard BSIF learnt from 13 natural images (Kannala
& Rahtu 2012). For another baseline, the circular 8, 10 and 12-bit LBP descriptors
with several different radii were used. To compare all these representations, the nearest
neighbor classifier with the Hellinger kernel based distance function was used.
The evaluations were performed in such a manner that fa was used as a gallery and
dup1 and dup2 were combined to one probe. According to the results, which can be
seen in Fig. 12, the application-specific BSIF clearly outperformed the others. For
comprehensiveness, the results are reported on all subsets using 11-bit and 11×11 pixel
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Fig. 12. The effect of the descriptor’s length (in bits) and the support area evaluated on
FERET’s dup1 and dup2 faces. The reported value is the rank-1 identification rate. Paper V c Springer.

size of BSIF descriptors in Table 3. The comparisons with the state-of-the-art can be
found in Paper V.
Table 3. Summary of the FERET face identification experiments reported in Paper V c
Springer.
Method
BSIF natural
BSIF faces
BSIF faces + WPCA
BSIF faces + smoothing + WPCA

fb

fc

dup1

dup2

mean

97.9
99.0
99.7
99.7

100
100
100
100

84.3
88.2
93.9
95.2

82.9
85.0
91.9
94.4

91.3
93.1
96.4
97.3

The experiments in Paper V also covered evaluations in the unsupervised evaluation
benchmarking category of the LFW dataset. As above, region-specific BSIF descriptors
were compared with a BSIF descriptor learnt from natural images. The size of the
window and bit lengths were fixed according to which combination performed the best
in the FERET experiments (11-bit and 11×11 pixel size of window). The mean AUC
(area under curve) value measured from the ROC (receiver operating characteristic)
curve for these two approaches were 0.88 and 0.80, respectively. The methods compared
on par with other state-of-the-art methods, as it can be seen in Paper V.
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Shrinking the coefficients of BSIF filters
To validate the suitability of the proposed sparse regression filter approximation
framework for producing descriptive local descriptors, we performed a bunch of tests
with application-specific BSIF filters and with their sparsified counterparts.
In this experiment, we used the same set of training data in learning the filters that
was used in Paper V10 . However, in contrast to the application-specific descriptors
of Paper V, the training data was now sampled from all around the whole face area,
thus yielding only one bank of BSIF filters. In the end, we evaluated 8-bit descriptors
varying the filter window size between 7×7, 9×9, and 11×11, i.e. we had three different
dense BSIF filter sets to be sparsified. The sparsification was accomplished using the
model presented in Sect. 3.3.3. We learnt the filters one after another by applying each
time the same amount of constraints in the form of the number of non-zero elements
allowed in the resulting filter. The final face descriptor was based on the same Ahonen’s
concatenated histogram model (Ahonen et al. 2006) that was utilized in Paper V. For
matching face descriptors, we used the Hellinger distance function. Evaluating the
performance using WPCA and the normalized correlation based distance function is left
for future investigations.
The results on FERET, shown in Table 4, clearly indicate that the sparse regression
method is able to produce competitive descriptors. Even a rather harsh coefficient
shrinking, e.g. when even 90% of the coefficients is set to zero per each filter, the
method is still able to produce descriptors that perform on par with the original dense
BSIF descriptor and even better compared with the same size of standard circular LBP
descriptor. It is noteworthy that in some cases the sparsified filter bank performs even
better compared with its original dense BSIF counterpart. This is evident, especially
with the tests related to dup1 and dup2. According to the results, it can be argued that
the computational complexity of the descriptor can thus be relaxed without a significant
drop in the performance.
Histogram smoothing
In addition to the question of how to learn the filters, Paper V also studied the effects of
histogram smoothing. In the related experiment, the region-wise histograms binned from
10 This

thesis acts as an original publication in itself for the experiments of the proposed sparse regression filter
learning framework.
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descriptor label occurrences, were smoothed using the method described in Sect. 3.4.
The performance of smoothed histograms indicated that while applied together with
the Hellinger distance function, the performance of the face matching using the given
descriptors might deteriorate. In contrast, once the Hellinger distance was changed to
the combination of WPCA and the normalized correlation, the effect was the opposite.
In the experiment, the PCA basis was learnt using the descriptor based on smoothed
histograms. The results, given in Table 3, show that the final average rank-1 rates across
the FERET subsets for the non-smoothed and smoothed descriptors were 96.4 and 97.3,
respectively. Finally, it is noteworthy that the amount of smoothing was determined by
the manner of trial-and-error and was kept fixed over the facial regions.
In Paper III, histogram smoothing was further analysed with respect to different
data-driven methods to tune the amount of smoothing. In the related experiments, a face
landmark-based histogram extraction scheme was applied as described in 4.2.1. The
evaluation covered both single-scale and multi-scale descriptors. The final evaluation
was performed on FERET with LBP and BSIF-based face descriptors with and without
histogram smoothing. The filters of the BSIF descriptor were learnt from natural images.
The methods proposed to tune the smoothing parameter λ covered unsupervised and
supervised variations. The unsupervised case concerned the so called GMSE method
which was applied so that the amount of smoothing was determined block-wisely by
taking the average λ measured over all gallery representations and for each region
separately. In the supervised case, the View1 subset of LFW images was utilized and the
amount of smoothing was determined based on a grid-search by maximizing the overall
matching rate among the collected LFW images. The resulting method is referred to as
supervised smoothing.
The results, summarized in Table 5, indicated that applying histogram smoothing
benefits especially in a single-scale model. In a multi-scale (MS) model, applying
smoothing improved the overall performance, but only with low margin. Furthermore,
while changing the Euclidean metric to WPCA combined with the normalized correlation,
the same ranking between the methods unfolded, but with even more negligible
differences.
Paper IV examined the effects of smoothing in the problem of facial age estimation
using the FG-NET-AD dataset. In this experiment, the smoothing was evaluated with
the CLBP method, where uniform mapping was applied with LBP and rotation invariant
mapping with the magnitude part, the final descriptor being the concatenation of the
two resulting histograms. The age estimator was based on support vector machines.
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We went through several runs to see the effect of the smoothing parameter, for both
LBP (referred to as the sign component in the CLBP framework) and magnitude
components. According to the results, we noticed that smoothing has a potential to
improve the age estimation performance. In addition, the best performing smoothed
histogram compared well with the state-of-the-art methods. The amount of smoothing
was, however, determined by the manner of trial-and-error and thus better performance
might be attainable with data-driven smoothing, but that is left for future work.
4.2.4

Discussion and conclusions

The first contribution of this section is an investigation of the effects resulting from
changing the training data from natural images to application-specific (in this case to
face images) when learning the BSIF filters with ICA. The second contribution is a new
filter learning framework which can be used to sparsify filters that are originally dense,
such as those of BSIF. The last contribution is a novel and straightforward histogram
smoothing scheme that is able to produce more descriptive LBP-based face descriptors.
The results of Paper V on application-specific filter learning reflect the current trend
in the design of descriptors for object recognition and image categorization in general.
In addition, it is a quite reasonable result that learning the maximally independent set
of basis vectors, which is indeed the case in the BSIF method, from a set of images
collected from the application, yields better encodings compared to some other set of
images, which in the case of the baseline were natural images. The intuition is that the
basis vectors, learnt via face image patches, become more descriptive for their target
application which is to describe input face image patches for the consequent quantization.
The results also reflect the findings that have been made earlier about the fact that
different face regions provide different contributions to face recognition (Ahonen et al.
2006, Lei et al. 2014). The main limitation of the given investigation related to Paper V
is that it does not investigate at all the case where a single BSIF descriptor is learnt
sampling the training patches from all over face images. The downside of the BSIF
filters produced by the ICA model is that they are dense. If the filter support area and
the number of the filters included in the descriptors grow large, the computational
complexity can finally become a bottleneck in the pipeline. To solve this problem, it was
demonstrated that using the same training data and the learnt BSIF filters, a novel sparse
regression method can be used to produce sparse filters that approximate the original
dense filters, and this without a significant drop in the final face matching accuracy.
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The results of Paper V showed that combining the region-wisely binned histograms,
originating from the application-specific bank of BSIF descriptors, with smoothing and
the state-of-the-art metrics, yields a state-of-the-art face descriptor with respect to the
FERET dataset. This is a not a result to be downplayed; the FERET dataset is widely
known and examined in the face recognition research. Indeed, the dataset has existed for
almost twenty years. To criticise, the smoothing matrix applied in the study was large
and dense which raises questions about the added computational complexity to the
overall pipeline.
The proposed smoothing scheme was more extensively studied in Paper III. The face
descriptor there was based on extracting LBP histograms from relatively small regions
around face landmark locations. According to the results, the benefits of smoothing
were clearly observable. The paper proposed two different variants to determine the
amount of smoothing in a data-driven manner. Both of them performed better compared
with the descriptor based on the concatenation of conventionally binned histograms. The
paper also discussed different solutions to sparsify the smoothing matrix. Although the
sparsified matrix was not assessed in the face recognition problem, the encouraging
results of the material categorization experiment may quite well transfer to different
texture types, and in this case to face textures. Finally, the best descriptor of the study
performed comparable to the state-of-the-art with respect to FERET.
Based on the results of Paper IV, smoothing LBP histograms can be beneficial in
other face recognition problems as well. We showed that by combining the method with
the CLBP scheme using concatenated sign and magnitude histograms produces better
results compared to the one using pure histograms in the facial age estimation problem.
To conclude, the main limitation of the face description experiments related to the
Papers III and V, together with the experiments related to sparse regression, is that the
given numerical results of their performances do not cover the case where they would be
easily comparable to each other. In such a case, at least the descriptor bit lengths and the
matching procedure should be kept the same.
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Table 4. Summary of the results of the sparse regression filter learning framework on the
FERET face recognition dataset. The number after the descriptor denotes the proportion of
filter coefficients set to zero. Each descriptor is based on 8 bits.
Method
7-by-7 filter
BSIF (dense)
BSIF 0.5
BSIF 0.8
BSIF 0.9
BSIF 0.95
LBP8,3
9-by-9 filter
BSIF (dense)
BSIF 0.5
BSIF 0.8
BSIF 0.9
BSIF 0.95
LBP8,4
11-by-11 filter
BSIF (dense)
BSIF 0.5
BSIF 0.8
BSIF 0.9
BSIF 0.95
LBP8,5

fb

fc

dup1

dup2

mean

97.0
96.8
96.4
96.2
95.0
93.8

99.5
99.5
99.5
99.0
95.4
99.5

80.2
80.7
81.0
80.6
71.3
76.5

79.5
80.3
79.1
78.2
68.4
74.8

89.1
89.3
89.0
88.5
82.5
86.2

97.6
97.5
97.5
97.4
97.2
96.4

100
100
99.5
100
99.0
99.0

83.7
84.1
82.7
82.5
78.5
80.2

83.8
84.2
81.2
82.5
77.8
77.8

91.3
91.5
90.2
90.6
88.1
88.4

97.7
97.6
97.3
97.4
97.6
97.7

100
100
99.5
99.0
99.0
99.0

83.0
83.5
83.9
82.4
82.1
82.0

82.9
82.9
84.2
81.6
80.8
81.6

90.9
91.0
91.2
90.1
89.9
90.1

Table 5. Summary of the FERET face identification experiments reported in Paper III c
Elsevier.
Method
LBP
LBP + GMSE
LBP + supervised
BSIF
BSIF + GMSE
BSIF + supervised
MS BSIF
MS BSIF + GMSE
MS BSIF + supervised
MS BSIF + WPCA
MS BSIF + GMSE + WPCA
MS BSIF + supervised + WPCA

fb

fc

dup1

dup2

mean

83.4
83.8
87.0
96.3
96.2
96.1
98.6
98.5
98.8
99.7
99.7
99.8

88.7
88.7
90.2
99.5
98.5
99.0
99.5
99.0
98.5
100
100
100

52.4
52.8
57.6
70.1
72.7
73.3
82.3
83.2
83.1
93.6
94.7
94.0

52.1
53.0
61.5
70.1
71.8
72.2
82.5
83.3
83.8
93.2
93.6
94.0

69.2
69.6
74.2
84.0
84.8
85.1
90.7
91.0
91.0
96.6
97.0
97.0
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5

Summary

This thesis has made several contributions extending the rich family of local binary
pattern (LBP) based feature extraction methods. The proposed methods are evaluated
using static textures in applications related to traditional texture categorization and face
recognition.
Currently, learning has become pivotal in the design of state-of-the-art local image
descriptors. This is visible in the performance gains recently acquired and reported in
the literature. Local image descriptors, notably LBP, are still very popular and have
many important applications. Nevertheless, some parts of the related feature or pattern
extraction pipeline are still based on heuristics manifesting as hand-crafted models, a
term which is widely used, especially by the machine learning community. To tackle
this, one option is to use data-driven models in the pipeline, i.e. to use methods that are
based on learning from the data itself. This thesis concerned how such learning could be
applied in certain parts of the LBP pipeline consisted of image pre-processing, pattern
sampling, pattern encoding, binning, and further histogram post-processing.
The first contribution of this thesis is an image preprocessing step which is simply
based on upscaling the image for producing more local binary patterns for the subsequent
pattern histogram binning. Part of the motivation of this method arises from the
observation that LBP descriptor histograms appear very sparse and thus random in
their contents, especially when binned from small image samples. One reason for
this phenomenon is that the descriptor filters partition the pixel neighborhood feature
spaces unevenly. This further led to a development of a filter learning framework
aiming to learn the sparse LBP filter coefficients via decision trees. The justification for
such a framework is that the tree growing algorithms can be driven by well-justified
principles and, particularly, in this case by a criterion which can be used to maximise the
informativeness and robustness of the final histogram.
This thesis investigated another kind of method for learning the filters for LBP-like
texture description. The method is called binarized statistical image features (BSIF) and
is based on independent component analysis (ICA). The method is motivated by the
observation that the maximisation of independence yields maximal entropy which finally
appears as a more informative histogram compared, for example, with a histogram
of traditional circular patterns. The main contribution regarding the ICA-based filter

79

learning framework considered a deeper investigation of it in the context of LBP. It was
shown that application-specific filter learning, i.e. using data from the application in
learning the filters, may yield even better descriptions compared with descriptions based
on filters learnt from samples collected from natural images, which is the case with the
original ICA-based filter learning idea. As the final contribution related to filter learning,
this thesis presented a method to produce a surrogate set of filters for the originally
dense ICA filters. The assumption of this surrogate set was that, given the hard decision
thresholding in the pattern encoding, most of the filter coefficients can be enforced to
zero. The method to perform this in a data-driven manner was proposed and named as
sparse regression. Finally, it was shown that the learnt set of surrogate filters, sparse in
their coefficients, performed on par with the original dense filters in the problem of face
recognition.
As the final contribution, this thesis presented a unifying framework for all LBP
histogram post-processing methods. It was shown that most of the proposed methods
can be formulated as a linear projection between a so called mapping matrix and an
input histogram. In this context, a novel mapping was proposed which indeed performs
the same operation than kernel density estimation in a P-dimensional binary vector
space. The mapping utilized was based on the so called smoothing matrix which was
shown to be tunable in a data-driven manner. As discussed, the smoothing method
shares the motivation and the effects with the image upscaling and filter learning for
more descriptive and robust histograms for the most of its part. Finally, it was shown
that carefully tuned histogram smoothing can boost up the recognition accuracy in
texture and face description.
Future work
It can be said that all the proposed methods in this thesis have brought some novel
insights regarding the application of data-driven methods for tuning the parts of the LBP
feature extraction pipeline. A clear deficiency of the methods, however, is that each
of them must be tuned separately. Deriving a global formulation for all the steps, a
functional which could then realize learning everything at the same time could thus be a
desirable next step in the related research. Whether all the proposed methods of this
thesis can be combined in such a model remains to be seen.
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A more feasible research direction with more immediate results would be to start
inspecting whether LBP methods in general could be combined with the recent methods
proposed in the deep learning literature.

81

82

References
Ade F (1983) Characterization of textures by ’Eigenfilters’. Signal Processing 5(5): 451 – 457.
Ahonen T (2009) Face and texture image analysis with quantized filter response statistics.
Dissertation, Acta Universitatis Ouluensis. C 330, 89 p.
Ahonen T, Hadid A & Pietikäinen M (2004) Computer Vision – ECCV 2004: 8th European
Conference on Computer Vision, Prague, Czech Republic, May 11-14, 2004. Proceedings,
Part I, chapter Face Recognition with Local Binary Patterns, 469–481. Springer Berlin
Heidelberg.
Ahonen T, Hadid A & Pietikäinen M (2006) Face description with local binary patterns:
Application to face recognition. Pattern Analysis and Machine Intelligence, IEEE Transactions
on 28(12): 2037–2041.
Ahonen T, Matas J, He C & Pietikäinen M (2009) Image Analysis: 16th Scandinavian Conference,
SCIA 2009, Oslo, Norway, June 15-18, 2009. Proceedings, chapter Rotation Invariant Image
Description with Local Binary Pattern Histogram Fourier Features, 61–70. Springer Berlin
Heidelberg.
Ahonen T & Pietikäinen M (2007) Soft histograms for local binary patterns. Proc. Finnish Signal
Processing Symposium (FINSIG 2007).
Ahonen T & Pietikäinen M (2009) Image description using joint distribution of filter bank
responses. Pattern Recognition Letters 30(4): 368–376.
Aitchison J & Aitken C (1976) Multivariate binary discrimination by the kernel method. Biometrika
63(3): 413–420.
Arandjelovic R & Zisserman A (2012) Three things everyone should know to improve object
retrieval. Proc. Computer Vision and Pattern Recognition (CVPR), 2012 IEEE Conference on,
2911–2918.
Bajcsy R (1973) Computer description of textured surfaces. Proc. of the 3rd International Joint
Conference on Artificial Intelligence, Morgan Kaufmann Publishers Inc., San Francisco, CA,
USA, 572–579.
Bartlett M, Movellan JR & Sejnowski T (2002) Face recognition by independent component
analysis. Neural Networks, IEEE Transactions on 13(6): 1450–1464.
Bartlett MS, Lades HM & Sejnowski TJ (1998) Independent component representations for face
recognition. Proc. of the SPIE, Conference on Human Vision and Electronic Imaging III,
3299: 528–539.
Belhumeur PN, Hespanha JaP & Kriegman DJ (1997) Eigenfaces vs. fisherfaces: Recognition
using class specific linear projection. Pattern Analysis and Machine Intelligence, IEEE
Transactions on 19(7): 711–720.
Bell AJ & Sejnowski TJ (1995) An information-maximization approach to blind separation and
blind deconvolution. Neural Computation 7(6): 1129–1159.
Boyer S, Browne JC & Jayadev M (1998) In memoriam Woodrow W. Bledsoe. Memorial
resolution. The University of Texas at Austin.
Calonder M, Lepetit V & Fua P (2008) Keypoint signatures for fast learning and recognition. In:
Forsyth D, Torr P & Zisserman A (eds) Computer Vision – ECCV 2008, volume 5302 of
Lecture Notes in Computer Science, 58–71. Springer Berlin Heidelberg.

83

Caputo B, Hayman E & Mallikarjuna P (2005) Class-specific material categorisation. Proc.
Computer Vision (ICCV), 2005 IEEE International Conference on, 2: 1597–1604 Vol. 2.
Castellano G, Bonilha L, Li L & Cendes F (2004) Texture analysis of medical images. Clinical
Radiology 59(12): 1061 – 1069.
Chellappa R, Wilson C & Sirohey S (1995) Human and machine recognition of faces: a survey.
Proceedings of the IEEE 83(5): 705–741.
Chen D, Cao X, Wen F & Sun J (2013a) Blessing of dimensionality: High-dimensional feature and
its efficient compression for face verification. Proc. Computer Vision and Pattern Recognition
(CVPR), 2013 IEEE Conference on, 3025–3032.
Chen J, Kellokumpu, V Zhao G & Pietikäinen M (2013b) RLBP: Robust local binary pattern.
Proc. Proceedings of the British Machine Vision Conference, BMVA Press.
Cimpoi M, Maji S, Kokkinos I, Mohamed S & Vedaldi A (2014) Describing textures in the
wild. Proc. Computer Vision and Pattern Recognition (CVPR), 2014 IEEE Conference on,
3606–3613.
Clark M, Bovik AC & Geisler WS (1987) Texture segmentation using gabor modulation/demodulation. Pattern Recognition Letters 6(4): 261–267.
Cula OG & Dana KJ (2001) Compact representation of bidirectional texture functions. Proc.
Computer Vision and Pattern Recognition (CVPR), 2001 IEEE Computer Society Conference
on, 1: I–1041–I–1047 vol.1.
Dana KJ, van Ginneken B, Nayar SK & Koenderink JJ (1999) Reflectance and texture of real-world
surfaces. ACM Trans. Graph. 18(1): 1–34.
Daugman JG (1980) Two-dimensional spectral analysis of cortical receptive field profiles. Vision
Research 20(10): 847 – 856.
Ekenel HK, Stallkamp J, Gao H, Fischer M & Stiefelhagen R (2007) Face recognition for smart
interactions. Proc. Multimedia and Expo, 2007 IEEE International Conference on, 1007–1010.
Faugeras OD & Pratt WK (1980) Decorrelation methods of texture feature extraction. Pattern
Analysis and Machine Intelligence, IEEE Transactions on PAMI-2(4): 323–332.
Fei-Fei L & Perona P (2005) A bayesian hierarchical model for learning natural scene categories.
Proc. Computer Vision and Pattern Recognition (CVPR), 2005 IEEE Computer Society
Conference on, 2: 524–531 vol. 2.
Fisher RA (1936) The use of multiple measurements in taxonomic problems. Annals of Eugenics
7(2): 179–188.
Goldstein AJ, Harmon LD & Lesk AB (1972) Man-machine interaction in human-face identification. Bell System Technical Journal 51(2): 399–427.
Grigorescu S, Petkov N & Kruizinga P (2002) Comparison of texture features based on gabor
filters. Image Processing, IEEE Transactions on 11(10): 1160–1167.
Guo G, Li S & Chan KL (2000) Face recognition by support vector machines. Proc. Automatic
Face and Gesture Recognition (AFGR), 2000 IEEE International Conference on, 196–201.
Guo Y, Zhao G & Pietikäinen M (2012) Discriminative features for texture description. Pattern
Recognition 45(10): 3834–3843.
Guo Z, Zhang L & Zhang D (2010) A completed modeling of local binary pattern operator for
texture classification. Image Processing, IEEE Transactions on 19(6): 1657–1663.
Hafiane A, Seetharaman G & Zavidovique B (2007) Image Analysis and Recognition: 4th
International Conference, ICIAR 2007, Montreal, Canada, August 22-24, 2007. Proceedings,
chapter Median Binary Pattern for Textures Classification, 387–398. Springer Berlin
Heidelberg.

84

Hall P (1981) On nonparametric multivariate binary discrimination. Biometrika 68(1): 287–294.
Hannah MJ (1974) Computer matching of areas in stereo images. Ph.D. thesis, Stanford, CA,
USA. AAI7427032.
Haralick R, Shanmugam K & Dinstein I (1973) Textural features for image classification. Systems,
Man and Cybernetics, IEEE Transactions on SMC-3(6): 610–621.
He DC & Wang L (1989) Texture unit, texture spectrum and texture analysis. Proc. Geoscience
and Remote Sensing Symposium, 1989. IGARSS’89. 12th Canadian Symposium on Remote
Sensing., 1989 International, 5: 2769–2772.
Heikkilä M & Pietikäinen M (2006) A texture-based method for modeling the background and
detecting moving objects. Pattern Analysis and Machine Intelligence, IEEE Transactions on
28(4): 657–662.
Huang GB & Learned-Miller E (2014) Labeled faces in the wild: Updates and new reporting
procedures. Technical report UM-CS-2014-003.
Huang GB, Ramesh M, Berg T & Learned-Miller E (2007) Labeled faces in the wild: A database
for studying face recognition in unconstrained environments. Technical report 07-49.
Hussain Su & Triggs B (2012) Computer Vision – ECCV 2012: 12th European Conference on
Computer Vision, Florence, Italy, October 7-13, 2012, Proceedings, Part II, chapter Visual
Recognition Using Local Quantized Patterns, 716–729. Springer Berlin Heidelberg.
Hyvärinen A (1999) Fast and robust fixed-point algorithms for independent component analysis.
Neural Networks, IEEE Transactions on 10(3): 626–634.
Hyvärinen A, Hurri J & Hoyer PO (2009) Natural image statistics: A probabilistic approach to
early computational vision. Springer Publishing Company, Inc., 1st edition.
Jain A & Farrokhnia F (1990) Unsupervised texture segmentation using gabor filters. Proc.
Systems, Man and Cybernetics, 1990 IEEE International Conference on, 14–19.
Jiang YG, Ngo CW & Yang J (2007) Towards optimal bag-of-features for object categorization
and semantic video retrieval. Proc. Proceedings of the 6th ACM International Conference on
Image and Video Retrieval, ACM, 494–501.
Jin H, Liu Q, Lu H & Tong X (2004) Face detection using improved lbp under bayesian framework.
Proc. Image and Graphics (ICIG), 2004 International Conference on, 306–309.
Julesz B (1962) Visual pattern discrimination. Information Theory, IRE Transactions on 8(2):
84–92.
Julesz B (1981) Textons, the elements of texture perception, and their interactions. Nature
290(5802): 91–97.
Kaizer H (1955) A quantification of textures on aerial photographs. Master’s thesis, Boston
University Research Laboratories., University of Boston, M.A.
Kämäräinen JK, Kyrki V & Kälviäinen H (2006) Invariance properties of gabor filter-based
features-overview and applications. Image Processing, IEEE Transactions on 15(5): 1088–
1099.
Kanade T (1973) Picture processing system by computer complex and recognition of human faces,
Dissertation, Kyoto University.
Kannala J & Rahtu E (2012) BSIF: Binarized statistical image features. Proc. Pattern Recognition
(ICPR), 21st International Conference on, 1363–1366.
Kazemi V & Sullivan J (2014) One millisecond face alignment with an ensemble of regression
trees. Proc. Computer Vision and Pattern Recognition (CVPR), 2014 IEEE Conference on,
1867–1874.

85

Kemelmacher-Shlizerman I, Seitz SM, Miller D & Brossard E (2016) The megaface benchmark:
1 million faces for recognition at scale. Proc. Computer Vision and Pattern Recognition
(CVPR), 2016 IEEE Conference on, To Appear.
Kirby M & Sirovich L (1990) Application of the karhunen-loeve procedure for the characterization
of human faces. Pattern Analysis and Machine Intelligence, IEEE Transactions on 12(1):
103–108.
Kohonen T (1989) Self-organization and Associative Memory: 3rd Edition. Springer-Verlag New
York, Inc., New York, NY, USA.
Kumar N, Berg A, Belhumeur PN & Nayar S (2011) Describable visual attributes for face
verification and image search. Pattern Analysis and Machine Intelligence, IEEE Transactions
on 33(10): 1962–1977.
Lades M, Vorbruggen J, Buhmann J, Lange J, von der Malsburg C, Wurtz R & Konen W (1993)
Distortion invariant object recognition in the dynamic link architecture. Computers, IEEE
Transactions on 42(3): 300–311.
Laws K (1979) Texture energy measures. Proc. Proceedings of the DARPA Image Understanding
Workshop, 47–51.
Le QV, Karpenko A, Ngiam J & Ng AY (2011) Ica with reconstruction cost for efficient
overcomplete feature learning. In: Shawe-taylor J, Zemel R, Bartlett P, Pereira F &
Weinberger K (eds) NIPS, 1017–1025.
Le Cun Y, Boser B, Denker JS, Howard RE, Habbard W, Jackel LD & Henderson D (1990)
Advances in neural information processing systems 2. chapter Handwritten Digit Recognition
with a Back-propagation Network, 396–404.
Lei Z, Liao S, Pietikäinen M & Li S (2011) Face recognition by exploring information jointly in
space, scale and orientation. Image Processing, IEEE Transactions on 20(1): 247–256.
Lei Z, Pietikäinen M & Li S (2014) Learning discriminant face descriptor. Pattern Analysis and
Machine Intelligence, IEEE Transactions on 36(2): 289–302.
Lepetit V & Fua P (2006) Keypoint recognition using randomized trees. Pattern Analysis and
Machine Intelligence, IEEE Transactions on 28(9): 1465–1479.
Leung T & Malik J (1999) Recognizing surfaces using three-dimensional textons. Proc. Computer
Vision (ICCV), 1999 IEEE International Conference on, 2: 1010–1017 vol.2.
Leung T & Malik J (2001) Representing and recognizing the visual appearance of materials using
three-dimensional textons. International Journal of Computer Vision 43(1): 29–44.
Liao S & Chung ACS (2007) Computer Vision – ACCV 2007: 8th Asian Conference on Computer
Vision, Tokyo, Japan, November 18-22, 2007, Proceedings, Part II, chapter Face Recognition
by Using Elongated Local Binary Patterns with Average Maximum Distance Gradient
Magnitude, 672–679. Springer Berlin Heidelberg.
Liao S, Law M & Chung A (2009) Dominant local binary patterns for texture classification.
Image Processing, IEEE Transactions on 18(5): 1107–1118.
Liao S, Zhu X, Lei Z, Zhang L & Li SZ (2007) Advances in Biometrics: International Conference,
ICB 2007, Seoul, Korea, August 27-29, 2007. Proceedings, chapter Learning Multi-scale
Block Local Binary Patterns for Face Recognition, 828–837. Springer Berlin Heidelberg.
Liu L, Fieguth P, Pietikäinen M & Lao S (2015) Median robust extended local binary pattern for
texture classification. Proc. Image Processing (ICIP), 2015 IEEE International Conference on,
2319–2323.
Liu L, Lao S, Fieguth P, Guo Y, Wang X & Pietikäinen M (2016) Median robust extended local
binary pattern for texture classification. Image Processing, IEEE Transactions on 25(3):

86

1368–1381.
Lowe DG (2004) Distinctive image features from scale-invariant keypoints. International Journal
on Computer Vision 60(2): 91–110.
Malik J, Belongie S, Shi J & Leung T (1999) Textons, contours and regions: cue integration in
image segmentation. Proc. Computer Vision (ICCV), 1999 IEEE International Conference on,
2: 918–925 vol.2.
Manjunath BS & Ma WY (1996) Texture features for browsing and retrieval of image data.
Pattern Analysis and Machine Intelligence, IEEE Transactions on 18(8): 837–842.
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