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Acta Univ. Oul. D 1422, 2017
University of Oulu, P.O. Box 8000, FI-90014 University of Oulu, Finland

Abstract

Most proteins carry out their functions through interactions with other molecules. Thus, proteins
taking part in similar interactions are likely to carry out related functions. One way to determine
whether two proteins do take part in similar interactions is by quantifying the likeness of their
structures. This work focuses on the development of methods for the comparison of protein-
protein and protein-ligand interactions, as well as their application to structure-based classification
schemes.

A method based on the MultiMer-align (or MM-align) program was developed and used to
compare all known dimeric protein complexes. The results of the comparison demonstrates that
the method improves over MM-align in a significant number of cases. The data was employed to
classify the complexes, resulting in 1,761 different protein-protein interaction types. Through a
statistical model, the number of existing protein-protein interaction types in nature was estimated
at around 4,000. The model allowed the establishment of a relationship between the number of
quaternary families (sequence-based groups of protein-protein complexes) and quaternary folds
(structure-based groups).

The interactions between proteins and small organic ligands were studied using sequence-
independent methodologies. A new method was introduced to test three similarity metrics. The
best of these metrics was subsequently employed, together with five other existing methodologies,
to conduct an all-to-all comparison of all the known protein-FAD (Flavin-Adenine Dinucleotide)
complexes. The results demonstrates that the new methodology captures the best the similarities
between complexes in terms of protein-ligand contacts. Based on the all-to-all comparison, the
protein-FAD complexes were subsequently separated into 237 groups. In the majority of cases, the
classification divided the complexes according to their annotated function. Using a graph-based
description of the FAD-binding sites, each group could be further characterized and uniquely
described.

The study demonstrates that the newly developed methods are superior to the existing ones.
The results indicate that both the known protein-protein and the protein-FAD interactions can be
classified into a reduced number of types and that in general terms these classifications are
consistent with the proteins' functions.

Keywords: binding site comparison, flavin adenine dinucleotide (FAD), protein-protein
interactions, structural alignment, structural bioinformatics, structural similarity
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Tiivistelmä

Suurin osa proteiinien toiminnasta tapahtuu vuorovaikutuksessa muiden molekyylien kanssa.
Proteiinit, jotka osallistuvat samanlaisiin vuorovaikutuksiin todennäköisesti toimivat samalla
tavalla. Kahden proteiinin todennäköisyys esiintyä samanlaisissa vuorovaikutustilanteissa voi-
daan määrittää tutkimalla niiden rakenteellista samankaltaisuutta. Tämä väitöskirjatyö käsittelee
proteiini-proteiini- ja proteiini-ligandi -vuorovaikutusten vertailuun käytettyjen menetelmien
kehitystä, ja niiden soveltamista rakenteeseen perustuvissa luokittelujärjestelmissä.

Tunnettuja dimeerisiä proteiinikomplekseja tutkittiin uudella MultiMer-align-ohjelmaan
(MM-align) perustuvalla menetelmällä. Vertailun tulokset osoittavat, että uusi menetelmä suo-
riutui MM-alignia paremmin merkittävässä osassa tapauksista. Tuloksia käytettiin myös komp-
leksien luokitteluun, jonka tuloksena oli 1761 erilaista proteiinien välistä vuorovaikutustyyppiä.
Luonnossa esiintyvien proteiinien välisten vuorovaikutusten määrän arvioitiin tilastollisen mal-
lin avulla olevan noin 4000. Tilastollisen mallin avulla saatiin vertailtua sekä sekvenssin (”qua-
ternary families”) sekä rakenteen (”quaternary folds”) mukaan ryhmiteltyjen proteiinikompleksi-
en määriä.

Proteiinien ja pienien orgaanisten ligandien välisiä vuorovaikutuksia tutkittiin sekvenssistä
riippumattomilla menetelmillä. Uudella menetelmällä testattiin kolmea eri samankaltaisuutta
mittaavaa metriikkaa. Näistä parasta käytettiin viiden muun tunnetun menetelmän kanssa vertai-
lemaan kaikkia tunnettuja proteiini-FAD (Flavin-Adenine-Dinucleotide, flaviiniadeniinidinu-
kleotidi) -komplekseja. Proteiini-ligandikontaktien osalta uusi menetelmä kuvasi kompleksien
samankaltaisuutta muita menetelmiä paremmin. Vertailun tuloksia hyödyntäen proteiini-FAD-
kompleksit luokiteltiin edelleen 237 ryhmään. Suurimmassa osassa tapauksista luokittelujärjes-
telmä oli onnistunut jakamaan kompleksit ryhmiin niiden toiminnallisuuden mukaisesti. Ryh-
mät voitiin määritellä yksikäsitteisesti kuvaamalla FAD:n sitoutumispaikka graafisesti.

Väitöskirjatyö osoittaa, että siinä kehitetyt menetelmät ovat parempia kuin aikaisemmin käy-
tetyt menetelmät. Tulokset osoittavat, että sekä proteiinien väliset että proteiini-FAD -vuorovai-
kutukset voidaan luokitella rajattuun määrään vuorovaikutustyyppejä ja yleisesti luokittelu on
yhtenevä proteiinien toiminnan suhteen.

Asiasanat: flaviiniadeniinidinukleotidi (FAD), proteiini-proteiini vuorovaikutus,
rakenteellinen samankaltaisuus, rakenteeseen perustuva bioinformatiikka, rakenteiden
rinnastus, sitoutumispaikkavertailu





To my parents



8



Acknowledgements

This work was carried out at the Faculty of Biochemistry and Molecular Medicine,
University of Oulu, Finland and at the Department of Computational Medicine and
Bioinformatics, University of Michigan, Ann Arbor, MI, USA.

I am deeply grateful to my supervisor, Dr. André H. Juffer, for his support and
guidance during the development of this study. It was only through his mentoring and
supervision that this work was made possible. I am grateful to Professor Yang Zhang for
giving me the opportunity to work in his research group and for helping me to participate
in the project that initiated this study. I also wish to thank my co-authors, Dr. Milagros
Medina and Dr. Srayanta Mukherjee, for their invaluable contributions to this work.

I would like to express my gratitude to the members of the Biocomputing research
group at the University of Oulu for our many fruitful discussions and their help during
recent years. Sincere thanks to all the past and present members of the Faculty of
Biochemistry and Molecular Medicine for providing the excellent research environment
in which most of this work was developed. I would also like to acknowledge Professor
Kalervo Hiltunen and Pia Askonen for all their help in official matters.

I am thankful to the members of my thesis committee, Dr. Lari Lehtiö, Dr. Rikkert K.
Wierenga and Dr. Tuomo Glumoff, for their feedback and support toward the completion
of this work.

I would like to thank my friends for all their support and for providing me with so
much joy and happiness throughout these years.

Finally, I owe my warmest gratitude to my parents and the rest of my family for
being a constant source of love, encouragement, and inspiration.

This study was financially supported by the Biocenter Oulu, the Faculty of Biochem-
istry and Molecular Medicine, the University of Oulu Scholarship Foundation and the
University of Oulu Graduate School.

9



10



Abbreviations

CCR Contact Conservation Rate
COM Center of Mass
EC Enzyme Commission
FAD Flavin-Adenine Dinucleotide
FID Free Induction Decay
GA Genetic Algorithm
HMM Hidden Markov Model
LBS Ligand Binding Site
LD Ligand Displacement
MSA Multiple Sequence Alignment
NAD Nicotinamide-Adenine Dinucleotide
NMR Nuclear Magnetic Resonance
PDB Protein Data Bank
UPGMA Unweighted Pair Group Method with Arithmetic Mean
PPI Protein-Protein Interaction
RMSD Root-Mean-Square Deviation
SO Structure Overlap
SSFL Shortest Sequence from First to Last Residue

11



12



List of original publications

This thesis is based on the following articles, which are referred to in the text by the
Roman numerals (I–III):

I Garma L, Mukherjee S, Mitra P, Zhang Y (2012) How Many Protein-Protein Interactions
Types Exist in Nature? PLoS ONE 7(6): e38913

II Garma L D, Juffer AH (2016) Comparison of Non-Sequential Sets of Protein Residues.
Computational Biology and Chemistry 61: 23–38.

III Garma L D, Medina M, Juffer AH (2016) Structure-based classification of FAD binding
sites: A comparative study of structural alignment tools. Proteins: Structure, Function, and
Bioinformatics 84.11: 1728–1747

13



14



Contents

Abstract
Tiivistelmä
Acknowledgements 9
Abbreviations 11
List of original publications 13
Contents 15
1 Introduction 19
2 Review of the literature 21

2.1 Protein structures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

2.1.1 Structure-function relationship . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

2.2 Prediction of protein interactions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24

2.3 Comparison of protein structures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28

2.3.1 Structure representation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28

2.3.2 Similarity measures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

2.3.3 Sequence-based optimization methods . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

2.3.4 Sequence-independent optimization methods . . . . . . . . . . . . . . . . . . . . . 33

2.4 Classification methods. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .35

2.4.1 Clustering algorithms . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35

2.4.2 Classification analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .37

3 Aims of the study 39
4 Methods 41

4.1 Comparison of protein-protein interactions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

4.1.1 Similarity among protein-protein interactions . . . . . . . . . . . . . . . . . . . . . 41

4.1.2 Structural alignment of protein-protein interactions . . . . . . . . . . . . . . . 42

4.1.3 Dataset . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43

4.2 Analysis of the structural space of protein-protein interactions . . . . . . . . . . . . 43

4.2.1 Sequence-based classification of known protein-protein
interactions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

4.2.2 Structure-based classification of known protein-protein
interactions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

15



4.2.3 Statistical inference on the complete structural space of
protein-protein interactions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

4.3 Comparison of protein-ligand interactions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48
4.3.1 Definition of protein sub-structures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48
4.3.2 Similarity among protein-ligand interactions . . . . . . . . . . . . . . . . . . . . . 50
4.3.3 Genetic algorithm for the comparison of ligand-binding sites . . . . . . 52
4.3.4 Independent similarity evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54
4.3.5 Artifact detection . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55
4.3.6 Cross-comparison of similarity measures . . . . . . . . . . . . . . . . . . . . . . . . 56
4.3.7 Comparison of FAD-binding sites . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57

4.4 Analysis of the structural space of FAD-binding sites . . . . . . . . . . . . . . . . . . . . 60
4.4.1 Statistical analysis of the known protein-ligand complexes . . . . . . . . . 60
4.4.2 Structure-based classification of known FAD-binding sites . . . . . . . . . 61

5 Results 65
5.1 Protein-protein interactions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65

5.1.1 Comparison of similarity measures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65
5.1.2 Analysis of the known protein-protein complexes . . . . . . . . . . . . . . . . . 67
5.1.3 Estimations on the complete structural space . . . . . . . . . . . . . . . . . . . . . 69

5.2 Protein-ligand interactions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70
5.2.1 Cross-comparison of similarity measures . . . . . . . . . . . . . . . . . . . . . . . . 70
5.2.2 Comparison of FAD binding sites . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72
5.2.3 Statistical analysis on the known protein-ligand complexes . . . . . . . . 74
5.2.4 Classification of FAD-binding sites . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77

6 Discussion 93
6.1 Comparison of protein-protein interactions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 93
6.2 Structural space of protein-protein interactions . . . . . . . . . . . . . . . . . . . . . . . . . . 93
6.3 Comparison of ligand-binding sites . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95

6.3.1 CCR . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 96
6.3.2 Cross-comparison of GA-based methods . . . . . . . . . . . . . . . . . . . . . . . . . 97

6.4 Classification of FAD-binding sites . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 102
6.4.1 Characterization of ligand-binding sites . . . . . . . . . . . . . . . . . . . . . . . . . 107

6.5 Structural space of protein-ligand interactions . . . . . . . . . . . . . . . . . . . . . . . . . 107
7 Concluding remarks 109
References 111
Appendices 119

16



Original publications 121

17



18



1 Introduction

Proteins are complex macromolecules that are present in every known living organism.
They consist of one or more linear amino acid polymers (polypeptides), in which each
protein presents a characteristic sequence of amino acids in its chain. Proteins play a role
in virtually every biological process, from replicating genetic material to maintaining
the physical structure of cells; this makes them a fundamental part of every organism.

During their synthesis, proteins adopt a particular three-dimensional structure
determined by their amino acid sequences, in what is known as the folding process.
In this process, the protein undergoes a structural transition from an unfolded state to
a biologically active or native state. This process is guided by short- and long-range
interactions between the amino acids of the protein and interactions between the
protein and its environment. In the best-case scenario, the environment does not play a
significant role, making the folding process relatively simple and even reproducible
in vitro. However, in many cases, the folding process is influenced by interactions
between the protein being folded and other molecules present in the cell environment. In
these cases, the folding pathway becomes very complex, involving transitions between
different unfolded states and different types of modifications in the original polypeptidic
chain.

A protein is said to have adopted its native state when it is able to perform its
biological functions. In all cases, this takes place through interactions with other
molecules. These interactions occur on binding sites, or specific sites on the surface of
the protein structure. Thus, knowing the structure of a protein can reveal significant
information about its function. Yet in many cases, the interaction between a protein and
its ligands is complex. Protein structure is flexible, meaning one needs to know the
dynamics of the structure rather than having a static description of it. These dynamics
can be influenced by the interactions between the protein and other molecules. This gives
rise to complex regulatory processes, in which the interactions occurring on a binding
site have an effect on the conformation of other distant binding sites on the same protein.
In extreme cases, the entire protein can exist in a highly flexible, disorganized state and
adopt a regular conformation only when a determined ligand is present. Therefore, due
to their structural and functional complexity, it is usually very challenging to understand
how a protein works. Nevertheless, discovering the function of a given protein can lead
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to understanding its role in metabolism, its involvement in disease, its potential as a
target for drugs and therapies, and its relevance as a biotechnological tool.

Given that all protein functions involve interactions with other molecules, identifying
the interaction partners of a protein can potentially unveil its function. As a result,
a vast number of experimental and computational techniques have been developed
to study protein interactions. The computational techniques, which are the main
concern of the present work, can be roughly divided into two groups: i) those that
use physics-based models and simulations, making de novo or ab initio predictions
of interaction; and ii) those that aim to predict the interaction partners of proteins
based on their similarities with proteins whose interactions are known; these are known
as template-based techniques. These similarities can be found based on the protein
sequences or on their three-dimensional structures.

The present study follows the latter approach, making use of the available data on
protein structures to build classifications of the known interactions. These classifications
can reveal whether the known interactions can be divided into different types, and
how many types exist. Predictions can then be made on newly discovered proteins
by categorizing them in an existing group. A protein can be assigned to a group by
comparing it to a group representative, saving the need to compare it to every member
of the same group. Once categorized, the common traits of the group members can
aid in understanding which parts are essential for a given interaction to occur. In
particular, this thesis deals with the analysis of interactions between pairs of proteins,
and between proteins and small organic compounds. Below, the former are referred to
as protein-protein interactions (PPIs) and the latter are referred to as protein-ligand
interactions.

To classify known complexes, and to categorize new ones in an existing group, the
resemblance between them must be quantified. Thus, the first task in addressing the
objectives of the present study was to investigate and develop methods and measures to
determine the similarity between protein structures. Protein-protein interactions were
investigated using sequence-based approaches that consider full structures. Protein-
ligand interactions were studied using sequence-independent methods that compared the
similarities between fragments of the proteins rather than their full structures. Once
proper similarity measures were established, they were used to conduct extensive
comparisons of protein-protein and protein-ligand complexes. This demonstrated the
usefulness of the methodologies in producing sensible classifications of complexes
relevant for protein function prediction.
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2 Review of the literature

2.1 Protein structures

Naturally occurring proteins are linear polymers of L-α amino acids (with the exception
of D-α amino acids, which have been found in bacteria and antibiotic peptides [1]).
Although a large number of amino acids have been found in nature, the vast majority of
proteins consist of combinations of the same ensemble of 20 [2].

The structure of proteins can be considered at four different levels: i) a primary
structure, which is the sequence of amino acids; ii) a secondary structure, defined by the
local spatial arrangements of amino acids, which gives rise to various regular elements
such as helices, coils or loops; iii) a tertiary structure, characterized by the global spatial
arrangements of the polypeptidic chain [3]; and iv) a quaternary structure, described by
the arrangements of different protein chains, forming a stable complex [4]. These four
levels of structure are illustrated in Figure 1.

Fig. 1. Levels of protein structure organization exemplified using the structure of the chap-
erone protein DnaK from E. Coli (PDB code 4EZU). Left: Sequential arrangement of residues
(primary structure). Middle: Typical secondary structure elements: α-helix (top) and β -
sheets (bottom). Right: Tertiary structure, complete protein chain.

Protein structures can be determined in a number of ways. The most commonly used
techniques are X-ray diffraction and Nuclear Magnetic Resonance spectroscopy (NMR).

The atoms of a crystal’s proteins scatter incoming X-ray beams, creating a specific
diffraction pattern. The angles and intensities of the deflected beams reflected in the
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diffraction pattern enable inferring the electron density map of the molecules in the
crystal. The electron density map can then be used to determine the position of the
atoms in the molecule, as well as their bonds [5].

This technique was successfully applied to proteins in 1958, revealing the tertiary
structure of myoglobin [6]. Ever since, it has remained the most extensively used
technique for the determination of protein structure. As of 2016, 97101 protein structures
solved by X-ray diffraction have been deposited in the Protein Data Bank (PDB) [7].

Although X-ray crystallography is a widely used and well-developed technique, it
still presents some challenges when dealing with proteins. First, the diffraction pattern
can only be obtained from crystallized proteins, not from proteins in solution. To obtain
crystals, it is usually necessary for proteins to be subjected to harsh conditions [8], under
which they adopt artificial conformations or establish artificial interactions.

Second, the molecular structure obtained by X-ray crystallography represents the
average location of the atoms. There is a non-negligible level of uncertainty on the
atomic positions, such that the interatomic distances observed in the model might be
slightly larger or smaller in the actual molecule. This is quantified by the Debye-Waller,
B, or Temperature factor [9, 10] as

Bi = 8 ·π2 ·U2
i (1)

where Ui is the mean square displacement of atom i. The B-factor reflects the vibrations
of the atoms (due to the excitation caused by the X-ray beams or the inherent flexibility
of the proteins) and the static disorder of the crystals [11].

NMR uses the electromagnetic properties of the nuclei in the protein to solve the
three-dimensional structures. The protein is subjected to an external force field that
causes the atom nuclei with odd mass to re-orient themselves and precess around the axis
of the external field. An electromagnetic pulse is then used to change this orientation
and make it perpendicular to the external field. This produces a measurable electric
current that slowly decays as the atoms re-orient themselves in the direction of the
external field. The resulting measure of the decay rate is known as free induction decay

(FID). The Fourier analysis of the FID yields an NMR spectrum. The FID, and thus the
spectrum, is different for each atomic nucleus, depending on its chemical environment.
The various atoms can thus be distinguished [12].

The NMR spectra can be calculated in several dimensions, using different frequencies
for the applied electromagnetic pulse or observing different atomic species. The
information obtained from the spectra is used to determine a series of structural restraints
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for each atom. These restraints are then used to calculate the structure of the protein.
NMR data is collected from proteins in solution rather than from crystals. Consequently,
due to the flexibility of proteins, the result of the analysis is not a single structure, but an
ensemble of structures with a similar energy profile [13–15].

Unlike X-ray crystallography, protein NMR provides some information on the
motions of proteins in solution [16]. However, it is limited to relatively small proteins,
with a mass between 5 and 25 kDa.

The three-dimensional protein structures obtained experimentally are deposited
in databases. The largest and most popular of these is the Protein Data Bank (PDB)
[7, 17]. In recent years, the PDB has seen exponential growth in the number of structures
deposited [18]. The quality of the obtained structures has also increased, with the
average resolution set at 2.21 Å as of March 2016.

2.1.1 Structure-function relationship

Save for intrinsically disordered [19] and highly dynamic proteins, the function of
most proteins is defined by their structure as it is observed on crystallographic or NMR
data. The three-dimensional arrangement of residues determines which amino acids are
exposed on the surface and thus are able to interact with ligands. The physicochemical
properties of the ensemble of surface residues determine the type and strength of
the interactions that the protein can establish with other molecules. It is through its
interactions with other molecules that the function of a protein is defined.

The folding process allows for residues which are distant in the primary structure of
the protein to interact with each other and with the protein’s ligands or substrates in the
case of enzymes. Figure 2 illustrates this, with the binding site found on the structure of
a vanillyl-alcohol oxidase variant from E. coli (PDB code 1E0Y). As the figure shows,
the residues that interact with the ligand are distributed sparsely in the sequence, but they
are found within close proximity of one another in the three dimensional structure of the
protein-ligand complex. The sets of residues which carry out these direct interactions
are known as binding sites, or active sites in the case of proteins with enzymatic activity.
The specific three-dimensional arrangement of residues in these sites is, in most cases,
crucial to enable proper binding to the ligand and to allow the enzymatic mechanisms
to work; modifications of the structure, even by a single point-mutation, can lead to
impaired or altered functionality of enzymes or result in the inability of proteins to bind
their natural ligands [20–22].
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Fig. 2. FAD-binding site of a vanillyl-alcohol oxidase mutant from Escherichia coli (PDB
code 1E0Y). The protein structure is depicted using a cartoon representation and colored
green. The FAD molecule is colored purple, and four binding site residues (VAL 36, THR 51,
THR 160 and ARG 290) are highlighted using a licorice representation. The four residues are
distant from each other in the primary structure, but appear within 10 Å from each other in
the tertiary structure.

2.2 Prediction of protein interactions

Although the function of a protein is generally determined by its structure, the rela-
tionship between structure and function is highly complex and hard to establish [23].
Knowing the disposition of residues on a single protein is not enough to elucidate its
function. All proteins carry out their functions through interactions with other molecules.
Therefore, the details of the interactions in which a protein takes part can help to reveal
its function. However, the residues which conform the binding and active sites cannot be
identified a priori (although it is possible to make predictions based on the properties of
the protein’s surfaces [24, 25]); the binding partners cannot be guessed, nor can the
mechanisms of enzymatic activity be established merely by observing the structure.
In order to elucidate these aspects of the interactions of a given protein and hence
predict its function, further information needs to be obtained using either experimental
or theoretical methods.

Experiments can be carried out with an unmodified version of the protein to obtain
macroscopic information on its binding to other molecules, e.g., affinity, kinetics, and
stoichiometry. However, in order to gain more insight on which residues in particular
take part in the binding process and what their contributions are, it is usually necessary
to use mutated versions of the protein. By observing the effects of different mutations
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on the binding properties of a protein, the relevance of various residues can be settled.
Once the role of the various residues has been defined by the experiments, a mechanism
for the binding or the catalytic activity can be proposed and validated with further
experiments. The structural information is not required in this process, although it helps
greatly in deciding which residues should be mutated and in making sense of the results.

Such experimental approaches require the production and purification of the natural
protein and a number of mutants, which is usually a long and complicated process.
Therefore, computational tools have been developed to ease the task of determining
the binding properties of proteins. The theoretical approaches can be divided into two
categories: physics-based and knowledge- or template-based techniques.

The methods in the first group use models based on physical laws to perform
calculations and simulations that can reveal the energy of the interactions between the
protein and different molecules, indicating which molecule is most likely to interact
with the protein and the strength of the interaction. These methods aim at establishing
the properties of the interactions from first principles, thereby yielding a complete and
fully detailed explanation of the interaction processes. However, they present a number
of challenges, namely, the definition of the physical model and the size of the system to
be studied.

The physical models used in theoretical methods can have different levels of detail,
from atoms described at the quantum level to coarse-grained particles representing
groups of several atoms or even complete molecules. All the models require a number of
parameters, e.g., the charge of the atoms and their van der Waals constants in atomistic
simulations. These parameters need to be derived either from first principle calculations
or from experiments, and need to be validated for the specific type of molecule being
studied. The size of the system that can be analyzed is limited by the level of detail
in which it is described. The computational resources required to study a system
increase dramatically when the model switches from coarse-grained to fully atomistic
descriptions, and far more when quantum models are used instead. This can lead the
more detailed models to study only specific parts of the system at hand; for instance,
only the binding site of a protein might be considered, rather than its full structure.
Such a limited scope neglects the long range interactions with the parts of the protein
that are not present and may result in a relevant bias. If the studies also consider the
dynamics of the interactions and not just their energetic landscapes, a similar problem
arises: as the physical models become computationally more demanding, the timescale
of the simulations must be reduced. This leads to a poorer sampling of the system,
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since the time constraints allow fewer states to be visited and fewer rare events to be
observed. Moreover, due to the fact that simulations are performed employing numerical
approximations, errors accumulate as the simulations become longer. Fortunately, a
number of solutions have been developed to obtain better sampling while avoiding the
need for longer simulations: parallel tempering [26] and simulated annealing [27] are
the most popular of these techniques.

The second group of theoretical methods is based on the prior knowledge of other
proteins. These methods attempt to predict the interactions of proteins by finding
similarities with other proteins with known interaction partners. In general, these
methods are much more efficient than physics-based approaches, as they require fewer
calculations and thus fewer computational resources. However, the results are far less
precise, since they are based on the assumption that two proteins sharing a similar
structure or sequence will have similar interactions with ligands; furthermore, the results
do not provide an explanation in physical terms on why the interaction would take
place in a certain way. There are two essential pitfalls related to this approach: first, a
suitable template is required for it to work; if there is no known protein with known
interactions similar to the one being studied, no predictions can be made. Secondly,
criteria are required to decide the degree of similarity between proteins that would imply
that both have similar interactions with other molecules. These types of criteria are
generally established on a statistical basis (e.g., Aloy et al. suggested that domain pairs
sharing sequence identities above 30% would interact in the same way [28]) and do not
always hold true. Single mutations, deletions, or insertions on a protein might not have a
significant effect on its similarity to other proteins, but if they affect critical residues
they might completely alter the interactions with ligands or their catalytic activity in the
case of enzymes [20–22].

The similarities between two proteins can be searched at the sequence or the structural
level. Methods based only on sequences benefit from i) facing a simpler problem, as they
deal with one-dimensional strings of letters rather than three-dimensional structures; and
ii) having a larger amount of data available, since the number of known sequences far
exceeds the number of structures. However, the function is determined by the structure
of proteins, rather than their sequence; thus, sequence-based function prediction methods
are based on the assumption that sequence similarities will translate into structural and
functional similarities. The extent to which this assumption holds has been explored
[29–31], and although it is clear that proteins with high (>40%) sequence identity will
share highly similar structures, the relationship between the resemblance in sequence
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and in structure is not yet fully quantified. Moreover, tertiary structures have been
observed to be more conserved than sequences [32], implying that proteins with low
sequential similarity might in fact have similar structures, and by extension, similar
interactions with other molecules. The comparison of sequences can be done on a global
level, searching for the alignment of sequences that yields the best overall similarity, or
on a local level, identifying and matching regions with high similarity [33–35]. Several
algorithms have been applied to the search of alignments that maximize the similarity
between two sequences, most notably, dynamic programming [36] and dot-matrix
methods [37].

Finding similarities among structures poses a more complex problem but yields
more definite results when a good match is found. In order to predict the function of
a protein on the basis of its sequence similarity to another one, it must be assumed
that the sequence similarity implies a structural similarity; in addition, it is assumed
that the hypothetical structural similarity implies similar interactions with ligands.
Comparing structures rather than sequences eliminates the need for the first assumption
and provides better hints on the validity of the second one. A similar spatial arrangement
of residues on the surface of two proteins provides a similar geometry to an incoming
ligand. In addition, if the residues are of the same type, the attractive and repulsive
forces experienced by the ligand will also be similar in both cases; this is solid ground
on which to hypothesize that the interactions with the ligand will be similar in both
cases. Structural comparisons are hence a more reliable approach to producing function
predictions. The shortcomings of these techniques are the limited amount of data
available and the state of development of the computational tools used to perform
comparisons among structures.

The number of crystal and NMR structures deposited on the PDB has seen continuous
growth since its establishment; it continues to do so at a ratio of close to 10% yearly [38].
With the current number of structures available, some studies suggest that the databases
are now mature enough to be considered complete for single domain proteins [39]. This
would imply that, at least for single-domain proteins, a template would be found in the
PDB for any newly found structure. Nevertheless, the amount of sequence data is still
overwhelmingly larger than the structural data, so the availability of templates is still an
argument against structure-based methods.

As mentioned above, comparing protein structures entails optimizing a three-
rather than a one-dimensional alignment, making it a more complex problem from the
computational point of view. Some methods take advantage of the sequence information
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[40]; in other cases it is more sensible to use a sequence-independent approach [41],
complicating the problem further. Additionally, there is still no consensus on what is
the most suitable way to measure the similarity between two superimposed structures.
These questions are presented in detail in the following section.

2.3 Comparison of protein structures

Protein structures with unknown interaction partners can be compared with templates for
which interactions are known in order to provide grounded predictions. This approach is
less demanding in terms of computational costs than physics-based models and could in
theory provide more accurate results than the comparison of protein sequences. Yet,
the comparison of protein structures poses a complex problem in which three basic
questions still need to be solved: i) which structural information should be taken into
account; ii) how should the similarity between two structures be measured; and iii)
which method should be used optimize the superimposition of the structures. A wide
variety of methods have been developed to solve this problem, each offering different
solutions to these issues.

2.3.1 Structure representation

The different methods developed for structural comparisons use diverse descriptions of
the structures. The x-ray or NMR structures can be considered in full atomic detail
[42], using only certain atom types, such as Cα [41, 43] or a combination of both; for
instance, the method might be used to combine Cα -atoms and side chain averages [44].
Other methods use descriptions that add to the information contained in the structures;
the SiteEngines program [41] uses a full atomic description and adds surface points to it.

Some other approaches do not use the three-dimensional data, but instead derive
implicit descriptions of the protein structures. The Dali program [45] builds distance
matrices in which every pair of atoms in the structures is represented. Similarly, the
CLICK program [46]derives graphic representations of the residues from the atomic
coordinates.

Additionally, depending on whether the method makes use of it during the opti-
mization process, the information on the primary structure of the proteins may be kept
[40, 45] or discarded [41].
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2.3.2 Similarity measures

In order to establish the similarity between proteins, a number of different metrics can be
used. These are based on the geometry of the structures and can also consider their amino
acid composition, considering different mixtures of geometrical and physicochemical
properties.

Measures based only on the geometry of the three-dimensional structures evaluate
the difference in the positions of the residues of the two structures. This can be
done considering all the atoms of the structures, using the centers of mass or similar
representative points on each residue, or restricting the comparison to specific atoms
such as the alpha carbons. The most widely used metric for geometrical comparisons is
the root-mean-square deviation (RMSD) [47, 48], which evaluates the root-mean-square
distance between pairs of atoms. When comparing two structures, the average between
all pairs of “equivalent” or matched atoms gives an RMSD value for the comparison.
The equivalence between residues or atoms can be set through a sequence alignment
method [40] (either a priori or iteratively, modifying the alignment to optimize the
structural superposition) or by direct optimization of the three-dimensional superposition
[41, 46, 49].

The absolute RMSD obtained in a comparison does not reflect the length of the
compared structures or the overall topological similarities. In order to solve these
problems, Yang et al. developed the TM-score [50], a similarity measure based on the
work of Gerstein and Levitt [51]. The TM-score evaluates the geometrical similarity of
structures, taking into account the length of the superimposed segments, and weights
each pair of residues differently, in proportion to their proximity to one another. The
TM-score is defined as

TM-score = max

1
L

La

∑
i=1

1

1+
(

di
do

)2

 (2)

where L is the length (number of residues) of the query, La is the number of aligned
residue pairs, di is the distance between the ith pair of Cα atoms of the query and the
template, and do is a normalization factor computed as do = 1.24 3

√
L−15−1.8.

Another series of methods also exploits the geometrical features of the structures
to establish similarity; however, they are based on distances between residues rather
than directly on three-dimensional coordinates [45, 52, 53]. The Dali method [45] uses
the differences in distances between pairs of residues as its only measure. Thus, its
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similarity score S is defined on the basis of such differences among the structures being
superimposed:

S =
L

∑
i

L

∑
j
(θ −∆(dA

i, j,d
B
i, j))ω(dA

i, j,d
B
i, j) (3)

where L is the length of the segment being compared, dA
i, j and dB

i, j are the distances
between the residues i and j in the A and B structures being compared, ∆(dA

i, j,d
B
i, j) is

the difference between said distances, θ is a similarity threshold, which is set at 20%
of dAB

i, j (which is the arithmetic mean of dA
i, j and dB

i, j) and ω(dA
i, j,d

B
i, j) is an exponential

function that limits the contribution of distant pairs of residues. The residues i and j

are equivalent residues on the two structures and the segment of length L may have
any number of gaps, and thus is not necessarily sequential. The function ω(dA
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defined as
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)
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where dAB
i, j is again the arithmetic mean of the two distances and r2 was parametrized as

20 Å.
When applied to globular proteins of lengths LA and LB, this score is normalized to

adjust for the fact that the score S for a pair of random proteins will increase with the
size of the proteins [54]. The normalized score, Z, is defined as

Z(A,B) =
S−m(L)
0.5 ·m(L)

(5)

where L is the geometric mean of LA and LB (L =
√

LALB) and m(L) is the maximum S

expected for a pair of random structures of (geometric mean of) length L. The value of
m(L) is estimated as the polynomial

m(L)≈ 7.95+0.71L−22.59 ·10−4L2−1.92 ·10−6L3, L≤ 400 (6)

which is based on the distribution of S values observed by Holm and Sander [45].
Sequence alignment techniques, such as MUSCLE [55] or CLUSTAL [56], do

not take into account the three-dimensional structure of proteins and base their notion
of similarity on only the amino acid composition and the primary structures. They
establish the similarity on the basis of similarity matrices, which give a notion of
distance between every pair of residue types. These matrices can be based on any known
feature from the residue. These can be, for instance, the physicochemical properties of
the amino acids, the observed frequency of one residue being mutated into another
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(notoriously, the BLOSUM [57] and PAM [58] matrices) or simply binary matrices
in which all off-diagonal elements are 0. In some structural alignment methods, a
similar notion is used. Thus, a number of measures exist that combine an assessment of
both the structural data and the residue composition, or more broadly, the chemical
features of the structure. For example, the method developed by Feldman et al. [43]
combines geometrical similarity with amino acid type correspondences to evaluate the
quality of structural superimpositions. The CLICK program [46] evaluates RMSD,
secondary structure, and solvent accessibility. SiteEngine [41] considers both geometry
and physicochemical properties of surfaces.

Similarities found in the geometry of the structures are not directly compatible with
the similarities established while attending to other criteria (such as physicochemical
properties). Thus, the similarity measures that make use of geometrical and other
features need to explore ways to combine them. For instance, CPASS [59], which
compares ligand binding sites, obtains a similarity value by applying the formula

Sab =
i=n, j=m

∑
i=1, j=1

dmin

di
e(−∆rmsdi, j)

2 pi, j (7)

where ∆rmsdi, j is the corrected RMSD between two residues i and j, obtained by sub-
tracting 1 from the actual RMSD of the superimposed residues, pi, j is the BLOSUM62
score for the pair, and dmin

di
is the ratio between the shortest distance between a residue on

the site to which i belongs and the ligand, and the distance between i and the ligand. The
similarity is then normalized using the similarity from residue i to itself, according to

S =
Sab

Saa
·100 (8)

2.3.3 Sequence-based optimization methods

The most popular approach to maximizing the similarity between structures is to
establish a set of correspondences between residues by performing a sequence alignment.
These correspondences are then used as the basis to finding the transformation of the
structures, which yields the optimal superimposition in terms of similarity.

One of the most extensively used approaches to optimize such alignments is the
Needlemann-Wunsch method [36]. This method finds the optimal sequence of matches
between two one-dimensional chains of amino acids by solving the problem backwards,
finding the optimal matches for each pair of sub-chains starting from the C-terminal
residues.
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In the original formulation of the method, two sequences of amino acids are used to
conform a matrix M in which each entryMi, j is assigned a score, depending on the match
formed by the residues in the corresponding row i and column j. The score can be either
binary (being 1 if the residues in the row and the column are the same and 0 if they are
not) or based on a similarity matrix (e.g., BLOSUM [57]). The pathways across M are
valid when, for any two entries Ma,b and Mc,d contained in the pathway, a > c and b > d

or a < c and b < d; that is, valid pathways are those including only diagonal moves. The
method can allow for gaps, imposing a penalty based on the gap size and/or direction. It
can also be applied to n-dimensional matrices to allow for multiple sequence alignment.

The objective of the method is then to find an optimal pathway, that is, a valid
pathway from the N-terminal residue of either chain to the end of either of them, so
that the sum of the scores is the largest possible. In order to find the optimal pathway,
the method first calculates the score at the terminal point of both sequences. For two
sequences with lengths y and z, this point is My,z. Then the score of all the entries with
indices i = y− 1 and/or j = z− 1 is calculated. If any of these entries belongs to a
pathway leading to My,z, the score of My,z is added to the score corresponding to the i, j

match. The process is then iterated, going all the way back to the N-terminal residues of
both chains. The optimization process is illustrated in Figure 3, using a binary matrix
and the example provided in the original paper by Needlemann and Wunsch [36].

Fig. 3. Dynamic Programming example. The left panel shows the (binary) scores for each
match of the two sequences. The right panel shows the completed process, indicating the
pathways with the maximum number of matches and their accumulated score at each step.
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Ultimately, this optimization procedure is an application of the dynamic program-
ming technique introduced by R. Bellman in 1954 [60]. Dynamic programming is a
deterministic optimization strategy in which the problem at hand is broken down into
sub-problems. The sub-problems are solved independently and their solutions are stored.
The solution to the main problem is obtained by combining the stored partial solutions.

2.3.4 Sequence-independent optimization methods

Comparing structures without any prior knowledge of the correspondence between
atoms or amino acids (i.e., without having conducted a sequence alignment) requires
finding the superimposition that maximizes the similarity between them. If it is treated
from a combinatorial point of view, this problem is similar to that of the threading,
i.e., one must find the optimal correspondences of residues between the two structures
allowing for any number of gaps, which is an NP-hard problem [61]. However, solving
this problem enables comparing proteins independently of the constraints imposed by
their primary structure; that is, the residues being compared do not need to be sequential
or arranged in a linear fashion. This becomes useful when proteins share similar but
highly discontinuous segments, when the common structures in two proteins have the
reverse order in the sequence, or when sparsely distributed residues need to be compared,
as in the case of ligand binding sites. Therefore, a wide range of approaches have been
proposed to solve it.

The simplest approach is to conduct exhaustive searches of pairings, as done by
SiteBinder [42]; however, given the complexity of the problem, this approach is limited
to small structures. Thus, different methods, such as geometric hashing [62], graph-based
searches [46], or superposition of distance matrices [45], have been employed.

The principles of geometric hashing are exploited in the approaches developed by
Nussinov, Wolfson et al. [41, 63–65]. In these methods, a target structure is compared
with a model using descriptions of the atom positions, which are invariant to rotation
and translation. This is achieved by using pairs [65] or triplets [63] of atoms as reference
frames. The atom positions with respect to a given reference frame make up the address
to a hash table that stores the reference frames and the atoms that generated each entry.
The hash table is filled by considering all possible reference frames and then describing
each atom using each reference frame. Constraints can be used so that not all reference
frames are considered and not all atoms are described under all frames. For instance, in
the implementation by Bachar et al. [65], pairs of atoms are used as reference. Only
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those pairs closer than 5 Å are deemed valid, and then only those atoms closer than 20 Å
to the references are used to fill the hash table.

The hash table is filled for a model molecule. To perform the comparison, the
target molecule is analyzed in a similar way: the same types of reference frames are
constructed and the atoms are described based on them. When these descriptions
match one of the existing entries on the table (or a similar one, since some flexibility is
allowed), a vote is counted toward said entry. After processing the entire structure, the
table entries scoring a high number of votes are retained. Each entry on the table and its
corresponding match on the target structure implies a rigid motion of the target (rotation
and translation). Those matches implying a similar 3D transformation are grouped
together and the transformation resulting in the smallest distance between matching
atoms in both structures is retained as the final result.

As mentioned earlier, the Dali method [45] represents proteins as matrices of
inter-residue distances. This, in turn, implies that the optimization method used is
different from the methods based directly on atom coordinates. In order to evaluate the
similarity between two structures, the Dali method compares their distance matrices.
The matching process divides each of the matrices into sub-matrices of fixed size and
scans for pairs of similar contact patterns, that is, considering two fragments of residues
on each protein. The fragments can be arbitrarily long; although the authors found
that using hexapeptides was the best option for comparing full structures, even single
residues can be considered, making the method entirely sequence independent. Once the
matches between fragments have been established, the method seeks to assemble a
larger set of corresponding residues by combining matching fragments. For instance, if
protein X contains the fragments A and B corresponding to the fragments C and D in
protein Y, the method tries to find another pair of matching fragments involving either
A or B. This extension procedure is not a simple one; therefore, a Monte Carlo [66]
approach is used to handle it.

The CLICK method [46] also uses an alternative representation of the protein
structures. Rather than 3D coordinates, it makes use of graphic representations. Starting
from the three dimensional coordinates, CLICK forms n-body cliques, which are
ensembles of residues (represented by a single atom) in which no inter-residue distance
is larger than a given cutoff. Having a distance cutoff makes it feasible to find all the
n-body cliques.

The search for equivalent cliques begins by comparing the 3-residue groups from the
two structures being compared. The comparison considers similarities in the secondary

34



structure, solvent accessibility and RMSD, with a different threshold for each feature.
The cliques are compared, considering all permutations. Once matching 3-residue
cliques are found, the search is extended to 4-residue groups, enlarging the matching
groups. In subsequent steps, the pairs of matching cliques are expanded as much as
possible. Finally, each pair of n-residue matching cliques are used to superimpose the
two structures, using a least-squares fit. Since several matching cliques can meet all the
required criteria, the best structure overlap (SO) is used as a measure to select the best
comparison. The SO is defined as the percentage of atoms in one structure closer than
3.5 Å to their corresponding atoms in the other structure. Nguyen et al. [46] applied
heuristics to maintain chain continuity; however, since this is done after the match is
complete, the basic methodology can be used for completely sequence-independent
comparisons.

2.4 Classification methods

Given a set of protein structures and having quantitatively defined the similarities
between them, there is a wide range of methods that can be used to classify them into
groups. Given that the number of groups and the membership of the structures are not
known a priori, the classification task is an unsupervised learning problem. The field of
machine learning provides a number of different approaches for tackling unsupervised
learning tasks, such as self-organizing feature maps [67], method of moments [68], or
expectation-maximization algorithms [69]. In the present work, various algorithms
were used for the classification of protein structures based on their similarity to other
structures.

2.4.1 Clustering algorithms

The objective of clustering algorithms is to group the elements of an ensemble so that
the resulting groups contain elements similar to the members of the same group and
different from those elements in other groups.

Because there are multiple ways to evaluate the quality of the clustering process,
and since it is not usually feasible to explore all possible arrangements of groups and
elements, many different clustering algorithms have been developed. The present work
makes use of clustering algorithms that can be categorized as either connectivity-based
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or centroid-based. Other methodologies, such as spectral clustering [70] or Gaussian
mixture models [71], were not considered.

The most well-known and widely-used centroid-based algorithm is k-means [72].
This algorithm follows a simple iterative process in which the best centroids for a given
number of clusters are searched on each iteration. Given k clusters, a centroid for
each cluster is chosen at random. Then the remaining elements are divided among the
centroids, with each element being assigned to the cluster whose centroid lies closest
to the element. Then the centroids are updated; for each cluster, the element whose
distance to the rest of the cluster members is smaller is designed as the new centroid.
The remaining elements are then re-assigned to a cluster in the same way as before,
based on the newly selected centroids. The process is repeated until the identity of the
centroids remains unchained after one iteration.

k-means clustering offers a simple process and relatively fast convergence times.
However, it requires that a fixed number of clusters k is set a priori. Thus, if k cannot be
estimated beforehand, the process must be repeated, exploring different values of k.
Also, given the stochastic nature of the initialization step, the process can yield different
solutions when applied to the same ensemble.

A second, purely deterministic, centroid-based algorithm was described in the
SPICKER method [73]. This algorithm uses a fixed similarity (or more generally,
distance) cutoff between elements rather than a fixed number of clusters. The algorithm
proceeds by first finding the element with the largest number of neighbors within the
cutoff. This element and all its neighbors are assigned to a cluster and removed from the
ensemble. The process is repeated on the remaining elements until either the ensemble is
empty or none of the remaining elements has neighbors within the cutoff. This algorithm
favors large clusters, but does not guarantee effective separation between the groups.

The algorithms based on connectivity do not impose a priori restrictions on the
number of clusters or the distances between elements. Instead, they consider the
distances between elements sequentially, grouping the elements that are closer to each
other first and then examining those that are further away. This type of clustering is thus
known as hierarchical clustering [74].

Using hierarchical clustering, all elements are separated at first, with each one
conforming a single-element cluster. Then the two elements with the smallest distance
(or largest similarity) between them are grouped together into a new cluster. The
process is repeated until all the elements become members of a single cluster. The
result must be examined at each step (that is, after each merger) in order to find the
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optimal number of clusters. At each step, the distances considered can be the distances
between single elements (single-linkage clustering, [75]), the average distances between
clusters (UPGMA [76]), or the largest distances between members of different clusters
(complete-linkage clustering, [75]).

2.4.2 Classification analysis

The quality of a clustering process can be measured by various criteria, often chosen
according to the task at hand.

First, direct measures can be used to analyze the distance between members of the
same clusters. For instance, the sum or the average of distances between members
of the same clusters can be measured. The cohesion is defined as the sum of average
intra-cluster distances, and provides a global measure of cluster compactness.

Second, it might be interesting to obtain a classification in which groups are as
separated as possible. To evaluate the degree of separation, the total or average distance
between members of different clusters can be computed. The sum of inter-cluster
distances, weighted by the cohesion, is called the separation, a measure which reflects
how distinct and isolated the clusters are.

When the relevance of the two competing factors (intra- and inter-cluster distances)
is not known, a compound measure can be used. Such measures include the Davies-
Bouldin index [77], which compares compactness and separation, the Dunn index [78],
which is the ratio between minimum inter-cluster and maximum intra-cluster distances,
and the silhouette. The silhouette [79] uses a combination of intra- and inter-cluster
distances to evaluate the quality of a clustering or classification process. For a given
cluster i, the silhouette is defined as

Sili =
bi−ai

max(ai,bi)
(9)

where ai is the average distance from i to any other member of the same cluster and bi is
the lowest average distance to the members of the other clusters.

The silhouette value indicates how tightly grouped the members of the same clusters
are and how well separated the different clusters are. Therefore, the average silhouette
from all clusters can be used to evaluate the quality of the clustering procedure as a
whole. A high average silhouette value indicates a high-quality clustering, where the
groups are separated and the distances between group members are small.
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3 Aims of the study

The biologically relevant functions of proteins are, in most cases, determined by their
interactions with other molecules. Determining these interactions experimentally is a
complex and lengthy process; therefore, after a new protein is found, much work is
required to understand its function. Computational methods that could accurately predict
protein interactions with other molecules would dramatically accelerate the process of
determining protein function, and ultimately be used directly for function prediction.

One possible approach to producing reliable predictions is to make use of the vast
amounts of structural data available on protein-ligand complexes. This data can be used
to classify proteins based on structural features that correlate with their involvement
in different types of interactions. Newly found proteins or proteins with unknown
interaction partners can then be categorized into a group of known protein-ligand
complexes, based on their structures. This would, in turn, imply that they share the
ligand-binding properties of the other group members. This process requires tools that
can provide objective measures of the similarity between protein structures that correlate
with the similarity of their interactions or better yet, their functions.

The main aim of the present study was to develop methods for the structure-based
comparison of protein interactions. These tools were subsequently applied to generate
classifications that can be used to analyze the structural space of the interactions and
predict protein functions. Therefore, this work is a stepping stone in the development of
structure-based methods for predicting protein function. In particular, the study focused
on the analysis of protein-protein interactions and the interactions between proteins and
small ligands.

In order to achieve this aim, the following were carried out:

1. Development of a methodology for the comparison of protein-protein interactions.
2. Development of a methodology for the comparison of protein-ligand binding sites.
3. Classification of all the known dimeric protein-protein complexes.
4. Classification of all the known protein-FAD complexes.
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4 Methods

4.1 Comparison of protein-protein interactions

A new methodology was developed to evaluate the similarity between protein-protein
complexes. The new method used the optimization strategy employed by MM-Align
[80] (a derivative of TM-Align [40]), while implementing the rTM-score as a new
definition of similarity among complexes. The comparison method was tested by
performing an all-to-all comparison of all known protein-protein complexes and the
results were compared with those of MM-Align.

4.1.1 Similarity among protein-protein interactions

Similarity between two protein structures is usually measured using the root-mean-
square deviation (RMSD), which is a purely geometrical measure. The RMSD accounts
for the structural divergence existing among two sets of aligned residues, but it offers
no information on the coverage of the alignment. To provide a better assessment of
similarity among structures, TM-score takes the alignment coverage into account. In
addition, it normalizes the measured deviations to make the score independent of the
protein length.

The TM-score is calculated in the following equation:

TM-score = max

 1
Lc

Lali

∑
i=1

1

1+
(

di
do(Lc)

)2

 (10)

where max[. . .] indicates the optimal superposition to maximize the TM-score value,
Lc is the total length of all chains in the target complex, and Lali is the number of the
aligned residue pairs in the two complexes. di is the distance of ith pair of Cα atoms
after the superposition. do is the length-dependent normalization factor, described by the
following equation:

do(Lc) =
3
√

Lc−15−1.8 (11)

To be able to describe the similarity between protein complexes, the MM-align program
used a factorized version of the TM-score, which is computed as the sum of the
similarities between each pair of monomers calculated independently, according to the
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equation

TM-score = max
[

Lr

Lc
TM-scorer +

Ll

Lc
TM-scorel

]
(12)

where Lr and Ll are lengths of the receptor and ligand, and TM-scorer and TM-scorel

are their corresponding TM-scores. The score is evaluated after the two complexes being
compared are superimposed, so both subunits are transformed by the same rotation
matrix.

By using the factorized TM-score as a similarity measure for protein-protein
complexes, MM-align presents two issues: i) the alignment of heterodimers with
significant size divergence is dominated by the largest monomer, as the factor ( Ll

Lc
)

reduces the contribution of the smaller monomer to the sum; and ii) it is enough for one
of the chains to find a high similarity homolog in the template for the score to be close to
0.5, even if the orientation of the other chain is completely different with respect to the
template. These issues are illustrated with case examples in figure 7. A modified version
of TM-score, named reciprocal TM-score (rTM-score), was developed to overcome
these limitations. The rTM-score was defined by the equation

rTM-score = max

[
2

1
TM-scorer

+ 1
TM-scorel

]
(13)

where TM-scorer and TM-scorel have the same meaning as in equation 12. rTM-score
evaluates the overall similarity of the complexes rather than adding the independent
scores of their chains; it is therefore free from the two problems mentioned above. As a
result, only complexes that share similar orientation and tertiary structure on both chains
can reach a high rTM-score.

4.1.2 Structural alignment of protein-protein interactions

All the structural comparisons of protein-protein complexes were performed using the
same procedure as in the MM-align program. This program is an extension of TM-
align and is designed to handle multimeric complexes instead of single chain proteins.
MM-align performs an iterative search of the alignment between two complexes that
maximizes their similarity. The alignment process begins with the chains of each
complex being joined together, resulting in two “artificial monomers”. These single
chain units are then aligned following the same steps as in TM-align, such that inter-
crossing is prevented; that is, each chain from the target complex can only be aligned to
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one of the chains on the template. A fully detailed description of the MM-align program
is presented in ref. [80].

The implementation of MM-align that made use of the TM-score described in
equation 12 was used only to asses the differences between the factorized TM-score and
rTM-score. All other calculations were performed on a modified version of MM-align
that used rTM-score as the measure of similarity.

4.1.3 Dataset

With the aim of compiling all the available dimeric protein-protein complexes, a library
of structures was generated using the DOCKGROUND server [81]. The library was first
screened to remove highly redundant structures. This was achieved by allowing only
complexes that share less than 90% sequence identity to the rest of the structures in
the library. A second screening was performed in an attempt to remove crystallization
artifacts. Given that there is no clear rule on what is and what is not an artifact, the
screening intended simply to exclude from the library those complexes with small
interfaces that could indicate weak interactions induced by the crystallization process.
The criterion applied was that all the interfaces were required to have at least 30 residues
and a buried surface area larger than 250 Å2. After the screening process, a library of
7616 dimeric complexes was obtained.

The quality of the library was assessed by the IPAC [82] and NOXclass [83] methods.
Both methods classified the majority of the library members as dimers but also identified
a number of complexes as monomers. However all the complexes classified as monomers
by either IPAC or NOXclass were found to be part of larger quaternary folds (described
below); that is, all the “monomers” have several structural homologs among dimeric
structures. In light of these observations, none of the dimers identified as monomers
by either method was removed from the library. It was assumed that they could still
be actual dimers and that there are no fail-proof criteria to discriminate artifacts from
naturally occurring interactions.

4.2 Analysis of the structural space of protein-protein interactions

The structures in the library of complexes from DOCKGROUND were classified first by
using a sequence-based approach, to discover the existing quaternary families, and then
by using a structure-based method, to reveal the number of quaternary folds present in
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the library. The results from the classification were subsequently used to estimate the
total number of quaternary folds existing in nature.

4.2.1 Sequence-based classification of known protein-protein
interactions

The sequences from the complexes in the library were analyzed at the sequence level
by submitting them to the Pfam database [84]. The Pfam database holds a register of
protein domain families, in which each family is represented by multiple sequence
alignments (MSA) and hidden Markov models (HMMs). Sequences can be submitted to
the database and matched against all known families, revealing whether they can be
considered members of any of them.

The sequences of all the complexes in the library were searched for Pfam domains.
The dimeric structures in the library were then divided into quaternary families. A
quaternary family was described as all the complexes whose two subunits belong to the
same Pfam family. For example, the dimers AB and A’B’ belong to the same quaternary
family if A and A’ belong to the same Pfam family and B and B’ both belong to another
Pfam family. In the case of those subunits with multiple domains, only the family of the
largest interacting domain was taken into account.

A second definition of quaternary family was also used, with the aim of cross-
validating the results. This alternative definition was based entirely on sequence identity,
with no notion of Pfam families. The criteria used was to consider two complexes as
members of the quaternary family if both chains shared a sequence identity higher than
30%. This threshold has been extensively used as a cutoff for monomeric proteins
[85, 86], since it has been observed that the evolutionary conservation rate has a clear
transition around 30% sequence identity.

4.2.2 Structure-based classification of known protein-protein
interactions

The representatives of all the quaternary families (described above) found in the library
were clustered using structural criteria. First MM-align was used to conduct an all-to-all
comparison of the complexes, with their similarities evaluated by the rTM-score. Then
the rTM-score values were used together with the SPICKER[73] program to group the
structures.
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The SPICKER program performs the clustering using a greedy algorithm that
functions as follows: i) the structure with the maximum number of neighbors in the
library is labeled as the center of a new cluster; ii) the neighbors of the cluster center are
added to the cluster; and iii) all the structures belonging to the cluster are removed from
the library. The process is repeated until no new clusters can be formed, i.e., when the
library is empty and all the structures have been allocated to a cluster.

The criteria for defining a neighbor were based on a previous study on the significance
of the TM-score [87], in which it was found that proteins with a TM-score > 0.5 belong
to the same fold. In this case, neighbors were defined as those complexes with an
rTM-score > 0.5, which according to equation 13 implies that TM-scorer,l > 0.5. Thus,
neighbor complexes are those with similar relative orientation and similar fold.

The groups resulting from this clustering were labeled quaternary folds. Given that
the structural clustering was carried out on the representatives of the quaternary families,
each cluster with more than one member represented a quaternary fold shared by several
quaternary families.

4.2.3 Statistical inference on the complete structural space of
protein-protein interactions

After the sequence and structure-based analyses were performed on the set of known
dimeric complexes existing on the PDB, statistical inference was used to obtain an
estimate of the total number of quaternary folds (described above) existing in nature.

It can be safely assumed that the PDB library contains only a subset of the total
number of proteins existing in nature, and that the same is true for protein-protein
complexes. Thus, while the PDB contains a number of quaternary families and folds,
larger numbers of families and folds exist in nature. The number of quaternary families
and folds on the PDB are denoted here as m and n respectively, and their counterparts in
nature as M and N.

It is further assumed that the PDB is a random subset of nature; as such, the
probability of a given quaternary family existing in nature to be represented in the PDB
can be expressed as

λ =
m
M

(14)

Therefore, the probability of a quaternary fold existing in nature and containing Q

quaternary families to be included in the PDB as a fold with q families is given by the
formula
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P(Q,q) =
(

Q
q

)
λ

q (1−λ )Q−q (15)

which also enables expressing the expected number of quaternary folds in the PDB
containing exactly q quaternary families as

eq =
M

∑
Q=q

P(Q,q)NQ (16)

where NQ is the number of quaternary folds in nature that contain Q quaternary families.
Given these premises, the method of moment was employed to derive an estimate

of the number of quaternary folds in nature. First, the folds in nature and in the PDB
were divided into groups according to their sizes, in terms of the number of quaternary
families they contain. The groups in nature were labeled as G1 to Gmax, the number
of folds they contained as X (e.g., X1) and the sizes of those folds K (for the smallest
size) to L (for the largest size). For example, the group G1 contains X1 folds with sizes
ranging from K1 to L1 (K1 < L1). A similar naming scheme in lower case was used
for the groups in the PDB (i.e., g1, x1, k1, l1, and so forth). Assuming that within the
groups in nature the sizes of the folds are uniformly distributed, with a probability of
1/(LI−KI +1) for the group GI , the value of NQ can be replaced by

NQ =
1

LI−KI +1
XI , Q ∈ {LI ,KI} (17)

The expression for the expected number of folds of a given size in the PDB (equation
16) can then be extended to the groups. The expected number of quaternary folds in
group gi in the PDB is given by

ei =
Imax

∑
I=1

[
XI

1
LI−KI +1

LI

∑
Q=KI

li

∑
q=ki

P(Q,q)

]
(18)

Replacing the expected value ei with the actual observed values provides a linear
equation for each of the gi groups. These equations, in turn, enable computing the value
XI , the number of quaternary folds on each of the groups in nature. From there, the
number of quaternary folds in nature can be obtained with the sum

N =
Imax

∑
I=1

XI (19)

The observed folds in the PDB were divided into nine groups (g1 to g9), where xi > xi+1

in all cases. The boundaries of these groups (ki and li) were also obtained directly from
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the observations. The folds with fewer than five families were well populated; thus, the
first five groups from the PDB had ki = li = i. The folds with five or more families, on
the other hand, represented less than 5% of the total number of folds observed; therefore,
their boundaries were made broader in order to meet the rule xi > xi+1.

The folds in nature were divided into the same number of groups (G1 to G9). The
distribution of fold sizes in nature was expected to be similar to that which was observed
in the PDB, so the boundaries for the first four groups were established following the
rule KI → [KI−1 +1,KI+1−1]

LI → [KI+1−1]
(20)

The maximum probability principle was applied to calculate the boundaries of the
remaining groups. Equation 15 calculates the probability of an observed fold of size q

coming from a fold of size Q. The value of Q that maximizes P(Q,q) was denoted as Tq.
This represented the most likely size of the fold from which q originated. Similarly, the
boundaries ki and li from the groups of observed folds probably originated from Tki and
Tli , respectively. This enabled establishing the boundary rules for groups 5 to 9. Using
the same index I for both the groups from the PDB and those in nature, the rule can be
expressed as KI →

[
TlI−1 −1,TkI +1

]
LI →

[
TlI −1,TkI+1 +1

] (21)

All the values for Tki and Tli were computed and all the combinations of KI and LI

that fulfilled equations were explored. Each set of valid values for the boundaries of
the groups in nature was applied to equation 18, resulting in a solvable set of linear
equations in each case. Solving these equations provided a set of values XI for all the
groups in nature. Given that the distribution of fold sizes in nature is expected to be
similar to that which was observed, only the ensemble of boundaries and XI values that
fulfilled the equation

XI

LI−KI +1
>

XI+1

LI+1−KI+1 +1
(22)

for all values of I were accepted. Of those, the set that resulted in the largest XI values
was selected. The predicted number of folds in nature was then calculated by applying
the XI values to equation 19.
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In addition, the values obtained for XI , KI , and LI were used to predict the number of
quaternary families in nature (M′), using the formula

M′ =
9

∑
I=1

(KI +LI)XI

2
(23)

4.3 Comparison of protein-ligand interactions

Protein-ligand interactions take place through ligand-binding sites. Thus, in order to
asses whether two proteins interact in a similar way with a ligand, their ligand-binding
sites must be compared. These sites are usually composed of small sets of residues
distributed sparsely in the sequence. Therefore, a sequence-independent tool might be
more suitable than a sequence-based one to perform the comparisons.

Neither the best notion of similarity between sets of non-sequential residues nor the
most suitable optimization strategy have been established. Consequently, a new criterion
for measuring similarity was developed and exploited through a genetic algorithm.
First, three different definitions of similarity were compared to each other using a small
set of FAD- and NAD (Nicotinamide-Adenine Dinucleotide)-binding sites. The most
successful of these definitions was subsequently used together with five other existing
methods, to perform an all-to-all comparison of all the known FAD-binding sites. The
results of this comparison were evaluated independently, establishing which method
produced the solutions yielding the highest contact conservation rate (CCR, see section
4.3.4 below).

4.3.1 Definition of protein sub-structures

There is no clear or universal structure-based definition of which residues constitute a
ligand binding site, even on a protein-ligand complex. Different methods are based on
different definitions. In the present study, a strict definition for ligand-binding site (LBS)
was used. An LBS was defined in a protein-ligand complex as the set of residues with
any atom closer than 0.5 Å plus the sum of the van der Waals radii to an atom on the
ligand. This is the definition used by the BioLip database [88]. It is also the source of
two other definitions relevant to the present work.

Sequence-based comparison tools cannot make use of LBSs as defined above, since
these usually represent non-sequential residues. Therefore, a sequential structure, named
Shortest Sequence from First to Last binding residue (SSFL) was introduced by Yang et
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al. [89], to enable making sequence-based comparisons of ligand-binding sites. As the
name implies, this structure consists of all the residues between the first and the last
residues of the LBS (in the order given by the sequence of the protein).

Provided that there is a degree of uncertainty in the positions of the atoms in the
protein structures and that proteins are inherently flexible, the LBS definition given
above might be too strict to capture all the residues involved directly in the protein-ligand
interaction. Therefore, a substructure named ligand cavity was defined as all the
residues in a protein-ligand complex with any atom closer than 5 Å to the ligand. These
substructures are illustrated in figure 4.

Fig. 4. Overview of the substructures used by each method. A protein-ligand complex is
shown in the leftmost panel, with the protein colored red and the ligand purple. On the
following panels, the residues belonging to the various substructures are highlighted in red:
the top right panel shows the LBS residues, the bottom left the binding pocket residues, and
the bottom right the residues belonging to the SSFL.

49



4.3.2 Similarity among protein-ligand interactions

The measure of similarity proposed in the present work was defined as the sum of scores
of pairs of superimposed residues, represented by their Cα atoms. The basic notion
of this measure is that the structural similarity is considered binary, meaning that two
residues from two different structures are taken as structurally equivalent if their Cα

atoms are closer than a given distance threshold (Rc) and entirely dissimilar otherwise.
This implies that the measure does not reward exact matches in atomic positions, but
rather approximate ones. On the other hand, the physicochemical similarity of two
superimposed residues is measured using a chemical distance matrix. Considering the
comparison of a query and a template structure, the proposed similarity S, is defined as

S =
∑

MRT
i=1 si j

M
(24)

where MRT represents the number of residues on the template structure whose Cα atom
is closer than the Rc threshold distance to the Cα of a residue on the query structure,
M is the total number of residues in the template and si j is the score assigned to the i

(template) and j (query) pair of residues, with j being the query residue closest to the
residue i from the template.

The value of Rc was set as a compromise between a lower and an upper boundary.
The lower boundary was established based on the average geometrical differences found
in homologous structures, so that these differences would not hinder the similarity. Most
of the proteins sharing 30% or more sequence identity have homologous structures
[31]. As stated in the work by Chothia and Lesk [90], the RMSD of the backbone atom
positions and the fraction of mutated residues in homologous proteins can be related by
the formula

RMSD = 0.4× e1.87×H (25)

where H is the fraction of mutated residues. For a 30% sequence identity, this corre-
sponds to an average RMSD of 1.48 Å,which was then taken as the lower bound for
Rc.

The upper bound was set so that having the same structure as query and as template,
the correspondences of the residues in the query would be established with the homologs
in the template and not the next or previous in the sequence. This was done by using the
ideal distance between Cα atoms as the upper limit, which was reported to be 3.8 Å,
with small deviations independent of the structure resolution [91]. The value of Rc was
settled between the two limits, and chosen to be 2.5 Å.
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The score si j represents the physicochemical similarities between the different types
of residues. Its values are based on a chemical distance matrix D. For a pair of residues i

and j, it is computed as

si j =
max(D)−Di j

max(D)
(26)

where max(D) is the maximum value of all elements of the matrix and the matrix
element Di j refers to the “chemical distance” between the amino acid types of residues i

and j.

Chemical distance matrices

The similarity of two types of amino acids can be evaluated by a large number of
different features, such as physicochemical properties or evolutionary relationships.
However, it is not possible to determine a priori which features are relevant (nor to
which extent) for the interaction with ligands. Therefore, the present study made use
of three different approaches to establish a metric to measure the “chemical distance”
between residue types. Each of these approaches resulted in a chemical distance matrix
that was used to evaluate the function described in Eq. 26. The first approach was
to consider that all residue types are equal, thus transforming Eq. 24 into the sum of
geometrical correspondences, i.e.,

S =
MRT

M
(27)

This matrix was therefore referred as the “naïve” or N matrix.
A second approach was to establish the resemblance between residue types attending

to their physical-chemical features. The AAindex database [92] lists up to 544 properties
for each amino acid type, which were summarized into five different uncorrelated factors
through a statistical analysis performed by Atchley et al. [93]. Leaving out factors II and
IV, which do not reflect physicochemical aspects of the amino acids, and considering
only factors I, III, and V, a distance matrix was built following a procedure similar to
that of Grantham [94]: a distance Ri j was computed for each pair of residue types i
and j, by comparing their corresponding normalized values for factors I, III, and V,
according to the formula

Ri j =
[
α
(
FIi −FI j

)2
+β

(
FIIIi −FIII j

)2
+ γ
(
FVi −FV j

)2
]

(28)
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where Fai represent the value of factor a ∈ {I, III,V} for residue i andα , β , and γ are

given by α = 1
d̄2

I
, β = 1

d̄2
III

, γ = 1
d̄2

V
, with d̄a =

∑
n
i=1 ∑

n
j=1

√
(Fai−Fa j )

2

n2 .
The resulting values were normalized so that the values across the diagonal were 0

by means of the formula

Di j =
√

max(Ri)max(R j)−Ri j (29)

where max(Ri) and max(R j) are the maximum values of the matrix for residues i and j,
and Ri j is the value for the pair i j. The Di j values were normalized further so that the
average distance between residue types was equal to 100. The matrix built with this
ensemble of Di j values was referred to as the Reduced-Atchley or R matrix.

Finally, the third approach to measuring the differences in attributes among residue
types was based on the BLOSUM62 matrix [57], which is based on the observed
frequency of residue substitutions in homolog sequences. The initial values of the
BLOSUM62 were modified to make them suitable for the comparison method. First, the
negative values were removed by adding the absolute of the minimum value (4) to all
the entries of the matrix. Then the values on the diagonal were set to 0 by applying Eq.
29; again, after Grantham [94], the distances were normalized, setting the average on
100. The matrix thus obtained was named Blosum or B matrix.

4.3.3 Genetic algorithm for the comparison of ligand-binding sites

The search for the spatial transformation that optimizes the value of S from Eq. 24
was performed using a genetic algorithm (GA). This algorithm produces successive
generations of transformations, filtering the best transformations (according to S) at each
step and using them as the source to assemble the next generation.

Each transformation comprises six coordinates, namely, three translations along
perpendicular axes and three rotations along perpendicular planes. All three translations
refer to movements beginning at the structure’s center of mass and have values ranging
from 0 to twice the largest dimension of the structure. The rotations, on the other hand,
were described using a quaternion formulation [95]. Each of these coordinates was
considered a “gene,” whereas the ensemble of all six coordinates in a transformation
was denoted as the “genome” of the transformation.

Initially, the algorithm generates N transformations, denoted as individuals. The
transformations were applied to a template structure that was then superimposed on a
query, yielding a S value Si for each individual i. A normally distributed probability
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density is then established, using the maximum value of S_i as the mean and the
difference between the maximum and the minimum of all the Si values as the standard
deviation. From this probability density, each Si is assigned a probability Pi. This
probability Pi represents the chances that the genome of individual i will be passed on to
the next generation. The probability was calculated as the value of density function
corresponding to Si, normalized so that ∑

N
i=1 Pi = 1.

A following generation is then created, again with N individuals, where each
individual j adopts a genome from one of the i individuals from the previous generation
with a probability Pi. This causes the transformations which resulted in larger S values
to be reproduced more often in successive generations.

In order to avoid local minima, it is necessary not only to select from among the
existing individuals, but also to introduce random modifications that allow for the
discovery of better genomes. In this case, this was done introducing a probability for
large and small mutations, PM,large and PM,small , respectively.

After the genomes for a new generation have been selected, each individual j has
a probability PM,large of randomizing its genome entirely, with each gene receiving a
new value between 0 and its maximum possible value. The intention of these large
mutations was to explore distant regions of the six-dimensional space of the geometrical
transformations. Similarly, each gene of each individual of a new generation has a
possibility PM,small of having its value modified by a random percentage between 0 and
L of its maximum possible value. These small mutations aim to refine the genomes with
random local searches.

The algorithm generates a total of G generations and returns the individual with the
highest S value observed in any of them. The entire process is then repeated K times,
restricting the search space on each repetition of the process in order to allow for varying
solutions to appear. The individuals on each new repetition are required to diverge from
the solutions already found. Specifically, those individuals with a total displacement
smaller than 3.0 Å and a rotation smaller than 0.2 in the quaternion space with respect to
solutions found on a previous iteration had their genomes entirely randomized, as in the
process of introducing a large mutation.

Given that the initial generation of individuals and the introduction of mutations are
random processes, and that the inputs vary widely in size and nature, it was not possible
to optimize the parameters of the algorithm. Instead, a set of parameters was found using
increasing values for G, N, K, PM,large, and PM,large, until they proved to be sufficient to
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obtain convergent solutions in the test sets. The values used to implement the algorithm
were: G = 250, N = 350, K = 350, PM,large = 0.05, PM,small = 0.1, and L = 10%.

The GA used together with the N, B, and R matrices described above to optimize S
in the comparison of ligand binding sites was referred to as N-GA, B-GA, and R-GA,
depending on the matrix being used.

4.3.4 Independent similarity evaluation

Each of the proposed similarity measures is built on different grounds, so they are
bound to generate different results when used on the same pairs of ligand binding sites.
Accordingly, the S values resulting from using one measure or another in conjunction
with the genetic algorithm cannot be compared directly. Generally, there is no standard
to asses the quality of a comparison between two ligand binding sites, which hinders the
cross-comparison of metrics and methods. Therefore, a notion of quality was required to
cross-compare measures and methodologies.

The methods used for the comparison of binding sites, including the GA-based
approaches proposed in this work, make use only of the information about the protein
structures. However, binding sites are clearly characterized only when a structure
containing a bound ligand is available. Thus, for all structurally-defined ligand binding
sites, there is also structural information on the ligand. Taking advantage of this
information, it is possible to evaluate whether the superimposition of two binding sites
results in a similar set of contacts between both proteins and the ligand. This type of
measure can be made a posteriori, once the comparison is made, independently of the
methodology employed to perform the comparison or the superimposition.

Following this idea, the contact conservation rate (CCR) was defined. The CCR
reflects the extent to which a template structure superimposed on a query structure
shares the same set of direct contacts with its ligand. It was defined as the fraction of
residues in the template structure that fulfilled the following three criteria:

– The Cα of the template residue must be closer than 2.5 Å to the Cα of a query residue.
This cutoff follows the same rationale as Rc in Eq.24.

– The amino acid must be the same type as the closest residue from the query, either
aliphatic, polar, aromatic, positively or negatively charged.

– Any of its atoms must be closer than 5 Å to the query ligand molecule. This value
is the same as the one used for defining ligand cavities (see above). It captures all
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protein-ligand interactions, including those that might be obscured by the limited
resolution of the structures.

A CRR of 1 indicates the existence of a complete homology in the contacts with the
ligand in both structures, whereas a CCR of 0 is evidence that there is no resemblance in
the protein-ligand contacts in either case. Although the CCR might be an indicator of
the parallels in the interactions with a ligand on both proteins, it might not reflect at all
the (dis-)similarities existing in the physical binding process of the ligand.

In the present work, the CCR was calculated using only the superimposed structures
(including the query ligand) as input data and employing no information derived from
the method used to generate the superimposition. This was done so that the CCR could
reasonably be considered an independent evaluation method.

4.3.5 Artifact detection

It is possible for the superimposition of two binding sites to have a high CCR value and
yet be entirely incorrect from a biological point of view; for example, the residues of the
binding sites can be properly aligned, while the structures might be facing different
directions. It is preferable to discard such results to avoid including artificially high
CCR values in the analysis.

Given that the binding sites used in the present work were obtained from full
complexes, the structural information of both the proteins and the ligands was available
in both cases. The information on the position of the ligand atoms could then be
exploited to asses the differences in the orientations of two superimposed binding
sites. Specifically, the distance between the centers of mass (COMs) of the ligands of
two superimposed binding sites was measured. This distance was referred to as the
ligand displacement (LD). A threshold was used to determine whether the binding sites
shared a common orientation. This measure is only useful when comparing sites that
are known to bind the same ligand and when ligand information is available for both
structures. Therefore, it cannot be used in predictive tasks; however, it was proven
useful in detecting incorrect superimpositions with high CCRs, or “false positives,” in
the cross-comparison of methodologies and the classification described below.

In the specific case of FAD, the threshold for the LD was established based on the
observed conformational diversity of the molecule and on the observed uncertainties in
the atom positions in the structures.
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The possible center of mass differences due to the different conformations of the
ligand was estimated by superimposing the FAD molecules from all the protein-FAD
complexes found in the BioLIP database (the dataset used to perform an all-to-all
comparison of the binding sites of the same complexes; see section 4.3.7 below). It was
found that the largest distance between COMs after minimizing the RMSD of all the
atoms between all the structures was 1.1374 Å.

The uncertainty in the atom positions was measured by computing the average
displacement Uav from the B-factors of the FAD atoms annotated in the structures,
according to the equation from Frauenfelder’s work [10]:

Uav =
N

∑
i=1

√
Bi

8×π2 (30)

where N is the total number of atoms in the FAD molecule and Bi is the temperature
factor of atom i. A value of Uav was computed for each structure, with a maximum
value of 1.363 Å being found in the complex with PDB code 3cp8C.

Having obtained the maximum values for Uav and for the COM displacement caused
by the various possible conformations, it was determined that two FAD molecules could
be considered to occupy the same spatial location as long as their LD was smaller
than the maximum COM due to the conformational diversity plus twice the maximum
average uncertainty, i.e., 1.1374 Å+2×1.3628 Å = 3.863 Å.

4.3.6 Cross-comparison of similarity measures

All three GA-based methods (N-GA, B-GA, and R-GA) were used to perform all-to-all
comparisons on two separate sets of ligand binding sites: FAD and NAD binding sites.
In the comparisons, the ligand cavities were used as templates and the LBSs obtained
from the BioLIP database were used as queries. This was done so that the reference
structure (template) would not miss any relevant residues due to the uncertainty in the
atom positions, which could occur if the strict LBS definition from BioLIP is used.

The results of the three methods were evaluated first by their own reported S

values and afterwards by computing the CCR value corresponding to the generated
superimpositions. The quality of the methods was evaluated in terms of CCR by
observing which method provided results closer to the maximum CCR obtained on each
comparison. This was evaluated quantitatively by computing the Pearson’s correlation
R2 coefficient existing between the CCR values of each method and the maximum ones.
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Each set of binding sites was analyzed separately; that is, all the FAD-binding sites
were compared to each other and all the NAD-binding sites were compared to each
other, without mixing the two types of complexes.

Dataset

As observed in the distribution of LBS sizes, only sites having 12 to 37 residues form an
unbiased distribution (see section 5.2.3 below). Therefore, only sites of average and
equal size, that is, 24 residues, were chosen to compare the three GA-based methods.

Among all the known binding sites containing 24 residues, the complexes containing
FAD and NAD as ligands were among the most common ones. Thus all the FAD- and
NAD-complexes with LBSs containing 24 residues were chosen as test sets. In total, 64
such complexes were selected from the BioLIP database to conform the NAD set and 47
complexes were obtained for the FAD set. Only the complex with PDB identifier 2cyfE
had to be omitted, although it met the criteria since the coordinates of several atoms in
its FAD molecule were missing.

4.3.7 Comparison of FAD-binding sites

After having determined that B-GA was the most adequate (in terms of the resulting
CCR) of the three proposed methods to perform comparisons of binding sites, it was
used together with five other structural alignment methods to conduct an all-to-all
comparison of all the known FAD-binding sites. This all-to-all comparison established
thesimilarity between all pairs of known protein-FAD complexes so that they could be
classified afterwards.

In addition to B-GA, the methods used were TriangleMatch, TM-Align, CLICK,
ProBis, and SiteEngine. The comparisons were carried out using pairs of binding sites,
having one as query and another one as template. Given that the comparisons were
not reciprocal, it was relevant to note the direction in which each comparison was
performed.

For each pair of binding sites, each method produced a different superimposition and
evaluated it based on its own similarity score S. In order to compare and combine all the
results, the scores had to be normalized to range between 0 and 1. For the methods that
compute their scores based on geometrical features (TriangleMatch, TM-Align, and
CLICK), S was recomputed as the TM-Score [50] corresponding to the superimpositions
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they generated. This was done in the same way as in COFACTOR [96], where the
TM-Score is used to compare local similarities by using a value of 3 Å for do in Eq. 2.
The remaining methods (ProBis, SiteEngine, and B-GA) provided their own measure for
the score, which was then normalized using the S value of the self-comparisons. Given
the comparison of structures a and b, where a is the query and b is the template, the
normalized score snorm,ab was obtained as

S = snorm,ab =
sab

saa
(31)

where sab is the value obtained from the comparison of a to b and saa is the value
obtained when comparing a to itself.

After obtaining the S value for each method and each comparison, the CCR and
the LD (see above) were computed for all the results, indicating the quality of the
alignments (in terms of contacts with the ligands) and revealing any possible artifacts or
entirely misaligned pairs.

Each alignment method required the use of a particular substructure and was used
with a specific set of parameters. The details related to the use of each methodology are
described below.

TriangleMatch

TriangleMatch used the LBSs defined in BioLIP as queries and the ligand cavities as
templates. Default parameters were used except for the number of preprocessing jumps
and the maximum number of seed vote lists; these were modified to force the program
to evaluate all possible triangles by setting both parameters to zero.

As described above, the S scores of the superimpositions generated by the program
were assigned by computing the TM-Score of the queries (LBSs) with respect to the
templates (ligand cavities).

TM-Align

The TM-Align program is based on sequential alignments, thus it requires the use
of sequential structures. In this case, the comparisons were performed using SSFLs
both as queries and as templates. The superimpositions generated were assigned a S

value by calculating the TM-Score of the LBS corresponding to the query with respect
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to the SSFL of the template. The program was run using default parameters without
modification.

CLICK

CLICK used the same set of structures as TriangleMatch. S values were also computed
in the same fashion by calculating the TM-Score of the queries’ LBSs with respect to
the ligand cavities of the templates. The comparisons were performed using default
parameters. The search space was extended by using the option “-a 10”, which makes
the program run 10 flexible alignments rather than a single one. In addition, option “-h
1” was set to enable the use of heuristics to maximize the best structural overlap.

B-GA

The B-GA method can compare any two sets of residues. For the all-to-all comparison
of FAD sites, it was used in the same way as in the cross-comparison with N-GA
and R-GA; that is, LBSs were used as queries and ligand cavities as templates. The
parameters used in the genetic algorithm were also the same as in the cross-comparison
and the scores provided by the program were converted to S values by normalizing them
following Eq. 31.

ProBis

The ProBis program uses a convoluted procedure in which surface representations of the
binding-sites are generated. Therefore, the program required the complete structures
of the complexes as input. The default parameters were altered in order to extend the
search space, at the expense of computational performance. First, the program was set to
consider all possible alignments by using the option “-noprune.” Then the option “-local”
was set to enable the search for local alignments. Finally the distance cutoff for residue
detection was extended to 3.5 Å with the option “-dist 3.5.”

The program reported a score for each comparison; the scores were then normalized
using Eq. 31 to obtain S.
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SiteEngine

Similarly to ProBis, SiteEngine must generate surfaces of complexes and binding sites.
Therefore, the inputs were the complete structures of the protein-FAD complexes. The
program was run using default settings for all the parameters and options. The S values
were obtained by normalizing the output of the program through Eq. 31.

A list of online resources in which each of the methods can be found is provided in
Appendix 1.

Dataset

All the protein-FAD complexes available in the BioLIP database were collected and
used to conduct the all-to-all comparison. As the preliminary study on the distribution of
LBSs sizes indicated, the distribution for smaller sites might be biased (see section 5.2.3
below). Therefore, all the complexes with LBSs smaller than 12 residues were excluded
from the dataset, leaving a total of 902 complexes. Out of these, 18 more were removed
due to missing atom coordinates in the ligand molecule, since not having complete
information on the ligand atoms could cause errors in the CCR calculation. Additionally,
one more complex was removed from the set because after manual inspection, it was
considered to be an artifact. This left a final set of 883 structures. The LBSs, SSFLs,
and full complexes were obtained directly from BioLIP, whereas the ligand cavities
were computed by selecting all the residues of the proteins with any atom closer than 5
Å to the ligand, as specified in the subsection above.

4.4 Analysis of the structural space of FAD-binding sites

4.4.1 Statistical analysis of the known protein-ligand complexes

In the ensemble of known protein-ligand complexes, there is a wide variety of both
ligands and binding sites. Ligands can be of every nature and size, from single-atom
ions to peptides or DNA fragments, whereas binding sites present differences in size and
in the way their residues are distributed in the structure of the protein. In order to gain
a better understanding of which tools should be used to examine the similarities and
differences between protein-ligand complexes, the distribution of these features were
examined.
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All the protein-ligand complex structures available in the BioLIP database (February
2014) were compiled and used to perform a statistical analysis. First, the frequency
of size (in number of residues) of the LBSs was calculated. This revealed the type of
distribution the sizes followed and whether the sampling done so far is biased. Secondly,
to observe the trends in the disposition of LBS residues within proteins, the distance
between LBS residues and the ratios of LBS to SSFL sizes were measured for each
complex found in the database. Finally, the relationship between the type of ligand
present in the complexes and the LBSs sizes was investigated to determine the sizes of
LBSs that bind small organic compounds.

4.4.2 Structure-based classification of known FAD-binding sites

The results obtained from the all-to-all comparison of FAD-binding sites were exploited
to perform a structure-based classification. The classification established the number of
different “types” of binding sites and the relationship between functional and structural
similarities that may or may not exist within and between them.

The classification was carried out by clustering the binding sites based on the CCR
values obtained in the comparison. Given that the same comparisons were performed
using six different methods, the result with the maximum CCR (CCRmax) was selected
in each case. Since the comparisons were not reciprocal, for every pair of structures i

and j, the CCRmax values CCRmaxi, j and CCRmax j,i were equalized by computing the
harmonic average, according to

〈
CCRmaxi, j

〉
=
〈
CCRmax j,i

〉
= 2×

CCRmaxi, j×CCRmax j,i

CCRmaxi, j +CCRmax j,i
(32)

where
〈
CCRmaxi, j

〉
is the harmonic average and CCRmaxi, j and CCRmax j,i represent the

original CCRmax values for the pair i and j.
Finally, the harmonic averages were converted into distances in the 0-1 range using

the equation

di, j = 1−
〈
CCRmaxi, j

〉
(33)

These reciprocal distances could then be used to cluster the ensemble of binding sites
into groups based ultimately on their structural similarities.

Given that each protein has a specific function and the limited number of existing
and known variations of proteins with the same function, it is reasonable to expect that
the binding sites can be separated into differentiated groups. The opposite would imply
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that there is a continuum in the characteristics (be they functional or structural) of the
binding sites. Making the assumption that the structural similarities do reflect functional
similarities, the best classification is then that which results in the best definition of the
various groups. The “definition” of the groups or the extent to which they are isolated
from one another while being tight can by quantified by the silhouette [79], which is
defined for an element i of the ensemble as

Sili =
bi−ai

max(ai,bi)
(34)

where ai is the average distance from i to any other member of the same group and bi is
the lowest average distance to the members of the other groups.

Without having a predefined number of groups or a threshold distance to pair
elements, it is not feasible to explore all the possible groupings to find the one that
yields the best silhouette values. Therefore, for the classification of FAD binding sites
based on the

〈
CCRmaxi, j

〉
values, five different clustering algorithms were used with a

wide range of cutoff values, in an effort to find the best classification in terms of the
average silhouette, 〈Sil〉.

The first approach was to use the SPICKER method [73], which comprises a
deterministic greedy algorithm that merges the largest possible group at each step. The
second method employed was k-Means [72], a method with a stochastic initialization
process that refines the clustering at each step by re-assigning the members to their closest
centroids. The last three methods were variations of hierarchical clustering: single-
linkage [75], UPGMA [76], and complete linkage [75]. The hierarchical algorithms
merge the closest elements on each step. The variations differ in the way in which the
distance is considered; speifically, it can be the minimum distance between elements of
groups (single-linkage), the average between members of different groups (UPGMA), or
the maximum one (complete-linkage).

Each of these methods requires a cutoff distance or a fixed number of total clusters.
Given that the optimal value was unknown for both quantities, a range of different values
was explored, with the best 〈Sil〉 obtained from each method (〈Sil〉max) used to compare
the different approaches. In order to provide a second comparison criterion, the sum of
intra-cluster distances (W ) was calculated for the results corresponding to the 〈Sil〉max in
each case. The method with the highest 〈Sil〉max and the lowest W was judged to be the
most suitable one, as it provided the most tightly-packed and well differentiated groups.
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Cluster Analysis

Using the CCR values, the radius was measured for each cluster, providing a sense
of how tight or sparse each group is. Then the sequence and structural similarities
were studied in order to compare the consistency of the CCR-based classification with
the resemblance among complexes at the sequence and structural levels. Sequence
identity was computed for each pair of binding sites using the corresponding SSFLs
and the Needle program from the EMBOSS package [97]. Structural similarities were
assessed by the maximum TM-Score obtained for each pair of binding sites from the
superimpositions made by TM-Align, TriangleMatch and CLICK, since these programs
try to optimize only the structural similarities. Additionally, the enzyme commission
numbers [98] were collected from the PDB and the BRENDA databases [17, 99? ] for
each complex. These numbers were reported for each cluster, providing insight on the
functional diversity found on each of them and revealing the functional relationship of
the binding sites classified according to their structure.

For the three most populated clusters, additional information was collected. The
sequences of all the members of the three most populated clusters were submitted to the
SUPERFAMILY database [100] to obtain the SCOP classification at the family level
[101].

Cluster Characterization

With the aim of finding sequence-independent structural features that could be used to
uniquely define each of the clusters, a graphic-theoretic analysis was performed. The
first step in this analysis was to produce a graphic representation of each binding site.
This was done based on the ligand cavities and following the procedure described by
Del Sol et al. and Cusack et al. [102, 103], in which each residue is represented as a
node and undirected edges are established between any pair of residues closer than 5 Å.

Once the graphic representations were obtained, all the nodes connected directly to
three or more other nodes were identified. These nodes were named central nodes and
were used to define structural patterns. The patterns comprised the sequence of amino
acid one-letter codes that represent a central node together with all its direct neighbors.
Only the contents of a sequence (the type and number of residues present) were relevant,
and not their order; thus, any two patterns containing the same ensemble of amino acids
were considered equivalent. In order to avoid redundancy, all the patterns obtained
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from the same structure were compared. Those patterns consisting only of a subset
of the residues contained in another pattern from the same structure were considered
sub-patterns and removed. The concepts used in this graphic-theoretic analysis are
illustrated in figure 5.

Fig. 5. Left. A graph representation of the ligand cavity of chain A of 1frn. Each node
in the graph represents a residue in the ligand cavity. An edge between two nodes exists
whenever the corresponding residues are closer than 5 Å in the three-dimensional structure.
The nodes are scaled in proportion to the number of their connections with other nodes:
TYR77, SER115, and VAL78 display the highest number of connections. The nodes from
one of the existing patterns are highlighted in red. The corresponding central residue, TYR
77, is labeled as C1.
Right. A cartoon representation of the backbone of chain A of 1frn. The Cα atoms of the
residues in the ligand cavity are represented as spheres. The residues corresponding to the
nodes on the left are colored red.

Once the patterns of each structure were described and the redundant ones removed,
the frequency of each pattern on each cluster was computed. The frequency for a given
pattern on a cluster was increased whenever the same pattern or a pattern representing a
superset (the same pattern plus additional residues) was observed in a structure of the
same cluster. Those patterns found in all members of a cluster were named frequent

patterns. Similarly, as with the patterns found on a single structure, redundancy was
handled at the cluster level by removing all frequent patterns that represented a subset of
the residues found in another frequent pattern from the same cluster. The final sets of
frequent patterns were used to characterize the various clusters and enabled examining
which clusters could be uniquely defined on the basis of said patterns.
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5 Results

5.1 Protein-protein interactions

5.1.1 Comparison of similarity measures

A new scoring function, rTM-score, was defined in order to establish the similarity
between dimeric complexes. This function analyses the pairs of subunits of two
complexes separately. To study the relationship between rTM-score and TM-score, all
the available non-redundant dimeric complexes available on the PDB were employed to
perform an all-to-all comparison that was evaluated using both scoring functions.

Figure 6 shows the values obtained by TM-score and rTM-score on each pair of
complexes. The two sets of values are highly correlated, with a Pearson correlation
coefficient of 0.947. However, a large number of cases was observed in which the
TM-score overestimated the similarity between complexes. Those cases are seen in
figure 6 as the points above the diagonal line. In total, 4,771,938 cases (about 12% of
the total) presented a TM-score higher than the rTM-score by at least 0.25. In 156,625
cases, this difference was at least 0.5. The largest difference observed between the two
measures was 0.669, seen in the alignment between the complexes with PDB IDs 1omw
and 1xhm. Two cases are presented below to illustrate the source of the differences
between the two measures.

Fig. 6. TM-score versus rTM-score of complex structures. Data are generated by an all-
to-all comparison on 6,306 non-redundant complex structures from DOCKGROUND16. The
structural alignments were generated by MM-align.
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Casein kinase (PDB ID: 1cki) and fibroblast growth factor receptor (PDB ID:
1fgk)

The monomers forming these homomeric complexes present a high structural similarity,
with an average TM-score of 0.824. Despite this, the orientation of the chains is different
in each complex. The TM-score value for the superimposition produced by MM-align
was 0.442, close to the 0.5 cutoff. This value fails to reflect the fact that only a pair of
monomers is being superimposed. The rTM-score, on the other hand, is much lower,
with a value of 0.216 that better captures the quality of the alignment.

Thrombin-fibrinogen complex (PDB ID: 2a45) and EETI-II-porcine trypsin (PDB
ID: 1h9h)

In this case, two heterodimers are compared. Both complexes have chains with large size
differences. The chains of 2a45 have 258 and 48 residues, whereas those of 1h9h have
220 and 30. This means the alignment is dominated by the large chains, which happen
to share high structural similarity, resulting in a TM-score of 0.831. The rTM-score is
average between the two pairs of superimposed monomers, thus resulting in a value of
0.253.

Fig. 7. Illustrative examples showing significant difference between TM-score and rTM-score
values. a. Superposition of two homodimers from casein kinase (PDB ID: 1cki) and fibroblast
growth factor (1fgk) with TM-score = 0.442 and rTM-score = 0.216. b. Superposition of two
heterodimers from thrombin-fibrinogen complex (2a45) and EETI-II-porcine trypsin (1h9h)
with TM-score=0.831 and rTM-score=0.253. The cartoon of the receptor and ligand is shown
in red and blue in one complex, and yellow and magenta in another complex.
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5.1.2 Analysis of the known protein-protein complexes

Evolutionary analysis

To enable studying the diversity of the complexes in the dataset, the dimers were
classified according to their membership in the various Pfam families. This was done
using the quaternary family definition presented above. According to this definition,
two complexes belong to the same family if, for each subunit on one complex, there is
another subunit in the other complex that belongs to the same Pfam family.

Only 93 complexes failed to return any Pfam hits for either subunit and were
considered orphans. The remaining 7,523 structures (representing 98.8% of the entire
set) could all be assigned to a Pfam family with an E-value lower than 0.001. These
structures resulted in 3,536 different quaternary families. None of the orphans shared a
significant sequence identity with any other complex in the dataset (<20% in all cases);
therefore, each was considered a representative of a family. Including the orphans, the
7,616 complexes obtained from the PDB could be classified into 3,629 families. Using
the alternative definition of quaternary family, based on the 30% sequence identity
cutoff, the results were quite similar. Attending to this definition, the 7,616 complexes
from the library were grouped into 3,793 quaternary families.

Structural analysis

The quaternary families were further clustered based on their structural similarities. To
do so, an all-to-all structural comparison was performed on the representatives of the
3,629 quaternary families. The comparison was performed using the extended version
of MM-Align described in the Methods section (4.1.1), resulting in an rTM-score value
for each pair of complexes. The complexes were then clustered using the SPICKER
clustering algorithm and a cutoff of rTM-score=0.5. The clustering resulted in 1,716
groups, each considered a unique quaternary fold. The largest of these groups contained
47 dimers (representing 47 quaternary families), whereas 60.6% of the clusters contained
a single (orphan) complex. Repeating the clustering process using the alternative
definition of quaternary family resulted in a similar number of observed quaternary
folds. The 3,793 quaternary families grouped using the 30% sequence identity cutoff
were clustered by MM-align into 1,520 folds.
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The distribution of cluster sizes is shown in figure 8. As the figure shows, the cluster
size distribution follows a power-law, with the best fit for the data described by the
equation

h(S) = 1287×S−2.2 (35)

where h(S) is the number of clusters having S members. The pairwise sequence identity
within the clusters was found to be as low as 9.9%. However, the function of the
complexes, as described by the GO terms, was highly conserved. This is illustrated in
table 1, which presents data relative to the two most populated clusters.

Fig. 8. Histogram of complex structural clusters vs. cluster size. The solid curve is the
fitting result from Eq. 12. Inset: the same data drawn in logarithm scale.

Table 1. Sequence identity and common GO terms observed in the two most populated
clusters.

Cluster number Number of
members

Pairwise sequence
identity

Lowest pairwise
sequence identity

Common GO terms

1 47 41.6% 17.7% RNA polymerase

2 34 34.8% 21.3% Enzyme inhibitor
(trypsin, thrombin or
derivatives), Tissue

factor
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5.1.3 Estimations on the complete structural space

Estimation of quaternary folds in nature

The statistical inference method described in the Methods section (4.2.3) was used to
estimate the total number of quaternary folds existing in nature (N). The calculation
required a value for the total number of quaternary families existing in nature (M). Since
this number is not known, several different values were used. The corresponding values
for the estimated number of quaternary folds in nature is shown in table 2. The table
also shows the number of predicted quaternary families (M’), which was computed
based on the values of N according to Eq23. The values of M and M’ were found to be
highly correlated, with a Pearson coefficient of 0.999; this indicates that the calculations
were self-consistent.

Table 2. Number of estimated complex folds for a range of numbers of complex families.

Number of quaternary
families in nature (M)

Estimated number of quaternary
folds (N)

Number of predicted quaternary
families (M’)

4000 1869 4045
6000 2344 6034
8000 2712 8079
10000 3009 10085
12000 3256 12156
14000 3465 14049
16000 3647 16088
18000 3808 18074
20000 3940 20083
23100 4149 23230
25000 4242 25158

Of the 3,629 observed quaternary families, 58% are homodimers. Among the
heterodimers, 11% share more than 70% sequence identity and almost 50% share more
than 30%. Considering that some proteins do not form quaternary complexes, it was
deemed reasonable to assume that the number of quaternary families in nature is close to
the number of tertiary families. Based on the calculations by Orengo et al., the estimated
number of tertiary families in nature is 23,100. Taking this number as the value for M
results in an estimate of 4,149 quaternary folds in nature. However, the values of N
exhibited a strong logarithmic dependence with M, as shown in figure 9. Thus, a new
estimate for the total number of folds in nature can easily be obtained for any value of M
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according to the equation

N = 3022.9× log(M)−9062 (36)

Fig. 9. The estimated number of quaternary folds vs. the number of quaternary families in
nature. The solid curve is fitting from Eq. 36.

For instance, using the estimated 38,000 total Pfam families as a value for M,
the number of expected quaternary folds became 4,782. Again, using the alternative
definition of quaternary family did not show any striking differences. The 1,520
quaternary folds obtained using the alternative definition were used to perform the same
estimation, providing similar results, with an estimated 4,302 folds in nature given
M=23100.

5.2 Protein-ligand interactions

5.2.1 Cross-comparison of similarity measures

Two separate small sets of protein-ligand complexes were subjected to all-to-all
comparisons by the three proposed GA-based methods. The results, evaluated in terms
of the CCR, were used to determine which of the methods, and ultimately which
chemical distance matrix, was most suitable of the three to compare binding sites. Figure
10 shows the comparison between the CCR values obtained from each method and the
maximum CCR (CCRmax) obtained on each case on both datasets (NAD and FAD). As
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shown in the figure, the results of B-GA are closest to the CCRmax. This is confirmed
and assessed quantitatively by the R2 coefficients between the CCRs of each method and
the CCRmax (Table 3). These results indicate that the solutions provided by B-GA are, in
most cases, those that yield the highest CCR; thus, B-GA can be seen as the best method
in terms of CCR.

Fig. 10. Comparison between the CCR values obtained by N-GA (red), B-GA (green), and
R-GA (blue) and the maximum CCR across all methods. Note that since all the binding sites
had 24 residues, the CCR can only increase in increments of 1/24.

Table 3. Pearson’s correlation coefficients between the CCR values of each method and the
CCRmax (R2

CCR−CCRmax
) computed for each of the libraries and for all the structures.

Method R2
CCR−CCRmax

NAD FAD Total

N-GA 0.947 0.945 0.946

B-GA 0.979 0.975 0.977

R-GA 0.959 0.968 0.962

These observations were confirmed by a statistical analysis. A Mann-Whitney test
[104] revealed that the N-GA method resulted in significantly lower values than B-GA
or R-GA (p = 0 in both cases) in both libraries. On the NAD library, B-GA exhibited
significantly higher CCR values than R-GA (p = 0); however, the results of these two
methods did not show significant differences in the FAD library (p = 0.1083).
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5.2.2 Comparison of FAD binding sites

The B-GA method was used together with five other alignment methods to compare all
the known FAD binding sites. Each method performed an all-to-all comparison on the
full set of 883 complexes. From each method, a total of 779,689 S values (normalized
according to Eq. 31) were obtained. The validity of these results was analyzed by
establishing the number of results with a S value of 0. Table 4 reports the percentage of
such cases found among the results from each method. With the exception of ProBis,
all the methods produced a very low number of errors; thus, all their results were
considered for the subsequent calculations. On the other hand, the results from ProBis
were discarded, since the vast majority of the comparisons it performed resulted in
errors.

Table 4. Percentage of errors generated by each method.

Method Errors (%)

TM-Align 0.617

TriangleMatch 3.377

CLICK 0.507

ProBis 83.893

SiteEngine 1.760

B-GA 0.969

In addition to the S values, the CCR value of each comparison performed by each of
the methods was computed. For each pair of complexes, a CCRmax was obtained as the
maximum CCR value found across all methods. Having collected S, CCR, and CCRmax

values, both the methods and the measures could be compared with each other. In the
first place, the correlation between the S values from each method was studied. The
values shown in Table 5 indicate that in its own terms, each method produces different
results. The only exceptions are TriangleMatch and CLICK; in addition to having their
S values computed by the same function (TM-Score), they appear to provide similar
solutions.
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Table 5. Pearson correlation coefficients R2 between the S values obtained from each
method.

TM-Align TriangleMatch CLICK SiteEngine B-GA

TM-Align 1 0.494 0.407 0.439 0.412

TriangleMatch 0.494 1 0.857 0.352 0.417

CLICK 0.407 0.857 1 0.274 0.339

SiteEngine 0.439 0.352 0.274 1 0.489

B-GA 0.412 0.417 0.339 0.489 1

Second, the relationship between the results of each method was studied using the
CCR values. This provides a common ground so that the solutions can be effectively
cross-compared without the bias caused by the different definitions of S. Table 6 presents
the R2 coefficients for the different sets of CCR values. The values on this table reveal
that TM-Align, CLICK, TriangleMatch and SiteEngine produce highly correlated results.
B-GA stands out, as its CCR values are uncorrelated with those of all the other methods.

Table 6. Pearson correlation coefficients of the CCR values derived from the superimposi-
tions generated by each method.

TM-Align TriangleMatch CLICK SiteEngine B-GA

TM-Align 1 0.979 0.976 0.976 0.418

TriangleMatch 0.979 1 0.992 0.989 0.427

CLICK 0.976 0.992 1 0.985 0.426

SiteEngine 0.976 0.989 0.985 1 0.423

B-GA 0.418 0.427 0.426 0.423 1

The relationship existing between S and the CCR was established by calculating
their correlation for each method (Table 7). As the values indicate, none of the methods
provides a similarity measure (S) strongly correlated with the CCR, with TM-Align
exhibiting the highest R2.

Finally, the overall quality of each method was assessed by examining its results in
terms of the CCR. This was done by comparing the CCR values obtained with each
methodology to the CCRmax. The R2

CCR−CCRmax
values shown in Table 7 indicate that

B-GA was the method that produced the results with the highest CCR in the majority of
the cases.
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Table 7. Correlation coefficients relating the S, CCR, and CCRmax values.

Method R2
S−CCR R2

S−CCRmax
R2

CCR−CCRmax

TM-Align 0.81 0.577 0.718

TriangleMatch 0.700 0.667 0.813

CLICK 0.726 0.649 0.779

SiteEngine 0.622 0.595 0.763

B-GA 0.751 0.717 0.925

5.2.3 Statistical analysis on the known protein-ligand complexes

The nature and features of the structural space of known protein-ligand complexes was
studied by analyzing the data contained in the BioLIP database, which collects all the
available protein-ligand structures from the PDB.

The first observation was made on the type of ligand present in the complexes as
a function of their LBS size. Although the database contains LBSs with up to 153
residues, all complexes with LBSs of 40 residues or larger consisted of proteins bound
to peptides, RNA, or DNA. In other words, protein-ligand complexes, as defined in the
present work (a protein bound to a small organic compound), have LBSs with between 2
and 39 residues.

Second, the distribution of LBS sizes was studied. As shown in Figure 11, there
is a wide variety of LBS sizes; most of the sizes below 40 present in large numbers.
This distribution does not continuously decrease. The distribution does not consistently
decrease throughout the range, but rather only in the 12-37 interval. Given that these
observations are gathered from experimentally determined structures (which do not
constitute an even representation of all the existing structures), this observation could
indicate that the complexes outside the 12-37 range have not been sampled proportionally
with respect to the existing complexes. Consequently, it was considered that only the
complexes with LBSs between 12 and 37 residues form an unbiased distribution.
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Fig. 11. LBS size frequencies. The size is defined as the number of residues in the LBS. The
largest LBS size was 153.

Finally, the relevance of sequence-independent methods was investigated by observ-
ing the relationship between the LBSs and the sequential fragments in which they are
contained (SSFLs). Calculating the fraction of the SSFLs that constitute the LBSs as a
function of the LBS size (figure 12) revealed that most of the residues included in the
SSFL are not part of the binding sites. This is especially true in the range relevant for
ligands that are not peptides, RNA, or DNA, in which the average percentage of the
SSFL residues that are not part of the actual binding site is always above 60% with an
average of 83.53%. Therefore, in most of the protein-ligand complexes, the LBS is only
a small fraction of the SSFL.

The size proportion between SSFLs and LBSs is determined by the sparsity of the
LBS residues, i.e., when the LBS residues are far apart from each other in the sequence,
a large SSFL is associated to them and vice-versa. Therefore, the sparsity was analyzed
by calculating the average distance among LBS residues as a function of LBS sizes.
Figure 13 illustrates that the distance between LBS residues decreases rapidly for LBSs
of sizes between 2 and 36. For LBSs above 36 residues, the values present smaller
fluctuations, between 3.56 and 0.769. For LBSs with more than 67, the values remain
below 2, implying that most of them are sequential. Taken together, the sparsity of the
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LBS residues and their proportion within the SSFLs indicate that the binding sites of
small ligands comprise non-sequential residues that are distant from each other.

Fig. 12. Average fraction of LBS residues in SSFLs as a function of LBS size.

Fig. 13. Average sequence distance (number of residues) between LBS residues as a func-
tion of LBS size.
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5.2.4 Classification of FAD-binding sites

Comparing the structures of all the known FAD-binding sites to each other enabled
establishing the similarities between them. These similarities, expressed in terms of the〈
CCRmaxi, j

〉
, were subsequently used to judge the distances between structures (Eq. 33)

and group the more similar structures.
The optimal grouping cannot be determined a priori; therefore, five different

clustering algorithms were used. For each of these algorithms, a wide range of values for
the number of clusters or inter-element cutoff distance was used. The results were judged
in terms of the average maximum silhouette, 〈Sil〉max, and the sum of intra-cluster (W ).

The 〈Sil〉max and W values obtained with each of the different clustering algorithms
are shown in 8, together with the corresponding number of clusters generated on each
case. As the values indicate, the complete-linkage hierarchical clustering resulted in the
highest 〈Sil〉max (0.87) and the solution corresponding to this value also implied the
lowest W (23.382). The other methods generated a similar number of clusters (even the
same in the case of UPGMA) and not too distant 〈Sil〉max and W values. Therefore, the
classification obtained from the complete-linkage was employed in all the subsequent
analyses.

Table 8. Maximum average silhouette obtained with each of the clustering methods (〈Sil〉max),
the corresponding number of clusters (Ncl ), and the sum of intra-cluster distances (W ).

Method Ncl 〈Sil〉max W

Single-linkage 228 0.838 40.099

UPGMA 237 0.859 27.029

Complete-linkage 237 0.870 23.382

SPICKER 233 0.852 31.45

k-Means 267 0.839 79.122

Figure 14 shows the distribution of cluster sizes in the classification. The graph
shows that among the 237 groups generated in the clustering, 75 represent orphan
structures. In general, a large portion of the clusters are small, with 55.7% of them
containing only one or two structures. The large clusters do, however, encompass the
vast majority of the structures, with 78.7% of the FAD-binding sites placed in a group
with at least three structures.
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Fig. 14. Distribution of cluster sizes obtained after applying the complete-linkage hierarchi-
cal clustering algorithm.

Cluster Analysis

The clustering results were analyzed from two different angles. First, the consistency
of the groups was examined by computing the sequential and structural similarities
existing within and among the various clusters. This revealed the extent to which the
CCR-based classification was consistent with a purely sequence- or structure-based
grouping. Then the distribution of functions among the clusters was studied, in order to
discover whether the structures related by the CCR also exhibit a function relationship.
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Sequential and Structural similarities

First, to ensure and demonstrate that the clustering resulted in groups related by their
CCR, the distribution of CCR values in the clusters was examined. Figure 15 shows the
distributions of values for structures belonging to the same and to different clusters. As
shown in the graph, the two distributions are clearly divergent. For structures belonging
to the same group, the average pairwise CCR was found to be 0.962, and the distribution
was very narrow, with 91.01% of the pairs yielding a CCR above 0.9. In comparing
structures from different clusters, the average value was down to 0.33, with a broad
distribution in which only 9.96% of the comparisons resulted in a CCR larger than 0.5.

Fig. 15. Distribution of pairwise CCRs among members of the same (blue) and different (red)
clusters. The y-axis is a normalized frequency between 0 and 1.

The sequential and structural similarities within and across groups are shown in
Figures 17 and 16, respectively. The structural similarities were measured by the pairwise
TM-Score of the SSFL structures, and resulted in overlapping but distinguishable
distributions. Comparing structures from the same groups resulted in an average
TM-Score of 0.86, with 87.98% of the values above 0.5. The structures from different
groups were, in general, structurally dissimilar, as their average pairwise TM-Score was
0.356 and only 17.03% of them had a TM-Score above 0.5.
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Fig. 16. Distribution of pairwise TM-Scores among the LBSs of members of the same (blue)
and different (red) clusters. The y-axis is a normalized frequency between 0 and 1.

The similarities at the sequence level were measured by the pairwise sequence
identity of the SSFL structures. As shown in Figure 17, the trend is similar for the
TM-Score and the CCR, with the two distributions being clearly distinct. Again,
comparing structures to the members of the same group results in high similarity values
(average 73.9% pairwise identity) and carrying out the comparison using members of
different clusters yields low values (11.2% pairwise sequence identity on average).

Functional analysis

A notion of the functions of each structure in the classification was obtained by collecting
their Enzyme Commission (EC) numbers from the PDB and BRENDA databases. In
total, functional annotations were found for 759 out of the 883 structures (729 in the
PDB and 30 in the BRENDA database). No EC number could be found for 124 of the
structures. The full list of EC numbers and the cluster membership for each of the
structures can be found online as part of the supplementary materials of Article III [105].

The clusters were found to be functionally rather uniform: 120 groups presented a
single function, equal for all its members; 18 exhibited two different functions; one
contained structures with a total of three different EC numbers; and one presented
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Fig. 17. Distribution of pairwise sequence identities among members of the same (blue) and
different (red) clusters. The y-axis is a normalized frequency between 0 and 1.

four different annotated functions. This indicates that, in general, the CCR-based
classification became groups with similar functions. Moreover, some of the cases in
which the clusters exhibited several functions were found to be caused by errors in
the database entries. For example, according to the PDB annotations, one structure in
cluster 1 (3lad) has a unique EC number within the cluster on each of its chains. The
BRENDA database, however, reports the same EC number on these chains as in the rest
of the cluster members. In other instances, the divergence in functional annotations
turned out to represent highly related functions. Some structures in cluster number 2
contained the EC numbers 1.3.5.4 (fumarate reductase), whereas some others were
annotated with the EC number 1.3.5.1 (succinate dehydrogenase). These two functions
are actually the same, since both refer to succinate:quinone oxidoreductase.

Although there was consistency in the function within each cluster, some functions
were found to be present in more than one group. In total, 35 EC numbers appeared
in more than one group. In principle, these cases represent structures with similar
functions that were placed in different groups, namely due to low structural similarities
(judged by the CCR). However, in some of these cases, the division was due to differing
arrangements of the FAD ligand atoms with respect to the binding site. Figure 18
illustrates this with the comparison of chains A from 1ndh and 1qx4. These structures are
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found in different clusters, although both structures are annotated with the EC number
1.6.2.2. Looking at the structural alignment reveals that they share high structural
similarity but they interact differently with the FAD ligand. This forcibly produces
divergent LBSs and thus drives the CCR between the structures down.

Fig. 18. A. Cartoon representation of structural alignment of the chains A of 1ndh (blue) and
1qx4 (green). The FAD cofactors are shown as sticks with carbon atoms in pink (1ndh) and
blue (1qx4).
B. Surface representation of the same proteins show FAD binding in different cavities in
these two proteins. Images produced with Pymol [106].

Characterization

The groups formed after the clustering process contain three-dimensional structures
of ligand binding sites, which a priori cannot be said to share a common distinctive
property. The frequently occurring structural patterns present in them were studied in
order to find features that could uniquely define each of the groups without the need for
a fully detailed description of the structures. The aim was to find a specific combination
of frequent patterns that uniquely defines each group of structures.

The full list of frequent patterns identified on each group of binding sites can be
found online as part of the supplementary materials of Article III [105]. Due to the
definition of the term “frequent pattern,” the number of frequent patterns tends to
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increase as the cluster size reduces, since it is “easier” for a pattern to be present in
all structures when the number of structures is smaller. Specifically, in the case of
orphan structures (single member clusters), the definition causes all the patterns to be
understood as frequent.

The definition of frequent pattern was understood as a pattern that is present in 100%
of the group members. Modifying this definition to use a lower standard (i.e., a pattern
shared by a lower percentage of members) did not significantly alter the number of
clusters that could be uniquely identified (Table 9); therefore, the definition remained
unchanged. Using this definition, 84.25% of the clusters, containing 95% of all the
structures, could be defined by a unique combination of frequent patterns. Only seven
clusters with 44 structures in total did not present any frequent patterns.

Table 9. Percentage of clusters that could be defined by a unique combination of frequent
patterns as a function of the threshold for identifying frequent patterns.

Threshold value Percentage of clusters that could be uniquely defined

70% 86.10%

80% 84.62%

100% 84.25%

In addition, it was observed that some of the frequent patterns appeared exclusively
in a cluster. Figure 19 shows a histogram of such unique frequent patterns. As the
figure shows, there is a high number of such cases: 203 clusters had at least one unique
frequent pattern, with 13.66 being the average among all the groups.
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Fig. 19. Number of unique frequent patterns per cluster. The x-axis represents a cluster
identifier.

On the other hand, 101 patterns were not unique to one cluster and appeared in
several groups. However, the number of clusters that shared “common” patterns was
rather low: 90 of these “common” patterns appeared in only two groups and the most
frequent one was observed in four clusters.

Case examples

In order to gain insight into the results of the classification, the three larger clusters
(clusters 1, 2, and 3) and the three that exhibited the lowest pairwise SSFL structural
similarity (clusters 16, 101, and 108) were examined in detail. The analysis of the three
largest groups is presented first, with a summary of their properties given in Table 10.
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Table 10. Overview of the three largest clusters.

Cluster Number of
members

Average
sequence

identity of SSFLs

Average pairwise
TM-Score of

LBSs

Average pairwise
CCRmax

Frequent
patterns

Cluster 1 28 0.532 0.894 0.927 CCGLSTV,
EIKSY, RILSV

Cluster 2 23 0.606 0.825 0.941 AAGGGGST,
AAAGGGG,

GHSS,
AAGGLLS,

REHSY, RHLTY,
RNHY, AGGGGL

Cluster 3 22 0.629 0.862 0.951 CCGGFTV,
GKFSV, ADEGT,

CCGGFTV,
AADGGI

Cluster 1: The largest cluster in the classification contains 28 FAD binding-
site structures, out of which 13 are redundant sites that appear several times in the
structures of different proteins (1dxl, 1lpf, 1zmc, 1zy8, and 3lad). As shown in Table
12, the members of the cluster are highly similar to each other in all aspects, with
the comparisons based on sequence, structure, or CCR being in good agreement.
Accordingly, the SCOP classification indicated that all the members of this cluster
present two domains which all belong to the FAD/NAD-linked reductase family. In
addition, and with the exception of 3lad (as commented above), all the structures were
annotated with the EC number 1.8.1.4, corresponding to dihydrolipoyl dehydrogenases.
Therefore, this is an example of the CCR-based classification resulting in a functional
classification.

The analysis of the frequent patterns found in the members of this cluster (illustrated
in figure 20) revealed the existence of three patterns present in all the structures in
the cluster and unique to this group (i.e., they were not frequent patterns in any other
cluster). These patterns are highly non-sequential, and (observing the structure of the
cluster centroid) consisted of residues around the isoalloxazine ring of the FAD ligand.
Since the pairwise similarity in the group was very high, it can be assumed that this is
the case for the remaining structures, implying that all of the cluster members interact
in a similar fashion with the isoalloxazine ring of the FAD. Moreover, given that the
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frequent patterns were unique, this specific type of interaction can be considered a
feature specific to this group of binding sites.

Fig. 20. Graphic representation of the ligand cavity of the centroid of cluster 1 (chain B of
1zmd). Each node represents a residue. The residues belonging to the frequent patterns
characteristic of cluster 1 are colored red (CCGLSTV), green (EIKSY), and blue (RILSV). The
residues that are part of two patterns are colored using two colors (VAL45, SER165, LEU169,
and ILE186; see main text).

Cluster 2: The second largest group contains 22 structures, out of which four are
redundant sites from homomeric structures (1kf6, 3cir, 3p4q, and 3vrb). As in cluster
1, all the members of this group are highly similar in all the examined terms. Again,
the SCOP classification allocated all to the family, succinate dehydrogenase/fumarate
reductases flavoproteins. The functional annotations were also in agreement with these
observations, since all the group members had EC numbers for fumarate (EC 1.3.5.4) or
succinate dehydrogenases (EC 1.3.5.1).

The cluster members presented eight unique frequent patterns, not frequent in any of
the other groups. Observing these patterns on the graph representation of the centroid
revealed that they overlap to a great extent, having many common residues (figure 21).
In the three-dimensional structure, the residues on the frequent patterns correspond to
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those interacting with the phosphate groups, the ribityl chain, and as in the previous
group, the isoalloxazine group of the FAD. Again, given the high pairwise structural
similarity, it can be assumed that these interactions are characteristic and specific of the
binding sites in this cluster.

Fig. 21. Graphic representation of the ligand cavity of the centroid of cluster 2 (chain M
of 1kfy). Each node represents a residue. The frequent patterns are highlighted in different
colors. The residues that belong to more than one frequent pattern are colored using several
colors.

Cluster 3: The members of this cluster are again highly similar, both in terms of
structure (TM-Score and CCR) and sequence. Out of the 22 binding sites in this group,
seven are redundant and belong to two homomeric structures (1h6v and 2j3n). The
SCOP classification indicates that all the members of the group are FAD/NAD-linked
reductases having two domains, and only two members (the sites belonging to the
structures 2v6o and 2x99) present an additional thioltransferase domain.

As in the previous two cases, the group is functionally homogeneous, with all the
structures having EC numbers 1.8.1.9 (thioredoxin-disulfide reductases) or EC 1.8.1.7
(glutathione-disulfide reductase), both referring to closely-related functions.
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The members of the cluster shared five structural patterns, three of which were
unique. Visualized on the graphic representation of the cluster centroid (figure 22),
the frequent patterns appear to be separated into two groups. Looking at the three-
dimensional structure of the centroid (PDB code 3dgz, chain A), it can be seen that the
first group of patterns involve residues (GLY14, ALA151, THR152, GLY13, GLY285,
ILE321, GLY322, ASP323, and ALA335) interacting with the adenine moiety of the
FAD; the second group (GLY48, THR49, CYS50, VAL53, GLY54, CYS55, LYS58,
PHE176, and SER172) comprises residues interacting with the phosphate groups, the
ribityl chain, and the isoalloxazine ring.

Fig. 22. Graphic representation of the ligand cavity of the cluster 3 centroid (chain A of
3dgz). Each residue from the cavity is represented by a node. Each of the frequent patterns
is highlighted in a different color. The residues that are part of more than one frequent
pattern are colored using a combination of colors.

The members of cluster 3 were found to be closely related to those of cluster 1 in
terms of structure (TM-Score between the centroids was above 0.8) and both groups
were classified in the same families. However, the differing interactions with the FAD
existing in both groups explain why these structures were not clustered together: both
clusters have frequent patterns that represent residues interacting with the isoalloxazine
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ring of the FAD molecules, but the set of contacts is different on each group. Table 11
shows the sets of amino acids corresponding to the isoalloxazine in the centroids of
both clusters. As the table shows, each structure has a different set of residues, which
means that each of them provides a different chemical environment for the isoalloxazine
ring. In the particular case of FAD this is very relevant, since the protein environment
around the isoalloxazine ring is known to influence its functional physicochemical
properties, such as flavin affinity or the midpoint reduction potential [107, 108]. This
shows that in this case, the CCR-based classification could separate structures that are
almost structurally homologous but present different enzymatic activities due to small
differences in their patterns of interactions with the ligands.

Table 11. Corresponding FAD-binding amino acids around the isoalloxazine ring of the FAD
in the centroid of cluster 1 (chain B of 1zmd) and the centroid of cluster 3 (chain A of 3dgz).

1zmd 3dgz

S50 K58

K51 K59

S165 S172

L169 F176

I186 V193

E189 E196

L190 C197

Y356 F367

After examining the three most populated clusters, the three clusters with the lowest
pairwise structural similarity (measured by the TM-Score of the SSFLs) were examined.
The aim here was to understand the reasons causing the divergence in the CCRmax and
the TM-score values, that is, whether proteins with overall divergent structures did in
fact share similar binding sites or similar patterns of contacts with the ligands. The
properties of the three analyzed clusters are presented in Table 12.
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Table 12. Overview of the three clusters with the highest structural diversity.

Cluster Number of members Average sequence
identity of SSFLs

Average pairwise
TM-Score of LBSs

Average pairwise
CCRmax

Cluster 16 10 0.418 0.582 0.986

Cluster 101 3 0.358 0.602 0.916

Cluster 88 3 0.667 0.609 0.984

Cluster 16: All the structures in this group have the same annotated function, with
EC number 1.8.3.2, and are classified in the same family: FAD-dependent thiol oxidases.
This supports the idea that they are structurally divergent structures sharing a similar
FAD binding site, which implies a similar function.

The explanation for the low pairwise TM-Score seems to arise from the size
differences of the SSFLs. Some of the LBS residues are not common to all the structures
in the group and belong to the domains in which they diverge. This causes large portions
of divergent structures to be included in the SSFLs, producing sequential fragments with
large size differences (up to 251 residues), which then cause the pairwise TM-Score to
become very low.

Cluster 101: Two of the binding sites in this cluster are redundant; thus, it contains
only two non-redundant sites, which belong to structures classified as glutamate (2e1mA)
and phenylalanine (2yr4A) oxidases. As in the case of cluster 16, the values indicating
low structural similarity observed here are due to size differences in the SSFLs. The
structure of 2yr4A contains an extra domain, which has residues in contact with the
FDA. This has little influence in the CCRmax, since the residues are only a small fraction
of all those interacting with the ligand; however, it causes a significant extension of
its SSFL, which leads to a low TM-Score when the structure is compared to chain A
of 2e1m. The actual FAD interaction is nevertheless highly similar in both cases, as
illustrated in figure 23.
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Fig. 23. A. Cartoon representation of chains A, B, and C of 2e1m (the three chains, in dif-
ferent violet tones, conform the FAD binding site,) and of chain A of 2yr4 (green). The FAD
cofactors are shown as sticks with carbon atoms in pink for 2e1m and blue for 2yr4.
B. Surface representation of the cavities holding the FAD cofactors in these two proteins.
Images produced with Pymol [106].

Cluster 88: The structures in this cluster are highly similar in global terms. Once
again, however, small differences in the LBS definitions cause dramatic differences in
the length of the SSFLs, which in turn drastically reduce their pairwise TM-Score. All
the members of the cluster share the same fold, typical of thiol oxidases, but two of
them (3p0k and 3qzy) have a residue (ARG10) placed near the FAD. In the remaining
structure, this arginine residue is further away from the FAD than the cutoff distance.
Thus, the first residue in its LBS is instead PHE108, which causes the SSFLs to have a
length difference of almost 100 residues. As in the previous cases, the alteration to the
LBS is very small (only one residue is added) and the overall similarity among the
binding residues is very high, explaining the high pairwise CCRmax values.

These results indicate that these last three clusters did not represent divergent
structures with similar binding sites, but rather almost homologous structures with
highly similar binding sites that appear as divergent structures due to slight changes in
the LBSs definitions.
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6 Discussion

6.1 Comparison of protein-protein interactions

The definition of similarity proposed in this work, rTM-score, was effectively used with
the MM-Align program to overcome the problems derived from comparing protein-
protein complexes with extensive size differences. As shown in figure 6, rTM-score does
in general assign lower similarity values, whereas the regular TM-score overestimates
the similarity in many cases. The case examples help illustrate this further, showing that
the size differences between the two members of a complex do pose a problem for the
regular TM-Score and that rTM-score does provide a more accurate similarity value in
these cases.

Statistically, both measures provided highly correlated results; however, it was found
that there were large differences in a number of cases. Given that the only notion of
relevance for a TM-Score is the fact that a TM-Score>0.5 indicates that two proteins
belong to the same fold [87], it is not possible to assess whether differences in score are
significant or negligible. However, defining meaningful differences with an arbitrary
value, such as 0.25, it could be said that TM-Score did overestimate the similarity in
12% of the total cases.

6.2 Structural space of protein-protein interactions

All the known non-redundant protein-protein complexes were grouped into quaternary
families attending to the similarities in their sequences, having roughly one family
per every two structures. Two different criteria were used, considering a quaternary
family as i) complexes whose subunits are representatives of the same Pfam families
or ii) complexes sharing a 30% sequence identity. The number of families obtained
was very similar in both cases (3,536 and 3,629 respectively), independently of the
criteria. This result indicates that the ensemble of non-redundant dimeric complexes
could not be aggregated further based on their sequence similarities unless a much more
lax criteria were employed. The fact that only 1.2% of the complexes were orphans
could suggest that either most of the existing quaternary families have been sampled
already or (perhaps more likely) that the sampling of dimeric structures has been biased
toward a specific set of families.
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A definition of quaternary fold was established based on structural similarities.
Following the significance previously found for TM-Score, two complexes were
said to belong to the same quaternary fold if their rTM-score value was at least 0.5.
This definition was used to compare and cluster representatives of all the quaternary
families found in the previous step. By performing the clustering, the size of the
ensemble was again cut roughly in half, so that 3,629 quaternary families were grouped
into 1,761 quaternary folds. However, unlike the sequence-based classification, the
structural clustering yielded a high percentage of orphans (60.6%) and relatively small
clusters (the largest one having 47 members). In contrast, if the tertiary structure
fold is considered, almost all single-domain proteins in the PDB can have other non-
homologous counterparts which share a similar fold. This result can be taken as a clear
reflection of the structural diversity of the ensemble of structures being studied.

Since the structures used represent all the known non-redundant dimeric complexes,
the fact that they are so structurally diverse indicates that the PDB library is far from
complete and that only a small fraction of the quaternary fold space has been sampled
so far. However, and despite the large number of orphans, the fact that 40% of the
structures had structural neighbors indicates that there is a limited number of quaternary
folds and thus a limited set of protein-protein interaction types. Therefore, although
much of the structural space of protein-protein interactions is yet to be explored, it is
apparent that the interactions can be classified into types; this implies that there is some
structure in their features that sets them apart from each other. Moreover, the observation
that there are GO terms conserved within the clusters (as seen in the largest clusters)
hints that each interaction type, as defined by its structure, has specific functions.

The distribution of sizes for the structural clusters was observed to follow a power-
law. Similar behavior has been extensively observed in the size distributions obtained
after clustering tertiary structures of protein domains, where it was successfully explained
by the cascade gene-duplication model [109, 110]. Since protein-protein complexes
comprise monomeric protein domains and the generation of protein complexes is closely
interrelated with the evolution of individual protein molecules, the data shown in figure 8
and Eq. 35 may indicate a similar evolutionary mechanism is involved in the generation
of protein-protein interactions.

Following the idea that the number of quaternary families can be estimated by the
number of tertiary families, similar results are obtained using either the number of
tertiary families predicted by Orengo et al. [110] (23,100) or the estimated number of
Pfam families to calculate the number of existing quaternary folds. In the first case, the
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number of observed quaternary folds is 41.36% of the total; in the second, it is 35.88%.
Either way, the calculations suggest that approximately 60% of the existing folds are
yet to be discovered. This percentage is much larger for quaternary families, since
only 3,629 families were observed; the more conservative estimate (23,100) suggests
that only 16% of the quaternary families have at least one representative with a known
structure. Together with the clustering results, this seems to indicate that the sampling of
quaternary structures is biased and that the structures of a much more diverse set of
protein-protein interaction types must be studied.

6.3 Comparison of ligand-binding sites

The similarity between ligand-binding sites can be measured using a wide range of
different measures. As discussed above, these can be based on a variety of features,
such as the percentage of sequence identity between the fragments that contain them or
the analogies in their purely chemical features. There is, however, no way to establish
whether one measure is better than another in absolute terms [111]; the quality and
relevance of the different notions of similarity can only be assessed in the context of a
specific question.

In the present work, the aim of establishing the similarity between binding sites was
to infer similarities in the interactions with ligands from them. Therefore, the similarity
measures introduced here were intended to reflect the aspects of the protein-ligand
complex structures that are common to proteins and ligands that are part of similar
interactions.

The binding of a ligand and a protein is a complex process that usually involves
structural changes on both molecules. Yet the present study investigated the possibility
of obtaining relevant information from the static structures of protein-ligand complexes
obtained from X-ray and NMR studies. Several metrics and methods based on the
proteins’ structural information were used to this end. These metrics were compared
based on the CCR, which makes use of structural information from both proteins and
ligands. Ultimately, the functional relationship between complexes judged to be highly
similar in terms of CCR was inspected.

The results revealed that for the set of all the known protein-FAD complexes, i) the
complexes with high pairwise CCR do in general share similar functions and ii) when
compared to other methodologies, the B-GA method for comparison of ligand-binding
sites developed in the present work generates superimpositions with the overall highest
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CCR. The implication is that B-GA was found to be a suitable tool to compare ligand-
binding sites; in the particular case of FAD-binding sites, its results ultimately led to a
functional classification of binding sites.

6.3.1 CCR

The CCR was introduced in an effort to establish common criteria to asses the quality of
various similarity measures. The CCR reflects the common patterns of protein-ligand
contacts in two different complexes by taking into account the geometrical disposition
of the residues on both proteins, their position with respect to the ligand, and their
physicochemical characteristics.

Based on the functional analysis of the FAD-binding site classification, it is apparent
that the CCR does indeed capture the similarities in the protein-ligand interactions of
different complexes. In addition, the CCR appears to be robust in the face of small
changes in the definitions of the LBSs. As shown in the analysis of clusters 16, 101, and
88 of the classification, the influence of a few extra residues in the CCR values is very
limited. However, this also indicates that the CCR cannot adequately quantify the loss of
key residues, as all the amino acids that meet the criteria are treated equally. As some
studies have pointed out [102, 103], the relevance of residues might be related to their
properties in the graphic representations of the proteins. Thus, a sensible improvement
for the CCR (and for similarity measures in general) would be to use the network
properties of the amino acids to weight their contribution to the score, for example, by
making it proportional to their centrality. This could potentially reduce the influence of
peripheral, flexible residues and increase that of highly central, stable residues.

Another issue found when using the CCR is that the limited scope of the LBS
definitions does not impose the correct orientation. As figure 24 shows, two binding
sites might be superimposed, with a large number of equivalent residues overlapping
and in close proximity to the ligand, but have opposite orientations, so that they partially
(or even fully) occlude each other. In the case shown in the figure, the superimposition
yields a CCR of 0.5, but the ligands are far apart from each other; this is evidenced by the
LD, which has a value of 12.13 Å. In the present study, this problem could be detected
by measuring the ligand displacement (LD) in addition to the CCR. However, this
requires structural information on the ligands of the two proteins being superimposed
and therefore cannot be done in the context of predictions. The orientation of the binding
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sites could instead be assessed, for instance, by the solvent-accessible surface before and
after the superimposition on each of the binding sites.

Fig. 24. Superimpositions of the FAD-binding sites of 3nks (red) and 2wdx (blue) produced
by B-GA. The backbone of the two proteins is shown using a cartoon representation. The
Cα atoms of the binding sites are highlighted in the left panel and represented by their van
der Waals radii. In the right panel, the FAD ligands from each complex are shown using a
licorice representation with the same color as their corresponding complex.

6.3.2 Cross-comparison of GA-based methods

The results presented in figure 10 and Table 3 indicate that among the three GA-based
methods proposed in this work, B-GA is the one that results in the best superimpositions
in terms of the CCR. Given that the score optimization strategy in all three cases was the
same, this result implies that the S values obtained from Eq. 24 using the B matrix are
the closest to the CCR values.

The distance cutoff between Cα atoms is the same for S and the CCR, regardless of
the matrix used. However, in light of the results, the chemical distances described by the
different matrices made large differences in the final results. The B matrix came the
closest to reflecting the divisions used by the CCR (aliphatic, polar, aromatic, negatively
or positively charged residues) as a criterion to judge chemical similarities. The R matrix
also yielded superimpositions with large CCR values; however, these were, overall,
lower than those of B-GA, with a statistically significant difference observed in the
NAD library. Finally, the N-GA method had lower performance than the two other
methods. This method considered all residues equal and attempted only to maximize
the geometrical similarities between binding sites. The fact that the superimpositions
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generated by N-GA obtained the lowest correlation with the maximum CCR found on
each case indicates that considering the geometrical disposition of the residues is not
sufficient to asses whether two binding sites will have similar interactions with a ligand.

Sequential and non-sequential approaches

The main feature of the GA-based methods is their ability to compare sets of residues
without considering their order in the protein sequence. In some cases, this has revealed
similarities in the binding sites in proteins whose sequences and structures are divergent.
Such similarities cannot be detected by sequence-based methods and thus highlight one
of the main advantages of sequence-independent approaches.The incidence of similar
binding sites in divergent structures was generally low (21 cases were observed in the
libraries used to cross-compare the GA-based methods), although this could be due to
the nature of the binding sites used in this study (specifically, more of these cases could
be found by examining a more diverse set of complexes).

As mentioned in the examination of clusters 16, 101, and 88, sequence-based
methods are sensitive to the LBSs definitions. A single residue addition to the LBS
might imply a long extension of the sequence (and thus the sequential structure)
containing it, which then reduces the homologies dramatically. This boils down to the
definition of the LBS in the cases in which the different definitions are caused by small
deviations in the atoms’ positions. In other cases (e.g., cluster 101), it is in fact due to
the presence of different domains and cannot be solved by shortening the cutoff used to
define the LBS.

Sequence-independent methods can be used to compare not only ligand-binding
sites, but any arbitrary set of residues. Although this has not been exploited in the
present work, this means that the sequence-independent methods could be used to
compare sites consisting of residues belonging to different chains.

B-GA

The relationship observed between the results of B-GA and the CCR and the fact that
the CCR ultimately resulted in a functional classification of FAD binding sites validates
the criteria used to develop the B-GA method. In particular, the definition of LBSs used
by B-GA and its notion of similarity have been proven compatible with the functional
classification of binding sites.
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The binding site representation proposed for the B-GA method comprises the
positions of only the Cα atoms. As stated by Feldman et al. [43], such representation is
sufficient to carry out accurate comparisons of binding sites; moreover, this approach is
commonplace for full-structure comparisons.

Alternatively, other methods make use of more detailed LBSs representations,
including all atoms [42, 112] or the distances between the protein and the ligand atoms
[59]. These approaches assume that the atomic positions obtained experimentally
are entirely reliable and accurately represent the naturally occurring binding site.
These assumptions are flawed in several respects that discourage the use of full-atom
representations.

First, the experimental data is not entirely reliable. As noted in the previous
sections, there is a degree of uncertainty in the atom positions, which is reflected by the
temperature factors. In the small FAD and NAD libraries used to cross-compare the
three GA-based methods, the average displacement Uav computed from Eq. 30 was
found to be 0.667 Å for all the atoms in the complexes and only slightly smaller (0.629
Å) for the protein atoms closer than 5 Å to the proteins.

Second, the structures obtained using X-ray crystallography might not accurately
reflect the naturally occurring conformations of the molecules. The atomic positions can
differ according to the experimental method used to obtain them. The conditions used in
the crystallization process might restrict the inherent flexibility of proteins, causing them
to adopt conformations different from the ones they have in solution. The comparison of
NMR and X-ray structures has quantified these differences and revealed that the average
RMSD of backbone atoms is at least 1.4 Å when the X-ray and NMR structures of the
same protein are compared [16, 113].

Finally, as mentioned in the previous sections, homologous proteins present diver-
gences in their structures [90]. In particular, proteins sharing 30% identity, which are
thus assumed to have homologous structures [31], do present an average RMSD of 1.48
Å.

On the notion of similarity, the key aspect in B-GA is that it considers geometrical
similarities as a binary property rather than as a continuum and it does the opposite for
physicochemical similarities. Most of the other methods (such as the other methods
used in this work, e.g., TM-Align, TriangleMatch, and ProBis) do try to minimize the
RMSD between atoms and reflect the actual distance values between homologous atoms
in their scores. B-GA, on the other hand, assigns a score of 0 to the pairs of Cα atoms
separated by a distance larger than the 2.5 Å, removing the contribution of such pairs
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to the final S value. Those residues closer than the cutoff are assumed to share the
same positions as their homologs and their si j scores are added according to Eq. 24.
This follows the same rationale as the choice for LBS representation: the structural
information available is not perfect and divergences in the atom positions are expected
even when close homologs are compared. Thus, it is unreasonable to penalize these
small divergences when comparing binding sites.

Other methods have already implemented a similar approach; however, their choice
of cutoff distance is not properly justified and seems questionable in light of the evidence
discussed above. CPASS [59] uses a cutoff of 1.0 Å, assuming identical positions for
pairs of atoms with distances below the cutoff and applying an exponentially increasing
penalty to those separated by larger distances. Given that homologs have been found to
have an average RMSD of 1.48 Å when their backbones are compared and that the
RMSD due to the use of different experimental methods is, on average, at least 1.4
Å, a 1.0 Å is bound to result in excessive penalties. For instance, a pair of residues
separated by 1.48 Å receive a penalty of 38.13% in their contribution toward the score
of the comparison. Additionally, CPASS imposes a second geometrical constraint
by considering the distances from each residue to ligand. These distances are either
measured directly, when the ligand is present, or replaced by the distance to the center
of the LBS’ mass. The distance to ligand or to the COM are used in CPASS to weight
the contribution of the residues to the score, on the assumption that residues closer to the
ligand are in some way more important in the ligand process. First, this suffers from the
same problems as the comparison of atomic positions: the distances measured on the
structures cannot be taken at face value, as this disregards the uncertainties in the atomic
positions and the deviations existing between homologs. Second, the assumption that
residues closer to the ligand are more relevant does not have a solid basis; although
intuitive, it is not backed up by any evidence. In fact, long range interactions are known
to play a relevant role in protein-ligand interactions in terms of free energy [114, 115],
and these are already neglected enough by the short distance-to-ligand cutoff used to
define the LBSs. Finally, there is no evidence or proper logical argument to justify the
use of the distances to COM as surrogates for the distances to ligand measures.

The Query3D method [44] uses an even shorter cutoff of 0.7 Å, which worsens the
problem. In addition, Query3D measures the distances between residues using the Cα

atoms as well as the geometric average of the side-chain atoms. Due to the increased
flexibility of side-chain atoms [116, 117], including them in the measure would, in
principle, increase the uncertainty of the measure.
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Similarity in B-GA is also established by the physicochemical properties of the
two structures being compared. Unlike the spatial location, the resemblance in these
properties is seen as a continuum and evaluated according to a chemical distance matrix
(specifically the B matrix). This is again contrary to many of the existing methods,
which instead treat the correspondences in these properties as binary. For instance,
SiteBinder [42] and the method developed by Gold et al. [112], which consider all-atom
descriptions of the binding sites, do require superimposed atoms to be of the same
element. This, in addition to a strong constraint from the geometrical point of view,
make these approaches highly restrictive and of little use when structures with even
small divergences are compared.

Other methods do make use of chemical distance (or similarity) matrices, but
they include a cutoff to make a binary division in the pairings. Query3D [44] and
ProteMiner-SSM [118] follow this approach, discarding pairs with chemical similarities
below the threshold and assigning the same value to all those above it. This, in principle,
is unnecessary and does impair the accurate reflection of the coincidences in the chemical
environment that exists in the two structures being compared.

Comparison of FAD-binding sites

The most relevant result from the all-to-all comparison of all the known FAD-binding
sites regarding the comparison methods is that the B-GA was the only method whose
results exhibited a strong correlation with the CCRmax (Table 7). Thus, in its attempts to
maximize S, the B-GA produces superimpositions with the highest number of conserved
contacts among the five methods used in the comparison.

The CCR values obtained by the solutions of TM-Align, TriangleMatch, CLICK,
and SiteEngine were highly correlated (Table 6). This hints that these methods produced
similar superimpositions of the binding sites in most cases, although the evaluation
carried out by the various similarity measures is entirely different (Table 5). Notably, all
these solutions were different from those proposed by the B-GA, as indicated by the
poor R2 existing between their CCR values, making B-GA stand out from the other
methodologies.

Given that the CCR is defined on the basis of homologous contacts, which imply
geometrical and chemical similarities, the methods that consider only geometrical
features are somehow impaired when it comes to maximizing the CCR. This would
explain why the results of TriangleMatch and CLICK are not strongly correlated with the
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CCRmax. TM-Align and SiteEngine, however, do take into account the physicochemical
features and it is therefore surprising to see that their results are so close to those of
TriangleMatch and CLICK. From these observations, it could be concluded that the
geometrical arrangement of the residues is the driving factor in all of these methods.

B-GA, on the other hand, handles the geometrical features in a different way. As
discussed above, it does not attempt to minimize the RMSD between the structures;
rather, it establishes whether residues are in a similar location. These geometrical
pairings are then weighted by their physicochemical similarities. According to the
results obtained in the comparison of FAD-binding sites, this approach is the most
successful in finding homologous protein-ligand contacts in different binding sites. The
conclusion here is that in order to maximize the CCR, the purely geometrical features
should be given less relevance. Once again, since CCRmax was demonstrated to be
related to the functional similarities in different complexes, maximizing the CCR is not
a goal in itself, but a way to properly establish whether two binding sites are functionally
related.

Although the B-GA method has been validated here in the context of FAD-binding
sites, a thorough and more extensive examination of the various methodologies and
measures is yet to be performed. As discussed in this work, cross-comparing the various
methods is a rather complex task, as it is hard to establish a common measure or a
“ground-truth.” Instead, a practical examination could be used, such as testing the ability
of each method to perform extensive classifications of different types of ligand-binding
sites or predictions of ligands for different cavities.

6.4 Classification of FAD-binding sites

Five different structural alignment tools were used to compare all the known protein-FAD
complexes. The CCRmax values for each pair of complexes were obtained from the
combined alignment results and were used to perform a classification. The grouping of
complexes yielded a large number of clusters, which were later found to be groups of
binding sites sharing similar structural motifs, protein-ligand contacts, and annotated
functions. The most relevant finding here is that the CCRmax-based classification led to a
functional classification of the complexes, implying that the CCRmax does in fact reflect
functional similarities between FAD-binding sites.

The distribution of EC numbers on the different groups shows that, in general,
most of the clusters contain structures that share the same annotated function and
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relatively few functions appear in more than one cluster. Despite its success in general
terms, the functional classification contained some errors. Some cases were observed
in which members of the same cluster presented different functions, although upon
close observation of the most prominent examples, this was found to be caused by
errors in the functional annotations (cluster 1) or to EC numbers representing the same
functions (cluster 2). There were also instances of the opposite case, with functions
spawning several clusters. One such case, found in clusters 1 and 3, was found to be
caused by differences in the LBS definition induced by disparate conformations of the
FAD molecule.

From the structural perspective, the most notable observation was that in some
cases, proteins with overall high structural similarities were separated into different
clusters due to divergences in the structures of their bindings sites (clusters 1 and
3). These divergences, captured by the CCRmax, were indeed a reflection of different
functionalities, as revealed by the EC numbers. The classification was attempted with
different clustering algorithms and different parameters; the approach that maximized
the average silhouette was finally chosen. In doing so, the members of each group
were very close together in terms of the CCRmax, with a minimum pairwise value of 0.8
for structures belonging to the same group 15. The fact that the structures could be
separated into tight, well-separated groups draws parallels with the structure-based
classifications of proteins. It can be argued that just as there is a limited number of folds,
which can be separated, the results from this work support the idea that there is also a
limited number of protein-ligand interactions which can clearly be separated, rather than
a continuum of small variations.

The close relation between structures of the same group (and the divergence among
different groups) in terms of CCRmax was generally in agreement with the pairwise
sequence identity and the structural similarities of the SSFLs, meaning that in general,
the high CCRmax values also implied high sequence and structure conservation. This
general trend, together with the functional analysis, validates the structural classification
scheme employed in this study. The fact that the similarities among sequences were
found to be smaller than the similarities among SSFLs for members of the same group
seems to confir m that structure is more conserved than sequence. Following the
same logic, it could be argued that because the similarities among binding sites were
larger than among SSFLs (Figures 15 and 16), the specific ligand interactions are more
conserved than the SSFL structure.
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However, in some cases, the comparison of SSFLs, sequences, and LBSs exhibited
disparate values. The most notable occurrence was that of complexes with high global
structural similarity having distinctive LBSs according to their CCRmax. This was seen
in clusters 1 and 3 and was in good agreement with their functional divergences; they are
therefore true representatives of homologs with divergent binding sites. These cases are
a valuable proof justifying the need for structural comparisons strictly restricted to the
binding site residues, since the comparison of the SSFLs would overlook (as reported
in the results) the LBSs differences. The opposite case, in which divergent structures
shared common LBSs, was also found in the all-to-all comparison of FAD-binding sites.
Yet, in these cases (clusters 16, 101, and 88), the divergence in the SSFL structures was
apparently caused by the SSFL definitions, derived in turn from the LBSs definitions.
This does show that small changes in the binding sites (the inclusion of one extra
residue) have little effect on the CCRmax, while the TM-Score drops dramatically due
to the changes in length of the SSFLs. Still, this did not represent solid evidence of
structurally unrelated structures sharing the same binding sites; it only highlighted a
caveat of the sequence-based approaches, which can be very sensitive to structural
changes that are derived from uncertainties in the atom positions or by the flexibility of
the proteins. As mentioned above, a similar problem affected the CCRmax measures
when the conformation of the FAD (rather than the protein) changed. Both of these
problems are direct implications of the LBS definitions and could likely be improved
with a small sampling of the conformational space of the complexes. For instance,
Molecular Dynamics simulations could be used to find local energy minima in the
conformational space, thus removing possible artifacts induced by the experimental
conditions under which the structure were obtained.

The only previous reference to a classification study of protein-FAD complexes is
that of Dym and Eisenberg [119]. This study is barely comparable to the present work,
since there is a vast difference in the number of complexes involved and in the approach
followed to produce the classification. The classification by Dym and Eisenberg was
done using only 32 structures, which were grouped based on sequence motifs rather than
structural similarities. Table 13 shows how the members of the families defined by Dym
and Eisenberg are disseminated across the different groups established by classification
based on the CCRmax, revealing that both classifications are clearly unrelated.
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Table 13. Families established by Dym and Eisenberg and the cluster assigned to each of
the structures on each family in the present study.

Structure Family Cluster

1nhpA(1joa analog) GR1 154

1fcdA GR1 75

1fcdB GR1 75

1ebd GR1 157

1aogA(1bzl analog) GR1 12

1bwcA(3grs analog) GR1 13

1cjcA GR1 38

1cl0A GR1 89

1fohA GR2 57

1fohB GR2 57

1fohC GR2 57

1fohD GR2 57

1bf3A GR2 8

1cf3A GR2 159

1b37A GR2 48

1b37C GR2 48

1d4cA GR2 36

1d4cB GR2 36

1d4cC GR2 36

1b4vA GR2 144

1ve9A(1aa8 analog) GR2 7

1el5(1b3m analog) GR2 72

1fdrA FR 92

1a8pA FR 69

1ndhA FR 167

2cndA FR 60

1amoA FR 15

1cqxA FR 163

1qltA PCMH 14

1diiA PCMH 107

2q85(2mbr analog) PCMH 53
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Structure Family Cluster

1zxiC(1qj2C analog) PCMH 97

1f0xA PCMH 139

1f0xB PCMH 139

1powA PO 111

1efvA PO 70

1ivhA SM 30

1ivhB SM 30

1dnpA SM 37

1bf5tA SM 42

1qr2A SM 31

1qr2B SM 31

The sequence motifs, in some cases, belonged to protein fragments that were distant
from the FAD-binding sites, thus providing a valid method for global comparisons.
However, according to the results of the present study, it was a rather inadequate
method for comparing FAD-binding sites. For instance, the family named GR1 contains
five different characteristic sequence motifs. The structure with PDB code 1nhpA,
a member of GR1, contains four of these motifs (GxGxxG(x)17E, hhhxGxGxxAxE,
T(x)5TxxGD and D(x)6xxP). Of these, only three contain residues that belong to the
binding pocket and only one (GxGxxG(x)17E) consists only of binding pocket residues.
The second motif, hhhxGxGxxAxE, is in the region of 153-163, where only three
residues belong to the binding pockets and only one of these (GLU163) is included in
the motif. The motif T(x)5TxxGD comprises the region 271-281. This region contains
only two binding pocket residues (GLY280 and ASP281), both included in the motif.
Finally, the motif D(x)6xxP does not contain any residues from the binding pocket.
These motifs are shared by the rest of the GR1 family members, although they are not
fully conserved and some members present small variations. The remaining families
present a similar situation: motifs are not entirely conserved and few of them are related
to the FAD-binding site. Although the two classifications cannot be directly compared,
it is worth noting that several structures considered “orphans” in the work by Dym and
Eisenberg are found in the present study in groups with other structures. For instance
chain A of 1dnp is found in cluster 36 together with six other structures, all of them
sharing the EC number 4.1.99.3 (deoxyribodipyrimidine photo-lyase activity).

106



6.4.1 Characterization of ligand-binding sites

Each cluster generated in the classification comprised a group of binding sites sharing
a similar set of contacts with the FAD ligand, and thus a similar three-dimensional
structure. It is possible to describe the characteristic structure of each group through the
3D coordinates of the cluster centroid. However, it is complicated to convey structural
information in this fashion, as it requires a 3D representation to be understandable and
represents the characteristic structural patterns in three dimensions, making them hard to
be perceived. The present study used graphic representations of the ligand cavities to
provide a better way to characterize each of the groups and to represent their structural
patterns.

With the use of graphic representations and the definition of frequent patterns
established in this work, a unique set of structural patterns was found for almost all the
groups (84.25%, containing 95.02% of the structures) formed in the classification. The
fact that the groups had unique structural patterns confirms that each group presented
exclusive features shared by all the members of the groups, again validating the CCRmax-
based classification. Additionally, the close examination of the structures presented
as examples shows that the characteristic patterns are linked to residues involved in
interactions with specific parts of the FAD molecule. This hints at these patterns being
reflections of characteristic “binding modes” present on each group.

The patterns in the graphic representations were in all cases established around
central residues. Since the patterns provided a suitable method to identify the vast
majority of the groups, it can be stated that the topological features of the residues,
namely their centrality, might be useful to determine the relevance of the different
binding site residues.This is in accordance with previous work that link topological
features to the importance of residues for protein function and structure [102, 103].

6.5 Structural space of protein-ligand interactions

The statistical analysis of the binding sites found in the BioLIP database revealed
important information on the nature of protein-ligand interactions. The analysis of the
size of the LBSs indicated that the sites with 40 or more residues are not relevant in the
context of small ligands, as sites of this size are only found bound to peptides, RNA,
or DNA. The distribution of the binding site residues in the sequence also confirmed
that they are generally sparse. Thus, it can be stated that protein-ligand interactions
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take place generally through small sites comprising residues sparsely distributed in the
sequence.

These observations have implications for the comparison methodologies, as they
confirm that sequence-based approaches are not the optimal choice in these cases.
Comparisons that employ full protein structures will be entirely biased by the residues
that do not belong to the LBS. The results of the present work make it apparent that a
similar problem would occur if local structures were used instead. Although considering
smaller fragments of the proteins does improve the precision of the comparisons [89, 96],
in most cases, the sequences containing the LBS (namely, the SSFLs) will consist mostly
of residues that are not directly involved in the binding. Consequently, the similarities
between these sequential fragments will fail to reflect the homologies existing in the
LBSs. This is a solid argument that justifies the need for non-sequential comparison
methods to compare ligand-binding sites.
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7 Concluding remarks

The present study introduces new methods for the comparison of protein-protein and
protein-ligand interactions. These methods have been shown to be useful tools in the
task of functional classification. They are an improvement over the previously existing
methods, providing more accurate results that relate better to the functional relationship
between proteins. In addition to being valuable tools for the study of protein interactions,
the evidence presented here indicates that these methodologies can potentially be applied
to function prediction schemes.

The study of protein-protein interactions revealed the magnitude of the structural
space of known quaternary folds and enabled estimating the total number of quaternary
folds existing in nature. The results revealed that only a small fraction of the structural
space of protein-protein interactions has been observed so far, with representatives of
the vast majority still missing and less than half the folds having been observed.

The application of different comparison methods to all the known protein-FAD
complexes enabled classifying FAD binding sites. This classification resulted in groups
of proteins differentiated not only by their structure but also by their function. These
results defined “types” of FAD-binding sites with specific structural features, which
could be characterized using a graphic-theoretical approach, and specific functions, as
revealed by the distribution of EC numbers across the groups.

In general, the fact that the structures could be separated into groups sharing a
similar quaternary fold or a similar FAD-binding mode indicates that there is a limited
number of separable protein interactions or interaction types rather than a continuum of
slight variations.
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Appendix 1

The structural alignment programs used in this study can be found on the following
websites:

MM-Align (source code):http://zhanglab.ccmb.med.umich.edu/MM-align/
TriangleMatch (binaries): http://bioinfo3d.cs.tau.ac.il/TriangleMatchBeta/
TM-Align (source code): http://zhanglab.ccmb.med.umich.edu/TM-align/
ProBis (source code) http://probis.cmm.ki.si/
CLICK (source code) http://mspc.bii.a-star.edu.sg/minhn/intro.html
SiteEngine (binaries, source code) http://bioinfo3d.cs.tau.ac.il/SiteEngine/
B-GA (binaries) http://github.com/Leo-GG/GA-SI
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