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Abstract
The current Internet of Things solutions for simple measurement and monitoring tasks are
evolving into ubiquitous sensor networks that are constantly observing both our well being and the
conditions of our living environment. The oncoming omnipresent wireless infrastructure is
expected to feature artificial intelligence capabilities that can interpret human actions, gestures and
even needs. All of this will require processing power on a par with and energy efficiency far
beyond that of the current mobile devices.
The current Internet of Things devices rely mostly on commercial low power off-the-shelf
micro-controllers. Optimized solely for low power, while paying little attention to computing
performance, the present solutions are far from achieving the energy efficiency, let alone, the
compute capability requirements of the future Internet of Things solutions. Since this domain is
application specific by nature, the use of general purpose processors for signal processing tasks is
counterintuitive. Instead, dedicated accelerator based solutions are more likely to be able to meet
these strict demands.
This thesis proposes one potential solution for achieving the necessary low energy, as well as
the flexibility and performance requirements of the Internet of Things domain in a cost effective
manner using reconfigurable heterogeneous processing solutions. A novel graphics processing
unit-style accelerator for the Internet of Things application domain is presented. Since the
accelerator can be reconfigured, it can be used for most applications of the Internet of Things
domain, as well as other application domains.
The solution is assessed using two computer vision applications, and is demonstrated to
achieve an excellent combination of performance and energy efficiency. The accelerator is
designed using an efficient and rapid co-design flow of software and hardware, featuring ease of
development characteristics close to commercial off-the-shelf solutions, which also enables costefficient design flow.

Keywords: application specific processing, energy efficient computing, general purpose
computing on graphics processing units, internet of things, reconfigurable architectures
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Tiivistelmä
Esineiden internet tulee muuttamaan tulevaisuudessa elinympäristömme täysin. Se tulee mahdollistamaan interaktiiviset ympäristöt nykyisten passiivisten ympäristöjen sijaan. Lisäksi elinympäristömme tulee reagoimaan tekoihimme ja puheeseemme sekä myös tunteisiimme. Tämä
kaikkialla läsnä olevan langaton infrastruktuuri tulee vaatimaan ennennäkemätöntä laskentatehokkuutta yhdistettynä äärimmäiseen energiatehokkuuteen.
Nykyiset esineiden internet ratkaisut nojaavat lähes täysin kaupallisiin "suoraan hyllyltä" saataviin yleiskäyttöisiin mikrokontrollereihin. Ne ovat kuitenkin optimoituja pelkästään matalan
tehonkulutuksen näkökulmasta, eivätkä niinkään energiatehokkuuden, saati tulevaisuuden esineiden internetin vaatiman laskentatehon suhteen. Kuitenkin esineiden internet on lähtökohtaisesti sovelluskohtaista laskentaa vaativa, joten yleiskäyttöisten prosessoreiden käyttö signaalinkäsittelytehtäviin on epäloogista. Sen sijaan sovelluskohtaisten kiihdyttimien käyttö laskentaan,
todennäköisesti mahdollistaisi tavoitellun vaatimustason saavuttamiseen.
Tämä väitöskirja esittelee yhden mahdollisen ratkaisun matalan energian kulutuksen, korkean
suorituskyvyn ja joustavuuden yhdenaikaiseen saavuttamiseen kustannustehokkaalla tavalla,
käyttäen uudelleenkonfiguroitavia heterogeenisiä prosessoriratkaisuja. Työssä esitellään uusi
grafiikkaprosessori-tyylinen uudelleen konfiguroitava kiihdytin esineiden internet sovellusalueelle, jota pystytään hyödyntämään useimpien laskentatehoa vaativien sovellusten kanssa.
Ehdotetun kiihdyttimen ominaisuuksia arvioidaan kahta konenäkösovellusta esimerkkinä
käyttäen ja osoitetaan sen saavuttavan loistavan yhdistelmän energia tehokkuutta ja suorituskykyä. Kiihdytin suunnitellaan käyttäen tehokasta ja nopeaa ohjelmiston ja laitteiston yhteissuunnitteluketjua, jolla voidaan saavuttaa lähestulkoon kaupallisten "suoraan hyllyltä" saatavien prosessoreiden kehitystyön helppous, joka puolestaan mahdollistaa kustannustehokkaan kehitys- ja
suunnittelutyön.

Asiasanat: energiatehokas laskenta, esineiden internet, sovelluskohtainen prosessointi,
uudelleenkonfiguroitavat arkkitehtuurit, yleiskäyttöinen grafiikkaprosessori
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Abbreviations
AI

artificial intelligence

API

application programming interface

AR

augmented reality

ASIC

application specific integrated circuit

ASP

application specific processor

CGRA

coarse grained reconfigurable array

COTS

commercial off-the-shelf

CPU

central processing unit

DVFS

dynamic voltage and frequency scaling

DLP

data level parallelism

EPI

energy per instruction

etc.

et cetera

FFT

fast fourier transform

FPGA

field-programmable gate array

FIR

finite impulse response

FU

function unit

GCU

global control unit

GPGPU

general-purpose computing on graphics processing units

GPU
HLS

graphics processing unit
high level synthesis

HPC

high performance computing

HW

hardware

ILP

instruction level parallelism

IoT

internet of things

ISA

instruction set architecture

kHz

kilohertz

kB

kilobyte

LSU

load-store unit

LUT

look-up table

MCU

micro-controller unit

MHz

megahertz
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OpenCL

open computing language

OpenGL
open graphics library
OPENGL ES open graphics library embedded system
POCL

portable computing language

ProDe

processor designer

ProGe

processor generator

RAM

random access memory

RF

register file

RISC

reduced instruction set computer

SFU

special function unit

SIMD

single-instruction-multiple-data

SoC

system-on-chip

SoPC

system on a programmable chip

SRAM

static random access memory

SW

software

TCE

TTA-based Co-design Environment

TDP

thermal design power

TTA

transport triggered architecture

ULP

ultra low power

UWB-IR

ultra wide band impulse radio

VLIW

very long instruction word

WSN

wireless sensor network
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1

Introduction

The internet, as we know it, is going through a change, as the number of devices
connected to it is drastically increasing [1]. The main contributor to this change is the
emerging Internet of Things (IoT) domain. IoT is a network connecting physical objects
with embedded electronics and communication capabilities, such as mobile devices,
vehicles and buildings. IoT is also know as Internet of Services, Internet of Everything,
Internet of Content, and Next-Generation Networks just to mention a few terms [2]. The
term IoT will be used in this thesis.
1.1

Background

The ubiquitous IoT infrastructure will enable new possibilities for exploiting data
from places formerly unreachable and enabling advanced applications beyond what is
currently considered realizable. Gesture and voice recognition based controlled, and
adaptive learning based living environments are examples of what future IoT systems,
featuring distributed computing and artificial intelligence (AI) capabilities, may enable.
These emerging possibilities will have significant influence on our everyday lives in the
future.
The market for IoT devices is predicted to become larger than smart phone, tablet
and PC markets combined already by the end of 2018 [3], mostly due to the application
domain expansion of IoT. In the future, we can expect our everyday necessities such as
home appliances, vehicles and furniture to be connected IoT devices.
There is a wide range of IoT devices available, ranging from complete end-user
consumer products, such as Thingsee One [4] with water- and shockproof packaging at
one end, to block based kits like Waspmote [5] that allow more freedom, for example
in system design, at the other end. Nevertheless, what can be found under the hoods
of these devices is almost identical, and thus also their performance characteristics
are almost equal. Therefore, the IoT system developer typically chooses the product
based on the available interfaces, rather than on performance or energy efficiency
characteristics.
Devices at both ends of the wide product range are intended to enable data collection
and analysis from sources that were formerly unreachable with traditional wired
solutions. Such places can be found everywhere, but especially in harsh industrial
15

environments, where the wireless IoT solutions can be deployed, for example, for
condition monitoring of moving machinery. This newly available data is used to add
value to existing solutions, but also to enable completely new services and solutions. In
turn, these new services are creating new ideas and concepts, which is why the IoT
domain is predicted to snowball in the near future.
So far, the ultra low power (ULP) micro-controllers (MCUs) have provided sufficient
processing power for battery operated wireless sensor nodes for performing simple
monitoring and measurement tasks. However, as the IoT domain is inevitably advancing
in a more data intensive direction with higher data precision demands, the 8-bit MCUs
optimized for low power are becoming hopelessly underpowered.
An example of such a case is intelligent thermostats featuring 32-bit ARM Cortex-A8
[6] that illustrate how even simple applications can require significant computing power
when integrated with machine learning capabilities. Thus, a shift towards superscalar
multicore and even multiprocessor solutions with graphics processing units (GPUs)
with vector floating point capabilities, similar to what took place in the desktop central
processing unit (CPU) domain earlier, is now taking place in the low power commercial
off-the-shelf (COTS) processor domain as can be observed from Table 1.
Inevitably, we are heading towards a new era of ubiquitous embedded intelligence,
enabled by the IoT. An extensive range of wireless sensor nodes will be constantly
measuring and monitoring our health, the condition of our living environment, vehicles
and industrial machinery, to mention just a few potential applications. Ultimately, even
the user interfaces might become embedded in our living environment, in our clothing,
etc., and thus make PCs, tablets, and smart phones purposeless as we now know them.
The above-mentioned systems have been so far seen only in science fiction films.
The AI envisioned in films like 2001: A Space Odyssey and Her would require high
performance distributed computing combined with ubiquitous wireless sensor networks.
Such a real-time distributed computing system cannot be composed similar to current,
remote cloud based IoT systems, which are illustrated in Figure 1. The communication
latency to the cloud can easily exceed 60 ms [7].
In addition, to the latency related issues of current remote-cloud based IoT systems,
the centralized processing of the data originating from the person’s immediate environment, let alone, from on or inside one’s body, can be viewed of as a privacy and security
risk. Moreover, the future IoT systems will require significantly more data intensive and
energy hungry data capture that can include audio, image or video capture, or even
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combination of them. The extensive data intensiveness alone is sufficient to pose a
challenge for current battery operated IoT devices featuring very little processing power.
Table 1. Comparison of current commercial wireless sensor nodes.
Platform

Main
processor

Max clock
Hardware
(MHz)
floating point
support

GPU

Peak power
consumption

Low-Performance
Libelium WASP [5]

ATmega1281

14

NO

NO

<100 mW

Zolertia Z1 [8]

MSP430F2617

16

NO

NO

<100 mW

Freescale
ARM
Cortex-M4

120

YES

NO

< 1W

ARM
Cortex-M4F

64

YES

NO

< N/A

Raspberry 2 Model B [11]

ARM
Cortex-A7

900

YES

Broadcom
VideoCore IV

< 5W

BeagleBone Black [12]

ARM
Cortex-A8

1000

YES

Imagination
PowerVR
SGX530

< 5W

RIoTboard [13]

ARM
Cortex-A9

1000

YES

Vivante
GC880

< 5W

Mid-Performance
WunderBar [9]

RuuviTag [10]
High-Performance

Furthermore, the wireless communication of such amounts of data to a remote-cloud
would deplete the batteries of these nodes in an instant. Even equipping the devices with
energy harvesting capabilities would not solve the energy consumption issue, and would
worsen the latency issue even further, as the energy harvesting would place duty cycling
constraints to the nodes. Thus, it would be likely in most cases that the nodes would
consume more energy than could be harvested.
Local data processing could provide ways to eschew all the above mentioned
shortcomings of current IoT systems related to latency, security, energy and duty cycling.
However, as the current IoT systems are typically battery powered solutions, equipped
with general purpose ULP MCUs, their signal processing capabilities are traded-off with
low power consumption, and are thus practically non-existent. Since the IoT domain is
not general purpose, but application specific by nature, using general purpose processors
17

for signal processing is not the optimal solution for achieving the required combination
of performance and energy efficiency. Instead, application domain specific processing
solutions, specifically designed for IoT can provide the solution to the problem. In this
thesis such processing solutions are investigated. And one potential solution is proposed:
a GPU-style application specific accelerator for wireless sensor nodes.

Fig. 1. The current IoT set-up with remote cloud.

1.2

IoT enabled distributed machine learning

The shortcomings of the current IoT are mostly related to its centralized cloud based
nature that requires the gigantic amounts of data gathered by the future IoT systems, to
be transmitted from the source to the cloud for processing and analysis.
Instead of the current remote cloud based solutions, performing the signal processing
and analysis locally at the source of the data, the amount of data to be transmitted can be
significantly reduced, and simultaneously also solve some of the latency and security
related issues. However, it is clear that such local cloud based systems depicted in
Figure 2, will require significant improvements in the processing capabilities and energy
efficiency of the current sensor nodes.
Figure 2 outlines the local cloud based future IoT. The intelligent wireless sensor
nodes embedded with high performance computing (HPC) capabilities, form a novel
18

distributed computing platform that will be able to process and analyse the collected
data. In addition, the systems can also be able to react and act based on the analysed
data and thus can possess AI capabilities.

Fig. 2. The characteristics of future IoT.

For the above mentioned reasons, a novel GPU-style application specific signal
processing accelerator, intended for energy efficient HPC for future IoT, is researched
and proposed in this thesis. The GPU-style characteristics of the processor are illustrated
in Figure 3. The processor utilizes both data level parallelism (DLP), and instruction
level parallelism (ILP) capabilities, and combines the benefits of single instruction
multiple data (SIMD) and single instruction multiple thread (SIMT) characteristics,
hence the referring to GPU-style accelerator.
1.2.1

Compute engines for future IoT

Since the ULP micro-controller units (MCUs) used in current IoT solutions are optimized
for low power consumption rather than energy efficient computing, in this thesis, the
signal processing tasks are proposed to be offloaded to application specific GPU-style
accelerators. These accelerators are capable of high performance computing, with
significantly higher energy efficiency compared to current ULP MCU based solutions,
while still providing ease of development on a similar level.
19

Fig. 3. Simplified block diagram of the GPU-style application specific signal processor for
future IoT.

While the actual signal processing is concentrated on these accelerators, the ULP
MCUs would only be responsible of the control related tasks. Nevertheless, since these
ULP MCUs would only be taking care of simple control related tasks, they can be
significantly simplified compared to those used in current IoT systems. Such systemon-chips (SoCs) can be able to answer the challenge of combining high performance
computing with extreme energy efficiency, as will be shown in this thesis.
The three main power consumption components in current wireless sensor network
(WSN) based IoT systems are: sensing, signal processing and radio communication [14]
[15]. The dominating component of these three in current IoT systems, from the point of
view of power consumption, is the radio communication, as illustrated by Figure 4.
The importance of reducing the amount of radio communication is clear from Figure
4. For instance, transmitting one bit with Bluetooth low energy (BLE) can consume over
300 nJ [16], while a 32-bit floating point multiplication operation on a current mobile
graphics processing unit (GPU) consumes less than 20 pJ [17]. The numbers denote that
with the same energy that it takes to transmit one bit via Bluetooth LE, over 15000
32-bit floating point multiplication operations can be performed on a modern mobile
GPU. Thus, processing data locally on the nodes should be emphasized over wireless
transmission [18].
20

20%
10%

70%
Processing

Sensing

Radio

Fig. 4. Power consumption distribution between the three main components of a typical
wireless sensor node.

The IoT application domains are expected to expand and include data intensive
application domains featuring artificial reality (AR) and AI capabilities in the future. In
other words, also IoT applications are becoming evermore data intensive. Therefore
the power consumption distribution of a typical IoT device will change drastically.
Although the amount of communication to the remote cloud will be reduced, the actual
amount of wireless communication within the local cloud will increase, as more data is
produced by, for example imaging and audio sensors.
However, the portion of wireless communication in the overall power consumption
is likely to decrease in order to save energy. Instead of using the current power hungry
wireless technologies, such as BLE or WiFi, more energy efficient technologies such as
the ultra wideband impulse radio (UWB-IR) can be used instead. Although the efficient
range of such UWB-IR is quite limited, it is suitable for future local cloud based IoT
solutions, as the nodes mostly communicate with nodes within short range.
Simultaneously, the current energy efficient sensors, such as accelerometers and
temperature sensors, producing very little data at regular and seldom intervals, will be
accompanied or replaced with more power hungry sensors, for example imaging sensors,
which will inevitably increase the portion of sensing in the overall power consumption
of a wireless node. The power consumption distribution of future wireless sensor nodes
is estimated and illustrated in Figure 5.
As the data amounts increase, both the word length and precision of the data require
more focus. Optimizing the word length becomes evermore important. However, at the
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same time the ease of development features need to be even improved compared to
current IoT systems that typically require the use of laborious fixed point arithmetic
when optimal performance is pursued. Clearly, increasing computing performance
and energy efficiency is one of the main challenges of the future IoT, and it is on this
that thesis focuses. In this thesis, lower precision data formats, such as half precision
16-bit floating point arithmetic, are considered, since they can provide for a combination
of energy efficiency and throughput improvements, while still retaining the ease of
development of the single precision floating point format. Higher performance and
energy efficiency are enabled by shorter word length, at the cost of decreased precision.

10 %

70 %

Sensing

20 %

Processing

Radio

Fig. 5. The power consumption distribution of a high performance computing capable wireless sensor node of the future.

1.2.2

Energy harvesting imposed duty cycling

Due to their expected vast numbers, the wireless sensor nodes of future IoT cannot
solely rely on batteries as their energy sources. Instead, they may need to become energy
self-sufficient and harvest their energy from the ambient environment. Ambient light,
magnetic fields, temperature differences, radio frequencies and mechanical vibration are
most often proposed as sources of energy.
However, the typical power consumption of wireless sensor nodes ranges from tens
[19] to even hundreds of milli-watts [20] and thus the energy harvesters tend to become
unwieldly large with current technologies. The energy self-sufficient nodes presented
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in [21], [22] and [23] are examples of current energy self-sufficient solutions that are
practical only for the most simple tasks. In addition, the inactive periods are easily
prolonged due to the relatively long time it takes to recharge the energy storages with
the harvested energy.
In this thesis, a sub 10 mW wireless sensor node design, capable of sustained
execution of over 100 million floating point operations per second (MFLOPS) is targeted.
To concretize the practical energy supplying for the targeted node, Table 2 presents a
few harvesting technologies and their optimum harvesting capabilities. The comparison
is performed for a cubic cm (10-by-10-by-10 mm) and square cm (10-by-10 mm)
sizes, while assuming that the shape of the harvesters can be adjusted for a variety of
applications in a comparable manner.

Table 2. Optimum energy harvesting capabilities of different energy sources [24] [25].
Source

Ambient Light
Outdoor
Indoor
Vibration/Motion
Human
Industrial
Thermal energy
Human
Industrial
Radio frequencies
GSM
WiFi
Piezoelectric

Harvested power

Minimum harvester size
for harvesting (10 mW)

Matchboxes for 10 mW
capability (25 cm3 or 60
cm2 )

100 mW/cm2
0.1 mW/cm2

0.1 cm2
100 cm2

0.002 X
1.67 X

4 uW/cm2
0.1 mW/cm2

2500 cm2
100 cm2

41.7 X
1.67 X

30 uW/cm2
10 mW/cm2

333 cm2
1 cm2

5.55 X
0.02 X

1 uW/cm2
1 mW/cm2
330 uW/cm3

10000 cm2
10 cm2
30.30 cm3

166.7 X
0.168 X
0.51 X

Table 2 also illustrates the difficulty of achieving matchbox-sized devices with the
current power demands even at the optima of these harvesting technologies. Relying on
current radio and processing solutions, the real uses are likely to demand at least twice
as large volumes, yet falling short of the processing requirements of the future IoT.
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1.2.3

Design flow for the future IoT nodes

The popularity of the ULP MCUs as the processing engines of current IoT solutions, is
mostly explained by their low cost and their ease of development characteristics enabled
by the solely software (SW) based development work flow. However, these tempting
features do not take away the fact that these solutions are greatly underpowered for
applications requiring high performance computing. Furthermore, the productivity
gap between the silicon technology improvements enabled by Moore’s law, through
technology scaling, and the ability to exploit it, is ever growing [26].
Since these general purpose programmable low power COTS solutions are not
capable of achieving sufficient performance levels, traditionally either pure hardware
(HW) based solutions or HW based acceleration have been used instead, when a
higher performance to power ratio is needed. Typically, designs that require extreme
energy efficiency have been designed solely in HW, while solutions with more relaxed
performance and power constraints have been designed with the HW acceleration
approach. Other approaches, for example, various high level synthesis (HLS) tools such
as Vivado [27], Catapult [28], etc. have also been used.
In this thesis, the open source Transport Triggered Architecture (TTA)-based
Co-Design Environment (TCE) [29] is used as the design framework for developing
processing solutions intended for future IoT. The TCE framework is shown to provide
for an efficient co-design flow of HW and SW without having to compromise the design
freedom. In addition, unlike most of the related work on IoT solutions, floating point
arithmetic is emphasized in this research. The work focuses on floating point arithmetic
due to its superior ease of design characteristics over fixed point, but also for enabling
efficient development for, for example, machine learning algorithms.
1.3

Research rationale and objectives

The aim of this thesis is to develop a processor framework that is able to meet the
demands of the sophisticated IoT systems of the future. For these systems to be able
to support the high-end functionalities and data rate requirements of future IoT, not
only the communication bandwidth needs to be increased, but a significant leap in the
processing capabilities of the nodes compared to those used in current IoT systems,
needs to take place. Furthermore, this increasing computing performance needs to be
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coupled with energy efficiency well beyond that of current mobile devices, while still
retaining ease of design to enable cost efficient systems.
A novel type of reconfigurable GPU-style signal processing accelerator, capable
of achieving the demands of the future IoT systems, is investigated in this thesis. A
combination of high performance computing and extreme energy efficiency, far beyond
the capabilities of current, general purpose processor based solutions, is achieved. The
features targeted in this thesis are sufficient for, for example, implementing gesture
recognition, good quality imaging or video based surveillance.
The accelerator designs can be implemented as heterogeneous system on chip (SoC)
solutions, for example, on a field-programmable gate array (FPGA). The FPGA approach
enables also HW flexibility on top of the ease of development, energy efficiency and
performance benefits, since HW can always be optimized, based on the application
at hand. Furthermore, SoC based FPGA systems can be easily designed to be fully
programmable by implementing reduced complexity soft-core MCU on the same chip.
In part, this thesis builds upon the results of [30], and strives to demonstrate that
regardless of their more power hungry nature, FPGAs are also able to meet the strict
requirements of the IoT domain by being able to configure their resources always
according to the actual processing needs, and thus providing a viable choice for ASICs,
with potentially better cost efficiency. The accelerator designs developed in this thesis
were designed using the open-source TCE toolset [29].
In this thesis, the term cost efficiency is split into ease of development which refers
to ease of development work as a whole involving both HW and SW when applicable,
and flexibility, which is used to depict the programmability of the system, but even more
importantly the reconfigurability of the hardware; performance addresses the number
of clock cycles it takes to run a specific program; andenergy efficiency alludes to the
relative energy required to perform a certain task or application program.
The above discussed IoT design dilemma is sketched in figure 6 and the characteristics of current processor solutions are estimated and compared in the figure. Also the
capabilities of the proposed accelerator based solutions are assessed.
Figure 6a compares the trade-off between performance and energy efficiency with
different processors. The trade-off between ease of development and performance
characteristics of different processors is evaluated in figure 6b. Similarly the relation of
energy efficiency and ease of development features are estimated in figure 6c. Finally,
figure 6d outlines the reconfigurability and performance trade-off between the selected
processor domains.
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(a) Energy efficiency versus performance.

(b) Design effort versus performance.

(c) Energy efficiency versus design ef- (d)
fort.

Reconfigurability

versus

perfor-

mance.

Fig. 6. Comparison of processor characteristics in terms of ease of development reconfigurability, performance and energy efficiency.

On top of the high performance and energy efficiency demands of future IoT systems,
also their path to market is an important design factor, as the devices should be also
extremely cost efficient, as they might even have to be disposable. Thus, also ease of
development and reconfigurability characteristics are included in Figure 6. FPGA based
TTA accelerator solutions are proposed in this work due to their ability to efficiently
combine the aforementioned characteristics, thus enabling the development of cost
efficient, yet high performance and energy efficient products.
The processing technologies discussed in this thesis are divided into three categories,
based on their power consumption and performance capabilities. These three categories
are illustrated in Table 3. As already discussed, the current processing solutions intended
for IoT are not able to provide for the low power yet high performance that would enable
more advanced IoT applications.
Without a doubt, processing solutions capable of combining the features of high
performance and low power categories, will be required in the near future. The aim
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of this thesis to develop a rapidly reconfigurable, energy efficient signal processing
solution for future IoT systems that can be designed with as little effort as possible, while
still achieving the performance requirements of more advanced, for example, artificial
intelligence based applications. The goal of this thesis is to design a processing solution
that can achieve a 100 MFLOPS performance, while consuming only 10 mW. Such
numbers would place the solution in the low power and mid-performance categories on
Table 3. While the scope of this work is focused on IoT, the same design principles will
apply to other application domains as well.

Table 3. Low power wireless technology comparison.

Low
Mid
High

1.4

Performance (MFLOPS)

Power consumption (mW)

0 - 10
10 - 1000
1000 -

0 - 10
10 - 100
100 -

Contributions of the thesis

The contributions of this thesis originate from findings of processing architectures
intended for IoT solutions for future applications requiring high-end modalities and
high throughput. The trade-off between processing the data locally by the wireless
sensor nodes themselves, and wireless communication to a remote cloud has also been a
domain of inquiry. The use cases of the solutions developed within this thesis work
range from predictive maintenance to computer vision.
There are as many different requirements for the wireless sensor nodes, for example
in terms of energy efficiency, processing capability and transmission schemes as there are
applications. This work mainly focuses on IoT solutions requiring advanced modalities
with high computing power requirements that even meet the requirements of machine
learning. However, since the IoT is dependent on technological advancements in various
fields, this thesis does not concentrate on the mote design as a whole, but focuses mostly
on the signal processing aspects.
The novel contributions of this thesis are the following:
1. Novel GPU-style high performance and energy efficient processor architecture
guidelines for future IoT solutions.
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2. Showing the potential of open source TCE enabled technology that can combine
architectural templates with a retargetable compiler and achieve a combination of ease
of development, performance and energy efficiency even with high level languages such
as Open Computing Language (OpenCL)
3. Verification that a floating point arithmetic format can provide a combination of
the performance and energy efficiency required in future IoT systems
4. Use cases that verify the above mentioned contributions from various use cases of
IoT
Five original publications, [31], [32], [33], [34] and [35] present the background
work. The thesis reflects the author’s contribution to the research field. The author of
this thesis had the main role in all of the foregoing publications, while the co-authors
gave assistance in providing the research questions and in the writing process.
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1.5

Organization of the thesis

This thesis has been divided into six chapters. In chapter 2, the design flow complexities
of different system design approaches are evaluated based on the needs of IoT. In
addition to the commercial vendor tools, also the open source TCE co-design tools
that are used in developing the novel GPU-style accelerator solution in this thesis are
covered. Chapter 3 compares the computing throughput of different processor, while
also comparing their energy efficiency. Chapters 2 and 3 discuss the challenges of future
IoT design from different perspectives, and while some repetition exists, it is there
to highlight the difficulty of combining the three major characteristics of IoT design
mentioned earlier.
Chapter 4 presents the accelerator designs implemented during the research work
towards this thesis. The benchmark results of these signal processing accelerators are
presented in chapter 5, and also evaluated using various different use cases. In chapter 6.
the conclusion and a short summary of the work is presented.
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2

Design flow complexity of computing
architectures for future IoT nodes

The objective of this and the next chapter is to illuminate the logic behind the design
decisions, and the trade-off related to different design approaches with regard to the
design of processing solutions for future IoT. The V-model is widely used for modelling
the system design process in all systems engineering [36]. The basic principles and
phases of system design naturally also apply to IoT system design. Regardless of the
chosen design approach, every system design project follows the basic steps illustrated
in the V-model in Figure 7, while the duration and workload related to each phase
depends heavily on the design approach and choices.

SYSTEM ACCEPTANCE

SUBSYSTEM
ACCEPTANCE

Fig. 7. V-model for system engineering.

Systems with single measurement channels and low real-time and energy efficiency
requirements can be rapidly and economically designed on readily available COTS
solutions with only SW expertise, since application development for them is purely
SW based. However, typically, multiple measurement channels and adaptive filtering
are required to compensate for the poor quality of the low cost sensors. Systems with
multiple measurement channels and high real-time and energy efficiency requirements
tend to require high performance processors, such as DSPs or laborious HW design
with expertise from multiple fields. Nonetheless, even low power MCUs such as
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Atmel ATMega32 have support for up to 8 channels, yet they only have one actual
analog-to-digital converter [37]. The cost and performance trade-off between different
system design approaches is illustrated in Figure 8.
COST / DESIGN TIME

HW
DESIGN
SW/HW CODESIGN (ASIC)
SW/HW CODESIGN (FPGA)
SW
DESIGN
PERFORMANCE/
ENERGY EFFICIENCY
Fig. 8. Design cost and performance / energy efficiency trade-offs.

Generally, IoT systems need to be low cost or even disposable. When such a feature
is coupled with a variety of small applications running on the devices, there is an
indication that significant emphasis should be placed on the ease of development aspects.
The trade-off between ease of design and performance is the driving force behind
developing novel design tools for IoT, but also other application domains. In this chapter,
the current architectures and their development tools are assessed, based on their ease of
design, while the actual performance characteristics are evaluated in chapter 3.
2.1

Software based IoT system development

COTS processors, especially the ULP MCUs, have been and still are the predominant
processing solution for the IoT domain. Their popularity is mainly explained by their
relatively low unit prices, and good ease of development characteristics enabled by
the SW based development flow. The COTS processors have fixed HW resources, and
mostly also fixed instructions set architectures (ISA). Thus the application development
is performed solely using SW.
Table 1 classifies the current COTS processor based IoT solutions into three main
categories; ULP MCU, mid-range embedded single and multi-core and high performance
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SoCs based systems. The categorization into these three can be reasoned by the power
consumption and performance features of these devices, and it roughly follows the
categorization presented earlier in Table 3. Contrary to the power consumption, the
performance and the ease of development features improve significantly along with
more versatile processor architectures, advanced ISAs and application programming
interfaces (APIs) of mid and especially the high-end solutions.
The software development based design flow for COTS processor based devices
is illustrated in Figures 9a and 9b. The ease of development aspect is clear when
these design flows are compared to the corresponding FPGA and application specific
integrated circuit (ASIC) flows presented later in this chapter. Especially the floating
point SW design flow enables extremely rapid and cost efficient system design.
However, fixed point arithmetic is generally considered to provide for better
performance and energy efficiency, which is the main reason for its wide use in the
embedded domain. In addition, floating point arithmetic is not natively supported by
most ULP MCU based or even mid-range products. If floating point is supported, it
typically is an optional feature that reduces both the power and energy efficiency of the
system. Instead of native support, floating point arithmetic is typically emulated in
software if it is required, which results in a significant performance and energy efficiency
overhead, as presented, for example, in [38].

(a) Fixed-point software design (b) Floating point software deflow.

sign flow.

Fig. 9. Design flow for COTS processor based IoT solutions.
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2.1.1

Ultra-low power micro-controllers

ULP MCUs have for long been the prevailing processor category used in wireless sensor
node designs. Since the early IoT systems were mostly performing simple monitoring
tasks based on event detection at regular intervals, while spending most of the time in
sleep mode, they required very little processing power and energy.
Such systems have been used for environment [39] and volcano eruption surveillance
[40]. Also a health application for fall monitoring was illustrated in [41]. Since the
data amounts to be processed and transmitted were trivial, the ULP MCUs provided
for sufficient performance in the above mentioned applications. In addition, the ULP
characteristics of these COTS MCUs were well suited for battery operated devices.
There are numerous vendors in the ULP MCU category, with their own processor
families. Among the most well known are Atmel AVR [42] and TI MSP430 [43]. All
the vendors have a wide range of 8 to 32-bit processors. Two popular wireless sensor
node architectures TelosB [44] and Mica [45] are based on TI MSP430 and Atmel
ATMega128, respectively.
From the ease of development point of view, the ability to use high-level programming languages is essential. Furthermore, also the native support for floating point
arithmetic is crucial when SW for more complex algorithms needs to be developed. As
illustrated above in figure 9, the floating point SW development flow is significantly
simpler, and therefore also less time consuming. Rather than having to spend design
time on programming language intrinsics, in-line assembly or fixed point arithmetic
scaling verification, floating point arithmetic and high-level programming language
support allow the developer to focus on optimizing the actual algorithm.
Typically, the ULP MCUs can be programmed with high-level languages like
C. However, in order to achieve their peak performance with fixed point arithmetic,
assembly language is needed. Even with non-floating point applications, performance
gains of 1.7X are reported, for example, in [46] for an assembly optimized tweakable
block cipher over a standard C implementation. Performance comparisons between C
and assembly implementations of block ciphers are also carried out in [47] and [48],
providing similar results. In addition, the work of [49] illustrated the significant variance
of energy consumption depending on the different memory addressing modes.
The increasing performance requirements of the ULP MCU domain have led vendors
to integrate accelerators in their solutions. The low energy accelerator (LEA) [50]
intended for vector based signal processing is one example of such accelerator. The
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accelerator increases the ISA size slightly, but it does not improve ease development, as
it does not provide for floating point arithmetic support. The performance improvements
can, nevertheless, be substantial as illustrated in [50].
2.1.2

Mid-range single and multicore processors

In this subsection, the ease of development aspects of the mid-range embedded processors
are considered. The section mainly concentrates on the ARM Cortex-M product family,
due to its dominant nature in this market sector.
The 32-bit ARM M-series is an intriguing choice for IoT, as the processors are
able to outperform the ULP MCUs in performance, energy efficiency and ease of
development. However, their peak power consumption is higher compared to ULP
MCUs. The 32-bit ISA alone is sufficient to provide for improved performance and
energy efficiency compared to the ULP MCUs in the previous subsection. Furthermore,
the more advanced ISA also enables a more efficient SW development flow.
The Cortex-M series ranges from the Cortex-M0, that provides the best area
efficiency with minimal power requirements, to Cortex-M7 that features DSP and
floating point arithmetic capabilities. Table 4 [51] [52] [53] illustrates the performance
differences between the different ARM Cortex-series processors for the CoreMark
benchmark.

Table 4. Comparison of ARM Cortex series processors.

CoreMark
Peak clock rate (MHz)
Minimum power
consumption (mW/MHz)

Cortex-M0

Cortex-M3

Cortex-M4

Cortex-M7

Cortex-A9

1X
50

1.42X
50

1.46X
150

2.15X
168 [54]

6.81X
2000

0.012

0.06

0.35

0.36

0.5

Optimization using assembly language can be quite laborious for the ARM CortexM0+, as indicated by [55]. The performance of the higher-end versions such as the
Cortex-M7 can be further improved by HW accelerated DSP instruction set extensions
that enable, for example, some single instruction multiple data (SIMD) instructions.
These DSP instructions also expand the ISA further, and can also provide for ease of
development improvements. However, these ease of development features come at the
35

cost of reduced power efficiency and the power consumption can be too high for energy
self-sufficient solutions.
2.1.3

High performance manycore SoCs

Among the COTS processors discussed in this thesis so far, this high performance
processor category is the most appealing one, on the grounds of computing capabilities
and ease of development. These powerful SoCs combine multicore CPUs with programmable accelerators such as GPUs and DSPs, which in turn increase the ISA size
but simplify optimizations.
The selection of APIs available for this processor category is significantly wider
compared to the two earlier discussed COTS processor categories. Standard C is
supported as well as Python, Java and C++. In addition, application specific APIs such
as OpenGL are available to ease the programming of the integrated accelerators featured
on these SoCs.
Accelerators such as GPUs and DSPs were for a long time used solely with the
workloads they were originally intended for. However, along with programming model
development and maturing, harnessing GPUs for general purpose computing became
possible with reasonable programming efforts. Especially the introduction of compute
unified device architecture (CUDA) in 2006 started a new era of general purpose
computing on graphics processing units (GPGPU) [56].
The achieved performance and energy efficiency improvements have increased the
popularity of GPGPUs. Contributions such as [57], [58] and [59] are just a few of many
presenting the GPGPU potential, even in the mobile computing domain. The main
reason for the popularity of GPGPU is the ability to achieve significant performance
gains over mere CPU solutions, with close to the same development effort and cost.
However, since the GPUs and DSPs featured in this processor category are typically
integrated entry level accelerators, they do not usually support general purpose programming interfaces such as OpenCL, which would enable an efficient development flow for
heterogeneous computing. The lack of suitable APIs for heterogeneous general purpose
computing will be discussed later in Subsection 2.1.4.
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Digital signal processors
While harnessing mobile GPU resources for heterogeneous general purpose computing
is commonplace nowadays, the same cannot be said about mobile DSPs, as harnessing
the OpenCL programming model is not as straightforward. While the potential of
DSPs for accelerating many IoT applications is undeniable, consequently their ease of
development features are not at the same level with the GPUs. Therefore this work
focuses on GPU based acceleration, but still recognizes the potential of DSPs as a
potential solution for achieving the extreme demands of future IoT.
Processing arrays
An example of processing arrays are the ZiiLabs ZMS Stemcell SoCs [60] consisting of
ARM based processor cores coupled with a Stemcell processor array. The processors are
designed for low power embedded solutions such as mobile phones and tablets running
the Android operating system.
The Stemcell cores themselves are simple floating point processing units that can be
programmed for different tasks as a coarse-grained reconfigurable processing array
(CGRA). The SIMD Stemcell arrays also feature a limited OpenCL support that provides
for an easier way of harnessing them for general purpose computing. In the current
implementations, their power consumption levels are, nevertheless, at too high level
for energy self-sufficient solutions. The composition of a ZMS-40 Stemcell SoC is
illustrated in Figure 10 [60].
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Fig. 10. Composition of a ZMS-40 Stemcell processor.

2.1.4

Mobile graphics processing units

The application specific nature, along with inherent data parallelism of many signal
processing algorithms are features that increase and highlight the potential of GPGPU
acceleration for the low power IoT domain. The application specificity of the IoT
domain does not typically require the general purpose features offered by the general
purpose COTS processors. Instead, the signal processing can be performed on simple
application specific processors (ASP) or application domain specific processors.
Practically every current hand-held device features a mobile GPU. Regardless, their
use for GPGPU computing in the mobile domain has been quite limited. Currently,
there is an on-going paradigm shift towards mobile GPGPU. The use of mobile GPUs
for other tasks than graphics is getting ever more popular. Mobile GPGPU is used for
applications ranging from image processing [61] to computer vision [62] [63] and even
to telecommunication [64]. Even more interestingly, the capabilities of mobile GPUs for
supercomputing is also investigated in the Mont-Blanc project [65].
For a long time, harnessing the full potential of mobile GPGPU was restricted by the
lack of efficient programming models. The support and supported features for various
APIs have been varying greatly between different devices and even within product
families of a single vendor. However, the latest high-end mobile GPUs already feature
support for the most recent general purpose heterogeneous computing APIs such as
OpenCL 2.2 [66].
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From the ease of development perspective, the high-end mobile GPUs are the most
promising class of mobile GPUs, due to more advanced APIs. Most of them support the
full OpenCL 1.2 standard, while the mid-range GPUs support the embedded profile of
OpenCL 1.1 or 1.2 specifications. The features of the full standard have a significant
impact on the development GPU reliant applications.
Although the low-end mobile GPUs are the most promising class of mobile GPUs for
the IoT domain due to their relatively low power consumption combined with sufficient
performance characteristics, their ease of development features fall significantly short of
what would be required by the IoT domain, in particular the lack of API support for
general purpose computing. Programming with graphics APIs does not provide for
portability, so the code is not re-usable.
Impact of hardware choices on ease of development
Understanding the underlying architecture is crucial for developing code optimized for
power and performance, regardless of the platform. Counterintuitively, the mobile GPU
vendors do not reveal the essential specifications of their mobile GPU architectures.
Without these specifications, it is hard or even impossible to harness the devices for
many GPGPU tasks. From the IoT perspective the lack of the architectural information
is a deal breaker, since it hinders or even prevents full optimization. For example, the
mobile GPU vendors are not revealing even the thermal design power (TDP) values of
their products, which complicates design work even further when power and energy
efficient design is pursued.
The documentation and programming guides of mobile GPUs are far less detailed
compared to the desktop counterparts, since the mobile GPU vendors do not want to
reveal the specific details of their products to the competition. Thus, the market is
much more diversified compared to the desktop GPU domain. As an example, only a
single OpenCL programming guide is available for the whole product family of both
Qualcomm Adreno and ARM Mali families, although the range of supported features
and architectural differences is wide between these different products. In comparison,
the desktop and laptop GPU form factors are more or less uniform between different
vendors, although minor differences in architectural and API choices exist.
The dissimilarities between mobile GPU architectures makes the optimization
work laborious and time consuming, especially when working with multiple platforms
from different vendors. Nevertheless, their low energy per instruction (EPI) values
39

combined with their ease of development features are tempting features, making them
good candidates for future IoT systems.
Unlike the desktop versions, the current mobile GPUs feature integrated memories.
Figures 11a and 11b illustrate the principal differences between the unified memory
architecture (UMA) and bus based memory architectures, respectively. UMA is typically
used in mobile platforms, and the bus based architectures on desktop GPUs. The desktop
GPUs as well as the early mobile GPUs feature a separate off-chip memory that the GPU
can access using a peripheral bus controlled by the main processor. The UMA coupling
of computing resources, the GPU and the multicore CPU, allows each processor to
access the main memory and can also ease the programming effort [67].
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(a) Bus based memory transfers.
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(b) Unified Memory Architecture.
Fig. 11. Different types of GPU memory access methods.

The tight integration should provide for even performance benefits, since data does
not need to be copied or transferred from the host processor to the GPU and vice versa
via the slow peripheral bus. However, the current memory architectures do not yet
have full hardware nor API support to efficiently harness the potential of the integrated
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memory. Furthermore, a very important drawback of the UMA approach is that the GPU
needs to share memory access bandwidth with other system parts, such as the camera
and display, subsequently reducing the amount of dedicated memory bandwidth [68].
GPGPU through graphics interfaces
Similar to the graphics APIs for desktop GPUs, the graphics APIs intended for mobile
platforms are designed to provide for an optimized access to the graphics capabilities
of mobile SoCs. Through these APIs the programmers can access the hardware in an
efficient manner. The most popular graphics API is currently Open Graphics Library
(OpenGL), which is a multi-platform standard that defines a cross-language, crossplatform API for producing 2-D and 3-D scenes [69]. The basic geometric primitives
that the OpenGL uses for producing these scenes are points, lines and triangles.
A subset of OpenGL for mobile and embedded devices is OpenGL for embedded
systems (OpenGL ES), which provides a reduced version of the full standard, better
suited for mobile devices. OpenGL ES has been constantly evolving towards a graphics
API that can more efficiently answer to the demands of the mobile domain. The most
significant developments include the introduction of a programmable rendering pipeline,
the support for features such as 32-bit floating point operations, and a new set of texture
and render buffer objects.
Despite the improved flexibility and the enabling of many functions for general
purpose processing, the OpenGL ES API still has several restrictions. The specificity
to graphics is the main disadvantage. It is not possible to access several architectural
resources that are required for efficient general purpose computing. For example, shared
video memory is lacking and only a single buffer is allowed for the read-back of rendered
textures. Despite the improvements, OpenGL is still somewhat graphics orientated and
not ideal for general purpose processing.
The graphics APIs are optimized for graphics related tasks, which is why they can
execute them with extreme efficiency. As shown in [62], [70] and [71] among others,
mobile GPGPUs can be even more attractive in the mobile than desktop domain, since
both performance and energy efficiency improvements are significant. However, the
results were reached before the GPGPU specific APIs became available and required
much more programming efforts than would have been required by the GPGPU specific
interfaces like Open Computing Language (OpenCL) or Compute Unified Device
Architecture (CUDA).
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For IoT devices performing purely graphics related tasks, the graphics specific APIs
are a viable choice. For any other application domain, the maximum performance
and the ease of development can be better achieved using the GPGPU specific APIs
discussed next.
GPGPU through specific interfaces
Once the APIs intended for GPGPU emerged and became widely supported on commercial mobile devices, the popularity of mobile GPGPU grew quickly. The first OpenCL
GPGPU implementation was a computer vision algorithm by [72]. Since then, the
mobile GPGPU application domains have expanded from computed vision to camera
based algorithms, such as image rectification by [61], a marker based virtual reality
application [73], a wireless communication algorithm by [64] and even embodied robot
simulation acceleration by [74].
CUDA

CUDA introduced by NVIDIA in 2006 was the first API that targeted GPGPU

computing. Programs implemented with CUDA run on NVIDIA devices and are written
in C99 and C++ based CUDA C/C++ language. The API itself defines the access and
control of CUDA-enabled devices. Open source API binding for other programming
languages such as Python [75] and Java [56] are also available. In 2014, NVIDIA
announced its first CUDA-enabled mobile platform, the Tegra K1.
In [76], a Nvidia Jetson development board, equipped with a NVIDIA Kepler GK20a
mobile GPU was harnessed for flexible wireless communication tasks. Although the
platform achieved the performance requirements of most configurations, the energy
efficiency is not at the level of ASP solutions. The results provided a useful insight that
the run-to-finish approach provides for the best energy efficiency.
OpenCL Conceived by Apple Inc., OpenCL responds to the demand for heterogeneous computing API that can target also devices other than GPUs. It defines the access
and control of OpenCL-capable devices, and is based on C99 and C++ based languages
for programming the kernels. OpenCL is sort of a descendant and extension of CUDA,
and provides a means for efficient parallel programming of heterogeneous systems.
Since OpenCL is a standard, it provides for the possibility of different implementation
versions of it. All the vendors have their own implementations of the required features of
the standard, and can therefore provide support for various additional features. Currently,
42

there are OpenCL implementations for general purpose processors, GPUs and also
the other processors and platforms, such as application specific multi-cores [77] or
multicore digital signal processors (DSPs) [78]. OpenCL extends the ability of industry
standard APIs such as OpenGL and OpenAL, in order to better facilitate for general
purpose computation.
OpenCL provides the means to share the computing load to be efficiently executed
in parallel between the available processors of the system. Its specification includes a
core that all the OpenCL compliant devices need to support. For mobile devices there is
an OpenCL embedded profile, which relaxes the specifications, for example for data
types and precision, in order to support development work on, for example energy
efficient low resource platforms.
OpenCL provides for an efficient way of distributing tasks between different
processing units of the system. By using the best suitable processor for the task at hand,
improvements in both performance and energy efficiency can be achieved. However, due
to the varying implementations of the standard between the vendors, the performance is
not necessarily portable. This can require extra development effort, in case platforms
from different vendors are used.
The emergence of OpenCL support for mobile devices has escalated the interest
toward GPGPU based heterogeneous mobile computing. Applications ranging from
mobile computer vision [79] to wireless communication [64] and even accelerating
embodied robot simulations [74] just to mention a few, have been created for mobile
devices using OpenCL with performance and energy efficiency gains.
Shortcomings have been also recognized. The performance portability between
OpenCL implementations of different vendors is not yet perfect. For instance, [80]
provides insight to the challenges and methods of OpenCL based mobile benchmarking.
Since OpenCL is intended especially for heterogeneous computing and therefore
supports a wide range of different processors including ASPs, it is an intriguing API
also for WSN based IoT solutions, due to its ability to provide for ease of development
combined with the performance benefits offered by GPGPU computing.
A novel OpenCL programmable GPU-style accelerator approach intended for
wireless sensor node solutions is introduced in the next chapter. It aims to provide the
performance benefits of GPGPU computing, combined with the energy efficiency of an
ASP, while not compromising the ease of development features of mobile GPUs.
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2.2

Application specific processor design

The hardware based system design approach typically targets applications with the
highest performance and energy efficiency requirements. Improved performance and
energy efficiency are traded-off with significantly longer design time and cost. The
actual HW design is only a minor part of the whole system design effort, while the
verification and testing consume most of the actual implementation time. In this section,
three separate HW design approaches are covered: application specific integrated circuit,
and fine and coarse-grained reconfigurable solutions. Of these three, the ASICs require
the highest design effort, but usually it achieves the highest performance and energy
efficiency.
2.2.1

Application specific integrated circuits

Typically, solutions that require a combination of extreme performance characteristics
with ultra-low power consumption, are designed as hardwired accelerators, often
denoted as ASICs. The benefits of using ASICs originates from the reduced architectural
overhead compared to general purpose processors. Whereas MCUs are general purpose
processors capable of both control and processing tasks, ASICs are generally designed
to provide for the maximum performance for a very specific set of applications. The
downside is that often the same design cannot be used for other applications.
Naturally, by designing a processor based on a single constraint set of operations
required by a single application leads to the highest possible performance to power ratio,
and easily outperforms general purpose processors. In [81], the cost of flexibility in
an image collection network is studied by benchmarking, for example, GPP, FPGA
and ASIC solutions. Although ASICs are found to provide the longest utility, the
authors also note that the ASIC designs lack the ability to adapt and deal with changing
application requirements.
Despite the outstanding power to performance ratio of ASICs, their ease of development features are far from what is required by most IoT solutions that are rather
low in volume. Whereas the application development work for a general purpose
processor is solely software based, ASICs need to be designed completely in hardware.
Hardware development is traditionally considered more laborious compared to software
development for COTS MCUs, since the same functionalities that are programmed with
software for MCUs need to be programmed using more laborious register-gate level
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(RTL) languages, such as Verilog and VHDL. Furthermore, the developer needs to test
that, for example, timing and area constraints are met after each design iteration. A
simplified model of the traditional ASIC design flow is illustrated in Figure 12.
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Fig. 12. ASIC design flow phases with expertise requirements.

As illustrated in Figure 12, ASIC design incorporates the whole system design range
from algorithm design to actual ASIC design. Therefore, also the number of people with
different expertises involved in the system design can be quite high.
After the system specifications have been determined, the algorithm designer
programs the initial floating point SW implementation. ASICs are typically designed
using fixed-point arithmetic, since floating point arithmetic does not provide for the
same ease of development benefits in HW design that it does in SW. On the contrary, the
floating point units are more complex and on the function unit level do not achieve the
same performance nor power efficiency compared to fixed point units. However, these
characteristics are platform dependent, and on the system level the difference between
the two arithmetic formats can be trivial, as will be later discussed in this thesis.
The required floating point to fixed point conversion phase, nevertheless, can be time
consuming. This is due to the need of the SW designer to ensure with proper scaling at
each step that the fixed point implementation does not, for example, over or underflow.
Once the SW implementation of the algorithm is ready, the HW specifications are
determined, and the design is handed to the FPGA designer. This phase is required,
since no changes in the ASIC design can be made after it is manufactured. Therefore the
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system is first prototyped on a FPGA that can be reconfigured in case bugs are found in
the design.
Only after the system is fully verified and tested on a FPGA , the design work
is handed over to the ASIC designer, who performs the final changes to the design
RTL. After this synthesis-step, once the vigorous verifications have been performed,
the design is handed over to a foundry, where the actual ASIC is manufactured onto a
silicon wafer. It can be months before the ASICs are ready for the final testing and
verification round. All-in-all even the simplest ASIC design requires several designers
with different expertise.
Developing an ASIC for each IoT application is far from feasible. Instead, widening
the application scope to cover, for example, a whole application domain, quickly depletes
the benefits gained from application specificity, and leads to similar overprovisioning
that can be observed with general purpose processors.
Naturally, the high energy efficiency demands of wireless sensor nodes speaks
for ASIC designs, and many such solutions have been implemented, such as [82]
[83] [84]. However, the high design cost, together with long design times make the
ASIC based wireless sensor node designs impractical and even unusable in all but the
highest volume solutions. Furthermore, the fixed architecture of ASICs is also a major
obstacle for ASICs to be used in most IoT devices, since even slight changes in the used
algorithms could require designing a completely new ASIC. Nevertheless, many e-health
applications require extremely small wireless sensor nodes with energy efficiency and
performance. As for now, ASIC solutions are the only possibility for such applications.
High-level synthesis
A significant effort has been placed on reducing the development and verification
workload in ASIC design, for example, in [85] a C language based design and verification
methodology StreC was introduced. Thereafter, many vendors introduced HLS tools,
such as Vivado from Xilinx and Catapult C from Mentor Graphics, to ease the design
effort of ASICs. These tools generate hardware based on software, for example C-code,
so the hardware development is outsourced from the developer to the development tools.
The HLS tools are providing significant improvement to hand written RTL in terms of
ease of development.
The floating point support provided by, for example Vivado is somewhat limited and
centers around the double precision floating point. Mathematical functions that are not
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supported cannot be implemented with the Vivado HLS tools, nor can half-precision or
non-standard floating point operations. From the IoT perspective, the emphasis should
be put more on lower precision single and half precision floating point formats, since
even the training and interference calculation phases of deep neural networks have
been reported to provide the same accuracy with half precision floating point format
compared to single precision floating point format.
Although, the HLS tools provide for improved ease of design by relieving designers
from RTL generation, the functional verification still remains a major challenge, as
noted in [86]. Moreover, the use of HLS tools does not remove the need for the laborious
testing and verification phases of the ASIC design work.
2.2.2

Reconfigurable architectures

Whereas ASICs are fully fixed, and do not enable any reconfiguration or alterations after
they are manufactured, reconfigurable solutions provide for the HW flexibility that is
required, especially in the IoT domain. The reconfigurable processor technologies can
be roughly divided into two: CGRAs and fine-grained reconfigurable architectures,
which basically consist of FPGAs. The most significant difference between the two is
that the FPGAs are load-time configurable, whereas the CGRAs are typically configured
at run-time. Both the communication and computation resources can be programmed
and configured on both schemes.
In addition to their hardware flexibility, the most significant benefit that the reconfigurable processors provide for, is their far shorter development times compared to the
ASICs. The development tools are providing for a rapid and efficient design flow, which
naturally lowers the development cost.
The use of reconfigurable hardware was long hindered by the laborious programming
models that were either too far removed from the hardware, or required far too much
knowledge of the hardware for efficient utilization. However, both the programming
models and hardware design tools have developed to a point where their use is now
appealing, and offers an easier way for achieving the required performance with respect
to the power constraints.
Typically FPGA vendors provide for the ability for developing system of programmable chip (SoPC) solutions. The SoPC enables a rapid and efficient development
process, since implementing a soft-core MCU on the same chip with the accelerator also
provides for programmability.
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Fine-grained reconfigurable architectures
As illustrated in the above section, the FPGAs are a part of the ASIC design process and
are typically used for prototyping purposes in ASIC design. However, the significant
advantage of FPGAs compared to ASICs is that they can be reconfigured after manufacturing. This ability to configure the processing resources over and over again can bring
significant savings, since the same solutions can be configured for multiple different
applications and the algorithms running on the devices can be altered.
A typical FPGA consists of a sea of 3- to 8-input look-up-tables (LUTs) that
communicate via an island-style reconfigurable interconnection network illustrated in
Figure 13. Figure 13 also illustrates the I/O-blocks that perform the I/O-communication
of the device. The functionality and performance of a FPGA is determined by its
configuration file that can be either volatile or non-volatile, which separates two distinct
FPGA classes; SRAM- and Flash FPGAs.

Fig. 13. Typical FPGA composition.

FPGA development has typically been considered more laborious compared to SW
based development of COTS MCUs, since the same functionalities that are programmed
with software for MCUs need to be programmed using more laborious register-gate
level (RTL) languages, such as Verilog and VHDL for FPGAs, similar to ASIC designs.
Furthermore, similarly to ASIC design, the developer needs to test and verify that, for
example, timing and area constraints are met.
However, the design, analysis and verification cycle is significantly shorter than
with the ASICs, providing for more cost efficient design work for much lower volume
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applications, which also explains the popularity of FPGAs in prototyping. A simplified
model of the FPGA design flow is presented in Figure 14. Instead of months worth of
design and testing efforts, the FPGAs can be designed and implemented within hours or
days, depending on the complexity of the design.
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Fig. 14. Simplified model of FPGA design flow.

HLS design tools are also available for FPGAs. Since the manual design work
focuses on the RTL generation, the HLS tools can have an even higher impact on ease of
design on FPGAs than with ASICS. However, fully optimized flexible solutions cannot
yet be implemented using HLS tools.
[87] presented also an FPGA based GPU-style accelerator, which was based on the
dynamically reconfigurable ρ-Vex processor [88]. The design work for such processors
is based on HDL language, while the actual programming can be performed with
multiple different high-level languages. However, such an accelerator is specifically
designed for dynamically changing requirements, which is not the most common case in
IoT. And thus the proposed TTA based GPU-style accelerators are more likely better
suited to most IoT applications.
Coarse grained reconfigurable arrays
Unlike the fine grained reconfigurable architectures, the hardware of the coarse grained
architectures is defined at word rather than bit level, which can provide for lower
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delays, as well as improved area and power efficiency. CGRAs have also been used in
conjunction with FPGAs for such enhancements. A simple form of CGRA acceleration
are the ASIC hardware multipliers integrated on FPGA cores [89]. A typical CGRA
features an MCU for control tasks, an array of processing elements (PEs) that are
connected through a reconfigurable interconnection network, and memory for data and
configuration files [90].
In [91], a CGRA architecture and methodology is presented, where two kinds of
processing elements (PEs) are used: generic PEs (GPEs) and special PEs (SPEs). The
SPEs allow accelerating specific computing patterns, but naturally require more work on
hardware design. In addition, a design methodology for recognizing potential code
portions for acceleration and for function unit generation is also presented.
CGRAs are used to increase the computing performance of many DSP and media
application domains featuring lots of nested loops [90] [92] [93]. According to [92],
CGRAs are ideal for applications that manifest behaviour with limited amount of DLP,
but high amounts of ILP. However, for example, [94] illustrated that by exploiting DLP
when using SIMD style processing on CGRAs natively provides both performance and
energy efficiency improvements compared to earlier CGRA solutions that transformed
DLP into ILP before execution. The SIMD processing is enabled by merging multiple
PEs into SIMD cores.
CGRAs can be statically or dynamically configured or hybrid solutions that feature
both options, such as the RaPiD CGRA [95]. ADRES [96] and Morphosys [97] are
examples of fully dynamically reconfigurable CGRAs, while for example, KressArray
[98] is a fully statically reconfigurable CGRA.
The static configuration remains fixed throughout the execution of a loop, whereas
the dynamically configured CGRAs load their configuration from cache memory every
cycle [90] [92]. The cache memory can become large when the CGRA needs to
support many different configurations as they all need to be stored in the cache memory.
For example, in [90], almost half of the processing element array was used for the
configuration memory even with the code compression approach proposed in the study.
Although CGRAs can undoubtedly increase both the performance and energy
efficiency of an application by outsourcing the execution of the inner loops, they still
require the MCUs to execute other parts of the code [92]. Furthermore, their ease of
development is not currently at the level required by the future IoT due to still quite
immature development tools [99].
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2.3

SW/HW co-design based application specific processor design

The SW/HW co-design tools provide for a fair compromise between the SW based COTS
processor based solutions and hand-designed HW solutions. They aim at combining
the performance benefits of HW based systems with the ease of development features
provided by the COTS processor based SW development. SW/HW co-design enables an
efficient way of utilizing only the resources that are actually needed for the algorithms at
hand, while still being able to provide for some level of programmability.
2.3.1

Configurable COTS processor cores

The configurable COTS processors differ from the fixed COTS processors by providing
the ability to configure the processing resources of the processor. One such processor
family is Tencilica’s XTensa that is basically an extendable reduced instruction set
computer (RISC) ISA. The processor features configurable portions that can be modified
according to the prevailing processing needs. The XTensa processor configuration
provides the tools to enhance the RISC ISA by modifying the instructions, register files,
registers, bus configuration etc. [100].
In a way, the process is similar in enhancing the performance of RISC processors by
coding the critical routines in assembly instead of C with the standard RISC processors.
However, optimization can be performed on the hardware, so the approach can be
seen as a compromise between fixed general purpose processors and reconfigurable
applications specific processors.
With vendor provided tools, the programmer only needs to program the functionalities of the processor. The tools allow for custom instructions, function units and
registers, but situations where extra resources would be needed to one or the other entity,
while the others are not fully utilized, may lead to non-optimal resource usage and
performance. Reaching optimal performance will require manual hardware design.
Still, due to the lack of register bypassing, instruction level parallelism etc. similar to
other RISC processors, the full potential of architectural customization is not always
harnessed.
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Fig. 15. Design flow of Tensilica XTensa processors.

2.3.2

Transport Triggered Architecture Co-design Environment

TCE is an alternative SW/HW based TTA processor co-design flow that is more capable
of customizing the processor, based on the actual processing needs and still providing
for both DLP and ILP. TTA processors significantly differ from the conventional COTS
processors. Whereas on a typical COTS processor the operations trigger data movements,
on a TTA processor the operations are triggered by the data movements, and take place
whenever data is written to a trigger port of a function unit (FU). The TTA processor
only has one instruction move.
TTA programs are defined by data transports between RFs, FUs and possible special
function units (SFUs), and the actual operations take place as side-effects of transporting
data to the trigger port. Since every instruction word of a TTA processor can contain
multiple move operations, the instruction set states explicit ILP. On top of the ILP, TTAs
can also provide for data level parallelism that is defined by the number of transport
buses and FUs, that can even be designed to enable SIMD-style processing.
Although TTA processors resemble closely the very long instruction word (VLIW)
processors, they expose more of their internal architecture in their instruction set [101].
The fine-grained control allows developers to perform optimizations that are not possible
in a conventional processor. In addition to the fully exposed internal data paths, the
parameter reads and writes are explicitly stated in the instruction set of TTA processors
[29], and the programming model defines only data movements.
TTA processors designed with the TCE toolset have many beneficial features required
in IoT designs, as their main focus is in energy-efficient data-orientated computing [102].
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Customization of a TTA processor can be easily performed by adding or removing
processor hardware such as function units (FUs), transport buses and register files (RFs).
The basic composition of a TTA processor is illustrated in Figure 16.

Fig. 16. Basic composition of a TTA processor.

There are two FUs and one SFU in the processor illustrated in Figure 16. The SFUs
are custom operations and require macros in the code in order for the compiler to be
able to use them. The example processor also has a load store unit (LSU), two register
files (RFs), one boolean register (RFB) and a global control unit (GCU). The FUs, SFU,
LSU, RFs, RFB and GCU are connected through software arbitrated transport buses,
input and output sockets that together form an interconnection network connecting
all the resources into a single entity [29]. The black dots on the sockets depict actual
connections. The input ports marked with an X depict the trigger ports that trigger the
actual operation on the input data when data is being moved to these ports.
The TCE design flow is iterative, similar to, for example, SW based design flow.
The iterative design flow, together with the graphical user interface toolset, provides an
efficient and rapid way of testing and optimizing the system in software, before actually
starting the vendor specific FPGA or ASIC design flow. Thus, the TCE design flow
complexity is significantly reduced compared to traditional ASIC and FPGA design
flows, since most of the test and verification tasks can be performed with the TCE
toolset in SW. Thus, the time-to-market of a system is also substantially shortened.
Figure 17 illustrates the basic TCE design flow. The parts included in the actual TCE
toolset are in yellow. TTA processors can be programmed using high level languages
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such as C/C++ or OpenCL and the early SW development phase can be performed with
the same IDEs and development tools as with the conventional COTS processors. SW
development is not considered to be part of the TCE design flow, but as an external
part, as depicted in Figure 17. Also the synthesis and PAR phases of HW development
phases are not part of the TCE toolset; instead the vendor specific tools can be used for
implementing the processor on an actual FPGA or ASIC.

Fig. 17. Basic design flow of a TTA processor.

The SW development effort is equal to what a COTS processor would require,
provided that no custom function units need to be developed from scratch. Once the
initial implementation has been tested natively on, for example, a desktop PC, the
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actual porting to a TTA processor can begin. When porting the program to a TTA, the
programmer only needs to be aware that the operation set of a TTA processor is defined
by the FUs included in the HW. Thus, the actual program can be first verified on a COTS
processor and then compiled for a TTA processor. The initial version of the processor
can be based on a common HW basis supporting a wide range of instructions. Once
the program is verified to run on the initial TTA processor using the TCE toolset, the
processor optimization phase can begin. In the processor optimization phase, all the
excess resources can be pruned, enabling a smaller and more energy efficient processor
with higher performance capabilities.
Since most of the optimization and all of the verification is performed in SW, when
using ready HW blocks, the co-design work can be a rapid process and the ready
implementation potentially can be running on a custom TTA processor within minutes,
in an ideal case. In a case where the absolute peak performance is required, custom
SFUs need to be used. If no ready implementation for the required SFU exists, the
designer needs to implement one.
SFUs require two development phases; first, the functionality of the SFU needs to be
implemented in SW, typically standard-C-language. Second, the HW implementation
needs to be implemented with HDL. Once the HW implementation is ready, it still
needs to be tested and verified. Therefore, using SFUs increases the design effort.
Nevertheless, most of the verification can be performed in SW. Furthermore, the HW
verification for an SFU only needs to be performed once, and once it is performed the
SFU can be used from the HDB as any other FU.
The first phase in porting a program to a TTA, on TCE is the initial processor design
phase, which is performed using a graphical tool called Processor Designer (ProDe),
included in the TCE toolset. The initial processor design does not need to be optimized
in any way. Instead, the purpose of this phase is to verify that the program runs as
intended. The verification in turn is performed by compiling and simulating the program
using a retargetable compiler and simulator. Similar to verification, the optimization is
performed using the feedback from these same tools either using an automated design
space explorer, or manually by the designer.
For example, the simulator tools, the graphical simulator Proxim and the console
simulator ttasim produce statistics on the cycle count, with utilization of FUs, buses and
RFs that together help the designer in optimization phase. Based on the statistics from
the simulation tools, the FU, RF and bus count can be either decreased or increased,
depending on the current performance and energy efficiency demands.
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Based on the simulation tool feedback the designed can also estimate the need for an
SFU. The possible benefits of an SFU can be rapidly estimated by experimenting with
an SW based SFU design. Then, if the SFU is found to be potentially beneficial it can be
implemented in HW, and tested and verified with the HW design tools. Furthermore, the
interconnection network itself can be optimized, as having less connections on data path
buses allows the interconnection network to consume smaller area, which in turn leads
to decreased power consumption and improved performance.
After the SW and HW have been optimized to a desired level, the processor is
generated using TCE’s processor generator (ProGe) tool, which produces a synthesizable
HDL version of the processor that can be later used with the FPGA vendor tools to
synthesis and PAR tools. Before the moving to the vendor tool specific phases, the
program images for initializing the data, and instruction memories of the processor need
to be created using the program image generator to a desired format, such as binary.
After the TCE phase, the processor is ready for the vendor specific synthesis and PAR
processes with the vendor tools.
When used with vendor specific FPGA vendor tools, the TTA framework provides
for an efficient and rapid way of designing and deploying ASPs for IoT. The software
development hardly differs from the COTS SW development, as the same tools can
be used. However, there is a slight design effort originating from the processor HW
design, compared to COTS solutions. However, the benefits of using FPGA based TTA
processors easily override the slightly longer design times.
Furthermore, the use of a common processor basis as a starting point for all processor
designs, can cut down the design times significantly, since only the optimization part
needs to performed. Although, the requirements between different IoT applications
can differ significantly, the same basic features are typically shared over the various
application domains. These features can be efficiently covered by a common HW basis
for the design work.
The same applies to using ready HW blocks from the existing HDB of TCE. Most of
the design work can take place with ready HDB blocks, but in case a novel SFU needs
to be designed, the effort increases. The increase in design effort greatly depends on the
complexity of the SFU. If the designer decides that the processor would benefit from a
custom SFU, the designer needs to perform the RTL design, and verify that specific HW
block with the vendor tools. However, once the verification of the SFU is performed, it
can be added to the HDB and it can be reused in any design afterwards for any other
implementation.
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3

Performance of current architectures for
future IoT nodes

The scarce energy budgets of current battery operated wireless sensor nodes has placed
the main design emphasis on maximizing their lifetime. As a result of this design choice,
the processing resources are traded-off for longer node lifetimes. This design approach
restricts the application set of current WSN based IoT systems to simple event detection
and monitoring applications. The slow shift towards advanced sensing modalities
for future IoT begins by complementing the current simple parameter sensing based
solutions with, for example, imaging, audio or radio frequency sensing capabilities.
The future wireless sensor node based IoT systems will require advanced sensing
modalities with multiple sensors having many measurement channels, and thus also
require ever increasing computing capabilities due to the increase in amounts of
data. Multiple channels and excess processing are often needed to replace more
costly sensors and sensor schemes. The existing intelligent thermostats that measure
temperature, humidity, airflow and cues of human presence already show the potential
of multimodality. The present day wireless sensor nodes are typically equipped only
with a low power processor that is greatly underpowered for real-time signal processing
of any multichannel systems. A simplified model of a future sensor node is presented in
Figure 18.

Fig. 18. Typical composition of a future wireless sensor node.
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With current nodes the low power processors are responsible for control, communication and possibly some simple signal processing tasks. However, their low power nature,
combined with the other mandatory tasks the processors have to perform, the signal
processing and analysis is usually performed off-line. This thesis concentrates only on
the processing solutions, but acknowledges the need to reduce the power consumption
of the sensors and radio. This chapter focuses on the performance and energy efficiency
aspects of the current processor solutions for IoT systems.
3.1

Low performance processor – current IoT solutions

COTS processor based solutions are commonplace among the current IoT wireless
sensor node systems. As shown earlier in Table 1, COTS processor based IoT systems
can be roughly divided into three main subcategories; low-end, mid-range and high-end
solutions according to their computing capabilities. The main performance metrics of
the processors belonging to these categories are presented in Table 5; TI MSP430 and
ARM Cortex-M0+ represent the low end processors, ARM Cortex-M4F mid-range
single and multicore processors, and the high-end processors are represented by the
ARM Cortex-A9. The low-end solutions are covered in this section, while the mid-range
and high-end solutions will be covered in the two following sections.
Table 5. Power consumption and performance characteristics of current MCUs intended for
IoT.
MCU/SoC

TI MSP430 [103]
ARM Cortex-M0+ [104]
ARM Cortex-M4F [105]
ARM Cortex-A9 [53]

Peak power
consumption
(mW)

Peak performance

ROM (kB)

RAM (kB)

0.7 - 23.0
0.5
2.1
1000

16 MIPS
46.5 MIPS
80 MIPS
5.12 GFLOPS
[106]

0-60
8-256
512
N/A

0.125-10
1-32
64
2000000 [107]

The characteristics of the processors presented in Table 5 can vary significantly
between different vendors. In addition, the performance characteristics are very seldom
reported by the vendors, and the performance metrics differ since the processors are
originally intended for very different purposes. Typically, the low-end and rarely even
the mid-range processors have native support for floating point arithmetic format, which
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is why the metrics presented in Table 5 are rather for instructions per second (IPS) than
for floating point operations per second (FLOPS), except for ARM Cortex-A9.
Performance
The dominance of ULP MCUs as computing engines among current wireless sensor
node solutions is evident in [108]. The reasons for their popularity are manifold; low
unit prices, low power consumption, their support for high-level programming languages
and their features have been sufficient for most IoT applications so far. However, the gap
between the new potential IoT applications and the capabilities of the current low power
processor based systems is growing.
The low-end solutions typically use TI MSP430, Atmel ATmega or ARM CortexM0+ low power processors for handling both their control and signal processing tasks.
Since these are especially intended for battery operated devices operating with very
low power budget, their performance and ease of development characteristics are
traded-off to low power consumption. Although these MCUs can have an average power
consumption well below 100 µW , their performance falls significantly short of the 100
MFLOP-target set for this thesis.
The lack of native hardware support for floating point arithmetic format is limiting
the application range that can be cost efficiently supported by using these processors.
In [38] the performance differences between floating point and fixed point arithmetic
formats were demonstrated by performing fast fourier transform (FFT) with multiple
set-ups on a TI MSP430 processor. The performance results of floating point arithmetic
implementations were substantially lower compared to fixed point designs, due to the
lack of native hardware support and the consequent software emulation.
Furthermore, the three low power processors were benchmarked with an elliptic
curve cryptography system in [55] where their performance, power and energy efficiency,
among other things were compared. In addition, [55] and [109] also illustrated the
effects of 8 and 16-bit instruction set architectures to the program code size compared to
32-bit ISA processors, as every instruction fetch consumes energy.
Based on [55], a simple 16-bit multiplication was found to require up to 48 clock
cycles and 48 bytes of program code on an 8-bit AVR processor. On an MSP430 16-bit
processor, the code size was decreased to 8 bytes and the execution time to 8 clock
cycles. On a 32-bit ARM M-M0+ processor, the code size was reduced to 2 bytes and
the execution time to a single cycle. Although the ARM Cortex-M0+ had the largest
59

silicon area and power consumption per cycle, it provided the best energy efficiency
when higher performance is needed. Similar results were also presented by [109]for
the ARM Cortex-M3, although without power consumption and energy efficiency
comparison. Nevertheless, the low power consumption of TI MSP430 processors makes
them valid candidates for processing solutions when the peak power consumption is the
main concern.
However, a sub-clock power gating technique was implemented for the Cortex-M0
processor in [110] and [111]. The results show improved energy efficiency, but also
reveal that even with sub-threshold voltages, the ARM Cortex-M0 manufactured with a
65nm process consumes at least 8 mW when active. This indicates that an idle processor
would almost alone consume the targeted 10 mW power consumption. Nevertheless, as
the manufacturing technologies are still advancing and have already reached 14nm
technology, the power consumption of the processors will inevitably decrease further in
the future, and this applies to other architectures as well.
As IoT applications grow ever more sophisticated and more computationally
complex, the wireless sensor nodes of the future IoT will inevitably need to become
application specific rather than general purpose in order to meet the computational
requirements. Thus, the fixed HW and fixed ISA based COTS solutions will remain
either overprovisioned or underpowered for most uses. Especially the effects of ISA
ageing, illustrated in [112], are diminishing the potential of using COTS based processor
solutions as compute engines in the wireless sensor nodes of future IoT designs. In
order to retain backward compatibility, the current ISAs will continue to grow larger and
larger. Therefore, the proportion of unused instructions will also continue to grow ever
larger, and therefore deteriorate the energy efficiency of IoT devices.
However, the increasing performance demands of the IoT domain have not been
left unnoticed by the industry either. Texas Instruments has unveiled a novel low
energy accelerator (LEA) that is available for a few MSP430 models. The accelerator is
designed for vector based signal processing and in [50] is shown to achieve over 20-fold
performance and energy efficiency improvements compared to a similar system set-up
without the accelerator.
The results are very promising and up to par with what can be expected from an
ASIC accelerator. Nevertheless, the accelerator is fully fixed and only supports fixed
point arithmetic. The lack of floating point arithmetic support notably lengthens the
path to market, as illustrated earlier in Chapter 2. In addition, the fixed nature of the
accelerator does not enable any optimization of the hardware according to the task
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at hand, which can lead to both decreased performance and energy efficiency, when
compared to a configurable solution.
The approach of pairing a low power processor with an accelerator is somewhat
similar to what is advocated in this thesis. However, our reconfigurable accelerator
takes the signal processing tasks in full, while the low power MCU is left responsible
only for the control related tasks. Therefore, a simple MCU can be sufficient. This
approach can enable efficient overall system design with no need for overprovisioning.
The reconfigurable nature of the accelerator also enables fast path to market. In the
future, the low power MCUs will inevitably take responsibility of control related tasks
while accelerators, such as LEA, despite its limitations, or the one proposed in this
thesis, will be responsible of the actual heavy duty computing.
Energy efficiency and duty cycling
The low power features of ULP MCUs justifies their use in application domains that
prioritize low power consumption. However, the low power and energy efficiency
features do not necessarily go hand in hand, as ILP and DLP features are typically able
to improve the performance, while enabling the use of lower supply voltages and clock
rates. Table 6 illustrates the effects of pursuing higher throughput on a TI MSP430
[113].
Table 6. Power consumption estimate for COTS IoT components.
CPU frequency (MHz)

1
4
6
8

Vcc (V)

Power consumption
(mW)

Relative power
consumption per MHz

1.80
1.80
2.66
3.60

0.36
1.26
4.47
11.96

1X
0.9X
2.1X
4.2X

The numbers presented in Table 6, can be explained by equation 1 [114].
Pavg = (Pstatic + Pdynamic ) = (ISC + IL + αCeVcc f )Vcc ,

(1)

where ISC is the direct path short circuit current, IL denotes the leakage current, α is
the average switching activity factor, Ce denotes the effective switching capacitance, Vcc
is the supply voltage, and f is the clock frequency.
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Since both the dynamic power consumption and performance of these processors are
linearly dependent on the operating frequency, the power consumption of a specific
processor cannot be decreased by reducing the operating frequency without decreasing
the performance of a processor in tandem as shown in Table 6 [113]. Furthermore, since
the leakage current can be considered constant for a given technology, the only way to
reduce the ULP MCUs power consumption is to reduce its supply voltage, while that
limits the clock rate. Based on the numbers presented in Table 6, it is clear that the
greatest energy efficiency is achieved at the lowest frequencies.
The tradeoff between performance and low power features can also be observed from
Table 7, where the energy efficiency of the ULP MCUs is shown in the nJ/instructionrange. In the other end the desktop GPUs that can feature power consumption of up to
300 W , but achieve EPI levels in the pJ/instruction-range as shown in Section 3.3.
Table 7. Comparison of the two most widely used ULP MCUs [115].
Processor

ATmega128
ATmega128
TI MSP430
TI MSP430

Device

Active power
consumption
(mW)

Sleep power
consumption
(µW)

EPI (nJ)

Wake up time
(µs)

Mica2Dot
Mica
TmoteSky
TelosB

8
33
3
3.24

75
75
6
15

1.08
4.56
0.375
0.405

180
180
6
6

Table 7 also presents the wake up times of the ULP processors [115], which reveals
the significant differences between the two ULP MCUs. Whereas the wake up time of
MSP430 can be measured in few microseconds, the wake up time of Atmega128 is close
to 200 microseconds, probably influenced by its larger ISA. This difference in wake
up time can have a significant affect on the lifetime of a sensor node, since nodes are
typically put to sleep to save energy during idle-periods.
However, the TI MSP430, for example, has five different low power modes that
differ in terms of the amount of resources powered off during the sleep mode. A general
rule is that the deeper the sleep mode, the longer it takes to the MCU to wake up, as
more resources need to be awakened.
In addition, current wireless sensor node solutions, that are COTS processor based,
often feature an operating system such as TinyOS, Contiki or Neutron [116]. Although
the support for these operating systems can provide ease of development, they can
decrease the energy efficiency of a wireless sensor node significantly. For example, in
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[117], the effects of the boot time of the Neutron operating system were found to be
between 10-16 ms.
Furthermore, in [118], the sleep mode latency on an awake event was approximately
20000-35000 cycles for the DSP/BIOS operating system. This corresponds to about
20-35 ms at a 1 MHz clock rate. The latencies easily result in hefty increases in energy
consumption, and can take a large portion of the active time.
The long boot times of implementations using high-level programming languages
such as C++ are typically caused by the instantiation of ’objects’, and the initialization
of system resources. Furthermore, every time the wireless sensor nodes are powered
down, the RAM contents can be lost and have to be re-initialized at awakening, which
further prolongs the actual boot time and requires energy.
Figure 19 illustrates the typical active duty cycle of a low power processor. Since the
processors in this category achieve best energy efficiency at low clock rates, the active
duty cycle is typically very long due to low clock rates. The length of the wake up phase
depends on the processor architecture itself but also on whether using an OS or a bare
metal approach can have a significant difference.

Fig. 19. The typical active duty cycle of a low power processor in a wireless sensor node
domain.

3.2

Mid-performance processors – IoT solutions of the near future

Mid-range single- and multicore processors are able to provide notably higher performance compared to those considered in the previous section. The performance increase
is enabled by, for example, more advanced ISAs, ISEs and with multiple cores running
at higher clock rates. Yet, similarly to low performance processors, the hardware floating
point support is optional in the lower-end of this category. ARM processors are the most
widely used ones and thus this section focuses on them.
The higher-end processors feature hardware support for floating point arithmetic,
typically in the form of vector floating point (VFP). For example, the ARM Cortex-M
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and R series processors can feature a VFP coprocessor that supports half, single and
double precision floating point formats. Similar coprocessor and accelerator solutions are
available for most processors in this categories, due to the energy efficiency limitations
of serial processing.
Performance
The processors belonging to this category are provided by ARM only as IPs, which is
why the numbers represented in Table 5 and 4 may vary depending on the vendor and
the implementation choices.
As indicated by Table 4 ARM Cortex-M4 and Cortex M-7 processors provide
notably higher performance than the Cortex-M0 processors. Since even the Cortex-M7
processor cores can achieve as low as 33 uW /MHz active power consumption with 28
nm technology, they together with the Cortex-M4 are more intriguing choices for future
low power solutions than either one of the Cortex-M0s. They can be equipped with
floating point units, and their performance and energy efficiency is also further improved
by HW accelerated DSP ISEs, that enable, for example, some SIMD instructions.
As shown in Table 8 [119], the Cortex-A series ARM processors are able to achieve
peak throughput measured in GFLOPS for high performance Linpack (HPL), but the
power consumption clearly exceeds the targeted 10 mW range [119]. Despite the high
performance to power ratios and fast development paths, the ARM Cortex processors are
not suitable for energy self-sufficient solutions. Especially the floating point capabilities
do not come without a price. As the results in [106] illustrate, the VFP coprocessor can
on its own consume almost 100 mW , when running near maximum clock rates.
Table 8. Comparison of ARM Cortex-A series processors.

CPU clock (GHz)
CPU cores
HPL (GFLOPS)
Peak power (W)
Throughput (GFLOPS/W)

Cortex-A7

Cortex-A9

Cortex-A15

1
2
1.76
2.85
0.62

1
4
5.12
5.03
1.02

1
4
10.56
7.48
1.41

One variant of the ARM Cortex-A family is the big.LITTLE architecture. The
key idea is to have two different types of processors on the same SoC; brawny − cores
designed for maximum compute performance and wimpy − cores designed for maximum
64

power efficiency. Both set of cores work in conjunction with dynamic voltage and
frequency scaling (DVFS) that enables the cores to work with three different frequencies;
low, mid and high, depending on the computation load of that particular moment, yet
staying within the thermal design limits. Despite the different compute capabilities, the
two core types have identical ISA, which eases the software development effort. In
addition, all the cores are connected with a cache coherent interconnect fabric, which
enables the same view of the memory for all cores.
The floating point performance improvements are achieved through the more
advanced VFP units featured in the multicore CPUs native support for single and double
precision floating point arithmetic. However, these SoCs are not really intended to be
used in energy self-sufficient devices, as bare-board current consumption is at least 180
mA [120].
Energy efficiency and duty cycling
The ARM Cortex-M series processors support two sleep modes; a sleep mode that stops
the processor clock and a deep sleep mode that stops the system clock and turns off
the phase-locked loop (PLL) and flash memory. The programmer can control entering
and exiting the sleep modes with wait-for-interrupt (WFI) and wait-for-event (WFE)
instructions. WFI instructions places the processor to deep sleep mode and WFE to
sleep mode.
Since most of the processor resources including the system clock are powered down
in the deep sleep mode, the wake up latency is increased compared to the sleep mode
that leaves most of the processor resources awake [121]. Depending on whether the
processor state needs to be restored or not, the wake up-time from sleep mode can only
take 1 cycle, and from deep sleep mode only 2 µs. However, in case the processor
state needs to be restored the latency increases significantly [122]. Furthermore, as
illustrated in [50] the higher the clock rate, the more clock cycles is required for the
wake up procedure.
The Cortex A-series processors are originally intended for mobile computing and
are therefore designed in a more performance orientated manner. Although they have
four distinct power modes: run, standby, dormant and powered-off, rapid wake up has
not been a design priority. The wake up times have not been reported in the processor
specifications, but due to the higher clock rates used, more complex memory architecture
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also featuring caches etc. the wake up times are inevitably notably higher compared to
Cortex-M series processors, and especially compared to ULP MCUs.
As noted earlier in Chapter 2, ARM is only providing processor intellectual property
cores, which means that processors from different vendors can differ significantly.
This also affects the wake up latencies of these devices, since, for example, memory
architectures can be different, and as noted can have an effect on the overall wake
up times, they are not included in the numbers presented above. Overall, the wake
up latency as well as the wake up energy needs are orders of magnitude higher than
for COTS MCUs [123]. Since neither of the processor categories are able to provide
the targeted performance level, the ULP MCUs are more appealing to use as main
processors, along with a programmable accelerators.
Customizable processors such as the Tensilica XTENSA are able to provide performance and energy efficiency improvements compared to fixed ISA processors, by
providing tools for circumventing the possible bottlenecks in the code. However, they
still suffer from the same deficiencies with other RISC processors. Most importantly,
the main processor is still left responsible for all tasks including the control, signal
processing and communications processing tasks. The next section will show how
accelerator based solutions can provide significantly higher performance with less
energy.
3.3

High performance processors – enabler of the future IoT

The high-end IoT platforms are already featuring similar multiprocessor SoC solutions
to the current low-end smart phones. However, even though they can easily achieve
the performance target of 100 MFLOPS, their power consumption is a deal breaker
for any energy self-sufficient IoT solution. Also developing applications for peak
performance and high energy efficiency with multiprocessor SoCs is not very easy, due
to the heterogeneity of the architectures.
However, this high performance category, together with the accelerator based
solutions approach, provides many vital elements for achieving the combination of
high performance and energy efficiency required by energy self-sufficient solutions.
Outsourcing the compute intensive parts of the code, or even the whole signal processing
to accelerators, enables improvements in both performance and energy efficiency. For
example, baseband and voice processing are typically performed on a DSP, while
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3D-rendering is performed on a GPU. Optimized for the tasks, they can perform them
faster and with less energy compared to the main CPU.
3.3.1

Mobile graphics processing units

Mobile GPUs can provide an efficient way of offloading parallel portions of computation
from the application processors in terms of performance, energy efficiency and ease of
development. As far as the graphics processing is concerned, the first mobile phones
did not include GPUs; instead a single core CPU was responsible for most of the
graphics processing tasks. The increasing performance demands led to the emergence of
multiprocessor SoC-solutions. A similar shift towards multiprocessor solutions is now
taking place also in the IoT domain, due to the demand for ever increasing computing
capabilities.
The current mobile GPU architectures closely resemble early desktop GPUs featuring
SIMD architectures. The difference is that the mobile GPUs are integrated into SoC
solutions and share the system memory with the CPU, and possibly even with DSP and
other accelerators as well, as illustrated in Figure 11b. The tighter coupling of the CPU
and GPU, together with a more developed mobile GPU architecture, and improved API
support is enabling a more efficient way of harnessing mobile accelerators for general
purpose computing. The SoC solutions are providing performance and energy efficiency
for a wider application domain, since the most suitable processor can always be used for
the tasks.
The above mentioned GPU evolution can also be observed from Table 9. It is clear
that the performance gains achieved in mobile GPUs originate mostly from the increased
core count and operating frequencies, enabled by the advances in silicon processes from
the 65 nm complementary metal oxide semiconductor (CMOS) to the current 10 nm fin
field-effect transistor (FinFET) [124].
For the IoT domain, the evolution of mobile GPUs is moving in the wrong direction,
since by increasing the complexity of the architecture, the energy efficiency is simultaneously being sacrificed. Therefore, the most interesting mobile GPUs for the WSN
domain are the low-end GPUs, due to their relatively low power enabled by their simple
architecture intended especially for the low power mobile domain.
Furthermore, as appealing the performance metrics of the high-end mobile GPUs
may seem, they are mostly mere window dressing. This is due to the DVFS that begins
to degrade the computing capabilities quite rapidly when the device is running close to
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maximum clock rates [57]. The peak performance level can be attained only for a very
limited period due to overheating. The best peak energy efficiency is achieved with
run-to-finish-approach [76], but the DVFS can have a devastating effect on the energy
efficiency. However, the processing times can be short enough in the IoT domain to
avoid this issue.
Table 9. Evolution of the ARM Mali mobile GPU family.
Model
Mali-200
Mali-300
Mali-400
Mali-450
Mali-470
Mali-T628
Mali-T760
Mali-T880
Mali-G71

Core count

Clock frequency (MHz)

Launch year

1
1
1-4
1-8
1-4
1-8
1-16
1-16
1-32

380
500
500
650
650
695
700
850
850

2007
2008
2008
2012
2015
2012
2013
2016
2016

Moreover, the tighter coupling of different processors is rather for the ease of
development than performance [125]. From the perspective of IoT, the direction towards
ever more intricate system designs is flawed, or at least not optimal. For example, the
cache coherent unified memory architecture approach inevitably increases the power
consumption of the devices. Instead of the current CPU centric approach that can handle
both control and most of the signal processing on the CPU, the future wireless sensor
node based IoT solutions require a different computationally GPU centric approach,
which is illustrated in Figure 20.
In this GPU centric design, the system is optimized for GPU-style accelerator based
signal processing. The signal processing is concentrated on the accelerator, which
can access the sensor data directly without any CPU interaction. This simplifies the
architecture and reduces the control and memory overhead in the system level. Thus,
only parts of the control and radio communication tasks are handled by a CPU. Due to
the significantly lower computational load of the CPU, an ULP MCU is likely to be
sufficient for handling these tasks.
Basically, the GPU could be put to sleep when idle, but instead, the current mobile
phones have the GPUs running idle when there is nothing to process. The power
consumption of an idle mobile GPU can be significantly high. For example, the author
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of this thesis measured power consumption of 200 mW for a Qualcomm Adreno 330,
using the Trepn profiler [126] provided by Qualcomm. However, since the processor
vendors do not provide any details about the wakeup times of the mobile GPUs, they can
be expected to be relatively long, since the memories always need to be initialized. Also
sleep modes would most likely be used in case they provided better energy efficiency
than idling.

Fig. 20. Mobile GPU engined wireless sensor node.

3.3.2

Application specific accelerators

The Sensing, processing, communication, etc. requirements of IoT devices can vary
significantly between different application domains and even between different applications within a single domain. Similar to the general purpose oriented embedded
processor, also the ASIC designs need to target as wide a user spectrum as possible to
cover their high design costs. Targeting a wide user community almost inevitably leads
to overprovisioning of resources, and to sacrificing energy efficiency and performance
[127] [128].
Due to the overprovisioning penalty, a fixed design capable of handling multiple applications is typically out of the question. In addition, the great variance in requirements
between different applications speaks on behalf of reconfigurable solutions that allow
the processing resources to be configured according to the actual needs.
The down side of application specific processors is their potentially long path
to market. Instead of using a pure RTL based design approach, the programmable
solutions designed with tools that enable rapid path to market, such as HLS and other
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HW/SW-co-design toolsets are the ones that are the most promising for future IoT.
The use of reconfigurable solutions instead of fixed ones not only lowers the risk by
providing ways to fix potential bugs in the design, but also enables always using the
most suited algorithms for the tasks at hand, for example, based on the energy states of
the nodes.
Field-programmable gate arrays
Generally, FPGAs have been considered power hungry and therefore not well suited for
energy efficient designs. FPGAs indisputably consume more power than ASICs, but are
also providing for the ability to reconfigure the processing resources according to the
needs of the current applications. The hardware flexibility of FPGAs can also provide
energy efficiency, since their processing resources can be configured according to the
prevailing processing needs, while ASIC SoCs need to be overprovisioned in order to
be able to support a wider application domain, or fully fixed with limited support for
different applications. By configuring the processing resources according to the task at
hand, FPGA based solutions have the potential to attain high performance with greater
energy efficiency than COTS MCUs.
The benefits of coupling low-power optimized FPGAs with low-power MCUs are
shown, for example, in [129] to increase both performance and energy efficiency. The
FPGA based platforms provide also for maintainability and cost-efficiency through
prolonged lifetime, as both hardware and software running on the node can be remotely
reconfigured and changed.
The field programmable nature of FPGAs make them an intriguing choice for
implementing processing solutions, especially in the IoT domain, since the discovered
design bugs can be fixed and algorithms changed after the deployment of the devices.
The reconfiguration can be designed to be performed remotely, significantly lowering
the maintenance costs. Nevertheless, the remote reconfigurability also includes security
risks, which need to be carefully considered.
Both SRAM and Flash FPGAs can provide almost unlimited freedom to organize
the computation. However, typically the downside of hardware flexibility, which is
enabled by the fine granularity, is the increase in area, delay and power consumption
compared to, for example, CGRAs. Regardless, the freedom of design originates from
the ability to define hardware functionalities at the bit level and makes it possible to
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always use the optimum word lengths in all hardware blocks and interconnections. This
overrides the negative aspects such as higher power consumption of FPGAs.
The main differences between the two FPGA types, SRAM and Flash, are illustrated
in Table 10. As noted by [130] Flash based FPGAs offer significantly lower static power
consumption and shorter wake up times compared to SRAM based FPGAs. Both of
these features are extremely important for wireless sensor nodes, since the devices are
typically hibernating most of the time. The advantages of using Flash based FPGAs
over SRAM based ones have been presented in [32] and [131]. In the latter, a node
lifetime increase of 5X was achieved by using a Flash based FPGA, when compared to
SRAM based solutions.
Table 10. The main differences between the two FPGA types.

Inrush power
Configuration power
Standby power
Active power
Low power mode
Total power

SRAM FPGAs

Flash FPGAs

High
High
High
High
Low
High

Zero
Zero
Ultra Low
Low
Ultra Low
Low

Despite the better energy efficiency of Flash based FPGAs, there is a tradeoff
between energy efficiency and performance with the two FPGA types, as analysed
in [32]. The reasons for the performance differences are manifold, but generally the
SRAM based FPGAs have typically been manufactured with more advanced technology.
For example, the SRAM based Altera Stratix 10 is manufactured using 14nm Tri-state
FinFet technology, whereas the Flash based Altera Max 10 is manufactured using 55 nm
NOR Flash technology.
In general, the SRAM based FPGAs are designed for performance with higher
operating voltages and more advanced architectural features [132], while improving
both area and energy efficiency. In turn, the Flash FPGAs are intended for low-power
operations and they feature lower operating voltages and simpler architecture features.
Due to their ultra-low static power consumption, the Flash based FPGAs are ideal for
wireless sensor node solutions as long as they are able to provide sufficient performance
levels.
In addition to [32], there is also other existing academic work where the benefits of
the FPGA based design approach are investigated. In [133], an FPGA based remotely
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reconfigurable wireless sensor node design is presented along with an evaluation of
the cost of transmitting new HW and SW configurations wirelessly to the node. An
improved higher performance version of the Cookies node was presented in [134]. In
[135] a runtime reconfiguration of the Cookies node was demonstrated. An FPGA based
wireless multimedia sensor node was implemented in [136].
An FPGA based sensor node intended for vision based applications was introduced in
[137]. In [138], a reconfigurable wireless sensor node based on Virtual Architecture for
Partially Reconfigurable Embedded Systems (VAPRES) was presented. Modular FPGA
wireless sensor node solutions were described in [139] and [140]. In [141], a hardware
library for WSN sensor interfaces was presented. The combining factor for all the above
mentioned nodes is that they all use SRAM based FPGA solutions. The high static
power consumption prevents the use of these solutions in energy self-sufficient contexts,
since the total power consumption of the node easily reaches tens of milli-Watts.
A Flash FPGA based design approach for wireless sensor nodes is proposed in [142],
while concentrating mostly on the development tools that provide a ready framework
for implementation. In [137], a vision sensor node was implemented using an SoPC
approach. The design consists of a soft core RISC processor coupled with an FPGA
based reconfigurable hardware accelerator. The system was implemented on Altera
EP2C35 FPGA, which is a SRAM based FPGA.
Furthermore, the author of this thesis designed Flash FPGA based processing
solutions for condition monitoring in [32], [33] and [34]. In [32], a comparison between
SRAM and Flash based FPGAs in terms of energy efficiency and performance was
presented with emphasis on simple processing tasks such as finding local minimums and
maximums from filtered data. In [33], more advanced processing solutions intended for
bearing fault monitoring was presented. The work was further continued in [34], and the
results of the work were also demonstrated in cooperation with industry partners.
Increasing performance requirements are challenging FPGA architectures. The
advances in process technology providing higher transistor switching rates are being
cancelled out by the interconnect delays that are dominating the overall delay, while
simultaneously the current leakage is ever more influencing the overall power consumption. Therefore, architectural improvements such as the HyperFlex technology described
in [132] are required.
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Coarse grained reconfigurable arrays
The reconfigurability of CGRAs combined with their better area, power and performance
characteristics compared to FPGAs make them an intriguing design approach for IoT
devices as shown by the substantial academic research around them. In particular,
they perform extremely well for accelerating inner loops found, for example, in many
radio communications algorithms. Since often 90 percent of the execution time is
spent on 10 percent of the code, CGRAs are able to outperform most other platforms.
However, it was noted in [93] that the research on CGRAs has been concentrating
mostly on speeding up the inner loop bodies, while showing very little interest in the
actual application level performance.
When used as ASPs, CGRAs can offer close to ASIC performance yet providing the
possibility to reconfigure the processing resources. Although their performance to power
ratio is very attractive, their design effort can be quite intractable as presented in [143].
Although CGRAs can exploit instruction level parallelism well, they do not perform
well with data parallel structures. While there is recent work on mapping CGRAs for
SIMD-type processing, the fine-grained reconfigurable FPGAs still have the upper hand
in this domain.
The high energy efficiency combined, with the high performance characteristics make
CGRAs a viable design option for some IoT devices. However, as discussed in Chapter
2 often immature development tools are not providing desirable ease of development
characteristics in order for designers to efficiently map complex applications on the
CGRAs.
High level synthesis tools
As discussed in 2 the long path to market of ASICs is preventing their use in all but the
highest volume applications. Therefore, this work concentrates only on shorter path to
market designs, but still acknowledges the potential of HLS solution.
In [144], a comparison between hand-written RTL, Altera’s OpenCL Software
Development kit and Xilinx’s Vivado High Level Synthesis Design Tool was performed
on FPGAs. The results suggest that both the HLS implementation and the OpenCL
implementation achieve higher performance with a lower resource overhead compared
to handwritten RTL. However, the hand coded RTL version differed from the HLS
versions; for example, the handwritten version included custom floating point units that
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did not fit appropriately with the DSP blocks of the devices. For the above reasons, a
fair comparison is not possible. Nevertheless, both the HLS tool and the OpenCL SDK
implementation are able to lower the design effort notably, without very significant
effect on the overall performance.
Similar results were also presented in [145] and [146], however, all three articles lack
the details on how the optimization was carried out for handcoded RTL. Furthermore, the
results presented in [147] illustrate similar results to the three aforementioned articles
and demonstrate that the algorithm type can have an impact on the performance of HLS
based designs.
For instance, the results presented in [147] show that regular control flow type
algorithms with regular memory accesses achieved a performance level close to hand
optimized RTL. On the other end, a filter algorithm with dynamic memory management
and recursive traversal of pointer-linked tree structure, despite hand optimization, runs
only at a tenth of the speed of the hand optimized RTL. This significant performance gap
between the two algorithm types shows that HLS tools do not yet work for all algorithm
types.
The results in [148] were the opposite, and RTL based designs outperformed HLS
based designs in both throughput and area. Nevertheless, as the key design characteristics
of IoT devices are performance, ease of development and energy efficiency, studies
[149] [146] and [147] show HLS tools high potential.
Duty cycling of application specific accelerators and processors
Unlike with COTS processors and accelerators that have fully fixed memory architecture
and resources, the application specific processors allow also the memory resources to be
designed based on the application needs. This can be a significant advantage, since the
memory is usually the main performance bottleneck and source of power consumption
[150]. Typically, with programmable ASPs the program memory is non-volatile memory
(NVM), as it enables faster wakeup times. The data is instead stored in a volatile
memory, for example, SRAM.
The reason for using volatile memories for data storage originates from their
significantly shorter and more energy efficient memory accesses compared to nonvolatile memories. For instance, in [151] the read accesses to NVM were found to be
2.5 and write accesses 7.5 times more costly than to SRAM.
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The work by [151] did not specify which NVM was used, but, as illustrated in [152],
there is a significant difference between the two flash memory technologies; NAND and
NOR. While NAND based flash memories are seven times faster and over 55 times
more energy efficient in write accesses, the NOR based flash memories provide five
times faster read accesses with 10% lower energy consumption.
As a result the program memory is generally best implemented as NVM, while
the data memory should be implemented as SRAM. Nevertheless, as stated in [150],
harnessing Flash based memories for main memories is appealing, but their slow write
accesses and short lifetimes are hindering their potential for such use. However, by
including all constants in the program code, there is no need for initializing the volatile
memory, which will provide decreased wakeup times and improved energy efficiency.
Such an approach has been used in the novel GPU-style processor that will be presented
in the next chapter.
3.3.3

Transport triggered architecture

The application specificity of IoT processors means that significant savings can be
achieved in the silicon area and energy consumption, while simultaneously achieving
higher performance compared to COTS solutions, due to reduced architectural and
ISA complexities. This can turn into the advantage of FPGA based ASPs, regardless
of their power hungrier circuit technology. Instead of using commercial vendor tools
for the actual processor design work, the TTA approach was chosen as the design
framework for this thesis. The customized TTA accelerators used and implemented in
this research were designed using the TCE toolset. As already discussed in Chapter 2,
TCE provides an efficient co-design flow of HW and SW and provides fast and efficient
development work. By using the TCE toolset, TTA processors can be designed to be
fully programmable with high-level programming languages.
In addition, the designed processors can be rapidly deployed on any FPGA, by using
the vendor tools just for the synthesis, and place and route implementation phases. Since
most applications share similar basic requirements in terms of basic computation units,
the same HW blocks can be easily reused and the actual RTL design work can even be
close to non-existent. Only the SFUs require RTL design work, but they follow the
design once, re-use many times paradigm somewhat similar to what is presented, for
example, in [153]. In any case, once an SFU is designed, it can be added to the hardware
data base (HDB) from where it can be reused later without any further RTL work.
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With a TTA processor, a typical operation such as an addition or a multiplication
consists of two data movements for the input and one move operation for the output.
Since each instruction word can consist of moves from multiple different operations, the
instruction set also explicitly defines the instruction level parallelism similarly to VLIW
processors, but still exposes more of the internal architecture in the instruction set [29].
The programmer controls the data paths that consist of FUs, RFs and transport buses
connecting them through sockets.
The TTA architecture is fully scalable. However, the architectural complexity can
increase close to linearly with the number of FUs, buses and RFs due to the inevident
growth of the interconnection network. However, the interconnection network can be
optimized by reducing connections that are rarely used and by pruning all unnecessary
connections. By optimizing the interconnection, the processor energy efficiency and
performance can be increased as the size of the processor is decreased.
One particular benefit of TTA processors is their ability to exploit explicit register
bypassing [154]. This can be a major benefit compared to VLIW and RISC processors
that need to circulate their data through the register files and often make the registers the
hotspots of these architectures. In TTA the operands can be moved directly from one FU
to another, without using register files in between. Register bypassing helps to reduce
the register file sizes while simultaneously also increasing performance and energy
efficiency, since register files are responsible of a notable portion of the total power
consumption of processors [155].
Although the benefits of exposed data paths and register bypassing are clear, they
also possess downsides. The state of the processor cannot be represented solely based
on the register states, since the move operations can span over multiple instruction words
and since also the state of the execution units needs to be taken into account. Therefore
the TTAs do not typically support interrupts, as they would be very costly to implement.
The same reason also hinders and even prevents the use of hardware based pre-emptive
multi-threading on TTA processors. However, these features are typically needed only
by general purpose processors, whereas most accelerators and ASPs can do without
them.
TTAs can also feature relatively poor code densities, which mainly results from
the minimal instruction encoding that is used to simplify the instruction decoding side
[156]. However, the poor code density can be improved using code compression, if
necessary. If code compression is used, processor re-programmability is lost, which is
a problem in ASIC solutions. The FPGA based solutions can be reconfigured so the
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loss of re-programmability is not a problem. The downside of code compression is
that an additional HW block, an instruction decompressor, is needed, which decreases
the benefits slightly. Despite the few disadvantages of TTA processors, their benefits
override the minor shortcomings, especially the application specific solutions such as
the wireless sensor node solutions for future IoT.
In [29], the design flow of TCE for TTA based processor design is presented, and
the performance of TTA processors is compared to FPGA vendor soft-core processor
solutions. The results show significant speed-ups on software execution without the need
to use any instruction set extensions. Furthermore, the amount of system software can
be made minimal, contributing to rapid bootstrap, unlike with motes running operating
systems. The TTA processor can be programmed using high level languages such as
standard C, so there is no need to learn a new programming language, contributing to
the ease of development.
Although there are WSN applications that can benefit from DLP and single instruction multiple data (SIMD) processing, the ILP inherent in TTAs is more general. TTA
processors can apply multiple different operations to multiple different data, resembling
multiple instruction multiple data (MIMD) processing. Although systems exploiting
DLP can achieve lower instruction word length per executed parallel operation, the
control logic of the TTA processors is significantly simpler because the majority of the
decisions that are normally carried out in runtime are fixed in compile time in TTA
solutions.
The maximum achievable level of parallelism on a TTA processor depends on the
number of transport buses, FUs and the sockets connecting them. The trade-off between
power consumption and performance is naturally present also with TTA processors.
In addition to the energy consumption increase that every additional FU itself causes,
additional FUs also contribute by increasing the interconnection network size and
therefore also the power consumption of the total system.
The TTA based design approach used in this thesis relies on exploiting its processing
features that can include both DLP and ILP, instead of just the DLP available, for
example, on GPUs. The TTA framework enables efficient co-design of HW and
SW that provides for ease of development, even for systems consisting of multiple
measurement channels. The reconfigurable platform makes it possible to support a mix
of applications ranging from signal processing to, for example, baseband processing
in wireless communication, with always the optimal amount of processing resources,
enabling a solid combination of energy efficiency and performance. The experimental
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results presented later in this thesis show that this approach can be competitive, although
significant opportunities for development also exist.
The energy efficiency of mobile devices is being improved by offloading compute
intensive tasks suitable for parallel processing to the GPU. This way, the main processor
is free for other tasks and can even be run at lower clock rates. The same scenario is
also possible for the WSN domain, by simplifying the mobile GPU architecture. A
very simple ULP MCU could be responsible for the control tasks while the GPU-style
accelerator accesses the data directly, without MCU involvement, and processes it
efficiently using very little energy.
3.4

Summary

As illustrated in Chapter 2 and the sections above, achieving all four vital features;
energy-efficiency, performance, reconfigurability and cost-efficiency is a difficult task
with the current technologies and solutions. The application specific accelerator based
solution is expected to fit the IoT domain well, since the tasks are application specific
rather than general purpose.
The fixed functionalities of COTS processors require designers to compromise
between over and underresourced solutions. Although the overprovisioned designs can
be able to achieve the performance requirements of most applications, they drain their
power sources too quickly.
The under resourced solutions can meet the strict form factor and power efficiency
requirements, but their signal processing capabilities are often so poor that they are ruled
out, unless the applications require only lightweight tasks. The use of COTS processors
typically means that the designers are required to overdesign their systems, overpaying
for features not needed by the application. Both scenarios are undesirable.
Low and mid-performance COTS processors are not providing the software flexibility
either, as their ISAs are quite constrained and most of the processors lack native support
for floating point arithmetic. They are designed for general purpose computing to
provide support to as wide an application range as possible, but cannot reach the
performance and energy efficiency combination needs of future IoT.
Although the ULP MCUs can achieve extremely low power consumption, the lack
of processing power leads to relatively poor overall energy efficiency as the execution
time and therefore the active time of the processors is prolonged. In addition, the lack of
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support for native floating point arithmetic and limited API support are a development
hurdle.
COTS accelerators such as the Intel Myriad vector processing units [157] are one
potential option for machine learning based IoT applications, but currently their power
consumption exceeding 1 W, prevents their use in energy self-sufficient solutions.
The FPGA based solutions, especially with Flash FPGA, are good candidates for
implementing signal processing accelerators, as they provide a good combination of
flexibility, energy efficiency and performance, and when coupled with a ULP MCU, can
also provide the ease of development characteristics required in the IoT domain.
Furthermore, the FPGA based solutions provide better reconfigurability and flexibility than CGRAs, although CGRAs can achieve higher performance in some cases. Still
the FPGA based design work is time consuming compared to pure software development
with an MCU based system, as both software and hardware development are required.
As indicated by Table 11, mobile GPU architecture is an attractive accelerator style
as it provides the lowest EPI values, with relatively low clock rates [17]. However,
COTS GPUs are mainly intended for graphics processing and feature relatively high
power consumption. A novel GPU-style architecture is presented in the next chapter.
Table 11. EPI and GFLOP comparison for 32-bit floating point multiplication between CPUs
and GPUs of different form factors.
Processor
type
CPU
GPU
CPU
GPU
CPU
GPU
GPU

Formfactor

Model

EPI
(pJ)

GFLOPS

Desktop
Desktop
Laptop
Laptop
Mobile
Mobile
Mobile

Intel i5-3570
AMD Radeon Fury X
AMD C50
AMD Radeon 6250
ARM Cortex-A8
Nvidia Tegra X1
I.T. PowerVR 540

6886
31
935
38
100
3
16

122 @ 3.8 GHz
8602 @ 1050 MHz
1.9 @ 1 GHz
44.8 @ 650 MHz
1.8 @ 1 GHz
512 @ 1 GHz
3.2 @ 200 MHz
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4

Reconfigurable sensor nodes for future IoT

The combination of the characteristics that need to be fulfilled by the future processors
of wireless sensor nodes is challenging to reach. In this thesis a novel accelerator
architecture that combines mobile GPUs and ASPs is proposed; it compromises only
modestly between energy efficiency, performance, ease of development and flexibility.
The solution surpasses COTS solutions in performance and energy efficiency even when
being implemented on an FPGA platform. The FPGA approach provides also flexibility,
which enables rapid reconfiguration in case, for example, the algorithm changes.
By outsourcing signal processing tasks to a tailored ASP, significant savings in
energy consumption can be achieved. These savings originate mainly from the higher
computing capabilities combined with lower power consumption of ASP accelerators.
These features are enabled by the reduced complexity architecture that application
specificity of the accelerator enables. At the same time, the energy efficiency of the
whole system can be further improved by simplifying and downgrading the compute
capability of the main processor. This is possible, as the main processor is at best
left with nothing but the control related tasks, such as awakening the accelerator for
processing. The used open source TTA approach was chosen based on the ease of
development characteristics and earlier record of high performance energy efficient
computing [158] [159].
Although the EPI values presented in Table 11 clearly show the benefits of GPU
acceleration [62], the opportunities of GPGPU-style processing for the low power
wireless sensor node domain has not yet been studied. This is most likely due to the
relatively high power consumption of mobile GPUs. Instead of using COTS mobile
GPUs, this work presents a heterogeneous approach using an application domain
specific GPU-like accelerator that is intended for applications in the WSN domain. In
the following sections the novel accelerator solution is presented, together with two
preceding accelerator implementations.
4.1

Ultra-low power signal processing accelerator for ultimate
energy efficiency

The research started by designing a simple signal processing accelerator for low
performance wireless sensor nodes [32]. A straightforward algorithm for condition
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monitoring with pre-processing was implemented on a TTA signal processing accelerator.
Two versions of the accelerator were designed, the first for a 32-bit fixed and the second
for 32-bit floating point arithmetic. Furthermore, the designs were implemented on both
SRAM and Flash FPGAs in order to benchmark their performance, power and energy
efficiency features.
The objective was to investigate the potential of Flash FPGA technology for
provisioning computation resources for wireless sensor nodes. The arithmetic formats
used were chosen based on the dynamic range requirements of the algorithms and to
enable fair head-to-head comparisons with COTS processors. The algorithms consisted
of a poly-phase finite impulse response (FIR) filter that was followed by a low-pass FIR
filter, and in the final phase local minimums and maximums were extracted from the
filtered data. All processing was performed by the accelerator.
The focus of [32] was on the floating point arithmetic format, due to the enabled
ease of development compared to fixed point arithmetic format. COTS GPUs are also
optimized for floating point math instead of integer math. Whereas fixed point arithmetic
tends to require manual design, using unportable intrinsics and/or in-line assembly
coding, the floating point arithmetic format enables the developer to concentrate on the
actual algorithm optimizations, and rely on compilers in code generation.
The composition of the TTA accelerator is illustrated in Figure 21. The simple
accelerator consists of only four actual FUs, one LSU, four RFs, including a boolean
register (BL), and the GCU. The ALU-FU is used for integer arithmetic and logic
operations, while the FLOAT -FU supports five different floating point operations;
addition, subtraction, multiplication, absolute value and negation. The processor
includes one SFU, the MINMAX-SFU, which is used to locate the local minimums and
maximums from the filtered data. The stream FU used to stream input data in and output
data out is not included in Figure 21.

Fig. 21. The accelerator composition of the ultra low power TTA signal processing accelerator.
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The accelerator design was developed to be used as a co-processor beside a simple
soft-core ULP MCU on the platform presented in Figure 22, and also served as the basis
for the later designs implemented in this thesis. All the signal processing tasks were
outsourced from the main processor, while the main processor was only left with the
control task. By using the above off-sourcing approach, the signal processing tasks are
performed with high energy efficiency and performance on the accelerator, while the
MCU can be run at low clock speeds or even sleep during the signal processing, and be
woken up at completion.

Fig. 22. Flash FPGA based wireless sensor node (picture courtesy of VTT Finland).

Two versions of both TTA processors were realized; with and without dictionary
compression for the instruction memory. Due to the rather simple algorithms used
in this case the difference between the two implementation was negligible in terms
of energy consumption. However, the limited word length of the ROM on the Flash
FPGA mandates the use of dictionary compression with more complex algorithms. The
benchmark results are presented in Chapter 5, and are without dictionary compression.
The author of this thesis recognizes that the use of more specialized function
units would have improved the energy efficiency and performance, but since one of
the key characteristics of IoT design is ease of development, they were not included.
Furthermore, by using the available and already existing HW blocks, the design effort is
about the same as with a standard programmable COTS processor based solution.
4.2

Ultra-low power floating point accelerator for FFT based
applications

The potential of both Flash FPGAs and floating point arithmetic was recognized in [32]
[160], and the work was continued with more computationally complex algorithms,
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harnessing lower precision arithmetic formats. They are likely to be used in energy
constrained solutions, provided that sufficient dynamic range and precision is reached.
Similarly to the previous phase of the research, the power consumption, silicon area and
energy efficiency comparisons were performed for different arithmetic formats, with
emphasis on lower precision fixed and floating point arithmetic. Implementations with
the 32-bit floating point were used as a baseline.
Roller bearing monitoring was selected as the example application. However,
the processors can be used for other applications as well. The target application a
provided means of implementing an energy aware design, that could choose which
algorithm to run, based on the energy state of the node. However, as only the signal
processing accelerator was implemented within this research, the energy awareness was
not implemented as such. Instead, the energy consumptions of the algorithms were
compared to provide the basis for such a scheme.
Although bearings are critical parts of a machine, their failure rarely results in
machine failure, instead their failure can act as an indicator of larger problems. Typically
bearing failures are caused by insufficient lubrication, excess load, improper handling
and installation, among other things[161].
The condition of bearings is typically monitored using accelerometers or acoustic
emission based sensors that measure the vibration caused by a damaged bearing.
Typically the defect begins with a tiny crack that with time gradually advances to larger
and larger fractures that finally cause the bearing to break up completely. Due to the
gradual progression of the faults, WSN based condition monitoring can be used as a
proactive method to assist in the decision making on when to replace the damaged
bearings.
Typically the roller bearings to be monitored are located in a noisy environment in
industry. When combined with low cost sensors, the noisy environment usually requires
multiple measurement channels and even adaptive filtering. However, the high speed
rolling motion and changing magnetic fields can also provide a natural choice for energy
harvesting, as depicted in [162], [163] and [164].
Algorithms
In this part of the research, the condition monitoring of roller bearings of slowly rotating
machines was considered. Piezo-electric sensors were used to collect the measurement
data. Two different approaches for data analysis were implemented; one employing time
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domain and the other using frequency domain analysis. Since the time domain based
approach is simpler and computationally lighter, it can be used when the energy state of
the node is low, if the node has more energy, the computationally heavier frequency
domain algorithms are used.
The commonly used time domain analysis algorithms include determining the mean,
maximum/minimum, peak, root mean square and kurtosis. Despite their simplicity, this
approach is able to efficiently reveal a defected bearing by comparing, for example, the
RMS values to those of intact bearings, while naturally including a certain threshold to
avoid false positives.
The RMS algorithm is presented in Equation 2
s

∑Nk=0 xk2
,
(2)
N
where xk is the kth sample and N is the sample length. In this work a sample length
RMS(x) =

of 256 was used, which resulted in 2N overall arithmetic floating point operations. Since
the square-root operation is only a way to scale the RMS results, it was disregarded
from the final implementation in order to save scarce energy resources.
Unfortunately, time domain algorithms are unable to reveal incipient defects. Their
detection requires frequency domain analysis, for which Fourier spectrum analysis
methods are among the most widely used. In addition, the frequency domain algorithms
can also detect whether the defect is on the inner or outer cage or in a ball or bearing
roller itself [165] [161].
The power spectrum densities of an undamaged and faulty bearing are depicted
in Figure 23. The measurements were performed at the rolling speed of 73 rotations
per minute (RPM). The rolling speed equals approximately 1.3 Hz, which places the
harmonics at 2.6 Hz and 3.9 Hz. The damaged outer cage of the bearing is indicated by
the higher amplitude, especially at around 12 Hz in the frequency scale. Due to the
relatively low sampling frequency used in the measurements, not all the defects might
be detected. According to [166] and [167], the typical sampling frequencies used are
between 5-40 kHz. However, the purpose of this research was only to present a proof of
concept that could be further enhanced and extended for machines rotating with higher
speeds.
The power spectrum was calculated using Equation 3,
P(k) = |X(k)|2 =

1 N−1 i2π nk 2
| ∑ xn e N | .
N 2 n=0

(3)
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where |X(k)| denotes the magnitude of the spectrum and N the length of the FFT.
Whereas the 2N arithmetic operations required for a sample length of N by the RMS
algorithm, the real radix-2 FFT of length N requires a total of 5N log2 N floating point
operations. In the case of FFT length of 256, the power spectrum analysis together
with preprocessing requires almost 50N floating point operations in total. Furthermore,
the lower computational complexity of the time domain algorithms enable use of
lower clock speeds while still being able to achieve the real-time requirements, which
naturally provides for ever better energy efficiency. Nevertheless, the frequency domain
algorithms provide an efficient way to detect incipient damages, when sufficient energy
resources are available. Thus, potentially the analysis needs to be performed less
frequently with frequency domain algorithms, while the time domain techniques can be
used to detect sudden failures.
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Fig. 23. Power spectrum of the measured signal.

For the purposes of this research the 256 point radix-2 FFT resulted in sufficient
frequency resolution. A longer FFT would have provided for better defect detection
through improved frequency resolution. However, since the target was an energy
self-sufficient wireless sensor node, compromise between the detection accuracy and
computational complexity was needed.
By using the TCE toolset and readily available basic FUs, the overall amount of
design work was close to that needed for COTS processors, since most of the design and
testing efforts were carried out in SW. Furthermore, the TTA approach enables buffering
to be implemented either in HW or by virtual data buffers in SW. The latter approach
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typically requires extensive buffering of samples, which in turn increases the memory
usage and contributes to overall energy consumption [168] [169].
A first-in-first-out (FIFO) HW based buffering approach was used in this work.
Compared to low power single core COTS processor solutions that can be challenging to
design for multi-channel applications, the proposed TTA accelerator already supports
them through the featured ILP and DLP capabilities.
4.2.1

Arithmetic formats

The typical way of performing comparisons between fixed and floating point arithmetic
formats is by benchmarking 32-bit floating point format against 16-bit fixed point
arithmetic format. Comparisons performed this way are far from fair, since the double
amount of bits used for floating point arithmetic naturally consumes more power, and
therefore also energy. Furthermore, the support for special numbers, and under and
overflow exceptions specified by the IEEE-754 floating point standard, are power
hungry features that are useful in algorithm development but not needed in embedded
applications.
Typically the wireless sensor nodes solutions and the algorithms computed on them
can cope with far less precision and dynamic range than is provided by the 32-bit
floating point, thus in this work 16-bit floating point format is employed. It enables
achieving energy efficiency almost on a par with the 16-bit fixed point arithmetic format,
with significant improvements in ease of development, as compiler based optimizations
may suffice and eliminate the need to resort to intrinsics and in-line-assembly [160].
Interestingly, the 16-bit floating point arithmetic format can achieve better energy
efficiency than 16-bit fixed point arithmetic, provided that a customized processor
similar to one presented in this work is used. This is despite the fact that fixed point
FUs are simpler, more area efficient and faster than corresponding floating point FUs.
Floating point FUs feature automatic normalization, whereas the fixed point FUs do not.
The extra scaling operations required by the fixed point arithmetic lead to a higher total
cycle count and increased interconnection requirements. The difference in the cycle
counts between the two arithmetic formats can turn the choice in favor of the 16-bit
floating point, as will be shown in Chapter 5.
With fixed point arithmetic simple and fast bit shift operations can be used instead
of costly multiplication and division operations, provided that the multiplier or the
divisor are power of two values. Similar style bit shift operations were also harnessed
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for floating point implementations in this work. A simple SFU was implemented that is
able to handle multiplication and division operations with a floating point value and a
power of two integer value.
The SFU handles the multiplication and division operation with power of two values
by performing adding on or subtracting from the exponent of the floating point number,
respectively. The SFU can be exploited when, for example, the RMS and FFT lengths
are chosen to be power of two values. This approach is able to provide both performance
and energy efficiency improvements by decreasing the total cycle count. Furthermore,
the inverse square root operation can be efficiently estimated using the method shown in
[170].
4.2.2

TTA based node design

A simplified composition of the TTA accelerator is presented in Figure 24. The processor
consists only of readily available FUs from existing HDBs except for the aforementioned
SFU for dividing and multiplying floating point values with power of two values.

Fig. 24. TTA implementation for the signal processing module.

The TTA accelerator consists only of five FUs and one SFU; a logic FU for
logical operations, arithmetic unit arithmetic operations, a LSU for memory operations,
input and output FUs for streaming data and the SFU for floating point divisions and
multiplications with power of two values. In addition to the FUs there is a GCU,
four RFs and one boolean register (RFB). Only two RFs are shown in the figure for
simplicity. Despite the simple accelerator design, the accelerator supports the basic
logical operations and most arithmetic operations excluding the traditional division and
square root operations.
The basic FUs were emphasized for ease of design but also for retaining a multipurpose nature for the processor, so that it could be efficiently used for other application
domains as well. For example, parts of radio communication signal processing could be
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efficiently performed using the same accelerator beyond a single application. Nevertheless, only the mandatory operations were included, thus keeping the processor as small
and therefore as energy efficient as possible.
In total, three versions of the accelerator were implemented. One for each of the
following arithmetic formats: 16-bit fixed point, 16-bit floating point and 32-bit floating
point arithmetic. The 16-bit implementations are able to provide sufficient precision and
dynamic range, and the 32-bit floating point was implemented only for reference.
The only arithmetic restriction of the accelerator is the lack of traditional division
and square root operations, which can be avoided by proper parameter selections.
Furthermore, since the accelerator implementation is FPGA based, additional FUs and
SFUs can be later added to the accelerator, in case a wider algorithm range needs to be
supported. This reconfigurability factor is a significant advantage over the fixed ASIC
designs that can become even useless in situations where a specific feature is missing
from the processor.
In lieu of the SFU, the 16-bit fixed point implementation featured a 32-bit integer
arithmetic FU. This FU enabled an efficient way of handling the intermediate results
without having to scale the results in between computations, and thus losing precision.
Moreover, the fixed point processor actually had one FU less compared to the floating
point implementations, since the additional integer arithmetic FU was ultimately
removed in order to improve the overall energy efficiency of the accelerator. Removing
the FU decreased the overall power consumption of the processor, which had a greater
effect on the overall energy consumption compared to the performance improvements
provided by that FU.
Since the ease of development was targeted, all the implementations were programmed with C-language without any assembly optimizations. However, the 16-bit
floating point implementation required TTA-specific macros, since the 16-bit floating
point was not supported by the standard C-language as such. While the use of the
macros was straightforward, they somewhat degraded the ease of design.
Whereas both floating point implementations were able to execute fixed point
algorithms, the fixed point implementation did not support floating point arithmetic. The
performance and energy efficiency of floating point implementations for fixed point
arithmetic were naturally not at the same level with the fixed point implementation, due
to the excess hardware.
Both floating point implementations followed the IEEE 754-2008 floating point
standard formats. A non-standard format, similar to the one used in [160], was also
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considered, but not implemented in order to guarantee the dynamic range and precision
for wider range of algorithms. The floating point library that was used in this research
enabled different variations of implementing the floating point FUs.
Although the author recognizes that handling exceptions and special numbers in
floating point arithmetic can be extremely useful when algorithms are being implemented
and debugged, no support for denormalized numbers nor checking not a number (NANs)
and overflows was implemented. This was a deliberate choice since the target of the
work was energy self-sufficient wireless sensor nodes that feature extreme energy
efficiency requirements. Including support for these features would have decreased the
energy efficiency of the system, since the complexity of the floating point FUs would
have increased. For the same reason the simple round to zero method was used for
rounding.
4.3

Low power GPU-style accelerator for high performance sensor
nodes

The two above 16-bit TTA accelerators were designed for energy self-contained wireless
sensor nodes with high energy efficiency and throughput demands, while still also
emphasizing on the ease of development aspect. However, although sufficient for
the above mentioned applications, they are insufficient for meeting the real-time
requirements of, for example, AI or computer vision based IoT systems. Therefore a
novel GPU-style approach is proposed in this thesis for the high performance wireless
sensor nodes of the future IoT. Even though the performance and energy efficiency of
current mobile GPUs are appealing, the power consumption of even low-end mobile
GPUs is still measured in hundreds of milliwatts, which is hindering their potential to be
used in solutions such as the IoT that requires a combination of high performance and
extreme energy efficiency.
Furthermore, even the current low-end GPUs are grossly overprovisioned for most
IoT applications requiring high performance computing capabilities. Therefore, instead
of using COTS mobile GPUs, this thesis proposes GPU-style TTA accelerators that can
lead to significant savings in energy consumption, without having to compromise in
performance or ease of development. This is reached by configuring the processing
resources based on the actual needs of the applications, making the processor architecture
considerably simpler and simultaneously reducing the size and energy consumption of
the whole system.
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The goal of this work is to develop a rapidly reconfigurable signal processing
solution capable of achieving at least 100 MFLOPS performance, while only consuming
10 mW. The processor also needs to be designed with as little effort as possible while
still being capable of achieving the aforementioned performance and energy efficiency
metrics. TTA and TCE toolchain were chosen for the design framework due to their
ease of development characteristics, closely resembling many HLS tools. Compared to
HLS tools, and despite being a non-commercial toolchain, TCE is able to provide more
design freedom.
4.3.1

Applications

The proposed GPU-style accelerator was benchmarked with two computer vision applications; depth estimation [171] [172] and face detection [63] [173]. Both applications
feature high performance computing needs.
Depth estimation
The depth estimation algorithm is based on the block matching implementation of the
Open Source Computer Vision (OpenCV) OCL module [172]. Implementations for two
different depth estimation algorithms sum of squared differences (SSD) and sum of
absolute differences (SAD) [171] were made. Both algorithms were parallelized and
required conditional code execution only for finding the minimum disparity values and
their pixel indices.
The algorithm is compute intensive, and the computational load becomes high when
the input images get larger. Since the aim was to achieve maximum throughput and
since there was no significant difference between the output quality of the two variants,
the SAD algorithm was chosen for the final implementation. The SSD algorithm would
have required using single precision floating point arithmetic instead of the 16-bit half
precision format. The half precision arithmetic format contributed to significant energy
savings on the proposed TTA accelerator. Also the throughput of the Adreno mobile
GPU improved with using the 16-bit floating point format, whereas the performance of
the Radeon 7750 remained the same, regardless of the floating point format used.
The SAD algorithm used in this paper can be expressed as
B−1

SAD(u,v) =

∑

|(IL (x + i, y + j) − IR (x + u + i, y + v + j))|,

(4)

j=0,i=0
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where x is the horizontal and y the vertical pixels of the image, IL is the left input image
and IR s the right input image, the sum is calculated over a block size of B pixels.
The motion vector measuring the displacement can be expressed as
(û, ŷ) = argmin(u,v)εS (SAD(x,y) (u, v)),

(5)

where S = (u, v) − R ≤ u, v ≤ R and (x + u, y + v) is a valid position in the searched
image set IL and IR is the search set and R is an integer determining the search range.
The image size used was 427 ∗ 370 pixels and the used block size was a square of eight
times eight pixels. The image size was chosen based on the smallest available size from
the Middlebury Stereo Vision datasets [174].
Since the ultimate target was a high performance yet energy efficient implementation
for the TTA accelerator, the original parameters used in the OpenCV implementation
were relaxed. Also the post-processing phases used in the OpenCV implementation
were not implemented in this work. The trade-off between depth map quality and
performance and energy efficiency dictated the use of the reduced complexity approach.
Depending on the actual application needs, the post-processing could be performed even
with the same processor efficiently, while reducing the throughput only slightly.
Face detection
Face detection forms the basis of many computer vision and camera based applications,
and is most likely to be included in the WSN based surveillance systems of the future.
Typical current applications based on face detection are camera autofocus, smile
detection and access control to mobile devices or personal computers. In this study, the
Haar-feature based Adaboost cascade classifier, presented in [63] and [173], was used.
The algorithm consists of three separate parts; calculation of the summed area
table (SAT), scaling the calculated SAT, and finally the Adaboost cascade classifier
stages for detecting the faces. A burdensome statistical learning phase needs to be
first performed over a large number of samples before the algorithm can be used. In
this work, the learning phase was not implemented, but a readily available classifier
was used instead. The use of readily available classifier, constrained the use of 32-bit
floating point arithmetic for the computations, which hindered the performance and
energy efficiency of the processor little.
The two first mentioned stages can be quite efficiently parallelized, and are relatively
light weight computationally. However, the Adaboost-stages easily dominate the overall
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execution time of the algorithm. The Adaboost-stages are based on pruning the searched
pixels after every stage, while keeping track of the pixels that have a positive match for
faces. This type of pruning algorithm is not best suited for parallel processing, because
either the work group size needs to be pruned along with positive match for the faces, or
an excess number of work items needs to be used for decreasing the workload. Also
the phases need to be executed in a serial manner, decreasing the amount of parallel
processing available. The flowchart of the algorithm is presented in Figure 25.

Fig. 25. Flowchart of the face detection algorithm.

4.3.2

GPU-style accelerator architecture for applications requiring
high performance computing

The proposed GPU-like processing solution is a TTA based accelerator that is designed
using the TCE design flow. Unlike the two previous solutions, which were programmed
in standard C-language, the proposed accelerator is programmed using OpenCL. OpenCL
support for the TCE is achieved by using the POrtable Computing Language (POCL)
implementation of OpenCL [175]. By using TCE in conjunction with POCL, higher
performance can be achieved, since DLP can be much more efficiently harnessed. At the
same time the solutions retain their scalability and programmability.
The proposed approach also enables an efficient way of designing and using both
single and multicore TTA solutions. Since most WSN solutions need support for
duty-cycling based on the energy states, the accelerator needs to be coupled with a
general purpose processor, such as ULP MCU, to manage the control related tasks,
like putting the accelerator to sleep and waking it up again, when needed. However,
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the actual signal processing will be handled solely by the TTA accelerator. All the
potential interrupts are invoked by the TTA processor and take place only when an
anomaly in the processed data is found, for example, a face is detected. Since with most
IoT applications the tasks are short enough to allow this approach, there is no MCU
intervention required during the execution.
The GPU-style accelerator differs from the two previous TTA accelerators by
featuring characteristics typically found on COTS GPUs, such as SIMD-style FUs
for vector operations and OpenCL memory hierarchy. Yet, the TTA accelerators also
provide the benefits of single instruction multiple thread (SIMT) architectures and can
also benefit from ILP. Naturally, transport buses with wider word lengths are required
for handling the vector movements, but the vectors also enable more efficient use of
memory resources, as the number of accesses and thus data movements is reduced. The
simplified composition of the GPU-style accelerator implementation is presented in
Figure 26, while a more detailed SFU/FU based breakdown of the accelerator with area
and power estimates is presented in Table13.

Fig. 26. Simplified composition of the proposed TTA processor.

Similar to the two previous accelerator designs, the backbone of the GPU-style
accelerator consists of basic scalar integer logic and arithmetic units depicted with
LOGIC and ARITH, respectively. They are mainly used for calculating memory
addresses and basic logic operations. The main difference to the earlier designs is
the vector based SIMD-style arithmetic units VADD and VABS for performing half
precision floating point addition and absolute magnitude operations. In addition, two
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vector FUs are included for other vector operations, such as building vectors from
scalars and extracting scalar elements from vectors.
An additional vector SFU VMIN was implemented for finding the minimum vector
element value and its index. Finding the minimum element of a 16 bit floating point vector with 8 elements and its index, in the depth estimation algorithm, requires conditional
code execution, which inevitably decreases the performance of the implementation on a
COTS GPU as parts of the code get executed in serial. However, on a TTA processor the
VMIN SFU needs just two clock cycles without any conditional code, by including the
SFU. The typical caveat of GPU-style parallel processing, conditional code execution,
can be performed in HW, enabling the OpenCL work items to execute in parallel without
serialization caused by branching. Since the accelerator is optimized for two computer
vision applications, face detection and depth estimation, no other vector operations were
supported.
The GPU-style processor was programmed using Portable Computing Language
(PoCL) implementation of the OpenCL language. In OpenCL kernel code, the SFU
can be used with the simple TCE macros, similar to the 16-bit floating point units
used in the previous phases of the thesis. If the SFU is supported by the device, it is
used, otherwise the basic OpenCL kernel code is then executed, making the code fully
portable. The operation behaviour of the SFU has to be described only once, and it is
written in standard C in our implementation. The hardware realization of the SFU was
implemented using VHDL and adding it to the HDB for further use.
Furthermore, since the face detection algorithm has dynamic range and precision
requirements beyond the capabilities of the half-precision floating point arithmetic
format, the accelerator was equipped also with a scalar arithmetic FU (FLOAT) for
single precision floating point arithmetic. A scalar unit was chosen instead of a vector
unit, since the Viola-Jones based algorithm [173] used for the face detection did not
enable efficient use of vectors. This unit, however, increased the potential application
range of the processor significantly.
The vector FUs were implemented to support up to 128 bit wide vectors. Vector
lengths of 2X, 4X and 8X16-bit floating point vectors were supported by the hardware.
The support for the vector data types naturally required wider transport buses and also
register files with increased word lengths. Therefore, two out of six transport buses were
implemented as 128-bit wide for handling the vector move operations. Four additional
vector register files (VRFs) were included in the accelerator implementation, each
capable of storing eight 128-bit vectors.
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Table 12. Execution time µs for each platform @ 100 MHz.
Test
sha
blowfish
aes
motion
jpeg
gsm
adpcm

Proposed TTA

Nios II

5-stage mBlaze

3298.39
4884.98
270.33
54.18
25806.71
129.3
463.24

6040.46
10854.65
591.34
n/a
180017.48
198.77
1030.78

14933.69
16714.82
734.37
n/a
231131.94
n/a
1562.93

The support for the three different arithmetic formats, combined with the processing
requirements of two completely different computer vision algorithms, led to an accelerator architecture that was able to perform well also for general purpose computations.
Although the accelerator was designed for application specific processing, it was also
benchmarked with the CHStone benchmark [176] to provide insight into the general
purpose computing capabilities of the accelerator us. The accelerator was able to beat
both NIOS II and 5-stage mBlaze in most cases.
The CHStone benchmark results for the accelerator are presented in Table 12.
However, as the floating point based CHStone benchmarks required support for double
precision floating point arithmetic they were discarded. Table 12 also provides a
comparison to a Nios II and 5-stage mBlaze solutions. As the benchmark results show,
the proposed TTA performs extremely well for general purpose computing too, despite
the fact that it is optimized for the computer vision applications.
The processor design work was performed using the ProDe graphical interface,
similar to the processor designs presented earlier in this chapter. However, instead of
implementing the accelerator on a FPGA, it was targeted for 28 nm process technology
using an ASIC toolflow, since at the time of the implementation there was no large
enough Flash FPGAs available to fit the design, and implementing the accelerator
with 130 nm technology would have been pointless as neither the performance nor
energy efficiency targets of this thesis would have been met with such technology.
Currently, however, for example, the Intel Altera MAX 10 FPGAs might provide
sufficient resources for implementing the accelerator. Sufficient sized SRAM based
FPGAs were available but as already discussed earlier, their energy efficiency is not at
the level of the IoT requirements.
Vendor tools were used to estimate the area and power consumption and were
based on the back to back annotated post-place and route gate-level simulation results.
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For synthesis, place and route, and simulations, the operating frequency was fixed
to 800 MHz. Table 13 illustrates the function unit-wise breakdown of the processor
composition for area and power consumption. Naturally, even higher performance could
have been achieved by increasing the FU count, but the chosen composition was a fair
compromise between performance and energy efficiency.
Table 13. Composition and power consumption of the proposed TTA accelerator @ 800 MHz.
Unit

Integer Units
Float Units
Half Float Vector Units
Load Store Units
Register Files
Vector Register Files
Accelerator Core
Memories onchip
TOTAL (Core+Memories)

4.3.3

Number of units

Area (kGE)

Area (µm2 )

Power
consumption
(mW)

9
6
4
3
4
4
32
4
36

15
42
20
24
17
16
163
4043
4206

7023.3
20689.6
9732.2
13729.9
8474.5
8221.9
80029.9
1979543.2
2059573.1

1.2
11.27
6.73
2.69
0.69
0.91
33.01
98.50
131.51

Memory architecture and hierarchy of the accelerator

From the viewpoint of an IoT device, the memory architecture can be greatly simplified
compared to mobile GPUs. In most current IoT systems the data coming from the
sensors needs to be circulated through the MCU to the system memory before it is
accessible by any possible accelerator. This is similar in mobile devices that require,
for example, data coming from the camera to be circulated through the CPU memory
before the GPU can access it. Instead, the signal processing accelerators should have
access to the sensor data directly without the MCU working as a middleman. Only the
the processed sensor data, if any, needs to go through the system memory to enable
uncompromised energy efficiency.
Since no access to a memory compiler was available, a similar approach to that
used in [177] was chosen for estimating the memory power consumption. A memory
implementation that achieves the cycle-time requirements of the applications was
selected using the CACTI tool [178]. The memory behaviour of the accelerator was
modelled using the cycle-accurate Proxim-simulator that is included in the TCE toolset.
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The memory was implemented using multiple address spaces according to the
OpenCL memory model, with separate on-chip entities for all memory resources. In
contrast to COTS GPUs, also the global memory was implemented as an on-chip
resource in order to achieve the high performance requirements.
The size of the implemented data memory entities was approximately 16 kB for the
local memory, about 65 kB for the private memory and one megabyte for the global
memory. In addition, to the above data memories, also a separate instruction memory
entity was implemented. The read-only instruction memory of the processor was about
16kB. It is easy to see from Table 13, that the memories dominate both the area and
power consumption of the core.
The HW/SW co-design enabled by the TTA based approach and TCE tools provide
benefits also for memory optimization, since both HW and SW based approaches can be
used in conjunction. Instead of performing SW optimization for a predetermined fixed
memory architecture, the TCE co-design flow enables designing also the memories
based on the actual application requirements. Therefore, for example, the trade-off
between program and data memory optimization can be reduced, since the underlying
architecture is perfectly known by the developer.
It is also worth mentioning that the benchmark results presented for the accelerator
in the next chapter are for a single core TTA accelerator. A multi-core set-up is possible,
but was not fully supported by the tool-set at the time of the experiments and was not
therefore implemented.
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5

Implementation experiments

For IoT applications it is important to know the performance, energy efficiency and
silicon area estimates of the solutions. The two first-mentioned characteristics define the
capacity of the solutions, while the third is mostly related to cost. In the case of FPGA
design, the third is also required for judging the implementability of the solution. In this
chapter three distinct TTA accelerators implemented for three different applications are
benchmarked and compared against the appropriate COTS solutions.
In the first section, the results for an ultra-low power sensor node processor are
presented. The section concentrates on differences between SRAM and FLASH based
FPGAs and 32-bit fixed and floating point arithmetic formats. In the second section, a
more powerful processor intended for more complex and computationally intensive
applications, such as FFT based spectral analysis, is presented. The second section also
features arithmetic comparison between fixed and floating point formats. The third
section presents a high performance GPU-style TTA architecture. The accelerator is
intended for the most compute intensive IoT applications, such as computer vision based
video surveillance.
5.1

FPGA based TTA Processor for base level sensor node design

The motivation for developing low cost wireless self-powered solutions for condition
monitoring of industrial systems comes from the limitations of current solutions; they
are often too expensive and still do not provide the an adequate combination of energy
efficiency and performance. The cost should be so low that deploying multiple WSNs
can easily be covered by avoiding a single machine breakdown. By designing wireless
sensor nodes to be disposable, a damaged node can be simply replaced with a new one,
thus also reducing the maintenance and deployment costs.
5.1.1

FPGA technology comparison for IoT solutions

The TTA accelerators were implemented and benchmarked on two different types of
in-system programmable single-chip FPGA solutions; SRAM based Altera Cyclone III
EPC325F324 [89] and Flash based Microsemi Igloo M1AGL1000 [179]. Although both
devices are intended for low power solutions, the results show significant differences
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between the two technologies. The benchmarked application consisted of filtering a
noisy signal and locating the local minimum and maximum from the filtered data. If a
predetermined threshold value was exceeded by the local minimums or maximums, a
warning was given for a potential defect.
The limited and irregularly available sources of energy that current energy harvesting
technologies are able to offer, sets duty cycling constraints on the nodes. Thus, the
energy self-sufficient IoT solutions may spend most of their time in various sleep states
to preserve energy [39]. The live at power-up feature together with the ability to enter
and exit ultra-low power modes, even within microseconds [130], while still retaining
their SRAM and register data, are vital features for such IoT devices.
In contrast to Flash FPGAs, the programming elements of the SRAM based FPGAs
need to be loaded from an external device at every system power-up [89], which in the
worst case can take hundreds of milliseconds, cause a notable in-rush current spike that
challenges the power supply, and may deteriorate the energy efficiency of the device
[180]. The main differences between the two FPGA technologies used in this work are
depicted in Table 14.
Table 14. The main differences between the two FPGAs used in this work.
Device

Altera Cyclone III
EP3C25F324
Microsemi Igloo

Core voltage (V) Process technology

1.2
1.2 - 1.5

65 nm TSMC
130 nm CMOS

Number of
LUT-inputs

Embedded
multipliers

4
3

16 (18x18)
none

The SRAM based Cyclone III uses 65 nm Taiwan Semiconductor Manufacturing
Company (TSMC) technology. On the other hand, the Flash based Igloo uses 130 nm
complementary metal oxide semiconductor (CMOS) technology. The FPGA power
and energy consumption results presented later in this section are derived from Power
Analyzer and SmartPower tools, included in Altera Quartus II [181] and Microsemi
Libero SoC designer suite [182] development tools, respectively.
On top of the differences originating from the two different manufacturing technologies, Table 14 also illustrates one significant difference between the two FPGAs,
which affects both performance and energy efficiency [89]: the embedded multipliers.
Whereas the Igloo contains none, the Cyclone III can contain up to 16 18x18 embedded
multipliers. The lack of embedded multipliers can reduce the performance of solutions
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implemented on Igloo FPGAs, since their functionalities need to be implemented with
standard logic cells. This requires more silicon area and can lead to lower overall
performance and energy efficiency.
Furthermore, the logic cell composition between the devices differs significantly.
Igloo is composed of three-input Look-up table (LUT) equivalents, or alternatively
D-flip-flop/latches with enable [183]. The name versatile is used by Microsemi for their
logic cells [130]. In comparison the Cyclone III has much more complex logic cells
with four-input LUTs, a programmable register, a carry chain connection, and the ability
to drive the interconnections as local, row and columns [89]. The term logic element
(LE) is used by Altera in the documentation for the logic cells. The Cyclone III LEs also
support register packing and feedback, that can save silicon area [89].
The lower complexity logic cell composition of Igloo FPGAs typically leads to
larger processor silicon area with longer critical paths, which naturally affects both
the performance and energy efficiency characteristics of the processor. However, the
significantly lower static power consumption of Flash FPGAs speaks on behalf of Flash
FPGAs, as will be discussed next.
Power consumption
The power consumption differences between the implementations of the base level
signal processing accelerator are illustrated in Tables 15 and 16, where the computing
throughputs are the same with equivalent clock rates. The benchmarks are for the
condition monitoring application consisting of finding local minimums and maximums
from filtered data. The algorithms are explained in Chapter 4.
Table 15. Comparison of the power dissipation for the 32-bit floating point implementations.
Device

Altera Cyclone 3
Altera Cyclone 3
Microsemi Igloo
Microsemi Igloo

Core voltage (V)

Clock Rate (MHz)

Total power
dissipation (mW)

Total dynamic
power dissipation
(mW)

1.2
1.2
1.2
1.5

11
20
11
20

59.41
63.92
8.96
25.22

7.45
11.96
8.90
25.01

Comparisons reveal significant differences. Although the dynamic power consumption of Cyclone III is slightly lower than that of the Igloo, its notably higher static power
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dissipation reduces the total energy efficiency. The effects of the lower complexity logic
cells of the Igloo, show up as slightly higher silicon area requirements and lower peak
power when equivalent clock rates are used. Nevertheless, the extremely low static
power consumption of the Flash based Igloo provides for an advantage over the SRAM
based Cyclone and results in lower overall power consumption with all implementations.
Table 16. Comparison of the power dissipation for the 32-bit integer implementations.
Device

Core voltage (V)

Clock Rate (MHz)

Total power
dissipation (mW)

Total dynamic
power dissipation
(mW)

1.2
1.2
1.2
1.5

15
30
15
30

59.78
67.34
12.61
40.42

7.82
15.38
12.55
40.20

Altera Cyclone 3
Altera Cyclone 3
Microsemi Igloo
Microsemi Igloo

The results presented match the power characteristics in [130]. It needs to be noted
that the results of the 65 nm technology used in Cyclone III and the 130 nm technology
are compared directly without scaling, and thus favour the Cyclone III. For a fair
comparison, the results should be scaled and the scaled values would be even more
clearly in favour of Igloo.
In addition to the power consumption comparison, Tables 15 and 16 also illustrate
the power consumption characteristics for 32-bit floating point and integer arithmetic
formats, respectively. Two different configurations are used for both devices, since the
Igloo requires higher core voltage in order to achieve the peak operating frequency of
Cyclone III.
This exposes a downside of Igloo devices; higher core voltage significantly reduces
the energy efficiency, as will be shown in the next subsection. Nevertheless, even with
higher clock frequency, the Igloo is still able to outperform the Cyclone III in terms of
power efficiency.
Energy efficiency
Tables 17 and 18 present the energy consumption of an averaged single program
execution on both devices. The computing throughputs are the same with equivalent
clock rates. The peak clock rate for the floating point implementation was limited
by the long critical path of the 32-bit arithmetic unit. The maximum clock rate of
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approximately 20 MHz was achieved. However, a higher core voltage of 1.5 V was
required for Igloo to achieve it, which drastically decreased the energy efficiency of the
Igloo device.
Table 17. Comparison of the energy consumption of the 32-bit floating point implementations.
Device

Core Voltage (V)

Clock Rate (MHz)

Total energy
consumption (mJ)

Energy
consumption per
operation (pJ)

1.2
1.2
1.2
1.5

11
20
11
20

73.45
43.46
16.62
25.92

1440
850
330
510

Altera Cyclone 3
Altera Cyclone 3
Microsemi Igloo
Microsemi Igloo

Table 18. Comparison of the energy consumption of the 32-bit integer implementations.
Device

Core Voltage (V)

Clock Rate (MHz)

Total energy
consumption (mJ)

Energy
consumption per
operation (pJ)

1.2
1.2
1.2
1.5

15
30
15
30

54.20
30.52
11.42
18.32

1600
900
340
540

Altera Cyclone 3
Altera Cyclone 3
Microsemi Igloo
Microsemi Igloo

The differences originating from the different technologies and architectural choices
are clear from the results presented in Tables 15, 16, 17 and 18. Regardless of the
trade-off between peak performance and energy efficiency, the Flash FPGA based Igloo
is able to outperform the SRAM based Cyclone in energy efficiency, while providing the
same peak performance.
Silicon efficiency
The different architectural choices of the two devices also have an effect on the silicon
area consumption, which is illustrated Tables 19 and 20. Although the logic cell
composition of the devices is not the same, both devices feature about 25000 versatiles
or LEs, the overall resource allocation is comparable. The resource allocation between
fixed and floating point arithmetic implementations did not differ significantly on the
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Igloo, since no embedded multipliers were available and the two implementations differ
only from the arithmetic units point of view.
The difference between the two arithmetic implementations is more pronounced on
the Cyclone III. The Quartus II design toolset [181] was not able to use the embedded
multipliers for floating point implementation, which led to a higher silicon area compared
to fixed point arithmetic.
Table 19. Comparison of the required logic cells on the Altera Cyclone III.
Arithmetic

Fixed point 32-bit
Floating point 32-bit

Combinational
logic elements

Dedicated logic
registers

Total logic
elements

% of device
capacity

4302
5052

3050
3440

5346
6385

34.7
41.4

Table 20. Comparison of the required logic cells on the Microsemi Igloo.
Arithmetic

Fixed point 32-bit
Floating point 32-bit

Combinational
logic cells

Sequential logic
cells

Total logic cells

% of device
capacity

8926
10176

3594
3239

12520
13448

50.9
54.7

Main results and future work
The main reason for using the 32-bit arithmetic formats for this part of the work was
mainly mandated by the design environment, which did not fully support IEEE-754-2008
16-bit floating point format at the time of carrying out the experiments. Nevertheless, the
study of the characteristics of the higher 32-bit floating and fixed point arithmetic formats
provided beneficial information for further research with lower precision formats. Since
the ease of development requirements of the IoT devices speak on behalf of floating
point implementations, the use of lower precision 16-bit floating point is a logical choice
when the algorithm characteristics enable its use. The ease of development benefits can
be quite significant compared to fixed point implementations.
At this point the potential energy efficiency benefits of lower precision arithmetic
formats were estimated roughly by first scaling the energy efficiency results from 1.5 V
130 nm to 1.2 V 65 nm by using Equation 6 [184]. Then these intermediate estimates
were further scaled by estimating the effects of halving the word length from 32 bits to
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16 bits. This estimation was roughly performed by dividing the results by a factor of
two. However, this estimate is a bit optimistic since the accelerators typically require
also 32-bit integer arithmetic to compute, for example, the memory addresses.

ScaledValue = Unscaledvalue ∗

65nm (1.2V )2
∗
130nm (1.5V )2

(6)

Since on Igloo devices most energy dissipation is dynamic, the scaling should reflect
directly the overall energy efficiency of the device. Estimates that take into account
both the technology scaling and decreased word length are presented in Table 21. For
comparison, Texas Instruments TI C67x would demand about 285 pJ/FLOP, assuming
the same technology scaling from 130 nm to 65 nm [185].
Table 21. Energy efficiency estimates scaled to 1.2 V 65 nm technology.

Floating point 32-bit
Fixed point 32-bit
Floating point 16-bit
Fixed point 16-bit
1

Microsemi Igloo

Altera Cyclone III

106 pJ/op (11 MHz)
109 pJ/op (15 MHz)
53 pJ/op (11 MHz)
55 pJ/op (15 MHz)

850 pJ/op (20 MHz) 1
900 pJ/op (30 MHz) 1
425 pJ/op (20 MHz)
450 pJ/op (30 MHz)

Unscaled value

The experiments showed the potential of both the Flash based FPGAs and the
floating point arithmetic for energy efficient signal processing. The average energy
consumption per operation was 340 pJ, while the total energy consumption per processed
sample was 19.57 nJ. While taking into account the ease of develepment aspects of
the floating point arithmetic and the trivial energy efficiency difference with the same
design effort, the results were convincing enough to justify further studies using floating
point arithmetic with Flash FPGAs.
5.2

Ultra-low power floating point accelerator for FFT based
applications

In this part of the work condition monitoring of roller bearings was chosen as the
benchmarked application. Bearings are critical parts of a machine and an example
of objects located in hard to reach places, making this application a good subject for
experiments.
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Power and silicon efficiency
The TTA accelerator designed for this part of the research was based on the TTA
accelerator presented in the previous section. The MINMAX-unit was replaced with
an SFU depicted in the previous chapter. Three different versions of the accelerator
were implemented, one for each of the following arithmetic formats; 16-bit fixed point,
16-bit floating point and 32-bit floating point. Since ultimate energy efficiency was
targeted, the supply voltage of 1.2 V was used in this section for the TTA accelerators
implemented for the Microsemi Igloo FPGA.
The power consumption and silicon area usage of the three above mentioned accelerator implementations are compared in Table 22. The accelerators were implemented
only on Microsemi Igloo M1AGL1000 Flash FPGA, which was found to provide
superior energy efficiency compared to equivalent SRAM based FPGAs in the previous
phase of the work. The clock rate was fixed to 16 MHz for the power consumption
comparisons for all designs to achieve fair comparison. Each accelerator implementation
was designed on the same basis and thus only differ on the number and composition of
the arithmetic units.
Table 22. Comparison of silicon area usage, power consumption and maximum clock rate
between fixed and floating point implementations of the TTA processor.
Arithmetic

Silicon area
(Actel versatiles)

Power dissipation
(mW @ 16MHz)

Maximum clock rate
(MHz)

14018
9127
11334

19.026
16.557
17.135

17
20
20

32-bit floating point
16-bit floating point
16-bit fixed point

The best silicon efficiency and the lowest power consumption was achieved by
using the 16-bit floating point implementation. Since the floating point arithmetic
units included normalization even the intermediate results were handled only with
16-bits. Using only 16-bits for the data in all phases provided efficient way of reducing
the required 32-bit resources to minimum. The 16-bit fixed point implementation
required more 32-bit resources, for example for handling the intermediate results of a
multiplication operation of two 16-bit fixed point numbers. The silicon area and power
consumption comparison of the 16-bit arithmetic function unit of fixed and floating
point arithmetic is in Table 23, presenting the function unit-wise differences between the
two arithmetic formats.
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Table 23. Comparison of silicon area usage and power consumption at maximum clock rate
of a single arithmetic function unit between fixed and floating point arithmetic implementations.
Arithmetic

16-bit floating point
16-bit fixed point

Silicon area
(Actel versatiles)

Power dissipation
(mW)

Notes

1350
800

0.164
0.064

Normalized
Unnormalized

The additional 32-bit resources compared to the floating point implementations
impacted on the overall accelerator silicon area and power consumption so much
that the 16-bit floating point implementation surpassed the corresponding fixed point
implementation in both power per cycle and silicon area efficiency. The approach of
using extra 32-bit resources, however, resulted in a significantly lower cycle count that
led to better overall energy efficiency which is why the chosen approach was justified.
Furthermore, only approximately 40-50 percent of the total silicon area was consumed by the FUs and RFs, while the interconnection, memories, and TTA overhead
was responsible for the rest. Thus, the contribution of a single FU did not play a major
role in the overall resource utilization of the accelerator, as can be observed from Table
22 by comparing the two floating point implementations.
Due to the similar initial composition of the three processors, their peak clock rates
did not differ much. The peak clock rates for both 16-bit implementations were about
20 MHz, while the 32-bit floating point implementation reached 17 MHz. In order to
achieve the 17 MHz peak clock rate, the 32-bit floating point arithmetic unit had to use
longer pipelines, which resulted in 2.5 times longer execution time for 32-bit floating
point operation compared to the corresponding 16-bit floating point one. Furthermore,
the deeper pipeline required also more registers which in turn enabled the scheduler to
efficiently trigger the unit and therefore mask these longer execution times. Nevertheless,
the excess registers decreased the overall energy efficiency of the 32-bit floating point
implementation due to increased power consumption.
5.2.1

Energy efficiency comparisons

The energy consumption for performing a 256 sample power spectrum computation is
presented in Table 24. The effects of the additional MOVE-operations required for the
fixed point implementation compared to the floating point ones are visible in the table.
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The higher operation count increased the overall cycle count, and also led to increased
instruction memory size. The instruction memory size of the fixed point implementation
was almost doubled from the 5kB of the floating point implementations to 9 kB.
Table 24. Energy consumption comparison of a 256 sample power spectrum calculation.
Arithmetic

Total energy consumption
(µJ per 256 sample power spectrum calculation)

32-bit floating point
16-bit floating point
16-bit fixed point

98.37
75.36
94.74

As already discussed above, the increased cycle count contributed more to the overall
energy consumption than the additional 32-bit resources required for handling the
intermediate results. Thus, the reduced cycle count can overcome the increased power
consumption resulting from additional processing resources, provided that the additional
resources decrease the cycle count enough. Similar results have been reported, for
example by Tiwari et al in [168]. The results suggest that instead of using an ultra low
power MCU that has very limited processing capabilities, a more powerful processing
solution, capable of minimizing the active processing time, should be used instead. This
finding ultimately led the research towards the GPU-style processing solution, which is
presented in the next section of this chapter. Naturally, the higher performance processor
still needs to stay within the power threshold limits of the device, which is why COTS
GPU solutions are not applicable.
Regardless of their higher power consumption the floating point implementations
achieved relatively high energy efficiency, on a par with a recent TI MSP430FR5994
without LEA, as shown in Table 25. It needs to be noted that no technology normalization is performed between the TTA accelerators and the TI MSP430FR5994 in the
aforementioned comparison. The results are therefore misleading and favour the TI
MSP430FR5994 since the more recent technology used in MSP430FR5994 enables
higher energy efficiency and performance.
Since the actual computation on the TTA accelerator is performed on the floating
point FUs, the integer ALUs can be more freely used, for example, for memory address
calculations, and the level of ILP therefore increases. Also, since the normalization is
performed within the floating point FUs, the overall operation count is significantly
lower with floating point processors, which together with the increased level of ILP,
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resulted in a lower cycle count compared to the fixed point implementation. The effects
of the lower cycle count can be observed from Table 25, which shows both the total
power consumption of the accelerator and the number of 256 point FFTs that can be
performed with 1 mJ.
Table 25. Power consumption and throughput per mJ comparison at maximum clock rates
between the processor implementations.
Arithmetic

32-bit floating point TTA
16-bit floating point TTA
16-bit fixed point TTA
TI MSP430FR5994 fixed point [50]

5.2.2

Total power
dissipation (mW)

Dynamic power
dissipation (mW)

Throughput
(FFT/mJ)

20.92
20.08
20.69
8.87

20.87
20.03
20.64
n/a

11.9
14.6
12.9
14.4

Performance comparison with COTS solutions

The benchmarked TTA accelerator was compared with two widely used COTS MCU
based wireless sensor nodes: Tmote Sky [186] and MICAz [187]. Tmote Sky features
an MCU from the MSP 430 product family, and Micaz uses Atmel ATmega128L MCU.
These two platforms were chosen since their processor technologies are close matches
for the 130 nm Microsemi Igloo. The power consumption characteristics of these two
COTS MCUs, together with their maximum clock rates are presented in Table 26. For
fair comparison of the power consumption characteristics of the TTA accelerator, the
same clock rates were used. In addition, the power consumption of the TTA running
with its maximum clock rate is presented.
Table 26. Power consumption comparison of the proposed FFT accelerator and MICAz and
Tmote Sky nodes.
Platform

Tmote Sky
MICAz
16-bit floating point TTA mote
16-bit floating point TTA mote
16-bit floating point TTA mote

Maximum Clock Rate
(MHz)

Processor power consumption
(mW)

8
4
20
20
20

5.4
33
4.179 @ 4 MHz
8.303 @ 8 MHz
20.084 @ 20 MHz
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As already discussed above, the lowest power consumption does not necessarily lead
to the highest energy efficiency. Regardless of the lower power consumption provided by
the Tmoty Sky compared to the TTA accelerator with the same clock rate, the MSP430
MCU is not able to achieve the same performance level as the TTA accelerator. The
run-time analysis results presented in [38], show the difference between floating point
and fixed point arithmetic formats on a Tmote Sky with various FFT lengths. These
results are combined with the results obtained from the TTA accelerator benchmarks in
Table 27.
Table 27. Execution time comparison for 64 and 256 point FFTs on a Tmote Sky and our TTA
mote.
Platform

Floating point (ms)

Fixed point (ms)

Clock frequency (MHz)

Tmote Sky 64-point FFT

1188

19.93

4.1

Tmote Sky 256-point FFT

5680

100.7

4.1

TTA mote 64-point FFT

3.61

4.12

4.1

TTA mote 256-point FFT

16.58

18.29

4.1

By comparing the benchmark results presented in Table 27, the shortcomings of the
MS430 used in the Tmote Sky become obvious. The TTA accelerator outperforms the
Tmote Sky in both arithmetic formats, even with lower clock rates. Furthermore, the
effects of the lack of the hardware floating point support on the Tmote Sky become clear
by comparing the floating point results. The poor floating point performance caused by
the software emulation dictates that the Tmote Sky needs to be programmed in fixed
point arithmetic in order to achieve even a decent performance level, while still falling
short of the performance level of the TTA accelerator. Thus, it can be noted that the TTA
approach provides for a good combination of ease of development, performance and
energy efficiency when compared against the Tmote Sky.
For further comparisons, the energy consumption characteristics of two fixed point
implementations from the work of Pullin in [38] are compared with the floating point
implementations of this work in Table 28. The energy consumption estimates are
calculated based on the execution times presented by Pullin in [38], and the power
consumption figures presented in Table 26.
Although the present day COTS MCUs, like ARM Cortex M0+, can provide power
consumption of under 100 uW/MHz, they still lack the hardware support for floating
point. This deficiency means that they still need to be programmed with fixed point
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arithmetic, decreasing their ease of development characteristics. Furthermore, as already
discussed earlier, their low power consumption does not necessarily lead to high energy
efficiency.
Table 28. Energy efficiency comparison for FFT processing between the proposed TTA accelerator and a Tmote Sky.
Platform

Total energy consumption (µJ)

Tmote Sky 64-point fixed point FFT
Tmote Sky 256-point fixed point FFT
TTA mote 64-point FFT 16-bit floating point
TTA mote 256-point FFT 16-bit floating point

5.2.3

107.6
543.8
14.87
68.28

Summary

The total power consumption estimates of a reconfigurable wireless sensor node equipped
with the TTA accelerator is presented in Table 29. The illustrated estimates presume an
active state for all components with the shown approximated duty cycling. The worst
case power consumption of 70 mW defines the momentary output requirements of the
energy storage. Furthermore, the energy harvesting need is estimated at 10 mW based
on the average power consumption of the system.
Table 29. Power consumption estimate for a whole node including the proposed TTA FFT
accelerator.
Component

TTA processor @ 4 MHz
Transceiver (TI CC2420)
Sensor (Kionix KXTE9-2050)
Total

Maximum power
consumption

Approximated duty
cycle

Average power
consumption

4.17 mW
35-65 mW
0.1 mW
40-70 mW

100 %
10 %
100 %

4.17 mW
3.5-6.5 mW
0.1 mW
8-11 mW

It is worth observing that the power consumption estimates of the TTA accelerator
are based on 130 nm Flash FPGA technology that is already significantly outdated.
Altera’s Max 10 [188], based on 55 nm technology, is a good example of current Flash
FPGAs, and also features embedded multipliers. The more advanced technology along
with the embedded multipliers makes Max 10 much more energy efficient and higher
performing FPGA than the Igloo. The mere technology scaling should provide over
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two-fold energy efficiency improvements in power efficiency. Furthermore the issue with
small ROM sizes on Igloo devices is also relieved with the recent Max 10 family, which
features ROM sizes ranging between 12-736 kB. These memory sizes are sufficient for
implementing complex signal processing algorithms, and parts of the wireless radio
processing on a single TTA accelerator, while harnessing the ROM for instruction
memory purposes.
The first two phases of this research provided insight that the TCE tool-set offers
ease of development, performance and energy efficiency, enabling rapid design and
deployment of wireless sensor nodes. By using floating point arithmetic, the development
time can be further reduced compared to fixed point designs. It was also shown that the
floating point arithmetic does not carry a power efficiency penalty when compared to
fixed point arithmetic, while presuming the same design effort. On the contrary, in
addition to improved ease of development and cost efficiency characteristics, also the
energy efficiency of the system is improved by using floating point arithmetic on the
TTA accelerator.
The results of the research presented so far speak on behalf of ASP accelerated
solutions. Compared to the pure COTS MCU based solutions, the ASP approach enables
more efficient use of floating point arithmetic, without having to sacrifice the energy
efficiency of the processor, as the results with the outdated silicon technology show. The
single core TTA designs implemented on Flash FPGAs have not been able to achieve
the 10 mW power consumption target nor the 100 MFLOPS performance target set
for this research. However, the Flash FPGA used in this research was relatively old
and manufactured using 130 nm technology. Therefore, both energy efficiency and
performance features can be improved by using a more recent Flash FPGA with more
recent silicon technology.
Although technology scaling can help to resolve the power efficiency issue, it will
not solve the performance issue, since the TTA processors presented so far have a peak
floating point performance of about 4 MFLOPS. Thus, the findings speak on behalf of
GPU-style processing as it can enable overall energy efficiency combined with increased
performance, regardless of the slightly higher power consumption. Therefore, in the
next section, a novel GPU-style signal processing accelerator, intended for future WSNs
applications with high performance computing is presented.
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5.3

GPU-style TTA accelerator for high performance wireless
sensor node solutions

As more complex algorithms will be run on resource limited WSN nodes and systems in
the future, the issue of interest is to find an alternative to general purpose platforms that
finally compromise the energy efficiency. Consequently, two computer vision algorithms
were implemented to study the energy efficiency and throughput combinations that can
be achieved with complex applications, while maintaining ease of development features
close to COTS processor solutions. Both of the implemented algorithms are beyond the
capabilities of current self-powered nodes. Although the primary focus of curiosity was
on throughput, the use of TTA acceleration was expected to contribute in a combination
of performance and energy efficiency, while also providing ease of development close to
current COTS MCUs.
Computer vision applications were benchmarked on both desktop and mobile GPUs
for reference. The same parameters were used regardless of the platform used for fair
comparison. Since the TTA benchmarks were designed to be dependent on the memory
implementation and host-processor, also the benchmarked throughputs were based only
on kernel execution times, and the data transfer times were discarded, again for fair
comparison.
The algorithms were at first implemented and optimized in OpenCL for AMD
Radeon HD 7750 [189], a mid-range desktop GPU based on AMD’s graphics core next
(GCN) architecture [190]. After the desktop implementation, the code was ported and
optimized for mid-range mobile GPU, a Qualcomm Adreno 330 [191].
The architectures of the two GPUs differ quite significantly. The Adreno 330 is
based on SIMD-style architecture and is less advanced compared to the Radeon 7750,
with the most significant difference in their memory architectures [192]. Whereas the
Radeon employs a bus based memory design [189], the Adreno shares memory with the
CPU, so the same optimization strategies do not apply.
Radeon 7750 also provides hardware units that can execute simple branches without
any performance penalty [190]. This feature is not available with the Adreno, nor
with the proposed TTA accelerator, which required slightly different programming and
optimization approaches to avoid conditional code execution for both the mobile GPU
and the proposed TTA accelerator.
For the most part the OpenCL code was quite similar for all three implementations.
The implementation for the desktop GPU was the most straightforward, since the
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simple branches could be handled with if...else statements without performance penalty.
However, on the mobile GPU and on the proposed TTA accelerator, branch predication
was used instead of the simple if...else statements for increased performance [193]. The
branch predication approach was experimented also for the Radeon 7750, but it led to
decreased performance, mostly due to an increased instruction count and register usage.
It needs to be noted that unlike in the previous two sections, the processors designed
in this phase of the research were synthesized for ASICs instead of Flash FPGAs. The
main reason for this choice originates from the immature technology of the Flash FPGAs
at the time of the research. The FPGAs available at the time of the work were too small,
and their maximum clock rates were too low for achieving the performance targets of
this work. These technological shortcomings are further discussed in the last chapter of
this thesis.
5.3.1

Performance and energy efficiency comparison for depth
estimation application

Although the original OpenCV OpenCL implementation of the block matching algorithm
was already optimized for GPU processing, and took full advantage of the OpenCL
memory hierarchy, the optimizations were performed solely for desktop GPUs. In
addition, each of the compute units on the AMD Radeon HD7750 featured a branch unit
and thus simple branches had no effect on the overall performance of the depth estimation
application on the used device. The optimization of the desktop GPU implementation
was therefore limited to only harnessing some device specific accelerated fast math
operations, and by relaxing the original algorithm parameters for it to better suite mobile
platforms.
Since the algorithm featured a simple branch for checking whether the pixel value
was the current minimum or not, it did not achieve the optimal performance as such. By
using branch predication, all the work items were able to execute the same code without
having to diverge. Regardless of the slight increase in the workload due to redundant
operations, this approach enabled improved performance on both the mobile GPU and
the TTA accelerator. However, the branch predication approach actually decreased the
performance of the desktop GPU slightly, and the simple if...else statements were used
instead.
The desktop GPU has plenty of fast on-chip memory resources available. Also
the Adreno 330 features more than sufficient local memory resources for the used
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image size of 427 ∗ 370 pixels. However, the Adreno easily runs out of private memory
resources. In addition, the Adreno does not seem to support register spilling to global
memory, which is typically supported on desktop GPUs. Instead, the Adreno maximum
work group size is limited, and as the register usage increases, the maximum work
group size is scaled down. The use of half-precision floating point arithmetic helped to
circumvent this feature up to a certain point, and the maximum work group size for the
implementation increased from 64 to 96 for the depth estimation implementation. The
higher work group size resulted also in improved performance.
Since the HW and SW for the TTA accelerator are designed hand in hand, memory
constraints similar to the mobile GPU implementation can be avoided. By tailoring the
memory resources according to the actual needs of the used applications, significant
savings in energy consumption can be achieved, since excess memory resources can be
pruned. The memory requirements of the TTA processor can be resolved already at the
simulation phase in the software before the actual RTL HW design phase. The final
memory architecture implementation can then be easily performed using the vendor
tools before the synthesis and place and route phases of the design work.
After the mobile GPU implementation depth estimation application, code was ported
and optimized for the TTA accelerator. The mobile GPU code was a good starting
point for the optimization, because the architectures are fairly similar. At first the code
was optimized in a way that vector data was more efficiently used in all parts of the
algorithm, since parts of the GPU based code were implemented using scalars. The
modification to use vectors instead of scalars was enabled by minor changes to the code,
complemented by implementing an SFU to avoid branching in finding the minimum
disparity value and its index. The optimizations provided substantial performance
increase on the TTA accelerator with vector data used throughout the algorithm avoiding
the branching.
Table 30 presents the throughput and energy efficiency results for the two GPUs and
the proposed TTA accelerator. Typically uneven block sizes are used, in order to place
the pixel in the pipeline to the center of the block. However, the use of power of two
block dimensions enabled more efficient use of vector data. Naturally, the desktop GPU
easily outperforms the other implementations when sheer throughput is observed, but it
performs the weakest when the throughput per watt-measure is used.
Since the TDP value for Adreno is not provided by the vendor, it was estimated
using Qualcomm’s Trepn profiler. The power consumption of an idle Sony Xperia
Z3 was first measured and then compared to the power consumption measured while
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running the application on the device. The memory power consumption estimates are
included in the TTA power consumption for fair comparison, and all memory resources
including the global memory, are considered as on-chip resources here. It needs to be
noted that the actual memories were not implemented but estimated using the Proxim
simulator and CACTI tool [178].
Table 30. Throughput comparison of the depth estimation algorithm.
Platform

Throughput (fps)

Throughput per watt (fps/W)

179.5
3.0
9.8
11.6

0.7
0.1
5.4
88.2

AMD Radeon HD 7750
Intel Core i5-480M
Qualcomm Adreno 330
Proposed TTA accelerator

Interestingly the proposed TTA accelerator outperformed both the desktop CPU and
mobile GPU in terms of throughput, although, for example the Adreno 330 is reported
to achieve a peak performance of 130 GFLOPS [194]. Despite falling short of the
throughput performance of the desktop GPU, the TTA accelerator provides superior
throughput per watt-performance, illustrating the benefits of the application specific
nature of the processor.
5.3.2

Performance and energy efficiency comparison of the face
detection application

Similar to depth estimation, the face detection application was also first optimized for
a desktop GPU. The desktop GPU implementation revealed the Adaboost stages to
be the bottleneck of the GPU implementation of the algorithm. The initial OpenCL
version of the application was running faster on a CPU than on the GPU, due to the
large amount of conditional code and large amount of data transferred between the host
memory and GPU memory. The algorithm itself requires many branches, so branching
was unavoidable. However, the initial OpenCL code was changed in a way that enabled
minimizing the data transfers between the host and device memory, which improved the
GPU performance.
Multiple different approaches, from multiple small kernels for each stage on each
scale to one large kernel for each scale, were experimented on with a view to solving the
bottlenecks related to the Adaboost stages of the face detection algorithm. Neither the
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kernel size nor the amount of kernels for Adaboost stages made much difference to the
performance on either GPU platform. However, using one large kernel for each scale
provided the best performance on the TTA accelerator.
The benchmark results for the face detection application are presented in Table 31.
The results are for an image size of 512 ∗ 512 pixels with a search window size of 20 ∗ 20
was being used. The serial nature of the algorithm and its effect on the performance are
clear from the results. When compared to the results of the depth estimation algorithm,
where the GPUs easily outperformed the desktop CPU, the CPUs have the upper hand
for the face detection algorithm. The mobile CPU even provides better throughput
per watt characteristics, compared to either one of the GPUs, even though the power
consumption estimate is derived from the total power consumption of the Sony Xperia
Z3 Compact device.
Table 31. Throughput comparison of the face detection algorithm.
Platform
AMD Radeon HD 7750
Intel Core i5-480M
Qualcomm Adreno 330
Qualcomm Krait 400
Proposed TTA accelerator
1

Throughput (fps)

Throughput per watt (fps/W)

31.2
30.7
1.7
11.1
3.6

0.3
0.9
0.9
4.1 1
27.4

Total device power

Furthermore, since one core is required for running the Trepn profiler, the algorithm is
actually running on three cores at most. Similar to the depth estimation benchmarks, the
Proxim and CACTI tools were used to estimate the on-chip memory power consumption
of the TTA accelerator and the estimates are included in the results. It needs to be noted
that also the global memory resource is included here to the on-chip resources.
On top of the serial algorithm nature of the Haar feature based Adaboost cascade
classifier algorithm, the large amount of divergent code execution diminished the
performance of all accelerators, including the proposed TTA one. Regardless of
the algorithm not being best suited for the proposed TTA accelerator, it still easily
outperformed the other platforms in terms of the throughput per watt measure.
The best approach for the face detection algorithm would be a heterogeneous setup,
where the CPU would be responsible of processing the Adaboost stages, while the SAT
calculation and scaling of the SATs would be performed on the GPU, similar to the
implementation presented in [195]. However, without a shared memory architecture, the
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benefits of this approach could be easily dimmed by the required data transfers between
the host and device memories. For WSN purposes, the use of a more powerful CPU in
conjunction with the TTA accelerator would be impossible due to too high total power
consumption of the system. Instead, an alternative, an algorithm providing for better
capabilities for parallel processing is required.
Since the learning phase of the algorithm was not performed in this research, the
arithmetic format for the actual Adaboost stages was bound to a 32-bit single precision
floating point format. The learning phase should have been implemented separately for
the fixed point and half precision floating point arithmetic formats in order to experiment
with their performance and detection accuracy. Regardless, the choice of arithmetic
format is almost a trivial matter due to the limitations set by the serial type algorithm.
The sequential pruning based algorithm is not best fitted to the GPU-style processing
that benefits from data parallel independent execution of work items and suffers from
divergent code execution. Therefore, other algorithms for face detection could be more
attractive. For, the approach used above, a ρ-Vex type dynamically reconfigurable
processor, for example, would probably be a more optimal solution.
5.3.3

Summary

The power consumption of the TTA accelerator exceeds the targeted 10 mW by over a
decade, even though the accelerator was implemented as an ASIC, which indicates
that performance compromises need to be performed in order to achieve the power
consumption targets. However, as the proposed accelerator outperformed the Adreno
330 capable of 130 GFLOP performance, there is room for such trade-offs, provided
that the final application allows them.
Furthermore, depending on the final application domain the accelerator can be
further optimized by removing the scalar floating point FUs and decreasing the memory
sizes. Since the memory size needed to be increased and the scalar FUs are used only
for the sake of the chosen face detection algorithm, room for such optimizations can
exist. Nevertheless, if the accelerator would be implemented on a Flash FPGA, further
compromises would be needed as the power consumption would inevitably increase and
the maximum clock rate decrease.
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6

Conclusion and summary of the work

This thesis focused on investigating potential processing solutions for future selfpowered IoT devices featuring high-end functionalities and high compute capability.
The motivation of the research was highlighted in Chapter 1, representing the challenges
and requirements of future IoT systems in respect to current solutions.
Due to high cost efficiency demands of the IoT domain, emphasis on ease of
development was also included in the investigation of different processing solutions on
top of the energy efficiency and performance characteristics. This investigation was
performed through a literature review and implementation experiments, and novel high
performance energy efficient accelerator architecture guidelines were presented based
on this investigation.
Floating point arithmetic combined with high level programming languages were
noted to be essential for ease of development. The low power MCUs used in current IoT
designs were found to provide limited or no support at all for floating point arithmetic.
Also their performance characteristics fall short ofthe 100 MFLOPS set as the target
performance in this work. Thus from the ease of development point of view the high-end
COTS processors were found to be more promising from the IoT perspective. However,
their high power consumption was found to be prohibitive in self powered IoT devices,
regardless of their adequate ease of development and performance characteristics.
However, the mobile GPUs were recognized as the most promising COTS processing
solutions for future IoT devices, due to their low ease of development combined with
high performance and good energy efficiency characteristics. Yet, as they are designed
for graphics processing rather than for self powered devices, their power consumption is
too high for self powered IoT solutions. Nevertheless, the GPU-style processing was
recognized as a potential solution for the self powered high end IoT domain, provided
that some architectural changes are made that serve the IoT domain better.
Ease of development was considered at the system level both from the SW and HW
design perspective. It was nevertheless noted that the design effort and time of SW
development can be significantly lower than that of HW design. The high design times
and cost of ASIC design prohibits their use in all but the highest volume applications.
However, the programmable HW/SW co-design based solutions were found to provide
the best compromise between ease of design, energy efficiency and performance.
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The application specific nature of IoT combined with the higher performance
requirements of the future IoT was found to be best achieved using application specific
accelerator based solutions. Due to the application specificity of the IoT domain, the
instruction sets and processing resources of the accelerators can be designed according
to the actual needs, without sacrificing the energy efficiency similar to general purpose
processors. Furthermore, by using the FPGA based approach the processing resources
can be always increased or decreased based on the changing needs, which optimally
increases the node lifetime as they are more versatile.
Based on the investigation and requirements analysis, a GPU-style Flash FPGA
based solutions were discussed and proposed as a potential solution for future IoT. The
proposed accelerator can provide the energy efficiency and performance benefits of
mobile GPUs, but with significantly lower power consumption. In order to provide the
ease of development characteristics close to mobile GPUs, the SW/HW based co-design
tools were found to provide the most promising solution for the future IoT, especially
when coupled with FPGA technology. The TCE co-design flow was used in this thesis.
The research also included use cases to verify the proposed solutions. The design of
these solutions advanced gradually along with the research from simple signal processing
accelerator solution intended for condition monitoring of industrial machinery, and
then moving towards more complex and powerful multi-core TTA accelerators. As a
final solution an high-end OpenCL programmable GPU-style solution with high energy
efficiency and performance capabilities was introduced.
The benchmark results of the above mentioned use cases were applied to verify
the contributions of this research for the IoT domain. The impacts of the arithmetic
format choices were highlighted in the results, as was the importance of the ability
to harness the half precision floating point format, in order to guarantee the required
ease of development features. In addition, Flash FPGAs were shown to achieve the
flexibility requirements of IoT, while still providing for performance to power ratios
equal to those of COTS MCUs. Similar results can be expected also for the GPU-style
accelerator, now that suitable Flash FPGAs are emerging for implementing processors
with higher compute capabilities. However, these FPGAs were not available at the time
of the research. Together with Flash FPGA technology, the TCE framework is shown to
achieve the combination of ease of development, performance, energy efficiency and
flexibility required in future IoT.
The results presented in this thesis indicate that the main focus should be on
optimizing the memory resources, and especially on reducing the memory size, as the
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memory is the main contributor to both the silicon area and power consumption of
the accelerator. Thus, an important future research topic is finding ways to optimize
the memory utilization of an IoT device. The memory optimization is, however,
extremely application specific, and a generalized solution is not possible. For example,
an application that can discard the input data once it is processed, such as the condition
monitoring examples used in this work, requires far less memory resources than, for
example, a computer vision security system featuring face recognition and face tracking,
as they require also the input data to be stored in the memory.
Concerning the above, an interesting research topic is also to explore the design and
algorithm spaces of more sophisticated applications requiring high computing capability.
The overhead of using OpenCL over C needs to be studied. Currently, the instruction
memory size of POCL programmable TTA processors can get too high for self powered
IoT devices. One potential solution can be the use of multi-core TTAs programmed with
C and harnessing them with SIMD-SFUs.
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