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Vatjus-Anttila, Jarkko, Energy efficient rendering of extensible 3D virtual
environments on mobile devices. 
University of Oulu Graduate School; University of Oulu, Faculty of Information Technology
and Electrical Engineering
Acta Univ. Oul. C 737, 2020
University of Oulu, P.O. Box 8000, FI-90014 University of Oulu, Finland

Abstract

Heterogeneous mobile devices are constrained by their limited battery capacity and available
processing power. Yet, they are able to run the same or similar applications compared to a personal
computer. Extensible Internet based services allow the originators to change the content and
functionalities at any given time. The content of such a service varies by its size, complexity,
datatype and availability. This in its turn exposes a problem for heterogeneous types of mobile
devices to manage such ever changing content efficiently. The problem is emphasized even further
when the content is related to complex 3D graphics as utilized, for example, by the most recent
extensible 3D virtual environment services.

This study is about 3D graphics rendering process of a mobile device and supporting content
delivery architecture when visualizing and delivering 3D content of such extensible services. A
number of content simplification methods are discussed, and a proposal is given as for in which
part of the delivery architecture the methods should be used. The analysis is done from the
viewpoint of the following attributes: (1) resulting mobile device energy consumption, (2) visual
appearance of the 3D rendering, and (3) perceived user experience. The results are presented via
two constructs: (1) the effect of the proposed simplification methods on the mobile device energy
consumption and (2) the structure of 3D content delivery chain and the proposed network
architecture for it. The constructs are evaluated from both practical and theoretical viewpoints.

The main contribution is a proposal of 3D content delivery chain in detail and evidence how a
properly implemented delivery chain allows utilization of content simplification mechanisms
achieving up to 50% energy saving during the rendering process among the group of selected
mobile devices. Finally, it shows that regardless of possible quality degradation, the users are
ready to accept the visual artefacts if the content simplification is done in a controlled fashion.

Keywords: 3D, energy consumption, real-time graphics





Vatjus-Anttila, Jarkko, Laajennettavien 3D virtuaalitilojen energiatehokas
visualisointi mobiililaitteella. 
Oulun yliopiston tutkijakoulu; Oulun yliopisto, Tieto- ja sähkötekniikan tiedekunta
Acta Univ. Oul. C 737, 2020
Oulun yliopisto, PL 8000, 90014 Oulun yliopisto

Tiivistelmä

Mobiililaitteet ovat rajoitettuja niiden akkukeston ja prosessointitehon suhteen. Silti ne ovat tar-
peeksi kyvykkäitä ajamaan samoja tai samankaltaisia sovelluksia kuin tietokoneetkin. Laajen-
nettavan Internet-pohjaisen palvelun käyttö mahdollistaa palvelun sisällön tai ominaisuuksien
laajentamisen milloin tahansa. Tällaisen palvelun sisältö varioituu sen koon, kompleksisuuden,
tietotyyppien ja saatavuuden mukaan. Tämä taas on ongelmallista rajoitetuille mobiililaitteille
niiden yrittäessä hallita alati muuttuvaa sisältöä tehokkaasti. Ongelma korostuu entisestään, sil-
loin kun sisältö liittyy 3D grafiikkaan, jota käytetään uusimmissa laajennettavissa 3D virtuaaliti-
la palveluissa.

Tämä työ tutkii mobiililaitteen 3D grafiikan visualisointiprosessia ja sitä tukevaa sisällön toi-
mitusketjua, kun se liittyy laajennettavien 3D virtuaalitilojen visualisointiin. Työssä käydään läpi
useita sisällön yksinkertaistamismenetelmiä ja, työn tuloksena ehdotetaan, missä kohden toimi-
tusketjua menetelmiä tulisi käyttää. Menetelmien tarkastelua tehdään seuraavista näkökulmista:
(1) yksinkertaistamista seuraava mobiililaitteen energiankulutus, (2) 3D visualisoinnin laadulli-
nen lopputulos, ja (3) koettu loppukäyttäjäkokemus. Tulokset esitellään kahden konstruktion
kautta: (1) ehdotettujen yksinkertaistamismenetelmien vaikutus mobiililaitteen energiankulutuk-
seen ja (2) 3D sisällön jakeluketjun rakenne ja sen ehdotettu arkkitehtuuri. Konstruktiot evaluoi-
daan sekä käytännön että teorian näkökulmista.

Työn pääkontribuutio on ehdotus 3D sisällön jakeluketjun rakenteelle ja näyttöä siitä, kuinka
useilla eri mobiililaitteilla todennettuna työssä esitetyillä menetelmillä voidaan säästää jopa noin
50 % kokonaisenergiankulutuksesta riippuen valittujen menetelmien ja laitteiden yhdistelmästä.
Työ osoittaa myös sen, että jos optimointi eri tietotyypeille tehdään hallitusti, voidaan lopputu-
loksen laatua kontrolloida siten, että se saavuttaa hyväksyttävän tason myös loppukäyttäjien
arvioimana.

Asiasanat: 3D, energian kulutus, reaaliaikagrafiikka
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Abbreviations 
b Number of rendered batches 
i Number of rasterized texels 
Pmax Power consumption maximum 
Pmin Power consumption minimum 
Ptot Total consumed power 
t Number of rendered triangles 
Wb Weighting co-efficient for rendered batches 
Wi Weighting co-efficient for rasterized texels 
Wt Weighting co-efficient for rendered triangles 
Xb Scaling factor for rendered batches 
Xi Scaling factor for rasterized texels 
Xt Scaling factor for rendered triangles 
 
λb Slope control for rendered batches 
λi  Slope control for rasterized texels 
λt Slope control for rendered triangles 
 
3D Three Dimensional 
API Application Programming Interface 
AOL Aspect Oriented Language 
CPU Command Processing Unit 
CSS Cascading Style Sheets 
DS Design Science 
DXTx S3 Texture Compression codec version x 
ES Embedded System 
ETCvX Ericsson Texture Compression Version X 
GPU Graphics Processing Unit 
HTTP Hyper Text Transport Protocol 
IS Information System 
JP(E)G Joint Photographic (Experts) Group 
LAN Local Area Network 
LTE Long Term Evolution 
LCS Local Content Server 
LoD Level of Detail 
OLED Organic Light-Emitting Diode 
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OpenGL Open Graphics Library 
P2P Peer to Peer 
PC Personal Computer 
PNG Portable Network Graphics 
RAM Random Access Memory 
RGB(a) Red, Green, Blue, (alpha) 
RTT Round Trip Time 
SoC Silicon on Chip 
TCP Transmission Control Protocol 
UDP User Datagram Protocol 
URL Uniform Resource Locator 
VBO Vertex Buffer Object 
W3C World Wide Web Consortium 
WLAN Wireless LAN 
WWW World Wide Web 
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1 Introduction 
Nowadays, users utilize various kinds of services with their mobile devices in a 
remote fashion, consuming them via the Internet. These kinds of Internet based 
services publish their offerings to the user via a remote server, which is accessed 
using a dedicated application for the purpose. It means in practice that the actual 
content that the service in question wants to provide for the user does not reside in 
users’ device but in the remote server and is delivered to the user upon request. The 
most common way of using these kinds of Internet based services is via a web 
browser application, which is capable in talking to the remote service provider in a 
standardized way (W3C 2009, W3C 2014) and is able to execute itself in a wide 
variety of devices the user might have. 

While there are a number of different kinds of services available in the Internet, 
serving various kinds of purposes and information, some parts of those services are 
called virtual spaces (Bell 2008). A virtual space service is a certain kind of service 
which creates an environment (Signhai and Zyda 1999) in which the actual service 
is being offered for the user. The environments are used to create a service specific 
context for the user where the delivered information is consumed. Here, the term 
environment refers to a wider context in which the service is being offered. This 
can be a game world, chat room or something similar. The representation of the 
environment for the user can be of any form: text, images, sounds or any other kind 
of multimedia. Whatever kind of information is delivered for the user, it exists in 
the scope of the defined environment and the delivery is influenced by it directly 
or indirectly. When such an environment is said to be a multi-user environment, it 
allows multiple users to virtually co-exist in the same environment at the same time. 
In this case, it is not only the service (or service provider) who influences the 
delivered information; it is also the other users who bring their contribution to it. 
Game services are typically the kind of services which rely on existence of a large 
number of other users in creation of a pleasant and believable immersion of a virtual 
environment for an individual user.  

The information which is delivered by the service can of any form of 
multimedia (Tay 2014), one form being 3D graphics. In this case, the service 
creates (visualizes) a 3D environment for the user in which the service (and other 
users of the service) are interacted with. In a 3D virtual environment, interaction 
methods are typically implemented via objects embedded in the 3D environment 
(i.e. openable doors and other interactable 3D objects) rather than buttons in the 
user interface with no direct connection to the 3D environment itself. An important 
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additional aspect of such a service is that they typically reflect the status, in this 
case, a visual appearance, of other users in a certain range of interest. This visual 
representation is called an avatar (Hamilton and Nowak 2010), which in a 3D 
virtual environment can be practically anything imaginable. Via the avatar, the 
interactions with the service are extended to cover also interactions between other 
users in the same environment, not to limit only to cover interactions between the 
user and the 3D objects in the space. An important difference between regular (non-
virtual environment) service (i.e. a web page of a shopping mall) and a 3D virtual 
environment version of it is that while both service types can serve any number of 
simultaneous users, in the 3D virtual environment version of the service, the users 
can interact directly with each other using Avatars given that the service itself 
allows it.  

Some examples of 3D virtual environment services that fit into this 
categorization are Second Life1, World of Warcraft2 and realXtend3. Second Life 
and World of Warcraft are commercial products with approximately 55,000 daily 
users (Dwell on it 2016) and 7.1 million total subscribers (Activision Blizzard 
2015), respectively, hence proving their popularity. realXtend is an open source 3D 
virtual environment platform and not a commercial product itself. It is important to 
mention it here since it proves, as being an open source project, that the tools for 
creating 3D virtual environments are not only for commercial purposes, but can 
also be free of charge. All of the three mentioned services and tools can be 
considered extensible (Vatjus-Anttila et al. 2013). The extensibility in this context 
means that the content that the service provider publishes into the service (often 
referred to also as assets, or 3D assets) can happen at any given time, in any given 
data format (within the limitations of the service itself, of course). From the user 
perspective, this means that whenever there is new content available in the service, 
it needs to be (re-)downloaded prior to using the service. In general, this can be 
considered a problem for the user, but in the context of 3D virtual environment 
services, the nature of 3D content increases the difficulty of this problem. The 3D 
content is presented as geometry and various dedicated image formats suitable for 
3D rendering process, and in general, is much more complex compared to text and 
image-based content on regular web services. This exposes a problem to 

                                                        
 
1 http://secondlife.com/ 
2 https://us.battle.net/wow/en/ 
3 http://realxtend.org/ 
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heterogeneous mobile devices which do not necessarily have the processing power 
resources available to manage all possible content complexity levels and data 
format combinations. 

Another phenomenon that the extensibility exposes is that it is able to give 
users themselves an opportunity to create additional content to the space. In this 
scenario, it is not only the service provider who adds 3D content to the service, but 
it can also be any one of the current users in the service. Second Life and realXtend 
platform have an option available to allow this kind of extensibility for the users. 
World of Warcraft then again does not allow it being a strictly service provider 
controlled in this respect. User originated extensibility is especially troublesome 
for the services considering the heterogeneous nature of the mobile devices, 
because the users do not necessarily have knowhow how to create the content 
“correctly” regarding to the requirements of the service. The question goes far 
beyond acceptable data formats, as it also covers the complexity of the content that 
can be published. This is an important aspect to understand: when the service 
provider only extends the virtual environment all the content comes from a single 
source, and the production process can be enforced to match the content 
requirements. When the users are also able to extend the content, it exposes a need 
to perform much more complex control to the content being published. One 
example of how the user extensibility and publishing problem is being solved in 
the industry, is to create a set of comprehensive, restricting and dedicated tools for 
this purpose. As a case example, Bethesda Softworks did this when they announced 
a SnapMap technology (Doom4 2016) included in the latest Doom game franchise. 
The method allows a quick way to create and publish 3D content by the users, by 
heavily restricting what can be published. While the method is well suitable for the 
service in question, it does not fully solve the problem of arbitrary content 
publishing for an arbitrary service. The problem that the user originated 
extensibility exposes to the virtual environment service providers is the very angle 
this dissertation has the focus on. 

Considering the development leaps of technology related to mobile device 
capabilities has enabled some of them already to pack enough power to run such 
3D virtual environment services perfectly well. The hardware development of the 
chipsets used in mobile devices has taken great leaps recently, NVidia Tegra X1 
(NVIDIA 2015) being the current leader in performance by various benchmark 
charts (3DMark (Futuremark 2016a), Antutu (Tech grapple 2015)). In fact, Tegra 
X1 packs already enough processing power in it so much that it outperforms some 
laptop and PC hardware when inspecting a comparison in Futuremark’s 3DMark 
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online result browser for mobile and PC hardware (Futuremark 2016b). While 
Tegra X1 stands for the high-end range of the mobile devices, the lower-end mobile 
device range is not that powerful. Even those devices, however, include 3D 
graphics hardware accelerator and other needed features to run 3D virtual 
environment services. This is exactly what exposes a problem to the 3D virtual 
environment service providers: the 3D content being delivered by the service 
should suit to a very high heterogeneity of the users’ mobile devices. When this 
side of the story is combined with the recent development tool evolution, one 
should also look at how mobile web browser capabilities have evolved recently 
(HTML5 test 2016), and at the same time, how dedicated 3D publishing tools, such 
as Epic’s Unreal Engine (Epic Games 2016) or Crytek’s CryEngine (Crytek 2016) 
try to solve the problem. As the browser compatibility charts say, the latest mobile 
browsers already support nearly 100% of HTML5 specification features (W3C 
2016). Epic’s and Crytek’s tools then again can automatically target mobile devices 
during the application creation phase in such a way that the developer does not 
necessarily need to do additional actions to enable mobile functionality. Both of 
these development paths make mobile devices look like perfectly capable, near PC 
class computers for the 3D virtual environment service provider, even though the 
real hardware processing power varies a lot among the users using these devices. 

As a summary, the development of various areas of technology has led to the 
point where users use mobile devices for their daily actions more and more due to 
its flexibility. This makes it increasingly difficult for the 3D virtual environment 
service providers to manage their customer base with users using a heterogeneous 
selection of devices. When the service is delivered to all of the interested users 
regardless of their device type, one has to understand how the content is going to 
be tailored for those devices. Using a wrong type of 3D content (in terms of data 
format and/or complexity) leads to a situation where the service might work well 
on some device, but behaves badly on some other device or, in the worst case, does 
not work at all. Even when the service works on some particular mobile device, it 
may not work reasonably well on another and/or it causes the workload to deplete 
the mobile device battery faster than is necessary. 

This dissertation focuses on the defined extensible 3D virtual environment 
services, which represent themselves to the user using 3D graphics. The dissertation 
focuses on the specific problems and areas of interest of such services and it 
presents a solution how the content should be created, stored, distributed for the 
mobile devices, and most importantly, how it should be rendered on the mobile 
device. This dissertation will also describe how the service provider should manage 



19 

the 3D data but puts more emphasis on how it should be managed at the mobile 
device side in such a way that it results in lower total energy consumption of the 
device itself. 

1.1 Background 

This dissertation examines the 3D content delivery and rendering on a mobile 
device. Even though the types and capabilities of mobile devices are vast and 
heterogeneous in the market, all of the devices share a few fundamental 
characteristics. In particular, (1) they are battery powered, (2) they have a display, 
(3) they have a wireless radio to establish a connection to the Internet and (4) they 
have a SoC that hosts CPU and GPU with 3D graphics hardware acceleration 
capabilities. Fig. 1 summarizes these building blocks. 

Fig. 1. The basic building blocks of a mobile device. 

As stated by Xiao et al. (2010), hardware-wise, the primary three contributors to 
the mobile device total energy consumption are: (1) the display, (2) the radio 
interfaces and (3) the main SoC (i.e. a combination of CPU, GPU and peripheral 
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drivers). This dissertation inspects the total energy consumption from the radio 
interface and CPU/GPU perspective, focusing especially on the rendering of the 
downloaded 3D content. Whilst the display is one of the main contributing factors 
in the total energy consumption of the mobile device (Hosseini et al. 2012), it is 
left out in this inspection since the methods for lowering the display energy 
consumption are highly related to the display type itself and its hardware details 
(Kim et al. 2013, Zhou et al. 2016). This dissertation focuses on methods which 
simplify the load of the radio interface(s) and the load of the 3D rendering process, 
hence resulting in lower total energy consumption of the mobile device. 
Everything that runs in the mobile device (both hardware and software) requires 
energy for its operation, and in a mobile device, the energy resources are stored into 
its battery. Once all the energy stored in the battery is depleted, the device will shut 
down and is no longer usable for the user before it is recharged again. In general, it 
can be stated that to avoid this situation, there are a few options to overcome it: 

1. To increase the capacity of the batteries without increasing their volume. This 
approach keeps the size of the mobile device constant while increasing the 
device operation time due to increased battery capacity and energy reserves. 
The approach is dependent on energy storage type and energy density research 
of those different storage types (Belleville et al. 2009, Kularatna et al. 2009).  

2. To develop faster methods to charge the device batteries that would enable the 
energy reserves to be filled quickly whenever there is an option to use charging 
(Kularatna et al. 2011). Energy densities of the current batteries increase in 
general roughly 5 to 10% annually (Buchmann 1999, Belleville et al. 2009), or 
specifically 9% annually, as presented by Kularatna et al. (2009) for one 
specific Li-Ion battery type. This presents a viable solution to keep the mobile 
device operational by allowing users to use so called quick charging (Zhang 
2016). Similarly, as compared to option 1, this approach is dependent on the 
battery type and charging methods research. 

3. To focus on the software running on the device and make them to use less 
energy for their workload. This approach aims to make the device to operate a 
longer duration with unchanged battery capacity and charging efficiency. 

This dissertation will discuss the method described by option 3. Options 1 and 2 
are strongly related to battery electrochemical and charging method research, which 
are both out of the scope of this dissertation. 

When the user initiates a session to the 3D virtual world service using his/her 
mobile device, by minimum, it requires the following steps. The usage is initiated 
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from an application, which can be a dedicated application for the purpose or a web 
browser. Next, an optional service log-in procedure is performed to verify the 
identity of the user for the service after which the service will start streaming the 
needed content for the device. In this generic scenario, the mobile device first 
negotiates with the service provider and the service provider then distributes all 
required data for the mobile device. The data includes everything needed for the 
recreation process of the service and is likely to be limited by common 
authorization and access control mechanisms. The described scenario is a high level 
one and there most certainly are differences when comparing the details between 
different 3D virtual world service providers. In this information delivery chain, 
there are a lot of different stakeholders. Fig. 2 summarizes these in a generic level. 

 

Fig. 2. Stakeholders in generic 3D virtual environment delivery. 

The stakeholders can be described as follows: 

1. Extensible virtual environment service. This is the main service provider who 
runs, hosts and monetizes the 3D virtual environment in question. It defines 
the content for the service, implements all interfaces for communication, 
authorization and identity management. It is the core of the service around 
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which other components are tailored to fit in order to produce a complete and 
functional service. 

2. Content creators, artists. The artists are individuals which are hired by the 
service provider to generate 3D graphics or other content for the purpose of the 
3D virtual environment service. The term artist refers here to humans 
originating the content. 

3. Content generators, machines. Content generators are responsible for 
producing 3D graphics or other assets for the service provider, but as opposed 
to the artists, these entities are solely machines. When machines create content, 
the procedure is called procedural content generation (Mikuličić and 
Mihajlović 2016). Procedural generation methods are useful when large 
amounts of content are required and when majority of that content can be 
generated using predefined patterns or mathematical formulas. Fractal based 
landscape generation is one example of such a use-case (Feng-quan and Gui-
gang 2009). 

4. Content storage. Content storage is in general a service where all content is 
stored in a persistent manner for quick distribution for mobile devices 
requesting the data. The storage typically allows mechanisms for caching, 
version controlling of the assets and load balanced delivery of the content for 
serving multiple client devices in parallel. 

5. Content proxy. The proxies can be included in the content delivery network by 
the service provider to perform various duties, for example, specific type 
content caching, reverse proxying content requests to certain dedicated content 
sources or requested content translation to other predefined data formats. 
Especially from the content type translation perspective, a content proxy is a 
valuable component when distributing the same original content to multiple 
heterogeneous devices. 

6. Consuming users. This group of users are the ones who use the service, but do 
not contribute content back to the service. 

7. Contributing users. Contributing users are the ones who use the service, but 
also create new content in there. This content eventually gets stored in the 
service (content storage) and hence eventually propagates to the consuming 
users. 

8. Internet. This is the main medium for distributing all content of any other data 
related to the service between the service provider and the users. The mobile 
devices utilize the services via their wireless radios through the Internet. 
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1.2 Objectives and scope 

The number of 3D extensible virtual environment services is growing just like the 
number of users using those services. At the same time, the processing power of 
the mobile devices together with their 3D graphics rendering capabilities increase 
allowing users to access such services also with their mobile devices. Managing 
the heterogeneous nature of the client devices as a customer base is a novel problem 
and it is likely that there is no single answer to the question. The problem is split 
into (1) the distribution of the 3D content of such services to the mobile devices, 
(2) the utilization of the delivered content in the mobile devices in a such way that 
the total energy consumption is minimized and perceived user experience does not 
significantly lower because of this, and (3) how to intelligently split the utilization 
of the optimization methods between the 3D content delivery chain stakeholders. 
Hence, starting from the perspective of a mobile device, the first research question 
is: 

“How do the various 3D content manipulation methods affect the mobile 
device energy consumption, visual fidelity and perceived user experience of a 
given extensible virtual world application?”  

Leveraging from this question and considering further the options to implement 
those 3D content manipulation methods in the content delivery chain, the second 
question will be:  

“What kind of network architecture supports 3D content delivery the best for 
the heterogeneous group of mobile devices when utilized for the purpose of 3D 
extensible virtual environment service?”  

And finally, to conclude with the question:  

“How should the optimization methods and their split in the 3D content 
delivery pipeline address the nature of heterogeneity among the mobile 
devices?” 

The research questions are examined via constructs developed with several 
supporting use-cases, each taking its own dedicated angle to the questions at hand. 
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1.3 Delimitations 

The following delimitations are applicable to this dissertation. The introduction 
already described how there are various kinds of services, which can be called with 
a common name: virtual environment services. This dissertation is interested in a 
particular type of virtual environment services, namely, those which are using 3D 
graphics for their visual representation. The special type of content used by these 
types of services is in the focus. To emphasize the role of 3D graphics and the 3D 
content, the focus of this dissertation is in the rendering of that particular content 
within the mobile device itself. The 3D graphics look and feel can be distributed to 
the mobile device by other means as well. The literature is aware of video based 
methods (the visualization is rendered at the server and delivered to the mobile 
device using a video stream (Paravati et al. 2011a, 2011b) and image based methods 
(the visualization is rendered to a set of images and delivered to the mobile device 
(Hildebrandt et al. 2011a, 2011b). Both of these are limited methods in terms of 
actual 3D content delivery, and they are also dependent on the active network 
connection for any updates in the virtual environment. When the 3D content is 
delivered as 3D assets and rendered locally on the mobile device, the mobile device 
is responsible for the whole visualization process and the rendering itself is not 
dependent on a non-interrupted network connection. Hence, video and image-based 
distribution methods are not in the scope of this dissertation. 

Furthermore, the sole aim of the methods presented in this dissertation aim to 
lower the energy consumption of the mobile device by simplifying various aspects 
of the delivery and rendering process. The sole goal is to achieve this by assuming 
the battery energy densities and types are evolving at their own pace without any 
direct relationship to the research presented in this dissertation. Hence, even though 
the dissertation focuses on methods aiming to lower energy consumption, this is 
not a summary of battery technology related research. 

1.4 Research methods and dissertation structure 

The work presented in this dissertation follows a Design Science (DS) in 
Information Systems (IS) research, which is a constructive research method for the 
purposes of solving business needs and problems by leveraging information from 
scientific sources and communities (Hevner et al. 2004). In this research methods, 
the problems arise and are presented by an active business which is an entity 
mandated to live by the rules of real world where successful business required 
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successful applications and/or solutions to the businesses’ problems. DS for IS 
acknowledges the fact that there exists a vast amount of information in the scientific 
communities and the process defined links these two worlds together. The 
constructive research in this context means that the requirements for the constructs 
are defined by the business and its needs, and possible solutions to those problems 
can be developed using the information from scientific sources. The constructive 
research happens in between these two, iteratively solving a problem at hand by 
developing solutions according to the requirements and evaluating them critically 
from different viewpoints. The development is fine grained using the evaluation 
feedback both from business and scientific perspectives. Finally, a successfully 
developed construct in the best-case results in fully working and a re-usable 
application which can be used to benefit the ongoing business, but at the same time, 
the new information gained during the construction development process is fed 
back to the scientific communities in form of, for example, scientific publications. 
An important aspect that needs to be emphasized in the context of DS for IS is that 
the business is a strong driving force of the constructive research and hence the 
primary purpose of such research is to solve the problems the business in question 
has set forth. 

Hevner (2007) defines three entities in this process as “environment”, “design 
and science (DS) research” and “knowledge base”, which represent business, 
constructive research and scientific communities, respectively. The design and 
science research are iterative in nature where artefacts are built and evaluated 
iteratively. This kind of iteration is called a design cycle. The environment set 
requirements to the DS research and also acts as testing grounds for the built 
applications during the research. The information exchange between the 
environment and DS research is called a relevance cycle. Finally, DS research bases 
its work on existing knowledge from the active scientific community in terms of 
theories, methods and existing experience and expertise. New results gained from 
the constructive research are published back to the scientific community. This 
process between the DS research and knowledge base is called a rigor cycle. Peffers 
et al. (2007) explain the process similarly but in finer grained form. Their 
explanation involves steps: problem identification & motivation, objective 
definition, design & development, demonstrations, evaluations and communication. 
Regardless a finer grained definition, the steps (and iteration) are essentially the 
same as presented originally by Hevner. 

In this dissertation, there was no business driver to set the requirements for the 
work, not at least literally thinking a “business” as a company producing real turn 
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over. The business drive was adapted to the world state and the business 
requirements were thought from the perspective of 3D virtual environment service 
providers, which exist in numbers today. An influence on the business side 
definition came from the organization in which the work related to this dissertation 
was started: Intel and Nokia joint innovation centre and its Chiru project, which 
had emphasis towards 3D virtual environments and mobile devices using them. 
Hence, the business requirement setting came indirectly from this context, Intel and 
Nokia being there the indirect influencers. The problem setting within this work 
was focused on energy consumption of the mobile devices, simplification methods 
which were applicable to reduce the complexity of the 3D virtual environments for 
the mobile devices in question, and finally, studying the user expectations and 
testing how the simplification results affected the perceived user experience of such 
3D services. This setup formulated the basis for creating two constructs where the 
first was focusing on available methods to simplify 3D content to lower mobile 
device energy consumption during rendering. Evaluation was done by practically 
measuring the energy consumption result of different simplification methods and 
also by executing user studies to gather feedback of the visual results of the 
simplification methods. The second construct was focusing on architectural topics, 
in other words, how those simplification methods are taken into use architecturally 
so that it allows building a 3D virtual environment delivery solution which could 
be utilized by the service providers to gain the measured improvements to their 
business. Evaluation of the architectural solution was done by building a practical 
implementation of it and measuring its performance of delivery. 

The remainder of the dissertation is structured as follows. Chapter 2 describes 
the theoretical foundations of the dissertation. It takes a look at the current and also 
historical literature of 3D content simplification, mobile device energy 
consumption and the network architectures related to the focus of this dissertation. 
Chapter 3 presents the research via the two constructs built for this dissertation. 
The first construct has a focus on mobile devices and their energy consumption 
during rendering when various kinds of simplification methods are in use. The 
second construct in its turn has a focus on a definition of technological and logical 
delivery architecture of the 3D content for heterogeneous types of mobile devices. 
Finally, chapter 4 presents a discussion of the achieved research results, theoretical 
and practical implications and recommendations for further research. 
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2 Theoretical foundation 
The theoretical foundation is built on top of a literature survey on simplification 
methods related to 3D content, network architectures purposed to deliver such 
content and on a review of mobile device energy consumption related research.  

2.1 Background 

Prior to going into the details of 3D content simplification, delivery and mobile 
device energy consumption, it is worthwhile to introduce the basics of the 3D 
graphics and its rendering process. In terms of rendering, the available hardware is 
split into two categories: non-programmable hardware (commonly called fixed 
function render pipeline) and fully programmable hardware. The term 
programmable refers here to an ability for the application developer to fully express 
what needs to be done via a dedicated GPU programming (shading) language. In 
programmable hardware, these special programs related to rendering are vertex, 
fragment and geometry shading programs, and during the rendering, those are 
executed by the GPU. In fixed function render pipeline, the difference is that there 
is no option to write rendering related shading code, but instead the rendering 
operations are performed by issuing commands via a fixed and non-extensible API 
dedicated for specific rendering activities. In this dissertation, the focus is not at all 
on non-programmable hardware primary for two major reasons: (1) the inflexibility 
on non-programmable hardware is a constraint from the energy saving perspective, 
because a lot of the simplification methods (especially, the ones which are executed 
in the shader programs) are practically unusable. (2) The other reason is the current 
technology trend which shows that even the lowest costing devices embed a 
programmable GPU (Android 2016). As a non-programmable approach, a ceasing 
technology can be seen, but it does not have a focus in this dissertation. 

Khronos group is a non-profit organization which specifies various APIs, also 
for rendering and mobile devices. OpenGL ES is the rendering API, which is 
especially targeted at mobile devices, and in their versioning, versions prior to 
OpenGL ES 2.0 refer to non-programmable hardware and versions from 2.0 and 
onwards refer to programmable hardware. Hence, this dissertation relies on 
OpenGL ES 2.0 in all implementation that is been made for the research. 

When the application wants to draw 3D graphics, it uses OpenGL ES API for 
the purpose. The API allows the application to pass various data types for the 
rendering, like geometry and images, and issue specific shaders and draw calls to 
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render the content. In terms of geometry, in principle, there are three primitives the 
API supports: points, lines and triangles. There are also other types defined by the 
API, like line strips or triangle strips, but they all essentially decode into individual 
points, lines or triangles, respectively. Each primitive is defined by a number of 
points in 3D space, which in the programming literature are called vertices. As it is 
quite obvious, a point requires one vertex, a line requires two, and finally, a triangle 
requires three vertices to be fully defined. As the triangle is typically defining a 
surface or a part of a larger surface, it is often called a face, and when a group of 
triangles are defining a complete surface, it's called a mesh and a line between two 
adjacent triangles which share the same start and end vertex is called an edge. 
Hence, when describing a geometrical complexity level, the literature typically 
refers to number of vertices, number of edges and number of triangles (or faces). 

Images then again are another generic data type, of which the most typical use 
case is to wrap them on top of the surfaces of the 3D objects. Wrapping the colour 
information though is not the only use case, because the images can actually contain 
all kinds of arbitrary information, which can be stored in an image format. In 
addition to the colour information, fine grained surface normals (Dmitriev and 
Makarov 2011), surface bumps for relief mapping (Policarpo and Oliviera 2006) or 
diffuse/specular/gloss/metalness maps as used in physically based rendering 
methods (Sturm et al. 2016) are just a small set of examples on which images can 
be used during the rendering process. An important issue related to the image files 
relates to a fact that how they are stored in the GPU memory. By default, some 
form of RGB(a) data can be used, as it is defined to be the default image format 
that all GPUs need to support. In this case, the image pixel data is stored as RGB(a) 
elements in the GPU memory. This is called an uncompressed format in common 
programming literature. Optionally, the GPU may support any number of 
compressed image formats, which should not be mistaken for typical image 
compression formats, like JPG or PNG. In the GPU context, the compression 
means that the original RGB(a) data is stored, encoded in a certain way, it occupies 
less space in the memory and is faster for the GPU to access during rendering. 
There are a number of such formats available (for example ETCv1 (Ström and 
Akenine-Möller 2005)), but their practical use is limited because not all GPU 
vendors support them at all due to the fact that they are not defined as mandatory 
formats in the OpenGL ES 2.0 specification (Khronos 2010). 

During the render process, the application developer defines and feeds groups 
of geometry, images and vertex/fragment programs and program objects to the 
GPU via the OpenGL ES API and then finally issues a draw call, which makes the 
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GPU to execute (render) the currently bound content. A high-level block diagram 
of this process is presented in Fig. 3. First, within a single draw call, all geometry 
is processed by the vertex shader program. The vertex program itself can include 
various application specific tasks, but finally, the vertex shader is transforming the 
input vertices into camera (display) space, i.e. it puts the geometry in in its correct 
position from the view perspective. After this, it is possible to perform specific 
actions (primitive assembly phase) to drop away parts of the geometry which are 
known not to be visible (i.e. they fall off the current viewport boundary, or they are 
subject to other geometry related constraints). The remaining geometry, which has 
an influence on the currently visible viewport is passed further in the pipeline to 
the fragment processing stage. For each pixel in the viewport that is influenced by 
the presence of the geometry, a fragment program is run to determine the pixel 
colour. After the computation, there are various tests still done to make sure 
whether the pixel colour will be written into the final framebuffer (per-fragment 
operations). One example of this being a Z-test, which tests if the resulting fragment 
has a depth-wise higher priority to reside in the framebuffer, and if not, it is 
discarded leaving the framebuffer untouched. After execution of the pipeline for all 
the content the application developer issued in the draw call, the contents of the 
framebuffer can be said to be updated and ready for display for the user. 

Fig. 3. A block diagram of OpenGL ES 2.0 programmable graphics pipeline (Reprinted 
by permission from Publication I © 2017 Springer Nature). 
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The rendering process as such is a complex and multiphase engine which has a 
number of variables that contribute and drive the complete energy consumption 
budget. The first contributing factor is naturally the overall complexity of the 3D 
assets that the GPU is issued to render and display each frame. More geometry 
takes a longer time to render, of course and processing more images will demand 
more internal SoC memory bandwidth. Hardware itself will limit this process: if 
the number of vertex processing units varies, so does that of fragment processing 
units. Some hardware is known to configure the units dynamically runtime to vertex 
or fragment function depending on the current GPU load. What is more, available 
memory bandwidth has direct impact on texture processing, distribution of the 3D 
content in the scene (and the viewport) overall and the requested order of draw calls 
are just a couple of influencing factors of the complex phenomena. Publications I, 
IV and V together will summarize results which show how the 3D scene complexity 
needs to be in balance (geometry versus textures), how using texture compression 
will ease fragment bound rendering, geometry simplification may be worth it to 
lower complexity but not necessarily if the simplification has to be done in the 
mobile device itself, and finally, even surface materials can be simplified to cause 
in-direct simplification of vertex and fragment programs. All these findings are 
discussed more thoroughly in the results section of this thesis in construct #1. 

An example of a rendering result is presented in Fig. 4 showing how three 
different draw calls of the same 3D object result in differing final image. Each of 
the Torus knot (Ogre3D 2016) objects are sharing the same geometry. Each object 
is using a colour image to determine detailed surface colour for each fragment in 
the fragment processing stage. Additionally, the middle object uses a normal map 
to create more detailed surface normal variation. Furthermore, the rightmost object 
uses both normal and parallax map image to introduce a bumpy feeling to the final 
rendering result. All objects share the same lighting conditions, but the most 
detailed object (the rightmost) is computationally the most complex one due to the 
most computationally complex fragment program. 
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Fig. 4. An example 3D object rendered three times with the same geometry but different 
shading technique (Reprinted by permission from Publication II © 2015 Springer Nature). 

Even though it was presented in the delimitations section that the commonly used 
video-based 3D distribution techniques are not in the scope of this dissertation itself, 
it is still an important group of distribution methods which approach the same 
problem as discussed in this thesis. Hence, it is worthwhile to mention as it acts as 
a good comparison point as to the actual 3D content distribution methods. Also, 
recently, the video-based 3D distribution methods have gained much commercial 
momentum in forms of large-scale service offerings addressed directly for the end 
users. OnLive (OnLive 2019) can be considered as one of the pioneers in this area. 
They started their business in 2009 but have already ceased their activity in 2015. 
More recent and widely popular services are PlayStation Now (Sony 2019), Xbox 
Live (Microsoft 2019), GeForce Now (Nvidia 2019) and Google Stadia (Google 
2019) to name just the most major ones. The basic principle behind the video-based 
3D distribution methods is that the 3D content itself is solely managed by the 
server-side components. The client software never actually sees the 3D data 
involved in the graphics reproduction. The server expects input commands from 
the client, then it renders the current 3D scene based on the current circumstances, 
and finally, encodes this render output into a video stream which is then streamed 
to the client device. In addition to routing input commands of the end user to the 
server, the other responsibility of the client device in this case is to be able to receive 
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the video stream and to decode it the device display. (Lamberti and Sanna 2007, 
Merkle et al. 2009, Paravati et al. 2011). There are several surveys available 
studying the phenomena of energy consumption distribution between different 
types of mobile applications, for examples, by Ahmad and Shihada (2015) and by 
Dietich et al. (2016). However, there seems to be available no a direct comparison 
of energy consumption between video streaming and on-device rendering of the 
exact same 3D content. It can be said, however, that in the video streaming case, 
the energy consumption will focus on network components since active streaming 
needs to be ongoing all the time, whereas the consumption in the 3D rendering case 
will focus on the local CPU/GPU load. This differentiation does not make the 
comparison easy at all. 

To summarize, as the rendering, manipulation and transmission of the 3D 
content is in the focus of this dissertation, the following literature review and 
theoretical foundation focuses on the topic from this very perspective. 

2.2 3D content simplification 

As defined, the term 3D content can refer to various data types which include 3D 
geometry, images used during the rendering and surface material definitions, which 
affect the final rendering quality. Each of the data types have their own specific 
methods and algorithms for their simplification. 

2.2.1 3D geometry simplification 

3D geometry consists of points in 3D space (i.e. vertices) and connectivity 
information which is used to derive solid surfaces defined by the points (i.e. 
triangles and triangle edges). Given the original 3D geometry, one has two options 
to start simplifying it: (1) geometry reduction, which means that points, triangles 
and/or edges are removed from the original 3D model based on a set of pre-defined 
rules, and while doing the reduction, the objective is to keep the reduced 3D model 
as close as possible to the original 3D model. (2) Geometry compression, which 
means that the points themselves are not removed, but instead, the connectivity 
information is encoded and/or compressed via a dedicated method in a way the 
original complexity of the 3D model does not change, but it occupies less storage 
space. The basics of these approaches are very well summarized by Peng et al. 
(2005) and Alliez et al. (2005) in their surveys. As the focus of this dissertation is 
to find the ways for a mobile device to perform more efficiently during the 
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rendering process, the reduction of the geometry supports this path directly, and 
hence the formerly mentioned method is the more important one from this 
perspective. Hence, the term simplification later in this dissertation will refer to 
geometry reduction. 

In geometry simplification, when the connectivity information is reduced, it 
will have an impact on the quality of the 3D model compared to its original and 
unmodified version. Thus, the algorithms which have been developed for this 
purpose have the following objectives: 

1. to preserve the global characteristics and ensure the simplified 3D model 
is still recognizable after the simplification process, 

2. to avoid discontinuities during the process, i.e. additional holes or other 
artefacts must not appear if they do not exist in the original 3D model, and 

3. to minimize local error which is caused by removing an individual 3D 
point from the original data. 

There is no single and general answer for these objectives, and hence in the 
literature, there are several approaches which have been successfully used to 
achieve the goals, all having their strengths and weaknesses. To summarize, the 
edge collapse method seeks two points from the 3D model which are connected by 
an edge and uses an error metric to decide which one is removed (collapsed) 
(Hoppe 1996, Wei and Lou 2010). Geometry quantization, where the 3D point 
coordinates are run through a quantization process and when a number of storage 
bits are removed (via quantization operation), the points start to group and then the 
groups can be replaced with a single point, hence reducing the detail (Limper et al. 
2013, Lee et al. 2011, Lavoué et al. 2013). Geometry decimation in which the mesh 
is processed as a sub-group of faces which share a common centre vertex and the 
algorithm tries to remesh this group with faces that have a lower degree of 
connectivity (by re-edging the selected patch) (Maglo et al. 2012). Iterative edge 
contraction methods where each edge in the given geometry is represented as a 
score based on its contraction and this prioritized list of used when selecting edges 
for collapse operation. (Garland and Heckbert 1997, Garland and Heckbert 1998). 
Mesh partitioning where a single mesh is divided into smaller sub-groups called 
partitions and then vertex quantization is applied individually to these partitions in 
a uniform way to minimize the possibility to visual artefacts. (Lee et al. 2010). 
Vertex clustering, where the 3D model as a whole is placed inside a uniform grid 
of chosen detail. Each vertex is this way placed into a single cell inside the grid. 
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These vertices are considered clusters which can be replaced by a single vertex and 
all face indices are re-calculated based on this information (Wilmott 2011). 
The list of the methods mentioned above is by no means meant to be exhaustive, 
but rather a wide review of the commonly available approaches in the recent 
literature. Not all of the mentioned methods are able to produce data in an encoded 
fashion, which means that the operation is one directional: when the data is reduced, 
the resulting output represents a simplified version of the original 3D object, but 
there is no information stored to get back to the original. The ability of whether the 
simplification process can be used as a two directional operation is called 
progressive simplification as opposed to discrete simplification. Hoppe (1996, 
1998) presented an original method for progressive encoding where the 
simplification is applied to one edge at a time, and at the same time, the counter 
operation is stored. Keeping a list of counter operations in memory, one can stream 
the encoded data and decode as much detail for the rendering as needed. The 
original work presented by Hoppe (1996) has since seen many improvements in the 
literature, for example, those by Lee et al. (2012) and by Lavoué et al. (2013). 
Typical 3D models used in virtual environment applications consists of more than 
geometry. Additional data (vertex attributes) may include colours, texture 
coordinates, 3D object tangent space vectors, bone animation coefficients, etc. 
Some of the presented reduction methods have a problem with this respect because 
they only focus on encoding geometry. One of the recent methods, however, does 
not have this issue, and more importantly, is friendly for mobile usage as well. This 
method is called progressively ordered primitive (POP) buffers and was introduced 
by Limper et al. (2013). This is a state-of-the-art geometry encoding method which 
via geometry decimation and triangle conquest allows reordering of the original 
data in a way the most significant vertices (and their attributes) come first, and 
hence the original model becomes a streamable progressive dataset. Based on the 
literature review, this method offers a number of advantages over the other methods: 

1. it allows practically any 3D geometry to become progressively streamable, 
2. the method does not restrict to geometry only, but allows usage of any 

additional vertex attributes too, and 
3. due to data reordering, there is no decoding process involved. New 

progressively downloaded data is added to the end of already downloaded 
data buffers, which means there is no extra decoding work to be done for 
the receiver. In addition, the loading process can be stopped at any point if 
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the client decides to do so, hence allowing full control of detail level and 
network bandwidth utilization. 

These features are especially useful from the mobile device perspective. Based on 
the benefits the POP buffers method providers, it was used as the default geometry 
encoding method in the constructs presented in this dissertation. 

2.2.2 Image simplification 

Images are data sets in the rendering which are groups of pixels organized in a 
rectangular shape, and each pixel holds a colour which is stored at arbitrary quality. 
Typical bit width for the pixel colour component is 8 bits, which means that for 
each main colour channel (red, green, blue), there is a total of 24 bits available, 
which results in approximately 16.7M different colours to be representable in a 
single image. 

From the rendering perspective, there are two important aspects to note related 
to image management: 

1. how much they occupy GPU memory during the rendering process when 
they are sampled, and  

2. what is the colour depth and the encoding of the colour information when 
stored in the GPU memory? 

Smaller images (in terms of number of pixels) tend to have lower quality than a 
larger version of the same image, but at the same time, they occupy less memory 
in the GPU memory space. They are faster to render since being smaller, they are 
more likely to hit the GPU texture fetch cache during the rendering. In addition, the 
rendering process can be programmed to use a series of downscaled versions of the 
original image called MipMaps (Cantlay 2005). During rendering, the selection of 
the MipMap level is automatic, and MipMaps can be generated by the graphics 
driver or alternatively they can be provided by the application programmer. Hence, 
it becomes a key question how the textures can be made smaller at the same time 
minimizing the quality loss caused by the scale down operation. 

Sloan et al. (1998) present a method where they detect areas of the image which 
are more important than the others. Areas like that are warped in the original image 
to make them occupy more spatial pixel space, and hence make them less tolerant 
to image downscaling quality loss. The downside of this method is that because the 
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images’ spatial characteristics change, the matching texture coordinates in the 3D 
model need to be recalculated to match this change as well. This may be a difficult 
process and its computational complexity is proportional to the original 3D model 
complexity. Hunter and Cohen (2000) present a similar method where the image is 
harmonized first in its frequency space, which results in the image to be less tolerant 
to down scale operation quality loss. Balmelli, Taubin & Bernardin (2002) also 
utilize the image frequency space to identify the high frequency content and then 
warp the texture spatially in these regions to give more space for those areas of the 
image. In their work, they show an example of how an image is first processed by 
their method, and then downscaled to 20% of its original size (in terms of image 
resolution) still keeping the visual quality at a comparable level with respect to the 
original image according to original authors’ visual inspection. Sander et al. (2002) 
similarly allocate more space for important image areas, but their metric is based 
on the actual images mapping on the 3D surface and on a determination where the 
most image detail are needed. 

All of the mentioned methods share one common approach: they try to allocate 
more spatial image space for those areas which are, by the chosen metric, more 
important than the others and hence more susceptible to any artefacts. Then, as a 
second step after the spatial re-allocation, the images can be scaled down, hence 
making them to occupy less memory. As mentioned above, warping the images 
using the methods causes texture coordinate re-computation. This is not a preferred, 
nor a trivial approach, if the mobile device needs to perform it. However, 
performing this kind of operations at the service provider side before delivering the 
content to the mobile device is likely to be a better approach. It should also be noted 
that the reasoning why more spatial image space is allocated is that it allows 
downscaling the image more without exposing the visual artefacts to the user. 
Hence, the actual operation that optimizes the image content is eventually the scale 
down operation. 

Image scaling operation and its effects on simplification and to energy 
consumption is discussed by both Vatjus-Anttila et al. (2013) and Hosseini et al. 
(2013). The latter authors present a method where the actual manipulation of the 
image is done in the network, but it is done based on the capabilities and the 
resources the mobile device informs to be available. The primary operation in use 
is image down scaling.  

Another approach to image manipulation, when considering the total energy 
consumption of the mobile device, is presented by Hosseini et al. (2012). They do 
not alter the size of the texture, but instead, by manual classification of the images, 
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they apply a colour space darkening operation to images which are marked less 
important. This method has a direct relationship to the display technology and the 
savings are based on the fact that the displays who have individually lit pixels (such 
as OLED displays (Dong et al. 2009a & 2009b)) consume less current when the 
individual pixel brightness is lowered. This is not directly applicable to other types 
of displays which utilize a common backlight for all pixels. Also, while this method 
is worth mentioning in this context of image simplification, it has no direct 
relationship to the rendering process simplification itself. 

Image scaling operations in its various forms is without a doubt the most used 
way of image simplification. In relation to 3D graphics, image format changes are 
as important methods as scaling operations. The GPU, by default, is able to store 
images in RGB(a) octet stream in the GPU memory. Some GPUs provide an 
alternative to this and allow the storage of image content in compressed formats 
which the GPU can use natively. Native in this context means that the GPU can 
sample the compressed data and render it directly without translating it into RGB(a) 
pixel first. Most commonly used compressed image formats are ETCv1 (Ström and 
Akenine-Möller 2005), ETCv2 (Ström and Pettersson 2007) and the family of 
DXTn (1, 3 and 5) compression formats. Vatjus-Anttila et al. (2013) have shown 
what is the effect if original RGB(a) images are translated into ETCv1 images for 
rendering, hence in this respect, the benefit is undoubtful. The downside of these 
compressed formats is that not all GPUs support them, and hence they cannot be 
used universally in any mobile device. OpenGL ES 2.0 specifies only RGB(a) 
format as a mandatory image format and ETCv1 as an optional one. OpenGL 3.0 
specifies ETCv2 as a mandatory format in parallel with RGB(a). From the 
application developer standpoint, the OpenGL 3.0 ETCv2 inclusion as a mandatory 
image format is likely a welcomed feature. 

2.2.3 Surface material simplification 

In 3D graphics, surface materials are definitions which define the surface 
characteristics of the rendered geometry. Typically, material definitions are textual 
descriptions describing these characteristics. These definitions are applied to shader 
programs whose responsibility is finally to make the computations (i.e. solving of 
the lighting equations) in a way the results are as desired in the original surface 
material definition. Example attributes which are included in the surface material 
definitions are various, for example, surface diffuse colour, its metalness, 
roughness, etc. varying parameters which all have an effect on the final 
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computation. As an example, Strum et al. (2016) present a harmonized material 
definition for physically based rendering applications which clearly outlines how, 
and what kind of information there is defined in the surface material. 

From the rendering perspective, the more complex the material is, the more 
demanding will be the rendering workload. As far as surface shading is concerned, 
this is emphasized for the fragment shader stage. Detailed surface details are 
burdensome for a mobile GPU since compared to their counterparts on desktop 
world, the mobile GPUs lack the number of parallel fragment shaders and the 
overall clock speed of a single shader is not as high. This limits the amount of 
mathematics that can be solved during rendering of a single frame without 
exhausting the execution time and hence energy consumption as well. Form the 
mobile GPU perspective, the execution of the shared should be as simple as 
possible, but still the end result should be as accurate as possible. 

In the literature, Hosseini et al. (2012), Vatjus-Anttila et al. (Publication I) and 
Mochocki et al. (2006) have all been experimenting what is the result if the material 
definition is deliberately simplified without altering the underlying geometry or 
texture images. Hosseini et al. (2012) show how forcefully simplifying lighting 
calculations and darkening of textures, which are considered not to be important 
ones, the overall energy consumption of the rendering phase was reduced by 20−33% 
in their experimentation. Mochocki et al. (2006) approach the topic by 
manipulating GPU texture addressing parameters and texture filtering methods, and 
in their experimentation by doing this, approximately 50% of energy saving were 
gained. As partially related work, Pool et al. (2011) show how computation 
precision selection of the fragment shader programs affect the total energy 
consumption of the GPU. Their experimentation shows that 10−20% savings are 
possible. While the precision selection is not directly a surface material 
simplification method, it certainly can go in parallel with those methods since they 
share a similar goal: to make the fragment shading part simpler and hence to make 
it consume less energy. And in any case, the selection of the shader computation 
precision is completely controlled by the mobile device in question performing the 
actual rendering. 

Material simplification causes quality decrease regardless if it consists of 
original material definition simplification, or precision adjustments during the 
computation. Vatjus-Anttila et al. (Publication I), Hosseini et al. (2012) and Pool et 
al. (2011) all show comparative visual results of their selected optimizations. Side 
by side image comparison clearly shows the quality degradation that the methods 
can cause. However, as argued by Hosseini et al. (2012) and Vatjus-Anttila et al. 
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(Publication I), it is likely that the quality degradation is acceptable if it is done 
with proper heuristics. For example, by selecting different material LoD levels 
similarly compared to geometry LoD level selection: less quality is adjusted when 
the object is farther away. Another approach and proposal of material LoD level 
selection is presented by Koulieris et al. (2014) who state based on their 
experimentation that users expect higher quality visualization of objects which 
stand alone in the 3D virtual environment, and they are likely not noticing quality 
degradation of individual objects when the objects are gathered in groups. Hence, 
object grouping and their placement in relation to other objects could be one 
additional source of influence (in addition to viewing distance) when selecting the 
material simplification LoDs during the rendering process. Partially related to this 
phenomenon, both Ngoc et al. (2002), as well as Breda et al. (2008), state in 
addition that it is important also to know from which angle the user is viewing a 
particular object, since any simplification done for the object may appear visually 
different when viewing angle is changed and hence the experienced quality 
degradation is a function of a viewing angle as well. 

2.3 Network Architecture and 3D content delivery 

In general, the literature is aware of many different approaches for building 
different network architectures, each having the up and down sides. In this section 
four architecture are presented: (1) client-server architecture, (2) distributed client-
server architecture with redundancy, (3) proxy-based architecture and (4) peer-to-
peer architecture, and they are evaluated from the 3D virtual environment content 
delivery perspective. 

The 3D virtual environment service’s network architecture and its associated 
components are the ones responsible for the content delivery. The literature 
presents different strategies for building such an architecture, and the solution 
proposals refer to important metrics that need to be evaluated from the service 
perspective when the decisions are made. Those are an ability to provide congestion 
control for a large number of users, to allow robustness in expanding (or shrinking) 
the solution capacity, minimization of caused network delays and latencies, 
providing fairness for each user using the service, efficient utilization of the 
available network bandwidth and minimization of computational workload on both 
servers and clients. (Hung and Hong 2000, Mauve et al. 2002). 

Mauve et al. (2002) discuss different approaches for building networked 
architectures. They start from the simplest Client-Server architecture, which refers 
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to a method where all clients connect to the same centralized server and there is 
nothing additional in between the clients and the servers. This is the most direct 
connection for the clients; hence, it potentially minimizes the access latencies of 
such a service, but as the centralized server can reside in one place only, this does 
not provide fair means for the clients to access the service. A geographical location 
will determine the length of network routes for different clients and hence 
experienced latencies are not guaranteed to be consistent across the geographically 
distributed user base. Additionally, in this scenario, the centralized server is 
responsible for everything, including the content delivery, which might mean that 
a heterogeneous client device base will cause very varying workloads, which the 
centralized server is not necessarily designed for. 

Client-server architecture can also be considered to be based on a redundant 
technology solution. For the client, the communication looks the same: there is a 
single point of connection to the server, but the server setup is organized differently. 
First of all, the front-end of the server hides multiple redundant and load balanced 
copies of the server software (using for example HAProxy). Second, as the server(s) 
typically store their persistent data into relational databases (such as MySQL) 
and/or non-relational databases (such as MongoDB), those databases can be 
redundant as well. At the database level, adding such a redundancy means, for 
example, utilization of master-master or master-slave mirrors (Nugent 2010). For 
non-relational databases, the method of distribution is called sharding (Mahmood 
et al. 2015). Using these methods, it is possible to build server clusters which share 
the persistent data but reside behind the load balancer. Those clusters can be 
considered redundant copies of themselves and they can be distributed, for example, 
by a geographical basis. 

Hung and Hong (2000) and Mauve et al. (2002) both acknowledge the problem 
of client-server relationship and present a solution which is based on distribution 
of the workload away from the centralized server architecture. The core idea is that 
some (or nearly all) workload can be offloaded to a proxy component, which can 
be programmed to perform various duties for the service in question. It can handle 
parts of the network service protocol traffic (for example 3D environment authority 
assignments (Arragwal et al. 2006)), it can manage and tailor content for the 
heterogeneous client devices (for example, 3D texture adjustments based on client 
device energy consumption (Hosseini et al. 2014), image delivery and their detail 
level adjustment based on the demand of the client device (Rauschenbach and 
Schumann 1999)), it can offer geographically distributed presence of the service 
across different areas and it can implement caching to minimize the traffic the 
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centralized server needs to deliver. In the literature, this kind of architecture is 
called proxy-based network architecture, as opposed to a pure client-server 
architecture. 

There are three important network connection parameters (or phenomena) 
which define the overall status of the network connection and how the users 
experience its current state. Those are latency (i.e. what is a single packet round 
trip time (RTT) from the client to the server and back [ms]), jitter (i.e. how much 
RTT changes between individual packets [ms]) and packet loss (i.e. an amount of 
sent packets which get lost during transmission and need to be resent). Chen et al. 
(2006) created a model with the help of which one can predict based on these three 
variables how likely it is that the user of a service is going to stop using the service 
because of bad network conditions. They claim that using network games as a test 
subject, the time users spend in the game correlates with this model and it gives an 
insight into when people are likely to stop using the service. Among the three 
parameters, the RTT had the largest impact on the end result. Similar measurements 
are performed by Armitage (2003) using Quake3 game by measuring players’ 
performance in bad network conditions and by Beigbeder et al. (2004) using Unreal 
Tournament 2003. The findings of Beigbeder et al. (2004) are similar to the ones 
made by Chen et al. (2006). They tested two of the parameters during online 
gameplay (RTT and packet loss) and noted that packet loss among these two did 
not cause a significant or noticeable difference, not even when it was raised to 5%. 
RTT, however, had a small impact on normal (slow paced) actions like walking 
around in the game area, but a very high impact on anything that needed interactive 
accuracy, i.e. shooting in the game area. Similar, but a more precise finding is 
expressed by Claypool and Claypool (2006). They categorize 3D networked games 
into three categories: first person avatar games, third person avatar games and 
omnipresent games. They measure players’ behaviour in varying network 
conditions and determine that the more precision and speed users need to express 
in the virtual environment, the more critical network characteristics are. For each 
of these categories, they define limits of RTT (100ms, 500ms and 1,000ms, 
respectively) after which the corresponding service type became unacceptable for 
the users. 

From the 3D virtual environment service perspective, the mentioned 
parameters are important when designing an architecture in such a way that it 
supports fully a pleasant user experience. Proxy based architecture allows 
distribution of the service in question for example based on geographical grounds. 
In this case, the proxies can be set up geographically nearby the users and hence 
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lower the directly experienced communication latencies - or by minimum - keep 
them under control. When proxies are used to route protocol traffic of the virtual 
environment service, one faces a question of who actually authors the 3D 
environment state changes, which the client's cause to the virtual environment. The 
final author is naturally the central server, but when the proxies relay protocol 
traffic, caching can cause discontinuity to the world state, which might lead to a 
mis-synchronized visual state across different clients. Aggarwal et al. (2006) 
discuss one solution to overcome this kind of problem by distributing world state 
authority partially to the proxies, hence making them to become more than just 
protocol relays to the central server. 

In addition to this, proxies can be offloaded to other duties as well, which 
simplify the workload of the central server. Load balancing, content distribution, 
content caching and even content translation for the specific client devices can be 
part of duties that proxies manage, as defined in general by Hung and Hong (2000). 
Rauschenbach and Schumann (1999) describe an early proposal for demand driven 
image transmission for web applications, where levels of detail of the distributed 
images are created by classifying important regions from the image and applying 
less compression on those areas. This kind of operation is a basic fundamental tool 
to distribute content which is tailored for each device requesting it and can be 
offloaded to a proxy which manages the distribution and caching of such content. 

Hosseini et al. (2013) discuss a method which adaptively modifies 3D textures 
downloaded by a mobile client by adjusting the texture size, quality and loading 
order to achieve the lowest possible energy consumption for data transmission and 
3D graphics rendering. They experiment with the method by letting a network 
component to make a decision based on client capabilities and available bandwidth 
which quality level needs to be streamed at any given time. They present a more 
advanced version of their adaptation algorithm as well which takes pre-defined 
energy consumption budgets into account and additionally also changes in the 3D 
environment which might have an impact to the loading order of the 3D content. 
(Hosseini et al. 2014) Both Rauschenbach and Schumann (1999) and more recently 
by Hosseini et al. (2013, 2014) are examples of what can be implemented by a 
proxy component in the network for mobile clients, and hence offload the work 
away from the actual central server. 

As a comparison, a third approach to build a network architecture for 3D virtual 
environments should be mentioned, which is a peer-to-peer architecture. This 
architecture style is not especially tied to 3D virtual environment services, but 
instead it's a robust method for distribution of resources between clients belonging 
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to the same group (swarm). There is no centralized authority, and all clients in peer-
to-peer swarm download and upload chunks of data continuously up to the point 
when all clients share an equal amount of the data. File sharing via BitTorrent 
application is a popular example of peer-to-peer networking (Wojciechowski et al. 
2009). In 3D virtual environments, there are several different types of data. The 
first is the 3D content, i.e. geometry, textures and scripts, which define the 3D 
environment. Second, there is the client related data (i.e. avatars and identities) and 
third, the 3D virtual world space state information. Transferring the 3D assets 
compares well with peer-to-peer networking as it equals quite well the common file 
sharing application. The same applies to user data but compared with these two, the 
3D world state is not at all trivial to distribute between the clients. As the world 
state is constantly changing, it needs continuous updates as opposite to the 3D 
content most of the time. Also, as in peer-to-peer networking, the clients have part 
of the state information in them, it creates an opportunity to cheat the world state 
as the state is not solely authored by a centralized server entity. There are solution 
proposals to overcome peer-to-peer networking specific problems like this. It is 
important to understand the problems are largely different compared with client-
server-based architectures. (Hampel et al. 2006, Yahyavi et al. 2013, Koskela et al. 
2014) 

Peer-to-peer networking, however, is not necessarily a complete solution to 3D 
virtual environments when targeted to heterogeneous mobile devices. First, the 
distribution of 3D content is not purely file sharing, but there is content translation 
involved as well. Hence, if translation procedures are taken into account in the 
architecture, one needs to design how this kind of (active) 3D content translator 
client joins the swarm and how the translated content is distributed because not all 
translated versions are needed by all clients. This is discussed, for example, by 
Preda et al. (2008) describing how their local content servers (LCS) are in charge 
of translating content and distribute it using P2P communication methods. As they 
state, in their architecture, all delivered content is first delivered to an LCS where 
it is decided whether this particular content needs to be translated and after this step 
it is delivered to the client requesting it while at the same time also keeping a cached 
copy of the processed content. Koskela et al. (2014) discuss a similar approach in 
more general level as part of a 3D virtual environment architecture proposal based 
on peer-to-peer networking. Another viewpoint is the utilization of network 
interface resources. As the strength of peer-to-peer networking largely comes from 
the fact that all clients download and upload data simultaneously and continuously, 
this may not be an optimal solution or situation for battery powered mobile devices. 
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Another viewpoint is the distribution of responsibility in the peer-to-peer 
networking: all clients are equal, and they can, for example, all contribute to the 
content translation; this is not a preferred action to include in constrained mobile 
clients’ responsibilities. Regardless of the drawbacks and remaining unresolved 
problems, peer-to-peer network architecture type is an important topic to mention 
in parallel with the client-server and proxy-based network architecture alternatives. 

2.4 Mobile device energy consumption 

Heikkinen and Nurminen (2010) have studied consumer attitudes towards energy 
consumption of mobile phones and services. This is important research from the 
energy consumption perspective when evaluating options and methods to lower the 
mobile device energy consumption, because it needs to happen without causing 
unexpected consequences for the user. Charging time, battery depletion, device 
performance are all aspects that are important to the users. From the questionnaire 
(N=150) executed by Heikkinen and Nurminen (2010), three conclusive points are 
emphasized in the results: (1) users are willing to put effort themselves when using 
a mobile device, if it leads to optimization of energy consumption, (2) users are 
interested in the energy consumption of new applications they install and (3) users 
are interested in getting information about the energy consumption of applications, 
phones, etc. in general. Given these emphasized conclusions, it indicates that 
methods which simplify workloads and hence lower the energy consumption of 
mobile devices are regarded interesting by the users and might even be a selection 
criterion for them.  

It is an equally interesting topic to think which parts of the mobile device then 
in the end actually consume the energy when the device is in use. Information about 
this distribution would further expose insight into where the energy saving should 
happen in order to gain the maximum benefit from them. Xiao et al. (2010) present 
a mathematical model which in their experimentation was used to estimate the 
energy consumption of a mobile device. Their model is based on 21 variables which 
are measured from the device in question, but as they state, a coarse version of the 
estimator is to take the main SoC parameters, data transmission parameters and 
display parameter into account. Hence, without the fine-grained granularity, this 
exposes the three main energy consumers of the mobile device, which are: the 
chipset, the radio interface and the display. This allows to define a coarse grouping 
of simplification methods for (1) the ones which lower the consumption of the 
chipset (CPU, GPU, RAM), (2) for the ones that lower the bandwidth requirement 
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of the downloadable content and (3) for the methods which lower the display power 
consumption overall. The combination of the consumption is a result of these three 
aspects, and the downloaded content (and their types) influence this greatly. 
Thiagarajan et al. (2012) summarize a test framework for web pages and measure 
how loading and using selected popular web pages affect the consumption. Even 
though the web pages they tested were close to each other/similar in terms of 
appearance, they consume quite different amounts of energy to download and 
render, because of their implementation details. They pinpoint in their research, for 
example, how extensive utilization of JavaScript instead of links, usage of CSS 
instead of AOL and usage of extensions (like Google analytics) affect the overall 
consumption results. While these details are specific to the web page loading and 
rendering, 3D graphics and 3D virtual environments present their own details that 
need to be acknowledged exactly from the same perspective. 

When various simplification methods are applied to the content the mobile 
device consumes, the methods typically target one of the above mentioned three 
categories. There are methods which simplify the content itself (i.e. geometry 
defining 3D shapes of the service) or methods which compress the content into 
smaller package to favour a lower required bandwidth. Depending on whether lossy 
or lossless compression is in use in this process, both of these actions lead 
eventually to lower mobile device energy consumption due to lowered workload, 
but as the content is changed, it also leads to different visualization results 
compared to the original versions of the assets. In the worst case, these different 
results lower the quality of the finally rendered image and it might not be acceptable 
to the user anymore. Hosseini et al. (2012) show how dropping lighting calculations 
away from the rendering results and darkening the textures used during the 
rendering allow energy saving on the (OLED) display and GPU which experiences 
lighter workload. At the same time, the visual result is slightly degraded, but it is 
argued whether the user will notice this or not. In another research (Hosseini et al. 
2013, Hosseini et al. 2014), they present a scenario where the texture downloading 
process is manipulated by the prior knowledge of available energy budget which is 
available. Texture images are downscaled (to save bandwidth) and prioritized to 
download only the most important ones within the given budget. Both of the actions 
cause visual artefacts to the end result, but the algorithm meets the energy budget 
requirements, nevertheless. Pool et al. (2008 and 2011) show how adjusting the 
GPU shader computation precision (and forcefully dropping it) will results in less 
consumed energy, but they emphasize and show with visual examples how the 
visual quality of the rendering results can degrade significantly. Mochocki et al. 
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(2006a, 2006b) do not alter the graphical assets directly in their research, but they 
analyse the workload and use the created model to predict the workload and use 
GPU dynamic voltage frequency scaling (DVFS) feature to save energy when a 
lower workload is predicted. This is an example of how energy savings can be 
achieved also by adjusting the underlying hardware along with the workload. It is 
likely that the most suitable solution for the energy savings comes from a 
combination of prediction model and proper content simplification. 

The energy measurement setups are typically built in such a way that they do 
not interfere the device under measurements directly. This means that the power is 
fed to the device using an external power supply, and there is a calibrated 
measurement device which is measuring the consumed energy of the device under 
test using a fine granularity. The power supply and the measurement device can be 
only one device, Monsoon being an example of such (Monsoon 2015). Some 
mobile devices support feeding the power directly from the separate supply, but 
some devices are built in such a way that they require their own battery to be present 
for the operation. Vatjus-Anttila et al. (2013) and Thiagarajan et al. (2012) show 
example setups of such. The measurement device can also be a more complex one, 
especially when high speed signals and hence very high-speed measurement 
granularity is needed. Johnsson et al. (2014) present such a custom-made 
measurement device and setup which is suitable to measure real-time graphics 
performance on a mobile device but also on a PC computer. Within this dissertation, 
the decision was to use commercially available measurement devices with known 
electrical characteristics. 
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3 Research Constructs 
Two constructs were built for this dissertation. The first of them studies various 
simplification methods and their effect on a group of mobile devices with varying 
hardware. The evaluation is done from the performance of 3D rendering 
perspective, including how much the devices consume energy while performing the 
requested tasks with the simplified content. In addition, the construct 1 takes into 
account how simplification results can also cause visual artefacts and studies what 
is the effect of those on the perceived user experience. This viewpoint aims to 
clarify how much one could simplify 3D content before the overall visual 
appearance is no longer appealing to the user. 

Construct 2 studies the overall delivery chain of the 3D content. It theorizes 
what is complete chain starting from the 3D content creators (artists and/or 
machines generating procedural content) to the consumer of the data (i.e. the 
mobile device or finally the user). Construct 2 summarizes, leveraging from the 
results found in construct 1, what is the best distribution of the proposed 
simplification methods along the delivery chain and finally concludes a proposal 
of such a content delivery chain suitable for delivering simplified 3D content for 
mobile devices. 

3.1 Construct 1: On-device optimization methods and their 
contribution to mobile device energy consumption 

Construct 1 consists of studies that are described in Publications I, III, IV and V. 
Publication V uses a 3D city model for the rendering, and compares the results from 
the energy consumption perspective by manipulating the amount of geometry, as 
well as the sizes and data types of the texture images used by the model. Publication 
IV focuses on the same topic but does it by using synthetically generated geometry 
and texture images. The synthetical content is used to control the workload of the 
mobile GPU more accurately compared to an arbitrary 3D model, and the workload 
is used to derive a mathematical model for the device power consumption which is 
based on run-time rendering state parameters. 

Publication I focus on geometry simplification with varying kinds of selected 
3D objects. The publication I studies the total energy consumption of the mobile 
device when the geometry is manipulated, but at the same time, it presents 
comparative analysis conducted with users regarding how they perceive the 
resulting quality of the given 3D graphics. Finally, publication III presents five 
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alternative techniques of how borders (or a horizon) of a 3D virtual environment 
could be visualized. The techniques are evaluated from the downloading, rendering 
complexity and user perception points of view. 

The graphical assets for the 3D city model used in publications III and V were 
modelled by Ms. Julianna Hemmoranta. The author himself created the rendering 
software (Chiru 2013) which was used for building the applications for each of the 
Publications I, III, IV and V. The same software was used for all measurement 
setups in Ubuntu Linux environment, as well as in Android devices. The author 
also performed all measurements related to energy consumption UX studies for the 
publication I, III, IV and V. Dr. Seamus Hickey and Dr. Timo Koskela provided 
their insights, suggestions and proofreading for papers IV and V. In publication I, 
the user studies were designed by Professor Jonna Häkkilä and Mr. Tuomas 
Lappalainen, and they were executed and authored for the publication I by Mr. 
Tuomas Lappalainen. In publication III, the user studies were designed by 
Professor Jonna Häkkilä and Leena Ventä-Olkkonen and execution was managed 
by Leena Ventä-Olkkonen. Dr. Timo Koskela co-authored and reviewed 
publication I together with the author and provided his input in wireless 
transmission related chapters as a whole, partially to geometry compression topics, 
and to the overall structure of the publication. 

3.1.1 System overview 

The following subchapters describe the rendering approach, target devices, energy 
measurement setups, 3D content manipulation methods and user experience study 
setup for the current construct. 

3D graphics rendering software 

The visualization was done using a custom C++ rendering engine (Chiru 2013) 
which was written specifically for the purpose of all the energy consumption and 
rendering measurements. The rendering engine was written according to the 
common programming guidelines (Munshi et al. 2009, Akenine-Möller et al. 2009) 
to utilize the most efficient rendering methods available using OpenGL ES 2.0 API. 
The most efficient in this context means rendering methods which require the least 
CPU load possible during the graphics reproduction, and also minimize redundant 
work of the GPU. There were a number of specific methods that were used at the 
API level to guarantee it happens: 
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1. Strong usage of OpenGL ES 2.0 defined Vertex Buffer Objects (VBO) for 
geometry caching. VBO’s in OpenGL 2.0 allow the CPU to build renderable 
geometries only once and store them in VBOs in the GPU memory. Hence, the 
data is sent by the CPU to the GPU only once and later requests to draw the 
geometry are only a matter of binding them into use and issuing a draw call. 
This is a very powerful method to minimize CPU-GPU traffic, but at the same 
time, puts responsibility for the CPU (and the rendering software) not to 
exhaust the available GPU memory. 

2. When building VBO’s, and when the target hardware supports it, the floating-
point attributes are packed as 16-bit floating point numbers instead of using 
32-bits of precision. This essentially shrinks the geometry data memory 
footprint to half of its original size by the cost of lost precision. As discussed, 
in Publication II, this halves all internal GPU bandwidth requirements related 
to geometry rendering, and at the same time, it makes the data to occupy half 
of GPU memory, hence both of these facts greatly favouring the internal 
caching mechanisms of the mobile GPU. Additionally, as the general 
programming guidelines suggested as well (Munshi et al. 2009, Akenine-
Möller et al. 2008) that the usage of 16-bit floating point numbers during 
geometry rendering hardly ever reveals visual artefacts, the 16-bit floating 
point geometry precision became a default feature in the rendering software. 
This was confirmed to be an accurate assumption by performing subjective 
visual analysis of the rendering output within the research group personnel 
during the experimentation. 

3. The rendering software implemented an API cache, which kept track of all 
OpenGL ES 2.0 API calls and implemented a thin state machine of the 
rendering pipeline. If the API cache detected an OpenGL state machine change, 
which was already applied to the GPU, the API call was then suppressed to 
avoid any GPU context invalidation and hence, stalling of the rendering 
process. During the development of the rendering software, the API cache 
functionality was verified with GraphicRemedy’s gDebugger tool 
(GraphicRemedy 2016) which has a suitable debugging mode for this exact 
purpose. 

4. When passing uniform variables for the shaders, they were packed by the 
renderer into a struct and then passed to the shader using a single 
glUniform4iv() OpenGL ES 2.0 API call. This was done to avoid the 
application to congest API calls when multiple parameters were passed as 
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uniforms for the currently active shader. This allowed passing of arbitrary 
complex parameters always using a single API call. 

5. The render engine implemented a shader manager which kept track of the 
shader binding order. If possible, the previously bound shader objects were re-
used when rendering consecutive frames to avoid shader rebinding and 
unneeded OpenGL render pipeline flushes. 

6. The render engine implemented three practical paths to manage geometry: (1) 
individual objects without LoD levels, (2) individual objects which had an 
arbitrary set of LoD levels bound and which were invoked based on the object 
distance from the camera and (3) geometry with progressive LoD information 
of which the render manager used to adjust geometrical complexity based on 
the object distance from the camera. These three methods supported all use-
cases what were needed by the constructs. 

The rendering software was ported to Ubuntu Linux and Android operating systems. 
This allowed the software to be usable for desktop style hardware (TrimSlice 
Tegra2 (Trimslice 2016)), as well as for the selected Android mobile devices. To 
make the results as comparable as possible, it was written in C++ to allow native 
execution without 3rd party runtime software dependencies (apart from the 
OpenGL ES 2.0 graphics API). This way, the software itself was comparable across 
platforms and operating systems it was run in. Additionally, for the sake of 
measurements and experimentation, the render engine implemented hooks to log 
all activities the engine performed, such as a number of frames and triangles 
rendered and how many textures and shaders the GPU was bound to use. 

Target devices 

The devices used throughout the testing were TrimSlice Tegra2 development 
computer (Trimslice 2016) and Samsung Galaxy S2+ (GsmArena 2012), Samsung 
Galaxy S3 (GsmArena 2013) and Samsung Galaxy S5 (GsmArena 2014) Android 
mobile phones. The TrimSlice device was not really a mobile device in terms of a 
mobile phone form factor, but it was based on a widely used mobile chipset 
hardware, nevertheless. Because the device was able to execute Ubuntu Linux 
operating system, it was a pleasant platform for development due to its openness. 
The Android devices were used later in the measurements and the selected devices 
represented popular devices across the users globally in three different performance 
categories. By this choice, we were able to compare the energy consumption using 
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different commercially available hardware and therefore we believe the results are 
comparable across the device base globally. 

Energy measurement setup 

The primary motivation for building the measurement setup was that it needed to 
be non-intrusive. In other words, the requirement was that the device under test ran 
the software as-is and should not have a connection to external monitoring 
equipment. Also, the energy measurement device had to do the measurement 
directly from the device hardware, preferably via the battery connector. 

The measurements were done with two different instruments. The first one was 
Uni-T UT61T (Uni-T 2016) multimeter combined with a separate laboratory power 
supply. This combination was used when measuring the TrimSlice device. Later, 
when a more sophisticated measurement device became available (Monsoon 2015), 
all the tests with the Android devices were performed with it. As the Monsoon had 
integrated a power supply of its own, a separate supply was not needed anymore 
when using it. Fig. 5 demonstrates the basic measurement setup used in all of the 
measurements. 

Fig. 5. Measurement setup basic principle. 
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3D asset manipulation 

The manipulation of the 3D content was done in several steps and several variations. 
As the basic building blocks for the 3D assets are geometry and texture images, the 
manipulation was focusing on these types. In all, the following manipulation 
methods were implemented: 

1. Discrete LoDs for the geometry. Parts of the geometry were processed with an 
edge collapse algorithm (Hoppe 1996) to create a set of discrete LoD levels of 
one particular geometrical object. The generated lower quality LoD levels were 
derived from the original content which was originally created by an artist. In 
the renderer, these groups of LoDs for each object were packed into VBOs and 
were issued by the renderer, then based on the viewing distance to the object 
in question. Objects farther away were rendered with lower quality. The 
discrete LoDs were used for the model, and the resulting levels in terms of 
triangles and vertices are summarized in Table 1. 

2. Progressive LoDs for the geometry. The renderer implemented a progressive 
LoD mechanism for the geometry, called POP Buffers (Lavoué et al. 2013). 
The progressive LoDs were packed into a single file for single 3D object and 
were streamed to the renderer incrementally. Hence, the method differs from 
discrete LoDs where each LoD was a separate entity. The progressive LoDs 
were used with Stanford bunny, Torus knot and Sponza cathedral 3D objects, 
of which complexity level is summarized in Tables 2, 3, and 4, respectively. 

3. Texture image size adjustment. The original texture images used by the source 
3D material were of arbitrary size. For the mobile devices, the image sizes were 
adjusted (1) to make their size smaller and hence make them occupy less space 
in GPU memory, and (2) to force their width and height to be a power of two. 
These actions had two primary motivations. First, by creating smaller textures 
for the application, loses image details, but also shrinks the required memory 
footprint that needs to be allocated from the GPU memory. By shrinking the 
footprint, it at the same time makes it more probable that the addressed texture 
images are in the local GPU texture cache. Second, as OpenGL ES 2.0 
programming documentation states, addressing of textures of which size is any 
power of two are faster to access, resulting in faster rendering overall (Munshi 
et al. 2009). 

4. Texture type transcoding. The original texture images were saved in RGB(A) 
formats (JPG or PNG). When the mobile device supported ETC1 or DXTx 
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form of compressed texture data, the RGB(A) data was transcoded into these 
formats prior to a delivery to the mobile client. The effect on the data sizes are 
summarized in Table 1. The benefit of this action is to make the textures to 
occupy less GPU memory space, and to allow the GPU to use a hardware 
accelerated texture decoder when it was available. As a result, the rendering 
was expected to perform faster and hence more efficient. 

Table 1. Oulu 3D discrete LoD levels (Reprinted by permission from Publication V © 
2013 Association for Computing Machinery, Inc.). 

Edges # Vertices # Triangles 

100% 501257 306540 

75% 363327 205582 

50% 286762 141632 

25% 151158 90334 

Table 2. Progressive LoD levels for Stanford Bunny (Reprinted by permission from 
Publication I © 2017 Springer Nature). 

LoD Faces Faces Increment Vertices Vertices Increment Total 

1 1636 10.0% 9816 785 1.6% 18840 28656 

2 3629 22.3% 11958 1783 3.6% 23952 35910 

3 9083 55.7% 32724 4515 9.2% 65568 98292 

4 14568 89.4% 32910 7279 14.9% 66336 99246 

5 16297 100.0% 10374 8145 16.7% 20784 31158 

6 16301 100.0% 24 47903 100.0% 978192 978216 

   1173672 1271478 

Table 3. Progressive LoD levels of Torus knot (Reprinted by permission from 
Publication I © 2017 Springer Nature). 

LoD Faces Faces Increment Vertices Vertices Increment Total 

1 466 16.2% 2796 204 11.1% 6528 93242 

2 1904 66.1% 8628 934 50.9% 23360 31988 

3 2790 96.9% 5316 1393 76.0% 14688 20004 

4 2874 99.8% 504 1437 78.4% 1408 1912 

5 2880 100.0% 36 1440 78.5% 96 132 

6 2880 100.0% 0 1834 100.0% 12608 12608 

   58688 159886 
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Table 4. Progressive LoD levels of Sponza cathedral (Reprinted by permission from 
Publication I © 2017 Springer Nature). 

LoD # Faces Faces Increment # Vertices Vertices Increment Total 

1 23024 34.7% 138144 11572 18.9% 370304 508448 

2 31237 47.0% 49278 15870 25.9% 137536 186814 

3 49083 73.9% 107076 25214 41.4% 299008 406084 

4 59739 89.9% 63936 31020 50.5% 185792 249728 

5 62519 94.1% 16680 34267 55.8% 103904 120584 

6 66450 100.0% 23586 61378 100.0% 867552 891138 

 1964096 2362796 

Table 5. Texture image scaling and transcoding result sizes (Reprinted by permission 
from Publication V © 2013 Association for Computing Machinery, Inc.). 

Texture type Original [B] Scaled [B] 

RGB(a) 35795328 2273664 

ETC1 5965888 378944 

DDS 6099072 389248 

Mathematical model to estimate device power consumption 

In addition to the measurements of energy consumption of synthetic and arbitrary 
3D content rendering, a mathematical estimator was created as well to see whether 
the rendering load consumption is something that can be predicted from the known 
rendering load. The estimator had two basic assumptions: 

1. It should work with input variables which are commonly used in the 3D 
graphics artwork in general. The chosen variables were the number of drawn 
triangles per frame, the number of addressed texels per frame and the number 
of issued draw calls per frame. 

2. It was also assumed that the mobile device energy consumption does not raise 
to infinity when increasing the workload, but instead there exists a hardware 
specific maximum value where the consumption would eventually saturate. 
Hence, the shape of the estimator curve was assumed to be an inverted 
exponential function. 

The mathematical model aims to follow the momentary consumption of the mobile 
device based on the rendering complexity within a single frame granularity. In this 
case, the point of interest laid in momentary energy consumption rate (as Joules per 
second), hence the mathematical model essentially estimates the consumed power 
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of the mobile device in a given workload. Because the mathematical model had 
three input parameters (number of triangles, texels and draw calls), the total 
consumed power was a sum of these three sub-estimators. As the consumption is a 
highly hardware specific phenomenon, each of these estimators require a hardware 
specific weighting factor which us used to fit the generic estimator to the levels of 
the specific hardware. Likewise, the minimum consumption (rendering idle 3D 
scene without content) and maximum consumption (rendering maximum workload 
3D scene) boundary values were required for scaling the output of the mathematical 
model correctly. The maximum consumption figures were measured using a 
synthetic training setup for each of the primitives: triangles, batches and texels. 
These three training setups were constructed in a way that the amount of the 
selected primitive was increased until the mobile device was able to render the 
workload at five frames per second speed. This point was considered to be the 100% 
workload for that particular primitive. These measured boundaries can be seen from 
Table 6. 

Table 6. Maximum workloads for each primitive from synthetic training setup. 

Workload 0% 5% 25% 50% 100% 

Triangles 1 79202 387069 774192 1534584 

Batches 1 2 8 16 32 

Texels 1 1048576 4194303 8388608 12482912 

User studies 

The user studies (Publication I) were performed using Samsung Galaxy S5 Android 
device and the same software that was used in the energy measurement tests. The 
user interface and the test schedule were implemented specifically for the user 
testing in mind, as opposed to energy measurements where the measurements were 
done in a more automated fashion. Apart from this difference, the rendering 
application was the same for both of these cases. In the user tests, the users had to 
execute three different tasks. 

1. First, they had to do comparative analysis of two parallel pictures of 3D objects 
and select the one that was quality-wise better looking in their opinion. 

2. Second, the users had to perform exactly the same comparative task as in 1, 
but this time, while standing and walking. 
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3. Third, the users were given a chance to give a subjective opinion of the lowest 
acceptable LoD level among the given 3D objects. In this task, the 3D object 
was real-time rendered, and the users were able to select the detail level by 
sliding a finger at the side of the device display. Among the six offered LoD 
quality levels, the users selected the one that was the lowest acceptable quality 
level for them. 

Publication III takes another approach to user studies. In this publication, a number 
of technically different visualizations was created for a selected 3D virtual 
environment application. The different technical selection varied from different 
environment decoration options which tried to create a disguise for optimization 
that was done for the environment. For example, one visualization scenario was to 
create a wall around the 3D virtual environment in question to avoid rendering of 
seemingly infinite landscape and its details. There were five visualizations in total 
created for the same 3D virtual environment, each with its own rendering 
complexity and visual look and feel. With a user questionnaire, it was determined 
which one of the visualization attempts was the most pleasant one, and how the 
different attempts correlated with user preferences. 

3.1.2 Results 

The following subchapters describe the results which were gathered during the 
execution of the experiments for construct 1. The result presentation is split into 
geometry manipulation, texture image manipulation, mathematical power 
consumption model and user experience studies, respectively. 

Geometry manipulation 

The effect of geometry manipulation was measured with four different mobile 
devices: TrimSlice Tegra2, Samsung Galaxy S2+, Samsung Galaxy S3 and 
Samsung Galaxy S5. Oulu3D city model was used as source material when creating 
discrete LoD levels, and these LoD levels were in use when testing with the 
TrimSlice device. Progressive geometry LoD test were run with the mentioned 
Samsung devices. Tables 1 to 4 earlier described the numerical characteristics of 
these test models, respectively. 

In a discrete LoD test with the TrimSlice device, the primary purpose was to 
investigate the effect of 3D content manipulation on the overall device energy 
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consumption. When analysing the results, it can be seen how the total energy 
consumption during the test is hardly changing at all when 25% of the geometry is 
reduced. Then again, 50% and 75% geometry reduction create 10% and 20% 
energy consumption reduction, respectively. This is an important finding, because 
it shows how the manipulation of the geometry does not necessarily lead to lower 
energy consumption. There are two important aspects in this phenomenon that need 
to be acknowledged: 

1. The overall 3D scene complexity defines the total load that the GPU will face 
during rendering, and the complexity is not defined by the amount of geometry 
only. A programmable GPU executes the rendering process in vertex and 
fragment shaders. If the workload of the vertex shaders is reduced, one has to 
reduce the fragment shading load as well to keep them in balance (and not to 
make the other one a bottleneck). If, for example, the rendering load is 
dominated by the fragment shading stage in the first place, the reduction of the 
geometry does not necessarily lower the total energy consumption at all. In this 
example, the bottleneck is not in the vertex processing. The discrete LoD level 
test with Oulu3D model shows how the original, model is over-textured, or 
geometrically too simple, because first level of geometry simplification does 
not lower the energy consumption. In other words, the vertex and fragment 
processing are not in balance when comparing their workload. 

2. The key question is how to know when the rendering is dominated by the 
vertex processing stage and when by the fragment processing stage. This is a 
more difficult question, since it has a strong relation to the hardware 
capabilities of the device in question and the heterogeneity of the mobile 
hardware does not make the question any easier. For example, among the 
devices under test, TrimSlice (GeForce ULP GPU (NoteBookCheck 2016a)) 
has four vertex processors and four fragment processors. Samsung galaxy S2+ 
(VideoCore IV GPU (Broadcom 2016)) has four generic processors, which can 
act adaptively either as a vertex or a fragment processor depending on the 
rendering load (Broadcom 2016), and Samsung Galaxy S3 (Mali-400MP4 
(NoteBookCheck 2016b)) has one vertex processor and three fragment 
processors. Based on these four examples, it can already be stated that there 
cannot exist a single 3D geometry complexity level which would work 
optimally for each of these devices at the same time. Instead, in order to achieve 
optimal performance with all of the devices, one has to tailor the data for each 
one of them. 
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These results are backed up by measurements which are presented in Publication V. 
One of the measurement cases used Stanford Bunny as the source 3D material, which 
was a non-textured, but a relatively complex 3D model in terms of geometry. When the 
same progressive LoD levels were tested with each device, surprisingly the older S2+ 
device outperformed a newer S3 device by achieving higher FPS during the rendering. 
The explanation for this was found in the GPU specifications of these devices. As 
VideoCore IV (Samsung Galaxy S2+ GPU) is able to change the functionality of the 
GPU processors, it can in this case shift more computation power to the vertex 
processing stage since the source material is clearly geometry dominated. It is not only 
the fact that mobile GPU capabilities make the devices heterogeneous, but it is also the 
adaptability that has been implemented in some of the GPUs that make the content 
manipulation task more difficult. 

When using discrete LoD levels with Oulu3D city model, the effect on the 
overall energy consumption saving was approximately 0% when using 25% 
reduced geometry, 10% saving when using 50% reduced geometry and 20% saving 
when using 75% reduced geometry, respectively. This overall result is applicable 
regardless of the display resolution in use. This makes sense since the amount of 
geometry and hence the number of vertex operations do not depend on the display 
resolution directly. Increasing the level of simplification lowers the total energy 
consumption significantly, especially when combined with texture file 
manipulation. The downside of using discrete LoDs for the geometry is their 
independence of each other. None of the discrete LoD levels of a single 3D object 
does not share resources with any other of its levels. This means that when the 
application wants to download all available detail levels and use them, for example, 
depending on the viewing distance to the 3D object, each of the needed LoDs needs 
to be loaded separately and individually. Depending on the 3D object in question 
and the total cumulative sizes of the generated LoD levels, this may have a 
significant effect on the download bandwidth requirements, and eventually on the 
overall energy consumption of the mobile device. 

Publication II summarizes also the physical download sizes of the assets used 
in the measurement setup (Tables 2, 3 and 4 earlier summarize the progressive steps 
in bytes). Progressive encoding of the geometry leads to progressive (incremental) 
loading process as well. If one combines the results from user studies, and organize 
the progressive loading process in a way it is stopped to the level which was 
indicated to be of sufficient quality by the end users (Bunny LoD 5, Torus LoD 5 
and Sponza LoD 4), the following savings (Table 7) for both download time and 
download energy can be summarized: 
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Table 7. Download time and size savings for test objects in 3G and LTE networks (Reprinted 
by permission from Publication I © 2017 Springer Nature). 

Model name Stopped at LoD # Time save Energy save 

Bunny (3G) 5 77% 48% 

Bunny (LTE) 5 76% 10% 

Torus (3G) 5 1% 18% 

Torus (LTE) 5 14% 0% 

Sponza (3G) 4 43% 32% 

Sponza (LTE) 4 43% 10% 

Among the three 3D objects used for testing, Stanford bunny and Sponza cathedral 
gained largest savings, both in terms of download time and download energy 
consumption. Savings for Torus knot are smallest in this comparison, but it can be 
explained being the simplest among the three in terms of geometric complexity and 
hence the progressive downloading is not the dominating factor it its usage. 

Two important conclusions can be drawn: (1) when there is knowledge 
available of what quality level is acceptable in terms of visual quality for the users, 
one can take advantage of this and stop the loading process prematurely to save 
time and energy without interfering perceived user experience and (2) how much 
savings can be gained in progressive loading is primarily dependent on the 
geometrical complexity of the original object. The more there is, the more there 
will be room not to load during the progressive download process. Hence, not all 
3D objects are gain equal savings, like Torus know in this case. 

Another aspect to note here is the used transport channel for the download 
process. The total consumed energy of the process is a function of the transport 
channel promotion time (and energy), download time (i.e. available bandwidth) and 
the tail time (and its energy). With a faster network connection (like the LTE in 
Table 7), promotion and tail times become a dominating factor for single 
downloadable objects and the progressivity will allow less gains overall. In this 
particular test, the savings in 3G network are much clearer than in LTE network 
because of this. However, this leads to an optimization problem of the loading 
process: in 3D virtual environment application, the loading process includes much 
more than just loading a single object. If one is able manage the process to utilize 
maximum bandwidth and hence lower the dominating effect of promotion and tail 
times, the progressive loading process can be very effective. 
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Comparison to state of the art 

Ma et al. (2013) indicate in their article that as a single processing stage, the 
geometry processing in general is the most energy consuming stage, hence they call 
it the current bottleneck in real-time graphics. They also state that when the 
application has a significantly different primitive count, the result might be entirely 
different. The results obtained in this dissertation support this statement, but also 
add to it: whether the geometry processing is going to be the most consuming 
individual stage during the rendering, it has dependence on the device GPU 
capabilities. Any geometrical content that burdens one GPU does not necessarily 
burden other, hence it is natural that the bottlenecks will shift accordingly, and it 
should not be taken as given that geometry processing is always the bottleneck 
without analysing the hardware constraints. The statement of Ma et al. (2013) is 
fully backed up by the results presented in this construct. In a similar fashion, 
Mochocki et al. (2006) show with their measurements how the geometry becomes 
a dominating factor in their test experiment when the geometry complexity level is 
increased. They do not make specific comparison of the rendering quality, but they 
make a hypothetical statement that if geometry can be simplified in any particular 
application without altering the rendering result quality, it would be recommended 
to do so from the optimization perspective. 

Texture image manipulation 

Several combinations were executed when examining the effect of texture image 
manipulations. First, three different texture formats were used: RGB(a), ETCv1 
and DXT1/5. Second, textures were used as-is (unmodified source materials) and 
scaled down to maximum resolution of 128 times 128 pixels. Third, the tests were 
run with three display resolutions: 320x240, 800x480 and 1280x720. 

The experimentation showed that if only the texture formats were changed 
from RGB(a) to either of the compressed texture formats (ETCv1 or DXT1/5), it 
lowered the overall energy consumption in each test case approximately by 5%. 
This is a rather significant result, since the format change itself is a trivial task with 
proper tools and hence the 5% energy consumption saving is potentially achievable 
with trivial application changes. In reality, however, this topic is not so trivial. The 
reason is that the hardware support for compressed textures is very sparse among 
the mobile devices in the market. All of them support RGB(a) formats, some of 
them support ETCv1 and rare of them support ETCv2/DXTx texture variants. This 
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is the reason why typically the applications ship with only RGB(a) texture files, 
because those are the only ones which are guaranteed to work with every OpenGL 
ES 2.0 capable mobile device. The other mentionable difficulty is the question who 
is responsible for the conversion from one texture format to another. If the mobile 
device does that, first, by retrieving the RGB(a) data and then transcoding it, for 
example, into ETCv1 format, that extra transcoding CPU time consumes energy as 
well. . It is not necessarily beneficial to do the conversion in the mobile device, but 
it is more reasonable to do it in the cloud service distributing these files for a 
number of mobile devices simultaneously. 

The texture scaling operation has also an effect on the overall energy 
consumption, but based on the experimentation, it has dependency on the display 
resolution. In 1280x720 resolution, the scaling operation results in approximately 
17% lowered energy consumption with RGB(a) texture files and the results are 
emphasized even more when using compressed texture formats. In this case, the 
reduction of overall energy consumption was approximately 23%. In 800x840 
resolution, the corresponding numbers are 10% and 13%, approximately and 
respectively. Finally, in 320x240 resolution, they are approximately 5% and 9%. 
When the display resolution is larger, there are more fragment operations the GPU 
needs to perform. Essentially if the application renders in full screen, it results in a 
minimum of one fragment program run per one display pixel, but it actually may 
be more when using a forward rendering method where a single pixel on the display 
might be filled more than once. Hence, if there is an opportunity to speed up a 
single fragment program, the energy saving results will be more noticeable. This is 
exactly what can be seen from the results of texture image format change and 
scaling operation. 

Fig. 6. Example views to a 3D virtual environment with and without texture image 
manipulation (Reprinted by permission from Vatjus-Anttila et al. 2013 © IEEE). 
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The best results are achieved not only by manipulating the texture files, but also 
the underlying geometry. To balance the level of manipulation for each type 
requires knowledge on the methods to use, but it also requires knowing the details 
of the source material. Hence, overall, it is not a trivial task. When using Oulu3D 
model as a source material and combining geometry manipulation with texture 
manipulation while executing the experimentation using 1280x720 display 
resolution, the gained overall energy savings were up to 40%. In this case, 75% of 
the geometry was dropped, textures were scaled down and compressed texture 
formats were in use. Hence, while it is for the GPU the most effective use-case to 
render, it’s also the one which exposes the most visual artefacts and errors for the 
end user. Fig. 6 shows a visual example of how the end result may look like with 
and without texture image manipulation. However, while the mentioned 40% 
energy saving was the best result achieved in the experimentation, it must be 
emphasized that it is not the most significant result of the research. The significance 
is the finding that there is plenty of room for lowering the energy consumption, and 
there are a number of methods to explore those options. What are the most suitable 
methods for one particular application are likely to be very application specific 
choices, depending on the workload is needs to execute. 

Finally, the manipulation of texture formats and scaling them has an effect on 
the effective file sizes, which eventually have an effect on the download bandwidth 
requirements and GPU memory allocation requirements. The summary of GPU 
memory occupancy is shown in Table 8. 

Table 8. Texture data memory footprint in bytes (Reprinted by permission from 
Publication V © 2013 Association for Computing Machinery, Inc.). 

 RGB(a) ETCv1 DXT1/5 

Original 357955328 5965888 6099072 

Scaled 2273664 378944 389248 

Table 8 shows how much GPU memory footprint is required by the texture files 
used in the tests. This does not reflect directly how much data is downloaded, since 
the RGB(a) data could be transmitted as PNG or JPG files, which provides a 
significant compression level for the RGB(a) data transmission. Similarly, ETCv1 
and DXT1/5 formats are very compressible, for example, with a popular GZip 
algorithm, as shown by Vatjus-Anttila et al. (2013) and Ström et al. (2011). In any 
case, the compression during the transmission of the texture files can only be used 
during the transfer process. During the rendering process, the data must be 
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uncompressed to raw RGB(a) data, or alternatively one of the supported 
compressed texture formats must be used instead. 

Comparison to state of the art 

Mochocki et al. (2006) study how the mobile device behaves when low level 
texture mapping schemes (nearest, mipmap nearest, linear and mipmap linear) are 
adjusted in the GPU. The results show that mipmapping is a cheaper operation to 
perform for a mobile GPU than (bi)linear filtering schemes, and hence suggest that 
it might be good for a mobile device to avoid linear mappings, especially if leaving 
its use out does not lower the perceived visual quality. While this is certainly true, 
it is also likely that nowadays the difference of what can be gained from these 
mentioned settings is likely to be in minority compared to other techniques to save 
energy related to texturing. The main reason is likely the availability of 
programmable graphics hardware which allows flexibly to control render load (and 
hence energy consumption) in the shader programs. 

Hosseini et al. (2012) show an approach which first classifies the textures in 
the given 3D virtual environment and then those marked to be less important go 
through a darkening process. The aim is to save energy, but the source of energy 
saving is sought from the display in use. The devices in their experiments utilize a 
display which consume less energy when darker material is shown on them. This 
is an interesting approach and certainly combinable with other methods, but in the 
end, requires a device which has a suitable display component for the purpose to 
gain the benefits. In their other experimentations (2013, 2014), they also utilize 
texture resolution scale down operation. They inspect the experimentation from the 
perspective that there exists a maximum energy budget which can be used for 
downloading and rendering of the 3D virtual environment and in this scenario 
scaling textures down is one of the tools to reduce total energy consumption. The 
savings are gained due to a lower amount of download traffic needed and simpler 
textures to use during the rendering process, which in its turn is a comparable 
method to the work presented in this construct. 

Mathematical consumption model 

The power consumption model was derived to use 3D graphics primitives (number 
of triangles, render batches and addressed texels) as its source variables. The 
motivation was that these three primitives are real-time adjustable primitives and 



64 

additionally they are all controllable by the application all the time. Hence, at any 
given moment, the rendering algorithm knows how many 3D objects it is going to 
draw and hence using this information it also knows (or is able to calculate) how 
many triangles there are, how many textures are needed and how many draw calls 
will be issued. The level of how much energy will be consumed during the 
rendering process is a highly hardware specific topic, and hence the power 
consumption model will require a training before it can be used with a particular 
hardware. Via the training process, a number of parameters are defined, which 
eventually will be used as constants in the equation. After the training, the power 
model is able to estimate the power consumption of the given device. 

The general form of the derived model is presented in Equation 1  , , = + − 1 −  + 1 −  +1− 

,  (1) 

which contains the following parameters: Ptot total consumed power, t number of 
triangles, b number of render batches, i number of rasterized texels, Pmin & Pmax 
defined minimum and maximum power consumption for the given hardware, Wt, 
Wb & Wi weighting co-efficients of the power consumption for the given hardware, 
λt, λb & λi slope controls for power consumption evolutions and Xt, Xb & Xi scaling 
factors for the slopes. 

TrimSlice 2 Tegra2 hardware was used for the testing. Three measurement 
cases were defined and Oulu3D model was used as the source material. The 
measurement cases were: 

1. Camera-circle: where the camera travelled via a circular route inside Oulu3D 
model, 

2. Camera-flyby: where the camera was set to fly from one end of Oulu3D model 
to another straight route and 

3. Camera-rotation, where the camera was placed in the exact centre of Oulu3D 
model and it circulated around its own world up axis to show a 360-degree 
view of the city during the test. 

When feeding the rendered primitives (triangles, addressed texels and issue draw 
calls) to the power consumption model, it indicated that the largest error was 
generated in the Camera-circle test case being 6.25%, compared to the real device 
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consumption. It was noted that while the renderer software recorded the number of 
primitives, it really did not know how many of those were really executed (and 
drawn) by the GPU, because of the following two phenomena: 

1. “back face culling” was enabled, which means that GPU will discard 
automatically all triangles which were not facing the camera and, 

2. depth testing was enabled, which means that fragments with a higher Z value 
(farther away from the camera than a previously processed fragment) will get 
discarded. 

The renderer software had no knowledge during the rendering of how the GPU 
manages these details, and it was certain that because of those two facts, some part 
of the fed 3D data will not get processed. Hence, another calculation with the power 
consumption model was made, which took this compensation into account. Since 
Oulu3D was a city model, it was safe to assume the buildings are block shaped, and 
hence roughly 50% of the triangles are likely to be always back facing. The depth 
testing is not this trivial, however, because it is dependent on the draw order of the 
3D objects. The renderer did not do object sorting, so the order of rendering in this 
respect was unreliable, but a rough assumption of 40% of triangles will not get 
drawn because of this phenomenon. An average of these (45%) was used as a 
compensation factor for the number of triangles. This resulted in the fact that the 
maximum error the power consumption model produced happened again with the 
camera-circle test case, and was 3.21% compared to the measured device 
consumption. The results of the test cases and measured errors are summarized in 
Table 9. 

Table 9. Power consumption test cases and errors compared to measured consumption 
(Reprinted by permission from Publication IV © 2013 IEEE).  

Test case Error of direct estimation Error of compensated estimation 

Camera-circle 6.25% 3.21% 

Camera-flyby 0.75% 2.82% 

Camera-rotation 3.33% 0.28% 

With proper training for the hardware in question, it can be stated that the generated 
power consumption model produces good estimations for the device energy 
consumption. The implications of this are two folded. First, the device itself could 
make an estimation and based on the estimator, try to lower the rendering quality 
in a most suitable way to allow the device to run the application as long as possible. 
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Second, with enough device profiles available, this model could be leveraged to be 
part of 3D modelling tools, where the artists could already benchmark how much 
the 3D content in question will consume when rendered on a mobile device. This 
would give indication of a better complexity level than just by measuring raw 
triangle count, and because the model works with actually rendered primitives, one 
could utilize the camera view angles for it as well. This would allow finding 3D 
content hotspots, which would be difficult to handle by a mobile device otherwise. 

Comparison to state of the art 

Xiao et al. (2010) have a similar approach when seeking a mobile device level 
estimator for power consumption. Their model consists of the energy consumption 
of the complete device in typical mobile device usage scenarios, such as web 
browsing and multimedia playback. Their power consumption model is co-efficient 
based and take into account various peripherals of a mobile device, including the 
data transfer over wireless interface. The approach is also similar to the one 
presented here, since one of the aims is to create a mathematical model which can 
be either used runtime or in simulation when designing mobile devices. The power 
model estimator presented among this construct focuses also on complete mobile 
device consumption, but with a specific viewpoint of 3D graphics rendering and 
hence also the parametrization of the model in question functions fundamentally 
with 3D graphics primitives. This approach complements the work presented by 
Xiao et al. and because sharing the similar co-efficient based approach indicates 
that there certainly is room and demand for such estimators for the aid of design 
and runtime device measurements. 

User studies 

The user studies (Publication I) which were conducted within the research were 
targeted to gather information about the implications of 3D content manipulation. 
We wanted to see the first feedback that we would get as a response from the users 
when the 3D content manipulation methods were taken into use. Hence, the purpose 
of the user studies was not meant to be a comprehensive user experience research 
as such, but instead, something lighter to allows us to gather users’ opinions and to 
adjust further research based on the received feedback. 

A total of 30 qualified people executed the tests in full and among them 64.3% 
were male, while 36.7% were female. The background of the participants was 
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multidisciplinary. They were university students and staff and the age distribution 
were between 24 and 59, while the age median was 32. In general, the chosen users 
were familiar with technology and mobile devices. 96.7% of the participants owned 
a computer, 90% had a smartphone and 56.7% had a tablet in their possession. 33.3% 
told to play 3D games on a computer, while 6.7% mentioned to play 3D games on 
a mobile device as well.  

In user study tasks 1 and 2, the purpose was to compare two versions of a 3D 
object, which were presented either in equal or differing quality. The objects were 
shown in parallel on the mobile device display when the user had to make the 
choice of which one was looking better in their opinion. 

The 3D objects used in the tests were Torus knot, Stanford Bunny and Sponza 
cathedral. The first two were individual objects which were shown in black 
background, while Sponza cathedral was an interior model filling the whole screen 
during the test. The study of tasks 1 and 2 showed that it was easy for the users to 
recognize the differences of the two parallel objects (Knot and Bunny) and make a 
correct decision regardless of whether they were sitting still (task 1) or walking 
(task 2). However, the decision making was not so easy with Sponza cathedral 
interior view. This is a similar finding as with Koulieris et al. (2014), who 
discovered in their research that people tend not to notice the details or errors in 3D 
objects when they are part of a context or in a group rather than when inspected as 
individual objects. They use as an example a bowl full of fruit. If there was a 
graphical error in one of the fruits in the bowl, it is less likely to be seen compared 
to a single fruit on a table alone. Statistically speaking, there were no significant 
differences in the selection error rate in either of the tasks. The users were able to 
select the correct (better) 3D model equally when sitting or walking. 

The decision time the users spend for each comparison in tasks 1 and 2 was 
shorter when the user was walking. This indicates that people are likely to make 
faster decisions when the attention is not fully focused on the application. These 
findings give the following three indications and suggestions for the 3D content 
manipulation: 

1. First, those 3D objects that appear as individuals in the 3D environment (i.e. 
not tightly grouped) are likely required to have more detail in them, because 
any manipulation method which simplifies these models may cause visual 
damage, and based on this user study, it is likely to be detectable by the user as 
well. Objects in groups then again are more tolerant to manipulation. 
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2. Second, when performing the manipulation adaptively and choosing, for 
example, LoD levels for the geometry, it is likely that a lower quality LoD 
could be chosen for rendering when the user is walking or otherwise moving. 

3. Third, the study also shows how it was very difficult for the users to notice 
differences between Sponza cathedral (indoor) 3D model. It indicates that in 
general these kinds of 3D objects are more tolerant to manipulation compared 
to individual 3D objects without user attention. 

From the practical (application developer) perspective, all the indications can be 
used as a set of rules or suggestions, which are applied to the dynamic decision 
making of 3D rendering engine when choosing the render quality level for each 
individual piece of geometry. Having said this, however, it must also be stated that 
due to limited scope of the dissertation, the user tests were not comprehensive, but 
instead, their purpose was to gain an indication of people behaviour when 
simplification methods were in use. These indications can and should be 
acknowledged, but further studies with larger audiences should still be conducted 
in the future. 

In task 3, the users were given a free choice to choose the lowest LoD which, 
for them, would still be acceptable for application use. After the selection, the users 
were asked to explain why that particular LoD was the selected one in their opinion. 
One third of the participants mentioned that the grounds for their selection was 
primarily the object recognisability. Other comments mentioned, for example, 
difficulty of choice when judging an abstract model (Torus knot) compared to 
Bunny and Sponza which were more expressive. Resolution, accuracy and 
sharpness were also mentioned as selection criteria. 

As there were six LoD levels (1=lowest quality, 6=highest quality) shown to 
the users among which they were allowed to make their choice, it was possible to 
calculate statistics from the user selections. The results showed that the mean of the 
lowest accepted LoD level for Torus knot was 4.97, for Stanford Bunny 4.53 and 
for Sponza cathedral 3.80, respectively These statistics support the findings from 
tasks 1 and 2. The users are ready to accept lower quality models when an interior 
model is in question (Sponza), but also demand higher quality content when 
looking at individual objects (Torus and Bunny). This might also be an indication 
of a finding that surface textures can hide underlying geometry simplification as 
human eye is more sensitive to image changes than geometry changes (Bulbul and 
Capin 2011). The average decision time the users spend in this task was 25.8 
seconds, 19.2 seconds and 26.3 seconds for Torus, Bunny and Sponza, respectively. 
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Another finding from task 3 was that the users never chose the maximum LoD level 
(level 6) as their minimum requirement. This gives two indications:  

1. It is possible that the original models were designed to be of too good quality 
for the application. This applies as a feedback towards the original content 
creators, the artists. 

2. If the maximum quality was not the minimum acceptable level, it at the same 
time means that the rendering engine has room for dynamic simplification to 
gain energy savings. 

Based on the findings on the minimum acceptable detail level, it would mean that the 
application could drop the highest quality LoD levels for Torus and the Bunny, and two 
highest quality levels for Sponza cathedral. When progressive loading is used and the 
data is loaded incrementally, starting from LoD level 1, the download sizes are as 
summarized in Table 10. The increments presented in Tables 2, 3 and 4 have been used 
to calculate the information. 

Table 10. Summary of incremental download sizes of Torus knot, Stanford Bunny and 
Sponza cathedral (Reprinted by permission from Publication I © 2017 Springer Nature). 

3D object Levels 1-6 [B] Levels 1-5 [B] Difference [B] Difference [%] 

Torus 75968 63360 -12608 -16.6 

Bunny 1271478 293262 -978216 -76.9 

Sponza 2362796 1351074 -1011722 -42.8 

Total 3710242 1707696 -2002546 -54.0 

This indicates that if there was a 3D virtual environment where download of one 
torus knot, one Stanford bunny and one Sponza cathedral was needed, by taking 
the user acceptance criteria into account and stopping the loading to specific LoD 
levels instead of loading all the data, one would be able to save roughly two 
megabytes of bandwidth. By loading only until the accepted level, the size of the 
downloaded data is actually less than half of the total amount of the data. 

While this example is only applicable directly to these three 3D objects and 
this particular test application in question, it still gives a clear indication of what 
kind of opportunities are opening if the user acceptance, intelligent simplification 
usage and progressive loading is utilized properly. The performed user study related 
to the acceptance level is not complete due to the limited scope of the dissertation. 
The primary purpose of the studies was to find indications and suggestions to take 
the user related research further in the most beneficial direction. 
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Publication III summarizes users’ preferences of the visualization techniques 
used to optimize the rendering of a selected 3D virtual environment. The main 
finding of the questionnaire done for the paper was that the technique of what is 
the most efficient one regarding the rendering process, was not the most pleasant 
from the users’ perspective. Among the scenarios presented in the paper, the “wall” 
and the “road map” approaches were technically the simplest ones to render (in 
terms of a number of triangles and draw calls). At the same time, their visual 
appearance was the most disliked among the users. The “island” method was the 
third most complex one to render among the five approaches, but from the users’ 
perspective, it was found commonly to be the most pleasant one. Finally, the “forest” 
and “soil map” approaches were the most complex ones to render, of which the 
“forest” scenario was the second most liked approach, but the “soil map” was the 
least liked one. Two important conclusions can be drawn from the questionnaire 
results: 

1. When simplifying the geometry, there is a limit to what the users are ready to 
accept as a simplification result (“wall” scenario). However, at the same time, 
increasing the amount of geometry does not lead to pleasant experience 
automatically (“soil map” scenario). One should pay attention to what should 
be optimized and what shouldn’t, based on appropriate metrics which are 
suitable for the application in question. 

2. If optimization results are hidden from the user by using additional artefacts, it 
can fail (“wall” scenario), but it can also be a successful operation (“forest” 
scenario). This means that while artificial addition of content on top of 
simplified content can be a questionable approach as it will neglect part of the 
savings gained with simplification operations, it can still be justified in those 
cases where the net effect of energy saving is measurable and users in the end 
have a pleasant experience. This, of course, depends very much on the content 
in questions that is achievable and hence requires attention to be paid to what 
operations should be done for the application. 

Comparison to state of the art 

When performing the tests for this construct, it was noted that a combination of 
subjective user tests gives valuable insight into the required quality of the 3D assets, 
and it can have an influence on all parts of the delivery chain, starting from the 
content creators (artists) all the way to the content consumer (mobile device). At 
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the same time, it was also noted that the subjective tests were time consuming and 
it was not trivial to communicate the results back to all stakeholders in the delivery 
chain. In practice, this means that arranging such a subjective test in a regular 3D 
content creation project might turn out to be expensive. This conclusion in general 
is supported by Bulbul and Capin (2011) in their research, where they draw a 
similar conclusion. They also state that usage of subjective metrics outperforms 
objective metrics when evaluating the quality of simplification results but also 
remind us of how subjective evaluation can be more expensive (hence sometimes 
also impractical to arrange). 

This construct seeks insight into a question that when 3D content is simplified 
for the sake of lowered energy consumption, how far this can be done before it is 
noticed in subjective perception of the users. Rushmeier et al. (2000) state that 
geometry simplification can be hidden with a good surface image; however, they 
also state that in some cases, it still might make the end result to look worse than 
the original, hence indicating that the results depend on the original content in 
question. The finding is supported by Pan et al. (2005), as well as Bulbul and Capin 
(2011) who both draw a conclusion that people are more sensitive to image 
simplification than to geometry simplification. All these findings are supported by 
the results of this construct as well. This was especially noticeable with the indoor 
model (Sponza cathedral) which could be simplified in terms of geometry a lot 
more than the individual objects (bunny and torus knot). Leaving the used texture 
images untouched hid effectively the majority of the simplification which was done 
for the geometry. These findings could be combined with the work presented by 
Koulieris et al. (2014) in their work with C-LoD, the attention-based surface 
material simplification for 3D objects. As their method seeks for those 3D objects 
which are likely left unnoticed by the user, those objects are more suitable for 
quality degradation and hence applicable as target objects when applying 
simplification methods. Koulieris et al. talk about surface material simplification, 
but the concept could be extended to cover geometry and image simplification as 
well, in addition to combination of results from this construct, as well as from the 
work of Bulbul and Capin (2011). All these mentioned results seek an answer to 
the same question in the same field of interest, but from slightly different problem 
angles. 
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3.1.3 Discussion 

Construction 1 has comprehensively described results from three different areas: 
(1) what affects the mobile device energy consumption when performing 3D 
rendering, (2) it has presented a proposal for a mathematical energy consumption 
model for estimating the mobile device consumption using runtime 3D rendering 
parameters as input, and (3) it has presented subjective user test results, which show 
indications of how the users’ perceive the results of simplification activities and 
what they think about them. 

 In the opinion of the author, the results of this construct collectively give 
enough information on the topics that need to be considered when seeking energy 
savings during rendering of 3D virtual environment applications. On the one hand, 
the presented results show what kind of benefits can be gained from various 
simplification methods. On the other hand, those methods have then been evaluated 
with user tests to see what is acceptable and what is not. Related to the user testing, 
probably the most important finding of the construct, was the fact that the users 
were willing to settle for simplified content when they had a choice. This indication 
could be a sign of 3D assets being of too good quality in applications, when lesser 
quality would be perfectly acceptable for the users. Using simplified 3D assets are 
easier to manage for mobile devices and hence result in measurable energy savings 
during their use. This indication was gained during the user studies, but due to the 
limited scope of the dissertation, it was not researched further. However, for the 
future research, it can be considered as a suggested topic to go deeper in. 

The simplification methods within this construct focus on texture image 
simplification and 3D geometry simplification. For textures, primarily the texture 
size and format were seen as the most influential factors for lowering energy 
consumption. Texture scale down is a trivial operation, which could be performed 
by the mobile device itself, but it should be noted that in this case download 
bandwidth savings are not available. How much to scale down then depends on the 
mobile device display size (as possibly missing details on smaller displays are 
harder to detect), but also on the context where the texture is used. The construct 
showed one example where scale down operation of texture images used in trees 
(in one particular 3D environment) was not that noticeable compared to when the 
same operation was applied to terrain surface texture. 

Texture format change from RGB(a) to one of the common compressed texture 
formats was also beneficial in the measurement, gaining immediate savings in the 
energy consumption. While a very usable feature to use with compressed textures, 
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with mobile GPU, the problem is that 3D programming APIs do not define these 
texture formats as mandatory. OpenGL ES 2.0 defines (for example) ETCv1 
compression method as an optional feature, which practically means that not all 
devices support it. Other practical limitation of ETCv1 texture is an option to use 
alpha channel in the texture, which is commonly used to simulate transparency 
effects. The author expects the usage of compressed textures to change in the future 
as the more recent OpenGL ES 3.0 specification lists ETCv2 format as mandatory, 
and additionally, ETCv2 also supports alpha channel, so it does not suffer from this 
problem either. If the application (or system) developer would know for sure that 
one particular texture image format would be supported by nearly 100% of all 
devices, and at the same time, using that texture format makes the device rendering 
to consume less energy, it would solve a number of problems related to texture 
delivery and usage in this context. The direction of OpenGL ES 3.0 is very 
beneficial for application developers, and in the opinion of the author, this 
development path will persist. 

Geometry is more complex to manage for a mobile device. The geometric 3D 
objects can define quite complex structures (objects) which are relatively simple to 
manage for the mobile device when they can be used as such. Any modifications 
that needed to be done for the geometry would probably be too complex for a 
mobile device to handle. This includes any simplification methods. This sets forth 
a question: if the mobile device is not able to modify unsuitable geometry sent to 
it, then who at the network side should take responsibility in modifying it prior to 
delivery. Some entity performs the geometry related simplification and then 
provides the perfectly suitable outputs for the device. These simplified objects can 
be delivered as individual and separate LoD levels, or one object can be rebuilt into 
a geometry stream which would allow the mobile device to ask as much of the 
streamed data that it can handle. When making a decision either way, one should 
take into account how much download bandwidth is going to be taken and then 
evaluate the final result of the simplification bearing this in mind. For example, 
using discrete and separate LoD levels for geometry might end in loading multiple 
copies of the same object. While this could work from the rendering perspective 
(by switching between the models appropriately), it will also increase the amount 
of data to be downloaded, which also contributes to the total energy consumption 
of the mobile device. 

When simplifying the data (both texture images and 3D geometry), one should 
also be aware of the fact that neither should be simplified blindly. The tests 
performed in the scope of this construct showed that it is not trivial to define for 
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any particular mobile device or any particular content where the rendering 
bottleneck will be. It was noticed that with the same content, three different mobile 
devices performed rather differently due to the fact how the GPU was managing 
the rendering of geometry. In this case, applying a wrong simplification method 
might work very well on one device, but does not gain any benefit on some other 
device. Similarly, another measurement presented in the construct showed how in 
one particular scenario simplifying the 3D virtual environment geometry by 25% 
did not result in lowered energy consumption at all. In this case, for this particular 
device, the 3D virtual environment in question was over textured. This means that 
the correct simplification approach would have been simplification of textures first 
instead of geometry. Having defined all this, at the same time, it needs to be pointed 
out that detecting these small topics is not a trivial task. It may be very difficult to 
judge beforehand which kind of simplification needs to be executed without 
running tests on that particular mobile device. 

The construct presented also a proposal for how momentary energy 
consumption could be simulated using a mathematical model, which is based on 
runtime variables of the 3D rendering process. In this case, rendered triangles per 
frame, addressed texels per frame and a number of issued draw calls per frame. As 
the model is focused on 3D graphics parameters specifically, and it takes device 
characteristics into account via training process, this method could be used to build 
a library of device profiles, which can be used to simulate energy consumption 
already at the content creation phase. This is a potential solution to the problem 
when making a decision on what is the correct simplification strategy for a 
particular device. Within the construct, the main goal was to see if such a model 
based on the defined parameters can be created with a reasonable accuracy, and 
indeed we succeeded in doing such a model. Further fine tuning of the 
mathematical model and a creation of the device profile library was not considered 
to be part of this construct, but a part of further research possibly taking place after 
this dissertation. 

3.2 Construct 2: The structure of content delivery chain for 
extensible 3D virtual environments 

Construct 2 consists of studies that are described in Publications II, V and VI. 
Construct 2 has a focus on exploring how the overall content delivery chain for 3D 
virtual environments should be built and what are the available technological 
options to support this theoretical delivery chain. Publication VI builds an 
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experimental network architecture, capable of modifying the delivered 3D content 
on-the-fly whenever the mobile devices are requesting it. The primary target for 
this publication was to build a technological foundation for all the delivery 
measurements and also to allow testing of such a delivery chain that would be 
independent of the utilized 3D virtual environment service. Publication VI also 
studies how the virtual environment protocol traffic can be modified, and 
additionally, it also takes a brief look at the visual results of such actions. 

Publication V explores the technical implementation further, by manipulating 
textures and geometry of the test 3D content. This publication has a strong focus 
on evaluation of the rendering process and results when modified assets are in use. 
Data downloading and its effect on the device energy consumption was not part of 
the measurements in this publication, but instead, all the content used in the 
experimentation was pre-generated and stored to the device under test. The 
modification of the 3D content in this case is done separately of the mobile device. 
This mimics the exact same situation when the mobile device would request the 
data from the virtual environment service, and the modification is done by the 
remote service. 

Publication II theorizes five distinct steps in the content delivery chain, starting 
from the content authors and reaching all the way to content consumers, i.e. the 
mobile devices using the content. Publication II also summarizes several different 
simplification methods and categorizes them for different content types and for 
different steps in the delivery chain. The theory continues towards three separate 
simplification targets, which are rendering performance, visual quality and energy 
consumption. When doing simplification actions, one is always forced to neglect 
one of the mentioned targets because not everything can be reached optimally at 
the same time. 

The author built the theory and designed all the test cases for Publication VI. 
Mr. Erno Kuusela helped in setting up the server setup which was then used to run 
all the test cases for the publication. Dr. Seamus Hickey contributed in sharing 
guidance in building the theory and reviewing the final publication text. For 
Publication V, the author was responsible for the majority of the writing process, 
creation of the rendering software used for the measurements, design of the test 
cases and creation of the modified 3D content which was used in the tests. Dr. 
Koskela contributed to the writing process as well, and he also contributed to the 
scientific guidance of the publication content. Dr. Seamus Hickey helped in the 
final review and proofread process. Writing effort of Publication II was split evenly 
between the author and Dr. Timo Koskela, where the author focused more on 



76 

simplification methods and content manipulation, whereas Dr. Koskela had 
emphasis on the wireless data transmission parts and the design of overall structure 
of the publication. 

3.2.1 System overview 

Construct 2 aimed to solve the delivery problem from two different perspectives. 
The first view was technology perspective, i.e. what kind of technologies are 
needed to support the delivery of 3D content to mobile devices, taking also into 
account the fact that the content possibly needs to be modified prior to the delivery. 
This approach is later referenced as “technological delivery architecture”. The 
second view of the problem is purely from the content perspective: how the content 
is originated, how many steps it will see before it is delivered to the consumer and 
what are in this case all the intermediate steps of the delivery chain. This is later 
referenced as “logical delivery architecture”. 

Technological delivery architecture 

The approach for the technological delivery architecture was based on the 
assumption that the content is delivered to the client separately from the 3D virtual 
environment protocol traffic. Furthermore, it was also assumed that the delivery 
mechanisms were using HTTP requests and hence standard and commonly known 
HTTP caching schemes could be used for assistance. Publication VI specifies the 
technological architecture, as presented in Fig 7. 



77 

Fig. 7. Network architecture proposal for 3D content delivery (Redrawn from Publication 
VI). 

The architecture in Fig. 7 is split into three distinct parts: 

1. The client part is the consumer of the content and the user in 3D virtual 
environment service. The client runs local simulation of the virtual 
environment, synchronizes that with the cloud service and obeys the 
commands the 3D virtual environment service provider sends to it (since the 
network service has authority over all the clients). The client downloads 3D 
content via HTTP requests (i.e. the content the virtual environment service 
instructs it to fetch), and it talks to the virtual environment service using its 
dedicated protocol. 

2. The network part hosts the general services, which are not necessarily part of 
the actual 3D virtual environment service provider offering. In this layer, we 
decided to install transparent proxies which were able to manipulate both 
content traffic and protocol traffic. The main goal of the network layer was an 
ability to work as transparently as possible towards the 3D virtual environment 
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service. This would enable a usage of any presented simplification method 
without altering the original 3D virtual environment service itself. 

3. The cloud service part was acting as the 3D virtual environment service 
provider. It ran a 3D virtual environment simulation, managed all the 
downloadable content, was the author of the world state for all the connected 
clients, managed physics simulation, etc. In this system, realXtend virtual 
environment software was used for the testing purposes. However, as 
mentioned, the goal of the research was to build a solution which would work 
transparently for the service in question. 

This design follows most closely the “proxy-based” network architecture, which is 
already reviewed in general in the literature section of this dissertation. The proxy-
based approach was chosen in the beginning of the research because it exposed the 
simplest approach for transparent content manipulation, which eventually was the 
primary requirement of the implementation. It would be another research question 
outside of the scope of this dissertation to solve how different architectural 
alternatives compare with each other, given all the novel information gained of the 
energy consumption measurements in this dissertation.  

The content proxy was chosen to be Squid3 (Squid3 2017) as it was a very 
capable open source component meant for exactly this kind of usage scenario, and 
its extensions allowed effortless development of various content manipulation 
methods for the research purposes. Specifically, URL rewriter extension (Squid3 
URL rewriter 2017) was used to translate all content requests and redirect them to 
a custom content manipulator. For example, if a mobile client requested an image 
asset, the proxy in between had a chance to decide whether this image needed to be 
manipulated for that particular mobile client. The original asset was always 
downloaded by the proxy and put into its cache. Additionally, all content 
manipulation was done by a separate content manipulator via Squid3 URL rewrite 
method. All modified content was also stored in the cache, in case a similar (or the 
same) mobile client was requesting the same content again. In this case, caching of 
the modified content avoided re-doing the same modification activities all over 
again. This principle and steps of the download process are summarized in Fig. 8. 
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Fig. 8. Actual steps of the download process when client requested content (Redrawn 
from Publication VI). 

As Fig. 8 also shows, using a proxy in the content download path allowed it to 
manage multiple separate content sources at the same time. This was useful during 
the testing when the service had distributed its content to several servers, and it was 
also easier for the client to manage a single source point from where the 3D content 
was downloaded. 

The content modification process was driven by a mobile device introduction. 
The devices introduced themselves to the content proxy, and from this introduction, 
the proxy knew the capabilities of the devices and hence it allowed the content 
manipulator to act accordingly and to produce optimal content for the requesting 
client. In this research, the decision was to use pre-defined client types (mobile 
profiles) and levels of detail (LoDs) for the content. The clients passed these 
introduction parameters for the content proxy by injecting appropriate HTTP 
parameters to all the requests they were making. The content proxy parsed these 
parameters and then used build-in quality metrics for the content manipulation. The 
content proxy then was not only able to manipulate the data based on the mobile 
device capabilities (and introduction), but it was also able to build a cache structure 
containing all those different variants of the same content. This in its turn allowed 
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the content proxy to serve multiple similar clients with the same content without 
re-doing all the content manipulation again. The resulting cache architecture of this 
methodology is introduced in Fig. 9. 

 

Fig. 9. Cache content architecture based on requested mobile profile and level of detail 
(Redrawn from Publication VI). 

Fig. 9 shows how the “main cache” was used to contain all the original assets that were 
requested through the proxy. This part acts identically to any caching solution which 
stores all content in a local directory hierarchy. In parallel to the original assets, each of 
the translated asset was stored separately. In practice, this creates a tree like structure 
to the cache hierarchy where each branch of the tree contained a specific version of the 
original assets for one particular mobile profile. Furthermore, in one cache branch, each 
asset (file) contained variants (LoDs). Hence, in the end, the contents of the cache 
contained both original assets together with all the translated ones, but the asset serving 
mechanism did not differ from a regular asset query and hence it was possible to build 
this mechanism and cache structure) without letting the client device to know any 
specifics about it. 
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As described, in this experimentation, the mobile profiles and LoD levels were 
predefined for the purpose of these measurements. Further research on this topic 
could extend this concept further and turn the client introduction into a fully 
dynamic one. In that approach, the mobile device should introduce low level 
features of its hardware as well (for example support level for compressed textures) 
which would allow the content proxy to tailor data in a detailed fashion directly for 
the device in question. 

Virtual environment service protocol traffic was also manipulated in addition 
to the 3D content download traffic. The virtual environment low level protocol in 
these experiments was based on kNet (kNet 2017), which was the core 
communication protocol of realXtend virtual environment platform. The protocol 
traffic was manipulated by stacking as many kNet datagrams into one UDP packet 
as possible (hence causing small delays in packet transmission while waiting for 
UDP packet buffer to fill up), and additionally, compressing all the kNet frames 
with Zlib to allow the stacking continue further eventually lowering the bandwidth. 
The hypothesis for this operation was that the mobile device could gain a lot of 
saved bandwidth when communicating to the virtual environment service, but at 
the same time, it was likely that it would experience issues with the virtual world 
synchronization procedures. 

All the measurements, how they affect the bandwidth requirements, were 
performed using a separate workstation PC through which the traffic was redirected. 
The workstation did packet capture (using Wireshark protocol analyser (Wireshark 
2017) and the information was used to monitor how much content manipulation 
affected the traffic and how much the virtual environment protocol alteration 
affected it. The mobile devices in the test were connected via WLAN radio to the 
base station and via that to the Internet and eventually to the 3D virtual environment 
service. The measurement workstation was capturing traffic between the base 
station and the service, as illustrated in Fig. 10. 
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Fig. 10. Measurement setup for the content and protocol manipulation measurements 
(Reprinted by permission from Publication VI © 2011 Association for Computing 
Machinery, Inc.).  

Logical delivery architecture 

In addition of creating the technological delivery architecture for 3D virtual 
environment services, a logical delivery chain was developed in parallel, which 
took a viewpoint of the content itself. The theorization started from the fact the all 
the content for the 3D virtual environment service originates from dedicated 
content creators. These origins can be artists who get paid for the content they 
produce, they can be computers which are procedurally generating content for the 
service, or they can be users of the virtual environment service itself who have 
required access rights and tools to create and publish new content to the service in 
question. The opposite of content creation is content consumption, which in this 
case, refers to the mobile devices using the virtual environment services, and hence 
downloading and consuming the 3D content. In between, there are several steps the 
3D content will face prior to the delivery to a mobile device. As presented earlier 
in this dissertation, Fig. 2 summarizes the anticipated stakeholders in this delivery 
chain. Combining this information with the technological architecture (Fig. 7) 
provided a starting point for the creation of the logical delivery architecture. 

In addition to the logical architecture definition, the aim was to distribute the 
evaluated simplification and modification methods of the 3D content within the 
architecture in a way they are in their most suitable phases. This distribution was 
primarily done based on the energy consumption measurements from Construct 1, 
and information how the simplification methods affect the mobile devices. 
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3.2.2 Results 

Publication VI used a 3D virtual environment for the test, of which visual 
appearance was a nature like environment. The 3D content of the virtual 
environment consisted of several different types of file types which were: scripts 
(executable objects which controlled actions in the space), textures (image files 
used together with geometry rendering), meshes (geometrical objects which were 
used to build the visual structure 3D environment), skeletons (skeletal animations 
of interactive objects in the space) and material definitions (instructions how the 
surfaces of the 3D objects should be rendered). The primary metric for all content 
modification operations was the content sizes (in bytes) after modification. When 
the content size shrinks, it also means that the mobile device needs to download 
less data and hence less energy is needed for the mobile devices’ radio interface. 
In this experimentation, only the texture files were manipulated on-the-fly. In the 
experimentation, the author wanted to establish a test case that resulted in the 
smallest files sizes possible from the content modification perspective, i.e. a test 
case which would enable the minimum download size for the content. In this case, 
it practically meant downscaling all downloaded images into 4 times 4 pixel 
resolution versions, whenever the client asked the content using a mobile profile. 
Three separate test runs were executed: 

1. The first run was without any alteration of any content. 
2. The second run was executed with mobile profile loading active, resulting in a 

modified texture download. In this run, the total download reduction in bytes 
was 66.5%. 

3. The third test run was a modified version of the second run. In the third run, 
all but the terrain texture were modified and the terrain texture was left in its 
original state. The reason for the third test run was the visual result from the 
second test run. It was seen that if all the textures were just blindly modified, 
this caused a significant and unpleasant impact on the visual quality of the 
rendering result. Hence, a third test run was executed allowing visual 
comparison of the rendering results. 

4. All three text runs and their download bandwidth requirements (in bytes) are 
summarized in Table 11. 
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Table 11. 3D virtual environment content sizes and the effect of manipulation (Reprinted 
by permission from Publication VI © 2011 Association for Computing Machinery, Inc.). 

Asset type Original Modified (incl. terrain) Modified (excl. terrain) 

Scripts 0.03 0.03 0.03 

Textures 13.29 0.14 1.48 

Meshes 6.21 6.21 6.21 

Skeletons 0.17 0.17 0.17 

Materials 0.04 0.04 0.04 

Total [MB] 19.74 6.61 7.94 

Reduction to original [%] 66.5% 59.8% 

 

Fig. 11. Visual comparison of the three test runs in one 3D virtual environment 
(Reprinted by permission from Publication VI © 2011 Association for Computing 
Machinery, Inc.). 

One can inspect the visual outcome of these three test-runs in Fig. 11. In the figure, 
the top left image represents a view to the 3D virtual environment when no 
modification is done for the assets. The lower left image in its turn shows the results 
when mobile profile modifications are applied to all the textures in the virtual 
environment. Finally, the top right image shows the results of the third test run 
where all but the terrain texture were modified. 
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In Fig. 11, one can see the effect of the terrain texture on how it dominates 
overall visual looks of the virtual environment. By the authors own subjective 
analysis, it can be stated that the changes in the lower left image are quite significant 
and noticeable compared to the original view (top left image). In addition to the 
terrain, another noticeable change can be seen in the trees which are drawn on the 
background. As some of the tree details are built using information in the texture 
files (and not only geometry), parts of those details are lost when texture 
modification is used. Even with those details lost and keeping the terrain texture 
unmodified (top right image), the quality of the top right image compares 
reasonably well with the original view (top left image). 

 

Fig. 12. Visual comparison of four test runs in another 3D virtual environment 
(Reprinted by permission from Publication II © 2015 Springer Nature).  

Another example is given in Fig. 12. The top left image represents the original view 
of the 3D scenery in question. Top right, bottom left, and bottom right represent a 
quality level where texture details (in terms of file size) have been reduced to 25%, 
13% and 6%, respectively. This scenery is an important example, because even by 
looking the images side by side, one can say that the differences between them are 
not so easily distinguishable, even though the compression ratio (and hence savings) 
are quite significant. This emphasizes the fact that the chosen methods, 
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compression levels and their success have a strong dependency on the actual use-
case where they are being used. In the figure, the artefacts can be seen in the front 
side of the boat which are especially visible in 25% (top right) and 13% (bottom 
left) images. However, going lower to the 6% level (bottom right), the texture is 
already so smooth that it looks like there may not be an artefact at all (according to 
the author’s own subjective evaluation). 

Fig. 13. Visual comparison of surface material simplification (Reprinted by permission 
from Publication II © 2015 Springer Nature). 

Fig. 13 presents a visual example of what the result may look like if only the surface 
material definitions are manipulated (essential in this context is that it is the same 
figure as presented in Fig. 4 but it is reprinted here for easier readability and 
evaluation). In each picture, the texture content and geometry remain the same, but 
the surface material (and hence the underlying shader programs) are simplified. 
The leftmost mesh is rendered using diffuse texture only and basic lighting. The 
middle one has additionally a normal map included, as well as per vertex lighting 
computation. The rightmost image adds a relief map and renders the mesh with 
Cook-Torrance per fragment illumination model. The rendering complexity from 
the GPU perspective between the leftmost and rightmost images is significant, 
which can be seen in the rendering quality and detail level as well. This method is 
especially usable when utilized together with distance based LoD mechanisms 
when the lack of detail is not so easily distinguishable in objects far away (and 
hence are smaller in screen space).  
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Fig. 14. Comparison images of geometry manipulation results. Black outline was added 
to the objects for more distinguishable borders of the objects and white background for 
more accurate evaluation of the results (Reprinted by permission from Publication I © 
2017 Springer Nature). 

Fig. 14 shows a visual example of how geometry behaves when it is manipulated 
without altering texture or surface material characteristics. Going from the best 
quality object in top right position to the lowest quality in the bottom left, the 
complexity of the geometry in terms of surface vertices are 100%, 16.7%, 14.9%, 
9.2%, 3.6% and 1.6%, respectively. Likewise, as presented by Publication I, the 
total per-frame energy consumption when rendering a total of 64 of the objects 
presented in Fig. 14 can lower up to 50% compared to the highest quality and 
lowest quality objects. Adjusting the detail level dynamically (for example using 
object distance as a variable) gains parts of this saving depending on the scenario 
in question. 

When evaluating the significance of the mentioned results, one should consider 
the following two issues: 

1. First, the target devices in these tests are mobile devices, which means that they 
will host a relatively small physical screen. Defects and quality differences are 
harder to detect when the screen size is smaller, hence it might be perfectly fine 
to modify content and lower its quality without users’ perception. 
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2. Second, it may be easy to detect the differences using a side-by-side 
comparison using, for example, Fig. 11 or Fig. 12, but in reality, users use a 
single device, and they do not have an immediate quality comparison at hand. 
Hence, one could argue whether the user would notice quality degradation at 
all when looking only at the top right version of the 3D virtual environment. 
Especially if the user would be using the service in question for the first time. 

Publication V had a focus on mobile device energy consumption measurements 
with various kinds of modified 3D assets. In particular, the following modifications 
were done for the 3D content defined by the 3D virtual environment: 

1. Original RGB (uncompressed) textures were transcoded to compressed 
formats ETCv1 and DXTn (DXT3 was used for those textures which included 
alpha channel and DXT5 for the rest). The purpose of this test was to compare 
how rendering will differ using uncompressed and compressed textures. 

2. Original texture sizes were downscaled for the mobile device to be the 
maximum of 128 times 128 pixels in resolution. Smaller textures than that were 
left untouched. The purpose of this test was to see how reduction in the texture 
bandwidth requirements affected the mobile device energy consumption. 

3. Geometry was modified using the edge collapse algorithm by Lindström and 
Turk (1998). Three different levels of detail were created: 75%, 50% and 25% 
of the edges removed from the original geometry. The purpose was to see how 
reduction in the geometry bandwidth requirements affected the mobile device 
energy consumption. 

The primary focus of Publication V was on the rendering process. Hence, none of 
this 3D content was downloaded from a remote server during the tests, but instead, 
they were all pre-processed using a separate workstation PC and then stored 
directly to the mobile device for rendering the different 3D content variants. 

Among the operations, the texture downscaling can be considered a trivial 
operation from the mobile device perspective, and if needed, it can be executed by 
the mobile device itself prior to rendering. In its simplest form, image downscaling 
means creating a single pixel from a larger group of pixels by averaging the colour 
values, hence lowering the resulting image pixel count. This computational method 
can be considered trivial even from a mobile CPU perspective. Geometry reduction 
(edge collapse), on the other hand, of large geometry files and transcoding RGB 
textures to ETCv1 or DXTn formats are very complex and CPU intensive 
operations, and given the workload, those modifications should not be performed 
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by the mobile device. In Publication V, even when downloading of the content was 
not involved in the measurements, having the content modified elsewhere and 
having it stored locally resembles the use case where a remote service (a proxy) 
modifies the data for the mobile device and then delivers the modified content for 
consumption. From the data flow perspective, this use-case is similar to the fully 
functional, proxy assisted 3D content delivery chain. 

Table 12 and Table 13 summarize sizes of the 3D content for all combinations 
in Publication V. The geometry sizes are computed using vertex and face counts. 
Each vertex consists of three 32-bit floating point numbers (X, Y and Z coordinate) 
and each face is presented as three 16-bit integers defining indices to the vertex list 
(three vertex indices needed to form a single triangle). Using these numbers, the 
sizes of geometry were calculated from the number of vertices and faces, which 
were presented previously in Table 1. The table shows combined size for both 
vertex and face data. 

Table 12. Normal size textures and scaled textures compared (Reprinted by permission 
from Publication V © 2013 Association for Computing Machinery, Inc.). 

Value RGB ETCv1 DXTx 

Original textures 35795328 5965888 6099072 

Reduction to RGB [%] - 83.33 82.96 

Scaled textures 2273664 378944 389248 

Reduction to RGB [%] - 83.33 82.88 

Table 13. Calculated geometry sizes compared. 

Value Orig. geometry 25% edge reduction 50% edge reduction 75% edge reduction 

Geometry size [B] 7854324 5593416 4290936 2355900 

Bytes reduced [%] - 28.79 45.37 70.01 

Construct 1 already went through the rendering results; hence they do not need to 
be repeated here. In this case, the important part is the resulting 3D content size in 
bytes, as when the content delivery proxy would be modifying the data, these 
modified smaller versions of the content would then be downloaded by the client. 
The reduction in the content size will reflect directly the needed energy that the 
mobile device needs to invest for the download process. When RGB textures are 
transcoded into compressed textures, a data size reduction of approx. 83% can be 
seen from the results (Table 12). The same proportion of size reduction can be seen 
when using scaled textures. However, considering that a mobile client would 
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potentially benefit from both scaling and texture compression at the same time, then 
the combined size reduction effect of these operations would be approximately 99% 
compared to the original unmodified texture sizes. This is very significant, given 
that: 

1. smaller scale textures may work perfectly well using a small mobile display 
and hence the scale down operation is justified quality-wise, and 

2. the usage of compressed textures is in any case more efficient to render 
compared to uncompressed RGB versions, respectively (if those are supported 
by the hardware in question, as was shown in Construct 1). 

Table 13 shows how the reduction of the edges from the geometry reduce the data 
size of it. The end result is more linear compared to the textures. This is because of 
the modification method (edge collapse) is linear in terms of data reduction rate. 
Depending on the topological organization of the original geometry and the source 
data, on average, collapsing one edge removes one triangle from the original data, 
which results in the linear characteristics of the operation. Processing large 
geometry objects is computationally intensive, as the edge collapse algorithms 
require traversal through the complete geometrical structure for computation of 
error estimates when making decisions which edges to collapse. Due to this, it is 
an intense operation from the CPU and memory access perspective and hence, 
geometry reduction is not a recommended operation to be run on a mobile device, 
especially if the geometric objects are very large. 

Protocol modifications 

Table 14 and Table 15 summarize results from the protocol modifications. As each 
of the clients connects to the virtual environment service as individuals, and they 
will all receive updates of other users’ behaviour from the service, this test was 
decided to run using multiple simulated connections. The test was run using 3, 9 
and 15 clients connecting to the same 3D virtual environment, and the position of 
all those clients in the virtual environment was moved via scripts to simulate 
behaviour and movement of a normal client. This caused constant world (and user) 
state changes that needed to be distributed to all the clients, hence it created a 
typical 3D virtual environment usage scenario and allowed tests to be performed 
regarding what happens when the protocol traffic is manipulated. 

Table 14 shows the measurements when protocol stacking and compression 
were not in use. Table 15 shows how the traffic is shaped when protocol stacking 
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and compression were taken into use. Comparing the numbers, the change and 
savings are quite significant for one client device. By inspecting the test case where 
15 different clients were connected (and moving) in the 3D virtual environment, 
one can see, for example, that the download byte stream decreased from 18231.7 
B/s to 8120.8 B/s (55.5%) and the received download packet count reduced from 
14.45 pkg/s to 1.97 pkg/s (86.4%). A similar trend can be inspected from other 
combinations using Table 14 and Table 15. Bandwidth reductions are significant 
and correlate directly to the energy needed by the mobile device to sustain a 3D 
virtual environment connection via its radio interface. However, the downsides of 
this modification were visual artefacts that started to appear in the client simulation. 
Because parts of the protocol traffic were dedicated to reflecting client movement 
and animation updates to other clients, those updates started to delay because an 
individual client had to wait longer for the update packets from the server. Because 
the update period increased, it caused the client implementation of dead-reckoning 
(Harvey et al. 2010) to malfunction and the other clients started to move partly 
irrationally in the space. By authors subjective analysis, it was concluded that the 
usage of the virtual environment was no longer pleasant due to these errors. It needs 
to be emphasized though that the errors were only visual and they did not affect the 
functionality of the 3D virtual environment service. It can be stated that with 
intelligent dead-reckoning, a one which would understand the effect and delays of 
protocol stacking and compression, this problem would very likely to be 
overcommable. Hence, the author concludes this as one of the future research 
prospects to enable energy savings via protocol traffic shaping. 

Table 14. Upload and download stream sizes when protocol was unmodified (Reprinted 
by permission from Publication VI © 2011 Association for Computing Machinery, Inc.). 

# clients 3 9 15 Average: 

Avg UL [B/s/client] 1039.7 1174.9 991.5 1068.7 

Avg DL [B/s/client] 21062.4 15283.1 18213.7 18192.4 

Avg UL [pkg/s/client] 15.27 17.42 14.45 15.71 

Avg DL [pkg/s/client] 30.12 28.84 33.28 30.75 
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Table 15. Upload and download stream sizes when protocol was stacked and 
compressed (Reprinted by permission from Publication VI © 2011 Association for 
Computing Machinery, Inc.).  

# clients 3 9 15 Average: 

Avg UL [B/s/client] 280.7 232.2 259.9 257.6 

Avg DL [B/s/client] 3725.1 4589.5 8120.8 5478.5 

Avg UL [pkg/s/client] 1.95 1.78 1.97 1.90 

Avg DL [pkg/s/client] 9.86 10.21 15.50 11.86 

Logical delivery architecture 

When the content is created, it needs to be stored by the virtual environment service 
somewhere so that is can be published to the service. This publishing process is 
managed by the 3D virtual environment service, and its details can be very specific 
to the service itself. Once the content is stored and made available to all the clients, 
the service needs to take into account various actions that the content needs to go 
through to support heterogeneity of the client devices: geometry (Hoppe 1996), 
textures (Cantlay 2005) and surface materials (Mochocki et al. 2006) need levels 
of detail created for the purpose of the less capable devices. Content data types need 
to be transcoded to support optimal details that some of the mobile devices are able 
to consume. (Ström and Akenine-Möller 2005) Finally, in conjunction with data 
type transcoding, the data can be further losslessly compressed to gain further 
savings in the delivery phase. (Ström and Wennersten 2011). 

 

Fig. 15. Logical content delivery chain from content producers to content consumers. 
(Reprinted by permission from Publication II © 2015 Springer Nature). 

Combining information and measurement results from Constructs 1 and 2, the 
logical delivery architecture can be presented as five distinct parts: content creation, 
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remote simplification, delivery on-device optimization and rendering. Those parts 
are illustrated in Fig. 15. 
The architecture starts from the content creators, which can be paid artists, 
machines creating procedural content and users of the 3D virtual environment 
service who have means to create and publish content. The challenges of the 
creators are numerous: 

1. To understand the differences of all the devices the content is going to be used 
on. This includes both understanding the maximum detail that can be used and 
the creation process of content variants if one content file is not enough for the 
current consumers. 

2. Understanding that there may be automatic content modification involved 
before delivering the content to the consumers. This requires that all the content 
the creators create must be in friendly data and file formats for the following 
automated modifications. 

3. Understanding what good enough quality for the service is. This links to user 
perception and how the consumers see the visual output. If consumer devices 
are heterogeneous by nature, so are users’ expectations. Increasing visual 
quality may not increase users’ acceptance, and vice versa. 

Remote simplification follows the content creation part. This part functions in the 
cloud and the main responsibility of this part is to manage all the heavy workloads 
related to the modification operations. As stated in the technology architecture part 
of Construct 2, all data types which are not trivial to modify should be modified 
here, and additionally, when multiple versions of the modified content will emerge, 
this part of the architecture (together with the delivery part next) should be 
responsible for building a proper caching mechanism for all of them. Complex 
manipulation operations in this part involve everything that deals with complex 
data types (geometry) or require complex decode and encode operations (all data 
type transformations). 

Delivery is the third part in the architecture. It is the part which has other 
endpoint in the cloud and the other in client device, whereas the Internet acts as a 
medium. In the delivery part, the main goal is to minimize the amount of the 3D 
content data the client needs to download for its usage. The delivery part 
responsibility is to host caches for quick content delivery (and to save repeated 
workload from the remote simplification part). (Vatjus-Anttila et al. 2011) It can 
also utilize traffic shaping (Hoque et al. 2011) for the content (and optionally for 
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the protocol) and it can host progressive downloading of the content (Limper et al. 
2013), if that is what the client device is able to support. 

When the data is delivered to the requesting client, it is beneficial to compress 
it prior to delivery because this can significantly decrease the amount of delivered 
bytes, which eventually saves energy of sending and receiving of the specific data. 
In this context, there are four factors to consider: (1) how much time (and CPU 
effort) it takes to compress the data in question, (2) what is the achieved 
compression ratio, (3) how much time (and CPU effort) it takes from the receiving 
party to decompress the data in question, and (4) is the compression algorithm in 
use supported by both sender and the received. 

There are several compression algorithms like gZip (Deutsch 1996), LZ77 (Ziv 
and Lempel 1977), LZ78 (Ziv and Lempel 1978), BWT (Burrows and Wheeler 
1995) and Google Zopfli (Alakuijala and Vendevenne 2013). Among these, the 
gZip algorithm was one of the first which was adopted as part of the HTTP content 
encoding schemes as part of RFC2616 (Fielding et al. 1999), which has greatly 
helped the adoption of it in various device types. There are comparisons (Barr and 
Asanovic 2006) which show gZip is not the most efficient compression algorithm, 
but it is certainly among one of the fastest in terms of compression and 
decompression. From the application perspective, it should be considered which 
one of the available algorithms is the most suitable one from the mentioned four 
viewpoints. It should be kept in mind how commonly available the gZip is and 
hence not to neglect its usefulness despite of its age. 

The fourth part is on-device simplification. After the mobile device has 
downloaded the content in a most optimal way, it can still make its own local 
decisions to modify the data further. There is a need for this if, for example, the 
device did not introduce itself to the service with enough detail and the received 
3D content is sub-optimal. The operations can also be related to the usage of device 
specific features, such as 16-bit floating point numbers for rendering as presented 
earlier in Construct 1 (Munshi et al. 2008). The device can also refuse to use 
features of rendering which might be too complex for it, like computation of 
lighting and shadows (Stamminger and Drettakis 2002). On-device simplification 
is different compared to remote simplification because the decisions in this part are 
very dependent on the local device features and state. Also, as the mobile device 
has a very low amount of processing power available compared to the cloud 
services, it cannot execute complex operations. Whatever is done in this part by the 
mobile device, those actions are relatively simple and fine-tuning by nature. 
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The fifth and final part is rendering where the mobile device creates the visual 
version of the 3D virtual environment for the user. At this point, no content is 
modified anymore due to real-time nature of the part. The render method, however, 
can be still modified according to the 3D content in question. Render batch 
optimization means re-structuring the current scene graph and its similar 
components into groups that can be rendered in a single render batch. This is a 
faster method to render, but sometimes, it does not work well with scene graph 
culling operations. (Kuehne et al. 2005, Ginsburg and Purnomo 2014) Re-use of 
single geometry can be accomplished via an instanced render technique (Carucci 
2006) if the mobile GPU supports it, or geometrical objects can be turned into 
impostors (Millan and Rudomin 2006) which are image representations of the 
original geometry, but are rendered as billboards consisting only of two triangles 
(and 4 vertices). 

Finally, a local cache can be used to mark which content is already downloaded 
and not changed in the service provider storage space, hence does not need re-
downloaded again at all. (Nurminen 2007). 

Fig. 16. Redrawn content stakeholder view with information from Constructs 1 and 2. 
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Given this theorized logical split of activities in five distinct parts, it is now useful 
to return to the anticipated stakeholders which were presented in Fig. 2 earlier in 
this dissertation. When taking the restructuration of the delivery chain into account 
from both viewpoints: the technology and the logical chain, Fig. 2 can be redrawn 
as presented in Fig. 16. 

Fig. 16 summarizes how the stakeholders of 3D virtual environment service 
are distributed when the proposed technological and logical delivery chains are 
taken into account. There are certain parties that are responsible for the content 
generation process. There exists a network layer which hosts the 3D virtual 
environment service, but also those supplementary services which are needed for 
content storage and content manipulation. The medium for data transmission is the 
Internet, and eventually, the consumers of the data are users with their mobile 
devices. 

Comparison to state of art 

As the solution for building the network architecture in Construct 2 follows a 
proxy-based approach, it fundamentally follows the same paradigm as presented 
originally by Hung and Hong (2000) and Mauve et al. (2002). Neither of them 
speaks specifically about 3D virtual environment related data distribution or 
transcoding, but the principle of offloading the responsibility of the distribution 
tasks away from the central server is the same. In the literature, there exists a lot of 
work which examines the options to simplify or otherwise manipulate the 
downloaded assets for easing the work burden of a mobile client. Examples include 
3D texture download process optimization based on the mobile device energy 
budget (Hosseini et al. 2014) and fine-grained image LoD level adjustments based 
on mobile device capabilities (Rauschenbach and Schumnann 1999). The 
mentioned examples justify their existence for the narrowed down use-case they 
are presenting. Construct 2, however, goes beyond this and defines two additional 
topics: (1) the architecture which allows manipulation of arbitrary content types 
related to 3D virtual environment applications and (2) solutions to modify these 
arbitrary content types from the energy consumption perspective, as well as user 
experience and acceptance perspective. Majority of the work in the known 
literature is done from the perspective of generic World Wide Web (WWW) content, 
and not from the perspective of 3D virtual environment services specifically.  
While a lot of characteristics are the same and mechanisms of the adaptations are 
common in some respect, the primary contribution of Construct 2 results is the 
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understanding of the special needs of those 3D virtual environment services and 
the problems of heterogeneous types of mobile device when they are in charge of 
rendering the downloaded 3D content. Additionally, the nature of the content 
creation process for 3D virtual environments differs from the corresponding WWW 
creation process. In the case of the collaborative 3D virtual environments, the 
content types are more complex and their creation is not entirely service provider 
controlled (the service consumers may create content as well), it requires attention 
to the content distribution chain and policies which were also addressed in 
Construct 2. 

3.2.3 Discussion 

Construct 2 presents both a technological and logical delivery architecture which 
is capable of distributing the 3D virtual environment content to a heterogeneous 
group of mobile devices by modifying the delivered content prior to delivery, if 
needed. In addition, construct 2 also presents an option not to limit the manipulative 
operations only to the data asset manipulation but shows also how the concept can 
be extended to cover application specific protocol data transmissions (in this case, 
collaborative 3D virtual environment protocol traffic). The latter mentioned 
protocol manipulations expose a new group of problems related to visualization of 
the 3D environment and especially its identity representations (the avatars). The 
exposed problems were related to stacking of protocol frames into larger TCP 
packets and additionally compressing the content to allow stacking to continue 
even further. While this reduced the bandwidth requirement (55.5%) and packet 
count (86.4%) for the protocol traffic, the accumulated delay in the transmission 
caused the 3D virtual environment dead reckoning to fail, which made 3D avatars 
to appear jumpy in the 3D environment, which eventually made the perceived user 
experience downgrade significantly. This, however, is not a problem that cannot be 
solved. Packet stacking and compression and the additional delay it causes is 
predictable behaviour which can be adjusted into advanced dead reckoning 
algorithms, as partially talked by Harvey et al. (2010). Additionally, lowering the 
latency to process such delayed updates can be addressed with distributed authority 
assignments, which lowers the need to distribute all update messages all the way to 
the central server, as presented by Aggarwal et al. (2006). 

A proxy-based network architecture is relatively easy to construct with 
currently available tools -- even when using custom data transcoders as presented 
in Construct 2. Koskela et al. (2014) bring up the same content adaptation approach 
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into the peer-to-peer networking architecture. This is an interesting comparison, as 
it in theory can be said that the same asset transcoder presented in Construct 2 could 
be moved into a peer-to-peer network if its connection mechanisms would be 
adapted to P2P corresponding mechanisms. In relation to the 3D asset translation 
itself, Koskela et al. (2014) share a similar problem of managing a number of 
heterogeneous devices and their specific requirements in the asset delivery. 

Considering that the main contributors to the mobile device energy 
consumption are the display, the radio interfaces and the chipset, one wants to take 
advantage of any methods that simplify the workload and lower energy 
consumption of the device that way. For the chipset (CPU and GPU), lowering the 
workload means delivering 3D assets for the rendering which are simple to manage 
for the mobile device and they are efficient to render. For the radio interface, it 
means that anything that the mobile device needs to download will be downloaded 
in its smallest available form to allocate bandwidth a least possible amount, and 
everything is downloaded in as large packages as possible at the same time to avoid 
unneeded promotion and tail times which consume extra energy. The delivery 
architecture needs to orchestrate all this to come true and it needs to do it in a 
universal way serving all mobile client types and their capabilities. Through the 
data download measurements and the experimentation with the 3D asset types, the 
main contribution of Construct 2 is the delivery architecture (both technological 
and logical) to support this scenario. The architecture takes into account the 
heterogeneous nature of client (mobile) devices via device introductions and it is 
also able to take into account the multiple sources of 3D assets via a multi layered 
delivery cache and a transcoding process which is able to simplify downloaded 
assets directly for the devices in question. 
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4 Discussion 
This dissertation has presented a research topic of energy efficient rendering of 3D 
virtual environments on mobile devices. The presented research questions covered 
areas, such as what are the most influential methods for tailoring 3D content for a 
mobile device from the perspective of energy consumption, how that content 
should be delivered to the mobile device, who should be responsible in the 
execution of simplification of the 3D content, and finally, what kind of delivery 
architecture would be the most suitable one to support all the described steps. 

The dissertation took a constructive research approach to the topic and 
presented its results via two constructs: (1) the first one focused on various kinds 
of 3D content modification methods and energy consumption measurements and 
how the utilization of those methods affect the mobile device energy consumption 
during rendering, and (2) the second one in its turn focused on a technological and 
logical delivery architecture, more specifically, how the mentioned content should 
be delivered to the mobile devices in practice, and how that architecture takes into 
account tailoring of the content prior to delivery to a heterogeneous fleet of mobile 
devices each having their own specific characteristics. 

 At this point of the final discussion, it is a perfect moment to return once more 
to the research questions set forth in the problem setting of this dissertation. To 
repeat, the questions were: 

1. “How do the various 3D content manipulation methods affect the mobile 
device energy consumption, visual fidelity and perceived user experience of 
the given extensible virtual environment application?” 

2. “What kind of network architecture supports 3D content delivery the best for 
the heterogeneous group of mobile devices when utilized for the purpose of 3D 
extensible virtual environment service?” 

3. “How should the optimization methods and their split in the 3D content 
delivery pipeline address the nature of heterogeneity among the mobile 
devices?” 

Construct 1 holds answers to research question number 1. When discussing about 
the topic of 3D graphics rendering on a mobile device, it has the strongest link to 
the mobile device GPU and its capabilities. It is rather trivial to exhaust the 
capabilities of a constrained mobile GPU and hence, as Construct 1 revealed, one 
should pay attention to the 3D content types and their complexity levels that are 
going to be passed for the mobile device. Given that the GPU reproduces real-time 
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3D graphics using primitives, such as geometry, image files and related rendering 
parameters (such as requested surface material definitions), the simplification 
methods should address all of those. While this step might sound trivial, it is 
actually not that simple. The rendering process of a modern programmable GPU is 
divided into two phases: (1) vertex processing phase where all geometrical 
computations and transformations are executed and (2) fragment processing stage 
where each fragment (resulting in a lit pixel on a display) are processed. In order 
to have an ability to simplify 3D content in a way it will suit the particular mobile 
device in question, one needs to understand where the bottleneck of the rendering 
is going to be for that particular GPU. 

As the mobile devices (and hence mobile GPUs) are in question here, the 
capabilities of those are very heterogeneous among all the devices, and hence the 
types of bottlenecks are very heterogeneous in their nature as well. The Publications 
showed how specific simplifications resulted in different kinds of gains. In 
Publication I, the simplification of geometry resulted in drastically different end 
results between Samsung Galaxy S2+ and S3 devices, and the reason for this 
behaviour was theorized from the GPU specifications of those devices. It seemed 
that the S2+ device had dynamic GPU shader configuration, which allowed it to 
adjust depending on the amount of the workload between vertex and fragment 
stages, whereas the S3 device had a fixed setup of these shader units. Hence, 
geometry was the bottleneck for the S3 device, but it was not for S2+ (even when 
S2+ is a considerably older phone). Similarly, in Publication IV, it was noted that 
when the geometry of the 3D content was simplified by 25% for the particular use-
case presented there, there was practically no change in the energy consumption 
using the selected test hardware. This indicated that the geometry processing in this 
particular case was a not a bottleneck in the first place at all, but instead, it was the 
fragment processing stage. These are important results which need to be 
acknowledged before blindly dwelling into a simplification process, as the results 
might be entirely different from what was expected in the first place. In other words: 
these small details at the mobile GPU level might make all the difference when 
trying to universally simplify any 3D content, and without understanding them, the 
simplification targets are likely not to be met. Leveraging the presented S2+ and 
S3 example a bit, in this case, the authority who makes a decision of the 
simplification methods should make a decision with results in a heavier geometrical 
simplification prior to delivering to the S3, compared to S2+ delivery. This 
emphasizes the different needs that need to be acknowledged prior to the content 
delivery. 
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While simplification of the rendering load in a proper way lowers the device 
energy consumption, primarily, because, as a result the GPU workload is lowered, 
it is not the only goal that exists for the simplification operations. Usually, when 
3D content is simplified (for example by lowering the effective resolution of 
addressed image files), its quality is degraded as well. Another viewpoint of 
research question 1 was to evaluate the quality of the simplification results, because 
the user of the 3D virtual environment service eventually needs to accept the 
changes despite of the possible quality degradations. Results from Construct 1 hint 
two interesting indications: (1) depending on the 3D content types and their spatial 
positioning in the space, the users do not necessarily notice the quality degradation 
at all, or are otherwise willing to accept lower quality of 3D content versions 
compared to the original ones, and (2) there are artificial methods available which 
can be used to hide the changes in the 3D content (for example by generating walls 
around a 3D city model to hide simplification artefacts in the 3D environment 
horizon). The first indication is an especially interesting finding because it reveals 
an opportunity to simplify 3D content in proper circumstances resulting in both 
lowered energy consumption of the rendering process but also enabling general 
user acceptance at the same time regardless of the simplification. The second 
finding should be taken as a two-edged sword: if one increases the pleasantness of 
the 3D environment by generating additional content to hide other simplification 
operations (or to distract users not to notice the original operations), the generation 
of the additional data does not necessarily work well with the total energy 
consumption. Simplifying content and then adding additional content after that 
requires investigation into what is the net effect, and does it make sense from the 
rendering complexity and energy consumption perspective. Within the scope of this 
dissertation, these user studies should be treated as indicative results. They work 
very well giving an insight into what kind of feedback one is likely to receive once 
simplification methods are taken into use, but the results should be treated as 
suggestions and triggers of deeper future user experience research topics.  

These examples taken from Construct 1 indicate that there is not a single 
individual simplification method available that automatically works for all content 
types, for all mobile devices and for all mobile GPU types. The one (for example a 
3D virtual environment service provider) who is delivering content to a 
heterogeneous set of mobile devices needs to be aware of these differences in order 
to be able to make a decision on what kind of content is going to be delivered for a 
particular and individual mobile device. Supporting multiple client devices with 
multiple different versions of the 3D content increases the content combinations as 
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the number of different types of mobile devices increase. All 3D content tailoring, 
whether it is simplification of the original data, or transcoding of the original data 
into some other format requires CPU time and preferably also automation to work 
fluently. This is exactly the spot where research question 2 is focusing: it is to be 
expected that the mobile device is too CPU constrained to perform all 
simplification or transcoding duties and hence it is proper to expect that the network 
service in question has an ability to support 3D content modification on delivery. 

 Construct 2 focused on the delivery of such content, and it also classifies a 
delivery chain both from technological and logical architecture perspective. The 
logical delivery chain specifies all the stakeholders involved related to the 3D 
content delivery which are: content creators, content storage and caches, content 
distributors and content consumers. The technological architecture focuses on the 
technology foundation, which is able implement the defined requirements of the 
logical delivery architecture. For the 3D virtual environment service provider, there 
are two main problems that need to be overcome: (1) how to build the technology 
architecture in a way it supports a delivery of 3D content of heterogeneous nature 
of mobile client devices and allow runtime modifications of the delivered 3D 
content, if needed, and( 2) how to address the problem of user originated 3D content 
where the service provider does not (necessarily) have a direct control to it. 

 Within this dissertation, a comparison and a selection of technology 
architecture was chosen for the basis of the work. Among the alternatives which 
were presented in the literature review section of this dissertation, a “proxy-based” 
approach was chosen because it is a widely-studied area of technology as such, it 
also provided the most suitable tools for modifying the 3D content on-the-fly and 
there were existing solutions for caching content which could be extended towards 
solving the problems presented by the research questions. Hence, the practical 
approach was to create a content translator which was able to tailor the content for 
the mobile device in question and cache the results in a way that similar content 
could be delivered to mobile devices with similar capabilities. This method sets 
forth requirements for the mobile client introduction. If the translator does not know 
of the mobile device features in detail, it cannot fully tailor the content for its needs. 
Usually, in these kinds of identification scenarios, a so called “user agent” is used 
to identify the client capabilities (this is a common method in the World Wide Web 
applications), but when going deeper and the interest lies in the low-level 
capabilities of the mobile devices, the user-agent is not detailed enough. Such low-
level information includes, for example, a list of hardware supported texture 
formats, a number of available hardware texture samplers and a number of available 
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vertex and fragment shaders. In Construct 2, one low-level identification method 
was implemented, but this is a topic where all additional detail will lead into more 
precise results. The manipulative operations do not need to limit only to content 
itself, however, but the 3D virtual environment protocol traffic can be manipulated 
as well. While this has no direct relationship with the render process of the mobile 
client, it has an impact on the overall energy consumption, as efficiently simplified 
protocol traffic will reduce the amount of data that needs to be received and 
transmitted by the mobile client to sustain the 3D world state. Construct 2 revealed 
problems related to the protocol traffic manipulation which were mostly related to 
delayed or otherwise broken 3D world updates which were experienced as visual 
errors during the 3D world simulation. Finding a solution to correct these visual 
errors was not in the scope of this dissertation, but the author anticipated they could 
be overcome with intelligent dead reckoning algorithms which would be aware of 
such protocol manipulations. From the results of the protocol manipulations, the 
results show, for example, download bandwidth reduction of approx. 56% in terms 
of downloaded bytes, and approx. 86% reduction in datagram packet count. 
Savings are significant, given that visual artefacts can be kept under control. 

Protocol traffic manipulation is certainly something that happens at the server 
side, as the network service is the part which primarily authors the changes in the 
3D environment state. The 3D content, however, and its manipulation workload 
should be split optimally between the network service and mobile client. When 
evaluating this and making decisions whether to implement something to the 
network service or the client device, one needs to consider primarily three topics: 

1. How much the anticipated simplification method is going to use CPU time for 
the processing? 

2. What is the influence of the simplification method in question on the results 
size, and hence on the download bandwidth? 

3. How much the result of the simplification is going to reduce internal GPU 
bandwidth requirements? 

If any of the anticipated simplification methods can be considered very CPU 
intensive, there is no ground to execute it in the mobile device. The mobile device 
CPU is a constrained one, and hence forcing it to perform heavy simplification 
tasks spends so much energy, it is difficult to gain back even when using the 
simplified assets. Operations that can be considered to be heavy are the following: 
any manipulations to geometrical objects, any image transcoding methods (from 
RGB(s) to compressed textures) or any image manipulation methods which require 
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spatial warping of the images prior to downscaling. Related to this, Tack et al. (2004) 
describe an implementation which does the geometry processing at the mobile 
terminal. They show it is doable when the source geometry is properly encoded and 
hence the processing time is both predictable and controllable for the mobile device. 
In this particular case, they use MPEG-4 multiresolution geometry with MPEG-4 
Wavelet subdivision surfaces. In the case of extensible virtual environments, one 
cannot rely on strict input data formats and hence the operations to process the input 
are out of reach for a constrained mobile device. 

Operations that can be considered light and being well executable on the 
mobile client are any image downscale operations (without image warping), any 
surface material simplifications and any render technique adjustments, such as 
batch optimizations or forceful usage of impostors instead of real geometry. 
Impostor creation is discussed by Preda et al. (2008) as to how it is done on the 
network side, but as part of local render pipeline optimization, it is a doable task 
also for the mobile device. Bandwidth requirements can be considered as another 
aspect of influence. For example, even when stating that image scale down 
operations can be run on a mobile device, because scale down can be considered a 
trivial operation from the mobile CPU usage perspective, it still makes sense to 
execute the operation in the network for large files, because it will have a large 
impact on the downloaded content size, hence, savings in the bandwidth reduction 
are greater than savings in the CPU time. Finally, the third point refers to a fact that 
when rendering 3D graphics and addressing the assets in GPU memory, the less 
they take space, the less they will require internal memory bandwidth and hence 
they render faster with less energy consumed. This effect can be seen, for example, 
when floating point geometry is addressed as 16-bit resolution instead of 32-bit 
resolution (hence halving the bandwidth requirement of geometry addressing), or 
using as small texture images as possible, which is exactly what texture downscale 
operations are aiming at. 
 All these mentioned findings give an answer to research question 3. Even though 
they do not give an exact answer, but more of a recommendation, the nature of the 
answer follows the nature of the 3D content of collaborative and extensible 3D 
virtual environments: it is mostly not known prior to testing. The important part, 
however, is to follow the presented recommendation of bandwidth and CPU usage 
limitation and tailor the 3D content manipulation process to work directly for the 
use-cases in question rather than strictly limiting solutions to general content 
configurations. The key is being flexible; after all, that was the ultimate goal of the 
proxy-based content translator in the first place. 
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5 Conclusion 
This dissertation presents a proposal for a network architecture for 3D extensible 
virtual environments, which is able to deliver 3D content for heterogeneous types 
of mobile devices. The dissertation also shows how different content types and 
detail levels affect the mobile device energy consumption and what should be taken 
into account when tailoring 3D content for a particular mobile device. The methods 
of tailoring are vast and some of them go deep in the details of a mobile device, to 
be more precise, in the capabilities of the mobile GPU. By acknowledging this and 
by adjusting the 3D content detail level and datatype formats, it is possible to build 
a content delivery solution which, with a proper configuration, allows reducing the 
energy consumption of client mobile devices when they are connected to a 3D 
virtual environment service. 

Not all mobile devices behave the same and due to a wide selection of hardware 
providers, each mobile device has different bottlenecks in their hardware 
architecture. For example, the amount of programmable GPU processors affects 
how much one should weight geometry and image simplification operations. If 
mobile GPU supports compressed texture images in its GPU hardware, those 
should be used then instead. While the selection of these questions is very detailed, 
the author can present a shortlist of topics to consider when building a 3D content 
delivery architecture based on the proposal presented in this dissertation, including:  

1. Be precise when detecting where the mobile device hardware bottlenecks are. 
How are the vertex and fragment processing units balanced in a mobile GPU 
and how the balancing mechanism can be detected? 

2. Given the total amount of content in the 3D virtual environment and 
vertex/fragment shader configuration in the mobile GPU, make a clear decision 
whether to simplify geometry, surface materials or image data first. 

3. Remember that blind simplification of geometry does not necessarily lead to 
energy savings when the bottleneck is not vertex processing stage in the first 
place. 

4. Usage of compressed textures (over RGB(a)) is a straight-forward way to save 
energy during the rendering process. Unfortunately, not all GPUs support them. 
OpenGL 3.0 has initiated a change to this by mandating ETCv2 compressed 
texture support in the device drivers which will eventually change this. It might 
be wise to favour ETCv2 texture compression where applicable. 
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5. In general, it can be stated that any operation which reduces the internal 
bandwidth requirement of the mobile GPU will result in faster rendering and 
lowered energy consumption. Hence, any operation that makes the memory 
footprint of the content smaller in GPU memory is likely to have an effect on 
this topic. It is worth noting, however, that making the content smaller does not 
only mean simplification of the source content, it also covers the storage format 
when moving the data to GPU. For example, using internal 16-bit floating point 
storage format for those GPUs which support it essentially halves the required 
storage space compared to 32-bit floating point data formats. 

6. When assets go through simplification process, usually their quality is also 
degraded. It should be kept in mind that tests with real users are needed to gain 
understanding of how much simplification is too much before the application 
(or the service) becomes unacceptable from the users’ perspective. It is 
recommended to configure the content simplification process in a way it knows 
which quality levels are the minimum acceptable ones by the users and use this 
information to adjust the detail level of the delivered 3D content. 

When the 3D content is tailored exactly right, energy savings as large as tens of 
percents can occur, as shown by the examples in the constructs of this dissertation 
in varying use-cases. This naturally has a strong dependency on what kind of 3D 
assets the application is using and what are the exact capabilities of an individual 
mobile device using the service. Hence, the author (or anyone else) cannot state an 
exact number of how many Joules of energy will be saved when a particular 
simplification operation is performed for a particular mobile device, for example. 
Not because the methodology to find this information would not be known, but 
because of the unique behaviour of each mobile device and the unique influence of 
each 3D content on those mobile devices. What is important to understand is that 
even in the case of heterogeneous client devices, significant energy savings are still 
perfectly achievable with the proposed architecture, delivery methods and 
simplification methods presented in this dissertation. 
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