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Abstract
It is common knowledge that even simple machine learning algorithms can improve in
performance with large, good quality data sets. However, limited data sets, be it because of limited
size or incomplete instances, are surprisingly common in many real-world modeling problems.
In addition to the overall classification accuracy of a model, it is often of interest to know the
uncertainty of each individual prediction made by the model. Quantifying this uncertainty of
classification models is discussed in this thesis from the perspective of limited data. When some
feature values are missing, uncertainty regarding the classification result is increased, but this is
not captured in the metrics that quantify uncertainty using traditional methods. To tackle this
shortcoming, a method is presented that, in addition to making incomplete data sets usable for any
classifier, makes it possible to quantify the uncertainty stemming from missing feature values. In
addition, in the case of complete but limited sized data sets, the ability of several commonly used
classifiers to produce reliable uncertainty, i.e. probability, estimates, is studied. Two algorithms
are presented that can potentially improve probability estimate calibration when data set size is
limited. It is shown that the traditional approach to calibration often fails on these limited sized
data sets, but using these algorithms still allows improvement in classifier probability estimates
with calibration.
To support the usefulness of the proposed methods and to answer the proposed research
questions, main results from the original publications are presented in this compiling part of the
thesis. Implications of the findings are discussed and conclusions drawn.

Keywords: classification, missing data, probability, small data, uncertainty

Alasalmi, Tuomo, Luokittelun epävarmuus vaillinaisilla aineistoilla.
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Tiivistelmä
Yleisesti tiedetään, että yksinkertaistenkin koneoppimismenetelmien tuloksia saadaan parannettua, jos käytettävissä on paljon hyvälaatuista aineistoa. Vaillinaiset aineistot, joiden puutteet johtuvat aineiston vähäisestä määrästä tai puuttuvista arvoista, ovat kuitenkin varsin yleisiä.
Pelkän luokittelutarkkuuden lisäksi mallin yksittäisten ennusteiden epävarmuus on usein
hyödyllistä tietoa. Tässä väitöskirjassa tarkastellaan luokittimien epävarmuuden määrittämistä
silloin, kun saatavilla oleva aineisto on vaillinainen. Kun aineistosta puuttuu arvoja joistakin
piirteistä, luokittelutulosten epävarmuus lisääntyy, mutta tämä lisääntynyt epävarmuus jää huomioimatta perinteisillä puuttuvien arvojen käsittelymenetelmillä. Asian korjaamiseksi tässä väitöskirjassa esitetään menetelmä, jolla puuttuvista arvoista johtuva epävarmuuden lisääntyminen
voidaan huomioida. Lisäksi tämä menetelmä mahdollistaa minkä tahansa luokittimen käytön,
vaikka luokitin ei muutoin tukisi puuttuvia arvoja sisältävien aineistojen käsittelyä. Tämän lisäksi väitöskirjassa käsitellään useiden yleisesti käytettyjen luokittimien kykyä tuottaa hyviä arvioita ennusteiden luotettavuudesta, eli todennäköisyysarvioita, kun käytettävissä oleva aineisto on
pieni. Tässä väitöskirjassa esitetään kaksi algoritmia, joiden avulla voi olla mahdollista parantaa
näiden todennäköisyysarvioiden kalibraatiota, vaikka käytettävissä oleva aineisto on pieni. Esitetyistä tuloksista ilmenee, että perinteinen tapa kalibrointiin ei pienillä aineistoilla onnistu, mutta esitettyjen algoritmien avulla kalibrointi tulee mahdolliseksi.
Alkuperäisten artikkeleiden tuloksia esitetään tässä kokoomaväitöskirjassa tukemaan esitettyjä väittämiä ja vastaamaan asetettuihin tutkimuskysymyksiin. Lopuksi pohditaan esitettyjen
tulosten merkitystä ja vedetään johtopäätökset.

Asiasanat: epävarmuus, luokittelu, pieni aineisto, puuttuva aineisto, todennäköisyys
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Ū
x, xi
y

12

Between imputation variance
Predicted class
Number of classes
Number of features
Number of imputed data sets
Number of observations
Prior probability of class C j
Posterior probability of class C j
Probability density
Class-conditional probability density
Statistical estimand
Estimator of Q calculated from incompletely observed sample
Estimator of Q calculated from a hypothetically complete sample
Total variance
Estimator of within imputation variance
Feature vector, feature vector of instance i
Target label

List of original publications
This thesis is based on the following articles, which are referred to in the text by their
Roman numerals (I–V):
I

II

III

IV

V

Alasalmi T., Koskimäki H., Suutala J., & Röning J. (2015). Classification uncertainty of
multiple imputed data. IEEE Symposium Series on Computational Intelligence: IEEE
Symposium on Computational Intelligence and Data Mining (2015 IEEE CIDM), 151-158.
doi: 10.1109/SSCI.2015.32
Alasalmi T., Koskimäki H., Suutala J., & Röning J. (2016). Instance level classification
confidence estimation. Advances in Intelligent Systems and Computing. The 13th International Conference on Distributed Computing and Artificial Intelligence 2016, Springer,
474:275-282. doi: 10.1007/978-3-319-40162-1_30
Alasalmi T., Koskimäki H., Suutala J., & Röning J. (2018). Getting more out of small data
sets. Improving the calibration performance of isotonic regression by generating more data.
Proceedings of the 10th International Conference on Agents and Artificial Intelligence,
SCITEPRESS, 379-386. doi: 10.5220/0006576003790386
Alasalmi T., Suutala J., Koskimäki H., & Röning J. (2020). Better calibration for small data
sets. ACM Transactions on Knowledge Discovery from Data, 14(3), Article 34 (May 2020).
doi: 10.1145/3385656
Alasalmi T., Suutala J., Koskimäki H., & Röning J. (2020). Improving multi-class calibration
for small data sets. Manuscript.

13

14

Contents
Abstract
Tiivistelmä
Acknowledgements
9
List of abbreviations
11
List of original publications
13
Contents
15
1 Introduction
17
1.1 Objectives and scope . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18
1.2 Contribution of the thesis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19
1.3 Outline of the thesis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19
2 Theoretical foundation
21
2.1 Classification . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
2.1.1 Bayesian classification . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
2.1.2 Support vector machine . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24
2.1.3 Random forest . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25
2.1.4 Feed-forward neural network . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26
2.2 Missing data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27
2.2.1 Handling missing data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
2.2.2 Missing data imputation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30
2.2.3 Classification with multiple imputed data . . . . . . . . . . . . . . . . . . . . . . . . 32
2.3 Quantifying classifier performance . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33
2.4 Calibration of classifiers and uncertainty of classification . . . . . . . . . . . . . . . . 33
2.4.1 Evaluating calibration performance . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36
2.5 Comparing algorithm performance . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
3 Quantifying uncertainty of classification on limited data
39
3.1 Data sets . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
3.1.1 Synthetic data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42
3.2 Uncertainty of classification when some feature values are missing. . . . . . . .42
3.3 Classifier calibration when data set size is limited . . . . . . . . . . . . . . . . . . . . . . . 46
3.3.1 Results in binary calibration . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48
3.3.2 Results in multi-class calibration . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55
3.4 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 56
4 Discussion
59
5 Conclusions
65
15

References
Original publications

16

67
73

1

Introduction
"The starting point for any data preparation project is to locate the data. This
is sometimes easier said than done!"
– Dorian Pyle, Data Preparation for Data Mining

At the time, I could not anticipate how meaningful that quote from a book I studied
as part of my doctoral studies would finally become regarding this thesis. Even simple
algorithms improve in performance with more good-quality data, but limited data, be it
small size or incomplete instances, are very common in practice, therefore calling for
improvements in the algorithms if better performance is desired (Géron, 2019). The core
topic of this thesis, uncertainty of classification, stemming either from missing data or
poor calibration of the learning algorithm on limited-sized data sets, touches the very
problem raised by the author of that quote. It is indeed often easier said than done to
locate all or even a reasonable sample of good-quality data (Pyle & Cerra, 1999).
Artificial intelligence (AI) applications are becoming widespread and have an
ever-increasing impact on our everyday lives. In many of its applications, such as
product recommendations, the reasons that have led to the system’s decision are not very
interesting from the users’ point of view as long as the user finds the recommendations
useful. But AI systems are also developed for more critical applications such as disease
diagnosis in healthcare and self-driving cars. In these applications, it is crucial that the
decision process is transparent. These systems are often accurate in their results but
it is difficult to get a clear view into their inner workings. This is especially true for
machine learning (ML) algorithms. There are obvious dangers in giving decision-making
power to a system that is not transparent. To address this issue, a research field called
explainable artificial intelligence (XAI) aims to create techniques to help explain the
models without affecting their performance (Adadi & Berrada, 2018).
In addition to having an understanding of the inner workings of a model, it is often
desirable to also have a reliable estimate of the uncertainty of the predictions produced by
the ML model. This becomes apparent when there are costs associated with the decisions
that are based on the model predictions (Zadrozny & Elkan, 2001b). As an example, let
us consider a clinical decision support system assisting in routine disease screening that
will give a recommendation regarding the need for more thorough examination. Giving
a recommendation to do more tests will cause unnecessary concern and will also incur
17

monetary costs, but giving a false impression of health when this is unwarranted is not
without cost either. Therefore, an accurate estimation of the uncertainty of our prediction
is needed to balance the costs of false positive and false negative decisions. However,
when presenting a ML model, it is global performance measures, such as classification
accuracy, that are reported on a test data set. These measures, however, do not provide
any information on the reliability of each individual prediction. The uncertainty of
individual predictions can be estimated with the probability estimates that many ML
algorithms produce. However, for many ML algorithms, these estimates reflect true
probabilities quite poorly. The estimates can be improved by calibration, but this needs
quite a substantial amount of data, which is not available when the data set size is
limited. Missing values, which are quite common in many data sets, produce another
type of problem for uncertainty estimation. In this case, the uncertainty regarding the
true nature of the missing values needs to be integrated into the uncertainty estimate.
This aspect is completely ignored in the traditional treatment of missing values.
1.1

Objectives and scope

In this thesis, ways to quantify uncertainty of classification on limited data, both
incomplete and small, will be discussed. Quantification of uncertainty, taking into
account the uncertainty of missing feature values, will be studied and a possible model
of an independent solution will be discussed. In addition, classifier calibration on limited
sized data sets will be studied in the context of binary classification with classifiers that
are among the best performing of commonly used classifiers. Emerged problems in
current methods and possible solutions will be discussed. Generalization of the solution
to multi-class problems will also be studied.
In summary, the following research questions will be considered in this thesis:

1. How can uncertainty of classification be quantified when some feature values are
missing?
2. How well are different classifiers calibrated when the amount of available training
data is limited?
3. Is it possible to improve the calibration of classifiers when the data set size is limited?

The research questions will be answered with peer-reviewed scientific articles,
each article providing a partial solution to the above-defined research problem. The
contributions of these articles are combined in this compiling part of the thesis.
18

1.2

Contribution of the thesis

This thesis addresses the research problem that was defined above based on the original
publications.
Publications I and II deal with uncertainty of classification in the presence of missing
feature values. Publication I introduces a new way of quantifying the uncertainty
of classifier predictions when some feature values are missing by taking advantage
of multiple imputation to capture the inherent uncertainty of the unobserved values.
In Publication II, this information is then transformed to estimate the confidence of
classifier predictions.
Publications III-V deal with classifier calibration on limited-sized data sets. Publication III introduces two algorithms that can be used to generate calibration data and
therefore avoid biasing calibration toward the training data set and to avoid overfitting of
the calibration model on a limited-sized calibration data set. Publication IV tests the
proposed data generation algorithms more thoroughly on a state-of-the-art calibration
algorithm and on a sample of classifiers that are commonly used and have proven
their effectiveness on a wide array of problems. Publication V then generalizes this
calibration scheme into multi-class classification problems.
The author’s contribution to each of the articles was in narrowing down the research
problem, developing the proposed algorithms, planning and implementing the experiments, interpreting the results, and writing the manuscripts. The other authors gave
valuable guidance along the way and helped in proofreading the manuscripts.
1.3

Outline of the thesis

The rest of this thesis is organized as follows. Literature on the theoretical background
of this work is reviewed in Chapter 2. The contributions of this thesis are presented in
Chapter 3 and their implications are discussed in Chapter 4. Chapter 5 then concludes
the thesis.
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2

Theoretical foundation

Machine learning can be described as learning a possible hidden structure and patterns
from data. The hidden structure and patterns are associated with the mechanism that
created the data, and this information can be used to aid the analysis and understanding
of the nature of the data (Theodoridis, 2015). In predictive modeling, this understanding
is used to make accurate predictions on the chances of something happening, whereas in
descriptive modeling, the focus is on describing the found patterns and hidden structures
in the data, i.e. why something might happen (Kuhn & Johnson, 2013). The chance of
something happening is considered the estimated probability of that event, according to
the model, and is often called the prediction score. Predictive modeling can be divided
into classification, where an object is assigned into one of a finite number of discrete
categories called classes, and regression, where the desired output is a continuous
variable (Bishop, 2006). In this thesis the focus will be on classification.
In predictive modeling, the most interesting feature of the model is the predictive
performance of that model on new, previously unseen data. Using the same data for both
building the model and estimating prediction performance tends to overestimate the
performance. To overcome this problem, a separate data set, called a test or validation
data set, can be used. However, when the amount of data available is limited, the size of
the test data set might not be large enough to draw strong conclusions while making the
limited training data set smaller still. Therefore, the use of resampling methods such as
cross-validation is often recommended to estimate model performance, especially on
limited-sized data sets (Kuhn & Johnson, 2013).
In addition to overall model accuracy, the uncertainty of individual predictions is of
interest in many applications. This uncertainty arises from the underlying phenomenon
and the model that tries to capture the behavior of that phenomenon. If the amount of
available data is limited, it makes estimating the uncertainty more challenging. Missing
values add to the uncertainty, as some information is missing. Limited data set size on
the other hand makes it hard to calibrate the model uncertainty estimates.
This chapter describes the theoretical foundation and the relevant methods of this
work. Section 2.1 formalizes the problem of classification and describes how the
classifier algorithms related to this work solve this problem. Missing data problem
is described in Section 2.2. Classifier performance measures relevant to this work
are introduced in Section 2.3. Section 2.4 addresses uncertainty of classification
quantification and calibration of classifier probability estimates. Algorithm performance
comparison considerations are discussed in Section 2.5.
21

2.1

Classification

In classification, the task is to predict into which class an object, also known as a pattern,
belongs to. It is assumed that the pattern belongs to exactly one of the K classes which
are known a priori. A unique set of measurements, called features, describes a pattern
and is represented by a feature vector x (Theodoridis, 2015).
A classifier, trained on a data set consisting of feature vectors and the corresponding
class labels, can be used to classify an unknown pattern into one of the K classes. Some
classifiers can also estimate the probability that the given pattern belongs to a certain
class. This probability is a measure of the uncertainty of the prediction, and in many
applications this probability might be as interesting as the predicted class itself.
There are literally hundreds of classifiers available. In this thesis, a sample of the
best-performing (Fernández-Delgado, Cernadas, Barro, & Amorim, 2014) and most
commonly used classifiers are studied. In addition, Bayesian classifiers are used as
a reference because in theory Bayesian inference will yield correct probabilities. In
practice, however, their exact inference is intractable, as will be discussed later, but they
might still be our best probe for the correct probabilities.
2.1.1

Bayesian classification

In Bayesian reasoning, the probability of an event is determined by combining prior
information and observations to determine the posterior probability. Prior probability
P(C j ) describes how probable the said event C j is, while the posterior probability
P(C j |x) is the probability of the event C j conditioned on having observed x, the evidence.
Using the rules of probability theory, Bayes’ rule
P(C j |x) =

p(x|C j )P(C j )
p(x)

(1)

can be derived (Barber, 2016).
In a classification task with K classes, we can calculate the probability that an
instance represented by feature vector x, i.e. the observation, belongs to a particular
class C j , j = 1, 2, ..., K, with Bayes’ rule and by assigning x to the class Ci having the
highest posterior probability.
As probability density p(x) does not affect the classification decision, it can be left
out, which leads to the Bayesian classification rule
Ci = arg max p(x|C j )P(C j ).
Cj
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(2)

By estimating the conditional probability p(x|C j ) and the prior probability P(C j )
from the training data, a classifier that uses Bayes’ rule to estimate to which class the
observation xi most likely belongs to can be built. It turns out that the Bayesian classifier
minimizes the probability of classification error (Theodoridis, 2015).
The prior probabilities P(C j ) can be estimated by the proportion of the number of
instances in each class in the training data. To estimate p(x|C j ), however, the number of
unknown parameters is of the order of O(l 2 ) where l is the number of features or the
dimension of the feature space, which makes the estimation computationally very hard
and also requires a large training data set (Theodoridis, 2015). Therefore, to get a good
estimate of p(x|C j ), approximation methods are needed in practice.
Naive Bayes classifier
One way to ease the computational burden in Bayesian classification is to make an
assumption that the predictor variables are conditionally independent (Han, Kamber, &
Pei, 2012). This leads to the classification rule
K

!

Ci = arg max P(C j ) ∏ p(x|C j ) .
Cj

(3)

j=1

The conditional independence assumption of features is rarely true in the real
world, but the classifier is still often quite effective albeit producing poor probability
estimates. The independence assumption is especially helpful when the dimensionality
of the input space is high and also helps if the data set contains both continuous and
discrete variables, as they can both use appropriate models separately from each other
(Bishop, 2006). Despite its drawbacks, naive Bayes has been selected as one of the
most influential data mining methods because of its simplicity, elegance, and robustness
(X. Wu et al., 2008).
The models produced by naive Bayes are easy to interpret (Kononenko, 1990)
compared to many other commonly used learning algorithms. It can also handle missing
values, which are common in many real-world data sets, by simply ignoring them in the
calculations, i.e. by assigning all possible feature values equal probability.
Gaussian process classification
Instead of trying to find a single solution that maximizes the class separation on the
training data, Gaussian processes (GP) try to find a distribution of all possible functions
consistent with the observed data. GP starts with a prior distribution of functions and as
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data are observed, the posterior distribution of the functions is updated accordingly
(Rasmussen & Williams, 2006). When used in classification, a Gaussian process
classifier (GPC) is more flexible than fitting a fixed hyperplane that separates the classes
(Williams & Barber, 1998).
GPC is non-parametric and nonlinear when a nonlinear covariance function such as
squared exponential function is used. Markov chain Monte Carlo (MCMC) sampling can
be considered the gold standard for doing GPC approximations but it is computationally
very complex and has the limit of long running times. Expectation propagation (EP)
approximation (Minka, 2001), on the other hand, has proved to be in very good agreement
with MCMC for both predictive probabilities and marginal likelihood estimates for
a fraction of the computational cost of MCMC (Kuss & Rasmussen, 2005). Good
probability estimates make GPC an interesting comparison for quantifying uncertainty
of classification.
Bayesian logistic regression
Bayesian logistic regression (BLR) uses a Bayesian approach to build a parametric
linear classifier by using a Cauchy distribution for priors. BLR uses Bayesian inference
to obtain stable and regularized logistic regression coefficients. Using Cauchy prior
distribution does not fail in the presence of collinearity or when the classes are completely
separable, which are known problems with logistic regression. Moreover, more shrinkage
is applied automatically on higher-order interactions. BLR improves the probability
estimates of bare logistic regression and other suggested prior distributions (Gelman,
Jakulin, Pittau, & Su, 2008). Therefore, Bayesian logistic regression is a good candidate
in our uncertainty quantification experiments and serves as a linear Bayesian model.
2.1.2

Support vector machine

A support vector machine (SVM) is a so-called maximum margin classifier. This means
that SVM determines the decision boundary so that it maximizes the distance of the
closest training samples from the decision boundary, which leads to good generalization.
Only the training data set samples that lie on the margin, called support vectors, are
considered when predicting the class of a test sample, hence the title support vector
machine (Kuhn & Johnson, 2013). The fact that only a subset of the training data, i.e.
the support vectors, is needed to construct the decision boundary means that SVMs are
sparse, which is a major advantage with large data sets (Cristianini & Shawe-Taylor,
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Fig. 1. A support vector machine. Retrieved from https://en.wikipedia.org/wiki/Computeraided_diagnosis. CC BY-SA 4.0.

2000). A linear SVM on a completely separable two-class problem is depicted in Figure
1.
This is an easy concept to grasp when the classes are completely separable. When
the classes overlap, a cost is associated in the training data samples that lie on or on the
wrong side of the decision boundary. The magnitude of this penalty is decided with a
model hyperparameter, and this is the main mechanism that controls the complexity of
the decision boundary. Nonlinearity can be added to SVMs using nonlinear kernels.
This is called the kernel trick and allows for very flexible decision boundaries (Kuhn &
Johnson, 2013).
SVM was originally developed with a hard decision boundary in mind, as opposed
to estimating accurate class probabilities (Kuhn & Johnson, 2013), which makes it
interesting in the context of this thesis. Like naive Bayes, SVM also made its way to the
list of most influential data mining algorithms (X. Wu et al., 2008) and was also a top
performer (with Gaussian and polynomial kernels) in extensive testing of classifiers by
Fernández-Delgado et al. (2014).
2.1.3

Random forest

Random forest (RF) is an ensemble of trees that can be used for both classification and
regression. Figure 2 illustrates a random forest for classification. There are several
ways to construct a random forest, such as using a random split selection, or using a
random subset of the training set or features for each tree in the forest. Breiman (2001)
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Fig. 2. A random forest. Retrieved from https://en.wikipedia.org/wiki/Random_forest. CC
BY-SA 4.0.

uses bagging and random feature selection to build the trees. Using bagging improves
accuracy when used with random feature selection and enables the use of out-of-bag
samples, i.e. samples in the training set that are not part of the current bootstrap sample,
to estimate the generalization error, strength, and correlation of the trees. Random
forests estimate the probabilities by calculating the proportion of votes of the trees in the
forest for each class which are not properly calibrated probabilities. Random forests can
be proven not to overfit as the number of trees grows, and their generalization error
depends on the strength of the individual trees and their mutual correlation.
Random forests are competitive with boosting and adaptive bagging, at least for
classification tasks (Breiman, 2001). Excellent classification performance has been
verified also in more thorough testing where random forest was the best-performing
classifier among 179 classifiers tested on 121 data sets (Fernández-Delgado et al., 2014).
Their widespread use makes random forests an interesting candidate regarding the
research questions of this thesis.
2.1.4

Feed-forward neural network

Neural networks (NN) are machine learning algorithms that are inspired by biological
neural networks, i.e. the brain, whose basic building element is a neuron. In the human
brain, these neurons are connected with each other via synapses forming a network
comprising of approximately 50 to 100 trillion synapses (Theodoridis, 2015).
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Fig. 3. A feed-forward neural network.

In artificial neural networks, individual neurons can be modeled using perceptrons
(Rosenblatt, 1958), and the network is formed by connecting individual perceptrons
in a layered fashion. In a commonly used network structure, the information only
flows forward in the network so they are called feed-forward neural networks. Figure
3 demonstrates such a network with three layers: the input layer, hidden layer, and
output layer. Each connection has an associated weight and learning is achieved by
adjusting the weights (Theodoridis, 2015). A breakthrough in training neural networks
was achieved with the backpropagation algorithm (Rumelhart, Hinton, & Williams,
1986), which is still in use today.
A two-layer neural network can approximate any continuous function so it can be
used to construct any nonlinear decision surface in a classification task. In practice, the
needed size of the layers might become unfeasible, and adding more layers instead could
be advantageous (Theodoridis, 2015). Neural networks tolerate noisy data quite well,
generalize well, and have been proven to be successful in a wide variety of real-world
applications, but are not intuitive to interpret (Han et al., 2012). To obtain probability
estimates, a softmax transformation can be applied to the network output.
2.2

Missing data

In addition to size, data can be limited by having some feature values missing. Missing
data is a common problem in almost all disciplines. In practice it means that some
values are not present in the data set and the data set is said to be incomplete. This
makes statistical analysis of the data more complicated. Missing data can be the result
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of, for example, dropouts in longitudinal studies (Molenberghs, Fitzmaurice, Kenward,
Tsiatis, & Verbeke, 2014).
When some data is missing, it necessarily means that some information is lost, which
leads to a reduction in the precision of any analysis. The magnitude of the reduction in
precision depends on the amount of missing data and the method used in the analysis.
Precision is, however, not the only or even the most significant problem related to
missing data. Missing data make the data set unbalanced and can add bias which can
lead to misleading inferences (Molenberghs et al., 2014).
An important aspect of dealing with missing data is understanding the mechanism
that caused the data to be missing. Three types of mechanisms are described in the
literature: missing completely at random (MCAR), missing at random (MAR), and
missing not at random (MNAR). In MCAR, the cause of the missing data is unrelated to
the data itself and the probability that a certain value is missing is the same for all data
samples. This is often not a realistic assumption. If the probability of a value being
missing is not uniform but is correlated with other observed data, then the mechanism is
said to be MAR. In MNAR, the probability a value is missing depends on the missing
value itself or some other unobserved data. Assuming MAR is reasonable in most
cases, which means that observed values can be used in estimating the missing values
(van Buuren, 2012). However, the mechanism behind missing values should always
be investigated and taken into account when choosing missing data handling methods
(Aste, Boninsegna, Freno, & Trentin, 2015).
Most classification algorithms have been developed assuming a complete data set
so they cannot deal with missing values. Naive Bayes is one exception, as it handles
missing values by ignoring missing feature values in the computations and therefore
spreads probability uniformly. As was stated earlier, the best-performing classifiers in
wide array of tests have been random forest, support vector machine, and neural network
variations (Fernández-Delgado et al., 2014) none of which can handle missing values.
Missing values on the other hand are very common in real-world data sets. For example,
it is not realistic to expect every patient to have been measured for every possible blood
test in a medical data set. In addition, there can be errors in data collection or equipment,
mistakes in data entry, or dropouts in longitudinal studies etc. It is wasteful to throw
away samples that are incomplete in one or more feature values, especially if the data set
size is limited, too.
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2.2.1

Handling missing data

A review of approaches to handling missing data in classification tasks can be found
in, for example, García-Laencina, Sancho-Gómez, and Figueiras-Vidal (2009) and
Aste et al. (2015). Missing data handling can be roughly categorized into three main
approaches. The most common practice is to use complete case analysis, also called
listwise deletion, i.e. just ignore all incomplete data samples. In some cases, it might
be appropriate to use available case analysis, also called pairwise deletion, where all
available data for a particular analysis are used even if other features are incomplete.
Analogously in classification, an ensemble of classifiers could be constructed with a
different subset of features used in each, but this approach becomes unfeasible very
quickly as the number of features grows. The third approach is to fill in the missing
feature values with some sensible value so that any desired method can be used for the
analysis. This process is called missing data imputation (Aste et al., 2015; van Buuren,
2012). In this work, interest is focused in the uncertainty of classifier predictions.
Deletion gives no information whatsoever about the target class. Imputing a single value
in place of a missing value on the other hand gives too rosy a picture of the uncertainty
of the prediction because the inherent uncertainty of the imputed value is not taken
into account. This is where multiple imputation (MI), where multiple possible values
are used to fill in each missing value, can help (Rubin, 1987; van Buuren, 2012) but
classification algorithms cannot directly handle multiple imputed data sets. As most
classifiers cannot use data with missing values, using imputation to handle the missing
values allows the use of any classifier that is suitable for the task at hand.
By using multiple imputation, it is quite straightforward to estimate the standard
errors of statistical estimands that describe the uncertainty of the analysis. This is done
with the so-called Rubin’s rules (Rubin, 1987; van Buuren, 2012) which factor in both
the within-imputation variance and the variance between imputations. The latter stems
from the uncertainty of the imputations which would be impossible to recognize if
only a single imputation was used. For classification, which is the focus of this thesis,
the uncertainty can be estimated with the posterior probability estimates (later just
probability estimates) of the predictions. The overconfidence problem of uncertainty
when using single imputation is the same for classifier probability estimates as it is for
standard errors for statistical estimands. Harnessing multiple imputation to catch the
uncertainty of the classifier predictions stemming from the uncertainty of the missing
values will be studied in this thesis.
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2.2.2

Missing data imputation

Probably the most common way to choose the imputed values is to use the mean of the
available values for that variable. This is unfortunate, as using the mean will suppress
the amount of variability in the data and will also affect the relationships between
variables. All statistical estimands will be biased if mean imputation is used, even the
mean itself, if the data is not missing completely at random which, as stated earlier, is
not often a valid assumption (van Buuren, 2012).
Another option is to use the information in the observed variables and fill in the
missing values based on regression modeling. Variation is suppressed with regression
imputation, too, as all of the imputed values fall on the same line and it is unlikely
that this represents the true distribution of values had they been observed. Correlation
of variables is also increased due to the lowered variation but mean estimates will be
unbiased with regression imputation (van Buuren, 2012).
Regression imputation can be modified by adding noise to the imputed values so that
the lost variability is regained. This method is called stochastic regression. Modeling is
done by fitting the regression model and estimating the residual variance. The imputed
values can then be drawn from a distribution with these parameters. The variability
in the imputed values is indeed restored, but even though the values look like they
could be real observed values, they are not, but they are treated with the same certainty
as are real observed values. Stochastic regression helps to preserve the correlations
and relationships of variables, but like regular regression imputation, it can produce
impossible values and gives a false impression of certainty in the imputed values (van
Buuren, 2012).
In multiple imputation, the missing values are replaced with m > 1 values using a
method that draws values from a distribution of plausible values specifically modeled
for that particular feature, e.g. stochastic regression, thus creating several data sets that
are identical in the observed values but differ in the imputed values. Variation of the
imputed values between the imputations indicate how uncertain the imputations are. The
imputation model that is appropriate to use for each feature depends on the data. MI
data sets are analyzed individually and the results are pooled to form the final estimands
using pooling rules developed by Rubin (1987). The pooled estimands are unbiased and
have correct statistical properties if the imputation models were chosen correctly (van
Buuren, 2012).
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Rubin’s rules
Standard error is the uncertainty measure that is used in statistical analysis. It can be
defined as "the standard deviation of the sampling distribution of some statistic" (Urdan,
2010). Rubin’s rules

B=

Q̄ =

1 m
∑ Q̂l ,
m l=1

(4)

Ū =

1 m
∑ Ūl ,
m l=1

(5)

1 m
∑ (Q̂l − Q̄)(Q̂l − Q̄)0 ,
m − 1 l=1

(6)

!
1
B
B
T = Ū + B + = Ū + 1 +
m
m

(7)

are a way to estimate standard error when using multiple imputation and thus take into
account the uncertainty regarding the missing values. The same principle will be used
later when determining the uncertainty of classifier predictions on multiple imputed
data.
When estimating some statistic Q̄ from a data with missing values, multiple
imputation is first used to create the m complete data sets as described above. Each of
the data sets is then used separately to estimate the statistic Q̂ in those data sets, and the
final estimate Q̄ will be the arithmetic mean of those estimates.
To estimate the standard error of the estimate Q̄, three sources of variance need to be
taken into account. The first source of variance comes from the fact that only a sample of
the whole population is observed. This is called within variance. The second source of
variance is caused by the missing values and can be seen as variation between the m data
sets. This is called between variance. The third source of variance comes from the fact
that Q̄ is estimated with finite m, and this is called simulation variance (Rubin, 1987).
Within variance Ū is the average of the sample variances in each of the imputed
data set. Between variance B captures the uncertainty in the statistic caused by missing
values. Rubin (1987) has shown that the magnitude of simulation variance is B/m which
is added to the other sources of variance when calculating the total variance T . T is the
standard error of the estimated statistic.
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Fig. 4. Classification of multiple imputed data with the 1MI algorithm. Reprinted with permission from Publication I c 2015 IEEE.

2.2.3

Classification with multiple imputed data

To use classifiers with MI data sets, a way is needed to combine the results. One possible
way to do this was introduced by Belanche, Kobayashi, and Aluja (2014) who stacked
the imputed m training data sets together and used the stacked data to train the classifier.
The imputed test data sets were then predicted separately and the majority vote was used
for the final prediction. This process is depicted in Figure 4. Another possible variation
of the method is to use the m imputed training data sets to train m classifiers and pool
the results. If this approach is used, test data can be imputed once with each m variation
of the imputed training data, predicted with the corresponding classifier variation, and
pooled with the majority vote. The first approach was found to be more effective in
experiments by Belanche et al. (2014).
Classification uncertainty can be expressed with classifier probability estimates.
When using multiple imputation, it is also possible to quantify the uncertainty that is
caused by the fact that the true values for the missing values cannot be known for certain.
How this is done is presented in Section 3.2.
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2.3

Quantifying classifier performance

When starting a modeling process, one important decision to make is on which part
of the data to use to evaluate the model performance. It would be ideal for same
data samples not to be used for both training or fine-tuning the model and evaluating
performance so that the performance evaluation is not biased and does not give a false
impression of a better performance than is justified. Thus, the use of a separate test data
set is generally recommended. However, with limited-sized data sets it might still be
wise to avoid setting aside a separate data set for testing as this also limits the amount of
available training data. Besides, strong conclusions cannot be made on a small test
data set anyway. Instead, to estimate model performance, resampling methods such as
cross-validation can be used. By evaluating multiple versions of the data, resampling
methods can estimate model performance better than a single test set can (Kuhn &
Johnson, 2013). In addition, using resampling allows performing reliable statistical
testing on the performance differences between classifiers and calibration scenarios.
This aspect will be covered more thoroughly in Section 2.5.
In this thesis, the classification rate (CR), i.e. the percentage of correctly classified
test data samples, was used as the measure to quantify overall classifier performance.
Classification rate does not take into account the costs of different kinds of errors and
can give a false impression of good performance if the classes are very imbalanced. As
a rule of thumb, if the classification rate on an imbalanced classification problem is
higher than the percentage of the largest class in the data set, the model performance
can be considered reasonable (Kuhn & Johnson, 2013). With these caveats in mind,
classification rate is probably not the best measure of classifier performance in every
situation at least if used alone. But in this work, instance-level uncertainty was the
focus and classification rate was used to give a hint on the degree on difficulty of the
classification problem and allowed the comparison of different classifiers and calibration
scenarios and their effect on the overall classification performance.
2.4

Calibration of classifiers and uncertainty of classification

Uncertainty of classifier predictions can be expressed as the posterior probability of
the prediction, i.e. how likely the prediction really belongs to the predicted class
(Theodoridis, 2015). Gonçalves, Fonte, Júlio, and Caetano (2009) also introduced a
derivative measure


max j=1,...,K P(C j |x) − ∑Kj=1 P(C j |x) /K
1−
∈ [0, 1]
1 − 1/K

(8)
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to gauge uncertainty which is also based on the posterior probabilities. If the classes
are exhaustive and mutually exclusive, which is usually the case, then the sum of the
probabilities equals one and the equation simplifies to

max j=1,...,K P(C j |x) − 1/K
1−
∈ [0, 1].
1 − 1/K

(9)

The problem with predicted probabilities is that they are poorly calibrated for many
classifiers. A classifier is said to be well-calibrated if the predicted probability of an
event is close to the proportion of the those events among a group of similar predictions
(Dawid, 1982). The probabilities can be improved with calibration algorithms that try to
map the predicted probabilities into accurate posterior probabilities (Kuhn & Johnson,
2013).
Calibration techniques can be categorized into two categories. The categories are
non-parametric methods such as histogram binning and isotonic regression or their
derivatives, and parametric methods such as Platt scaling and beta calibration. In
histogram binning, training samples are sorted based on their probability estimates and
divided into bins. Test samples can then be calibrated by computing the fraction of
training samples of each class in the corresponding bin. This reduces the resolution of
the probability estimates and is discontinuous at bin boundaries, but it also reduces
the variance and bias of the estimates (Zadrozny & Elkan, 2001a). The difficulty in
binning comes from finding the optimal number of bins. Assuming that the classifier
achieves a correct ranking, using isotonic regression can be used instead for calibration
(Zadrozny & Elkan, 2002). Isotonic regression has been shown to reduce calibration
error on many classifiers (Niculescu-Mizil & Caruana, 2005b) but it is not continuous in
general and can have large jumps (Zhong & Kwok, 2013). Platt scaling (Platt, 1999)
was originally developed to improve the probability estimates of SVMs. It works by
fitting a sigmoid function to training data set probability estimates. As a parametric
transformation, its restricted shape, while often good for SVM, might not be good
for other classifiers. Beta calibration is another parametric calibration algorithm that
uses a beta family of distributions which are more flexible than the logistic family
(Kull, Silva Filho, & Flach, 2017). Beta calibration outperformed Platt scaling with
naive Bayes, Adaboost, logistic regression, and multilayer perceptron classifiers in
their experiments. Compared to isotonic regression, beta calibration achieved similar
performance on one calibration error metric while it improved on another metric.
Another flexible calibration algorithm is shape restricted polynomial regression (RPR)
(Wang, Li, & Dang, 2019) which provides a monotone and continuous calibration
function. Monotonicity obviously assumes that the uncalibrated classifier scores are
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perfectly ranked, which is not always the case in practice. Despite the monotonicity
assumption, RPR outperformed many commonly used calibration algorithms with SVM
and logistic regression on two real-world data sets in their tests.
Several calibration algorithms have tried to overcome the problems with binning,
such as adaptive calibration of predictions (ACP) (Jiang, Osl, Kim, & Ohno-Machado,
2012), selection over Bayesian binnings (SBB) and averaging over Bayesian binnings
(ABB) (Naeini, Cooper, & Hauskrecht, 2015a), as well as Bayesian binning into
quantiles (BBQ) (Naeini, Cooper, & Hauskrecht, 2015b). There has also been an effort
to improve isotonic regression by using smoothing (Jiang, Osl, Kim, & Ohno-Machado,
2011). Despite its good track record, the isotonicity assumption behind isotonic
regression might not always hold (Naeini et al., 2015a) making it often suboptimal.
As stated above, the classifier’s ability to rank the samples should be perfect for the
isotonicity constraint to hold true. This is rarely the case in the real world. An ensemble
of near-isotonic regressions (ENIR) (Naeini & Cooper, 2018) has tried to solve this
problem by allowing violations of the constraint but penalizing the violations, thus
regularizing the model. A modified pool adjacent violators algorithm found a solution
path to the near-isotonic regression problem (Tibshirani, Hoefling, & Tibshirani, 2011).
The generated models were then combined using the Bayesian information criterion
(BIC) and used to post-process test sample probability estimates into better-calibrated
probabilities. In their experiments with naive Bayes, logistic regression, and SVM
classifiers, ENIR outperformed isotonic regression and BBQ (Naeini & Cooper, 2018).
Many attempts to improve calibration performance over the fairly simple isotonic
regression add complexity. Whether the possibly improved probability estimates are
worth the trade-off is left for the practitioner to decide.
Using the same data to tune the calibration model that is used for training the
classifier could introduce unwanted bias. Also, a minimum of around 1000 to 2000
samples are needed for the calibration algorithm training to achieve good results
and avoid overfitting. The need for large amounts of data for calibration alone is
more pronounced on non-parametric calibration algorithms but is not non-existent
on parametric Platt scaling, either (Niculescu-Mizil & Caruana, 2005b, 2005a). On
limited-sized data sets these constraints suggest that not a lot of improvement, if at all,
can be expected by calibration.
Calibration of multi-class classification problems
Almost all of the above-mentioned calibration algorithms assume the classification
problem to be binary but they can be extended to multi-class problems by breaking the
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multi-class problems into several binary problems, solving them independently, and
finally combining the results into multi-class probability estimates (Zadrozny & Elkan,
2002). One-vs-rest and all pairs are two intuitive ways for breaking up the multi-class
problem into binary tasks.
These two intuitive ways to break up the multi-class problem are two special cases
of a more general approach that uses error correcting output coding (ECOC) matrices
(Allwein, Schapire, & Singer, 2000). ECOC matrices can be either sparse or complete.
Using ECOC matrices can improve the classification rate, but the number of binary
problems grows exponentially as a function of the number of classes when complete
ECOC matrices are used, and computational problems arise with sparse ECOC matrices,
reducing the feasibility of their use in practice (Gebel, 2009).
In the one-vs-rest approach, one class at a time is treated as the positive class and
the rest of the classes are combined to be the negative class. This is repeated for each
class, resulting in K binary problems overall. To obtain the multi-class probability
estimates, the probability estimates for the positive class from each binary problem
can be normalized so that they sum up to one. Other ways to do this are using least
squares or coupling algorithms, but the simple normalization leads to comparable results
(Zadrozny & Elkan, 2002). The one-vs-rest approach can lead to severe class imbalance
on the binary problems, especially if some of the classes are small or the number of
classes is high. However, the number of binary problems grows only linearly as a
function of the number of classes.
As the name implies, in the all pairs approach, the multi-class problem is split
into binary problems by enumerating all possible pairs of classes. The number of
possible pairs of classes is K(K − 1)/2 which means that the number of binary problems
grows faster than with the one-vs-rest approach as the number of classes grows. The
binary problems are on the other hand smaller as the samples from other classes can
be discarded when solving each problem and the classes are also more balanced than
in the one-vs-rest approach. The probability estimates from each binary problem can
be combined to multi-class probabilities with pairwise coupling. This was originally
developed by Hastie and Tibshirani (1998) and improved later by F. Wu, Lin, and Weng
(2004).
2.4.1

Evaluating calibration performance

To evaluate the calibration performance of a classifier, a calibration plot is a quick way
to assess it visually. An example of a calibration plot is shown in Figure 5. In the plot,
the expected classification rate is plotted against the true classification rate. The closer
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Fig. 5. Calibration plot of the Adult data set classified with naive Bayes classifier. The
dashed line represents perfect calibration. Reprinted with permission from Publication III
c 2018 SCITEPRESS.

the plot is to the straight line from zero to one, the better the calibration, i.e. the better
the predicted probabilities resemble true probabilities. The plot is, however, only a
rough estimate of the calibration performance and its interpretation is subjective, albeit
often a useful addition to more objective measures of calibration performance. With
limited-sized data sets, representative data from the full range of probability estimates is
not available, which is advisable to keep in mind when looking at calibration plots on
such data sets.
A more formal way of quantifying calibration performance is to use scoring rules.
Proper scoring rules are such that give the lowest losses to a model that outputs the true
posterior probabilities. The best-known of such rules (Kull & Flach, 2015) are mean
squared error (MSE)
MSE =

1 N K
∑ ∑ (yi, j − P(C j |xi ))2
N i=1
j=1

(10)

and logarithmic loss (logloss)
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logloss = −

1 N K
∑ ∑ yi, j log(P(C j |xi )),
N i=1
j=1

(11)

where N is the number of observations, K is the number of class labels, log is the
natural logarithm, yi, j equals 1 if observation i belongs to class C j , otherwise it is 0,
and P(C j |xi ) is the predicted probability that observation xi belongs to class C j . The
smaller the value of the metrics, the better the calibration performance. Due to the nature
of the logarithm function, logloss penalizes very confident but incorrect predictions
much more than does MSE. It could be said that high logloss indicates overly confident
predicted probabilities. This is important to keep in mind when interpreting the results
and selecting an appropriate error metric for a particular classification task.
2.5

Comparing algorithm performance

As was stated in Section 2.3, limited data sets do not make it possible to draw strong
conclusions from separate test data set performance. It would still be useful to be able to
compare algorithm performance. Fortunately, using resampling methods, in addition to
producing more reliable estimates of algorithm performance, also makes it possible to
use statistical testing for algorithm comparison.
To detect differences in algorithm performance, a 5 × 2 cross-validation t-test
(Dietterich, 1998) or a combined 5 × 2 cross-validation F-test (Alpaydım, 1999) has
been suggested to be used. These methods have been shown to have lower Type
I error, i.e. indicating a difference where there is none, than t-test on bootstrap or
cross-validation samples, but they also have higher Type II error, i.e. lower power
to detect real differences in performance. Lower power is highlighted especially on
limited-sized data sets where variance of the performance metrics between samples are
naturally high. McNemar’s test is another possible option as it has low Type I error, but
it also has lower power than the 5 × 2 CV t-test or the combined 5 × 2 F-test. It is also
not suggested to be used if the choice of training examples or the internal randomness
of the learning algorithm is expected to have a significant impact on the produced
model. Resampled t-test might not be a good choice but t-test using cross-validation
sampling has an acceptable Type I error and significantly better power than the 5 × 2
cross-validation t-test or the combined 5 × 2 cross-validation F-test.
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3

Quantifying uncertainty of classification on
limited data

This chapter presents results from the original publications related to the research
questions posed in Section 1.1. First, the data sets used in the work are introduced in
Section 3.1. Results regarding uncertainty of classification when some feature values are
missing from the data (Publications I-II) are presented in Section 3.2. Results regarding
the ability of commonly used classifiers to produce probability estimates with limited
data set sizes, how calibration affects the probability estimates, and how the problems
in calibration with limited sized data sets can be mitigated (Publications III-V) are
presented in Section 3.3. The results are then summarized in Section 3.4.
3.1

Data sets

All experiments in the Publications were done using either synthetic data or open data
sets that are freely available from the UCI machine learning repository (Dua & Graff,
2019) or Kaggle data sets.1 The properties of the data sets are presented in Table 1 with
an indication of which data set each Publication used. Short descriptions of the data sets
are also presented below.
With the Abalone data set, the classification task is to predict the abalone age groups
based on some physical measurements (Nash, Sellers, Talbot, Cawthorn, & Ford, 1994).
With the QSAR biodegradation data set (Mansouri, Ringsted, Ballabio, Todeschini, &
Consonni, 2013) (Biodegradation), the task is to predict if the chemicals are readily
biodegradable or not based on molecular descriptors. In the Blood Transfusion Service
Center data set (Yeh, Yang, & Ting, 2009) (Blood donation), whether previous blood
donors donated blood again later or not is to be predicted. The Contraceptive Method
Choice data set (Contraceptive) is a subset of the 1987 National Indonesia Contraceptive
Prevalence Survey. The task with the Contraceptive data is to predict the choice of
current contraceptive method: long term, short term, or no use. The Contraceptive
data set was also used as a binary data set in Publications III and IV by combining
the long-term and short-term classes. The Development index (Development) data set
describes the development status of countries and the task is to predict the development
index of each country based on demographic data. The Ecoli data set describes protein
localization sites in Escherichia coli bacteria and the task is to predict the localization site
1 https://www.kaggle.com/datasets
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Table 1. Data set properties.
Data set

Size

Features

Classes

Publication

Abalone

4177

8

11

V

Biodegradation

1055

41

2

III, IV

Blood donation

748

4

2

III, IV

Contraceptive

1473

9

3∗

III, IV, V

Development

212

6

4

V

Ecoli

336

7

4

V

Forest

523

27

4

V

Heart

297

13

5

V

Iris

150

4

3

I, II

Letter

1536

16

2

III, IV

Mammographic mass

831

4

2

IV

Mushroom

8124

20

2

II, III

Pendigits

10992

16

10

V

Seeds

210

7

3

V

Steel

1941

27

7

V

Titanic

714

7

2

IV

Waveform

5000

21

3

V

Wholesale

440

7

3

V

Wine

178

13

3

I, II

Yeast

1479

8

9

V

Synthetic data

200

6

2

IV

∗

Contraceptive data set was used as both a multi-class data set and as a binary data set by
combining short term and long term classes.
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(Nakai & Kanehisa, 1992). Due to the small number of samples, classes were grouped
so that sub-classes of outer membrane were grouped together as were sub-classes of
inner membrane. The Forest type mapping (Forest) data set describes forested areas in
Japan based on multi-temporal remote sensing data (Johnson, Tateishi, & Xie, 2012) and
the task is to classify different forest types based on these measurements. The Heart
disease Cleveland data set (Heart) contains clinical and noninvasive test results for
patients undergoing angiography at the Cleveland Clink (Detrano et al., 1989). Six
patients with missing values were discarded from the analysis. The goal with the Heart
data is to predict the severity of heart disease based on the patient data. The Iris plants
data set (Iris) is the famous data set introduced by Fisher (1936) where the classification
task is to separate different iris plant species based on measurements made of the plants.
The Letter recognition data set (Letter) is a data set of predetermined image features for
handwritten letter identification. A variation of the data set was created by reducing it
down into a binary problem of two similar letters, O and Q. In the Mammographic
mass data set (Elter, Schulz-Wendtland, & Wittenberg, 2007) the prediction task is to
discriminate benign and malignant mammographic masses based on BI-RADS attributes
and the patient’s age. The Mushroom data set contains physical characteristics of
different mushrooms and the task is to classify the mushrooms as either poisonous or
edible (Lincoff, 1981). The Optical recognition of handwritten digits (Pendigits) data set
(Kaynak, 1995) is composed of preprocessed features that describe handwritten digits
and the task is to classify the digits. The Seeds data set describes different varieties
of wheat seeds based on a soft X-ray technique (Charytanowicz et al., 2010) and the
classification task is to find the correct class for the seeds. The Steel plates faults (Steel)
data set describes steel plate faults and the task is to classify the plate faults into correct
fault categories based on the measurement data. The Titanic data set originates from a
Kaggle competition where the task is to predict whom of the passengers survived from
the infamous accident. Passenger name, ticket number, and cabin number were excluded
from the features and only entries without missing values were used. The Waveform
data set consists of artificially generated data on three classes of waves described by
noisy attributes and the classification task is to separate the wave classes (Breiman,
Friedman, Olshen, & Stone, 1984). The Wholesale customers (Wholesale) data set
describes customers of a wholesale distributor in Portugal (Abreu, 2011) and the task is
to classify which region each customer is from. The Wine data set contains the results of
chemical analysis of wines from three different cultivars in the same region and the
task is to predict the correct alcohol content class based on the other measurements
(Forina, 1991). The Yeast data set consists of results from several analysis techniques
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that together describe protein localization sites in yeast cells (Horton & Nakai, 1996)
and the task is to classify each protein to the correct location based on these features.
3.1.1

Synthetic data

On real-world data sets it is not possible to determine the true posterior probabilities of
the data instances; only the true class is known. The quality of the predicted probabilities
is then estimated by the proportion of instances with a similar estimated probability
belonging in a certain class. A synthetic data set, where the true probabilities can be
calculated, can be used to verify that the estimated probabilities are indeed improved
with a certain calibration treatment.
For this purpose, a synthetic data set was created as follows. Three two-dimensional
normal distributions with a slight overlap were used. One of the distributions was used
to draw samples for the positive class and the other two, each occupying a different part
of the feature space, were used to draw samples for the negative class. A total of 100
instances were drawn from both classes, resulting in a prior probability of 0.5. The true
probabilities were then calculated for each instance as the ratio of the probability density
functions at the location of each instance. It was made more difficult for the classifiers
to estimate the probabilities by engineering derivative features and dropping the original
features before modeling.
3.2

Uncertainty of classification when some feature values are
missing

In many applications of predictive modeling, it is crucial to have a reasonable estimate
of the uncertainty regarding the model predictions. Missing feature values add to this
uncertainty, but their share is easily underestimated with common missing value handling
techniques. If regular imputation is used to fill the missing values, the uncertainty is
artificially reduced. This is because the imputed value is treated with the same certainty
as are the observed values, but in reality there is uncertainty about the true nature of the
missing values. In this section, a novel uncertainty measure is derived that also captures
the uncertainty of the missing feature values and can be used even if the chosen classifier
does not support learning and prediction with incomplete cases. The only requirement
for the model is the ability to estimate posterior probabilities for the predictions.
This uncertainty measure is based on multiple imputation, which can capture the
uncertainty regarding the missing feature values. The uncertainty is seen as the variation
between the m imputations, a larger variation indicating higher uncertainty about the true
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nature of the missing value. Both the assigned class and the predicted probability can be
affected by this uncertainty and can be seen as their variation when the m imputed data
sets are analyzed individually. The weight of the feature with missing values regarding
the model’s prediction will determine how much the uncertainty is affected, and this can
be captured with this approach automatically.
The total uncertainty T of a classification prediction is based on Rubin’s rules
(Rubin, 1987), which were presented in Section 2.2.2. The uncertainty T depends on the
within-variance Ū which corresponds to the estimated uncertainty of the predictions on
each of the m imputed data sets, between-variance B which reflects the variation of
the predicted class on each of the m imputed data sets, and simulation variance B/m
which comes from the fact that a finite m is used. As the target variable here is discrete,
between-variance B is estimated with 0/1 loss
1 m
B=
∑
m − 1 l=1

(

1
0

if Q̂l 6= Q̄
otherwise

as it is the best available proxy for the variance. Also, the final prediction Q̄ is the mode
of the m predictions, i.e. a majority vote is used. The total uncertainty T can get values
in the range
"

2m + 1
0,
m

#

but can be scaled to the range [0, 1] so that its value will not depend on m and can be
interpreted as a probability that the prediction is incorrect.
This uncertainty measure was tested to see how well it agreed with the classification
rate. In the tests, the uncertainty measure in Equation 8 was used but probability
estimates could also be used directly without the uncertainty measure. Classification
rate as a function of total uncertainty T is plotted in Figure 6 for naive Bayes on two
data sets with differing amounts of missing values that were artificially removed from
the data completely randomly.
There are two main take-home messages from these results. First, there was a
clear relationship between uncertainty and classification rate. This relationship was
nonlinear and seemed to be highly correlated but the exact shape of the relationship
varied between data sets. Second, by using the proposed uncertainty measure T , this
variation was much lower between data sets, which indicates that the measure had
worked as planned. In other words, the information gained on the uncertainty of the
missing values by using multiple imputation led to more consistent uncertainty estimates
of the predictions. In addition, by not using just a single imputation, overly confident
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(a) Naive Bayes with incomplete data

(b) Naive Bayes with multiple imputed data

Fig. 6. Classification accuracy as a function of uncertainty. Revised with permission from
Publication I c 2015 IEEE.

uncertainty estimates were avoided. T could be transformed into a posterior probability
estimate of the predicted class
P(Ci |x) = 1 − T,
which could then be used in any downstream software.
Because the shape of the relationship between classification rate and uncertainty
varied between data sets and classifiers, it was tested if fitting a nonlinear regression
function to this data could be used to improve the expected classification rate, i.e. the
probability estimate, for test set predictions.
To generate the training data for the regression model, Monte Carlo cross-validation
(MCCV) was used. For each bootstrap sample, a classifier was trained with the training
instances, uncertainties were calculated for the test instances, instances with similar
uncertainties were grouped together, and the classification rates and average uncertainties
of the groups were calculated. These grouped samples were then used to train a support
vector regression algorithm, and this algorithm was later used to predict the uncertainty
of previously unseen test data set instances. In essence, this predicted uncertainty
represents the posterior probability estimate of the predicted class, irrespective of the
number of classes. Probabilities for the other classes cannot be estimated using this
approach unless the problem is binary. The whole procedure is illustrated in Figure 7.
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Predict

Training
data

Model
f(U) = CR

Train
classifier

Repeat N times
with different split
(a) Flow chart of the algorithm to estimate instance level (b) The resulting support vector regression
prediction confidence. U stands for uncertainty an CR stands model f (U) = CR.
for classification rate.
Fig. 7. The algorithm to estimate classification confidence. Reprinted with permission from
Publication II c 2016 Springer.

Table 2. Linear model intercept and slope terms and R2 and σ of the models for predicted versus true classification rate. Reprinted with permission from Publication II c 2016 Springer.
Data set

Size

Intercept

Slope

R2

σ

Mushroom 25% MCAR

8124

0.04860

0.94324

0.9735

0.01898

Mushroom 50% MCAR

8124

0.02746

0.96689

0.9784

0.01549

Mushroom 75% MCAR

8124

0.01459

0.97811

0.97

0.02345

Iris 50% MCAR

150

0.00939

0.98195

0.9868

0.02382

Wine 50% MCAR

178

-0.1131

1.10589

0.9687

0.023

The proposed algorithm was tested with naive Bayes classifier on three data sets
and with varying amounts of missing feature values. The predicted uncertainty, i.e.
predicted classification rate, was compared to the true classification rate by fitting linear
regression lines to the results for each data set. These are depicted in Figure 8 and the
properties of the regression lines are shown in Table 2.
If the algorithm could predict the uncertainty perfectly, the regression lines would
have an intercept of zero, slope of one, and R2 and σ of zero. The results come
surprisingly close to the ideal, indicating very good agreement with the predicted
uncertainty and true probability. This is despite the fact that two of the data sets were
very small and had half of the feature values missing.
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Fig. 8. Predicted and true classification rates of the test samples. Reprinted with permission
from Publication II c 2016 Springer.

3.3

Classifier calibration when data set size is limited

Working on the test procedure of the uncertainty quantification experiments and the
development of classification confidence estimation, both introduced in the previous
section, sparked the idea that a similar approach, i.e. Monte Carlo cross-validation data
generation, could be used with limited-sized data sets to generate data for calibration.
This led to the Data Generation (DG) and Data Generation and Grouping (DGG)
algorithms which will be introduced next.
As was stated in Chapter 1, calibration algorithms need training data to tune them.
To avoid biasing the calibration algorithm toward the training data, a separate calibration
data set needs to be set aside and the remaining samples from the training data set are
used for training the classifier. The division of available data is illustrated in Figure 9.
More than a thousand samples are needed just for calibration to achieve good calibration
performance (Niculescu-Mizil & Caruana, 2005b), which makes it clear that this kind of
approach can really only work on large data sets.
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Training

Calibration

Test
Fig. 9. Splitting of the available data into training, calibration, and test data sets. A part of
the training data is reserved for calibration to avoid bias. Training data contains validation
data for hyperparameter tuning. Reprinted with permission from Publication IV c 2020 ACM.

So, in the case of limited-sized data sets, setting aside a separate calibration data
set would potentially decrease the classification performance by further decreasing
the amount of training samples, and using too few samples for calibration might also
not even improve calibration. To tackle both of these downsides, along with avoiding
unintentionally biasing the calibration algorithm, the proposed approach generates a new
calibration data set using Monte Carlo cross-validation. In practice, the training data set
was split further in two. One part was used for training a classifier and the other part
was then predicted with this classifier. The probability estimates and the true labels of
these predictions were collected to be part of the generated calibration data set. This
procedure was repeated with a different data split, using bootstrap sampling, as many
times as was needed to collect enough calibration data, 5000 samples in this case. This
procedure is illustrated in Figure 10 and is called the Data Generation algorithm. To add
label smoothing and therefore avoid overly confident probability estimates, generated
calibration data samples with similar probability estimates were grouped together. Both
the label and the probability of each of these samples were the average of the group’s
constituents. This algorithm is called Data Generation and Grouping. The group size
was selected to be 100 samples.
After generating the calibration data set with either DG or DGG, a standard procedure
was used in modeling. The full original training data set was used to train the classifier
using nested cross-validation to tune any hyperparameters of the model, the calibration
algorithm was tuned with the generated calibration data set, the test data set was
predicted with the classifier, and the probability estimates were post-processed using the
tuned calibration algorithm from the previous step.
47

Predict
Training
data set

Classifier

Calibration
data set

Train

Fig. 10. Calibration data set generation. Cross-validation was repeated until the calibration
data set size reached 5 000 samples. Reprinted with permission from Publication III c 2018
SCITEPRESS.

3.3.1

Results in binary calibration

The DG and DGG algorithms introduced in the previous section were tested in binary
classification tasks in Publications III and IV. Publication III focused on a naive Bayes
classifier and used isotonic regression calibration. Publication IV used naive Bayes and
a few other commonly used classifiers that have been verified to perform well in a wide
array of tests (Fernández-Delgado et al., 2014) with the ENIR calibration algorithm.
The main results from these experiments are presented next.
Isotonic regression calibration with naive Bayes classifier
A calibration plot of the Mushroom data set classified with naive Bayes is shown in
Figure 11 with four different calibration scenarios. The uncalibrated raw probability
estimates differed from perfect calibration, shown as a dashed line in the plot, by a
clear margin. Using isotonic regression, with a fraction of the training data set used for
tuning led to a clear improvement in calibration according to the calibration plot. Using
the DGG algorithm to generate the calibration data for isotonic regression seemed to
improve calibration clearly compared to raw probability estimates, but DG was closest to
the optimum by visual inspection on this data set. If the visual presentation is compared
to objective measures of calibration performance, namely MSE and logloss, a slightly
different picture is formed. These numbers are presented in Table 3.
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Fig. 11. Calibration plots for the different calibration scenarios on the Mushroom data set.
Reprinted with permission from Publication III c 2018 SCITEPRESS.

Table 3. Performance metrics on the Mushroom data set. Revised with permission from
Publication III c 2018 SCITEPRESS.
Algorithm

CR

Logloss

MSE

Raw

97.4%

0.359

0.081

IR

97.2%

0.376

0.046

DG

97.4%

0.192

0.043

DGG

97.1%

0.223

0.044

Average results of 10 runs. Significantly different from Raw is indicated with underlining. Best
performing scenario is indicated with boldface font.
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Table 4. Performance metrics on the Biodegradation data set. Revised with permission from
Publication III c 2018 SCITEPRESS.
Algorithm

CR

Logloss

MSE

Raw

84.6%

13.77

0.570

IR

83.2%

4.81

0.278

DG

84.5%

3.42

0.268

DGG

84.7%

0.93

0.246

Average results of 10 runs. Significantly different from Raw is indicated with underlining. Best
performing scenario is indicated with boldface font.

As was the impression from the calibration plot, tuning isotonic regression calibration
with data generated with the DG algorithm performed best with this data set. Both the
traditional isotonic regression calibration and using the DGG algorithm to generate
the calibration data led to lower MSE than the uncalibrated probability estimates as
expected. However, logloss with the traditional isotonic regression calibration was
actually slightly higher than without calibration. This indicates overfitting, as the size of
the calibration data set was small which leads to overly confident probability estimates
in some cases, even though most estimates are likely reasonable, as indicated by the low
MSE.
Another example from the experiments is the Biodegradation data set, whose
calibration results are shown in Table 4. In this case, even isotonic regression with
calibration data split from the training data was able to improve MSE and logloss, as
the uncalibrated probability estimates were very poor. But by generating a separate
calibration data set with DG, and especially with DGG, the improvement was much
bigger. In addition, a drop in classification rate was avoided, as the training data set
could be used fully in training the classifier.
These experiments were repeated on a total of five different data sets. Using
traditional isotonic regression calibration with part of the training data set used for
calibration led to an increase in logloss on all but one data sets, the Biodegradation
data set just mentioned, although MSE decreased on some of the data sets. What this
means is that this approach tends to make costly overly confident mistakes in estimating
probabilities. The same was not true when calibration data was generated with either the
DG or DGG algorithm. In fact, calibration error, both MSE and logloss, decreased on
every data set when using either DG or DGG. Using DGG led to better performance on
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two data sets, on one data set using DG was better, and their performance was tied on
the other two data sets. Using DGG led to more consistent performance, especially
regarding logloss, meaning that using DGG did not lead to overly confident probabilities.
When using the MSE as a metric for calibration success, it seems that using isotonic
regression in the traditional way may be able to improve the calibration over raw
prediction scores in most cases. More specifically, MSE for isotonic regression was
statistically significantly lower than the uncalibrated control with the exception of the
Blood donation data set. By generating more calibration data MSE decreased with
every tested data set and the differences were statistically significant in all cases for
both the DG and DGG models when compared to the uncalibrated control. MSE with
both DG and DGG were statistically significantly lower than with traditional isotonic
regression on the Blood donation and Contraceptive data sets as well as for DGG on the
Biodegradation data set.
More thorough experiments with the ENIR calibration algorithm
Naive Bayes is known to be poorly calibrated and assumedly the probability estimates it
produces are somewhat easy to improve on. Naive Bayes still has its place due to its
many upsides as mentioned in Section 2.1 but there are also many other commonly
used and very powerful classifiers available. Representative classifiers from each of the
three best-performing classifier groups (Fernández-Delgado et al., 2014) were therefore
tested to gain insight into their calibration performance on limited-sized data sets and
whether that calibration performance could be improved by the proposed algorithms.
These classifiers were random forest, support vector machine with a Gaussian kernel,
and a feed-forward neural network. In addition, isotonic regression, albeit simple and
often effective, assumes isotonicity of the predicted probabilities, i.e. correct ranking,
which is not always achieved in practice, and it can have undesirable jumps in places of
discontinuity. A related calibration algorithm, ENIR, allows for violations of isotonicity
and has been shown to outperform isotonic regression. Forming the final probability
estimate as a weighted average of several possible models can also smooth out the
jumps. Classifier-specific calibration techniques were also added to the tests. In practice,
this meant using Platt scaling for support vector machine and using out-of-bag samples
with random forest to take advantage of the full training data set for both calibration and
classifier training. To test the tendency of the calibration algorithm to have bias toward
the training data set, using the full training data set for both calibration and model
training was also tested. A linear and a nonlinear Bayesian classifier, i.e. Bayesian
logistic regression and a Gaussian process classifier with a nonlinear covariance function,
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Table 5. Mean squared error of different classifiers and calibration scenarios on the synthetic
data set. Revised with permission from Publication IV c 2020 ACM.
Classifier

Raw

ENIR

E.full

DG

DGG

NB

0.072

0.129

0.082

0.071

0.072

SVM

0.039

0.096

0.064

0.040

0.039

RF

0.052

0.088

0.092

0.041

0.039

0.106

0.053

0.039

0.039

NN

0.047

BLR

0.063

GPC

0.041

OOB

Platt

P.full

0.074

0.053

0.041

Average results of 10-fold cross validation. Significantly different from Raw is indicated with
underlining. Best performing scenario with each classifier is indicated with boldface font.

were added to the tests to serve as a proxy for the true probabilities. This allowed the
quality of the predicted probabilities of the other classifiers to be estimated.
Tests were run with each classifier and calibration scenario on six different real-world
data sets and a synthetic data set where the true probabilities could be calculated and any
real improvement in quality of the predicted probabilities quantified. Mean squared
errors with each classifier and calibration scenario with the synthetic data set are
presented in Table 5. Instead of using discrete labels for calculating the MSE, the
true probabilities were used to catch the real change in the quality of the probability
estimates. The average logloss for each scenario across all the real-world data sets is
shown in Figure 12 and the average MSE in Figure 13.
Tests with the synthetic data set show that if ENIR calibration was used with either a
separate calibration data set or with the full training data set, the estimated probabilities
became worse than they were without calibration. The result was the same with all tested
classifiers. The same was also true when Platt scaling was used with SVM. Calibrating
with DG- or DGG-generated data lowered the MSE on neural network and random
forest. Using out-of-bag samples with random forest also resulted in a reduction in
MSE but the change was not statistically significant. SVM produced good probability
estimates without calibration and ENIR calibration with DG- or DGG-generated data
was not able to improve the probabilities, but they also did not make the probability
estimates worse either. Naive Bayes, like Bayesian logistic regression, was not flexible
enough to model the data very well, which lead to suboptimal probability estimates. As
the model did not fit the data very well, generating more calibration data from that poor
model to do calibration with did not improve the probability estimates.
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Fig. 12. Average logarithmic loss for different classifiers and calibration scenarios. Classifier specific (CS) means out-of-bag samples with ENIR calibration for random forest and
Platt scaling with the full training set for support vector machine. Reprinted with permission
from Publication IV c 2020 ACM.

On the real world-data sets, uncalibrated naive Bayes was the worst performer
with regard to calibration error metrics as expected. Using part of the training data
for calibration was able to improve the average calibration error, but not to the same
degree as using the full training data set for both calibration and classifier training. This
suggests that naive Bayes is not prone to calibration bias even if the same data is used
for calibration and classifier training. Using DG with ENIR calibration led to similar
performance as using the training data set for calibration. By generating the calibration
data with DGG, logloss was even further lowered, albeit not statistically significantly.
The calibration error of uncalibrated random forest is clearly higher than neural
network, support vector machine, or Gaussian process classifiers on average. Using
either a part of or the full training data set for calibration did not improve calibration
error, but in contrast increased the error. This was especially pronounced when the
full training data set was used, indicating bias. Using calibration data generated by
DG lowered MSE slightly but led to a clear increase in logloss. However, by using
DGG generated calibration data, the calibration error of random forest was reduced
significantly. If out-of-bag samples were used in calibration, random forest calibration
error improved on one data set but deteriorated on all others.
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Fig. 13. Average mean squared error for different classifiers and calibration scenarios. Classifier specific (CS) means out-of-bag samples with ENIR calibration for random forest and
Platt scaling with the full training set for support vector machine. Reprinted with permission
from Publication IV c 2020 ACM.

Of the non-Bayesian classifiers, support vector machine and neural network were
the best calibrated without separate calibration. In fact, using the full training data set
or part of it for tuning the calibration algorithm had a negative effect on calibration
performance on these limited-sized data sets. Using the full training data set resulting in
better performance than using only part of it suggests that these classifiers, like naive
Bayes, might not be very sensitive to biasing calibration if the same data is used for both
purposes, but calibration performance is not improved either on these limited-sized
data sets. By generating the calibration data with DG or DGG, the average calibration
performance was identical to the uncalibrated case on both classifiers, although there
were small differences from one data set to another. Using Platt scaling with support
vector machine led to just slightly worse calibration performance than no calibration at
all or using either DG- or DGG-generated data with ENIR calibration.
The linearity of Bayesian logistic regression means that it does not conform well with
data sets having nonlinear relationships between variables and its slightly lower average
classification rate supports this notion. With that in mind, it produced surprisingly good
probability estimates, although the more flexible models still did better. The average
MSE with Bayesian logistic regression was higher than neural network, support vector
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machine, or random forest with the best calibration scenario but there was no difference
in logloss between these classifiers. This indicates that Bayesian logistic regression is
not as well-calibrated, probably due to its linear nature, but it also does not make many
expensive overly confident errors either, as is apparent from the reasonably low logloss.
The nonlinear Gaussian process classifier on the other hand achieved comparable
classification performance with neural network, support vector machine, and random
forest. MSE with Gaussian process classifier was on average slightly higher than with
neural network, support vector machine, or random forest with the best calibration
scenario but logloss was significantly lower. Again, this indicates similar average
calibration performance but fewer costly overly confident errors.
The training times of each calibration scenario on each classifier were measured on a
computational server (Intel Xeon E5-2650 v2 @ 2.60GHz, 196GB RAM). Training and
calibration of naive Bayes, support vector machine, random forest, and Bayesian logistic
regression took on average only seconds. Neural network and the EP approximation
of Gaussian process classifier were clearly more computationally complex but still
acceptable with training times of a few minutes.
3.3.2

Results in multi-class calibration

Many classification problems are not binary but instead the problem is often to classify
the data into multiple classes (K > 2). However, most calibration algorithms work on
binary (K = 2) classification problems only. This is also true for the proposed solution
that uses the DGG algorithm which works with binary calibration algorithms only.
Generalization of the DGG algorithm used with ENIR calibration to a multi-class
scenario was tested using both the one-vs-rest approach and the all pairs approach,
introduced in Section 2.4. Clear improvement in calibration performance on binary
classification tasks was seen with naive Bayes and random forest classifiers, so they
were selected for testing on the multi-class scenarios. The average MSE and logloss of
10-fold cross-validation from the tests are reported in Table 6 for naive Bayes and in
Table 7 for random forest.
As expected, the calibration of the poorly calibrated naive Bayes was improved by a
clear margin by dividing the classification problem into binary problems, generating
calibration data for each binary problem with the DGG algorithm, calibrating each binary
problem with ENIR, and combining the results into multi-class probability estimates.
Both the one-vs-rest and the all pairs approaches worked, but better calibration was
achieved with the one-vs-rest approach.
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Table 6. Mean squared error and logarithmic loss of naive Bayes classifier on different calibration scenarios. Revised with permission from Publication V c 2020 the authors.
Data set

All pairs DGG+ENIR

Multi-class Raw

One-vs-rest
DGG+ENIR

MSE

Logloss

MSE

Logloss

MSE

Logloss

Abalone

0.089

4.676

0.074

2.833

0.079

3.087

Contraceptive

0.233

2.354

0.200

1.752

0.199

1.750

Development

0.081

3.039

0.065

1.038

0.060

0.876

Ecoli

0.029

0.692

0.033

0.688

0.032

0.594

Forest

0.065

3.384

0.059

0.996

0.117

1.529

Heart

0.130

2.549

0.099

1.635

0.098

1.598

Pendigits

0.027

2.077

0.024

0.918

0.056

1.909

Seeds

0.054

0.848

0.046

0.450

0.050

0.456

Steel

0.102

6.101

0.066

1.515

0.088

2.224

Waveform

0.109

1.545

0.075

0.725

0.070

0.710

Wholesale

0.207

2.612

0.148

1.405

0.148

1.405

Yeast

0.064

2.118

0.063

1.935

0.116

4.248

Average results of 10-fold cross-validation. Significantly different from Multi-class Raw is indicated
with underlining. Best performing scenario with each classifier is indicated with boldface font.

As is clear from the experiments with binary classification problems, random forest
is fairly well-calibrated without a separate calibration with limited-sized data sets but
might benefit from calibration in some cases. The same phenomenon can be seen with
the multi-class problems. There was a small but significant reduction in calibration
error when the one-vs-rest approach was used with DGG data generation and ENIR
calibration. Like with naive Bayes, the all pairs approach did not fare as well and actually
significantly increased calibration error on average, albeit being the better-performing
approach on two data sets.
3.4

Summary

In this chapter, algorithms for quantification of uncertainty in the presence of missing
feature values and calibration data set generation for limited-sized data sets were
presented. Their effectiveness was experimentally verified and they proved to be useful.
It was shown in the experiments that if the proposed algorithm for determining
uncertainty of classification is used, the variation of observed uncertainty values for a
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Table 7. Mean squared error and logarithmic loss of random forest classifier on different
calibration scenarios. Revised with permission from Publication V c 2020 the authors.
Data set

Multi-class Raw

One-vs-rest
DGG+ENIR

MSE

Logloss

MSE

Abalone

0.073

2.859

Contraceptive

0.186

1.682

Development

0.004

0.087

Ecoli

0.031

0.685

Forest

0.044

0.640

Heart

0.101

1.607

All pairs DGG+ENIR

Logloss

MSE

Logloss

0.072

2.919

0.078

3.158

0.184

1.661

0.181

1.613

0.003

0.057

0.011

0.730

0.028

0.442

0.029

0.743

0.043

0.808

0.108

1.371

0.097

1.573

0.099

1.776

Pendigits

0.003

0.157

0.002

0.105

0.053

1.899

Seeds

0.033

0.359

0.037

0.371

0.037

0.678

Steel

0.041

1.005

0.039

1.034

0.094

2.065

Waveform

0.076

0.759

0.066

0.640

0.068

0.680

Wholesale

0.157

1.602

0.148

1.402

0.148

1.402

Yeast

0.059

1.951

0.059

1.973

0.112

4.726

Average results of 10-fold cross-validation. Significantly different from Multi-class Raw is indicated
with underlining. Best performing scenario with each classifier is indicated with boldface font.

given classification rate is significantly reduced. This indicates that the uncertainty
regarding the missing features can be narrowed down with this approach compared to
using a uniformly distributed probability, as is used with naive Bayes if the missing
values are not imputed. On the other hand, overly confident uncertainty estimates are
avoided, which would happen if only a single imputation was used, as the imputed
value is treated with the same certainty in this case as are the observed values. Still, the
relationship between classification rate and uncertainty estimates varied between data
sets and classifiers, but this could be accounted for by fitting a regression function to the
uncertainty estimates. By doing this, good estimates of the uncertainty of the predictions
were achieved.
Results from the experiments were presented that show that improvements are
possible in the calibration performance of classifiers compared to using either separate
calibration data split from the training data set or using the same data for both calibration
and classifier training. The DGG algorithm for calibration data generation worked
particularly consistently. The lower calibration error was verified on a synthetic data
set, where true probabilities can be calculated, to result from the improved quality of
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the estimated probabilities. Naive Bayes can be reasonably well calibrated by using
the same data for both calibration and classifier training but if the calibration data is
generated with DGG, costly overly confident predictions are reduced further, which
is seen in lower logloss even though MSE is similar in these calibration scenarios.
The calibration performance of random forest on the other hand suffers if classifier
training data is also used for calibration. By using DGG to generate the calibration
data instead, a significant reduction in calibration error can be achieved. This is even
more significant with logloss than with MSE, again indicating the reduction of overly
confident predictions. Support vector machine and feed forward neural networks without
separate calibration had as low or even lower MSE as the Gaussian process classifier.
However, their logloss was higher than that of the Gaussian process classifier but lower
than any of the other tested classifiers without calibration. Their calibration performance
was also not improved further on average by using DGG-generated calibration data, but
was deteriorated with calibration using the training data set. Of the classifier-specific
calibration methods, Platt scaling did not improve support vector machine calibration nor
did it significantly worsen it either, but using out-of-bag samples for ENIR calibration
with random forest actually made calibration performance worse.
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4

Discussion

Even simple algorithms can perform well on large good-quality data sets, but many
modeling problems are still forced to rely on limited data sets. The limitations could
be related to the size or the completeness of the data set. In addition, the uncertainty
of predictions made by machine learning models is an important aspect in many
applications, especially if costs are involved in decisions based on these predictions.
Missing feature values add uncertainty to the model predictions that is not captured
by the commonly used missing value handling techniques, and they also prevent the
use of several powerful machine learning algorithms, such as those used in this thesis,
if not treated. Limited size of data sets poses another type of difficulty regarding the
uncertainty estimation of classifier predictions. Many classifiers are not well-calibrated
regarding probability estimates and calibration algorithms tend to be data hungry, and
the calibration data needs to be separate from the classifier training data with some
classifiers to avoid unwanted bias.
The main contributions of this thesis are attempts to solve these issues. In short,
they are an algorithm to quantify the uncertainty of classifier predictions on data sets
with missing feature values, information on the general quality of classifier probability
estimates of different commonly used classifiers on limited sized data sets, and two
algorithms that can be used to generate data for the calibration algorithm in the hopes of
improving those probability estimates on limited-sized data sets.
The research questions posed in Chapter 1.1, which cover uncertainty quantification
with limited data, are answered next.
How can uncertainty of classification be quantified when some feature values
are missing?
Missing feature values prevent the use of many machine learning algorithms unless the
missing values are filled in or some data is deleted. Using a single value to fill in the
missing values, even if it is a very good guess on what the unobserved value would have
been had it been observed, gives a false impression of certainty in the results of the
machine learning algorithm, as the observed and imputed values are treated as equally
certain. By using multiple imputation, the uncertainty of the imputations can be captured
and factored into the uncertainty estimates, which can be computed as described in
this thesis. This treatment, analogous to estimating the standard error with multiple
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imputation using Rubin’s rules, also enables the use of any desired classifier, which
would not be possible if the missing values were not treated.
Even though this approach did narrow down the uncertainty regarding the missing
values and also avoided giving the imputations too much certainty, like when using
single imputation, it did not remove the calibration error of the underlying classification
model. The regression model fitting that was used is a similar idea that is used in
calibration, but only the probability of the predicted class, regardless of the number
of classes, was estimated. If the probabilities for each of the classes was of interest,
calibration could be used instead.
In hindsight, it would also have been interesting to calculate calibration error metrics
to compare the scenarios in these experiments. However, this comparison would have
been limited to naive Bayes only, as the other tested classifier, i.e. support vector
machine, cannot handle missing values and the comparison would not have even been
possible.
This kind of approach needs a substantial amount of work because the imputation
models need to be carefully selected and the analysis is also a more complex operation
in addition to the added computational costs. Therefore, it is not hard to see why a
practitioner in a commercial setting would choose a simpler method if using that already
gives value to their customer. Depending on the computational complexity of the model
that is used for the analysis, this approach might increase the monetary costs as well, at
least if it ran in the cloud, as the costs depend on the computation time used. On the
other hand, if there is a desire to get the most out of the available data, such as in a
research setting, or if the costs of decisions based on the analysis are significant, this
kind of an approach might be worth the effort to improve the uncertainty estimates.
How well are different classifiers calibrated when the amount of training data is
limited?
Based on the several experiments whose main results were presented in Chapter 3,
certain generalities in the calibration performance of the selected classifiers on limited
sized data sets can be noted. As a benchmark, a Gaussian process classifier with a
nonlinear covariance function was used because it gives the best available guess on the
true probabilities. Uncalibrated support vector machine and feed forward neural network
produced probability estimates whose MSE was indistinguishable from that of the
Gaussian process classifier. Their logloss on the other hand was clearly higher than that
of the Gaussian process classifier, indicating that some probability estimates were overly
confident. Random forest also turned out to be fairly well-calibrated on limited-sized
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data sets but not to the same degree as the support vector machine, neural network, or
Gaussian process classifier. Like with the support vector machine and neural network,
the difference in logloss was higher than with MSE compared to the Gaussian process
classifier. Due to its unrealistic assumptions about feature independence, naive Bayes
was, as expected, quite poorly calibrated. Bayesian logistic regression achieved a similar
MSE to random forest, but its logloss was as good as that of uncalibrated support vector
machine or neural network. Bayesian classifiers thus seem to avoid the overly confident
probability estimates that the other classifiers are prone to. These are aspects to keep in
mind if probability estimates are important in the application under consideration.
Although the testing was not exhaustive regarding the amount of different data
sets and there were some differences in calibration performance of the classifiers
between the data sets, the overall picture outlined above should be fairly reliable in
estimating calibration performance on limited-sized data sets. To the best of the author’s
knowledge, there has not been such a comparison made before with limited-sized data
sets, specifically. Niculescu-Mizil and Caruana (2005b) compared several classifiers
on eight data sets with 4000 training samples and 1000 separate calibration samples
and noted that of the classifiers of interest here, naive Bayes was clearly the worstperforming, calibration-wise, followed by support vector machine. Random forest and
neural network were the best of the pack, outperforming support vector machine by a
clear margin. With the limited-sized data sets, the calibration performance of random
forest and support vector machine were reversed. This notion might warrant further
investigation to see if a pattern explaining the difference in results could be revealed.
Is it possible to improve the calibration of classifiers when the data set size is
limited?
There are two main problems with classifier calibration on limited-sized data sets. First,
maximizing the utility of the training data by using the same data for both training the
classifier and tuning the calibration algorithm could potentially bias the calibration
toward the training data set and therefore produce suboptimal probability estimates on
new data. Second, by using separate calibration data, the modeler is forced to use only a
very small data set for calibration so that classifier training is not compromised. This
has been shown in the literature to lead to poor calibration performance, especially on
non-parametric calibration algorithms (Niculescu-Mizil & Caruana, 2005b).
Based on the experiments presented in Chapter 3, using the full training data set for
both classifier training and tuning the calibration algorithm does bias the calibration
toward the training data on the random forest classifier. On the other tested classifiers,
61

this does not seem to happen. However, even using the whole training data set for
calibration on these limited-sized data sets did not lead to improved calibration on any
other classifier except on naive Bayes, which is very poorly calibrated to begin with due
to its unrealistic assumption about feature independence. If the calibration data was kept
separate from the training data, it did not enable improvements in calibration, except on
naive Bayes, either. In contrast, calibration took a hit in this scenario with the support
vector machine, neural network, and random forest classifiers.
By overcoming the problem of not affording to have a separate calibration data and
not being able to improve calibration by using the training data set for calibration as well,
the use of the DG or DGG algorithm enables the generation of more data to be used to
tune the calibration algorithm. The results from the experiments showed that calibration
can be improved with this approach, using the ENIR calibration algorithm, with random
forest and naive Bayes classifiers but probably not with support vector machine or
neural network classifiers with limited-sized data sets. The improvement seems to be
limited if the model is not flexible enough to conform with the data. This is apparent
with naive Bayes. Calibration can be improved by generating calibration data for ENIR
calibration, but the same level of calibration is not reached as with the more flexible
models. DGG data generation led to generally better calibration performance than
using DG. In multi-class classification problems, calibration of naive Bayes and random
forest classifiers can be improved by breaking up the problem into binary problems
using the one-vs-rest approach, generating calibration data with the DGG algorithm,
calibrating with ENIR, and combining the probabilities into multi-class probabilities
with normalization. This also indicates that DGG does not break if there is a severe class
imbalance, as is often the case with the one-vs-rest approach.
ENIR calibration has been shown to improve classifier probability estimates (Naeini
& Cooper, 2018). However, it was shown in the experiments presented in this thesis that
with limited-sized data sets, only naive Bayes out of the tested classifiers can be expected
to improve when calibration is done in the traditional way. As was shown in this thesis,
using DGG-generated calibration data set with ENIR can achieve comparable or even
better MSE with random forest than with the Gaussian process classifier. However,
logloss still does not drop to the same level as with the Gaussian process. This notion
suggests that ENIR calibration might not be able to address the issue of overly confident
predictions optimally. The goal of this work was not to produce the best possible
calibration but to show that it is possible to improve calibration even on limited-sized
data sets compared to the traditional calibration approach. The proposed algorithm for
generating the calibration data set is not dependent on a specific calibration algorithm
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and can be used with other calibration algorithms that may or may not address the issue
of overly confident predictions better than ENIR does.
For a practitioner working on limited sized data, going the extra mile to improve the
probability estimates, at least with random forest and naive Bayes classifiers, might be
worth the effort to get the most out of the limited data. The computational cost of DGG
is negligible on these classifiers and should not be an issue in practice.
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5

Conclusions

In this thesis, ways to quantify uncertainty of classification on limited data, both small
and incomplete, were discussed. This included discussion on quantifying uncertainty
when taking into account the uncertainty of missing feature values. A solution was
proposed, based on multiple imputation, that is able to tackle this issue. The calibration
performance of several commonly used classifiers was also studied and it was noted that
albeit the calibration error was on average acceptable with support vector machine, neural
network, and random forest, they all made overly confident prediction errors that could
be costly. The calibration of the classifiers on limited-sized data sets was also studied.
The poorly calibrated naive Bayes was easy to improve, as even a tiny calibration data
set used with isotonic regression or an ensemble of near-isotonic regressions calibration
was enough to improve its calibration. The costly overly confident predictions could be
further reduced by using the proposed DGG algorithm to generate the calibration data
instead. Improvements in calibration performance were also achieved with random
forest but not with support vector machine or neural network, on average. It was also
shown that the proposed DGG algorithm could be generalized to multi-class problems
by using a one-vs-rest approach to split the problem into binary problems, calibrating
each problem individually, and using normalization to form the predicted probabilities.
From the results presented in this thesis, it appears that ENIR calibration is not able
to completely solve the issue of overly confident predictions of the tested classifiers even
though the overall calibration error could be lowered. Therefore, it would be interesting
to see if using some other calibration algorithm instead could bring the calibration
performance closer to the Gaussian process classifier. This is left for future work. In
addition, the discrepancy between the results in this thesis and in the literature regarding
the calibration error of support vector machine would be an interesting topic for future
research.
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