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Online Language Ecology: Twitter in Europe

Steven COATS
University of Oulu, Finland

Social media platforms are increasingly used, but knowledge of the 
online linguistic behavior of populations remains limited. In Europe, the 
extent to which official and local languages, immigrant languages, and 
English are used online (i.e. the online language ecology) has not yet 
been documented in depth. In this study, the online language ecology of 
Europe on the social media platform Twitter is characterized from a geo-
graphical perspective and considered in relation to the language situa-
tions of European countries.

A large corpus of Twitter messages with geographical metadata was 
created by accessing the Twitter APIs. After language detection and fil-
tering, linguistic profiles for European countries/territories and lan-
guage groups were created and quantified by using an entropy measure. 
Language-use distributions were compared to results from survey data, 
and a language network was created based on the likelihood of bi- or 
multilingual users sharing a language. The results show that high rates 
of English use can be attested for most European countries and that a 
positive relationship exists between the size of a linguistic community 
and the signal of that language on Twitter.

1. Introduction and background

Recent years have seen an increase in the relative prominence of 
computer-mediated communication (CMC) modalities such as tex-
ting, instant messaging, or posting on social media, and platforms such 
as Twitter have become multilingual sites with global representation 
(Leetaru et al., 2013; Mocanu et al., 2013). At the same time, popu-
lation movements and changes in education and media consumption 
have contributed towards an increasing bi- and multilingualization of 
local environments, particularly with English—trends that are particu-
larly evident in online communicative domains. In Europe, languages 
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with official statuses continue to receive reinforcement in education 
and media and are not in risk of immediate displacement. Bilingualism 
with English, however, has become the norm for many Europeans, par-
ticularly among young people, and overall linguistic diversity has been 
increased by migration within Europe and to Europe from other regions.

Despite this, large-scale studies of online language in Europe have 
often been based on survey data, not documented usage (e.g. European 
Commission, 2012), and aggregate empirical research into CMC language 
choice has typically offered only an overview of the relative frequency 
of use of particular languages. It was noted in 2007 that in the absence 
of empirical work documenting actual online language choice in popu-
lations, the most frequently cited studies are often the products of mar-
keting companies whose methods are not transparent (Paolillo, 2007). 
While the situation has changed in the years since, with several lan-
guage-use profiles at country level having been produced for social 
media platforms such as Twitter (e.g. Leetaru et al., 2013; Mocanu et al., 
2013; Magdy et al., 2014; Graham et al., 2014), many studies of bilin-
gualism or linguistic diversity have focused on individual rather than 
population-level use, or have not focused specifically on Europe. In 
some cases, methodological issues pertaining to data collection and fil-
tering have weakened the proposed interpretations of observed patterns. 
Studies in which online language choice is documented remain few: Lee, 
reviewing existing research into online language diversity and multilin-
gualism, notes that in many contexts, a “reliable, quantitative measure-
ment of online linguistic diversity” is lacking (2016: 129).

In light of these factors, this study provides a characterization of the 
linguistic diversity of European users on the Twitter platform, in the hope 
that a macro-level approach can “tell us something about where languages 
stand and where they are going in comparison with other languages of 
the world” (Haugen, 1972: 337). In Section 2, related work on CMC and 
Twitter language and online language diversity is reviewed. In Section 3, 
the methods used for the collection of data from Twitter’s APIs, data fil-
tering, geographical localization of Twitter users, and identification of 
tweet language are described, and the entropy measure used to quantify 
linguistic diversity is introduced. Section 4 presents the results of the 
analysis in terms of mean linguistic diversity from the perspective of 
European country- or territory-level entities and languages. The Twitter 
data is compared to the responses of a recent Eurobarometer language 
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survey (European Commission, 2012). Section 5 presents the creation 
of a language network in which the tendency of bi- and multilinguals 
to share a language is quantified. In Section 6, the results are discussed 
and interpreted in light of previous CMC research and survey data. The 
conclusion notes some methodological issues and future prospects for 
work on online language diversity.

2. Related work

2.1. Multilingualism, CMC and Twitter

Extensive research has investigated knowledge of languages, their status 
in various media or communicative contexts, or the attitudes of spea-
kers towards their use. In the broader European context, for example, the 
Eurobarometer surveys conducted by the European Commission (2006; 
2011; 2012) provide data on self-reported language use and attitudes. Due 
to its status as a lingua franca, particular attention has been paid to English: 
increasing knowledge of the language has cemented its “hypercentral” 
position within the language ecology of Europe (De Swaan, 2001; Soler-
Carbonell, 2016), and it has been suggested that in some European socie-
ties, English may be replacing local languages in certain functional domains 
(Görlach, 2002; for a discussion see the contributions in Linn, 2016).

Language-related CMC research has also been heavily focused on 
English, although not necessarily on English in Europe. Since the intro-
duction of the platform in 2006, research has investigated aspects of 
the use of English on Twitter including the discourse functions of hash-
tags (Wikström, 2014; Squires, 2015), lexical innovation in American 
English (Eisenstein et al., 2014), African-American Vernacular English 
on Twitter (Jørgensen et al., 2015), grammatical variation in English-
language Twitter from Finland and the Nordic countries (Coats, 2016a, 
2016b), or the interaction between demographic parameters and language 
features in American English (Bamman et al., 2014), among other topics.

Several research projects have investigated language choice and multi-
lingualism on CMC platforms. Hong et al. (2010) found different posting 
behavior by different language groups on Twitter. Maps and language use 
profiles for individual languages or for individual countries using Twitter 
data have been produced (e.g. Leetaru et al., 2013; Mocanu et al., 2013; 
Magdy et al., 2014). It has been shown that geo-located tweets can shed 
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light on international mobility (Moise et al., 2016), and that Twitter data 
can be used to investigate code-switching (Nguyen et al., 2015). Studies 
with a specific geographical focus have also been undertaken: For exa-
mple, Frey et al. (2015) collected data from Facebook users in order to 
create the DiDi corpus, a 650,000-token multilingual corpus from South 
Tyrol (reported upon in Section 1 of this book), and other projects have 
investigated linguistic diversity on social media at city- or province level 
(e.g. Arnaboldi et al., 2017; Kim et al., 2014). Ronen et al. (2014) quan-
tified multilingualism among book translations, Wikipedia editors, and 
Twitter users, and found that English plays an important central role. Hale 
(2014) investigated global multilingual networks on Twitter, including the 
network associations of retweets and user mentions, and found that while 
most interaction networks are language-based and English is the most 
important single mediating language, other languages collectively repre-
sent a larger bridging force. Eleta and Golbeck (2014) examined the tweets 
of 92 multilingual Twitter users and showed that their language choice on 
Twitter reflects the predominant language of their social networks. While 
it has been found that users of less represented languages are more likely 
to switch languages and that English has become the central mediating 
language, the dynamics of multilingualism in large social media data sets 
from Europe have not yet been subject to sustained research attention.

3. Data and methods

3.1. Data collection and processing

627,553,806 tweets with place attributes were collected from the Twitter 
Streaming API from November 2016 until June 2017 using the Tweepy 
library in Python (Roesslein, 2015). Retweets were excluded by the 
collection script. Of these, 153.2 million contained country codes cor-
responding to European countries or territories, representing approxi-
mately 2.9 million unique users. These “seed” users were aggressively 
filtered to remove bots and apps and to identify users local to a particular 
European country or territory.1

1. The countries and territories considered in the analysis were: Andorra, Albania, Armenia, 
Austria, Åland Islands, Azerbaijan, Bosnia and Herzegovina, Belgium, Bulgaria, Belarus, 
Switzerland, Cyprus, Czechia, Germany, Denmark, Estonia, Spain, Finland, Faroe Islands, 
France, United Kingdom, Georgia, Guernsey, Gibraltar, Greece, Croatia, Hungary, Ireland, 
Isle of Man, Iceland, Italy, Liechtenstein, Lithuania, Luxembourg, Latvia, Monaco, Moldova 
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3.1.1. Filtering for non-human sources

Many messages on the Twitter platform are created and sent automati-
cally by apps or bots (Haustein et al., 2015). Apps can automatically tweet 
about the locations a user visits (e.g. Foursquare), the music a user down-
loads or listens to (e.g. Spotify), local weather conditions (e.g. Sandaysoft 
Cumulus), or the parameters of a user’s exercise activity (e.g. Endomondo). 
The platform or app used to compose a tweet is indicated in a tweet’s 
metadata in the “source” field. A manual analysis of a selection of tweets 
showed that widely-used Twitter apps such as Twitter for iPhone or the 
Twitter web client (i.e. twitter.com) are less likely to broadcast automa-
tically-generated text compared to some infrequently-used apps. For this 
reason, the data was filtered to retain only those tweets broadcast by the 
following apps: Twitter Web Client, Twitter for iOS, Twitter for iPhone, 
Twitter for Android, Twitter for Windows Phone, Twitter for Instagram, 
Tweetbot for iOS, and Tweetbot for iPhone. Tweets with these sources 
collectively comprised over 90% of all those by European users.

3.1.2. User location

To mitigate the strength of the signal from short-term travelers or other 
non-locals, “seed” users with fewer than 100 tweets and less than 90% 
of tweets with a single country code value were filtered out. The time-
lines (up to 3,250 tweets) of the resulting set of users were then down-
loaded from the Twitter REST API using a Python script.2

3.2. Language detection

In order to accurately describe aggregate linguistic diversity at the level 
of country/territory or language group, the language used in individual 
tweets must be characterized accurately. However, detecting the language 
of individual tweets can pose difficulties due to short message length, 
non-standard orthography, and language mixture (Lui & Baldwin, 2014). 
In addition, and depending on the detection algorithm, character sequences 

(Republic of), Montenegro, Macedonia (FYRO), Malta, Netherlands, Norway, Poland, 
Portugal, Romania, Serbia, Russian Federation, Sweden, Slovenia, Slovakia, San Marino, 
Turkey, Ukraine, Vatican City, and Kosovo.

2. For this data, correlation between the center of the place bounding box and the precise 
GPS coordinates from the coordinates object, if both were present, was found to be quite 
high (> 0.98). For this reason, the value of the place field was considered an accurate 
indication of true user location when posting a tweet.

https://twitter.com
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present in URL addresses, usernames, and hashtags can lead to inaccu-
rate language detection, as can Unicode code points not in the model 
data (such as emoji characters), as they rarely correspond to character 
sequences in natural languages. As of early 2018, Twitter’s own language 
detection algorithm does not identify some languages that are important 
in European countries or territories. For this reason, tweets were subject 
to an additional language identification step using the compact language 
detector 2 (cld2: Sites, 2013). Tweets for which Twitter’s native algo-
rithm agreed with cld2 were retained in the data. For some languages 
not detected by the Twitter algorithm, such as Albanian, Azeri, Faroese, 
or Nynorsk, cld2 identification combined with a high probabilistic accu-
racy value was used to assign languages to tweets.

3.3. Quantification of linguistic diversity

Different measures have been proposed to quantify linguistic diversity 
within populations. Nettle (1999), in the context of an anthropological 
analysis of linguistic diversity, suggested a measure that incorporates a 
geographical component by regressing the logarithm of the number of 
languages within a territory with its area. The standardized residuals of 
the regression can then be used to quantify linguistic diversity. The dis-
advantage of such an approach is that it fails to account for population 
sizes: A territory in which 10 million speakers share one language, and 
10 speakers share a second language would have the same diversity value 
as a territory in which each language has 5 million speakers.3

In this study, linguistic diversity is calculated using entropy, a mea-
sure introduced by Shannon and Weaver (1949) in order to quantify the 
information content in character sequences that has been widely used 
in fields such as population ecology and economics. Shannon entropy 
(Equation 1) was later shown by Rényi to be related to a more genera-
lized measure of entropy (Rényi, 1961; Hill, 1973).

In Equation 1, p represents the proportion of a population with type i, 
where R is the total number of unique types. In this data, the entropy values 
for each individual Twitter user in the dataset were calculated according 
to the proportions of all their tweets in each of the R languages in the 

3. In population ecology species richness (number of distinct types in a population, corresponds 
to R in Equation 1) is therefore distinguished from species diversity. 
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data set. The value Η’ can range from 0 (homogenous data; only one 
language used) to (R) (for a speaker with an equal number of tweets 
in all of the R languages). To obtain country- and territory-level values, 
the mean of all users located in that country- or territory was calculated.

Equation 1: Shannon entropy

4. Results

4.1. Language diversity of European countries  
and territories

Table 1 shows the 55 European countries and territories considered in 
the data and summarizes the number of users from that country or ter-
ritory, the total number of tweets, the mean number of tweets per user, 
the standard deviation of the number of tweets per user, the three most-
used languages in the Twitter data for that territory (with the ISO 639-1 
code; see Appendix, Table A) and the proportion of tweets in that lan-
guage, as well as the mean entropy value.

The number of users in the sample from each country- or territory-level 
administrative unit corresponds to the active number of Twitter users 
with at least 100 tweets and ≥ 90% of tweets from that country/territory 
during the collection of the “seed” data (November 2016–June 2017). 
Countries with larger populations, such as Russia, Turkey, or France, 
are more represented, while smaller countries with small populations, 
such as Slovakia or Andorra, have fewer users in the sample. The sample 
sizes also reflect the relative popularity of the Twitter platform, which 
as a United States-based service may be of greater interest to users who 
write primarily in English—hence the United Kingdom having far more 
users in the sample than any other country or territory, and Germany 
having only 4,189 users in the sample, despite its large population. The 
mean number of tweets per user for the entire sample is 1,441.29, with 
a standard deviation of 734.25.
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Country Number 
of users

Number  
of tweets

Mean 
tweets/

user

St. dev. 
tweets/

user

Top 3  
languages

Mean 
entropy

Åland Islands 3 3,829 1,276.33 603.03 sv 0.57 en 0.27 fi 0.11 1.26

Albania 26 28,146 1,082.54 844.72 en 0.55 sq 0.21 ar 0.07 1.29

Andorra 24 33,582 1,399.25 606.94 es 0.48 ca 0.27 pt 0.13 1.48

Armenia 55 65,531 1,191.47 929.37 en 0.53 hy 0.22 ru 0.13 1.20

Austria 430 693,112 1,611.89 782.96 de 0.50 en 0.29 tr 0.04 1.03

Azerbaijan 189 284,697 1,506.33 810.91 az 0.49 tr 0.30 en 0.08 1.62

Belarus 1,581 2,255,095 1,426.37 659.88 ru 0.92 en 0.03 uk 0.01 0.71

Belgium 1,708 2,271,138 1,329.71 732.11 nl 0.42 en 0.27 fr 0.19 1.34

Bosnia and 
Herzegovina

111 107,866 971.77 498.43 hr 0.67 en 0.17 sl 0.02 1.69

Bulgaria 166 222,557 1,340.70 736.40 bg 0.44 en 0.31 ru 0.1 1.35

Croatia 172 229,222 1,332.69 632.53 hr 0.58 en 0.29 es 0.02 1.54

Cyprus 204 264,009 1,294.16 757.44 en 0.37 tr 0.35 el 0.16 1.03

Czechia 375 573,645 1,529.72 825.04 cs 0.64 en 0.2 ru 0.05 1.06

Denmark 438 711,288 1,623.95 752.14 da 0.46 en 0.41 no 0.02 1.05

Estonia 70 99,014 1,414.49 743.53 ru 0.32 en 0.29 et 0.22 1.05

Faroe Islands 3 5,582 1,860.67 784.39 en 0.98 fo <0.01 es< 0.01 0.46

Finland 827 1,471,721 1,779.59 726.79 fi 0.67 en 0.22 et 0.02 1.02

France 17,570 20,471,336 1,165.13 627.70 fr 0.83 en 0.10 es 0.01 1.04

Georgia 50 46,765 935.30 790.30 en 0.53 ru 0.19 es 0.06 1.20

Germany 4,189 6,781,950 1,618.99 756.81 de 0.60 en 0.24 tr 0.03 1.02

Gibraltar 25 35,087 1,403.48 739.30 en 0.87 es 0.10 tl <0.01 0.83

Greece 927 1,290,447 1,392.07 908.9 el 0.68 en 0.24 tr 0.01 0.85

Guernsey 2 2,255 1127.5 3.54 en 0.97 fr 0.01 et <0.01 0.43

Hungary 211 354,905 1,682.01 868.86 hu 0.50 en 0.34 es 0.04 1.07

Iceland 149 292,090 1,960.34 668.24 is 0.69 en 0.24 es 0.01 0.95

Ireland 3,280 5,671,408 1,729.09 691.85 en 0.94 pt 0.01 ar 0.01 0.55

Isle of Man 25 39,207 1,568.28 653.18 en 0.91 ja 0.06 tl 0.01 0.69

Italy 8,200 10,015,203 1,221.37 667.79 it 0.77 en 0.14 es 0.03 1.14

Kosovo 5 4,830 966.00 541.81 en 0.40 sq 0.16 hr 0.11 2.26
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Latvia 250 376,543 1,506.17 757.69 lv 0.54 ru 0.29 en 0.11 0.89

Liechtenstein 1 353 353.00 0 tr 0.67 de 0.26 en 0.03 1.47

Lithuania 42 65,536 1,560.38 780.55 en 0.44 lt 0.24 ru 0.19 1.06

Luxembourg 43 49,939 1,161.37 737.15 en 0.40 fr 0.30 es 0.11 1.17

Macedonia 
(FYR)

102 130,058 1,275.08 617.04 mk 0.38 sr 0.19 en 0.14 2.19

Malta 58 82,583 1,423.84 740.86 en 0.68 ar 0.07 fr 0.04 0.91

Moldova 40 39,570 989.25 717.74 ru 0.64 en 0.25 ro 0.05 1.03

Monaco 10 13,422 1,342.20 777.50 fr 0.73 nl 0.14 en 0.06 1.00

Montenegro 98 79,992 816.24 307.02 hr 0.66 en 0.11 pl 0.03 2.09

Netherlands 4,073 6,820,822 1,674.64 680.80 nl 0.70 en 0.21 af 0.01 1.10

Norway 576 928,238 1,611.52 692.80 no 0.39 en 0.34 nn 0.07 1.47

Poland 1,939 3,242,639 1,672.33 807.63 pl 0.80 en 0.12 ru 0.02 0.90

Portugal 5,150 5,437,972 1,055.92 538.69 pt 0.78 en 0.11 es 0.04 1.34

Romania 179 204,210 1,140.84 840.90 en 0.53 ro 0.24 es 0.07 1.25

Russian 
Federation

14,650 18,957,971 1,294.06 728.86 ru 0.90 en 0.06 uk 0.01 0.78

San Marino 2 2,073 1036.5 818.12 it 0.67 en 0.31 es 0.01 0.49

Serbia 711 507,180 713.33 449.14 hr 0.55 en 0.18 sr 0.07 1.89

Slovakia 63 81,192 1,288.76 772.41 en 0.61 sk 0.16 es 0.06 1.09

Slovenia 143 200,946 1,405.22 630.41 sl 0.61 en 0.22 es 0.03 1.59

Spain 22,501 27,349,264 1,215.47 639.49 es 0.82 en 0.07 ca 0.04 1.04

Sweden 1,930 3,186,738 1,651.16 700.87 sv 0.68 en 0.22 nn 0.01 1.14

Switzerland 591 827,728 1,400.55 763.55 en 0.33 de 0.23 fr 0.20 1.16

Turkey 20,650 28,200,872 1,365.66 775.93 tr 0.92 en 0.04 id 0.01 0.75

Ukraine 2,267 2,953,766 1,302.94 735.09 ru 0.70 uk 0.18 en 0.08 0.96

United 
Kingdom

56,422 96,006,991 1,701.59 699.48 en 0.96 ar 0.01 es <0.01 0.53

Vatican City 1 2,215 2,215.00 0 es 0.98 la 0.01 gl 0.01 0.27

Totals 173,507 250,074,330 1,441.29 734.25 en 0.43 es 0.11 tr 0.10 0.83

Table 1: Data summary statistics
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The most-represented languages per country/territory largely cor-
respond to the principal national languages as well as English, although 
there are some exceptions. The countries with the highest proportion of 
tweets in the national languages are the Anglophone countries and terri-
tories: Guernsey, the UK, and Ireland have 97%, 96%, and 94% of tweets 
in English, respectively, while the Isle of Man and Gibraltar both have 
approximately 90%. Countries with large populations tend to have a higher 
proportion of tweets in the principal national language: for example, 
Turkey has 92% of tweets in the national language, Russia 90%, France 
83%, and Spain 82%. Countries and territories with smaller populations 
have comparatively fewer tweets in the national language: 68% of tweets 
from Sweden are in Swedish, while 50% of tweets from Hungary are in 
Hungarian, for example.

Mean entropy values reflect the tendency of users in a particular 
country or territory to use more than one language. The lowest entropy 
value in the sample, 0.27, is for the Vatican, where the random sampling 
method has captured tweets from a user who writes primarily in Spanish. 
The mean value of 0.83 for the entire sample suggests that for a signif-
icant proportion of users, bi- or multilingualism is the norm. Figure 1 
shows the mean entropy values per country territory as a violin plot in 
which the range of values (violin length), the kernel density (violin width), 
the mean value (red dot) and the standard error (red bar) are provided. 
Countries are sorted from highest mean entropy to lowest.

Linguistic diversity as quantified using Shannon entropy is highest in 
Macedonia, where in addition to Macedonian, Serbian and English other 
south Slavic languages, as well as Albanian, are used on Twitter. The 
neighboring countries of Montenegro, Serbia, Bosnia and Herzegovina, 
Slovenia, and Croatia, likewise former constituents of the multilingual 
state entity of Yugoslavia, also exhibit high levels of linguistic diversity. 
Countries and territories with multiple autochthonous language com-
munities and in which bi- or multilingual education is common show 
somewhat higher mean entropy values: This is the case, for example, in 
Belgium, Luxembourg, Switzerland, and Italy, among others. Countries 
with larger populations and a single principal national language tend to 
exhibit lower entropy values: Such is the case, for example, for Germany, 
Poland, Russia, and Turkey.
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While the language representation per country or territory and the 
mean linguistic diversity values tell us something about the language 
behavior on Twitter of users from those places, they can also reflect the 
nature of the random sampling procedure employed in the study, as well 
as the inherent difficulty of automatically distinguishing between clo-
sely-related languages (see Frey, Stemle, and Doğruöz, this volume), 
particularly for short texts such as Twitter messages.

Thus, in the small Estonian sample, most users author tweets in 
Russian, although only 23% of Estonians report conversational abi-
lity in Russian (European Commission, 2012; see Appendix, Table C). 
For users from Montenegro, the country with the second-highest mean 
entropy value, a closer examination of the automatically-identified tweet 
languages shows that many users have authored tweets in other South 
Slavic languages in addition to Croatian, such as Serbian or Slovenian. 
The Macedonian users typically have a significant number of tweets in 
Bulgarian, a language that is quite close to Macedonian in terms of ortho-
graphic norms. The high value for Norway reflects a similar situation: 
Norwegian Bokmål is very close to standard Danish. Indeed, for some 
short messages there will be no orthographical differences. Many of the 
tweets from Azerbaijan-localized users are reported to be in Turkish, a 
language closely related to Azeri.

Despite this, the general trend in the Twitter data reflects conventional 
wisdom as it applies to the language ability of Europeans: less-populous 
countries with smaller language communities exhibit higher mean entropy, 
corresponding to greater use of more than one language. People whose 
first language does not have a large number of speakers are more likely to 
switch to English and other better-represented languages online, whereas 
speakers of English and other widely-spoken languages (e.g. Russian, 
Turkish, or French, among others), are often content to communicate on 
the Twitter platform in their first or national language.

4.2. Language diversity by principal language used

Shannon entropy can also be used to quantify the extent to which all users of 
a language use other languages. Figure 2 shows the mean Shannon entropy 
values for all users of each language in the data with at least 10 unique users.

The trend for languages corresponds to the pattern seen with coun-
tries or territories, and represents the same underlying dynamic in the 
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sample population. Languages used in societies with extensive histories 
of multilingualism, such as many languages of the Balkans, exhibit higher 
entropy values, as do languages used primarily by minority or immigrant 
groups in Europe, such as Tagalog, Indonesian, or Urdu. The languages 
with the lowest values are English, Greek, Turkish, and Russian, whose 
users primarily write in their national language, as well as Hebrew and 
Japanese, which in this case may represent tweets from relatively short-
term visitors to a European country. Here again, however, considera-
tions pertaining to small sample sizes and the difficulty of distinguishing 
between closely related languages apply.

4.3. Comparison with survey data

The extent to which language use on Twitter is comparable to reported lan-
guage use obtained from survey data was gauged by utilizing “Europeans 
and their Languages: Special Eurobarometer 386”, an EU-wide survey 
of language use and attitudes (European Commission, 2012). For each of 
the 27 countries in both the Eurobarometer survey and the Twitter data 
set, the responses to questions 48a (“En pensant aux langues que vous 
parlez, quelle est votre langue maternelle ? / Thinking about the languages 
that you speak, which language is your mother tongue?”) and 48b (“Et 
quelles autres langues, s’il y en a, parlez-vous suffisamment bien pour 
participer à une conversation ? / And which other languages do you speak 
well enough in order to be able to have a conversation?”) were compared 
to the proportion of users meeting a usage threshold of 100 tweets in that 
language.4 The rank order of languages in terms of proficiency was com-
pared in the two data sets using a Wilcoxon signed-ranks test for paired 
samples. The results, with country, test statistic (W value) and p-value 
are summarized in Table 2. For the countries in bold typeface, a signifi-
cant difference in the rank order was found between the Eurobarometer 
responses and the Twitter data at p = 0.05.

The rank-order of languages from the Eurobarometer survey results 
largely corresponds to that of the empirical data in the Twitter sample. 
Countries for which the paired mean ranks differ significantly (at p = 0.05) 
are Estonia, the United Kingdom, Ireland, Lithuania, and Portugal. 
Comparing the five languages with the most representation in these two 
data sets may shed light on the sources of the detected differences.

4. The data are provided in Tables C and D of the Appendix.
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Country W p-value Country W p-value

Austria 738 0.559 Lithuania 901 0.007

Belgium 803 0.186 Luxembourg 813 0.123

Bulgaria 737 0.527 Malta 726 0.614

Cyprus 837 0.057 Netherlands 757 0.424

Czechia 606.5 0.326 Poland 780 0.281

Denmark 682 0.982 Portugal 911 0.010

Germany 705 0.827 Romania 812 0.126

Estonia 892 0.014 Slovakia 839 0.056

Finland 699 0.873 Slovenia 776.5 0.246

France 709 0.792 Spain 788 0.261

Hungary 752 0.438 Sweden 786 0.266

Ireland 989 0.001 U.K. 1181 <0.001

Italy 795.5 0.227

Table 2: Wilcoxon signed-rank test of order of languages by proportion  
of sample proficient in that language, Eurobarometer 386  

and Twitter sample data

The detected difference for Cyprus, which is very close to signifi-
cance at p = 0.057, is a result of sample considerations: respondents in 
the Eurobarometer data are from the (primarily Greek-speaking) Republic 
of Cyprus, whereas the Cyprus users in the Twitter data are also from 
(primarily Turkish-speaking) Northern Cyprus. Hence, the five most-
used languages in the Eurobarometer sample are Greek, English, French, 
Russian, and Italian, while the five most-used languages in the Twitter 
sample are English, Turkish, Greek, Arabic, and Russian.

For Estonia, the Eurobarometer top five languages are Estonian, 
Russian, English, Finnish, and German, while in the Twitter data they are 
English, Russian, Estonian, Turkish, and French. The small sample size 
for Estonia included mainly users who write in Russian. For the United 
Kingdom, the top five Eurobarometer responses are English, French, 
German, Spanish, and Polish. In the Twitter data, they are English, 
Arabic, Spanish, Portuguese, and French. In Ireland, Eurobarometer 
data shows that English, Irish, French, German, and Spanish are the 
most-known languages, whereas in the Twitter data English, Portuguese, 
Arabic, Irish, and French are best-represented. For Lithuania, the order 
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is Lithuanian, Russian, English, Polish, and German versus English, 
Lithuanian, Russian, Turkish, and French. Finally, for Portugal, the 
most-reported conversational languages in the Eurobarometer survey 
are Portuguese, English, French, Spanish, and Estonian,5 while in the 
Twitter data they are Portuguese, English, Spanish, French, and Italian.

In general, it can be noted that Arabic is more widely used by Europe-
based Twitter authors than it is reported as a conversational language 
according to the Eurobarometer survey. This may be due to increased 
migration of Arabic-speaking persons to Europe since 2014 as a conse-
quence of the Syrian civil war.

5. Multilingual network

The growth of online communication and the availability of CMC data 
have led to a proliferation of studies in which network analysis methods 
have been applied (an overview is provided in Paolillo, 2015). This sec-
tion describes the creation of a multilingual network based on users who 
share two languages.

5.1. Quantification of bilingualism strength

A user in the data was determined to be bilingual for languages i,j if he or she 
had authored at least 100 tweets in both languages. Of the initial 174,170 users 
in the data, 39,446 were determined to be bilingual (or multilingual) accor-
ding to this criterion (23%). The connection strength between languages i,j 
was quantified using the phi ( ) coefficient, calculated from a contingency 
table of the number of bilinguals (Table 3) according to Equation 2.

languagei ~ languagei

languagej O11 O12 = R1

~ languagej O21 O22 = R2

= C1 = C2 = N

Table 3: Contingency table for number of bilinguals

5. 19 Portugal-based respondents to the Eurobarometer survey reported Estonian as their 
first language.



Online Language Ecology: Twitter in Europe

89

Equation 2: Phi value

The phi coefficient is equivalent to Pearson’s product-moment cor-
relation coefficient for two binary variables, and ranges in value from 
–1 to 1. A value of zero indicates that language users are as likely to be 
bilingual in the two given languages as they are in any other languages 
in the sample, when taking into account the number of users of each 
language. Positive values indicate the language pairs are more strongly 
connected than would be expected based on the prevalence of the lan-
guages in the multilingual dataset, while negative values indicate a 
weaker connection than would be expected. A t-statistic was calculated 
to test the significance of the correlation between languages according 
to Equation 3, where D = .

Equation 3: T-test statistic

Links between languages with at least 50 bilingual users that were 
statistically significant at p < 0.05 were retained in the network.

5.2. Bilingualism network

The network was realized as an interactive graph using the R packages 
igraph and visNetwork (Csardi & Nepusz, 2006; Almende & Thieurmel, 
2016).6 A static screenshot is shown in Figure 1: nodes represent the 
number of bilingual speakers of a language and edges the links between 
languages. Green edges correspond to a positive  value, red edges to a 
negative  value. Edge width indicates the exposure value, or the propor-
tion of users of language i who also use language j. While  bi-directional, 
exposure values are not. The  value between German and English, for 

6. The interactive network can be accessed at http://cc.oulu.fi/~scoats/EurNetwork.html.

http://cc.oulu.fi/~scoats/EurNetwork.html
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example, is 0.06, indicating that bilingualism for the two languages is 
slightly more likely than would be expected based on the number of 
users of each language in the entire data. The exposure value of German 
to English is 0.9637, indicating that for people who use German who 
are also (at least) bilingual, over 96% of them write in English. English 
exposure to German, on the other hand, is 0.073: just over 7% of per-
sons bilingual with English also author tweets in German.

In general it can be remarked that due to the status of English as 
the principal lingua franca, exposure values to English are high in the 
data, typically well over 0.50. Exceptions include some minority lan-
guages whose bilingual speakers also use the majority language of the 
country, such as Basque, Catalan, or Galician (with Castilian Spanish), 
or a language that for historical reasons has not been widely used, such 
as Ukrainian (users mainly bilingual with Russian).

Figure 3: Static image of interactive bilingualism network
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For Europe as a whole, a network of 41 language nodes and 142 edges 
(links between languages) describes the statistically significant bilin-
gual links. English clearly plays the most important role: it is connected 
to almost all of the other languages. In terms of overall language repre-
sentation, English is the most prevalent language, with approximately 
42% of the data in English.

Some typologically and historically related languages constitute nodes 
of secondary importance. For example, Russian shows connections to 
other Slavic languages such as Ukrainian, Czech, Serbian, Macedonian, 
and Bulgarian. Spanish is connected to other Romance languages of the 
Iberian Peninsula, such as Catalan and Galician, as well as to Basque. 
Norwegian Bokmål, Danish, and Nynorsk are connected, as are Finnish 
and Estonian. These patterns may reflect actual bilingual use, but to a 
certain extent may also be an artifact of the automatic identification of 
closely-related languages.

Quantifying the importance of a language node with eigenvector cen-
trality, the most important bilingualism nodes in the European Twitter 
language network are found to be English, Spanish, French, Italian, 
Russian, Dutch, Turkish, Portuguese, German, and Swedish (Table 4).

Language
Eigenvector 
centrality

Language
Eigenvector 
centrality

English 1.0000 Dutch 0.0957

Spanish 0.2059 Turkish 0.0823

French 0.1973 Portuguese 0.0760

Italian 0.1021 German 0.0711

Russian 0.0995 Swedish 0.0258

Table 4: Eigenvector centrality for 10 languages

This result largely coincides with the mean values for active use of 
a language on Twitter in the data (Appendix, Table D).
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6. Discussion and conclusion

The analysis of language use on Twitter shows that significant linguistic 
diversity within Europe is recapitulated on the social media platform. By 
quantifying linguistic diversity using Shannon entropy, a comparison of 
the relative extent of linguistic diversity within specific groups of lan-
guage users at country/territory or language level becomes possible.

In general, speakers from societies that have traditionally been mul-
tilingual (such as the countries and territories of the Balkans, Belgium, 
Switzerland, or some Nordic countries) show higher average rates of lin-
guistic diversity than users from societies in which a tendency towards 
linguistic homogenization has been manifest in educational policies over 
historical time, such as the UK and associated territories or France. Users 
from countries with large populations in which one language is domi-
nant, such as Russia, Turkey, or Spain, also exhibit relatively low ave-
rage levels of linguistic diversity.

Users from traditionally multilingual societies as well as those from 
countries with smaller populations are more likely to have higher lin-
guistic diversity values for two main reasons. First, users from traditio-
nally multilingual societies may have daily exposure to second- or third 
languages in non-CMC contexts, in addition to experience learning the 
language in a school context, and thus be more likely to know addi-
tional languages compared to users from more monolingual societies. 
Secondly, and considering the inherently global nature of social media 
platforms, users whose primary language is not widely used may choose 
to switch to English or another widely-used language in order to increase 
the potential communicative range of their messages.

Users of non-European languages in the data show a range of average 
linguistic diversity values. Authors of Twitter messages in Indonesian, 
Tagalog, Urdu, or Mandarin, for example, exhibit higher than average 
rates of linguistic diversity, while users of Arabic or Persian are less 
likely to author messages in other languages. The former group may 
represent immigrants to Europe (and their progeny) who are relatively 
well-established and hence able to communicate in a European language 
and/or English as well as their first language. The latter group, on the 
other hand, may be comprised of recent immigrants who have moved 
to Europe since 2015 as a result of the Syrian civil war and continuing 
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violence in Afghanistan. These users may not yet have a good command 
of a European language.

It should be noted, however, that the nature of the Twitter data makes 
differentiation between speaker groups in terms of identity parameters 
difficult. Little is known about the age, educational level, gender, immi-
gration status, or L1 language of the users in the data. Some tweet meta-
data fields might contain information about some of these parameters. 
Future work could use keyword filtering and machine-learning tech-
niques to infer some of these parameters in the context of a study of the 
factors that influence online language choice.

The multilingualism network may reflect some cultural and demogra-
phic facts. While English plays a central role in the network, the strength 
of the bilingual links between languages for European users varies. The 
patterns of language choice variation evident in Twitter postings by 
Europe-based users suggests a complex underlying language situation: 
while movement towards the global lingua franca of English is unde-
niable, the use of local languages and third languages may reflect his-
torical factors, patterns of migration, and trends in language learning. 
Nonetheless, the data from Twitter largely confirm the results of the 
Eurobarometer survey (European Commission, 2012) in terms of active 
language use. Future work on online linguistic diversity should aim to 
continue to refine our knowledge of patterns of language use based on 
empirical data as well as survey responses. Of special interest will be 
the extent to which language shift towards English can be confirmed 
(or refuted) in online contexts, as well as the online status and future of 
minority languages with few speakers. Advances in automated methods 
for inferring demographic parameters of users pertaining to personal 
identity will undoubtedly be a focus of this research.
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