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Objective: To assess the ability of imaging-based deep learning to detect radiographic patellofemoral
osteoarthritis (PFOA) from knee lateral view radiographs.
Design: Knee lateral view radiographs were extracted from The Multicenter Osteoarthritis Study (MOST)
public use datasets (n ¼ 18,436 knees). Patellar region-of-interest (ROI) was ﬁrst automatically detected, and
subsequently, end-to-end deep convolutional neural networks (CNNs) were trained and validated to detect
the status of patellofemoral OA. Patellar ROI was detected using deep-learning-based object detection
method. Atlas-guided visual assessment of PFOA status by expert readers provided in the MOST public use
datasets was used as a classiﬁcation outcome for the models. Performance of classiﬁcation models was
assessed using the area under the receiver operating characteristic curve (ROC AUC) and the average
precision (AP) obtained from the Precision-Recall (PR) curve in the stratiﬁed 5-fold cross validation setting.
Results: Of the 18,436 knees, 3,425 (19%) had PFOA. AUC and AP for the reference model including age,
sex, body mass index (BMI), the total Western Ontario and McMaster Universities Arthritis Index
(WOMAC) score, and tibiofemoral KellgreneLawrence (KL) grade to detect PFOA were 0.806 and 0.478,
respectively. The CNN model that used only image data signiﬁcantly improved the classiﬁer performance
(ROC AUC ¼ 0.958, AP ¼ 0.862).
Conclusion: We present the ﬁrst machine learning based automatic PFOA detection method. Furthermore, our deep learning based model trained on patella region from knee lateral view radiographs
performs better at detecting PFOA than models based on patient characteristics and clinical assessments.
© 2021 The Author(s). Published by Elsevier Ltd on behalf of Osteoarthritis Research Society
International. This is an open access article under the CC BY license (http://creativecommons.org/
licenses/by/4.0/).
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Introduction
Plain radiography is commonly used in diagnostics of osteoarthritis (OA) because it is cheap, fast, and widely available. Both
clinical practice and the majority of research studies in OA have
traditionally concentrated on the tibiofemoral (TF) joint. Frontal
plane radiography (postero-anterior (PA) view) is routinely used to
evaluate the tibiofemoral joint. However, patellofemoral (PF) joint
is the most frequently affected compartment by OA and yet it has
not been studied much compared to tibiofemoral osteoarthritis
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(TFOA)1. Moreover, patellofemoral osteoarthritis (PFOA) is both
highly prevalent2,3 and clinically important because it is more
strongly associated with knee OA symptoms than tibiofemoral OA4.
PFOA can occur in the absence of tibiofemoral OA and also in
conjunction with it5. Actually, some studies suggest that OA is more
likely to start in the patellofemoral joint and only then extend to
the tibiofemoral joint6e8. Several studies have found that radiographic PFOA cannot be identiﬁed using only subject's characteristics and clinical assessments. Therefore, imaging data is needed
for diagnosis of PFOA9e12. However, the patellofemoral joint cannot
be evaluated from the most commonly used frontal plane radiography. Consequently, previous studies suggested that PF joint
should routinely be considered in knee OA studies by obtaining
multiple radiographic views of the knee13,14; otherwise 4e7% of OA
cases would be missed15.
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Patellofemoral OA may be an indicator for an early disease process and therefore a possible target for early intervention8,16, which
is one of the high priority research areas of The European League
Against Rheumatism (EULAR)13. Clinical guidelines recommend
planning OA treatments according to the location of joint damage17,18. In rehabilitative treatments, for strengthening appropriate
muscles, altering kinematics, enhancing rotation, and whether to
include patellar taping or patellofemoral bracing, the exact location
of the joint damage needs to be identiﬁed19. While exercise was
shown to be effective for patients with predominant TFOA20 further
research is needed to evaluate its effectiveness for PFOA21. Due to the
unique mechanics of the PF joint, clinical characteristics of PFOA is
different from TFOA. Therefore, designing a treatment strategy
speciﬁc to PF joint is necessary22. Moreover, there are several surgical treatment options in OA and the most appropriate choice depends on several factors, including the location of the joint
damage23. As a result, identifying PFOA is important for surgical
approaches and rehabilitative treatments19. However, there is a lack
of consistency among researchers and clinicians in grading the
patellofemoral joint OA status5. Since clinical features cannot be
used to diagnose PFOA9e12 clear diagnostic guidelines are missing19.
Thus, an accurate analysis of PFOA from imaging data is of high
importance to better understand OA and especially its early stages.
In the current study, we describe the ﬁrst fully automated
method to detect PFOA from lateral view plain radiographs using
deep learning. Our ﬁnal aim was to compare whether deep convolutional neural network (CNN) features can better identify the
presence of deﬁnite radiographic PFOA - compared with more
conventional machine learning model using only participant
characteristics and clinical assessments. In this context, we also use
the term “prediction” for assessing the current PFOA status of Xrays. It should be taken as predicting the probability of a knee
image having PFOA and also predicting one of the two classes (PFOA
vs non-PFOA). Otherwise, we are not predicting the development or
the future state of the PFOA in this study.
Methods and materials
Data
Data from the Multicenter Osteoarthritis Study (MOST) public
use datasets (MOST, http://most.ucsf.edu) was used in this study.
The MOST study is a longitudinal observational study of adults who
have or are at high risk for knee OA. At baseline, there were 3,026
individuals aged 50e79 years who either had radiographic knee OA

Fig. 1

or were at high risk for developing the disease. Knee radiographs
were read from the baseline to 15, 30, 60 and 84-month follow-up
visits.
Knee joint lateral view radiographs and clinical data at the
baseline and follow-up visits were used in the current study. In
MOST, semiﬂexed lateral view radiographs were acquired according to a standardized protocol. Knees with missing data (radiographs, PFOA status), non-standard Kellgren and Lawrence (KL)
scores of tibiofemoral joint, and low conﬁdence of patella regionof-interest (ROI) detector were excluded (Fig. 2). As such, the ﬁnal
subset for assessing PFOA status within the period from baseline to
84 months included 18,436 knees from 2,803 subjects (Table I).
Assessment of patellofemoral osteoarthritis
In the MOST public use datasets, radiographic PFOA is deﬁned
from lateral view radiographs as follows: Osteophyte score 2 or
the joint space narrowing (JSN) score 1 plus any osteophyte,
sclerosis or cyst(s)  1 in the PF joint (grades 0e3; 0 ¼ normal,
1 ¼ mild, 2 ¼ moderate, 3 ¼ severe) (Fig. 3).
Individual radiographic features in the MOST dataset were
graded by two independent expert readers based on the atlases
from the Osteoarthritis Research Society International (OARSI)24
which refers to the previous OARSI atlas for the patellofemoral
joint25 and Framingham Osteoarthritis Study15. When there was a
disagreement in ﬁlm readings, a panel of three adjudicators
resolved the discrepancies26.
Automatic detection of patellar region-of-interest
Prior to extraction of the ROIs, the 16-bit DICOM images were
normalized using global contrast normalisation and a histogram
truncation between the 5th and 99th percentiles. These images were
eventually converted to 8-bit images (0  255 grayscale range). The
image spatial resolution, which was not standardized in the database, was now standardized to 0.2 mm using a bicubic interpolation. Right knee images were then horizontally ﬂipped to match the
left knee orientation.
State-of-the-art CNN-based object detection algorithm based on
a Faster R-CNN design27,28 was used to automatically detect the
patellar ROI from lateral view radiographs. 596 knee radiographs
were manually annotated to train the model. We used rectangular
ROIs to cover patella. We initialized the weights from backbone
models pre-trained on COCO (a large-scale object detection) dataset29. This design was quite effective in predicting rectangular

Schematic description of the workﬂow of the current study. We ﬁrst use a Deep Convolutional Neural
Network (CNN)- Faster R-CNN, pretrained on a generic image dataset to detect patellar region-of-interest
(ROI) from plain lateral view radiographs. Subsequently, we used the patellar ROI as the input to the second
deep CNN model which was trained from the scratch to predict the patellofemoral osteoarthritis (PFOA)
status of the knee.
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Fig. 2

Flowchart of the selection of MOST subjects and patellar ROI for the current study. Knees with missing data
(radiographs, PFOA status), non-standard Kellgren and Lawrence (KL) scores for tibia-femoral joint, and low
conﬁdence of patella ROI detector were excluded.

patellar ROI with high conﬁdence (Appendix Figs. S11 and S12). By
setting a minimum threshold of 90% certainty, only 31 patellar ROIs
out of 18,467 knees (0.17 %) were missed.
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 Model 1: Age, Sex, BMI
 Model 2: Age, Sex, BMI, total WOMAC score
 Model 3: Age, Sex, BMI, total WOMAC score, tibiofemoral OA
stage (KL score)

Predicting patellofemoral osteoarthritis status using deep CNN
We used patellar ROI for predicting the PFOA status using a
second deep CNN (Fig. 1). Our CNN model consists of 3 convolutional layers. Each convolution layer (stride ¼ 1, padding ¼ 1) is
followed by Batch normalization (BN), max pooling (2  2) and
ReLU. We used two fully connected layers to make the prediction. A
dropout of 0.5 is inserted after the ﬁrst fully connected layer.
We trained the models from the scratch (end-to-end) using the
random weight initialization. Pre-trained models were not utilized
due to custom size of our input (patellar ROI). An input image size of
128  64 was utilized, and we adopted stochastic gradient descent
training on a GPU. A mini-batch of 64 images were employed, and a
momentum of 0.9 was used and trained without weight decay. A
starting learning rate of 0.001 was ﬁrst used and decreased by 10
every 8 epochs. The models were trained for 20 epochs.
Reference models
We compared our CNN method with more conventional machine learning based prediction models using the clinical data. The
reference methods were built using Gradient Boosting Machine
(GBM) classiﬁer based on decision tree algorithms30 to predict
PFOA from clinical data including age, sex, body mass index (BMI),
the total Western Ontario and McMaster Universities Arthritis Index (WOMAC) score, and the KL grade of the tibiofemoral joint.
Following three models were used:

GBM models have ability to handle missing values and efﬁcient
management of high-dimensional data. We used LightGBM library31 for the GBM model and the hyperopt package32 to ﬁnd the
optimal parameters of the models. We also analysed the feature
importance of the reference models using SHAP library33. Schematic illustration of the models used in this study are given in
Appendix Fig. S6. All models were trained separately, thus reported
performances were derived from the separate models.
Statistical analyses
In order to obtain unbiased estimation of future performance,
subject-wise stratiﬁed 5-fold cross validation was performed in our
experiments. Classical k-fold cross-validation often relies on a
random partitioning data into k equal-sized folds. On the other
hand, stratiﬁed k-fold cross validation ensures the same distribution of PFOA and non-PFOA cases in both train and validation splits
for each fold. In addition, we used subject-wise splitting instead of
record-wise splitting (See Appendix). In order to evaluate the
performance of the models, out-of-fold (oof) predictions were used.
We used Receiver Operating Characteristics (ROC) curves and Precision-Recall (PR) curves to assess the performance of the models.
The area under the ROC curve (AUC) and the PR curve (Average
Precision, AP) gives summary of the information of these curves. PR
curves and corresponding AP measures can better highlight performance differences particularly for imbalanced data sets34e36
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Age

BMI

WOMAC

KL

mean
std
min
25%
50%
75%
max
mean
std
min
25%
50%
75%
max
mean
std
min
25%
50%
75%
max
mean
std
min
25%
50%
75%
max

non-PFOA

PFOA

64.7
8.3
50.0
58.0
64.0
71.0
86.0
30.0
5.5
16.0
26.2
29.3
32.9
62.4
16.6
16.0
0.0
3.0
12.0
26.0
91.0
1.1
1.3
0.0
0.0
1.0
2.0
4.0

66.2
8.1
50.0
60.0
66.0
72.0
86.0
32.7
6.6
19.7
27.9
31.7
36.2
66.1
27.6
17.8
0.0
14.0
26.0
39.6
92.0
2.5
1.2
0.0
2.0
3.0
3.0
4.0

BMI: body mass index, WOMAC: the total Western Ontario and McMaster
Universities Arthritis Index score, KL: Kellgren and Lawrence scores of
tibiofemoral joint, PFOA: patellofemoral osteoarthritis

Table I

Characteristics of the subjects included in the current
study
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(See Appendix). The 95% conﬁdence intervals were estimated using
the stratiﬁed quantile bootstrapping with 2000 iterations.
Evaluation of CNN model among different groups
In addition to the cross-validation analysis, we performed additional evaluations of the CNN model. We examined the performance
of our CNN model in predicting PFOA for different subgroup of subjects. Once we obtained the out-of-fold predictions of our CNN
model, we stratiﬁed the samples in the dataset and computed the
predictive performance of the model for each group separately. The
samples were stratiﬁed according to the KL scoring of tibiofemoral OA

Fig. 3

and also according to the levels of knee pain. First, this kind of analysis
might show the potential biases in the model towards a certain group
and gives an intuition whether the model is applicable to different
types of people or situations (generalizability). The second aim was to
observe if there is an association of such groups with PFOA status.
When there is a strong association, the model is expected to yield
higher performance, whereas it might produce relatively lower performance if there is no association.
Results
Cross-validation results
Of the 18,436 knees in 2,803 persons, 3,425 (19%) had PFOA
based on the metadata and the PFOA status assessment provided
in the MOST public use dataset as described in the methods
sections.
The performances of all the models are summarized in Fig. 4.
Among the performances of the reference models, the model that
included age, sex, BMI, total WOMAC score, and KL (model 3) had
the highest ROC AUC (0.806 [95% CI: 0.798e0.813]) and AP score
(0.478 [95% CI: 0.462e0.493]) in the 5-fold cross-validation
setting. ROC AUC values were 0.709 [95% CI: 0.699e0.718], and
0.65 [95% CI: 0.639e0.659], AP values were 0.352 [95% CI:
0.338e0.365] and 0.296 [95% CI: 0.284e0.307] for model 1 and
model 2, respectively.
Our CNN model for predicting the radiographic PFOA in the 5fold cross validation setting showed the best performance with ROC
AUC 0.958 [95% CI: 0.954e0.961] and AP 0.862 [95% CI:
0.852e0.871]. We compared the CNN model to the strongest
reference method model 3 (Fig. 4). We obtained a statistically signiﬁcant performance difference in AUC (DeLong's P-value < 1e-10).
In order to observe the effect of repeated subjects in the dataset,
we conducted an additional evaluation of the models using only the
data from the baseline visit of the MOST public use dataset (See
Appendix). Confusion matrices can be found also in the supplementary material. We observed that repeated measures did not
signiﬁcantly affect our results since we obtained similar performances with slightly wider conﬁdence intervals for the baseline
data (Appendix Fig. S7). In the supplementary material, we also
included model performances trained on the baseline visit data
where each individual person is included once; left and right leg
separately (Appendix Figs. S8 and S9).
Evaluation of the CNN model performance among different groups
In addition to the cross validation results, evaluations of the CNN
model were performed with respect to.

Assessment of patellofemoral osteoarthritis in the MOST public use datasets.
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KL

WOMAC
Pain

No TF OA
Early TF OA
Severe TF OA
No Pain
Moderate Pain
Severe Pain

Table II
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AUC [95% CI]

AP [95% CI]

0.962
0.959
0.908
0.967
0.952
0.943

0.715
0.927
0.864
0.770
0.862
0.893

[0.954e0.968]
[0.952e0.965]
[0.899e0.916]
[0.96e0.973]
[0.947e0.957]
[0.935e0.949]

Performance of the CNN
model with respect to the
stages of tibiofemoral OA
based on KellgreneLawrence
(KL) grading (No OA: KL0 and
KL1, Early OA: KL2, Severe
OA: KL3 and KL4) and the total
Western Ontario and McMaster Universities Arthritis Index
(WOMAC) Pain score (Low
pain: WOMAC pain score 
25th percentile, Moderate
Pain: WOMAC pain score between 25th  75th percentile,
High pain: > 75th percentile).
AUC and AP indicate the area
under the Receiver Operating
Characteristics (ROC) curve
and Precison-Recall (PR)
curves, respectively

[0.678e0.746]
[0.916e0.937]
[0.851e0.875]
[0.735, 0.8]
[0.849, 0.875]
[0.88, 0.905]
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These results are shown in Table II and in Appendix Fig. S14.
Multi-modal model: combination of CNN model, clinical features
and patient characteristics
We also developed a GBM model that combine the predictions
of the CNN model - the probability of PFOA - with age, sex, BMI,
WOMAC, and KL grade. We used the same 5-fold stratiﬁed cross
validation setup. However, this fusion did not introduce any performance increase compared to the image-based CNN model alone
(Appendix Fig. S15).

Fig. 4

(a) ROC and (b) PR curves
demonstrating the performance
of the models. Area under the
curves and 95% conﬁdence intervals in parentheses were
given based on a 5-fold cross
validation setting. Dashed lines
in ROC indicate the performance of a random classiﬁer
and in case of PR it indicates the
distributions of the labels of the
dataset (PFOA vs non-PFOA).

Discussion
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 the stages of tibiofemoral OA status (No OA: KL0 and KL1, Early
OA: KL2, Severe OA: KL3 and KL4)
 the WOMAC pain scores (Low pain: WOMAC pain score  25th
percentile, Moderate Pain: WOMAC pain score between 25th 
75th percentile, High pain: > 75th percentile).

In this study, we developed a deep learning method for the
assessment of radiographic patellofemoral OA status from knee
lateral view radiographs and assessed the ability of deep imaging
features to predict PFOA. The trained models were evaluated in
subject-wise stratiﬁed cross validation setting to assess its
robustness. The discriminative ability of the ﬁnal model was high
(AUC 0.958).
Given the high prevalence of PFOA2,3, there is a need to consider
also the patellofemoral joint in knee OA research and clinical settings. In the earlier literature, prediction models based on clinical
features and patient characteristics were studied for radiographic
PFOA9e12. They all have the same conclusion that conﬁdent diagnosis of radiographic PFOA is not possible with clinical signs and
patient characteristics alone, and thus, imaging is necessary to
conﬁrm diagnosis. From the experiments, we also found that the
diagnostic accuracy of such models were only modest. To the best
of our knowledge, this is the ﬁrst study to automatically detect
radiographic PFOA from imaging data. Therefore, we believe that it

Please cite this article as: Bayramoglu N et al., Automated detection of patellofemoral osteoarthritis from knee lateral view radiographs using
deep learning: data from the Multicenter Osteoarthritis Study (MOST), Osteoarthritis and Cartilage, https://doi.org/10.1016/j.joca.2021.06.011

6

N. Bayramoglu et al. / Osteoarthritis and Cartilage xxx (xxxx) xxx

adds a new tool for early OA diagnostics since the disease often
starts from the patellofemoral joint6e8.
To assess the potential bias of the trained CNN model, we stratiﬁed the data according to the stages of tibiofemoral OA (KL grade)
and pain level (WOMAC). ROC AUC values among different groups
were similar, whereas AP score increases with severe pain. This could
be an indication that there is an association of high pain and PFOA,
which has been reported previously37e39, and our CNN model captures some of the symptom-related features from the image data. It
is also notable that the combination of patient characteristics and
clinical features did not improve the CNN model's performance
further, and the feature importance analysis of the multi-modal
model (Appendix Fig. S13) showed that CNN's image-based predictions had the strongest impact onto the output.
Major limitation of this study is that we used the MOST (Multicenter Osteoarthritis study) data alone. It is well known that the
generalizability (ability to analyse external - unseen - data) of our
approach would have been better if had been able to utilized two
independent datasets for training and testing. Since PF joint has not
been studied much compared to TFOA, there is a lack of available
data sets that allow the evaluation of PFOA detection from lateral
(or skyline) view radiographs. In addition, it is not possible to
consistently image the PF joint space using either lateral or skyline
radiographs which hinders developing clear clinical guidelines for
the description of PFOA and, thus limiting the annotated data
availability. Therefore, we had to use the stratiﬁed cross-validation
setup with the MOST data. Another limitation of the study is model
explanations. While we are providing the ﬁrst results in automatic
radiographic PFOA prediction from imaging data, we did not provide a “understanding” to characterize the CNN model's “black box”
behavior. Despite the efforts like attention maps40, this post-hoc
visualization method does not explain the reasoning process of
how a network actually makes its decisions. Therefore, further
work is needed for interpreting a deep neural network model and
explaining its predictions in the context of PFOA. Lastly, we
acknowledge that the performance of the models may differ for
other deﬁnitions of PFOA.
In conclusion, this study demonstrated the ﬁrst results for
automatic detection of radiographic PFOA from knee lateral view
radiographs using deep learning. Our model had superior
discriminative ability over models using patient characteristics and
clinical assessments. As it was suggested in previous studies that
OA often starts in PF joint and only then extend to TF joint, our
model could be valuable when building prediction tools for early
TFOA, for surgical approaches, and for rehabilitative treatments.

Fig. S1
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Appendix
Brief overview of Convolutional Neural Networks (CNNs)
Convolutional Neural Networks (CNNs) are a speciﬁc type of
Neural Networks that was designed to work with image data efﬁciently. CNNs apply ﬁlters to an input to capture features related to
the context of a speciﬁc prediction problem. The main component of
a CNN architecture is the “convolution layer” that performs an
operation called a “convolution” (Appendix Fig. S1). Each convolution layer applies many different kernels (ﬁlters) that are twodimensional array of weights. Convolution is a dot product of a
kernel, and a patch of an image. Then the ﬁlter shifts by a stride, and
the process is repeated until the ﬁlter has swept across the entire
image. The output of this convolution is called feature map. The elements of the ﬁlter matrix are updated during the training. And then
the convolutions are passed through a nonlinear activation layer.

Basic structure of a convolutional neural network architecture.
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Additional convolutional layers can then be applied afterwards. Each
such layer increases the complexity and the representative power of
the model. And ﬁnally, fully connected layers are used at the end of
the network to output probabilities of class predictions.
In summary, CNNs captures both ﬁne-level high spatial-frequency details such as edges, lines, texture, corners, etc and
recognize more complex features as it gets deeper (as the number
of convolutional layer increases). We refer reader to41 and42 for
more information about deep neural networks.
Receiver Operation Characteristics (ROC) curves and PrecisionRecall (PR) curves for imbalanced classiﬁcation
In this section, we brieﬂy discuss the performance evaluation of
binary classiﬁers. Both Receiver Operation Characteristics (ROC)
Curves and Precision-Recall Curves summarize the performance of
a binary classiﬁcation model. However, ROC curves might be more
optimistic than the actual performance of the classiﬁer if the data is
highly imbalanced. We refer reader to34e36 for more detailed
analysis.

Fig. S2

Confusion matrix of a binary
classiﬁcation problem.

True Positive Rate (TPR)¼

True Positives
,
ðTrue PositivesþFalse NegativesÞ

False Positive Rate (FPR) ¼
Deﬁnitions
There are four possible outcomes of a binary classiﬁer: true
positive (tp), false positive (fp), false negative (fn), true negative
(tn) (Appendix Fig. S2).

Fig. S3

Precision ¼

Osteoarthritis
andCartilage

False Positives
ðFalse PositivesþTrue NegativesÞ

True Positives
,
ðTrue PositivesþFalse PositivesÞ

Recall¼ True Positive Rate¼ Sensitivity.

The Fig. Shows a toy data and the predictions of a classiﬁer.
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Accuracy ¼

Correctly Classified
Total Number of Samples

In ROC curves, the true positive rate (TPR) against the false
positive rate (FPR) are plotted. Whereas, Precision-Recall (PR)
curves are composed of the precision and the true positive rate.
Therefore, PR is more focused on the positive class. ROC curves and
PR curves can be plotted by changing the decision threshold of the
probabilistic classiﬁer. A discrete classiﬁer produces only a single
point in ROC and PR curve spaces.
When data is imbalanced (i.e. more negative samples than
positive samples), the ROC curve might not reﬂect the true performance of the classiﬁer as false positive rate increases more
slowly because of the large numbers of negatives.
Consider this severely imbalanced classiﬁcation problem with a
very few samples of the positive class in Appendix Fig. S3. A discrete
classiﬁer yielded 90% accuracy and a very low FPR (0.091) which indicates a very good model performance. However, precision (0.091)
shows that the classiﬁer is not able to distinguish negative and positive classes. It is biased towards predicting the majority (negative)
class. In some cases, two different models could have very similar ROC
curves but their Precision-Recall curves might differ substantially35.
Considering the medical studies that work mostly with imbalanced
datasets, in addition to ROC analysis, it is important to report PR
curves as well.
Stratiﬁed subject-wise K-fold cross validation
Subject-wise stratiﬁed 5-fold cross validation is a way of splitting entire dataset into training set and test set where each fold
represents the actual class distribution of the data. The class distribution is the ratio between the positive and negative samples.
Moreover, if the data from the left leg of a subject is put in the
training set then we also put the right leg data from the same
subject to the training set as well. This holds true also for test set
splitting. Similarly, follow-up data was handled similarly. In short,
in order to avoid information leakage, the data (imaging and/or
clinical) comes from a particular subject is either put in the training
or the test set (Appendix Fig. S4). At the same time, the distribution

Fig. S4

of positive and negative samples in each fold were kept similar ; i.e.
stratiﬁed (Appendix Fig. S5).
Independent models trained in the study
In this study, we trained following 5 models separately (Appendix Fig. S6):
1.
2.
3.
4.

Deep CNN Model
GBM Model 1: Age, Sex, BMI
GBM Model 2: Age, Sex, BMI, total WOMAC score
GBM Model 3: Age, Sex, BMI, total WOMAC score, tibiofemoral
OA stage (KL score)
5. GBM Combined Model : CNN predicitions þ Age, Sex, BMI, total
WOMAC score, tibiofemoral OA stage (KL score)
In the ﬁrst model, we trained our CNN model only on the imaging data. In training the reference Gradient Boosting Machine
(GBM) Models 1, 2, and 3, we used clinical data and patient characteristics (as listed above) without incorporating imaging data.
And ﬁnally, we trained a separate GBM model where we used both
clinical data and the predictions obtained from our CNN model.
CNN predictions were probabilities of PFOA.
Evaluation on the baseline visit of the MOST public use dataset
In order to observe the effect of repeated subjects in the dataset,
we made an additional evaluation of the models using only the data
from the baseline visit of the MOST public use dataset (Appendix
Fig. S7). At the baseline, of the 5507 knees, 953 had PFOA(17.3%).
We performed also evaluation of the models from the baseline
visit where each individual person is included once (Appendix Figs.
S8 and S9). We analysed left and right leg radiographs separately
from the baseline visit. There are 2757 right knee lateral X-rays, 513
had PFOA(18.6%) and 2750 left knee lateral X-rays, 440 had
PFOA(16%).
Confusion matrices for models from baseline data

Schematic representation of subject-wise splitting vs random record-wise splitting on a toy dataset.
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Fig. S5

Schematic representation of stratiﬁed 5-fold Cross Validation (CV) on a toy dataset.
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Fig. S6

Schematic representation of independent models trained and validated in this study to detect PFOA.
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Fig. S7

(a) ROC and (b) PR curves demonstrating the performance of the models for the data from the baseline visit
of the MOST public use dataset. Area under the curves and 95% conﬁdence intervals in parentheses were
given based on a 5-fold cross validation setting.
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Fig. S8

(a) ROC and (b) PR curves demonstrating the performance of the models for the data from the baseline visit
of the MOST public use dataset for right leg. Area under the curves and 95% conﬁdence intervals in parentheses were given based on a 5-fold cross validation setting.
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Fig. S9

(a) ROC and (b) PR curves demonstrating the performance of the models for the data from the baseline visit
of the MOST public use dataset for left leg. Area under the curves and 95% conﬁdence intervals in parentheses were given based on a 5-fold cross validation setting.
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Fig. S10

Confusion matrices of the models for the data from the baseline visit of the MOST public use dataset: a)
CNN, b) [Age, Sex, BMI], c) [Age, Sex, BMI, WOMAC], and d) [Age, Sex, BMI, WOMAC, KL].
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This ﬁgure demonstrates regions found by our patella ROI
detector. In (a) patella ROI
detected with a high conﬁdence
level (96%) in a challenging
sample, (b) both left and right
patella were visible where the
detector found both ROIs but
since we applied a minimum
threshold of 90% certainty, the
correct ROI was selected. Images were trimmed from the
sides for visibility reasons. Best
viewed on screen.
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Fig. S12

In (a) patella ROI was not
detected from this radiograph
(only 31 patella ROI out of
18467 knees were missed), (b)
non-patella
region
was
detected with a relatively low
conﬁdence, again certainty
threshold
provided
the
desired result. Images were
trimmed from the sides for
visibility reasons. Best viewed
on screen.
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Fig. S13

SHAP feature importance of (a) model 3 and (b) multi-modal model.
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(aec) ROC and (bed) Precision-Recall curves demonstrating the performance of the CNN model with
respect to the stages of tibiofemoral osteoarthritis based on (a-b) Kellgren-Lawrence (KL) grading (No OA :
KL0 and KL1, Early OA: KL2, Severe OA : KL3 and KL4 ) and (c-d) the total Western Ontario and McMaster
Universities Arthritis Index (WOMAC) Pain score (Low pain: WOMAC pain score  25th percentile, Moderate
Pain: WOMAC pain score between 25th  75th percentile, High pain: > 75th percentile).
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Fig. S15

(a) ROC and (b) Precision-Recall curves demonstrating the comparison of the deep convolutional neural
network (CNN) model with multi-modal method, based on deep CNN, patient characteristics and clinical
assessment and Gradient Boosting Machine (GBM) classiﬁer. The performance of the CNN model and the
multi-modal model (CNNþ age, sex, BMI, the total Western Ontario and McMaster Universities Arthritis
Index (WOMAC), Kellgren-Lawrence (KL) score was same.
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