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Abstract: Network slicing is a key enabler for providing new services to industry verticals. In order
to enable network slice provisioning, it is important to study the network slice type allocation for
different device types in a real industrial case. Furthermore, the costs of the required virtualization
infrastructure need to be analyzed for various cloud deployment scenarios. In this paper, a cost
model for the virtualization infrastructure needed for network slice provisioning is developed and
subsequently applied to a real smart factory. In the model, slice types and devices are mapped such
that each factory device is provisioned with one or more slice types, as required. The number of
devices to be supported per slice type is forecasted for 2021–2030, and the total costs of ownership,
costs per slice type, and costs for every slice type, for each device are calculated. The results are
analyzed for three cloud deployment scenarios: local, distributed, and centralized. The centralized
scenario was found to have the lowest cost. Moreover, sensitivity analysis is conducted by varying
the device growth, the number of factories, the level of isolation between network slices, and resource
overbooking. The resulting evaluation and cost breakdown can help stakeholders select a suitable
deployment scenario, gauge their investments, and exercise suitable pricing.

Keywords: 5G; industry verticals; smart factory; network slicing; cost model; virtualization infras-
tructure; network planning; cloud deployment

1. Introduction

Fifth generation mobile networks or 5G networks are a key enabler for industry
verticals that require fast, secure, ultra-reliable, and low-latency communications. Industry
verticals consist of diverse device types belonging to different use cases, which need to be
provisioned over specialized network slices. Network slicing in 5G is enabled by Network
Functions Virtualization (NFV) and Software-Defined Networking (SDN) to logically
isolate and provision required virtual network resources as end-to-end virtual network
slices. NFV decouples the network functions from their dedicated network equipment and
enables their operation as Virtual Network Functions (VNFs) on general-purpose server
hardware [1]. Furthermore, SDN enables instantiating the VNFs as service-specific function
chains. One of the main advantages of SDN in 5G comes from decoupling the User Plane
(UP) and Control Plane (CP) VNFs for independent scalability and management [2]. The
Control and User Plane Separation (CUPS) enables the separation and optimal placement
of the UP and CP VNFs, which can be centralized in one location or optimally distributed
to various locations, as required by the use cases [3]. Additionally, the UP and the CP can be
deployed locally, enabling lower latencies and local processing of sensitive data for critical
use cases such as manufacturing and public safety. Based on resource requirements derived

J. Sens. Actuator Netw. 2021, 10, 51. https://doi.org/10.3390/jsan10030051 https://www.mdpi.com/journal/jsan

https://www.mdpi.com/journal/jsan
https://www.mdpi.com
https://orcid.org/0000-0003-2919-3267
https://orcid.org/0000-0001-7312-2437
https://doi.org/10.3390/jsan10030051
https://doi.org/10.3390/jsan10030051
https://creativecommons.org/
https://creativecommons.org/licenses/by/4.0/
https://creativecommons.org/licenses/by/4.0/
https://doi.org/10.3390/jsan10030051
https://www.mdpi.com/journal/jsan
https://www.mdpi.com/article/10.3390/jsan10030051?type=check_update&version=1


J. Sens. Actuator Netw. 2021, 10, 51 2 of 20

from the necessary data rate, latency, reliability, availability, and number of connected
devices, use-case-specific slices can be provided to various industries.

Mobile Network Operators (MNOs) have traditionally relied on adding more capacity
and coverage to serve the increasing number of customers and have primarily served
wide-area communications with cellular networks. On the other hand, local area communi-
cations have been dependent on wired or wireless connectivity such as Wi-Fi. The fourth
industrial revolution is bringing together various industries through the integration of
cyber-physical systems, digitalization of assets, Internet of Things, and the virtualization
of networking devices over new communication technologies [4]. Local-area commu-
nications have become more critical as more industries are automating their processes,
thus requiring better connectivity, mobility, and reliability. With a growing number of
customers and varying connectivity requirements across different use cases such as en-
hanced Mobile Broadband (eMBB), Ultra-Reliable Low-Latency Communications (URLLC),
massive Internet of Things (mIoT), and Vehicle-to-anything (V2X) communications, it has
become increasingly important to move towards more reliable wireless connectivity. In
the beginning, 5G is rolled out as a non-standalone deployment, utilizing 5G New Radio
(NR) in the access network but still relying on the 4G Evolved Packet Core (EPC). Such a
non-standalone deployment offers the expected benefits in Radio Access Network (RAN),
but a full end-to-end 5G network slicing requires the next generation virtualized 5G core
network. A standalone 5G network provides significantly better performance in terms of
latency as compared to non-standalone 5G and legacy 4G networks [5]. Thus, for stake-
holders transitioning to a full end-to-end sliced 5G network, developing a cost model for
the virtualization infrastructure in order to be able to provide network slices is essential.

According to [6], the global network function virtualization market is expected to
grow at a Compound Annual Growth Rate (CAGR) of 20.7%, reaching USD 59.1 billion
in 2027. The global network slicing market is expected to reach USD 5.8 billion by 2025
and will be led by enterprise and industrial applications, followed by public safety [7]. The
total global value of the addressable 5G-enabled market for service providers is expected
to reach USD 700 billion in 2030 [8]. Such estimates point to the vast business potential to
be unlocked; however, the commercial and technical demand for network slicing can vary
for countries, industry verticals, and their use cases. Thus, the virtualization infrastructure
cost modeling needs to be adaptable to different scenarios.

The economic benefits of SDN and NFV in providing significant cost savings have
been widely studied [9–11]. Different data center topologies have been compared in [12],
and savings through virtualization in the Total Costs of Ownership (TCO) for different
data center architectures have been studied in [11]. Furthermore, different VNF placement
strategies in different data center architectures are studied for VNF service chains, with
four VNFs per chain [13]. However, the cost modeling for virtualization infrastructure has
not been studied, especially from a market-based approach that considers the perspectives
of slice customers and slice providers in provisioning the required one-to-one, one-to-
many, many-to-many, or many-to-one slice type allocation. Moreover, the demand for
slices is expected to evolve over time, and a demand forecast for the number of devices to
be supported per network slice must be conducted. Additionally, different deployment
scenarios for the virtualization infrastructure must be compared.

In this paper, a slice demand-based cost model is developed for the virtualization
infrastructure for slice provisioning, and the model is applied to a real smart factory as
a case study. The smart factory vertical with a multi-tenant, multi-use case ecosystem
requires the provisioning of use-case-specific network slices. The allocation of slice types
to customers’ device types in the model is accomplished for a smart factory, but the cost
model is scalable to other verticals as well. The model considers one-to-one, one-to-many,
many-to-many, or many-to-one slice type allocation between the slice customer and slice
provider, conducts a slice demand forecast over 2021–2030, and compares the costs of
three different deployment scenarios. Further sensitivity analysis is performed for the cost
model by varying the growth of devices, the number of factory customers, the level of
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isolation between the slices, and resource overbooking. The rest of the paper provides
the relevant background, followed by the developed cost model, case evaluation for a
smart factory accompanied with sensitivity analysis of key input parameters, and followed
by conclusions.

2. Background

The fifth generation mobile network is considered an innovative and disruptive
technology compared to existing communication technologies employed in industrial
networks [14]. The 5G Service-Based Architecture (SBA) is derived from the virtualiza-
tion and separation of network entities into network functions according to the services
they perform [3]. The CP and UP network functions can be separated for independent
deployment, scalability, and management [15]. The major network functions defined in
the 3GPP specifications include the User Plane Function (UPF), Access and Mobility Man-
agement Function (AMF), Session Management Function (SMF), Network Slice Selection
Function (NSSF), Policy and Charging Function (PCF), User Data Management Function
(UDM), and Authentication Server Function (AUSF) [3]. These VNFs can be deployed on
off-the-shelf server hardware, in centralized or distributed virtualization infrastructures,
and instantiated as service function chains forming the required network slices.

2.1. Network Slicing

The 5G wireless technology enables the provisioning of network slices for use-case-
specific connectivity requirements such as the required data rate, latency, reliability, avail-
ability, and number of devices to be supported. The NSSF is used to select network slices
based on the customer’s connectivity requirements. A slice type is identified using the
Single-Network Slice Selection Assistance Information (S-NSSAI) identifier consisting of an
8-bit Slice/Service Type (SST) for the type of service, and an optional 24-bit slice differen-
tiator to differentiate among slices of the same SST [16]. The 8-bit SST field gives room for
hundreds of different slice types and further differentiation through the slice differentiator.
Likewise, one user equipment can request an NSSAI consisting of 8 S-NSSAIs at the same
time. Thus, devices from different customers can be provisioned with the requested slice
types out of the standardized slice types, or by configuring the slice templates or defining
new slice types altogether [17]. As a result, slice allocation between devices and slice types
must follow one-to-one, one-to-many, many-to-many, or many-to-one relationships. For
the scope of this paper, only the standardized slice types are included in the cost model,
and no additional slices are defined. However, any number of slice types can be included
in the model.

Network slice provisioning can exercise different levels of isolation between the VNFs
of different slices. For example, two use cases—a and b—can be served over the same
physical infrastructure without logical isolation, where all VNFs are common; they can
also be served with partial/full logical isolation, where some/all VNFs can be dedicated
per slice. This is illustrated in Figure 1, where a separate VNF1 is used for each slice
for partial isolation, but VNF2 and VNF3 are shared between slices; in the case of full
isolation, each VNF is dedicated per slice. The level of isolation between VNFs can depend
on use-case-specific technical requirements, data security, and the required flexibility in
configuring and managing VNFs for each slice. Furthermore, the slices can consist of VNFs
deployed in different physical locations such as the UP VNFs being deployed locally or in
the edge cloud, while the CP VNFs can be deployed in an operator’s central cloud.

Different isolation options can be applied in the cost modeling. The dedicated/common
VNFs translate to dedicated/common VMs, which in turn translate into servers, racks,
cabling, switches, and the required software licenses, VNF licenses, electricity, cooling, and
maintenance cost allocations per slice.
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2.2. Virtualization Infrastructure

In this paper, virtualization infrastructure refers to the major cost components of a
data center required for the operation of the VNFs for slice provisioning by the virtualized
5G core network. The 3GPP release 16 includes enhancements for the RAN for higher
reliability as required by industrial use cases through the duplication of data packets and
the addition of corresponding redundant resources [18]. While the RAN and transport
dimensioning are not included in this paper, and the focus is limited to virtualization
infrastructure for the core network, a similar concept of redundant resources also typical in
the factory environment is applied to data center resources. The VNFs can be deployed
on different virtualization technologies such as Virtual Machines (VMs), containers, or
unikernels with the required network, storage, and computing capacities [1]. A VM is a
virtually simulated hardware with required capacities as well as a guest operating system,
running in isolation from other VMs in the same physical machine. VMs are a popular
approach for provisioning VNFs in the cloud and are suitable for long-running services. On
the other hand, containers do not have a guest operating system and allow the applications
to directly interact with the underlying system kernel, having faster startup times while still
being capable of isolated capacities. Unikernels provide the static linking of applications to
small library operating systems and provide similar isolation to that in VMs, but unikernels
are less flexible as a recompilation of the entire unikernel image is required for the addition
and removal of functionality [1,19]. Thus, different approaches and granularities can be
defined for the dimensioning of virtual resources and can be suitably applied in the cost
model. Additionally, different levels of isolation between the virtual resources can be
defined. For example, in the no-isolation approach, multiple VNFs can run on the same
virtual resources; in the partial-isolation approach, some VNFs run on dedicated resources,
while some run on shared virtual resources; finally, in the full-isolation approach, each
VNF runs on its own dedicated virtual resources.

In the cost model, a VM is selected as the virtual resource to be dimensioned. With
the increasing dependence on the cloud for networking services, new virtualization tech-
nologies and supporting business models are emerging. For example, microservices can be
used to create reusable and independently deployable cloud components and serverless
computing with function as a service platforms can then be utilized so that the application
developer does not need to maintain virtualization infrastructure, and the resources are
invoked only when required by the functions [19–21]. Several large cloud providers such
as Microsoft, Google, and Amazon can act as virtualization infrastructure providers and
offer such different options for virtualized resources and can also provide high scalability
and lower costs due to centralization [19]. The VNFs can be deployed in centralized or
distributed virtualization infrastructures that can be dedicated to one actor or may be
common for multiple actors. Edge clouds have generated sufficient interest to enable low
latency and the faster processing of data closer to customers [22]. Likewise, micro data
centers can be considered for local data processing in urban environments [23].

Various business actors need to strategize between centralized and distributed de-
ployments of virtualization infrastructure, considering technical constraints such as data
security, latency, and reliability as well as economic costs and benefits. The infrastructure
can be owned either by a single actor (network operator, virtualization infrastructure
provider, network slice provider, network slice customer) or by a neutral host in order
to enable sharing between different actors or even as a joint venture. Furthermore, the
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virtualization infrastructure can be centralized in an edge/central cloud, distributed to
different locations, or deployed locally inside each factory. The decision to centralize or
distribute the virtualization infrastructure affects the cost allocation between respective
business actors and is dependent on the use-case requirements and the business model for
network slice provisioning.

Typically, the data centers involve top-of-rack or access switches, aggregation switches,
and core switches. Various deployment architectures such as the two-tier tree, three-tier
tree, and fat tree can be suitable for designing the topology of the switches in the data center
as well as for different data center sizes [24]. However, in this paper, the scope in terms
of switches is limited to the top-of-rack/access switches, and different switch topologies
are not evaluated. The top-of-rack switches are assumed to connect the servers in the
racks to the rest of the network, and a redundancy of two switches per rack is typically
assumed. The servers are the main virtualized resource that host the VMs running the
VNFs, thus providing the network, computation, and storage resources required per slice
[10. The VNFs can be deployed in the central cloud in the factory, or the UP and CP can be
distributed between the factory and the central cloud [22,23]. The major cost components
for the virtualization infrastructure are discussed as cost input for the cost model later in
the paper.

2.3. Industrial Requirements for Network Slicing

Compared to previous generations, 5G provides higher data rates, better reliability,
lower latencies, and support for massive connectivity. Industry verticals such as man-
ufacturing, automotive, healthcare, public safety, and energy consist of many potential
slice customers. A smart factory includes multiple device types with use-case-dependent
technical and architectural requirements [25,26]. For example, an augmented reality device
requires high data rates and low latencies, while a traditional broadband device does not
have strict requirements for latency. Similarly, a logistics monitoring device requires low
data rates and does not have strict latency requirements; however, the network should
be able to support connectivity for a massive number of such devices. Furthermore, a
V2X device requires low latencies, and the network should be able to support a varying
density of devices depending on the amount of vehicular traffic. Moreover, the number of
connected devices has been increasing with the increase in the level of automation. The
different device types for different use cases can be provisioned with required slices and
managed accordingly over local and wide area networks [27]. The edge cloud must be
scalable for reliable service provisioning, and ad hoc networks can be deployed depending
on the latency constraints [28,29]. Deploying the virtualized core network functions locally
can significantly reduce the latencies; however, depending on the use cases, it is possible
to deploy resources up to a maximum geographic distance if it still satisfies the latency
requirements, as studied for the augmented reality use case in [30]. Thus, it is possible to
deploy the VNFs in a central, distributed, or local cloud, given that the latency requirements
can be satisfied.

The reliability and availability of the network are crucial to ensure uninterrupted
factory operations. Reliability in communications can be defined in terms of the maximum
amount of allowed packet loss in a given time, and availability as the time the connectivity
service should be available to the devices [25]. Regarding the smart factory under study,
the costs of the communication network make up a very small portion of the overall
factory expenses, and the communication network must be reliable as well as available in
order to enable uninterrupted communication services for factory processes. Redundant
networking and power equipment are employed to ensure high reliability and availability
for factory processes; for example, redundant switches, servers, and power backups are
utilized so that in the case of a failure, the redundant equipment can continue providing
the requested communication services. Additionally, different power areas are defined
to isolate power sources and backups. The security of the processes, generated data, and
trustworthiness for stakeholders are other crucial aspects in factories and are typically
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handled by deploying private networks or through logical isolation in order to safeguard
critical network infrastructures. Thus, network isolation through network slicing plays a
pivotal role, not just for allocating required network resources but also for maintaining the
reliability, latency, and security of factory processes.

3. Cost Model

The cost model is defined based on the required slice type allocation between the
slice customer and the provider. A network slice customer can be subscribed to single
or multiple network slice types. The various stakeholders involved in the network slice
provisioning, including customers, network slice providers, virtual network operators,
connectivity operators, and virtualization infrastructure providers, can exercise varying
levels of control to provision and manage network slices depending on the business models.
The VNFs to be implemented in a virtualization infrastructure need to be dimensioned
according to the resource requirements per slice type and the number of customer devices
per slice type. The cost model is developed based on the slice allocation to be performed
per device type for each slice customer; subsequently, based on the forecasted demand, the
required virtualization infrastructure costs are calculated.

3.1. Slice Type Allocation

Multiple slice customers are assumed to exist in the market. In the cost model, a slice
customer is assumed to have different device types. Slice type allocation must be managed
between a slice customer and a slice provider through a slice orchestration platform and
should be modified as required. A slice provider needs to allocate the required slice type
per device, for each customer, as depicted in Figure 2. The devices and slices can thus have
many-to-one, one-to-many, one-to-one, and many-to-many relationships. Therefore, the
total number of devices for each device type that needs to be provisioned with a particular
slice type(s) dictate the demand for that slice type(s).
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3.2. Cost Model

Based on the allocated slice types, the further steps required to calculate the costs of the
virtual infrastructure are depicted in Figure 3. The demand for a slice type is determined
based on the devices from all customers requiring that specific slice type. While some
VNFs can be dedicated to each slice type, some VNFs can be common for different slice
types. A typical off-the-shelf server is assumed to have a given amount of cores, RAM,
storage, and networking capacity, which can be separated into VMs. The VMs can be of
different sizes based on the number of cores and their corresponding capacities.

Based on the slice customer’s device growth, a ‘Device forecast’ is estimated for the
time period under study. Device forecasts can be obtained from industry vertical customers’
expectations and by following trends in the telecom market. Based on the ‘Device forecast’
and the allocated slices, the ‘Slice type forecast’ depicting the demand for network slices is
calculated. In the forecast, the slice size is defined as the number of devices to be supported
annually. The ‘Slice types’ are designed by the slice provider in terms of the virtualized
resource requirements per slice type, for each device. The defined ‘Slice types’ along with
the ‘Slice type forecast’ are used to calculate the total virtualized ‘Resource requirements’
for each slice type. The ‘Resource requirements’ are then used for ‘VM dimensioning’, thus
converting the slice provider’s slice type input into the number of VMs required for each
slice type. The ‘VM dimensioning’ and the server capacity help estimate the ‘Number of
servers’ required. Any required amount of redundancy can be assumed for the servers
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per slice type in order to calculate the final ‘Number of servers’, which helps estimate the
supporting racks and cabling, and switches.
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Furthermore, the following assumptions are made:

• The VMs are assumed to support a maximum throughput for UP traffic and a maxi-
mum number of devices for CP traffic;

• Each VM serves only one VNF, while one VNF might require more than one VM based
on capacity demand;

• When a slice requires a dedicated VNF, the VM(s) associated to the VNF are dedicated
to that slice. On the other hand, for the common VNFs belonging to multiple slices,
the associated VM(s) are common for those multiple slices.

In this manner, the VM requirements can be normalized per device for each VNF of
each slice type, and then scaled according to the forecasted number of devices each year
over 2021–2030. The number of VMs are calculated based on total resource requirements
for each CP/UP VNF and the supported CP/UP VM capacity as follows:

Number of VMs per VNF = Ceil
(

Total resource req. per VNF
VM capacity

)
(1)

The number of UP and CP VMs are then converted to the number of required servers,
depending on the deployment scenario. Three deployment scenarios are considered, and
the number of servers is calculated as follows:

In scenario A, only one virtualization infrastructure is deployed in a central cloud or
in an edge cloud, with a strategic location for both UP and CP VNFs from which network
slices could be served to multiple factories.

Number of servers (A)

= Ceil
(

No. of UP VMs
Server VM capacity

)
+ Ceil

(
No. of CP VMs

Server VM capacity

)
+ Ceil

(
No. of common CP VMs

Server VM capacity

) (2)
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In scenario B, each factory deploys its own virtualization infrastructure for UP VNFs,
while the CP VNFs for all factories are deployed in a central cloud or in an edge cloud.

Number of servers (B)
= No. of factories×

(
Ceil

(
No. of UP VMs per factory

Server VM capacity

)
) + Ceil

(
No. of CP VMs

Server VM capacity

)
+Ceil

(
No. of common CP VMs

Server VM capacity

) (3)

In scenario C, each factory deploys its own virtualization infrastructure for both UP
and CP VNFs, which is open to service providers and MNOs to run their VNFs from in
order to serve the factory.

Number of servers (C)
= Num. of factories
×
(

Ceil
(

No. of UP VMs per factory
Server VM capacity

)
+ Ceil

(
No. of CP VMs per factory

Server VM capacity

)
+Ceil

(
No. of common CP VMs per factory

Server VM capacity

)
)

(4)

After calculating the number of servers, the supporting equipment—racks, cabling,
and switches along with the software, VNF licenses, energy, cooling, and maintenance can
also be calculated as described next.

3.3. Cost Components in a Cloud

The major cost components in a cloud are described below and their average costs
available in literature are summarized in Table 1. The Capital Expenditure (CAPEX) and
Operational Expenditure (OPEX) contributions of each component are described further.

Table 1. Cost Inputs.

Variable Cost Item Cost Source

Number of Servers, Ns Server, CS EUR 10,000 [31]
Number of Racks, NR Racks and cabling, CR EUR 20,000 [31]

Number of Switches, NSW Switch, CSW EUR 10,000 [31]
- Power per server, PS 400 W [31]
- Power per switch, PSW 400 W [31]
- Electricity price, E 0.1 euro/kWh [32]
- Software license per server, CSL 1300 EUR/year [31]

Number of VNF licenses, NVNF VNF license, CVNF 85 EUR/year 100 USD/year [33]
- Maintenance, CM 10% of CAPEX Assumption

3.3.1. Servers, Switches, Racks, and Cabling

Servers are assumed to have a lifecycle of five years, thus needing renewal every
five years [34]. In the model, the server investments are made based on the forecasted
demand. Since server investments are assumed to be made every five years, the total
number of servers required to meet the demand of 2025 are bought in 2021, then the total
number of servers required to meet the demand of 2030 are bought in 2025. While the
computing capacity improves over generations of servers, for simplicity, it is assumed that
that servers with the same capacity are bought at inflation-adjusted prices. The average
costs of servers, racks and cabling as well as switches (including installation costs) in a
telecom operator’s cloud are based on [32]. Switches are assumed to have a lifecycle of five
years, the same as that of servers, while the CAPEX is calculated in the same manner as
the servers. Top-of-rack switches are assumed, thus requiring a minimum of one switch
per rack. For redundancy, two switches are assumed per rack, and both contribute to the
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annual OPEX. A rack housing 12 servers is used for calculation, and the racks and cabling
are assumed not to need renewal within the scope of ten years.

No. of Racks, NR = Ceil
(

NS
12

)
(5)

No. of Switches, NSW = 2 × NR (6)

Furthermore, software licenses are assumed per server and VNF licenses are assumed
per VNF. The power consumption, maintenance, and software/VNF licenses contribute
to the server OPEX. The redundancy for servers is determined according to the slice
requirements; different redundancies can be applied during calculation per slice type.

3.3.2. Energy and Cooling

The OPEX also includes the power utilized by servers and switches as well as the
power utilized to cool the heat generated by the servers and switches. For this purpose, a
power usage efficiency (PUE) of 1.8 is utilized as in [34].

Annual Electricity & Cooling = PUE × E × 24 × 365 × (NS × PS + NSW × PSW) (7)

This helps estimate the power consumed by the equipment as well as the power
required for cooling and the contribution to the annual OPEX. Electricity prices for medium
scale industry customers have stayed roughly steady in Finland over the past decade, and
a fixed price of 0.1 EUR/kWh is used [32].

3.3.3. Software and VNF licenses

Software licenses are assumed to contribute to annual OPEX and are directly de-
pendent on total servers installed at any time [32]. Fixed operational costs per VNF are
assumed and depend on the total VNFs installed; VNF license costs are based on [33]. For
example, if a VNF license cost is x EUR/year, and the deployment scenario requires four
VNFs, then the total annual VNF license costs are 4x EUR/year.

Annual Software costs = CSL × NS (8)

Annual VNF license costs = CVNF × NVNF (9)

Apart from the major cost components of a data center described above, slice pro-
visioning will require operational costs arising from personnel management costs and
the orchestration of slices. The level of automation in management and orchestration
is expected to increase, thus requiring less personnel costs in the future. These person-
nel costs are not included in the modeling as the focus is limited to the virtualization
infrastructure costs.

The costs of the virtualization infrastructure are then calculated as follows:

CAPEX = CS × NS + CSW × NSW + CR × NR (10)

OPEX = CSL × NS + CVNF × NVNF + PUE × E × 24 × 365
×(NS × PS + NSW × PSW) + CM

(11)

TCO = CAPEX + OPEX (12)

The above calculations are performed for each slice type and each deployment scenario,
and a TCO breakdown is also provided in terms of costs per slice type and costs per slice
type for each device. Furthermore, a sensitivity analysis is performed by varying the device
growth over the study period and scaling the number of slice customers, thus making the
model applicable to different industry verticals, use cases, and scenarios. The developed
cost model is applied to the subsequent smart factory case.



J. Sens. Actuator Netw. 2021, 10, 51 10 of 20

4. Results and Discussion

An existing smart factory is selected as the case study for the evaluation of the virtual-
ization infrastructure costs required for network slices, using the developed cost model.

4.1. Slice Type Allocation and Forecasting

The factory is treated as the slice customer, with a list of device types; slice type
allocation is performed for each device type, as presented in Table 2. Four standardized
slice types are considered: eMBB, URLLC, mIoT, and V2X [3].

Table 2. Slice Type Allocation for the Smart Factory case.

Device Type eMBB mIoT URLLC V2X

Production testers - x x -

Surface mount technology machines - x x -

Programmable logic controller machines - x x -

IoT devices, sensors - x - -

Computers x - - -

Mobile robots x x x x

Handheld devices x - x -

Network cameras x - x -

Office printers x - - -

Telepresence (AR/VR) x - x -

Wide-area logistics vehicles - x - x

The growth of devices is subsequently estimated in the period between 2021 and 2030,
with a CAGR of 6% for a specified list of devices based on inputs from a real electronics
assembly factory, while the growth of IoT devices is expected to be higher than the rest of
the devices. Thus, for IoT devices, a higher growth rate of 10% is assumed for the selected
time period [35]. The calculations are made for ten of such factories. The resulting device
forecast is presented in Table 3.

Table 3. Devices forecast (2021–2030) for ten factories with a 6% CAGR (with 10% CAGR for IoT devices).

Device Type 2021 2022 2023 2024 2025 2026 2027 2028 2029 2030

Production testers 2120 2247 2382 2525 2676 2837 3007 3188 3379 3582

Surface mount
technology machines 636 674 715 757 803 851 902 956 1014 1075

Programmable logic
controller machines 106 112 119 126 134 142 150 159 169 179

IoT devices, sensors 3300 3630 3993 4392 4832 5315 5846 6431 7074 7781

Computers 3180 3371 3573 3787 4015 4256 4511 4782 5068 5373

Mobile robots 32 34 36 38 40 43 45 48 51 54

Handheld devices 424 449 476 505 535 567 601 638 676 716

Network cameras 106 112 119 126 134 142 150 159 169 179

Office printers 424 449 476 505 535 567 601 638 676 716

Telepresence (AR/VR) 21 22 24 25 27 28 30 32 34 36

Wide-area logistics vehicles 53 56 60 63 67 71 75 80 84 90

The device growth forecast and the slice allocation tables are used to estimate the slice
size forecast, which is the number of devices to be supported by a slice type annually, as
shown in Figure 4.
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4.2. Dimensioning

The different slice types have different hardware requirements from the virtualization
infrastructure. The slice type requirements can be presented in terms of the number of
VMs required by a VNF for the UP and the CP. The smart factory vertical requires high
availability and a guaranteed level of service; thus, a worst-case scenario with all services
running all the time is considered. Alternatively, some other scenarios are also possible
when not all services are running all the time, allowing the overbooking of resources, as
studied in the sensitivity analysis section. Different configurations for VMs and servers
can be used in the model, and for evaluation purposes—up to eight VMs the size of two
cores, with a 16 GB RAM, 500 GB storage, and 10 Gbps throughput capacity are assumed
to be running on a server with 16 cores, 128 GB RAM, 4000 GB storage, and 80 Gbps
throughput capacity. The UP requirements are based on the traffic model for industrial use
cases described in [36], which utilizes 3GPP requirements [25]. These requirements are then
divided by the throughput capacity of a VM. For the CP requirements, it is assumed that
10,000 devices can be supported per server core (20,000 devices are supported per VM for
any CP VNF). It should be noted that the requirements are only representative examples
and real input values as well as costs will be case-dependent and will vary per customer
segment and from provider to provider. It can also be assumed that resource requirements
per device type or slice type are known to operators and slice providers, as they apply such
information to build their service portfolios. The assumed input VM requirements for UP
and CP are listed in Table 4.

Table 4. Input VM requirements for UP and CP VNFs, per device and for different slice types.

Number of VMs per Device UP CP

eMBB 8 × 10−4 5 × 10−5

mIoT 10−5 5 × 10−5

URLLC 9.6 × 10−4 5 × 10−5

V2X 9.6 × 10−4 5 × 10−5

A partial isolation case is first considered, where some VNFs are dedicated to each
slice type and some VNFs are common between slice types. For evaluation, the UPF and
the CP functions of SMF and AMF are assumed to be dedicated functions, while other CP
functions such as NSSF, PCF, UDM, and AUSF are assumed to be common to multiple
slices. The VMs for a dedicated VNF and for a common VNF are then calculated. With
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regard to sensitivity, full and no isolation cases that encompass all the possible distributions
of VNFs per slice are also considered later in the sensitivity analysis section.

The calculated number of VMs for UPFs, dedicated CP VNFs, and common CP VNFs
is shown in Figures 5–7 respectively. The number of common CP VNFs is depicted with a
black line measured along the secondary y-axis on the right, while the percentage of this
common dimensioning for different slice types is shown using the primary y-axis. Due to a
small annual growth rate of 6% and only ten-slice customer factories, the VMs required
do not increase dramatically. However, the sensitivity analysis for different growth rates
and the number of factories will be performed later in the paper. After calculating the total
VMs per slice, the total servers per slice are calculated.
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4.3. Cost Calculation and Breakdown

Different redundancies can be assumed per slice type to calculate the number of
servers required for the VNFs. A redundancy of one means there are no redundant
components and that the minimum number of required components are deployed, while a
redundancy of two means two components are deployed with one being redundant and so
on. In this evaluation, a redundancy of one is assumed for eMBB and mIoT, while two is
assumed for URLLC, V2X, and any other VNFs when deployed on common servers for
different slice types.

When calculating the number of servers based on required VMs, the required number
of servers differ for the deployment scenario, as described in the cost model. The same
server size and costs are utilized for all deployments for direct comparison. The additional
infrastructure components such as required racks are based on the number of servers in
each deployment type, and the number of switches is calculated as two per rack. Hence,
the total CAPEX (racks, servers, switches), OPEX (maintenance, electricity for servers,
switches, and electricity for cooling), and the TCO can be calculated.

The costs are compared for the three scenarios, as shown in Figure 8. Scenario A (0.9 M)
is significantly cheaper, followed by B (4.8 M), while C (9.6 M) is the most expensive in terms
of TCO. While the scenarios differ significantly in total costs, the ratio of cost contributors
in each of the scenarios is similar; the CAPEX consists of roughly 70% servers, followed by
20% switches, and 10% racks and cabling; the OPEX consists of roughly 42% maintenance,
37% Software and VNF licenses, and 21% electricity and cooling. This is because the servers
and the supporting equipment are proportional to the number of customer devices, which
in turn grow at the same rate in each scenario. Thus, the number of servers and supporting
equipment required by the different deployment scenarios is different, but the ratio of their
contribution to overall costs is similar. The breakdown enables different stakeholders to
understand the contribution ratio of different components to overall costs. Furthermore, a
comparison between the costs per slice type and the cost per slice type, per device type, for
each scenario is also presented, as shown in Figures 9 and 10. Scenario A is the lowest cost
deployment scenario, with all resources for multiple factory customers centralized in one
cloud. Scenario B is next due to the distribution of UP resources to the factories with less
centralization. Scenario C has the highest costs due to the absence of centralization and
sharing of resources between the factories.
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In each of the scenarios, the cost per slice type as well as per slice type, for each
device can help stakeholders identify their respective investment requirements in the
virtualization infrastructure and also help structure the fees from slice customers, which in
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turn affect future revenues. Since the VMs are not shared between the VNFs of different
slices, and if a slice requires high performance and redundant equipment for high reliability
but still consists of a very low number of devices such as the V2X slice, the TCO per slice
type, for each device type will be significantly higher than that for other slices, with a
higher number of devices, as can be seen in Figure 9. In the case of a very low number of
devices, it is preferable to centralize the resources required by multiple slice customers in
the same cloud, as in scenario A, in order to minimize costs, given that the performance
requirements can still be met. The results show that scale benefits through centralization
enable lower costs for scenario A, and the lack of scale benefits in scenario C leads to higher
costs. The MNOs, slice providers, virtualization infrastructure providers, or a joint venture
between multiple stakeholders and factories can be responsible for the TCO in scenario A
and the CP-related infrastructure in scenario B. The factories themselves are most suitable
for the TCO in scenario C and the UP part in scenario B. Alternatively, the UP part in
scenario B can be deployed by an MNO, a slice provider of virtualization infrastructure
in an edge cloud strategically located near the factory premises. The cost allocation in
scenario A and B can be based on the business model exercised. For example, if a slice
provider provides services to a factory by using a virtualization infrastructure deployed
by the MNO, then the slice provider charges the factory for the services provided, and the
MNO charges the slice provider for the resources used. Alternatively, a large virtualization
infrastructure provider can be responsible for the owning and operating the data centers,
and offer different options as a service to MNOs, slice providers, factories, and application
developers through infrastructure as well as function as a service model.

Additionally, the costs can change significantly based on the number of devices,
factories, and the device growth. Likewise, there can be significant differences arising
from physical location costs; a fully centralized scenario requires one large data center
for multiple factories, while a fully local scenario requires smaller data centers in each
factory. A fully centralized deployment can offer higher scalability for a larger customer
base with significant cost savings. A fully local scenario is expensive but can offer better
latency and reliability. Cost savings and technical benefits can be optimized by selecting
the optimum deployment scenario for each case. The results above are calculated for one
specified scenario of input requirements per slice type and can change for different inputs
as dictated by each case. Furthermore, there can be a different level of isolation instead of
the partial isolation assumed in the calculation when some VNFs are dedicated to each slice,
while some are common between slices. These uncertainties are tackled in the following
sensitivity analysis.

4.4. Sensitivity Analysis

The sensitivity analysis in cost modeling needs to account for uncertainties and various
extreme scenarios. The inputs for the cost model should be varied from case to case. Firstly,
the CAGR and number of factory customers are varied, and the cost savings for each
of the three scenarios are compared. The calculations are performed with the growth
scenarios ranging from 6% to 40%, and the number of different factories ranging from 2 to
500. Secondly, the cost of isolation is estimated for extreme cases of full isolation and no
isolation between the computing resources.

4.4.1. Cost Savings

When the cost savings are calculated for different growth scenarios (6%, 10%, 20%,
30%, and 40%) vs. different number of factories (2, 10, 100, and 500), deployment scenarios
A (all in the central cloud) and B (UP in the factory and CP in the central cloud) show
significantly lower costs as compared to scenario C (all in factory). The lower costs are
attributed to the scale benefits of centralization vs. the full distribution of the major cost
components. Furthermore, the scale benefits and relative cost benefits are studied by
varying the CAGR for different scenarios of device growth and for the different number of
factories, as shown in Figure 11.
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With a single factory as the slice customer in the market, scenario A and C cost the
same and both are lower than scenario B; however, in all other cases, when there is more
than one factory, scenario C is the most expensive and scenario A is the least expensive.
Figure 10 shows that a percentage of the cost savings relative to scenario C continues to
increase with an increase in the number of factory slice customers, indicating that the
higher the number of slice customers, the higher the cost savings through scenario A and
B. However, for a given number of factories, lower cost savings are possible as the CAGR
increases. This is due to the fact that a large factory will have less to gain in terms of cost
savings in comparison to a small factory, again highlighting scale benefits. Furthermore,
it should be noted that the absolute costs within each scenario are expected to grow with
a higher number of factories; the percentage of cost savings relative to scenario C have a
weaker trend.

Additionally, scale benefits can be achieved through volume discounts for larger
volume purchases. However, some strategic uncertainties exist such as the complexity of
human costs and automation levels, which can vary based on the stakeholders involved in
the ecosystem. A factory might have more expertise in managing their industrial processes
rather than managing the networking infrastructure, while slice providers and network op-
erators are expected to be better suited for network management tasks. However, network
slice management for the request and configuration of the slices can be customer-managed,
slice provider-managed, or network operator-managed, depending on the business mod-
els. The sensitivity analysis above shows that the model is applicable to different market
scenarios with different device growth, customer size, and number of customers.

4.4.2. Cost of Isolation

The difference between the cost of full isolation and that of no isolation of computing
resources between the different slice types is calculated to find the cost of isolation in
each deployment scenario. All VNFs are assumed to be dedicated to all slice types in
the full-isolation case, while all VNFs are assumed to be common for all slice types in
the no isolation case. Thus, the full and no isolation cases imply no and full sharing of
infrastructure, respectively. The results are evaluated again with the same input scenario
of 10 factories, the given device types, and 6% CAGR (10% for IoT devices) over the
time period, as in chapter 4, but with no additional redundancy per slice types for direct
comparison between deployment scenarios A, B, and C. The TCOs obtained for the three
scenarios with full and no isolation cases are listed in Table 5.
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Table 5. Cost of isolation.

TCO and Cost of Isolation
(M Euros)

Scenario A (All in
Central Cloud)

Scenario B (UP in Factory
and CP in Central Cloud) Scenario C (All in Factory)

TCO with full isolation 0.75 4.73 7.57
TCO with no isolation 0.36 1.98 2.79

Cost of isolation 0.39 2.75 4.78

The cost of isolation for the three scenarios are approximately EUR 0.39, 2.75, and
4.78 M for scenarios A, B, and C, respectively. The cost of isolation is the lowest when
all virtualization infrastructure is in the central cloud, while it is the highest when all
virtualization infrastructure is in each factory. The high cost of isolation in deployment
scenario C also explains the high costs per slice type for each device type. Furthermore,
scenario A can offer higher flexibility and scalability for supporting new and increasing
number of services. Thus, involved stakeholders can achieve significant cost savings with
higher flexibility and scalability through centralization. However, a local virtualization
infrastructure can be preferred for reasons such as trust and security, lower end-to-end
latencies, and reliability as well as considering the fact that a communication network
might not comprise a huge portion of the overall expenses of a large factory’s processes.

4.4.3. Resource Overbooking

The case factory requires high availability for all services; thus, the costs were calcu-
lated using the worst-case scenario in which all services are active all the time. However,
when services are not used continuously, some VM consolidation can be applied by over-
booking the resources. Overbooking implies that less resources are needed compared to the
worst-case scenario, while still maintaining the Service Level Agreement (SLA) for every
service, as the services are not active all the time [37,38]. For example, if the server supports
eight VMs, but the requested number of VMs are not active all the time, then more than
eight VMs can be supported per server. Thus, the number of servers and the supporting
infrastructure to be dimensioned can be fewer than in a worst-case scenario. However, the
statistical analysis of the required number of VMs is complicated and depends on service
availability requirements and the statistical properties of service demand. If the services are
needed only occasionally, a high overbooking can be applied. On the other hand, if services
are active more often, then low overbooking can be applied. For the sensitivity analysis, the
original input scenario from chapter four is utilized, and the TCO with different average
overbooking ratios for each deployment scenario is calculated, as shown in Figure 12.
Here, an overbooking ratio of one means no overbooking is applied, while a smaller value
indicates a higher overbooking ratio. Significant cost savings can be achieved in each of the
deployment scenarios with resource overbooking. A higher overbooking is suitable and
may provide significant cost savings if less services are active at the same time. The risk of
overbooking is that if the actual service demand is underestimated, the quality of service
(for example, waiting times and available throughputs) would deteriorate, resulting in SLA
violation. Thus, overbooking is a reasonable approach when there is sufficient information
about service demand based on measurements made in a real environment, making sure
that the SLAs are not violated.
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5. Conclusions

A cost model is developed for virtualization infrastructure for the next-generation
virtualized 5G core based on network slice demand and is applied to a smart factory as
a case study. The costs for different deployment scenarios are analyzed, with the highest
cost savings in a fully centralized scenario, followed by a distributed scenario with a
local user plane and a centralized control plane, followed by the most expensive fully
local scenario. Cost savings increase with the number of factories and the growth of the
number of devices. A large factory with a large number of devices has less to gain in
terms of relative cost savings than a small factory by centralizing resources in a service
provider’s central cloud and thus might prefer a fully local deployment, enjoying scale
benefits of its own. While a specified smart factory case is evaluated, a sensitivity analysis
is performed by varying the expected growth of devices and the number of slice customers
to be provisioned. Additionally, the difference between full-isolation and no-isolation
cases is evaluated for the above scenarios, clearly depicting each scenario’s different cost of
isolation. The results indicate that the model can be applied to different markets, customer
sizes, number of customers, and deployment scenarios. Furthermore, the cost breakdown
in terms of cost for every slice type and per device offers insights for stakeholders about
the required investments for every slice type and device. While a large factory can prefer a
completely isolated local network for its reliability instead of cost savings, a large network
operator or slice provider serving multiple factories should still consider cost savings as an
important driver.
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