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A B S T R A C T

Sensor devices are becoming omnipresent, supplying data to a wide range of applications. In the building
sector, sensors along with other information sources provide the basis for smart building functionalities.
Predicting energy loads and inferring occupancy status of spaces are important tasks that promote energy
efficiency and user comfort in buildings. For them, as for many other smart building applications, machine
learning modelling utilizing sensor data is commonly applied. This article builds understanding of the
environment where this kind of machine learning models have to operate by bringing up properties and quality
aspects of the public building data provided by indoor sensor devices. This is done by performing a thorough
case study on two real life data sets from university campus buildings located in different climates and applying
very different sensor network settings. Outcomes include information about heterogeneity, correlations and
temporal patterns present in sensor data, and show the need of the building field for better acknowledging the
quality deficiencies that sensor data have. Our results aid in assessing and improving the quality of sensor-based
indoor data utilized in machine learning modelling, in evaluating whether a data set is representative enough
to build a model that is robust under changing conditions in the building, and in choosing an appropriate
number of sensors per space when building an indoor wireless sensor network.
1. Introduction

In the past years, technology has been steadily reaching towards a
smart world, where the multitude of sensors and actuators accompanied
with low cost computational processing have made real-time intelligent
applications feasible [1–3]. Sensors provide data for a wide range of
applications in fields such as building and home automation, mobile
devices, traffic, industrial plants, and healthcare [4]. Benefits of these
applications are enjoyed by the society as well as individuals. In the
building field, the spectrum of applications that have use for sensor
data is wide [5], and in many of these applications, machine learning
(ML) is used in order to achieve satisfying performance. Among such
tasks are the important cases of energy load prediction and inferring
occupancy status of spaces. Thus, the integration of sensor data and ML
contributes to achieving energy efficiency [6] as well as user comfort
and satisfaction, which along with longevity are the definitive features
of a smart building [7].

However, turning the vast flow of data into useful information is
a challenging task in general [4], and the well-known deficiencies of
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sensor data further complicate it. Moreover, the inherent imprecision of
measurements, hardware malfunctions, problems in transmission, and
the dynamic nature of observed phenomena are challenges that often
lead to raw sensor data being noisy, incomplete, and including faulty
measures of various kinds [3,8]. Providing ML models with such data
may deteriorate the capability of intelligent applications [4], which in
turn can have social and economic impacts or even cause safety issues
in case the model controls actuators [4,9].

While research on data-based modelling is vigorous in the building
field, very little study is committed to addressing the forementioned
challenges. Aspects of model development, such as different model
architectures or feature engineering, are common research topics, and
various methods utilizing both shallow and deep learning have been
studied. [10–13]. However, understanding the environments and condi-
tions in which the models have to operate, and the nature and quality of
the sensor data gathered therein, are generally overlooked subjects [14,
15]. It is also common in research papers in the building field to
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insufficiently report properties and quality aspects of the utilized data
sets, as well as preprocessing steps taken.

We claim that better understanding and accounting for properties
and quality aspects of the indoor building sensor data would have many
benefits: it would promote development of more robust ML models,
allow proper evaluation of model performance by taking in account
the nature of the use case, aid in choosing a proper type and amount
of sensor devices when building an indoor sensor network, and provide
simple and efficient ways of improving data quality with the help of
peer sensors.

The purpose of this paper is to describe properties and quality
of sensor data collected in public buildings, from the aspect of data-
based modelling. This way we spotlight the described gap in the field
of research and initiate filling it. We utilize two large real life data
sets acquired from university campus buildings with very different
settings. The size of the data sets allows analysis of both indoor ambient
data and electricity consumption data throughout the whole year, as
well as comparison of conditions between a full occupied year and
an unoccupied one, as caused by the COVID-19 pandemic. The data
sets also enable detailed inspection of spatio-temporal properties of
indoor ambient sensor WSN data. To our knowledge, no earlier work
has shared analysis results based on an equally comprehensive set of
indoor data.

The studied properties of data are its periodicity, heterogeneity,
temporal and spatial correlations, and interconnections between vari-
ables. Studied data quality aspects include missing data, outliers, and
sampling rate. Furthermore, we demonstrate possibilities of exploiting
peer sensors for improving data quality, and inspect the effect that the
presence or absence of occupants has on different parameters collected
from the building. We answer the following research questions:

• What kind of properties do data of public buildings have with
respect to periodicity, spatial and temporal correlations and rela-
tionship between different data sources?

• When utilizing public building data for modelling, which proper-
ties and quality aspects of the data are important to consider?

The structure of the rest of this paper is as follows: Section 2 holds
view to related literature, Section 3 gives a theoretical background

or the topics considered in the study and Section 4 introduces the
tilized data sets. In Section 5 important properties of building data
re studied, and Section 6 concentrates in data quality related aspects.
n Section 7 we discuss the results of the study and their implications
or ML modelling.

. Literature review

Collection and utilization of sensor data in buildings is considered
rom a wide perspective in [16,17]. In [16], a review of smart building
ensing systems is performed, choices of sensor type for promoting
ifferent objectives are analysed, and steps required to turn the raw
ata into useful information and actions are discussed. A classification
or dimensions of building monitoring campaign is introduced in [17]
o help setting up data collection in building environment. The con-
ucted review of earlier studies shows that the preprocessing related
imensions of outlier detection and missing value imputation were
mong dimensions that were most rarely accounted for.

General work on sensor data quality can be found in [18,19],
hich both describe the challenges of sensor data quality and suggest
classification for its dimensions. In [18] a system is presented that

utomatically controls the quality of WSN data by applying suggested
lgorithms per each defined quality element. In [19], sensor data qual-
ty is considered in streaming environments specifically, methods are
uggested for evaluating data quality dimensions per a time window,
nd mathematical reasoning is provided to support the methods.

In [20], properties and quality of a data set acquired through a WSN
2

f indoor ambient sensors at Berkeley Lab are studied. In this work,
as in ours, sampling rates, missing values, outliers, patterns, clusters,
and correlations in the data set are studied. However, this study is less
thorough than ours and only includes data from a single site and from
less than two months.

Examples of research where sensor data is used as input for ML
based electricity load prediction of a building or its subsystem can be
found in [21–23]. In [21], the performance of HVAC electricity load
prediction model is improved by utilizing Monte-Carlo simulation to
deal with uncertainty in the sensor data. In [22], case-based reasoning
and artificial neural network are compared for predicting electricity
consumption of a building for prediction horizons from one to six hours.
In [23], multilayer perceptron, multiple linear regression and support
vector machine are applied for electricity consumption forecasting
using different sets of input features, and the utility of input features for
each model is evaluated, as well as their intelligibility and computation
time required.

Review in [12] considers 40 papers in which ML is applied for
building energy consumption estimation, concluding to acknowledge
the strengthening role of data-based models for the task. Basic proper-
ties of data sets and input features used in each study are tabled, and
the results show that it is not uncommon to utilize a data set that is too
small to cover different seasons or occupancy patterns in the building.

Data driven modelling is increasingly used in buildings for in-
ferring occupancy status of spaces [24,25]. As an example, accurate
occupancy detection in a reasonably homogeneous setting is achieved
utilizing only one sensor’s data in [26]. In [27], sensor fusion for ML
based occupancy-count estimation is studied, using different algorithms
and combinations of sensor-based input features. Model transferability
between floors of the building and between seasons is also studied.

The work in [15] focuses in artificial intelligence based fault de-
tection and diagnosis for building energy systems, and the authors
stress the need of improving reliability, robustness and generalization
in modelling, rather than accuracy only. The mindset resembles ours in
highlighting the same gap in the field of research and acknowledging
many same challenges of sensor data.

In [28], the spatial properties of sensor data and neighbouring
sensors are exploited to improve the performance of ML based anomaly
detection. Anomaly detection is shown to gain profit from neigh-
bour information only when there is a relatively high value of Pear-
son correlation coefficient and low spatial entropy among neighbour
sensors.

The spatio-temporal nature of data is exploited in [29] for assessing
the data quality. While this study uses weather data, it is of interest
for the building field, since the settings share many properties, such as
usage of WSN and the spatio-temporal nature of the data. The study
shows that problematic locations, single unexpected measurement val-
ues and time calibration issues can be pointed out with the help of
spatio-temporal properties in the data. While these implementations
are not applicable in building setting as is, they can inspire similar
approaches.

Finally, though applied in the field of traffic flow prediction, [30]
well demonstrates the importance of data quality for the performance
of AI models. Multiple algorithms were applied for predicting traffic
flow, and different tensor-based methods for imputing missing traffic
data. While the effects of missing data and imputation methods for
different algorithms were not straightforward, they were also shown
to be factors significant for the result of the prediction.

In summary, the related literature shows that sensor data is utilized
in important ML tasks in buildings, that its quality is well known to
include challenges, and that the properties and quality of utilized data
affect the performance of ML models. The need for acknowledging and
accounting for the properties and quality aspects in building related ML
applications is thus apparent from the existing literature. However, to
our best knowledge, no prior research has committed to it in the extent

that our work does.
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3. Theory and background

In this section we briefly introduce background and theory that
is relevant to our work. Pearson correlation coefficient, the method
adopted for evaluating strength of dependency between variables, is
explained, as well as the basic background related to data quality.

3.1. Correlations

Correlations in our data sets are quantified using Pearson cor-
relation coefficient, which represents the extent to which variables
are linearly correlated. The Pearson correlation coefficient between
variables 𝐴 = {𝑎1, 𝑎2,… , 𝑎𝑛} and 𝐵 = {𝑏1, 𝑏2,… , 𝑏𝑛} is given by
equation

𝜌𝐴,𝐵 =
cov(𝐴,𝐵)
𝜎𝐴𝜎𝐵

,

here cov(𝐴,𝐵) is the covariance of sets 𝐴 and 𝐵, and 𝜎𝐴 and 𝜎𝐵 are
their standard deviations. The value of 𝜌𝐴,𝐵 is between −1 and 1, where
values close to −1 and 1 represent strong negative and positive linear
correlations and a value close to zero indicates no correlation. In our
study of spatial correlations, sets 𝐴 and 𝐵 are values simultaneously
measured for an ambient parameter by two different sensors. In the
case of temporal correlations, 𝐴 and 𝐵 are measurement values given
by a single sensor, but with a constant time difference between each
corresponding pair (𝑎𝑖, 𝑏𝑖) of observations.

3.2. Data quality

Data quality can be defined as the suitability of data for the re-
spective data processing application [19]. The aspects considered to
constitute this suitability differ between sources, but in case of sensor
data, they commonly include in some form at least the aspects related
to coherence and trustworthiness, completeness and sampling rate. In a
roader view, these all belong to the category of intrinsic quality, while
ther categories include contextual and representational quality and
ccessibility [9]. In this paper we use term data quality for convenience,
hile concentrating to the intrinsic quality of the data.

.2.1. Coherence and trustworthiness
Coherence and trustworthiness mean evaluating whether measure-

ents are trusted to be in correspondence with the real state of the
henomenon or not, and in the latter case the measurement is called
aulty. Faulty measurements can be caused by a malfunction or poor
uality or accuracy of the sensor device. The field of FDD (fault detec-
ion and diagnosis) specializes in detecting faulty measurements, and
he partly overlapping field of anomaly detection intends to point out
easurements that, faulty or not, are unexpected within the population

f data points in the set. Values that are extreme with respect to
he whole set are called global outliers, while ones that stand out in
heir context, such as measurements from the same season, are called
ontextual outliers. In our study, Z-score (or standard score) is utilized
or detecting contextual outliers in the data. Standard score 𝑍𝑖 of

measurement 𝑣𝑖 with respect to a set 𝐻𝑖 of past measurements is
alculated by formula

𝑖 =
𝑣𝑖 − 𝜇
𝜎

,

here 𝜇 and 𝜎 are the mean and standard deviation of set 𝐻𝑖. We
abel observations with |𝑍𝑖| > 3 as contextual outliers, which in a

normally distributed set would correspond to labelling 0.26% of the
data as outliers.
3

3.2.2. Completeness
Completeness means the value of measurement existing for each

expected timestamp or time window. Missing pieces of data are always
a challenge for data preprocessing. The way they should be treated
depends on the nature of the parameter and the rate, mechanism, and
pattern of missingness. The mechanism of missingness categorizes the
reasons behind absent data into MCAR (missing completely at random),
MNAR (missing not at random) and MAR (missing at random), where
the probability of a piece of data being absent is completely random,
related to the parameter value itself, or to other aspects, respectively.
MCAR is the best case, but rare in real life scenarios, while MNAR is
the most challenging case, since the missingness of specific values in
the data set is systematic. The pattern of missingness gives detail to
the locations of the missing pieces of data. For example, values can
be missing at random places, simultaneously from a set of parameters
(unit nonresponse pattern), or, in case of sensor data, simultaneously
from multiple sensors or for a length of time from a single sensor. A
thorough theoretical background of these aspects of missing data and
more can be found in [31].

3.2.3. Sampling rate
The aspect of sampling rate includes evaluations such as whether

the measurement values are timely, whether the number of measure-
ments acquired per a time window corresponds to expectations, and
when aggregating data, how many observations are used to form each
aggregated value. The sampling rate of incoming data has notable
effects on the methods required in data preprocessing and in fusing dif-
ferent data sources together. Redundant communication also shortens
the lifetime of the sensor devices [8].

4. Data sets

In this section we introduce the two data sets, ‘‘Tellus’’ and ‘‘UPM’’,
that are utilized throughout rest of this paper. Table 1 summarizes basic
information of both data sets.

4.1. Data set I: Tellus

Tellus Innovation Area is located at the University of Oulu, Finland.
It consists of a multipurpose space that is large and open, and several
smaller rooms for meetings. The entire area is covered by a network of
overall 352 ambient sensors (ERS, LoRaWAN sensor from ELSYS [32])
as depicted in Fig. 1 (a), arranged in a grid with edge length of 2 m.
Each sensor measures temperature, CO2 concentration, humidity and
light, and collects motion data through a PIR sensor. Further details of
the network can be found in [33]. The utilized data is collected from
June 2017 until December 2018, mainly in intervals of 15 or 30 min.

4.2. Data set II: UPM

CeDInt-UPM (Centro de Domótica Integral – Research Centre for
Smart Buildings and Energy Efficiency) is a campus building that
belongs to the Technical University of Madrid. Its three floors include
many different spaces such as laboratory rooms, office rooms and corri-
dors. The building is equipped with overall 34 indoor ambient sensors
and 32 smart electricity sensors. The indoor ambient sensors include
29 BatSense sensors that measure temperature, luminosity, humidity
and are accommodated with a PIR sensor for detecting motion, and
5 HVACSense sensors that measure temperature and humidity. In any
single room there are at most four ambient sensors, but only one in
most cases. Fig. 1 (b) shows ambient sensor placements in the first floor
of the building, which out of the building floors is the one most densely
equipped with sensors. Smart meter sensors (BatMeter and BatMeter-
Tri) in the building collect energy consumption data of 528 electrical
lines overall, including systems such as HVAC, lightning, work stations
and many other uses. BatSense, BatMeter and BatMeterTri are non
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Table 1
Basic information of the two data sets used in the case study.

UPM Tellus

Indoor ambient sensors Number of sensors 34 352
sensors per space 1–4 4–60
Parameters Temperature, humidity, light, motion Temperature, humidity, light,

motion, CO2
Covered area Whole building, 3 floors A large open space and some

separate rooms, all in one floor

Smart meters Number 32 None
Parameters Electricity consumption of 528 lines,

including HVAC and lightning,
workstations and other uses

–

Time range of data collection Start In steps through 2018–2020 06/2017
End ongoing (05/2021) 11/2018

Frequency of data collection From seconds to an hour From seconds to one hour
Fig. 1. Top: Sensor placement in Tellus. Red dots represent the sensor locations in the
space. Bottom: Ambient sensor placement in the first floor of UPM building. Dark red
icons represent HVACSense sensors and lighter ones BatSense sensors. The southwest
area in the bottom left of the figure has more sensors per room than the rest of the
building. (For interpretation of the references to colour in this figure legend, the reader
is referred to the web version of this article.)

commercial sensors developed by the CeDInt-UPM research group [34],
and HVACSense refers to KNX sensor SK02-TFK developed by Arcus-
EDS [35]. The data collection starts in steps through years 2018 to
2020 and is available since then (05/2021). In addition to a steady
sampling rate ranging from five minutes to one hour, some sensors
utilize an observation mode that sends data based on events such as
sudden temperature changes. In no part of this study is the entire UPM
data set studied at once due to its size and heterogeneity among the
available parameters.
4

5. Properties of building data

Some properties are characteristic for data collected from buildings.
These include periodicity, heterogeneity, temporal and spatial correla-
tion, and complex connections between parameters. All of these are
significant for practical applications of the data, and acknowledging
and understanding them is necessary to sensibly direct future research
in the building field. This section presents the insights gained by
inspecting these properties in Tellus and UPM datasets.

Regular time intervals were prerequisite to many methods applied
in the rest of our work. In such cases, this was achieved by averaging
each data source per hour.

5.1. Periodicity

Occupancy, meteorological conditions, and seasons cause changes
in the building environment, and thus building related data can be
assumed to include daily, weekly and yearly patterns. This is also
true for the Tellus and UPM data sets. Typically, indoor temperature,
luminosity, and CO2 concentration rise at day and decrease at night, as
do many electricity consumption parameters.

Comparing periodicity in the UPM data set between a year when
the building was used actively (2019) and a year when it was mainly
unoccupied (2020, due to COVID-19 pandemic), showed that daily
patterns remain in many parameters even when people are absent, but
the same is not true for the weekly patterns, which are purely created
by behaviour of occupants. This is demonstrated in Fig. 2 (left), which
shows indoor temperature patterns in one room of UPM building during
corresponding calendar weeks in April 2019 and 2020.

Comparison of yearly indoor temperature data between Tellus, UPM
in 2019 and UPM in 2020 (Fig. 3) showed that both geological location
and building occupancy clearly affect the yearly pattern. Tellus is lo-
cated in subarctic and UPM in Mediterranean climate. The temperature
in Tellus is significantly more stable through the year compared to
UPM, which is due to the different requirements that climate sets for
buildings. On the other hand, the difference between UPM 2019 and
2020 shows how occupancy status of the building significantly changes
the yearly trend.

5.2. Heterogeneity

While periodic patterns are characteristic for building related data,
they are often broken, and typical patterns cannot be trusted to remain
unchanged through different seasons. The heterogeneity of ambient
parameters is relatively low compared to electricity consumption or
motion parameters, in which periodic patterns might not occur at all,
since they are sensitive for the often unpredictable actions of occupants.

Fig. 2 (right) well represents the heterogeneity in weekly temper-
ature patterns, caused by peoples’ presence differing from the norm.
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Fig. 2. Heterogeneity in weekly patterns of temperature. Left: Indoor temperature in one room of UPM building during calendar week 15 of year 2019 and 2020. The difference
between lines shows the effect that peoples’ presence has over the parameter pattern. Right: Weekly temperature patterns broken in UPM building, December 2019. Weekdays
rom Monday to Friday are highlighted. (For interpretation of the references to colour in this figure legend, the reader is referred to the web version of this article.)
Fig. 3. Yearly temperature pattern in UPM building and Tellus area. Each line represents the 24 h rolling mean of hourly temperature, which is averaged through all indoor
mbient sensors in the data set. (For interpretation of the references to colour in this figure legend, the reader is referred to the web version of this article.)
rom Fig. 3 it can be seen how the weekly pattern of UPM 2019 adopts
different nature according to season.

Due to the heterogeneity, it is generally not useful to assume a
ingle typical daily pattern for ambient parameters. Acknowledging
ultiple typical patterns that occur at different seasons or during
ifferent types of days turns out describing the reality significantly
etter. To demonstrate this, hourly temperature measurements of UPM
atSense sensors were scaled into range [0, 1] per day and the daily

patterns (vectors of length 24) were clustered for each sensor, using k-
means clustering and different values for 𝑘. This way it was possible to
form cluster centres that corresponded to distinct temperature profiles
present in the data. Fig. 4 (top) depicts an example of these results,
where each line represents one of the visually interpretable cluster
centres: ‘‘basic’’ cluster represents natural change in room temperature
due to outdoor temperature and daylight. The ‘‘heated’’ cluster contains
days on which usage of heating systems rises the room temperature
rapidly in the morning, and the ‘‘cooled’’ cluster represents days with
room temperature mechanically cooled during daytime. Fig. 4 (bottom)
shows how the occurrence of each pattern is dependent on seasonal
changes, confirming the visual interpretation: most of the days in Jan-
uary for example belong to the ‘‘heated’’ cluster, while this temperature
pattern does not occur in the room during summer months.

5.3. Spatial and temporal correlation

Since each sensor measurement acquired from a building is made
at a specific point in time and space, the collected data has a spatio-
temporal nature and can be expected to include both spatial and
5

Table 2
Temporal correlation of ambient parameters (%).

Data set 1h avg 1h med 24h avg 24h med

Temperature
Tellus 98.55 98.92 89.30 91.98
UPM 1 97.88 98.63 80.05 84.36
UPM 2 99.20 99.87 96.25 97.40

Luminosity
Tellus 87.48 89.12 70.14 75.05
UPM 1 80.56 88.61 66.72 77.38
UPM 2 74.06 81.92 56.89 66.28

CO2 Tellus 93.69 94.75 61.61 65.08
Humidity Tellus 99.73 99.74 89.86 89.88

temporal correlations. Both were analysed for our data sets, and to com-
pare conditions between normal use of a building and its unoccupied
state, UPM data were analysed in two subsets: UPM 1 includes UPM
ambient data from year 2019, representing normal use, and UPM 2
from March 2020 to March 2021, representing unoccupied status. To
have all seasons uniformly represented also for Tellus, data from 2018
was utilized.

The temporal correlation was determined for each data source by
pairing the set of its hourly values, first with the set of values from one
hour ago, then with the set of values from 24 h ago, and calculating the
Pearson correlation coefficient between the two sets. The results can be
found in Table 2, where the mean and median correlation coefficients
through sensor devices are represented. CO2 readings are available only
in Tellus data, and humidity readings of UPM data set have been left
out due to low accuracy of humidity related sensor hardware.
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Fig. 4. Results of clustering daily patterns of temperature for a BatSense sensor in the
UPM data set. The sensor’s data for the last four months of the year was missing. Top:

luster centres of the three clusters formed by k-means clustering algorithm (𝑘 = 3).
ottom: Percentage of different temperature patterns by month. (For interpretation of

he references to colour in this figure legend, the reader is referred to the web version
f this article.)

To inspect the spatial correlations, Pearson correlation coefficient
as calculated for each parameter and each pair of sensors, aligning
easurements by their timestamp. The acquired correlations were then

ombined with available information about sensor locations. For sen-
ors of Tellus located in the same room with each other, Fig. 5 presents
he spatial correlation of different ambient parameters with respect to
istance. Fig. 6 on the other hand represents the effect that walls have
or spatial correlation in Tellus: ‘‘neighbours’’ (grey) and ‘‘same room’’
orange) are the sensor pairs depicted also in Fig. 5, while ‘‘unrelated’’
ensor pairs (blue) have a wall between them. Label ‘‘neighbours’’ is
iven for sensor pairs within 3.5 metres distance from each other. While
ig. 6 illustrates CO2 data, other ambient parameters showed similar
roperties. Fig. 7 summarizes the spatial correlations in Tellus for each
arameter, and Fig. 8 in UPM 1 and UPM 2.

.4. Complex connections between parameters

In this section we demonstrate challenges that real life situations
ay pose for utilization of sensor data. We here consider UPM build-

ng’s Southwest area in the first floor, later called SW1 for brevity,
hich covers rooms ‘‘hardware’’, ‘‘software’’, ‘‘IT’’ and ‘‘showroom’’ of
ig. 1 (b). There are one to four ambient sensors in each room, and
ata is collected regarding electricity usage of lighting, HVAC units,
orkstations etc. We considered the possibilities these parameters offer
6

or answering three different questions.
Question 1: At a given time, in which rooms are the lights turned on?
This question demonstrates challenges that real-life conditions may

pose on tasks that appear trivial. To infer the usage of electrical
lighting, ambient luminosity and electricity consumption of the lighting
systems are relevant data sources. Electricity consumption data alone
are unable to offer the solution, because the same line measures con-
sumption of multiple rooms’ lighting. Using only luminosity parameters
is also unreliable, since natural light is available in the space and
thus even a rapid change in the parameter value could be caused by
adjusting window blinds for example, instead of usage of artificial light-
ing. Consequently, it is necessary to use the combination of electricity
related and ambient data to infer lightning usage in a room.

Question 2: At a given time, which rooms in the area are occupied?
For reliable information, or for rooms that are not occupied in

regular patterns, assuming occupancy from calendar information is not
satisfactory. Inferring occupancy from sensor data enters the realm of
occupancy detection studied in numerous articles, of which reviews can
be found in [25,36]. Diving deep into methods of occupancy detection
is outside the scope of this paper, but we demonstrate challenges of
the task in case of SW1. Table 3 lists parameters that have potential
for inferring the occupation status, along with their advantages and
challenges. It is evident that a combination of many parameters is
necessary for occupation detection, which is in line with the trend
of occupancy detection turning towards sensor fusion during the past
years [27]. Even when a multitude of available parameters is used, the
task is not simple.

Question 3: At a given time, which of the HVAC indoor units in the area
are turned on?

This question is motivated by a real need to point out parts of the
UPM building that are potentially wasting electricity. The HVAC units
in SW1 can be controlled both manually and by scheduled controlling,
and no ground truth information about their past usage is available. As
in question 1, electricity consumption data alone does not answer this
question, since a single consumption line corresponds to HVAC units in
multiple rooms. The units can be used for both cooling and heating, and
the patterns their usage creates in the ambient temperature parameter
vary through rooms and seasons, which makes labelling based solely
on indoor temperature measurements unreliable. However, considering
both ambient temperature measurements and HVAC electricity con-
sumption data yields satisfactory results. Fig. 9 shows an example
where the number of HVAC units turned on at each moment is counted
by simultaneously considering gradients of both temperature and HVAC
electricity consumption parameters.

6. Quality of building data

Data quality aspects of missing data, outliers, and sampling rate
were analysed for both of our data sets. Ambient humidity measure-
ments of UPM BatSense sensors were found to be highly saturated and
to rarely gain values between the extremes, which indicated that the
related sensor hardware was of poor quality. Since there were only few
ambient sensors of another type, UPM humidity measurements were
left out of further inspection. Also, to limit the scope of this paper,
quality of PIR sensor readings is not analysed, since as an event-based
parameter it is essentially different from other measured parameters.

6.1. Missing data

Rates, mechanisms, and patterns of missingness were studied for
Tellus and UPM data sets. Neither of the data sets showed reasons
for suspecting MNAR missing mechanism, such as signal saturation
(excluding the UPM humidity measurements), and conditions in which
the sensors were applied inside the operational range of sensors. Thus

MAR missing mechanism was assumed. In UPM, 19.9% of hourly indoor
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Fig. 5. Correlation of parameters with respect to distance for Tellus sensors located in the same room. Confidence interval of 0.95 is visualized, as well as a horizontal reference
ine at value 0.97 of the Pearson correlation coefficient. (For interpretation of the references to colour in this figure legend, the reader is referred to the web version of this article.)
Table 3
Inferring occupancy in UPM building floor 1 Southwest area.

Parameter Advantages Downsides

Room temperature People’s presence often affects the room temperature
strongly via manual usage of heating/cooling.

Does not always react to people’s presence.

Room motion (PIR) A relatively straightforward indicator for presence Cannot capture static presence, triggers unnecessarily
in some conditions. Range of vision limited.

Room lumination A useful indicator of presence in rooms without
windows

Not very informative when natural light is available.
Occupants may leave lights on when leaving.

Electricity usage Usage of electrical devices may indicate occupancy. Very heterogeneous. Different activities of occupants
cause different or no effects.
Fig. 6. Correlation of CO2 readings between pairs of sensors in Tellus, as a function
of distance between the sensors. (For interpretation of the references to colour in this
figure legend, the reader is referred to the web version of this article.)

ambient and 11.3% of HVAC data were missing during years 2019 and
2020. In Tellus, overall 33.7% of hourly data were missing. Almost
without exceptions, all parameters measured by a single sensor were
either present or missing as a set. Fig. 10 illustrates the missing patterns
in UPM ambient and HVAC related data for year 2019. The missing
patterns in Tellus resembled those of UPM ambient sensors, with the
exception that the whole network had been down for longer periods
than in UPM.

6.2. Outliers

Looking for simple global outliers in our data sets was found to
provide little useful information, as it ended up pointing out mainly
cases such as the most warm and cold days of the year. An adaptive
7

Fig. 7. Spatial correlation of indoor ambient parameters in Tellus dataset. (For
interpretation of the references to colour in this figure legend, the reader is referred
to the web version of this article.)

method for detecting contextual outliers was thus applied instead, to
point out unexpected conditions with respect to the history of the space.
For each measurement (𝑣𝑖, 𝑡𝑖), 𝑖 ∈ {1, 2,… , 𝑛} of a studied parameter
𝑃 with hourly values {𝑣1, 𝑣2,… , 𝑣𝑛} and corresponding timestamps
{𝑡1, 𝑡2,… , 𝑡𝑛}, a set of historical values 𝐻𝑖 was formed, including values
𝑣𝑗 ∈ 𝑃 satisfying the following conditions:

yday𝑡𝑖 − yday𝑡𝑗 ≤ 28

ℎ𝑡𝑖 − ℎ𝑡𝑗 ∈ {−1, 0, 1} (mod 24),
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Fig. 8. Spatial correlation of indoor ambient parameters in UPM dataset. LUM_1 and
TEMP_1 correspond to UPM 1 case with building occupied, LUM_2 and TEMP_2 to
UPM 2 with building unoccupied. (For interpretation of the references to colour in this
figure legend, the reader is referred to the web version of this article.)

Table 4
Proportion of contextual outliers (%).

Data set Min Max Avg

Temperature
Tellus 0 3.9 1.4
UPM 1 0.6 4.4 3.0
UPM 2 0.9 3.5 2.3

Luminosity
Tellus 0 4.1 1.1
UPM 1 0.9 3.9 2.7
UPM 2 0.4 5.2 2.8

CO2 Tellus 0 3.9 2.3
Humidity Tellus 0 4.5 2.1

HVAC UPM 1 0.6 4.4 3.0
UPM 2 0 5.4 2.3

where yday𝑡𝑗 and yday𝑡𝑖 are the day of year and ℎ𝑡𝑖 and ℎ𝑡𝑗 the hour of
day in the timestamps 𝑡𝑗 and 𝑡𝑗 . If no missing data is involved, 𝐻 thus
includes 84 values. Z-score 𝑍𝑖 of the observation 𝑣𝑖 was calculated with
respect to 𝐻𝑖 and observations with absolute Z-score above three were
labelled as contextual outliers, to detect highly unusual observations.
For robustness in case of missing data, an observation was labelled
outlying only if at least one third of the 84 history set values were
available.

Table 4 shows the percentage of contextual outliers detected in
UPM 1, UPM2 and Tellus ambient, and in UPM 1 and UPM 2 HVAC
electricity consumption parameters. UPM 1 and UPM 2 are subsets of
the UPM data set as described in Section 5.3. Fig. 11 illustrates an
example of outliers detected by the method.

6.3. Sampling rate

HVACSense sensors and smart sensors of UPM were configured to
send data at even intervals, and they were found to operate accordingly,
with the exception of some missing values. Most of the UPM BatSense
sensors on the other hand used an observation mode, sending data both
every 60 min and whenever one of the observed parameters changed by
a given threshold. This was found to cause sending a vast amount of
redundant data in some cases, often with only seconds between data
packages. This is illustrated in Fig. 12, which shows the number of
8

observations per hour for each sensor.
In case of Tellus, reliable information about the configuration was
not available due to challenges in managing responsibility of the sensor
network support during its lifetime. However, analysis of the sampling
rate suggests a configuration with 15 min sampling frequency. Inter-
estingly, also in Tellus, data is in some cases sent more frequently than
expected.

6.4. Tellus: Correcting faulty measurements

Each sensor in Tellus has 3 to 8 neighbouring sensors, which can
be identified as in 5.3, and they can be exploited to detect unusual
behaviour of single sensors. To demonstrate this, Z-scores of Tellus sen-
sors’ measurements were calculated for each parameter, with respect to
the set of measurements made by all neighbouring sensors during one
week. Sensors with unusual behaviour then stood out by high number
of outlying observations compared to their neighbours.

Fig. 13 shows two example cases detected using the described
method. In the upmost graph, two of the sensors are detected to
have a distribution that differs from that of their common neighbours.
The graph in the middle shows a case of CO2, where the differing
distributions (red) are clearly a result of calibration errors. A long term
deviation from the average of the neighbourhood measurements can be
used for re-calibrating the sensors, as done to achieve the situation in
the bottom graph in 13.

7. Discussion

7.1. Properties of building data

Daily, weekly, and yearly periodicities were found to be charac-
teristic for the data in both of the utilized data sets. However, they
were found to include a high amount of heterogeneity. Our analysis
showed that the weekly periodic patterns effectively disappeared from
the data when the building was unoccupied, while in many parameters
the daily pattern still remained. Unsupervised labelling of distinct daily
temperature patterns was found to be possible.

Clear temporal and spatial correlations were shown to exist for all
ambient parameters. For luminosity however, both correlations were
relatively weaker, and its spatial correlation was especially sensitive
to distance between sensors. Fig. 7 shows that the spatial correlation
of temperature on the other hand was especially strongly affected by
walls. According to expertise gained during the research, we consider
spatial correlation with Pearson correlation coefficient above 97% a
sensible threshold for reliable peer sensors. According to results illus-
trated in Fig. 5, sensors in the same room always satisfied this condition
for humidity but never for luminosity, and for temperature and CO2 in
case the distance between sensors was less than two and nine metres,
respectively. These results can be used as guidelines for appropriate
distance between reliable peer sensors.

According to results on temporal correlations presented in Table 2,
imputation of short gaps (one hour) by interpolation is reasonable for
temperature and humidity measurements, but less so for luminosity or
CO2.

7.2. Data quality

The percentage of missing hourly data was found to be remarkable
in the utilized data sets. In addition to occasional missing values, to
which ambient sensors were more prone to than smart meters, both
horizontal and vertical missing patterns, as illustrated in Fig. 10, were
found to be common.

Contextual outliers found in our analysis differed from the expected
value for the given time of day, as in Fig. 11, or occurred at transitions
between seasons. While the way outliers should be handled depends on
both their nature and the application, acknowledging their presence is

necessary. For example, having an outlying observation in the input
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Fig. 9. Detecting HVAC usage through indoor temperature, week 30 in 2019.
Fig. 10. Missing patterns in UPM ambient data and in smart meter parameters related to the HVAC system during year 2019. Each horizontal row in the illustrations represents
a single data source. Single sensors having missing values for an extensive time window can be observed as horizontal patterns in the illustration, while communication problems
concerning the whole sensor network form vertical patterns. (For interpretation of the references to colour in this figure legend, the reader is referred to the web version of this
article.)
data of a ML model might affect the reliability of the corresponding
model output.

During analysis of sampling rates, a practical lesson was gained
on the usage of observation mode configuration. This configuration
made detection of malfunctioning BatSense sensor BS62 in Fig. 12 easy,
since the broken temperature related hardware caused it to send a
significant amount of redundant data. However, when no system is in
use that would allow detecting such behaviour at an early stage, an
excessive amount of data is collected, burdening communication and
storage systems and making data preprocessing cumbersome. It would
9

be possible to harvest the best sides of the observation mode without
such downsides by applying an edge node to aggregate the collected
data values and quality metrics as necessary before forwarding them to
cloud layer. This way the possibility to track interesting changes in the
measured parameter would be maintained, while also allowing swift
detection of malfunctioning hardware. If application of edge layer is
not possible, the threshold of sending data should be set adequately
high, and when possible, the observation mode should be applied per
parameter rather than per sensor.
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Fig. 11. Contextual outliers detected in indoor temperature data of UPM data. Figure on the left represents the whole year 2019, and figure on the right shows January 2019 in
more detail. (For interpretation of the references to colour in this figure legend, the reader is referred to the web version of this article.)
Fig. 12. UPM ambient sensors in 2019, sensor observations per hour.

7.3. Implications of data properties and quality for machine learning appli-
cations

Our analysis shows that missing data are a noteworthy issue in WSN
data of buildings. Most ML algorithms do not have a built-in method
for handling missing values, which therefore must be either left out of
the data set or imputed by some method. When using variations of RNN
(recurrent neural network) architecture such as LSTM (long short-term
memory), this issue is especially significant, since they typically take as
input the parameter values of a full preceding time window. Therefore
leaving out the missing values would lead to abandoning a full time
window of data per each missing value. For imputation methods on the
other hand, the vertical (across sensor devices) and horizontal (across
time) missing patterns, which our results declare common in WSN data
of buildings, pose a special challenge [30].

Both data sets in this study were shown to include strong peri-
odicity and heterogeneity in many different parameters. This makes
it important using a representative data set for training and evaluat-
ing models. Overlooking this aspect might cause the model to look
accurate, while actually having good prediction accuracy only in ho-
mogeneous conditions that do not represent conditions of the space or
building throughout the year or under differing occupancy conditions.
To enable sensible comparison between different cases of modelling,
information should be supplied regarding the heterogeneity of the data
set, such as the time span included, and variety in the daily and
weekly patterns. Models’ ability to maintain accuracy in heterogeneous
conditions could then be evaluated.
10
Fig. 13. Example cases detected by analysing the distribution of measurements made
by groups of neighbouring sensors. Top: Two of the sensors (red lines) have a high
number of outlying measurements compared to their mutual neighbours (black lines).
Middle: A case where the deviation (red lines) from the neighbouring sensors is clearly
caused by calibration errors. Bottom: The CO2 measurements of middle graph after
re-calibration. (For interpretation of the references to colour in this figure legend, the
reader is referred to the web version of this article.)

8. Conclusions

Our surroundings are increasingly rich with sensor devices, serving
applications in various fields. Also in the building sector, they can aid
important data-based modelling tasks such as energy load prediction
and inferring occupancy status of spaces, among others. While the de-
ficiencies of sensor data are widely acknowledged by some fields, in the
building field they are widely neglected. Understanding characteristics
of building related sensor data has not gained the attention of the field
either, even though such knowledge would aid planning appropriate
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sensor networks, bring forth data quality issues that restrain the per-
formance of ML models, and promote research towards mitigating such
issues.

In this paper we studied in detail properties and quality of two data
sets collected from campus buildings with differing WSN settings and
located in different climates. The results brought up the significance of
both periodic and heterogeneous nature of the data, and allowed insight
to the effect that building’s occupancy and its physical environment
have on these properties. Results on spatial and temporal correlations
indicated guidelines for maximum distance between ambient sensors
for them to work as reliable peers for each other, and for proper
imputation methods of short gaps in data. In data quality, missing data
was found to be a significant issue due to both its high occurrence
rate in the data and its patterns of occurrence. The available tense
sensor network was used to demonstrate chances that peer sensors offer
for increasing data quality and detecting problematic sensors. Finally,
experience gained during the analysis allowed sharing some highly
practical guidelines regarding usage of observation mode in sensor
configuration.

Our results have two implications for ML modelling tasks that utilize
sensor data in the building field: First, since periodic patterns may
change significantly through seasons and due to changes in building
occupancy, using a representative enough data set for model develop-
ment is crucial for building a robust model. Second, our research has
highlighted that in building field, deficiencies of sensor data, especially
missing values, are an overlooked but significant challenge that should
be given more attention in future research, especially as the role of
sensor-based data can be supposed to grow in the field.

Since the range of analysed data properties and quality aspects was
wide, the depth in which each aspect could be examined was limited.
There are also limitations to what can be implied from a case study
inspecting data from no more than two buildings. However, our results
are in line with background knowledge, and since the two buildings
considered are from different climates and apply a sensor network with
a very different architecture, it is likely that results that apply for both
of them also extend to a wider range of buildings of similar type.

ML modelling demonstrations to back up our claims on the signif-
icance of having a representative data set and of the missing values
were out of the scope of this paper, but they are an interesting topic
for future research. Possibilities of enhancing model performance by
improving data quality with the help of peer sensors and using different
imputation methods would also be an interesting topic for further
study. To deliver satisfying results in different ML tasks in the building
field, the fact that real-life environments differ from each other greatly
and include unexpected challenges should be acknowledged, and future
research should reach towards methods that are applicable in a variety
of different environments.
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