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Abstract. One of the more philosophical issues in artificial intelligence (AI)
ethics is the debate on whether an AI-based entity such as a robot can ever be
considered a moral patient. The debate revolves around the question of whether
such an entity could conceivably have interests that would warrant the
conclusion that it should have rights akin to human or animal rights. This paper
explores an alternative point of view, where the appropriate analogy is not a
sentient being but a cultural artifact such as a great work of art. Such an artifact,
while not strictly speaking a moral patient, is arguably due some level of moral
consideration and moral agents may have an obligation to protect it. By
considering AI-based entities as cultural artifacts, an argument can be made that
1) such entities do, in some cases, have substantial intrinsic value based on their
cultural significance, 2) such entities have certain special qualities that
distinguish them as a category from other, closely related technological
artifacts, and 3) the above considerations are already applicable to entities that
exist today, not just to hypothetical future sentient or conscious machines.

Keywords: artificial intelligence, moral patiency, intrinsic value, cultural
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1 Introduction

Autonomous systems based on artificial intelligence (AI) is one of the central themes
in AI ethics, because the decisions made or actions taken by such systems may have
substantial ethical implications. AI-based systems may, for example, evaluate the
eligibility of loan or job applicants, in which case the fairness and explainability of
the system’s decisions are important concerns. Others, such as autonomous vehicles
and surveillance applications, may jeopardize human safety or liberty, so it is crucial
to ensure their robustness as well as address the issue of legal and moral responsibility
for adverse consequences.

Among the more philosophical issues being debated is the status of AI-based
autonomous systems with regard to moral agency and patiency. Simply put, a moral
agent is an entity with moral obligations, whereas a moral patient is an entity with
moral rights. Traditionally, artificial entities have been excluded from both categories,
but as ideas such as artificial life and artificial consciousness have gained traction, so
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has the idea that artificial entities may yet be created that deserve to be acknowledged
as moral agents and/or patients.

It seems safe to say that no currently existing AI system satisfies any meaningful
set of criteria for either moral agency or moral patiency, so it is tempting to declare
that these concepts are, at least for the time being, purely philosophical and have little
or no relevance to practical AI ethics today. Arguably, however, the situation is not
quite that simple. For example, while an AI system that makes decisions with morally
relevant consequences may not be a moral agent per se, its decision-making processes
may be so complex and opaque that it is not at all clear who should be held
accountable for the decisions. A survey on the current status of research in the area of
artificial moral agents has been carried out by Cervantes et al. (2020).

Discussions of the possible moral patiency of AI-based entities are generally based
on the premise that for such an entity to be considered a moral patient, it must have
the capacity to suffer, like a human being or an animal does. Basl (2014), for
example, invokes the concept of psychological interest and concludes that until
artificial consciousness is achieved, the welfare of machines is a non-issue in moral
deliberations. Floridi (2002), on the other hand, has argued for the intrinsic (moral)
value of what he refers to as information objects, a broad category of which AI
systems form a relatively small and seemingly unremarkable subset. In any case, in
practice we do often concern ourselves with, for want of a better word, the welfare of
entities that cannot reasonably be argued to have psychological interests. This is
illustrated by, for example, the international moral outrage triggered by the
destruction of the Buddhas of Bamiyan in 2001 (Centlivres 2008) and the mourning
of the partial destruction of Notre-Dame de Paris in a fire in 2019.

In both of the above examples, it can be reasonably assumed that for many of the
people emotionally affected by the incidents, the artifacts in question did not hold any
particular personal or religious significance. Instead, much of the sadness and anger
came from a sense that something of immense cultural significance to humanity at
large had been irrevocably lost. This seems to imply that while it may be a stretch to
call inanimate objects moral patients, they may nevertheless embody values that
moral agents have, within some parameters, an obligation to preserve. For the sake of
brevity, and to distinguish this quality of manmade artifacts from moral patiency in
the strict sense, let us refer to it as the moral worth of such objects.

If we accept that some artifacts have moral worth as defined above, the logical next
question to ask is to which artifacts this concept of moral worth should be extended.
In particular, are there some circumstances under which we would have to ascribe
some degree of moral worth to AI-based entities? Furthermore, do AI-based entities
represent a special case in this context, or can they be subsumed under some more
general category of artifact? This paper examines these questions by exploring
parallels and distinctions between AI-based entities and other types of cultural and
technological artifacts; based on these, it is argued that the question of inherent moral
worth of AI artifacts is relevant to practical AI ethics in the here and now.

The remainder of this paper is organized as follows: In Section 2, we examine
more closely the notion of cultural artifacts having moral worth, starting with physical
artifacts and expanding the discussion from there to digital artifacts. In Section 3, we
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then apply the findings of this examination to AI-based entities in order to better
understand if and when such entities could be considered to have intrinsic value as
artifacts of cultural significance. Finally, in Section 4, we turn to the question of how
AI-based entities deemed valuable should be preserved for posterity. The conclusions
are presented in Section 5.

2 Moral worth of artifacts

In order to have a more formal account of the concept of moral worth to work with,
let us first establish some basic criteria for artifacts that can be said to possess this
quality. Above, we identified the cultural significance of an artifact as the source or
foundation of its moral worth, but what kind of significance are we talking about
more specifically? Intuitively, at least the following criteria must be satisfied:

1. The significance of the artifact must not be (wholly) instrumental in nature;
it must be perceived to possess some value simply by virtue of existing.

2. The significance must be based on collective interest; ownership of the value
of the artifact must be perceived as shared among humanity at large or a
substantial subset thereof.

Both criteria are necessary. If the first one is not satisfied, the value of the artifact
is not intrinsic but depends on its potential to be used to achieve some purpose that
could also be achieved by some other means. If, on the other hand, the second one is
not satisfied, the value depends on a specific individual or group of individuals having
a claim to it, and damaging the artifact is a moral wrong against these individuals
rather than the artifact itself.

If, however, both criteria are satisfied, there is some justification for saying that the
artifact has genuine intrinsic value, independent of its utility or its relationships with
individual stakeholders, and that preserving that value is a collective moral duty. With
this definition, we can now proceed to examine the properties of an artifact that
contribute to its cultural significance and, by extension, to its moral worth.

2.1 Physical artifacts

As an archetypal example of a highly significant cultural artifact, let us consider the
Mona Lisa. Should the painting be accidentally or deliberately destroyed, this would
no doubt be considered a tragic loss by many people around the world, so the criterion
of collective interest is satisfied. Moreover, while for some people the significance of
the painting is at least partially instrumental in nature – for example, they have an
opportunity to go view it in the Louvre and get pleasure for doing so – this is not
generally the case.

Why is this piece considered so important and valuable? There are several obvious
factors that contribute to its perceived significance:

• The painting has great aesthetic value, being universally regarded as a
masterpiece.

• It is associated with a notable historic figure, Leonardo da Vinci.
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• It is considered highly representative of a particular time period and cultural
context, namely the Italian Renaissance.

• It is relatively ancient, having survived in remarkably good condition for
five centuries.

Crucially, the painting is also rare, in fact unique: there is, and can be, only one
original piece in existence. Even in the hypothetical case that it were possible to
perfectly replicate (rather than just imitate) it, it seems unlikely that a replica would be
considered in every way equivalent to the original, since the original would still be a
distinct individual perceived to possess non-material properties that the replica does
not have. Destruction of the original would therefore constitute irrevocable loss of a
major piece of humankind’s collective cultural heritage, and protecting it against such
an occurrence is arguably a moral imperative.

Notably, Seddon (2011) explicitly argues that cultural heritage can be considered a
moral patient, and while he may be using the term in a less strict sense than, for
example, Basl, the point is that cultural heritage is inherently worthy of moral
consideration, as opposed to its moral worth depending on its contribution to human
welfare. Cultural heritage is a broad concept, covering much more than just physical
artifacts, so there is no reason to exclude digital artifacts from consideration.
However, digital artifacts have certain special characteristics that make it necessary to
discuss them as a distinct category.

2.2 Digital artifacts

Like the physical world, the digital world provides a medium for diverse forms of
creative expression. It is worth noting that these are not limited to digital counterparts
of traditional forms: the programmability of digital objects enables them to evolve
over time in response to internal or external stimuli, deterministically or
nondeterministically. In other words, the digital medium enables artifacts to have
behavior, which until the Information Age was only achievable in a limited fashion
through highly specialized engineering.

Whether there exists a digitally created work of art that is, or one day will be,
comparable in significance to the Mona Lisa is debatable. There may be works that
are considered by experts in the field of digital art to be masterpieces, but the field is
so young that we simply do not have the kind of historical perspective on it that we do
on the Renaissance. However, gaining such a perspective is literally a matter of time,
and there is no evident reason why a digital artifact could not, if preserved, eventually
become something universally regarded as an important piece of cultural heritage.

The question of rarity or uniqueness in the context of digital artifacts is somewhat
complicated and merits a separate discussion, since it is another aspect that
distinguishes them from physical artifacts. An artifact composed entirely of digital
data can be replicated endlessly, with each replica being perfectly identical to the
original. This being the case, it does not seem to make sense to identify different
instances of the artifact as separate individuals, although the rising interest in buying
and selling digital items as non-fungible tokens (Kugler 2021) is perhaps generating
some confusion about this.
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The fact that the concept of individuality generally does not make sense in the
context of digital artifacts has implications for their preservation. If an artifact is
purely digital, then the form of its physical manifestation is wholly irrelevant, so even
if there is a specific copy of the artifact that can with some justification be called the
original, long-term preservation of the artifact is likely to require discarding it in favor
of retaining the essence of the artifact. Not only may it be necessary to make copies of
the artifact to avoid losing it due to the original storage medium being unreliable: it
may also need to be converted into a different representation format to account for the
original format being rendered obsolete. Furthermore, if the artifact has behavior, it
may even be necessary to rewrite some of its program code to ensure that the essence
of the artifact is preserved even after the original implementation platform can no
longer be kept functional.

3 AI entities as cultural artifacts

Above, when discussing the cultural significance of artifacts, we have focused on
works of art, mainly because great works of art serve well to illustrate the idea of
cultural significance translating into moral worth. While there are some artifacts
incorporating AI that are explicitly conceived as art (see e.g. Tidemann & Brandtsegg
2015), generally AI-based entities are not works of art but of engineering. This does
not exclude such entities from the realm of cultural artifacts, but may affect how we
assess their cultural significance. In this section we will examine the nature of
AIbased entities as cultural artifacts in more detail in order to better understand what –
if anything – about them makes them interesting as a special category.

3.1 Cultural significance of AI entities

Above, in Subsection 2.1, we tentatively observed that the perceived cultural
significance of a great work of art is not explained by any single factor but rather by
an intersection of multiple factors. By the same reasoning, if we want to identify
AIbased entities of high cultural significance, we can find particularly interesting
candidates among those where several contributing factors intersect. In fact, we can
identify several parallels here between AI-based entities and works of art:

• Association: a culturally significant AI entity could be, for example, one
associated with a milestone achievement or notable figure in the history of
AI research.

• Representativeness: a culturally significant AI entity could be one that is
considered a classic example of a particular approach to AI and/or a
particular period in the history of AI.

• Aesthetic value: conceivably, e.g. a highly novel and elegant neural network
architecture could be considered to have substantial cultural value regardless
of the instrumental value of its practical applications; traditional software
engineering is already known to have its own aesthetics where code may be
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judged “beautiful” or “ugly” independently of its technical correctness (see
e.g. Kozbelt et al. 2012).

Applying the concept of gaining significance through age is, for reasons discussed
above, somewhat problematic here. For one thing, computer science is a young
discipline and AI even younger, so even the oldest existing AI entities can hardly be
characterized as ancient, except in highly relative terms. Furthermore, attempting to
determine the (physical) age of a digital artifact may not even make sense, since there
is no meaningful difference between any two copies of the artifact. If the entity
includes both digital and physical components, the situation is more complicated; we
shall return to this theme in Section 4.

The youth of AI, combined with the current boom in AI (and especially machine
learning) research, means that there are many firsts being achieved – potential
milestones of substantial cultural significance. Human intelligence being a natural
yardstick for measuring progress in AI, many of these milestones entail an AI system
defeating a human champion at a game regarded as a test of intelligence. A classic
example of such a system is Deep Blue (Campbell et al. 2002), the IBM chess-playing
computer that beat Garry Kasparov in a six-game match in 1997, making it the first AI
chess player to defeat a reigning world champion. More recently, similar milestones
have been achieved at games that are considerably harder for a computer to master,
such as the classical board game Go (Chen 2016) and the television quiz game
Jeopardy! (Ferrucci 2012); from a purely technical standpoint, these are more
significant achievements, but on the other hand, the great cultural significance of the
game of chess itself arguably amplifies the significance of Deep Blue versus
Kasparov.

Another type of game commonly used as a test for the capabilities of AI systems is
the imitation game, where both human and AI participants produce some kind of
output, while human evaluators try to distinguish between human-generated and
AIgenerated outputs. The most famous example of such a game is undoubtedly the
one proposed by Alan Turing, known as the Turing Test (Pinar Saygin et al. 2000),
which tests the ability of an AI system to converse like a human. Various experiments
have also been conducted to test whether people are able to distinguish between
humangenerated and AI-generated art (Daniele et al. 2021). These latter ones are
particularly interesting in the context of our discussion of AI-based entities as cultural
artifacts, especially since the question of the authorship of AI-generated works of art
can be viewed as another instance of the more general question of whether AI-based
entities can have some form of agency. However, discussing this theme any further is
outside the scope of this paper.

3.2 Distinguishing characteristics of AI entities

The AI in an AI-based entity is a software artifact, but whereas the behavior of
traditional software is pre-determined by the programmer, AI software, specifically
AI based on machine learning (ML), is a special case. An ML system is, in a sense,
programmed by itself: at the heart of it is a computational model whose parameters
are not set by the developers but learned by the system by applying a learning
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algorithm to a set of input data. In other words, what distinguishes AI-based entities
from other software-based entities is that in addition to behavior, they have the ability
to learn new behavior, i.e. to alter their own behavior in a highly intricate manner in
response to new information.

Particularly when an AI system continues to learn from new data after initial
training and deployment, and when the new inputs are uncontrollable, the system may
develop a certain degree of individual personality, which is something that never
happens with software programmed in the traditional way. There has recently been a
lot of academic and even mainstream interest in language models such as GPT-3
(Floridi & Chiriatti 2020), and these exemplify how deploying an AI system in an
uncontrolled environment and leaving it to learn from stimuli coming from that
environment may lead to unanticipated outcomes. One notable case from recent years
is that of Tay, Microsoft’s experimental Twitter bot, which began to generate
inflammatory content as a result of its interactions with human Twitter users (Hunt
2016).

In general, the opaque and unpredictable nature of some AI systems constitutes a
major part of what makes them potentially ethically problematic when they are
allowed to make decisions without human supervision. However, arguably this ability
to develop a personality of sorts could also be considered another contributing factor
when assessing the moral worth of an AI-based entity. The implication here is not that
such an entity should be regarded as a person in any sense, but that there is some
intrinsic value to be found in emergent AI behavior that is novel and interesting.
Developing meaningful standards for this is, of course, a different matter.

4 Preserving AI entities for posterity

When we think about preserving artifacts as cultural heritage, we tend to think about
museums. Interestingly, literature searches combining the term “artificial intelligence”
with terms such as “museum” or “cultural heritage” mainly turn up a large number of
papers on applications of AI in studying and preserving cultural heritage and creating
museum experiences. Few, if any, of the results are about AI as cultural heritage, so
academic interest in this area appears to be primarily directed at AI systems as tools
rather than as artifacts interesting in themselves.

This does not mean, however, that AI is absent from museums except as a
supporting technology. The Computer History Museum in Mountain View, California,
for example, has had exhibitions with a substantial AI aspect, such as Mastering The
Game: A History of Computer Chess and Where To? A History of Autonomous
Vehicles (Computer History Museum 2005, 2014). The former is particularly
interesting, not only because it featured the previously mentioned Deep Blue and its
famous match against Garry Kasparov, but also because digital games in general
commonly include some form of AI and have recently come to be regarded as cultural
heritage to be preserved. We shall therefore briefly discuss the preservation of video
games before moving on to the question of what it means to preserve an AIbased
entity.
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4.1 Games as cultural heritage

Video games as cultural heritage have been studied by a number of scholars across a
range of disciplines. Guttenbrunner et al. (2010), Barbier (2014), Maier (2015),
Eklund et al. (2019) and Guay-Bélanger (2021) have all examined the principles,
practices and challenges of the preservation of video games from various perspectives.
Among these, Eklund et al. and Guay-Bélanger discuss the preservation of games as
cultural heritage on a conceptual level, while Guttenbrunner et al. and Maier examine
the technical and legal challenges involved. Barbier discusses preservation efforts
taking place outside traditional cultural institutions.

A common theme running through all of these discussions is the idea that if
preservation efforts focus on exhibiting physical artifacts such as game boxes and
gaming hardware, something essential about the games as cultural heritage will be
lost. The interactive nature of games distinguishes them from other works of (popular)
culture, and preserving this nature is obviously not achieved unless the game can be
played. Eklund et al. and Guay-Bélanger go beyond this and argue for a broader view
of how game culture should be understood and preserved, but there appears to be a
consensus that preserving games as playable experiences is in any case a necessary
element of preserving the cultural heritage they represent.

As discussed in Subsection 2.2, the operational lifetime of software artifacts is
limited, and games are no exception: the disks, cartridges and other media on which
games are stored decay over time, and perhaps even more importantly, so does the
hardware of the consoles and computers on which the games are played. Long-term
preservation of the interactive experience therefore generally requires opting for
emulating the games on modern platforms rather than investing in an (ultimately
futile) effort to keep the original hardware and software functional. This approach
even makes it possible for games to remain commercially relevant long after the
original release platform has become obsolete, as exemplified by the video game
vendor GOG.com, which offers a selection of classic games made playable on modern
platforms using emulators such as DOSBox.

4.2 Preserving the essence of AI entities

In the preservation of AI-based entities we encounter a similar situation where
preserving the behavior of the system is not, in the long run, compatible with
preserving the entity in its original configuration. Specific physical components may,
of course, be worth preserving in themselves; to continue with our running example,
the Deep Blue hardware used in the seminal Kasparov match would be an obvious
candidate. However, from an AI perspective, the essence of Deep Blue was its
chessplaying ability, and should we wish to preserve this, it would have to be done in
such a way that the preserved form does not depend on the original implementation
platform. As with other digital games, this could be accomplished by emulating the
Deep Blue software on another platform.

We can extend the notion of preserving the interactive experience to cover other
types of interactive AI-based entities, such as conversational agents. However,
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interactive applications are but a subset of AI systems, and if the system does not
involve an interactive experience, then it may not be necessary to preserve it as a
running system. The behavior of an ML-based AI system emerges from the process by
which the system is trained, and in theory, the behavior could be preserved in a
completely platform-independent way by meticulously documenting the training
process in such detail that the behavior can be reproduced as long as there is any
platform capable of performing the required computations available.

In practice, this will not be always technically feasible. Furthermore, in those cases
where it is feasible, the result will inevitably be a snapshot of the system frozen in
time, which may be what is desired, but not necessarily. Above, in Subsection 3.2, we
observed that an essential distinguishing feature of some AI-based entities is their
ability to learn continuously from new inputs, potentially resulting in them developing
their own individual personalities. In such cases it could be argued that to fully
capture and preserve the essence of the entity in question, it should be maintained in
an operational state in a dynamic environment where it continues to receive new data
and the resulting changes in its behavior can be observed.

5 Conclusion

In this paper we examined the question of AI and moral patiency from an angle that
has not been previously adopted in the literature. While it seems clear that no AIbased
entity created so far is a moral patient in the sense of having moral rights, it was
argued that some of them may have some degree of moral worth, derived from their
significance as cultural artifacts. By comparing and contrasting AI-based entities with
other types of artifacts, we arrived at partial answers to three questions: 1) when can
an AI-based entity be said to have cultural significance, 2) what constitutes the
essence of an AI-based entity, and 3) how should the essence of a culturally
significant AI-based entity be preserved.

The translation of cultural significance into moral worth is hardly a straightforward
matter. Moreover, AI is a relatively young discipline, and it is difficult if not
impossible to see, from today’s perspective, which parts of its history so far might one
day be considered so monumentally important that preserving them would be viewed
as a collective moral duty. On the other hand, there seems to be no reason to assume
an upper limit on the cultural significance of AI-based entities that would prevent
them from ever achieving such a status. Given that practical AI ethics has been all
about acknowledging the importance of intrinsic values in guiding the development
and evaluating the impact of AI systems, it would be a natural development to start
looking into the intrinsic value of the systems themselves.
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