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Attention Based Communication and Control for
Multi-UAV Path Planning

Hamid Shiri, Hyowoon Seo, Jihong Park, and Mehdi Bennis

Abstract—Inspired by the multi-head attention (MHA) mech-
anism in natural language processing, this letter proposes an
iterative single-head attention (ISHA) mechanism for multi-UAV
path planning. The ISHA mechanism is run by a communication
helper collecting the state embeddings of UAVs and distributing
an attention score vector to each UAV. The attention scores
computed by ISHA identify how many interactions with other
UAVs should be considered in each UAV’s control decision-
making. Simulation results corroborate that the ISHA-based
communication and control framework achieves faster travel
with lower inter-UAV collision risks than an MHA-aided baseline,
particularly under limited communication resources.

Index Terms—UAV Path Planning, Communication-Control
Co-Design, Attention, Multi-Agent Reinforcement Learning.

I. INTRODUCTION

Unmanned aerial vehicle (UAV) is deemed to be one key
component in Industry 4.0 and of non-terrestrial networks
(NTNs) in beyond 5G/6G communication systems (e.g.,
for relays, shipping/delivery, and disaster monitoring) [1]–
[4]. To realize this, it is crucial to reliably control UAVs,
while coping with unforeseen and risky events (e.g., inter-UAV
collisions) warranting communication across UAVs. Several
recent works consider a central entity assisting inter-agent
communication, i.e., a communication helper [5], and aim to
reduce the message payload sizes [3], [6], [7]. However, they
postulate that inter-UAV channel distributions and/or UAV
state dynamics are known, which makes them ill-suited under
dynamic real-time control environments (e.g., random wind
perturbations).

Meanwhile, multi-agent deep reinforcement learning
(MADRL) has shown remarkable success in various real-
time control applications [8]. By mapping each UAV into an
agent, MADRL has a great potential in addressing the afore-
mentioned real-time UAV control problems under dynamic en-
vironments. To operate MADRL, centralized training and dis-
tributed execution (CTDE) is a popular method, under which
exchanging messages across agents (e.g., rewards, states, etc.)
often yields significant control performance improvements
[9], [10]. One promising type of communication messages
is the attention scores computed by the multi-head attention
(MHA) mechanism, which originally measure the inter-word
relevance in a sentence or a document [11]. Similarly, several
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Fig. 1. A helper-aided multi-UAV control system with an iterative single-
head attention (ISHA) mechanism, where each UAV agent n uploads its
state embedding xn, and the helper computes mn using ISHA during NI

iterations, which is downloaded by each agent.

recent works have applied attention to MADRL applications to
measure the importance of inter-agent interactions [12]–[14].

However, existing attention-based CTDE MADRL meth-
ods allow inter-agent communication only during the cen-
tralized training phase [12]–[14], so can be brittle during
the distributed execution phase under dynamic environments.
Furthermore, for multi-UAV path planning, these methods
consider too many [13] or too few attention heads [12],
[14]. By conducting numerical experiments, we found that
a single attention head can attend to up to one other UAV
agent (e.g., the nearest UAV), which may not be sufficient to
avoid collision in a congested area (e.g., near the destination).
On the other hand, with too many attention heads, the UAV
may attend to spurious and weak dependencies (e.g., faraway
UAVs), degrading control performance while incurring exces-
sive computing cost.

Alternatively, in this letter we propose a communication-
aided MADRL framework with a novel iterative single-head
attention (ISHA) mechanism. Following the actor-critic local
model architecture, a helper equipped with ISHA communi-
cates with each agent’s actor model during the distributed
execution phase. ISHA iteratively calculates a set of attention
scores over agents based on their uploaded state representa-
tions, which is downloaded by each agent for its local decision-
making. In contrast to MHA calculating attention scores by
NH heads in parallel, ISHA sequentially produces attention
scores with NI iterations using only a single head, thereby
attending to the top-NI most important neighboring agents
while ignoring spurious attention scores. For a multi-UAV path
planning scenario under random wind dynamics, simulations
corroborate that the proposed ISHA outperforms a baseline
with MHA, in terms of rewards, training speed, travel time,
collision risks, and communication/computing energy.
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II. SYSTEM MODEL

A. Multi-UAV Control and Communication Model

Consider a control system with a set N of N UAVs, each of
which is independently and randomly located inside a region
R at the same altitude h. Denote by snt ∈ S the UAV n’s state
vector (e.g., location and velocity) at discrete time t ≥ 0, and
let st = (s1t , . . . , s

N
t ) ∈ SN , where S is the vector space of

UAV states. Moreover, denote by un
t ∈ U the control action

vector (e.g., acceleration magnitude and direction) of UAV
n ∈ N, where U is the vector space of control actions, and
let ut = (u1

t , . . . ,u
N
t ) ∈ UN . The goal of the system is to

control each UAV to reach a common destination point inside
R while avoiding collisions as illustrated in Fig. 1.

Each UAV sends its state information periodically to a
communication helper over an uplink (UL) channel, and then,
it receives back, over a downlink (DL) channel, either the
control command in helper-oriented control design or the
aggregated state information of the other UAVs to calculate
the control action by itself in UAV-oriented control design.
The UAV-oriented design is more robust against communi-
cation failures while requiring more processing costs at the
UAVs than the helper-oriented design. A hybrid setting of
these two designs can yield a better control performance [3];
however, the current focus of this paper is the UAV-oriented
setting. Each UAV-helper communication pair utilizes or-
thogonal frequency band to avoid inter-UAV interference and
time division duplex (TDD) to avoid UL-DL collision. The
data rate of UAV-helper communication channel at time t

is Rt = B log2(1 +
PT

PNB 10−
Lt
10 ), where B is the frequency

bandwidth, PT is the transmission power, PN is the noise
spectral density, and Lt is the path-loss at time t following
the 3GPP urban-micro UAV channel model [15]. We suppose
that the time span of each control round mostly depends on UL
and DL communication delay and impact of computing time
is negligibly small compared to the communication delay. To
avoid inefficient waiting, a receiver utilizes its latest received
information from the corresponding transmitter if the control
interval becomes longer than a predefined limit.

B. Vanilla MADRL Problem for UAV Control Optimization

A basic (Vanilla) MADRL problem to optimize the control
policy for each UAV so as to find a path with a low collision
risk is formulated as follows. Define by Pn : S×S×U→ [0, 1]
the state transition function at agent n ∈ N, and rnt : SN ×
UN → R the reward at time t. Define by πn :SN×U→ [0, 1]
the policy function (i.e., actor) of agent n, where πn(st,u

n
t )

is the conditional probability of taking action un
t for given

states st. The objective of the MADRL problem is to learn
policy models that maximize the agents’ expected long-term
reward. The reward rnt is a function of all agents’ states st and
actions ut, which is given by the sum of every positive reward
rn+,t(s

n
t ) = min

{
1

∥snt −sg∥0.5 , rg
}

and every negative reward
rn−,t(s

n
t ) = − 1

N

∑
m̸=n

1
∥snt −smt ∥0.5 that encourages the agents

to reach the destination and discourages inter-UAV collisions,
respectively. The term sg is the target state after reaching the
destination in a single agent scenario, rg > 0 is a constant,
and the initial reward rn0 = 0, ∀n ∈ N.

We leverage the soft actor-critic (SAC) algorithm [16]
which maximizes the trade-off between expected return
and the randomness of the policy, i.e., entropy. Then,
the corresponding sum expected long-term reward of all
agents with fixed initial state s ∈ SN is Vπ(s) =∑

n∈N E
[∑∞

t=0 γ
t(rnt + λhπ

n

t ) |s0 = s
]
, where the expecta-

tion is taken with respect to the policy functions and state
transition functions, γ ∈ (0, 1] is a discount factor, λ ≥ 0
is the exploration and exploitation regularization coefficient,
and π : SN × UN → [0, 1] denotes a joint policy func-
tion of all agents, such that π(st,ut) =

∏
n∈N πn(st,u

n
t )

holds, ∀st ∈ SN and ∀ut ∈ UN , at time t ≥ 0, the
function hπn(st) regularizes the reward, which is defined
with an information-theoretic entropy of the policy function
with states st, i.e., hπ

n

t =−
∑

un
t ∈U πn(st,u

n
t ) log π

n(st,u
n
t ).

The training of SAC is realized by concurrent updating
of policy and two quality functions. The quality function
with fixed initial actions u ∈ UN and states s ∈ SN is
Qπ(s,u) =

∑
n∈N Qπn

(s,un), where Qπn

(s,un) is the local
quality function, i.e., critic, at each agent n which is defined as
Qπn

(s,un) = E
[∑∞

t=0 γ
t(rnt +λhπ

n

t ) |s0=s,un
0 =un

]
. Then

the expected quality over all initializations is

Jπ =
∑
s∈SN

Dπ(s)
∑

u∈UN

π(s,u)Qπ(s,u), (1)

where Dπ(s) =
∑∞

t=0 γ
tP̄π(st, s), and P̄π(st, s) is the state

transition function to st from the initial state s0 = s based on
the joint policy function π. Now by maximizing (1), we can
obtain an optimal policy π∗.

The actor and critic of each agent require information about
the other agents, and the communication helper provides such
information to the agents as shown in Fig. 1. Agent n ∈ N

has a pair of non-linear neural networks (NN) corresponding
to its actor and critic NNs that encodes agent’s state snt and
state-action pair (snt ,u

n
t ) into representations (local messages)

xn
π,t,x

n
Q,t ∈ X, corresponding to the actor and critic NNs,

where X is the representation space. The helper gathers
the local messages xn

t ∈ {xn
π,t,x

n
Q,t} and sends back the

corresponding representations set {xm
t :m ∈ N and m ̸= n}

to agent n through − log2 |X|N−1 bits of information at the
DL. Then, agent n concatenates them with its local message
xn
t and feeds them to the corresponding actor and critic NN

which respectively approximates πn(st,u
n
t ) and Qπn

(s,un),
in order to output action un

t and critic value Qπn

. The Vanilla
method incurs a large communication cost and lacks scalability
against a large number of agents.

III. ATTENTION-AIDED PARTIAL STATE REPRESENTATION

The communication payload and scalability issues in the
Vanilla MADRL can be improved by processing the state in-
formation received at the helper using a well-designed message
generating vector function mn : XN→M, and transmitting
the messages mn(xπ,t) and mn(xQ,t) for agent n’s actor
and critic NNs, respectively, where xπ,t = {xn

π,t : n ∈ N},
xQ,t={xn

Q,t :n ∈ N}, and M denotes the message space. For
simplicity, we use mn

π,t and mn
Q,t instead of mn(xπ,t) and

mn(xQ,t), respectively, hereafter. Note that this approach be-
comes communication-efficient if each helper message mn

t ∈
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{mn
π,t,m

n
Q,t} produced by the message function represents

the states of the agents partially, i.e., |M| ≤ |X|N−1. Now,
consider a new policy function π̂n : S ×M × U → [0, 1] at
the agent n ∈ N, which takes the partial state representation
received from the helper as an input instead of the full state
representation as in the Vanilla baseline. Then, by maximizing
the expected quality Jπ̂ , we obtain a near-optimal policy π̂∗

which approximates the optimal policy π∗. Note that the
optimality (effectiveness) of π̂∗ trades off the communication-
efficiency of this scheme and is bounded by the optimal policy
of baseline MADRL π∗.

A. Baseline - Multi-Head Attention

One promising way of designing such a message generation
function is leveraging the MHA structure [11]. Fig. 2(a)
illustrates the simplified MHA, which consists of two similar
structures which process local messages xn

π,t and xn
Q,t to

obtain helper messages mn
π,t and mn

Q,t corresponding to the
actor and critic networks of each agent n. Note that no
notation is used to distinguish the two parallel structure since
they are assumed to be similar. Each structure consists of
NH parallel similar structures calculating NH sub-messages
yn
c,t, ∀c ∈ {1, . . . , NH} to feed the output NN for obtaining

helper messages mn
t . The sub-messages are calculated in NH

parallel single-head attention structure as a weighted sum
yn
c,t =

∑
m̸=n α

n,m
c,t vm

c,t, where the values vm
c,t are obtained by

feeding the state representation xm
t into a linear NN followed

by a normalization layer ∀m ∈ N, and the attention scores
αn,m
c,t for c ∈ {1, . . . , NH} are calculated as follows. The

query qn
c,t and key kn

c,t are obtained in a similar way to the
values vn

c,t. From the obtained queries and keys, the relevance
score ρn,mc,t between agent n and the other agents at time t in
each process c ∈ {1, . . . , NH} is calculated using a relevance
score function f(·) which takes a query and key as an input
and outputs a scalar real value [17]. Note that the relevance
score measures the similarity between the pairs (qn

c,t,k
m
c,t),

that is the interaction level between UAV n and UAV m.
In this paper, the relevance score is obtained using the dot
product function. Then, the attention scores αn,m

c,t are obtained
using the softmax function. Overall, N parallel multi-head
attentions run concurrently to obtain N messages m1

t , . . . ,m
N
t

for N agents respectively. For both actor and critic of agent
n, the corresponding received message mn

t from the helper
is concatenated with its local message xn

t and fed into the
corresponding NNs that outputs the policy πn and quality Qπn

as illustrated in Fig. 1.

B. Proposed - Iterative Single-Head Attention

The MHA-based method with NH heads is proper for
discovering the long-range dependencies, and it can attend
to state representations of NH different agents in maximum.
Then is not efficient for multi-UAV control scenarios with
short-range inter-UAV dependencies and limited communi-
cation resources. Here, we propose the ISHA structure that
can attend to as many messages as the number of iterations
with less processing cost than MHA, obtaining short-range
dependencies at each message. For example, Fig. 3(a) shows

Fig. 2. The operations of the proposed (b) ISHA mechanism with NI

iterations, compared with the (a) MHA mechanism with NH heads. The two
parallel processes in both MHA and ISHA calculate the messages mn

π,t and
mn

Q,t for actor and critic networks of agent n. Inside each parallel process
of MHA there is NH parallel structure, while inside each parallel process of
ISHA there is one structure with NI iterations to obtain NI sub-messages.
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Fig. 3. Attention scores obtained for an agent by (a) MHA, and (b) ISHA
methods, in a scenario with N = 4 agents.

a heatmap of attention scores obtained at each attention head of
random agent using the MHA structure with NH = 3 parallel
heads in a scenario with N = 4 UAVs. Here, UAV 2’s state
representation is attended by the attention head 2, and the
UAV 3’s state representations get high attention scores from
both heads 1 and 3, but UAV 4’s state representation is not
being attended well. However, the ISHA method can obtain
more distinct attention scores as shown in Fig. 3(b) ordered
by the inter-UAV short-range dependencies.

Refer to Fig. 2(b) which illustrates the structure of ISHA.
ISHA, similar to the process of MHA, consists of two similar
structures which process local messages xn

π,t and xn
Q,t to

obtain helper messages mn
π,t and mn

Q,t corresponding to the
actor and critic networks of each agent n. Again, no notation
is used to distinguish the two parallel structure since they
are assumed to be similar. Contrary to parallel structure of
MHA, the ISHA has single structure but with an iteration
inside it. However, similar to the process of MHA, in ISHA
the gathered state representations xn

t from all agents are used
to obtain the query qn

t , key kn
t , and value vn

t , by feeding
them into the linear NNs followed by a normalization layer
and the dot function is used to calculate the relevance scores
ρn
t = {ρn,1t , . . . , ρn,Nt } for each agent n. The relevance scores

ρn
t for each agent n captures the inter-UAV interactions, and

can be utilized to attend to several messages if there is enough
communication resources. To do so, we obtain NI attention
score sets αn

c,t = {α
n,m
c,t : m = 1, . . . , N}, for c = 1, . . . , NI ,

by an elimination process through NI iterations in Algorithm
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Algorithm 1 Iterative Attention Score Calculation
1: Initialization: Read ρn

t ; set En = {n}, and c = 1.
2: while c ≤ ν do
3: Calculate and Output score set αn

t,c.
4: Eliminate maximum element m∗ = argmaxm αn

t,c by
En←En ∪ {m∗}.

5: c← c+ 1.
6: end while

1. In this algorithm, the set En is defined to store the eliminated
elements, and it is initialized as En = {n} to remove the self-
attention for the corresponding agent n. At each iteration c
of the algorithm, one attention score set αn

c,t is calculated

as αn,m
c,t = exp

(
ρn,m
t

β

)
/
∑

j ̸∈En exp
(

ρn,j
t

β

)
for m ̸∈ En and

otherwise αn,m
c,t = 0, where the temperature coefficient β

is a hyper-parameter used to tune the normalization in or-
der to prevent very small gradients and help the training
of the algorithm. Then, NI corresponding messages yn

c,t,
∀c ∈ {1, . . . , NI} are obtained by NI iteration of weighted
sum yn

c,t =
∑

m αn,m
c,t vm

t over NI attention score sets.
Therefore, by this process, we obtain NI weighted sums

yn
c,t, ∀c ∈ {1, . . . , NI} which are differentiable and ordered

by the importance of messages. Then, each weighted sum
yn
c,t is iteratively fed into a non-linear NN with a smaller

output layer size than input layer size, to obtain NI messages
mn

c,t which has a smaller size than yn
c,t, in order to reduce

the communication payload size. Finally the output semantic
message mn

t is defined as a NI -tuple consisting of the
messages mn

c,t, i.e., mn
t = (mn

1,t, . . . ,m
n
NI ,t

). In other words,
the semantic message includes NI sub-messages, where each
of them attends to an interaction. Moreover, in both actor and
critic of agent n, the semantic message mn

t is concatenated
with the corresponding local message xn

t to output the policy
πn and quality Qπn

as denoted in Fig. 1.

IV. SIMULATIONS

In this section, we investigate the training, control, and
communication performance of the proposed ISHA method
with NI = 1 (ISHA1) and NI = 3 (ISHA3), in comparison
with MHA with NH = 3 (MHA3) and the Vanilla baselines,
by simulating the control of N = 4 UAVs in an area of
1000× 1000 m2. The ground base-station (BS) as the helper
is located at a fixed location (1000, 1000) m, and the flying
height of agents is fixed at 50 m. Two multi-layer perceptrons
(MLP) with 3 hidden layers of sizes 100 are used as the actor
and critic, and two MLP with 2 hidden layers of sizes 63
and one output layer of size 63 are used as the local message
generation functions of corresponding actor and critic at each
agent, all with ReLU [18] activation function. At the helper,
linear NNs of size 63×63 are defined as query, key, and value
NNs for all methods. The output NN for ISHA and MHA are
defined by linear NNs of sizes 63×21 and 63×63, respectively.
The input layer size of the actor or critic NN at each agent is
the sum of the local message and helper message dimensions.
Other parameters are set as follows: carrier frequency is 2GHz;
B = 5kHz; PN = −100dBm/Hz; UL (agent) message sizes
are 63×32 bits; DL (helper) message size are 21×32 bits,

Fig. 4. Comparison of average reward and collision rate during training with
ISHA3, ISHA1, MHA3, and Vanilla.

TABLE I
MODEL SIZE AND COMMUNICATION COST (BITS PER ROUND).

Methods Model Size Commun. Cost
Agent Helper Agent Helper

Vanilla 2.14×105 0 8.06×103 2.42×104

MHA3 1.63×105 1.58×105 8.06×103 8.06×103

ISHA3 1.63×105 6.35×104 8.06×103 8.06×103

ISHA1 1.47×105 5.29×104 8.06×103 2.69×103

3 × 21 × 32 bits, 63 × 32 bits, 3 × 63×32 bits for ISHA1,
ISHA3, MHA3, and Vanilla respectively; sg = 0; and rg = 1.

Training Time. Fig. 4 shows the average cumulative
reward and collision risk of ISHA, MHA and Vanilla over
training time, under perfect communication channel amd fixed
control interval of 0.1s. The ISHA3 method converges after
about 600 episodes, which is much faster than the other
methods, since the helper can calculate meaningful informa-
tion about the inter-UAV interactions and it requires smaller
model size 6.35 × 104 compared to MHA and Vanilla (see
Table I). Furthermore, Table I and Fig. 4 show that ISHA1

has smaller model sizes, both at the helper and agents than
ISHA3, but it takes a longer time for the agents to learn how
to extract inter-UAV interactions due to less informative helper
messages; however, it still converges faster than MHA and
Vanilla methods. In addition, the reduction in model size is
essential in UAV-oriented settings due to the lower computing
power and available energy at UAVs.

Travel Time. Fig. 5 shows the test trajectories of the three
methods with UAVs initially located close to each other, under
perfect communication channel with fixed control interval
0.1s. The effect of UAV’s messages on the helper message
calculated for a randomly selected UAV depicted using arrows;
the darker arrow means more effect. We observe that ISHA3

has the shortest travel time, and the reason is that, contrary to
MHA3, it always attends to 3 distinct short-range interacting
UAVs as shown in snapshot t = 350s in Fig. 5(a) and Fig.
5(c). The travel time performance of ISHA is better than the
other methods even with limited communications resources as
shown in Fig. 6(a), which illustrates the average travel time
of different methods versus BS transmission powers under a
maximum control interval of 1s. Specifically, at small helper
transmission power, ISHA1 can still maintain its travel time
performance, while the other methods cannot operate due to
their higher communication requirements as shown in Table I.

Collision Risk. ISHA methods achieve smaller collision
risk both at the training as in Fig. 4(b) and execution in Fig.
6(b). At BS transmission power higher than 27dBm, ISHA3

achieves 2 times smaller collision risk than its counterpart
MHA, due to successful transmission of extracted short-range
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Fig. 5. Trajectories of ISHA, MHA and Vanilla methods.

UAV interaction messages to the agents from the helper.
However, at transmission powers less than 27dBm, collision
risk can be maintained below 0.025 by utilizing ISHA1 which
requires smaller transmission bits (refer to Table. I) for only
1 iteration of the algorithm.

Communications and Propulsion Energy Cost. One
remarkable observation from Fig. 6(c) and Fig. 6(d) is that
while the control performance of the baseline methods de-
clines at low power settings, i.e., ≤ 27dBm, the ISHA1

can still obtain low collision risk path planning with smaller
total communication and propulsion energy consumption [19]
compared to other methods. The reason for this is three-
fold: 1) the smaller communication costs as in Table. I, i.e.
2.69×103 bits/round; 2) fast mission completion time as shown
in Fig. 6(a); and 3) smaller speed variation along the trajectory
with non-linear speed and propulsion energy relation [19].

Real-World Complex Scenario. The successful safe tra-
jectories by ISHA3 method in a 3-dimensional (3D) setting of
Fig. 7 with a higher number of agents, i.e., N = 10, and in
presence of an obstacle, shows the generalization capability
of the ISHA method in a complex environment and to solve
more complex tasks. Even though the agents have not trained
with this special two-array initial setting, they can find paths
with no collision to the destination.

V. CONCLUSION

In this letter, we proposed an MADRL framework with a
novel iterative single-head attention (ISHA) mechanism for
communication-efficient multi-UAV path planning and control.
Compared to the standard MHA which incurs spurious atten-
tion scores and excessive computing overhead, the proposed
ISHA enables to capture important attention scores for control,
thereby achieving faster mission completion while reducing
total communication and computing costs.

REFERENCES

[1] B. Li, Z. Fei, and Y. Zhang, “UAV communications for 5G and beyond:
Recent advances and future trends,” IEEE Internet Things J., vol. 6,
no. 2, pp. 2241–2263, 2019.

[2] H. Yetis and M. Karakose, “A new smart cargo cabinet application
for unmanned delivery in smart cities,” in Int. Conf. Artif. Intell. Data
Process. (IDAP), 2018, pp. 1–5.

Fig. 6. Comparison of ISHA, MHA and Vanilla methods under varying
helper transmission power.

Fig. 7. Real world 3D test of the proposed method with N = 10 in presence
of obstacle.

[3] H. Shiri, J. Park, and M. Bennis, “Remote UAV online path planning
via neural network-based opportunistic control,” IEEE Wirel. Commun.
Lett., vol. 9, no. 6, pp. 861–865, 2020.

[4] ——, “Massive autonomous UAV path planning: A neural network
based mean-field game theoretic approach,” in IEEE G. Comms. Conf.
(GLOBECOM), 2019, pp. 1–6.

[5] M. Miozzo, N. Piovesan, and P. Dini, “Coordinated load control of
renewable powered small base stations through layered learning,” IEEE
trans. green commun. netw., vol. 4, no. 1, pp. 16–30, 2019.

[6] T. Chen, K. Zhang, G. B. Giannakis, and T. Basar, “Communication-
efficient policy gradient methods for distributed reinforcement learning,”
IEEE Trans. Control. Netw. Syst., pp. 1–1, 2021.

[7] M. Roth, R. Simmons, and M. Veloso, “What to communicate?
execution-time decision in multi-agent POMDPs,” in Distrib. Auton.
Robot. Syst. 7. Springer, 2006, pp. 177–186.

[8] F. Wu, H. Zhang, J. Wu, and L. Song, “Cellular UAV-to-device com-
munications: Trajectory design and mode selection by multi-agent deep
reinforcement learning,” IEEE Trans. Commun., vol. 68, no. 7, pp. 4175–
4189, 2020.

[9] J. N. Foerster, Y. M. Assael, N. De Freitas, and S. Whiteson, “Learning
to communicate with deep multi-agent reinforcement learning,” in Proc.
Int. Conf. NIPS (NIPS’16), pp. 2145–2153, Barcelona, Spain, 2016.

[10] H. Hu, A. Lerer, B. Cui, L. Pineda, D. Wu, N. Brown, and J. N. Foerster,
“Off-belief learning,” CoRR, vol. abs/2103.04000, 2021.

[11] A. Vaswani, N. Shazeer, N. Parmar, J. Uszkoreit, L. Jones, A. N. Gomez,
Ł. Kaiser, and I. Polosukhin, “Attention is all you need,” in Adv. Neural
Inf. Process. Syst, 2017, pp. 5998–6008.

[12] S. Iqbal and F. Sha, “Actor-attention-critic for multi-agent reinforcement
learning,” in Int. Conf. Mach. Learn. PMLR, 2019, pp. 2961–2970.

[13] S. Gu, M. Geng, and L. Lan, “Attention-based fault-tolerant approach
for multi-agent reinforcement learning systems,” MDPI Entropy, vol. 23,
no. 9, p. 1133, 2021.

[14] N. Yang, Q. Lu, K. Xu, B. Ding, and Z. Gao, “Multi-actor-attention-
critic reinforcement learning for central place foraging swarms,” in Int.
Joint Conf. Neural Netw. (IJCNN), 2021, pp. 1–6.

[15] “3GPP TR 36.777, enhanced LTE support for aerial vehicles (Release
15), 3GPP,” Dec. 2017.

[16] T. Haarnoja, A. Zhou, K. Hartikainen, G. Tucker, S. Ha, J. Tan, V. Ku-
mar, H. Zhu, A. Gupta, P. Abbeel et al., “Soft actor-critic algorithms
and applications,” arXiv preprint arXiv:1812.05905, 2018.

[17] D. Hu, “An introductory survey on attention mechanisms in NLP
problems,” in Proc. SAI Intell. Syst. Conf. Springer, 2019, pp. 432–448.

[18] A. F. Agarap, “Deep learning using rectified linear units (relu),” arXiv
preprint arXiv:1803.08375, 2018.

[19] Zeng, Yong and Xu, Jie and Zhang, Rui, “Energy minimization for
wireless communication with rotary-wing UAV,” IEEE Trans. Wirel.
Commun., vol. 18, no. 4, pp. 2329–2345, 2019.

Authorized licensed use limited to: Oulu University. Downloaded on May 05,2022 at 05:29:40 UTC from IEEE Xplore.  Restrictions apply. 


