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Abstract— Sepsis is one of the most frequent causes of death
in Intensive Care Units, and its prognosis greatly depend on
timeliness of diagnosis. MIMIC-III database is a frequent
source of data for developing method for automatic sepsis
detection. However, the heterogeneity of data jeopardize the
feasibility of the task. In this work we propose a selection
strategy for generating high quality data suitable for training
a sepsis detection system based on the utilization of only
plethysmographic data.

Clinical relevance A system for detecting sepsis based only
on PPG may be potentially at virtually no cost in any case
clinicians suspect the possibility of developing sepsis.

I. INTRODUCTION

Sepsis is one of the leading causes of death in intensive
care unit (ICU), and occurring in up to 30% of ICU patients
[1]; the mortality rate for septic patients is twice that of
nonseptic ones. Moreover, the prognosis is severely affected
by a timely diagnosis: even a few hours of delay before
starting an adequate treatment may significantly decrease the
survival probability. Thus, a large research effort focuses on
the development of techniques for early diagnosis.

To this end, several research groups focused on MIMIC-
III database. MIMIC-III supports a wide range of analytical
studies, as it contains data from a large and diversified
population of ICU patients. In addition, the database is
freely available to researchers worldwide, thus allowing
reproducibility of clinical studies.

The present work is part of a project aiming at the devel-
opment of a screening system that is suitable for monitoring
patients during their stay in ICU, requiring the minimum
amount of data collection, for reducing invasiveness and
costs. In particular, we focused on the creation of a screening
system having a single input, the photoplethysmogram (PPG)
waveform obtained from pulse oximetry, as similar systems
were successfully used in detecting ageing and diabetes [2],
[3], [4]. This system could have large impact, as it can
be adopted as early warning sign for suggesting to start a
specific diagnostic procedure, aiming at reducing the time to
diagnosis. Although we expect a lower accuracy of the detec-
tion system, given the minimal information available, such
a system could introduce a no-cost monitoring system that
may be applied also outside the ICU, wherever the clinician
may expect a significant probability of sepsis development.

A direct application of Machine Learning (ML) techniques
to the data extracted from MIMIC-III could be infeasible,
given the large heterogeneity of patients included in the
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database, as well as the variability of the signal included (not
all patients are associated with all monitoring waveform) and
to the lack of timed diagnosis (as diagnosis is recorded only
at patient discharge time).

Therefore, in this paper we focus on development of
optimal extraction criteria for creating a dataset suitable for
developing efficient ML algorithms. The obtained dataset
will be used in future work for development of a ML-based
sepsis screening system. Preliminary results, obtained by
testing the dataset with a custom neural network model, are
reported in the results section.

II. METHODS

A. Data collection

Data were collected from the Medical Information Mart
for Intensive Care (MIMIC)-III database v1.4 [5]. The
MIMIC-III is a large, openly available de-identified database
comprised of patients admitted to critical care units of the
Beth Israel Deaconess Medical Center (BIDMC, Boston
Massachusetts, USA) between 2001 and 2012. This database
contains a variety of parameters acquired during routine hos-
pital care, such as demographics, vital sign measurements,
medications and mortality. Physiological signals, acquired
from patients bedside monitors, are stored in the MIMIC-
III Waveform Database [6]. In particular, a subset of it, the
MIMIC-III Waveform Database Matched Subset [7], contains
waveforms that have been matched and time-aligned with the
clinical records. Information from the two databases can be
linked using an anonymous identifier for the patient.

1) Database structure: The clinical database is provided
as a collection of comma separated value (CSV) files that
can be imported into a database management system, such
as PostgreSQL. The database consists of 26 tables, each of
which holds data of independent events such as admissions,
diagnoses, ICU stays, or laboratory test results. Data from
separate tables can be linked together using identifiers, such
as subject id, uniquely identifying patient, or the hospital
admission identifier.

The matched subset of the MIMIC-3 Waveform Database
is provided as a file hierarchy; first level directories, named
after the subject id, while second level directories contain
record files. These records comprise of master header file,
raw signal segments and segment specific layout header files.
A new segment is created whenever bedside monitor settings
or monitored signals are changed. In almost all cases, the
waveform records associated with a patient contain multiple
segments. Each segment contains a continuous record of a
set of simultaneously observed signals, that are described in
the corresponding header file.



The most commonly acquired signals in the waveform
database include electrocardiogram (ECG), arterial blood
pressure (ABP), photoplethysmography (PPG), and respi-
ration (RESP). In particular, PPG recording is present for
67.70% of patients, confirming its wide use in hospital
settings for continuous noninvasive monitoring.

2) Patient selection: MIMIC-3 database contains a large
variety of patients, with different clinical situations and
outcomes. Since our work focuses on detection of sepsis, we
selected two groups of patients, named “sepsis” and “con-
trol”. The first contains subjects with the target pathology,
while the second is associated with other pathologies treated
in the ICU. Selection criteria are illustrated in Table I.

As shown in the criteria, pathology identification was
based on the ICD-9 (International Classification of Diseases)
code. Within MIMIC, the ICD-9 diagnosis code is recorded
at the patient’s discharge from the hospital, so there is no
temporal information about the onset of the pathologies.
Therefore, to ensure the recorded signal was related to the
diagnosis, we considered only subjects with a single hospital
and ICU admission.

For the selection of the target group, we selected subjects
who had sepsis, severe sepsis, or septic shock diagnosis
and died in the hospital. We hypothesized that the corre-
sponding signals contained sufficient information about the
target disease. For the control group, we selected patients
with ICD-9 codes that we thought were associated with a
lower probability of involving an infection. As the number
of criterion-matched control subjects was much larger than
the number of septic subjects, controls were limited to 40
subjects per ICD-9 to obtain more balanced groups. This
resulted in 178 subjects with sepsis and 200 control subjects.

Recordings associated with a single patient may contain
multiple signals, such as ECG, PPG, ABP etc, and often they
are not available simultaneously or throughout the recording.
Therefore we inspected each subject’s record layout header

TABLE I
CRITERIA FOR SELECTING SEPTIC AND CONTROL PATIENTS

Selection criteria for both groups
N° hospital admissions 1
N° ICU stays 1
Present in the matched
waveform database

Yes

Selection criteria for sepsis group
Outcome Died in hospital
Diagnoses (ICD-9 code) 99591:Sepsis

99592:Severe sepsis
78552:Septic shock

Selection criteria for control group
Outcome Survival to hospital discharge
Diagnoses (ICD-9 code) 311:Depressive disorder NEC

3051:Tobacco use disorder
30000:Anxiety state NOS
2948:Other persistent mental disorders
due to conditions classified elsewhere
3004:Dysthymic disorder

files, and identified subjects with at least one segment
containing PPG signal. After identifying these subjects, we
extracted the PPG signal from the segment files. Waveform
header file inspection and signal extraction was performed
using the Waveform Database Software (WFDB) Python
package [8], which provides tools to read, write and process
the signals.

As a result, we obtained approximately 23,000 hours of
registration from 147 septic patients and 9,000 hours of
registration from 155 control patients. The imbalance in the
amount of signal between the two classes may be associated
with the longer ICU stay of septic subjects. In fact, our cohort
of septic patients had a mean ICU length of stay of 9.86 days,
compared to the 2.93 days of control patients. Notably, as
we aimed to build a dataset where each subject contributed
comparable amount of data, the final size of our dataset was
mainly limited by the number of subjects in the smallest
group (sepsis), not by the amount of signal collected per
group.

B. Segmentation

Often, the waveform database does not contain a contin-
uous recording of the PPG signal covering the whole ICU
stay for the patient. In many cases, only some segments with
varying duration are available. Typically machine learning
models are trained on smaller, fixed length signal samples.
Hence requiring standardization of the extracted PPG signal
segments.

A standardized dataset can be obtained by dividing each
recording into a set of nonoverlapping segments of fixed
length, that can be fed as input to a machine learning
classifier. The specified duration of the samples is subject to
several trade-offs; the shorter the segment length, the larger
the number of independent segments that can be extracted
from the waveform, thus generating a larger training and test
set. Conversely, a longer segment allows a better evaluation
of the variability between consecutive cardiac cycles.

For each patient, we extracted the entire PPG recording,
consisting of acquisitions not necessarily consecutive in time,
and segmented it to obtain samples of fixed length. We
experimented with different lengths for PPG samples starting
from 1-hour segments down to 1-minute segments. During
the signal segmentation process, we performed an initial pre-
filtering operation. Specifically, we selected only segments
with odd index to reduce similarity within the collected data,
and discarded segments with missing values. This allowed
us to obtain a set of samples, whose quality was then
evaluated by analyzing the waveform morphology. Based on
our experiments, we chose a segment length of 2 minutes for
our final dataset, as it allowed a good compromise between
quality and quantity of data. Furthermore, 2-minute segments
permitted visual inspection of the waveforms.

As a result of the segmentation step, we obtained approx-
imately 278,000 two-minute segments for the septic group
and 98,000 for the control group.

C. Signal quality assessment

Quality of a raw PPG signal is not always suitable for
computational analysis. As PPG is often used for long-term



monitoring of the basic physiological parameters, and is
usually acquired from a fingertip, it can suffer from move-
ment or disconnection artifacts. Therefore, for a successful
learning it is necessary to perform a selection of the available
waveform by discarding poor quality segments. To more
accurately assess the quality of each sample, we evaluated the
2-minute segments using consecutive 3-second windows. The
quality of each window was assessed by comparing the signal
acquired from the patient with a synthetic waveform, used as
a reference signal. The quality of each PPG sample was then
evaluated based on the estimated quality of its windows.

1) Generation of reference signal: Synthetic signal gener-
ation was performed using Neurokit 2 [9], a Python Toolbox
for Neurophysiological Signal Processing. In particular, we
took advantage of package features for waveform generation
and systolic peak detection.

The waveform generation function performs an approxi-
mation of the physiological signal based on the following
reference points: wave onset, position of the systolic and
diastolic peaks, and position of the dicrotic notch. The
coordinates of these landmarks are interpolated at a desired
sampling rate to obtain the PPG signal. To generate the
reference waveform, we set the parameters for sampling rate,
time duration, noise, motion artifacts, and heart rate. The
sampling rate was set to 125 Hz, the same frequency used to
acquire the signals in the MIMIC database. The time duration
was set to 6 seconds so that the template could be easily
aligned with the 3-second patient-acquired window. Since
we wanted to simulate a high-quality signal, we excluded
the presence of noise and motion artifacts. To set the heart
rate, we estimated the average heart rate in each window,
based on the location of the systolic peaks.

The Neurokit function we used to identify systolic peaks
implements an algorithm by Elgendi et al [10] which requires
filtered input signal. The raw signal was filtered using a third-
order Butterworth filter with 0.5-8 Hz band pass, in order
to maintain the relevant frequency band for systolic peak
detection, and used as input for the Neurokit function. Once
the spatial location of the systolic peaks was identified, we
calculated the between-peak heart rate values, which were
averaged to produce an estimate of the mean heart rate over
the window. It was therefore possible to obtain a reference
signal free of distortion and artifacts for each window.

2) Template matching: Similarity between the reference
signal and the actual waveform was assessed using template
matching and maximum correlation. Higher correlation val-
ues were associated with a better visual quality of the PPG
waveform. Thus, suitability of signal segments for classifica-
tion task were deemed acceptable or rejected depending on
the correlation value.

Segmentation step resulted into PPG segments of 2 min-
utes. Performing template matching for a PPG sequence
of this length is challenging because the segment may
contain altering heartbeat intervals. Therefore, the samples
were further split into 3-second consecutive windows, for
each of which correlation with optimal reference signal was
calculated, as illustrated in Figure 1. The window discarding
criteria is detailed in the Signal quality part of the Results
chapter.

Fig. 1. A flowchart illustrating template matching process and window
discard criteria.

D. Training and Test sets
After discarding the poor-quality segments, we constructed

the dataset that could be used to train machine learning
models to identify septic patients. The samples resulting
from the template matching were divided into training and
test sets. The division was done by ensuring that segments
related to the same patient were not present in both sets.
Within each class, 80% of the subjects were assigned to
the training set and 20% to the test set. We introduced a
maximum amount of 3 hours and a minimum amount of 1
hour data per patient, in order to prevent over representation
of any single subject in the dataset. If the patient had a total
recording duration exceeding the maximum threshold, we
randomly excluded excess segments. Patients who did not
have the required amount of signal were excluded from the
study. As a result, we obtained balanced training and test
sets. In the training set, 52.6% of the samples came from
the control class and 47.4% from the septic class. In the test
set, 52.2% of the samples belonged to the control group and
47.8% to the septic group. The final patient cohort consisted
of 85 septic patients and 101 control patients. Within the
septic group 65.89% of subjects were male and 34.12%
female. In the control group males represented 32.68% of
the subjects and females 68.32%. The distribution of age
and ethnicity between the two classes is homogeneous. In
both groups there is a prevalence of white ethnicity (55% in
the septic group and 76% in the control group). The mean
age of septic patients was 63.19 ± 15.90 years, compared
with 59.83 ± 18.07 years for control subjects. The mean
age was calculated excluding subjects older than 89 (n=4 in
sepsis group, and n=6 in control group), whose age cannot
be obtained from the MIMIC database.

E. Proof-of-concept evaluation
The resulting dataset was tested by evaluating the per-

formance on a neural network based on a ResNet [11]
architecture with 6 residual blocks. Deep learning algorithms
are based on the use of large amounts of data but their
efficiency is also strongly affected by the quality of the
training samples. In particular, we evaluated the ability of the
model to classify septic and control patients using as input



a) b)
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Fig. 2. Examples of classified windows. The figure shows the patient-
acquired signal aligned with the respective reference, and the values obtained
for the correlation coefficient. The windows in a) and b), belonging to
the “High” and “Medium” classes, present the traditional PPG waveform
morphology. The windows in c) and d), belonging to the “Low” and “None”
categories, show an irregular waveform compared to the template.

TABLE II
EVALUATION RESULTS

Accuracy Sensitivity Specificity
68.93% 77.34% 61.22%

PPG samples selected by the template matching method.
The model was trained using 5-fold cross-validation. For
each fold we saved the best model based on the validation
loss. After training, we constructed an ensemble of the best
models and used it to perform prediction on the test dataset.
As we used an ensemble, the reported results are an average
over individual model predictions on the test set.

III. RESULTS

1) Signal quality: During the template matching, Pearson
correlation was calculated for consecutive 3-second windows
of patient-acquired signal and generated reference signal.
Samples containing windows with HR below 45 BPM were
discarded as they were thought to be associated with an
increased risk of missed beat detection. Window correlation
coefficients were grouped into four categories: “High” (R ≥
0.8 ), “Medium” (0.6 ≤ R < 0.8), “Low” (0.5 ≤ R < 0.6),
and “None” (R < 0.5). If a given sample contained at least
one window belonging to either the “Low” or “None” cate-
gories, it was discarded. An example of windows belonging
to each correlation class is shown in Figure 2.

The choice of including segments with “High” or
“Medium” correlation windows resulted in a good quality
dataset, but at the same time led to the exclusion of a
high amount of PPG signal; dataset resulting from template
matching had 68,160 sepsis and 21,600 control samples.

2) Sepsis classification: The neural network model was
trained on template matched dataset and its performance was
evaluated in terms of accuracy, sensitivity and specificity. The
obtained results are shown in Table II.

The metric of greatest interest is sensitivity, as it indicates
the percentage of septic patients correctly identified. The

sensitivity reached a promising value of 77.34% on the test
set, suggesting the possible use of the PPG signal in a
screening system.

IV. DISCUSSION
Poor quality data can have a negative effect on machine

learning performance. Often, acquired biosignals, such as
PPG, suffer from various types of noise, for example motion
artefacts and noise caused by electrode connectivity. For
this reason, correct preprocessing of the data is necessary to
prevent model performance from deteriorating. In this work
we evaluated the quality of the collected data based on the
waveform morphology by implementing a template matching
method. Our results show that template matching can help
to exclude noisy segments and increase the quality of a PPG
dataset, potentially improving the performance of machine
learning models. The method developed in our paper can
be directly leveraged by future studies working with PPG
signal to improve dataset quality. Like all studies, ours has
some limitations. Our work was specific to PPG, but the
method can be generalized to other biosignals. However,
generalization requires means to simulate optimal expected
signal, which might not be readily available.

In our future work we are aiming to utilize the template
matching method introduced in this paper to assist in devel-
oping a sepsis screening system suitable for monitoring ICU
patients.
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