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ABSTRACT

Graphics processing units have massive parallel processing capabilities, and there
is a growing interest in utilizing them for generic computing. One area of interest
is computationally heavy computer vision algorithms, such as face detection and
recognition. Face detection is used in a variety of applications, for example the
autofocus on cameras, face and emotion recognition, and access control. In this
thesis, the face detection algorithm was accelerated with GPU using OpenCL. The
goal was to gain performance benefit while keeping the implementations function-
ally equivalent. The OpenCL version was based on optimized reference imple-
mentation. The possibilities and challenges in accelerating different parts of the
algorithm were studied. The reference and the accelerated implementations are
depicted in detail, and performance is compared. The performance was evaluated
by runtimes with three sets of four different sized images, and three additional
images presenting special cases. The tests were run with two differently set-up
computers.

From the results, it can be seen that face detection is well suited for GPU accel-
eration; that is the algorithm is well parallelizable and can utilize efficient texture
processing hardware. There are delays related in initializing the OpenCL plat-
form which mitigate the benefit to some degree. The accelerated implementation
was found to deliver equal or lower performance when there was little computa-
tion; that is the image was small or easily analyzed. With bigger and more com-
plex images, the accelerated implementation delivered good performance com-
pared to reference implementation.

In future work, there should be some method of mitigating delays introduced
by the OpenCL initialization. This work will have interest in the future when
OpenCL acceleration becomes available on mobile phones.
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TIIVISTELMÄ

Grafiikkaprosessorit kykenevät massiiviseen rinnakkaislaskentaan ja niiden
käyttö yleiseen laskentaan on kasvava kiinnostuksen aihe. Eräs alue missä kiih-
dytyksen käytöstä on kiinnostuttu on laskennallisesti raskaat konenäköalgorit-
mit kuten kasvojen ilmaisu ja tunnistus. Kasvojen ilmaisua käytetään useissa
sovelluksissa, kuten kameroiden automaattitarkennuksessa, kasvojen ja tuntei-
den tunnistuksessa sekä kulun valvonnassa. Tässä työssä kasvojen ilmaisual-
goritmia kiihdytettiin grafiikkasuorittimella käyttäen OpenCL-rajapintaa. Työn
tavoite oli parantunut suorituskyky kuitenkin niin että implementaatiot pysyi-
vät toiminnallisesti samanlaisina. OpenCL-versio perustui optimoituun verrokki-
implementaatioon. Algoritmin eri vaiheiden kiihdytyksen mahdollisuuksia ja
haasteita on tutkittu. Kiihdytetty - ja verrokki-implementaatio kuvaillaan ja nii-
den välistä suorituskykyeroa vertaillaan. Suorituskykyä arvioitiin ajoaikojen pe-
rusteella. Testeissä käytettiin kolmea kuvasarjaa joissa jokaisessa oli neljä eri ko-
koista kuvaa sekä kolmea lisäkuvaa jotka kuvastivat erikoistapauksia. Testit ajet-
tiin kahdella erilailla varustellulla tietokoneella.

Tuloksista voidaan nähdä että kasvojen ilmaisu soveltuu hyvin GPU kiihdy-
tykseen, sillä algoritmin pystyy rinnakkaistamaan ja siinä pystyy käyttämään te-
hokasta tekstuurinkäsittelylaitteistoa. OpenCL-ympäristön alustaminen aiheut-
taa viivettä joka vähentää jonkin verran suorituskykyetua. Testeissä todettiin
kiihdytetyn implementaation antavan saman suuruisen tai jopa pienemmän suo-
rituskyvyn kuin verrokki-implementaatio sellaisissa tapauksissa, joissa lasken-
taa oli vähän johtuen joko pienestä tai helposti käsiteltävästä kuvasta. Toi-
saalta kiihdytetyn implementaation suorituskyky oli hyvä verrattuna verrokki-
implementaatioon kun käytettiin suuria ja monimutkaisia kuvia.

Tulevaisuudessa OpenCL-ympäristön alustamisen aiheuttamat viivettä tulisi
saada vähennettyä. Tämä työ on kiinnostava myös tulevaisuudessa kun OpenCL-
kiihdytys tulee mahdolliseksi matkapuhelimissa.

Avainsanat: OpenCL, Kasvojen ilmaisu, GPGPU, kaskadiluokittelija, Haar-piirre



CONTENTS

ABSTRACT

TIIVISTELMÄ

PREFACE

ABBREVIATIONS

1. INTRODUCTION 6
1.1. Face detection . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
1.2. Acceleration with graphics processors . . . . . . . . . . . . . . . . . 7
1.3. Scope and structure of the thesis . . . . . . . . . . . . . . . . . . . . 8

2. GPU ACCELERATED COMPUTER VISION 9
2.1. GPGPU . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

2.1.1. OpenCL . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10
2.1.2. Utilizing GPU acceleration . . . . . . . . . . . . . . . . . . . 14

2.2. Related work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14
2.2.1. Advances in face detection acceleration . . . . . . . . . . . . 14
2.2.2. Advances in GPU accelerated face detection . . . . . . . . . 15
2.2.3. Comparison between OpenCL and CUDA . . . . . . . . . . . 15
2.2.4. Translating CUDA to OpenCL . . . . . . . . . . . . . . . . . 17

3. OPENCL IMPLEMENTATION 18
3.1. Description of the reference implementation . . . . . . . . . . . . . . 18
3.2. Description of the OpenCL accelerated version . . . . . . . . . . . . 23

3.2.1. Integral images . . . . . . . . . . . . . . . . . . . . . . . . . 24
3.2.2. Cascade classification . . . . . . . . . . . . . . . . . . . . . 24

4. EXPERIMENTS 28
4.1. Test setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28
4.2. Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

4.2.1. Case 1: Faces with a clear background . . . . . . . . . . . . . 29
4.2.2. Case 2: Faces with a scrambled background . . . . . . . . . . 31
4.2.3. Case 3: A natural image . . . . . . . . . . . . . . . . . . . . 31
4.2.4. Case 4: A large group image . . . . . . . . . . . . . . . . . . 35
4.2.5. Case 5: Blank image . . . . . . . . . . . . . . . . . . . . . . 35
4.2.6. Integral image computation and scaling . . . . . . . . . . . . 36
4.2.7. Experiments during development . . . . . . . . . . . . . . . 37
4.2.8. Comparison to other work . . . . . . . . . . . . . . . . . . . 38
4.2.9. Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

5. SUMMARY 42

6. REFERENCES 43



PREFACE

This thesis was done in the Center for Machine Vision research in the University of
Oulu. The work was supervised by Professor Jari Hannuksela.

I would like to thank the department of computer science and engineering for giving
me this opportunity, Mr. Hannuksela for his excellent guidance and Mr. Sami Varjo
for his insightful advice regarding programming, OpenCL and computer vision. In
addition, I would like to thank Mrs. Maritta Juvani and Mrs. Varpu Pitkänen for their
guidance and help with progressing and finishing my studies.

Oulu, PÄIVÄYS 2012
Jussi Mäkelä



ABBREVIATIONS
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1. INTRODUCTION

1.1. Face detection

Face detection is a task where faces shown on pictures or video are searched for auto-
matically. It is applied in automatic focusing on cameras, automatic face obfuscation
in pictures, pedestrian and driver drowsiness detection in cars, and head pose and facial
expression tracking in human-computer interfaces. Combined with face recognition,
that is identifying the individuals from facial photographs, the applications extend to
border control, criminal identification, access control, etc. Challenges in face detection
include inherent diversity in faces such as shape, color, texture, having a beard and/or
glasses. Additionally, the photographing event can introduce further diversity such as
different lighting conditions, head pose and facial expressions. [1, 2]

There are several methods in detecting faces. Feature-based approaches make use
of local facial features, such as the nose, mouth, eyes and the structural relationship
between them. These methods are considered robust against illumination changes, oc-
clusions and viewpoints. However, good quality pictures are required, and the methods
are computationally expensive. Another approach is appearance-based methods where
face detection is considered a two-class pattern recognition problem. Classification is
based on features calculated from pixel values in the search window. There are several
feature types in use, such as Haar-like, LBP (Local Binary Pattern), MCT (Modified
Census Transform) etc. [3]. The classifier is created by using statistical learning over
a large set of samples. A large number of weak classifiers are generated and ordered
into a multistage cascade, forming one strong classifier. This process was introduced
by Freund and Schapire [4], and it is called adaptive boosting (AdaBoost). In actual
classification, each search window is first checked with a few weak classifiers and, if
they pass the stage threshold value, are subjected to more rigorous testing. Figure 1
shows a flowchart depicting a cascade classifier. This results in many non-face search
windows being rejected early, with little computation [5].

Stage 1 Stage 2 Stage n

All search windows

Search window rejected

>= threshold >= threshold

< threshold < threshold < threshold

Face detected
>= threshold

Figure 1. Flowchart depicting a cascade classifier.
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Haar-like features are one of the most researched and used features in face detection.
Originally introduced by Viola and Jones [5], it became one of the most popular face
detection methods, and is still widely used today. Figure 2 shows a few examples
of Haar-features. Gray scale image pixel values in black boxes are summed, and then
subtracted from the sum of pixel values in the white boxes. The result is then compared
to a predefined threshold, and if it is met, the feature is considered a hit. Normally each
Haar-feature calculation would require fetching of every pixel in the feature area. This
is avoided by using integral images (also known as summed area tables) where the
value of each pixel is the sum of gray values above and left in the original image. This
enables calculating the pixel value sum of any rectangular area in the original image
with just four pixel lookups from the integral image.

Figure 2. A few examples of Haar features.

1.2. Acceleration with graphics processors

GPUs (Graphics Processing Unit) have massive parallel computing resources, as well
as high performance with floating point operations and high memory bandwidth. With
the advent of APIs (Application Programming Interface) such as CUDA (Compute
Unified Device Architecture) and OpenCL (Open specification for Computation Lan-
guage), these resources have become available to generic computing. Unlike parallel
computing on CPUs where there are a fairly low number of computationally heavy
threads, in GPU parallelism a large number of lightweight kernel instances (also called
threads, work-items or microkernels) are queued and launched. Often each of these
will handle computations for one output element, meaning that one processing cycle
is realized with up to millions of microkernels. However, as GPUs are special pro-
cessors, they can only be utilized in accelerating algorithms that can be fitted to GPU
architecture. [6]

Face detection is a computationally expensive task. It is a promising task for GPU
acceleration. There is plenty of potential for parallelism; for example search windows
are mutually independent as well as processing on different scales. Another point of
interest is that the input data is an image which can potentially be mapped to a GPU
texture memory, enabling the use of efficient image sampling hardware and a texture
cache. However there is much branching, which poses a challenge as branching causes
performance hit in GPU programs.
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1.3. Scope and structure of the thesis

In this work, a Haar-feature based AdaBoost cascade classifier was accelerated with
GPU using OpenCL. The goal was to gain performance speedup while studying the
feasibility and challenges in accelerating different phases of face detection. Both inte-
gral image computation and cascade classification were accelerated with GPU. Several
optimization methods were tried, and many properties of the GPU were exploited; for
example the SPMD-paradigm (Single Program Multiple Data) and texture sampling
hardware. The challenges in OpenCL implementation are discussed. The results were
promising for computationally heavy images, although improvements are still needed
for commercial applications.

This thesis is organized as follows. In Chapter 2 GPGPU (General Purpose comput-
ing on GPU) is discussed, different methods of utilization are presented, and a review
of related work regarding GPU acceleration and face detection is made. In Chapter 3
reference and accerated algorithms are described, the design is depicted and challenges
in GPU acceleration are discussed. In Chapter 4 performance test cases and setup are
described, and the results are presented and discussed. Finally, Chapter 5 summarizes
the thesis and future work is discussed.
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2. GPU ACCELERATED COMPUTER VISION

In this chapter, GPU acceleration is discussed. First, a short review into the history
and motivation of GPGPU is made and some relevant APIs are presented. Then the
OpenCL API is presented in more depth. Finally, some recent work related to GPU
acceleration and face detection is discussed.

2.1. GPGPU

As GPUs advanced in performance and complexity, there was a growing interest in
utilizing graphics processing resources for general computing. GPUs provide mas-
sively parallel processing with very high GFLOPS (Giga Floating Poing Operations
Per Second) and large memory bandwidth. In addition, they are cheap compared to
other acceleration solutions due to the economies of scale, especially the consumer
grade ones. However, as GPUs are special processors, they are hardly a panacea for
computational needs. While there are numerous tasks which can benefit from GPU ac-
celeration, the feasibility of GPU acceleration on a given task needs to be considered
beforehand. [7, 8]

Before the current trend of programmable graphics shader pipelines, GPUs had fixed
vertex and fragment processors for rendering. Eventually, there was a call for a more
flexible model, as fixed pipelines were inefficient for complex shading and lighting
operations. This lead to the development of user programmable pipelines. The pro-
grammable units on the GPU follow a single program multiple data (SPMD) paradigm,
also often called stream processing. This was followed by unified user programmable
shader language for both vertex and fragment stages. [7, 8]

Originally, the GPU was utilized for general computing by using these shader lan-
guages, for example HLSL (DirectX High Level Shader Language) [9] and GLSL
(OpenGL Shading Language) [10] and Cg (C for Graphics) [11]. These approaches
are very limited, as computations can only be expressed through graphic terms. [8, 12]

One of the earliest efforts to abstract the GPU as a streaming processor was the
BrookGPU [12] developed at Stanford University. It extends ANSI C with simple
data parallel constructs, and it includes a compiler and a runtime system. It aimed to
incorporate the ideas of data parallel computing and arithmetic intensity into a familiar
programming environment. Other goals were portability and performance. There were
implementations for both Nvidia and ATI (now part of AMD) hardware, using both
DirectX and OpenGL.

CUDA (Compute Unified Device Architecture) [13] is a proprietary GPGPU plat-
form from Nvidia. It is used for utilizing Nvidia made graphics cards for general
computing. The platform involves sequential programming on the CPU and kernel
functions (CUDA threads) executed on the GPU in the SPMD manner. CUDA ker-
nels are programmed with CUDA C, a subset of ANSI C with some extensions. The
host side can be programmed with C/C++, Python and Fortran. CUDA is widely used
in scientific and commercial applications. It is also supported in the OpenCV (Open
Computer Vision) library where Nvidia GPUs can be utilized for accelerating some
functions, for example face detection. It is the most popular framework for GPGPU at
the moment.
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2.1.1. OpenCL

OpenCL is an operating system and hardware architecture independent standard devel-
oped by the Khronos Group. OpenCL is heavily influenced by CUDA, but unlike the
platform from Nvidia, OpenCL aims to be a framework for heterogenous computing
utilizing a number of co-processors and processor cores.

The OpenCL platform consists of a host processor (CPU) connected to one or more
compute devices, such as CPUs, GPUs, DSPs (Digital Signal Processing) and other
co-processors. Figure 3 shows how a host may have one or more compute devices
which in turn may have one or more compute units, each with one or more processing
elements [14].

Host

Compute device

Compute unit

Processing
element

Figure 3. OpenCL platform model.

An OpenCL application consists of a host program and kernels. Host programming
can be done in a variety programming languages, for example C/C++, C#, Java and
Python. The host program executes on the host processor, and submits commands
to perform computations or to manipulate memory objects. There are three types of
commands: kernel execution, memory I/O and synchronization. A kernel is a function
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that executes on a compute device. They are written in OpenCL C, a subset of C99
with some extensions. They are submitted to a command queue by the host program.
A OpenCL platform may have one or more command queues, usually one per device.
Commands in a command queue are issued in-order or out-of-order, depending on
the queue type. When the host program submits a kernel execution command to a
command queue, it defines a one to three dimensional index space for the kernels.

Each point in the index space is specified by integers, with each dimension starting
from 0. Each point is associated with an execution instance of the kernel, which is
called a work-item. Each work-item performs a different task based on its ID in an
SPMD manner. Figure 4 shows examples of indexing in one and two dimensional in-
dex spaces. Workgroups usually include multiples of 32 amount of work-items. Work-
groups too have unique IDs. Work-items in a workgroup execute concurrently on a
compute device. [6]

1 2 30 1 2 30

1 2 3 4 5 6 7

Local index

Global index

Work-items

Workgroup index 1

. . .

Local index = (0,2)

0

0

Global index = (4,6)
Workgroup index = (1,1)

Figure 4. OpenCL index space.

Figure 5 show the OpenCL memory model [14]. OpenCL defines four distinct mem-
ory regions: global, constant, local and private. Global and constant memory regions
are available for every work-item. The local memory is shared by all work-items in the
same workgroup. The private memory is local to a single work-item. [6]
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Private
memory 1

Processing
element 1

Private
memory M

Processing
element M

...
Private

memory 1

Processing
element 1

Private
memory M

Processing
element M

......

Compute unit 1 Compute unit N

Local memory 1 Local memory N

Global/constant memory data cache

Compute device

Global memory

Constant memory

Compute device memory

Host memory

Host

Figure 5. OpenCL memory model with interactions.

OpenCL programming example

Here a simple OpenCL vector addition example is presented. Both OpenCL and pro-
cedural versions are written in ANSI C, and the OpenCL kernel is of course written in
OpenCL C. In this example, there are two 1024 element integer arrays A and B that are
summed together and saved to a result array C. Procedurally, this would be a simple
for-loop as shown here.

for( int i = 0; i < 1024; i++ )
{

C[i] = A[i] + B[i];
}

In OpenCL host code, first the buffers are created on the GPU memory for the arrays.
Then the input arrays are copied to the buffers. After that, the kernel arguments are
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set; in this case the pointers to the buffers. Since each kernel instance will process one
element of the vector, the global work size is set to 1024. The correct workgroup size
depends on hardware capabilities and resources required by the kernels, and it must be
a divisor of the global work size. Here it is set to 64. Those 64 work-items will make a
workgroup. Work-items in a workgroup are executed concurrently while workgroups
are executed serially. Finally, the result vector is read back to the host memory.

// Create memory buffers on the device for each vector
cl_mem A_mem_obj = clCreateBuffer( context, CL_MEM_READ_ONLY,

1024 * sizeof(int), NULL, NULL );
cl_mem B_mem_obj = clCreateBuffer( context, CL_MEM_READ_ONLY,

1024 * sizeof(int), NULL, NULL );
cl_mem C_mem_obj = clCreateBuffer( context, CL_MEM_WRITE_ONLY,

1024 * sizeof(int), NULL, NULL );

// Copy the lists A and B to their respective memory buffers
clEnqueueWriteBuffer( command_queue, A_mem_obj, CL_TRUE, 0,

1024 * sizeof(int), A, 0, NULL, NULL );
clEnqueueWriteBuffer( command_queue, B_mem_obj, CL_TRUE, 0,

1024 * sizeof(int), B, 0, NULL, NULL );

// Set kernel arguments
clSetKernelArg( kernel, 0, sizeof(cl_mem), (void *)&A_mem_obj );
clSetKernelArg( kernel, 1, sizeof(cl_mem), (void *)&B_mem_obj );
clSetKernelArg( kernel, 2, sizeof(cl_mem), (void *)&C_mem_obj );

// Execute the OpenCL kernel on the list
size_t global_work_size = 1024;
size_t workgroup_size = 64;
clEnqueueNDRangeKernel( command_queue, kernel, 1, NULL,

&global_work_size, &workgroup_size, 0, NULL, NULL );

clEnqueueReadBuffer( command_queue, C_mem_obj, CL_TRUE, 0,
1024 * sizeof(int), C, 0, NULL, NULL );

And finally here is the OpenCL kernel code. Each instance of this kernel will simply
query the OpenCL platform for their global identifier, and then use it as index for all
three vectors.

__kernel void vector_add( __global const int *A,
__global const int *B, __global int *C )
{

// Get the index of the current element to be processed
int i = get_global_id(0);

// Do the operation
C[i] = A[i] + B[i];

}

As can be seen here, utilizing OpenCL for even simple problems means numerous
API calls have to be made. It can be regarded as an example of some of the program-
ming complexity that is inherent in OpenCL.
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2.1.2. Utilizing GPU acceleration

Utilizing GPU acceleration on computations is non-trivial, often requiring redesigning
of the algorithm. The first step is to identify the ways of parallelizing the algorithm. If
it is not possible, then GPU acceleration will likely offer no benefits, as serial process-
ing is significantly slower on a GPU than on a CPU. Input data should preferably be
arranged to a 1-D vector or a 2-D matrix. Mapping data to a GPU as a generic buffer
offers more flexibility, but mapping as an image (texture) offers the use of efficient
sampling hardware, including bilinear interpolation and texture caches. However, there
are restrictions to image size and variable (pixel) format. Memory accesses should be
coalesced for maximum throughput. A PCI-express bus is often the bottleneck in a
CPU-GPU system, so memory transfers between the host and device should be min-
imized. Sometimes it is beneficial to run tasks that would be faster on the CPU on
the GPU in order to avoid memory transfers. There is overhead when invoking kernel
executions which, with memory latencies, may result in poor performance when there
is not enough computation. That is, GPU acceleration may actually harm performance
with small datasets compared to CPU implementation. Branching should be avoided
in the kernel programs. [15]

Computer vision algorithms are often well suited to GPU acceleration. Input data is
often an image or other type of matrix, which usually can be mapped to GPU texture
memory. This enables the use of fast texture caches and hardware samplers. Often, the
output elements (pixels or cells) are mutually independent so they can be computed
concurrently. GPU hardware is excellent for single precision floating point operations,
which are heavily utilized with Haar-like features.

2.2. Related work

Both GPU acceleration and object detection are rapidly evolving fields. GPU acceler-
ation, or heterogenous computing, in general advances with for example, the introduc-
tion of faster and more power efficient chips or even several processors on the same
die, and improvements to APIs to bring new features and performance. There has
been some research into GPU acceleration for Haar-based face detectors, for example
[16], [17], [18] and [19]. Here we take a brief look into some of the notable recent
publications on face detection.

2.2.1. Advances in face detection acceleration

Burgin et al [20] have improved the detection speed of the Haar-based face detector by
using depth information. They used it for quickly discarding background so a search
was only applied to potential face areas and to estimate the face sizes for selecting the
appropriate scales for detection. The speed improvement was fairly low on images that
had a simple background, and significant with images with a complex background.

Cho et al [21] have designed a Haar-based face detector with Verilog HDL and
implemented it on the Xilinx Virtex-5 FPGA. Their implementation was 37.33 times
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faster with 320x240 images and 18.81 times faster with 640x480 images when com-
pared to sofware reference implementation.

2.2.2. Advances in GPU accelerated face detection

Li et al [22] have implemented an optimized Haar-based face detector on a new Sandy
Bridge i7 processor from Intel, which features four CPU cores and a GPU core on
the same die. The algorithm was implemented with Cm, an extension to C/C++. In
their implementation, the image downscaling and the integral image computation were
handled on the CPU, followed by cascade classification on the GPU. Finally, the post-
processing was handled on the CPU. The implementation was on average 3.07 times
faster than CPU only reference, and on average 1.18 times faster than implementation
utiliziling a conventional, better performing graphics card.

Jia et al [23] researched several techniques for improving the performance of an
OpenCL accelerated Haar-based face detector. Some of the presented techniques in-
clude a GPU vendor specific optimal workgroup size, an uberkernel (combinational
kernel handling several tasks), persistent work-items and local queues. On average,
the speedup provided by their algorithm was about 17 times when compared to the
CPU only version of the OpenCV face detection algorithm.

2.2.3. Comparison between OpenCL and CUDA

OpenCL, while a platform for heterogenous computing, is often used for GPU accel-
eration. This warrants the question how does it compare to CUDA? Unfortunately, the
comparison is not straightforward. The level of optimization has a significant effect
on performance, and evaluating the optimization level of an implementation is a chal-
lenge. Also the selection of testing hardware has an effect on the comparison. If the
tests were implemented and run on Nvidia GPUs, it becomes, in part, a comparison
between CUDA and OpenCL implementations by Nvidia. Since CUDA is a propri-
etary platform that only works on Nvidia GPUs, it can be speculated that the company
emphasizes improving CUDA over OpenCL. Comparison between CUDA implemen-
tation on a Nvidia GPU and OpenCL implementation on an AMD GPU is affected by
differences in chip architectures. This vagueness is reflected in the papers regarding
the subject.

Bernabé et al [24] have implemented a 3D Fast Wavelet Transform on CUDA and
OpenCL, and ran them with the Nvidia Tesla C2050 GPU. In their tests, CUDA per-
formed 5.3-7.4 times better than CPU reference, while OpenCL gained only a 1.8-2.8
times speedup. When the processing times were broken down to individual phases,
CUDA performed better in each of them. Particularly unflattering to OpenCL were
the transfer times from host to device and from device back to host; CUDA performed
about two and five times faster than OpenCL, respectively. The work offered no anal-
ysis of the reason for such a glaring mismatch.

Komatsu et al [25] took a few algorithms accelerated with CUDA, translated them
to OpenCL and ran performance comparisons. The GPU in question was the Nvidia
Tesla C1060. Initially, CUDA versions of algorithms were several times faster than
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Table 1. Summary of runtimes in ms for 3D-FWT on each platform
Frame size

Code version 512x512 1kx1k 2kx2k
CPU optimal 156.09 655.33 2843.43
CUDA 29.21 (2.7x) 100.61 (6.5x) 381.58 (7.4x)
OpenCL 87.12 (1.8x) 276.39 (2.4x) 1011.47 (2.8x)

OpenCL versions. They then applied several manual and automatic optimizations to
the OpenCL version and were able reach a performance comparable to CUDA ver-
sions. They conclude that the perceived difference in performance was caused by
difference in compiler optimization capabilities.

Fang et al [26] have presented a comprehensive performance comparison between
CUDA and OpenCL. They used 16 different benchmarks for tests, ranging from syn-
thetic to real-world problems. Performance metrics were chosen according to the task,
ranging from runtimes to data processing speed. For unified comparison, they created
a Performance Ratio (PR) where

PR =
PerformanceOpenCL

PerformanceCUDA

. (1)

If PR < 1 it means that the performance with OpenCL was worse than CUDA and
vice versa. If 0.9 < PR < 1.1 the difference is considered negligible. Figure 6 shows
the PR for each benchmark with two different GPUs.

Figure 6. Relative difference in performance with different benchmarks using the
Nvidia GeForce GTX 280 and GTX 480. Note that the PR for Sobel with GTX 280 is
actually 3.2.
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They analyzed different optimization strategies for both platforms and their effects
on performance. Also the reasons for performance mismatches between frameworks
were researched. Often there were large gaps in performance initially, but most of
them were remedied with optimizations. Performance differences are mostly negli-
gible or slightly in favor of CUDA. The most notable difference was the FFT (Fast
Fourier Transform) where CUDA performed about 5 times better. The reason for this
was found to be differences between the CUDA and OpenCL compilers provided by
Nvidia. When comparing PTX-code (Parallel Thread eXecution, intermediate lan-
guage between the CUDA/OpenCL and device binary) it was found that the code com-
piled from CUDA C was better optimized than the code from OpenCL C, despite the
kernel codes being identical. They conclude that there is no reason for OpenCL to
obtain worse performance than CUDA under fair comparison.

2.2.4. Translating CUDA to OpenCL

While CUDA is widely used, OpenCL has strong cross-industry support and momen-
tum. It can be speculated that OpenCL will eventually replace CUDA in GPU acceler-
ation, so there has been some research into automatic code conversion from CUDA to
OpenCL. Sathre et al [27] have introduced CU2CL (CUDA to OpenCL), a prototype
translator for converting both host and device code. In their work, they have analyzed
and categorized different challenges in automatic source-to-source translation, such
as untranslatable and difficult-to-translate idioms and language, and API differences.
The code which the program was able to translate successfully was found to be equiv-
alent to manual translation, performance wise. The CU2CL program is depicted more
in-depth in [28].
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3. OPENCL IMPLEMENTATION

In this chapter, both reference and and accelerated algorithms are presented. Function-
ality is described and illustrated with flowcharts. The challenges, and both successful
and failed optimizations in the development of the accelerated algorithm are discussed.

3.1. Description of the reference implementation

The original implementation of the face detector used in this work was based on the
work introduced by Viola and Jones [5], and was developed for the Nokia N900 mo-
bile phone. The phone has a Texas Instruments OMAP3430 system-on-chip with a
500MHz ARM Cortex A8 processor and 256MB of RAM, and it runs the Linux-based
Maemo 5 operating system. The implementation uses a Haar-feature AdaBoosted cas-
cade classifier with 18 stages. The number of weak classifiers start with seven in the
first stage and increases up to 200 in final stages. The classifier uses a 20x20 pixel
sliding window with step of two pixels. On detection the implementation checks ad-
jacent search windows recursively. This feature has been removed from the reference
algorithm in order to make this and the accelerated version functionally equivalent for
easier comparison. The step size is also changed to one.

Figure 8 shows a high level flowchart of the reference implementation. It works as
follows: the original image is first converted to gray scale and then an integral image
(also known as Summed Area Table, SAT) is created. Figure 7 demonstrates a 4x4
pixel patch of gray image and equivalent integral image patch. The integral image is a
matrix where every cell holds the sum of every gray pixel value above and to the left
of it, enabling getting the sum of pixel values on any rectangular area with only four
SAT lookups. The integral image is padded with zeroes on the leftmost column and
the top row for easier handling. In this implementation, the squared version of SAT is
also calculated.

Gray image Integral image
243 248 249 247 0 0 0 0 0
244 248 249 247 0 243 491 740 987
244 248 249 247 0 487 983 1481 1975
243 248 249 246 0 731 1475 2222 2963

0 974 1966 2962 3949

Figure 7. An example of an integral image calculated from 4x4 patch of a gray image.

Face detection is executed on four downscaled images that are scaled by decimation
by the factors 2, 3, 4 and 5. This results in a search windows equivalent of 40x40,
60x60, 80x80 and 100x100 pixels on the original image. In practice, the scaling is
applied to the integral image rather than the gray image. After scaling the integral
image to scale 2, that is one fourth of the size of the original, the face detector is
run for that image. Then the integral image is scaled to scale 3, and faces are detected.
This continues until faces are detected from scale 5. This is followed by postprocessing
hits. There are usually multiple hits around faces. These are merged in postprocessing
if they overlap by a significant amount. This helps with improving results, as false
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Create SAT image

Scale SAT for scale 2

Detect faces on scale 2

Postprocess

Draw detections on original image and save it

Begin

End

Scale SAT for scale 5

Detect faces on scale 5

Scale SAT for scale 3

Detect faces on scale 3

Scale SAT for scale 4

Detect faces on scale 4

Figure 8. Flowchart depicting the reference implementation.
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positives are often non-overlapping. Finally, the detection rectangles are drawn into
the original image and the result saved for evaluation.

Figure 9 shows a flowchart depicting cascade classification. A cascade classifier has
18 AdaBoosted stages of increasing the number of weak classifiers. Table 2 shows
the number of weak classifiers at every stage. Figure 3 shows the composition of a
single weak classifier. Each weak classifier has one Haar-feature, and corresponding
threshold and alpha values. Before evaluating weak classifiers, the mean, squared
mean and variance of the search window are checked. If they fall outside predefined
boundaries, the search window is rejected. Figure 10 shows how the value for each
Haar-feature in a stage is calculated, and if the value exceeds the threshold assigned
to that particular feature, the designated alpha is added to the sum of the stage alphas.
After the evaluation of the last feature, if the sum of alphas exceeds the stage threshold,
the search window is then subjected to the following stage. If the search window passes
all stages, it is then considered a hit and saved.

Table 2. Number of weak classifiers at each stage of the cascade classifier
Stage Nr. of weaks Stage Nr. of weaks

1 7 10 140
2 15 11 160
3 30 12 180
4 30 13 200
5 50 14 200
6 50 15 200
7 50 16 200
8 100 17 200
9 120 18 200

Table 3. Description of a weak classifier
Elements Data type Description
Coordinates 1-4 unsigned integer Four pairs of search window coordinates

where the feature is located. Depending on
the feature type some coordinates may not be
used.

Type unsigned integer Type of the Haar-feature. Figure 2 presents
some of them.

Parity unsigned integer Points out whether the feature value should
be higher or lower than the threshold.

Threshold floating point Value to which the feature value is com-
pared.

Alpha floating point Value to be added to the cumulative sum if
the threshold is met.
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Begin

N = 1

Process stage N of weak classifiers

Hits?

Is N equal or 
smaller than number 

of stages?

End

N = N + 1

No

Yes

Yes

Save search window for postprocessing

No

Figure 9. Flowchart depicting the cascade classification in reference implementation.
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Begin

End

Get feature value

Value above 
threshold?

Add alpha to stage sum

Weak classifiers
left?

Stage sum greater than
stage threshold?

Hit

Next weak classifierYes

No

Yes

No

No

Yes

Figure 10. Flowchart depicting the processing of a single stage. This applies to both
implementations.
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3.2. Description of the OpenCL accelerated version

The OpenCL implementation was programmed with ANSI C and version 1.1 of the
OpenCL framework.

The reference implementation maps poorly for GPU acceleration due to procedural
execution, branching, dynamic memory allocation in structures etc. Thus it had to be
redesigned. The goal was to exploit GPU hardware and properties to a good degree
while keeping the accelerated algorithm functionally equivalent to the reference one.
The most important thing in GPU acceleration is parallelization. There are three types
of inherent parallelism (or mutually independent computations) in cascade classifica-
tion:

• Image scale parallelism

• Search window parallelism

• Weak classifier evaluation parallelism

The first two are exploited in this work. The third was not pursued due to its pro-
gramming complexity and low potential for improvement, as the execution time for
the last stages was less than a millisecond per stage. Figure 11 shows how in OpenCL
data parallelism, workgroup execution time is the same as the execution time of the
most time consuming work-item. Thus the model where every stage for every search
window is processed serially leads to wildly varying execution times for workgroups,
and idling process elements resulting in poor performance and GPU utilization.

Time

Work-items

Workgroup
execution
time

Figure 11. The total execution time of the workgroup is the execution time of the most
time consuming work-item.

Figure 12 shows high level depiction of the accelerated algorithm. First the image
is loaded and turned into grayscale. Then it is transferred to the device memory. On
the device, the integral image is computed and scaled to every scale. After that, stage
1 is processed on the device exhaustively for every search window on every scale.
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The number of surviving windows for each scale is then read back to the host so an
appropriate number of work-items for processing the next stage can be launched. Since
the global work size must be divisible with workgroup size, the number of required
work-items (that is, the number of surviving search windows) is rounded upwards to
the next such number. After every stage has been processed, the pixel coordinates
of the hits are read to the host from the device. Finally, they are postprocessed the
same way as in the reference implementation, the detection rectangles are drawn on
the original image and saved.

3.2.1. Integral images

Integral images have been changed from 1-D buffers to 2-D texture images in order to
take advantage of GPU texture sampling hardware. The exploitation of parallelism be-
gins with the creation of an integral image (SAT). Figure 13 shows how it is calculated
in two phases, as introduced in [29]. First, row sums are calculated on device in such
a way that each row is summed in one work-item. Then column sums are calculated
in the same manner. Squared SATs are also calculated at the same time. After that the
SAT is scaled concurrently, row by row. SATs on different scales are saved into sepa-
rate texture objects, though squared SATs are appended to the textures of the original
ones.

3.2.2. Cascade classification

Figure 14 shows a detailed flowchart of the cascade classification on the accelerated
implementation. The classification is implemented on GPU hardware in the following
manner: first the SAT images are searched exhaustively with sliding windows with a
specific kernel for stage 1. Each window is an individual work-item. This is done for
every scale serially. The weak classifiers are evaluated and means, squared means and
variances are checked in the same way as in the reference algorithm. The number of
surviving candidate windows for each scale is read back to the host, so an appropriate
number of work-items for the next stage can be launched. For each scale, there are two
buffers, an input and an output. The input buffer comprises of the 1-D coordinates of
the top-left corner of the candidate windows. After processing a stage, the 1-D coordi-
nates of the surviving candidate windows are saved into the output buffer. At the next
stage, the former output buffer is used as the input buffer, and the former input buffer
as the output buffer. There are separate kernels for processing stage 1 and processing
the subsequent stages. The difference is that in stage 1, the kernel mean, squared mean
and variance boundaries are checked, and the image is searched exhaustively. Also the
weak classifier evaluation loop has been unrolled for efficiency. In the kernel for all
other stages, initial checks are omitted and only candidate windows listed in the input
buffer are analyzed. The evaluation of weak classifiers is implemented in the same way
as in reference implementation, as shown in the Figure 10. After the cascade classifi-
cation has been completed, the hits are read to the host, saved as bounding boxes and
then postprocessed on the host in the same way as in the reference implementation.
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Begin

End

Calculate and scale SAT

Execute stage 1 for every scale

Stages left? Execute stage n for every scaleNo

Postprocess hits

Yes

Host Device

n = n + 1

n = 2

Load image and turn it to grayscale

Transfer image to device

Read hits from device

Figure 12. High level presentation of the accelerated algorithm.
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Work-item 0

Work-item 1

Work-item n
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+

Row prefix sum

Work-item

10 n
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Work-item

10 n

+ + + +

Column prefix sum

Figure 13. A method for computing integral image in parallel.

The GPU utilization has been improved by processing each scale serially. That is,
the device is still computing stage 1 for scale 2, while the following tasks are already
being enqueued from the host. Memory I/O operations between the host and the de-
vice are often the bottleneck with OpenCL acceleration as the PCI-express bus has
limited bandwidth and poor latency. It is possible to mask these latencies by keep-
ing the device busy with other computations while memory transfer is completed.
This can be realized with events. For example, memory transfer call may save the
state (CL_QUEUED, CL_SUBMITTED, CL_RUNNING, CL_COMPLETE, error oc-
curred) of call to an event object. An enqueuing task that depends on the data being
transferred may be set to wait until the event is set to CL_COMPLETE, that is the
transfer has been completed. However in this implementation, memory transfers be-
tween the host and the device have already been minimized. The only things that are
transferred are the original gray image, the number of candidate windows between
stages, and finally the list of hits. All other data is held and processed on the device
memory. Events have been utilized, but their impact here is minor.
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Begin

Enqueue stage 1 for every
search window for every scale

Process stage 1 on every scale

Read number of detections
from device for every scale

stage = stage + 1

stage < 19?

Enqueue stage n for surviving
search windows on every scale

Process stage n on every scale

Read number of detections
from device for every scale

Yes

Read hits from device

No

Host Device

End

Figure 14. Flowchart depicting the cascade classifier in the accelerated algorithm in
more detail.
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4. EXPERIMENTS

In this chapter, performance comparisons between algorithms are made. The test
equipment and test cases are depicted. Then the results are presented and discussed,
and optimizations during development reviewed. Finally, the results are compared to
other work and findings are discussed.

4.1. Test setup

Performance tests were conducted with two computers. Test computer one was
equipped with a 2.4 GHz Intel Core 2 6600 CPU, an AMD Radeon HD 5450 GPU
and 4 GB of RAM. Test computer two was equipped with a 3.6 GHz Intel Xeon E5-
1650, an AMD Radeon HD 6870 and 8 GB of RAM. Both computers were running
Windows 7 64-bit. The Radeon 5450 features a 650 MHz GPU with two compute units,
16 stream cores and 80 processing elements, and the Radeon 6870 features a 900 MHz
GPU with 14 compute units, 224 stream cores and 1120 processing elements. They
have a peak floating point performance of 104 Gflops and 2016 GFlops, respectively.
[30]

Performance was evaluated by runtimes, which were measured by querying Win-
dows high performance counters or using the OpenCL profiling mode.

Performance comparison between the reference and the accelerated implementations
is not straightforward. OpenCL kernels are usually compiled at runtime. On the test
computers, this took about 1.2 and 0.6 seconds, respectively. There are a few ways to
amortize this delay:

• Using precompiled kernels: this removes compilation time but makes the kernels
incompatible with different hardware.

• Extending program lifetime: the kernels need to be compiled only once per pro-
gram run, thus if face detection is applied to ten images consecutively, the com-
pilation time per image is reduced to 1/10.

• Persistent program: a few second delay in program start time is generally ac-
cepted.

Therefore the time taken by the kernel compilation is negated from the runtime of
the accelerated algorithm.

The test set consisted of five images: two natural group photos and two edited im-
ages, one with ten identical faces against a white background, and another with the
same faces against a challenging background. From each image, four differently sized
versions were created: 600x300, 900x450, 1200x600 and 1500x750 pixels, except for
the second group photo which is sized 3000x1500 only. For synthetic images, this was
done by downscaling the original 1500x750 image to appropriate sizes. However the
natural image was downsized by cropping. This was due to the coarse scaling used by
the detector, thus making the faces in the image too small for detection. Finally, two
blank images were made in order to evaluate the time taken by initialization. Table
4 shows the number of search windows on each image size. Figure 15 in turn shows
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a graph visualizing the number of search windows; it can be seen that it rises almost
linearly, making a good basis for evaluating implementation performance.

Table 4. Number of search windows with different window sizes
Image Size (pixels) Search Windows
600x300 162400
900x450 378400
1200x600 684400
1500x750 1080400

Figure 15. Graph visualizing the number of search windows.

4.2. Results

Each version of each image was run ten times with both implementations and comput-
ers, and the means were recorded.

4.2.1. Case 1: Faces with a clear background

Figure 16 shows the faces with a clear background image which was edited to present
a case where non-face regions are easy to discard. This reduces the amount of compu-
tation in face detection dramatically, as there is only a small amount of search windows
which pass stage 1, as was shown in Figure 1. Table 5 shows runtimes on both com-
puters, and Figure 17 visualizes the difference between implementations on both test
computers. From the results, it can be seen that the reference algorithm outperforms
the accelerated one with smaller image sizes, and even with the largest image, the ac-
celerated version offers only a modest speedup compared to other test images. The
performance difference was worse on computer two, probably due to faster CPU high-
lighting the delays caused by initialization and memory transfers.
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Figure 16. Example of the faces with clear background -image after face detection.

Table 5. Runtimes of faces with clear background -image on different sizes with test
computer two

Test Case Reference (ms) OpenCL (ms) Speedup
Test computer one
Clear background, 600x300 75 117 0.64
Clear background, 900x450 126 135 0.93
Clear background, 1200x600 171 161 1.06
Clear background, 1500x750 241 183 1.32
Test computer two
Clear background, 600x300 41 75 0.55
Clear background, 900x450 67 88 0.76
Clear background, 1200x600 90 96 0.94
Clear background, 1500x750 125 107 1.17
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Figure 17. Graph depicting performance difference between algorithms by runtimes in
milliseconds with both test computers.

4.2.2. Case 2: Faces with a scrambled background

Figure 18 shows the faces with a scrambled background; the image is the same as the
previous image, but the background has been replaced with a composition of differ-
ent non-face regions that were found to be challenging to the detector. This presents
the worst case scenario in detection. Many non-face search windows will have to be
analyzed at the higher stages of the cascade classifier, which increases the amount
of computation considerably. Table 6 shows that the accelerated implementation per-
forms well in this test case. The performance is comparable with the smallest image
and increases to an over three times speedup with the largest image. Figure 19 visu-
alizes the difference between implementations and test computers. It should be noted
how gradual the increase of runtime of the accelerated implementation is, showing that
it performs well after initialization delays.

4.2.3. Case 3: A natural image

The natural image is an example of a typical natural group photo. Non-face regions are
not as complex as in the previous case, but do require significant computation before
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Figure 18. Example of the faces with scrambled background -image after face detec-
tion.

Table 6. Runtimes of faces with scrambled background -image on different sizes with
both test computers

Test Case Reference (ms) OpenCL (ms) Speedup
Test computer one
Scrambled background, 600x300 155 135 1.15
Scrambled background, 900x450 331 159 2.08
Scrambled background, 1200x600 548 200 2.74
Scrambled background, 1500x750 817 248 3.29
Test computer two
Scrambled background, 600x300 86 91 0.95
Scrambled background, 900x450 183 100 1.83
Scrambled background, 1200x600 301 111 2.71
Scrambled background, 1500x750 449 124 3.62
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Figure 19. Graph depicting performance difference between algorithms by runtimes in
milliseconds with test computer two.

Figure 20. Example of natural image after face detection.

discarding. Figure 20 shows an example of the test image after the face detection. The
runtimes are much higher than with Case 1, but slightly lower than with Case 2. The
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background is composed of both low contrast, easy to discard regions as well as high
contrast, computationally heavy regions. Thus the runtimes showed by Table 7 are
reasonable. Figure 21 visualizes the difference between implementations on both test
computers. It can be estimated that performance with natural images will fall between
the extremes of Case 1 and 2, depending on the image composition.

Table 7. Runtimes of the faces with scrambled background -image on different sizes
with both computers

Test Case Reference (ms) OpenCL (ms) Speedup
Test computer one
Natural image, 600x300 112 121 0.93
Natural image, 900x450 244 149 1.64
Natural image, 1200x600 435 193 2.25
Natural image, 1500x750 658 237 2.78
Test computer two
Natural image, 600x300 61 83 0.73
Natural image, 900x450 133 92 1.45
Natural image, 1200x600 237 103 2.30
Natural image, 1500x750 355 118 3.01

Figure 21. Graph depicting performance difference between algorithms by runtimes in
ms with both computers.
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4.2.4. Case 4: A large group image

The large group image is a 3000x1500 pixels group photo with 43 faces. It presents
a case of face detection where downscaling is undesirable as the faces are fairly small
to begin with. Thus the detection should be applied to the original image. Figure
22 shows the test image after face detection. Table 8 shows the runtimes of both
implementations with both test computers.

Figure 22. Example of large group image after face detection.

Table 8. Runtimes of large group image on different sizes
Test Case Reference (ms) OpenCL (ms) Speedup
Large group, computer one 2563 595 4.31
Large group, computer two 1387 206 6.73

From the results, it can be seen that accelerated implementation gained significant
speedup with both test computers. It should also be noted that there was no notable per-
formance loss caused by the large number of faces in the image. The modest increase
in runtime of the accelerated implementation, especially with computer two implies
that the implementation scales very well.

4.2.5. Case 5: Blank image

From the earlier results it can be seen that the runtimes of the accelerated implemen-
tation increase fairly little despite image sizes, and thus the amount of computation
multiplying. This test was added to see what is the minimum runtime of the imple-
mentation. It countains two completely white images sized 600x300 and 1500x750.
In face detection, every search window is discarded in stage 1, though integral image
computation is not affected. Table 9 shows runtimes with both images with both test
computers.
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Table 9. Runtimes of faces with scrambled background image on different sizes
Test Case Test computer 1 Test computer 2
Blank image 600x300 88 55
Blank image 1500x750 120 68

Results show that the runtimes are quite large even with negligible computation.
This may be due to initialization of the OpenCL platform after the compilation of ker-
nels, and the use of OpenCV for image loading and saving. Time taken by compiling
the kernels is omitted, as in the other tests.

4.2.6. Integral image computation and scaling

Here is a brief comparison between the implementations in computing and scaling the
integral image with test computer one. In the reference implementation, the SAT is
computed in one process, while in the accelerated implementation, four kernels and
an additional temporary image for partial sums are used. Scaling was effectively the
same, except for parallelization on the accelerated version. Table 10 shows the partial
and total runtimes in milliseconds. Column headers are image sizes in pixels and the
algorithm used, ref = reference and cl = the OpenCL version. Image composition does
not affect the amount of computation here.

Table 10. Partial and total runtimes of SAT creation and scaling in milliseconds
Image size and algorithm used

Process 600x300 ref 600x300 cl 1500x750 ref 1500x750 cl
SAT creation 1.3 7.4
Init SAT Temp 0.5 1.3
Init SAT Scale 1 0.5 1.3
SAT Row Sum 1.0 5.7
SAT Column Sum 0.9 4.7
Compute Scale 2 Image 1.3 0.6 8.7 2.2
Compute Scale 3 Image 0.6 0.4 3.8 1.2
Compute Scale 4 Image 0.3 0.3 2.1 1.0
Compute Scale 5 Image 0.2 0.3 1.5 0.8
Total 3.7 4.5 23.5 18.2

SAT creation was slower with the accelerated algorithm, probably due to the poor
performance of the ALUs (Arithmetic Logic Unit) on the GPU. On the other hand,
scaling was faster on the GPU, probably because the utilization of the GPU hardware
samplers. Overall the performance is comparable. It should be noted that the main
reason for the creation and scaling of the SAT on the GPU was to minimize the amount
of data transferred through the PCI-express bus.
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4.2.7. Experiments during development

During development, several optimization strategies were tried, some beneficial and
some detrimental. There are good optimization guides [15, 30] available from the
vendors for OpenCL-capable GPUs, and many of the hints depicted were tried in this
work. However, the speedups were often less than expected when considering the
total runtime. Optimizing OpenCL programs is mostly about eliminating bottlenecks
and maximizing task and data parallelism. Debugging tools offered some, but not
complete, observability.

Workgroup size and global worksize

The workgroup size can be left for OpenCL implementation to handle, however on the
development system it led to very poor performance. At worst, the implementation set
the workgroup size to 1, that is the execution of work-items on the device was serial.
After some testing with different values, the workgroup size was set to 128, which is
the maximum workgroup size supported by the AMD Radeon 5450 GPU used on the
development computer. Table 11 shows the effect of different workgroup sizes on the
finalized implementation. Runtimes were tested with computationally light and heavy
images; that is, the faces with clear background 600x300 and the faces with scrambled
background 1500x750 images. The test was run on test computer one.

Table 11. Runtimes with different workgroup sizes in milliseconds
Workgroup size Clear background 600x300 Scrambled background 1500x750

32 120 302
64 117 251
96 117 248

128 117 248

With a computationally light image, the effect of workgroup size was negligible, and
with a computationally heavy image, bigger workgroup sizes were beneficial.

Global work size must be a multiple of the workgroup size, leading to a mismatch in
the global work size and the actual number of items to be processed. It can be remedied
by either padding input and output data buffers, or discarding results computed from
out-of-range data, as done in this implementation. However, care must taken to ensure
that the last work-items do not read outside the input buffer, either by extending the
buffer or adding a conditional return statement in the kernel function. Setting the
workgroup size manually was the most important optimization in this work.

Minimizing memory transfers

Originally, the intermediate results between stages were saved as a bit mask and read
back to the host. The value 1 marked hit and 0 no hit, while the index marked the
1-D coordinate of the hit. The mask was then processed so that the coordinates of the
hits were saved to the input buffer, and transferred back to the device. There were two
problems with this approach. It required costly memory transfers, and while the inter-
mediate processing was handled on the host, the device was idling. This was improved
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to some degree by transferring only the part of the input buffer, with new data (as the
number of hits goes down stage by stage), as well as reducing the output buffer size
by using smaller variables. However, OpenCL does not have boolean variables that
are guaranteed to work, so the smallest usable variable length was a byte, leading to
inefficient use of memory and bandwidth. We attempted to fix this by changing the
output buffer to store 1-D coordinates on hits in the same way as the input buffer and 0
otherwise, making it a stream compaction problem. Histopyramid compaction was im-
plemented on the device, which would have eliminated the memory transfers. Unfortu-
nately it ran very poorly. The specific reason was never found, but it can be speculated
that reading a single variable from the global memory of the device and then writing
it back is highly inefficient. The final approach was to save the 1-D coordinates to the
output buffer as before, but into consecutive slots by using atomic increments, and then
directly using it as the input buffer for the next stage. The downside in this is that the
coordinates are unordered as the work-items finish in an unpredictable order. This can
lead to an increase in cache misses when reading the SAT image while evaluating weak
classifiers since texture cache prioritizes 2-D locality. Additionally, memory writes get
uncoalesced as the work-items write to the output buffer out of order. According to
[30 p. 6-12] this is hardly a problem though. Despite its shortcomings this approach
proved to be better than the alternative where intermediate results were handled on the
host. Figure 23 demonstrates different output buffer schemes.

0 1 1 0 0 0 1 0 0 1 ...

0 1 2 0 0 0 6 0 0 9 ...

2 6 1 9 11 12 30 29 31 20 ...

Figure 23. Different versions of stage output buffers during development.

4.2.8. Comparison to other work

Comparison to other implementations is not straightforward. These papers depicting
similar work often lack the specifics of their implementations, such as scaling, step size
and image sets used. Vagueness in reporting the number of scaling levels is especially
questionable, as it affects the amount of computation greatly. Another thing to note was
that image composition had a significant effect on runtimes, as it shown in this work.
The runtime of the reference implementation with the largest image in Case 2 was
over three times longer than with the image in Case 1, despite images being the same
size and having exactly the same number of faces. Thus, it is important to consider
the test image sets used in evaluation of the other work. The hardware used for the
performance testing is almost never identical to the one used in the other location.

The goals of other work can roughly be divided in two categories: the amount of
acceleration speedup compared to CPU only reference implementation, and maximaz-
ing the number of frames processed per second. Both approaches are not without their
problems. When the goodness of the implementation is evaluated by comparing it to
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the CPU only implementation, the goodness of that is brought to question. Often the
reference implementation is the face detector included in the OpenCV library [31].
While widely available and open source, making it an excellent reference point, it is
often considered to be suboptimal, and thus skewing the results in favor of the ac-
celerated implementation. The problem with the work which aims at maximizing the
throughput speed is that it is often aided by using a very expensive compute oriented
GPU, which gives rise to the question is the merit of the work in the implementation or
in the hardware? Additionally, in order to get the best archievable performance out of
specific GPU, low level optimizations are necessary. These have been utilized in some
work. However, the portability of the implementation between GPUs from different
vendors is lost, sometimes even between different models from the same vendor.

A simple solution would be to run different implementations on the same hardware
and with the same test set. However, the implementations themselves are not generally
published, making such comparisons impossible. Also, while there has been work
published about GPU accelerated Haar-based face detectors, there were only a handful
available, and even then they were mostly accelerated using CUDA. Despite these
difficulties, a comparison to other work is made here.

Comparison to the work by Jia et al

The work by Jia et al [23], which was briefly introduced in this work in the related
work section, presents a Haar-feature GentleBoosted cascade classifier accelerated
with OpenCL. They have used several sophisticated state-of-the-art techniques for im-
proving performance. For the CPU only reference, they used the face detector included
in the OpenCV library. From the reference implementation runtimes, of particular
interest was an image that resembles the size and composion of the natural image
600x300 used in this work. They run the OpenCV reference implementation with two
CPUs, the Intel Xeon X5550 and the AMD Phenom II X4 940. The runtimes were 245
ms and 455 ms, respectively. Considering that the runtime of the similar image used in
this work was 112 ms with test computer one, and 41 ms on test computer two, it can
be concluded that the OpenCV face detector is several times heavier computationally
than the reference implementation used in this work. Whether this is due to coding
inefficiencies or better classifier performance is open to speculation. Their accelerated
implementation was tested with an AMD Radeon HD 5850 and 7970. The image pro-
cessing time for the image referred to earlier was 29 ms with the Radeon HD 5850
and 21 ms with the Radeon HD 7970. That is significantly less than the runtimes for
a comparable image in this work which were 121 ms and 83 ms. Some of the differ-
ence can be explained away by them not including initialization times, but with small
images the work by Jia et al is superior. Whether or not their work scales as well as
this work is hard to analyze due to the small images they used in their tests. However,
there is one image which contains a large group of 56 people. The size of the image
is 1280x1024 pixels. Runtimes were 239 ms with 5850 and 160 ms with 7970. The
runtimes with the large group image in this work were 595 ms with 5450 and 206 ms
with 6870. Considering that the image is 3.4 times bigger than the one in their work,
and both GPUs are vastly superior to the equivalent ones in this work, it would imply
that the implementation in this work performs better in this case. They note that their
implementation suffers a performance hit when there is a large number of faces in the
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image. On the other hand, the effect of a large number of faces is negligible in this
work.

Comparison to the work by Wei and Ming

The work by Wei and Ming [18] presents a Haar based cascade classifier that was
accelerated with a GPU using CUDA. In their tests, they used 61 images that were
640x480 pixels in size and included a varying number of faces. The test computer had
an Intel Core i7 920 CPU and a Nvidia GTX260 GPU. Their implementation reached
a 12 frames per second throughput. For comparison with this work natural image
900x450 is used. It had runtimes of 149 ms and 92 ms which is equivalent to 6.7 fps
and 10.9 fps. Their test computer is somewhere between the ones used in this work
performance wise. They tested the images by processing them all in one run, omitting
all initialization times. It is impossible to estimate how well their work would scale.
However, they use 14 levels of scaling, implying superior performance compared to
this work.

4.2.9. Discussion

From the results it can be seen that the accelerated implementation performed poorly
when there was fairly little computation, like with small images. On the other, hand the
accelerated algorithm performed well compared to the reference algorithm when there
was plenty of computation. In the accelerated algorithm, there are latencies which
cause GPU idling when there is little computation. Those latencies are masked when
the GPU is kept busy with computation. This can be seen on every image where the
runtime accelerated algorithm roughly doubled from the smallest to the largest image,
while the number of pixels increased seven times. The runtimes of both algorithms
increased almost linearly, which suggests that runtimes with even larger images can be
estimated with fair confidence.

With these results, the GPU acceleration brought considerable benefit only on large
images. In face detection, this is of questionable use as smaller images are often ade-
quate, and it would be computationally cheaper to handle large images by downscaling
and then detecting faces. However, when detecting faces from very large group photos
featuring dozens of faces, downscaling is not an option because it would make those
faces too small for detection. Another area where this work might be beneficial is
applications which include face detection, for example face and emotion recognition,
where downscaling is avoided because it is detrimental for accuracy. In those cases,
GPU acceleration may bring benefit large enough to justify the added programming
effort.

Future optimizations

There are several ways to improve this work, depending largely on how it is planned
to be used.

The face detection program could be made persistent, that is it is used for detection
on several images during its lifetime. It would negate kernel compilation and platform
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initialization time from detection times, instead adding them to the program startup
time. In this scenario, reducing the time taken by the detection process is the priority.
Most of the runtime of the accelerated implementation is taken by the classification, so
future optimizations should be directed there. Some of the possible improvements are
better utilization of private and local memory, and storing the classifier to the constant
memory, in part or completely, depending on the amount of available constant memory.

If the program lifetime is planned to be kept at a single image, the initialization times
take priority. Compiling kernel sources took 1.2 and 0.6 seconds with the test comput-
ers used in this work. It is several times more than the time taken by the detection.
Amortizing the delay is discussed here. While it is possible to save and load compiled
kernel binaries, the problem is that they are only compatible with the particular GPU
model, sometimes even incompatible with different driver versions. It could be pos-
sible to handle this by querying the OpenCL platform for device vendor, model and
driver version and saving them to the hard drive, along with the kernel binaries. Next
time the program is launched the information is queried and compared to the one saved
at the last compile time, and if they match the kernel binaries are loaded. If they do
not match or kernel binaries do not exist, new binaries are compiled from the kernel
source. This way kernels are only compiled at the first run and subsequently when the
GPU or driver is changed. There could also be some form of failsafe which forces the
kernels to be recompiled if the program fails.

The program could also be changed to process a range of input images. That way the
compilation and initialization times are divided between every image processed in the
program run, and thus become unimportant. Also it might be possible then to optimize
the program flow. For example, the next image could be loaded and turned to grayscale
on the host, while detection is running on the device.
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5. SUMMARY

In this thesis the goal was to research the possibilities and challenges of GPU acceler-
ation in face detection.

A review of the development and APIs in GPGPU, and specifically OpenCL was
made. Notable advances in GPGPU and face detection were discussed. Also the re-
search regarding performance differences between OpenCL and CUDA was reviewed.

An OpenCL version of the Haar-based face detector was designed and implemented.
The challenges and different optimization strategies were discussed.

Performance was tested with three different images at four different sizes, and three
additional images. Performance comparisons between accelerated and reference algo-
rithms showed that where there was little computation, GPU acceleration offered little
speedup. However, when there was enough computation, the GPU accelerated algo-
rithm performed significantly better. It was also shown that image composition had a
large effect on the amount of computation, and therefore the runtimes.

This work could be of interest in applications where faces have to detected from
large images, and downscaling is not an option. One such application is detecting
faces from a very large group photos countaining dozens of faces which would become
too small for detection if the image is downscaled. Another applications are face and
emotion recognition, where downscaling would lower the recognition accuracy. Also
the design for the GPU accelerated cascade classification is applicable to any object
detector utilizing boosted cascades.

GPU acceleration on face detection and other applications will probably become
more important in the future when OpenCL capable GPUs are widely deployed in
commercially available smartphones.

During the making of this thesis, a number of lessons were learned. Most impor-
tantly it was found out that it is feasible to accelerate cascade classification with a GPU.
Another lesson was that the initialization delays introduced by using OpenCL mean
that there should be enough computation before utilizing the GPU can offer speedups.
It was also found that OpenCL makes the use of GPU texture hardware easy.
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