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ABSTRACT
In this thesis, it is shown how the Linux system was ported to the second generation wireless open access research platform (WARPv2) board. The purpose of
the port was to extend the features of the WARPv2 board by producing a versatile standalone system that allows to run custom software on it. The Linux
enriched design in WARPv2 also offers a controllable communication system by
implementing all layers of the network architecture. Linux was chosen for the
operating system for this work, because it is open source, which means it is easy
to modify for different purposes. Moreover, Linux is well documented and it has
wide software support.
The Linux system was combined with the radio communication system provided by Rice University, USA. The field-programmable gate array (FPGA) hardware design was created for this combination and needed software of the system
was defined and implemented. The developed system consisted of the Linux side
and the MAC side. These sides implemented all layers of the network architecture. Both sides employed a dedicated processor core of the FPGA. Interprocessor
communication between Linux and MAC sides was implemented to allow Linux
to control the whole system. Two Linux kernel drivers were written to use interprocessor communication hardware. The setup process of the developed system
was mitigated by writing several scripts.
The developed system was tested, verified and analyzed to confirm that the
implementation is valid and consistent. Several test cases were created for this
purpose. Test cases were divided into two parts: hardware tests and performance
tests. Hardware tests verified that the FPGA hardware design of the system was
workable and fulfilled the requirements. Performance tests confirmed that the
performance of the system was sufficient.
Keywords: FPGA, embedded system, interprocessor communication, wireless
network, operating system

Niemelä J. (2012) Linuxin sovitus toisen sukupolven WARP-kehitysalustalle. Oulun
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TIIVISTELMÄ
Tässä työssä sovitettiin Linux-järjestelmä langattomalle kehitysalustalle (WARPv2).
Sovitus tehtiin, jotta kehitysalustasta saataisiin monipuolinen ja itsenäinen. Lisäksi sovitus mahdollisti omien ohjelmien ajon alustalla sekä verkkoarkkitehtuurin
kaikkien kerrosten hallittavuuden. Linux valittiin tämän työn käyttöjärjestelmäksi, sillä sen lähdekoodi on avoimesti saatavilla ja täten helposti muokattavissa eri
tarkoituksiin sopivaksi. Linux on myös hyvin dokumentoitu ja sille on saatavilla
runsaasti sovelluksia.
Linux-järjestelmä yhdistettiin yhdysvaltalaisen Ricen yliopiston kehittämään
langattomaan tiedonsiirtototeutukseen. Kehitysalustan FPGA-piirille suunniteltiin tälle yhdistelmälle sopiva laitteistototeutus ja tarvittavat ohjelmistot määriteltiin ja liitettiin mukaan järjestelmään. Kehitetty järjestelmä koostui Linuxosasta ja MAC-osasta. Nämä osat toteuttivat verkkoarkkitehtuurin kaikki kerrokset. Molemmille osille oli osoitettu oma suoritin FPGA-piiriltä. Linux- ja
MAC-osan välille toteutettiin tiedonvälitysmekanismi, jotta Linux kykenisi hallitsemaan koko järjestelmää. Lisäksi Linuxille kirjoitettiin kaksi laitteistoajuria
Linux- ja MAC-osien välisen tiedonvälityksen mahdollistamiseksi. Järjestelmän
käyttöönoton helpottamiseksi kirjoitettiin useita komentosarjoja.
Kehitetty järjestelmä testattiin, todennettiin ja analysoitiin järjestelmän toimivuuden varmistamiseksi. Testausta varten kehitettiin useita testitapauksia. Testaus koostui kahdesta osasta: laitteistotestauksesta ja suorituskykytestauksesta.
Laitteistotestauksessa todennettiin laitteiston vaatimusten mukainen toiminta,
kun taas suorituskykytestaussa varmistettiin suorituskykyvaatimusten täyttyminen.
Avainsanat: fpga, sulautettu järjestelmä, prosessorien välinen tiedonvälitys, langaton verkko, käyttöjärjestelmä

CONTENTS
ABSTRACT
TIIVISTELMÄ
PREFACE
LIST OF SYMBOLS AND ABBREVIATIONS
1.

INTRODUCTION

2.

LINUX IN EMBEDDED SYSTEMS
2.1. Tasks of the Linux kernel . . . . . . . . . . . . . . .
2.2. Kernel modules . . . . . . . . . . . . . . . . . . . .
2.3. Device drivers . . . . . . . . . . . . . . . . . . . . .
2.4. Configuring and building the kernel . . . . . . . . .
2.4.1. Configuring the kernel . . . . . . . . . . . .
2.4.2. Building the kernel . . . . . . . . . . . . . .
2.4.3. Booting the compiled kernel . . . . . . . . .
2.5. Debugging . . . . . . . . . . . . . . . . . . . . . . .
2.5.1. Pre-boot debugging . . . . . . . . . . . . . .
2.5.2. Run-time debugging . . . . . . . . . . . . .
2.6. Embedded Linux distributions . . . . . . . . . . . .
2.6.1. Commercial embedded Linux distributions .
2.6.2. Meta-distributions . . . . . . . . . . . . . .
2.6.3. Miniature desktop distributions . . . . . . .
2.6.4. Complete software stacks . . . . . . . . . .
2.6.5. Comparison of embedded Linux distributions
2.7. Busybox . . . . . . . . . . . . . . . . . . . . . . . .
2.8. Porting Linux . . . . . . . . . . . . . . . . . . . . .
2.8.1. Organization of the Linux source tree . . . .
2.8.2. Porting Linux to a Xilinx FPGA board . . . .

3.

9

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

WARP DEVELOPMENT PLATFORM
3.1. Architecture . . . . . . . . . . . . . . . . . . . . . . . . .
3.2. Hardware . . . . . . . . . . . . . . . . . . . . . . . . . .
3.2.1. FPGA . . . . . . . . . . . . . . . . . . . . . . . .
3.2.2. Power . . . . . . . . . . . . . . . . . . . . . . . .
3.2.3. Memory . . . . . . . . . . . . . . . . . . . . . . .
3.2.4. I/O –devices . . . . . . . . . . . . . . . . . . . .
3.2.5. Clocking . . . . . . . . . . . . . . . . . . . . . .
3.2.6. Ethernet . . . . . . . . . . . . . . . . . . . . . . .
3.2.7. Daughtercards . . . . . . . . . . . . . . . . . . .
3.3. The WARP OFDM reference design . . . . . . . . . . . .
3.4. Design process flow and design tools for FPGA developing
3.4.1. Xilinx Platform studio . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

11
12
13
14
15
15
16
17
18
20
21
21
22
22
23
23
23
24
24
24
25

.
.
.
.
.
.
.
.
.
.
.
.

27
27
28
28
28
29
29
30
31
32
32
35
35

4.

5.

PORTING LINUX TO THE WARP BOARD
4.1. Design flow . . . . . . . . . . . . . . . . . . . .
4.2. Hardware design . . . . . . . . . . . . . . . . .
4.2.1. Interprocessor communication . . . . . .
4.2.2. Clocking . . . . . . . . . . . . . . . . .
4.3. Software design . . . . . . . . . . . . . . . . . .
4.3.1. Kernel configuration . . . . . . . . . . .
4.3.2. Communication between PowerPC cores
4.3.3. Root filesystem . . . . . . . . . . . . . .
4.3.4. Applications . . . . . . . . . . . . . . .
4.4. Building the system . . . . . . . . . . . . . . . .
4.4.1. Setup scripts . . . . . . . . . . . . . . .
4.5. Booting the system . . . . . . . . . . . . . . . .
4.6. Debugging . . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

38
39
40
41
42
43
43
43
44
45
46
47
48
48

TESTING, VERIFICATION AND ANALYSIS
5.1. Test cases . . . . . . . . . . . . . . . . . .
5.1.1. Hardware tests . . . . . . . . . . .
5.1.2. Performance tests . . . . . . . . . .
5.2. Test results . . . . . . . . . . . . . . . . .
5.3. FPGA resource usage analysis . . . . . . .

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

50
50
50
51
52
55

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

6.

DISCUSSION

56

7.

SUMMARY

58

8.

REFERENCES

59

9.

APPENDICES

64

PREFACE
This Master’s thesis has been made as part of the Cognitive Radio Trial Environment
(CORE) project in the Centre for Wireless Communications at the University of Oulu.
The aim of this thesis was to port Linux to the second generation WARP platform in
order to provide a trial environment for advanced wireless networks for researching
purposes.
I would like to thank my co-workers for their help and support. Especially I would
like to thank my team leader Hannu Tuomivaara for giving me the opportunity to work
on this topic and for his precious guidance and comments with my thesis. Furthermore,
I would like to thank my supervisors Prof. Juha Röning and Dr. Harri Saarnisaari for
reviewing my thesis.

Oulu, Finland October 25, 2012

Jaakko Niemelä

LIST OF SYMBOLS AND ABBREVIATIONS
1000BASE-X IEEE 802.3z standard for gigabit Ethernet.
A/D
analog to digital.
ACE
advanced configuration environment.
API
application programming interface.
ARM
advanced RISC machines.
BFM
bus functional model compiler.
BIOS
basic input output system.
Bitinit
bitstream initializer.
BRAM
block RAM.
BSB
base system builder.
BSD
Berkeley software distribution.
CF
CompactFlash.
CompEDKLib simulation library compiler.
CORE
cognitive radio trial environment.
COST-TERRA European cooperation in science and technology
- techno-economic regulatory framework for radio spectrum access for cognitive radio/software
defined radio.
CPU
central processing unit.
CRN
cognitive radio network.
CSMA
carrier sensing medium access.
CWC
Centre for Wireless Communications.
D/A
digital to analog.
DDR
double data rate.
DDR2
double data rate version 2.
DHCP
dynamic host configuration protocol.
DIP
dual in-line.
DMA
direct memory access.
DRAM
distributed RAM.
DSP
digital signal processor.
ECC
electronic communication committee.
EDK
embedded development kit.
FIFO
first in first out.
FPGA
field-programmable gate array.
GCC
GNU compiler collection.
gcc
GNU C compiler.
GDB
GNU debugger.
GenACE
SystemACE file generator.
GIMP
GNU image manipulation program.
glibc
GNU C-library.
GMII
gigabit media independent interface.
GNU
GNU’s not Unix.
GPL
GNU general public license.
GTK+
GIMP toolkit.
GUI
graphical user interface.

HDL
HSSDC2
I/O
IEC
IEEE
IP
IP
IPC
ISE
ISM
ISO
JTAG
LAN
LE-WARP
LE-WARPv2
Libgen
MAC
MGT
MHS
MIG
MII
MIMO
MIPS
MPMC
MSDOS
MSS
OFDM
OLSR
OS
OSI
OSPF
PC
PHY
PIM
Platgen
plb
PMMU
POSIX
PowerPC
PPC
QPSK
RAM
RF
RGMII

hardware design language.
high speed serial data connection.
input/output.
international electrotechnical commission.
institute of electrical and electronics engineers.
intellectuel property.
Internet protocol.
interprocess communication.
integrated software enviroment.
industrial, scientific and medical radio band.
international organization for standardization.
joint test action group.
local area network.
Linux enriched wireless open-access research
platform.
Linux enriched second generation wireless openaccess research platform.
library generator.
medium access control.
multi-gigabit transreceiver.
microprocessor hardware specification.
memory interface generator.
media independent interface.
multiple in multiple out.
million instructions per second.
multi-port memory controller.
Microsoft disk operating system.
microprocessor software specification.
orthogonal frequency-division multiplexing.
open link state routing.
operating system.
open systems interconnection.
open shortest path first.
personal computer.
physical layer.
personality interface module.
platform generator.
processor local bus.
paged memory management unit.
portable operating system interface.
performance optimization with enhanced RISC
performance computing.
PowerPC.
quadrature phase shift keying.
random access memory.
radio frequency.
reduced gigabit media independent interface.

RIP
RISC
RSSI
SATA
SDK
SFP
SGMII
Simgem
SO-DIMM
stderr
stdout
SUS
SystemACE
TCL
TCP
TDMA
TEMAC
UART
UDP
UNII
UNIX
USB
WAN
WARP
WARPv2
WLAN
XMD
XPS

routing information protocol.
reduced instruction set computing.
received signal strength indication.
serial advanced technology attachment.
software development kit.
small form-factor pluggable.
serial gigabit media independent interface.
simulation model generator.
small outline dual in-line memory module.
standard error.
standard output.
single UNIX specification.
system advanced configuration environment.
tool command language.
transmission control protocol.
time division multiple access.
tri-mode Ethernet MAC.
universal asynchronous receiver/transmitter.
user datagram protocol.
unlicensed national information infrastucture.
Trademark of the Open Group.
universal serial bus.
wide area network.
wireless open access research platform.
second generation wireless open access research
platform.
wireless local area network.
Xilinx microprocessor debugger.
Xilinx platform studio.

9

1. INTRODUCTION
The electromagnetic radio spectrum is a limited natural resource. Due to increased
traffic in wireless networks, there is a need to use the radio spectrum more efficiently.
Therefore, advanced wireless networks, such as cognitive radio networks (CRNs), are
researched actively nowadays. The CRN is a radio system employing technology that
allows the system to obtain knowledge of its operational environment and dynamically
and autonomously adjust its operational parameters according to learning results it has
obtained. In order to test CRN and other advanced wireless networking theories in
practice, a trial environment needs to exist.
When researching advanced wireless networking, all layers of the open systems
interconnection (OSI) model have to be controllable. Besides the fact that there is a
need to control devices in the network, the network is also required to be under control
of researchers. Therefore, researchers are willing to manage trial environments that are
becoming very complex.
The purpose of this thesis was to simplify management of devices in a research
network and make easier to form the research network. It is well-known that the Linux
system simplifies the management of complex hardware. Therefore, the Linux operating
system was ported to the WARPv2 development platform. The WARPv2 is a FPGA
based research platform for wireless networks. It is developed by Rice University,
USA. WARPv2 boards are employed as a research platform in the cognitive radio
trial environment (CORE) project of Centre for Wireless Communications (CWC).
The purpose of the CORE project is to create a trial environment for cognitive radio
networks. Linux was chosen for the operating system for this work, because it is open
source, which means it is easy to modify for different purposes. Moreover, Linux is
well documented and it has wide software support. Linux enables that the network layer
and above layers can be managed. It would demands a lot of work and knowledge to
implement a network layer without an operating system. Hence, Linux implements
network layer functionality very well, research scenarios are much easier to implement,
because there is no need to concentrate on an unrelevant low level functionality. It is
possible to control all layers of the OSI model with the cooperation of Linux and the
medium access control (MAC) implementation of the WARPv2. This is mandatory
when researching advanced wireless networks like CRNs. Furthermore, Linux reduces
the complexity of the system by controlling the hardware resources of the system; It
hides hardware from software running the top of it by providing common services,
such as filesystems, networking, and interfaces to use hardware via drivers. Linux
also enables more powerful advanced wireless network researching, because it makes
developing software for a platform much easier; the abstraction level is higher than
without the operating system (OS). There is also a lot of ready-made software, which
support researching efforts, available for popular operating systems such as Linux.
For example, applications for monitoring and measuring the traffic of the network are
available. These are reasons why porting an operating system to a research platform is
an attractive idea when researching advanced wireless networks.
The scope of this work was porting the Linux operating system for the WARPv2 board
with the features of the MAC implementation provided by the orthogonal frequencydivision multiplexing (OFDM) reference design developed by Rice University. In
order to port Linux to the WARPv2 platform, the FPGA hardware design suitable for
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Linux had to be created. It was required that the FPGA hardware design contains radio
components, so that wireless communication functionalities could be implemented.
Linux had to be configured properly to match the hardware design. Besides that,
applications and utilities essential in the trial environment were defined and added to
the system. In addition, drivers for wireless network and log data gathering needed
to be written. The implementation part of this thesis is loosely based on the previous
Linux porting project done by CWC.
The structure of this document is following: Linux is introduced generally focusing
on an embedded usage of it. Then the second generation wireless open access research
platform (WARP) platform is discussed and the features and hardware components of it
are described. The WARP section includes the introduction of the software tools used in
the WARP development. The implementation section is covering the description about
the actual porting operation. It contains hardware and software design descriptions and
arguments for choices made when designing the system. In addition, the debugging
is discussed in this section. In the testing section, the test cases are defined and test
results are presented. Finally, the whole work is summarized and the achieved results
are discussed.
In this thesis, a term operating system refers to a set of software which provides the
core system facilities to manage hardware resources and offers common services for
application programs. A term Linux refers to the OS or the kernel maintained by Linus
Torvalds and distributed under the same name through various repositories. A Linux
system is defined as a software system including the Linux kernel and a number of
utilities and software components running with the kernel. An embedded Linux system
refers to a Linux system which is running on an embedded platform.
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2. LINUX IN EMBEDDED SYSTEMS
Linux is an open source operating system originally written from scratch by Linus
Torvalds with assistance from a community of developers across Internet. The first
version of Linux was released in 1991 [1]. Linux is developed as a general purpose
OS. It aims towards portable operating system interface (POSIX) and single UNIX
specification (SUS) compliance. Therefore, Linux is often called Unix clone or Unixlike. [2 p. 3] [3]
POSIX compatibility means that the implementation of OS is compatible with POSIX
threads defined in standard of institute of electrical and electronics engineers (IEEE)
called IEEE 1003.1. SUS is defined in IEEE 1003.1 and international organization for
standardization (ISO)/international electrotechnical commission (IEC) 9945. [4]
Code of the Linux kernel is compatible with GNU general public license (GPL)
[5] although a number of licenses is used [6]. In practice, that means pieces of code
contributed to the kernel has to be covered either GPL or the three-clause Berkeley
software distribution (BSD) license, otherwise contributions are not accepted to the
kernel [6]. The Linux source code is distributed freely. Everyone is able to download
the full source code from Internet. The primary site for the Linux kernel source code is
the Linux kernel archive [7]. Access to the source code and GPL means that a user is
able to modify the kernel freely. That makes possible to build a kernel that precisely
matches the features of the target system.
Linux has all features expected in a modern Unix including proper memory management, true multitasking, shared libraries, demand loading and multistack networking [3].
Although Linux is originally developed for Intel x86 architecture, nowadays it supports
many different processor architectures [2 p. 6]. Supported 32-bit architectures used in
embedded projects include [3]:
• Freescale 68k and variants
• Analog Devices Blackfin
• PowerPC
• ARM
• Atmel AVR32
• Axis communications ETRAX CRIS
• Xilinx Microblaze
• OpenRISC
• Tilera TILE
• Renesas M32R
Linux can be ported to most general-purpose processor architectures, if a paged memory
management unit (PMMU) and a port of GNU C compiler (gcc) from GNU compiler
collection (GCC) are available for them [3]. It is also possible to port Linux to an
architecture without a PMMU, but functionality may become limited [3]. Basically
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whatever common 32-bit architecture is used in an embedded project, there is a Linux
port available for it with a community of developers supporting it [2 p. 6].
Wide range of supported architectures, the communities of developers, modularity,
and freely available source code have made Linux very attractive OS at the point of
view of developers of embedded systems.

2.1. Tasks of the Linux kernel
The Linux kernel can be defined as a layer between applications and hardware as can be
seen in Figure 1. The main purpose of it is to provide interfaces for applications. With

Figure 1. Layered structure of a Linux system.
these interfaces, applications can use underlying hardware resources efficiently. Figure
2 identifies the internal structure of the kernel. The tasks of the kernel can be divided
into following parts [8 p. 4 – 5]:
• Process management The kernel creates and destroys processes. It is also in
charge of the input/output (I/O) functionalities of them and it handles connections
between processes through signals, pipes and interprocess communication (IPC)
primitives. In addition, the kernel controls how processes share central processing
unit (CPU) time. [8 p. 4]
• Memory management The kernel manages memory allocation by building up
virtual addressing space for processes [8 p. 4]. Due to virtual memory, the kernel
can make the system appear to have more memory than it actually has by sharing
it between processes as they need it [9 p. 32].
• Filesystems In Unix like systems, a file is defined as a collection of data items
stored on disk or it is a device with data storing capabilities [10]. A filesystem
is an organization of data and metadata on a storage device [11]. The kernel
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Figure 2. Internal structure of the kernel.
builds a structured filesystem on top of unstructured hardware [8 p. 4]. This file
abstraction is used by the whole system. Linux can organize data on the physical
medium several different manners [8 p. 4]. These manners are called filesystem
types. Supported filesystems in Linux include ext4, FAT, procfs, and several
others [10].
• Device control Every device in the system, excluding a processor and memory,
needs specific software in order to be usable. That software is called a device
driver. The kernel uses a device driver to map control operations to a physical
device. [8 p. 5]
• Networking Most of the networking operations are not specific to a process. The
kernel has to collect, identify and dispatch network packets before they can be
sent to a process. Additionally, the kernel is in charge of routing and address
resolution issues, and it also take care of delivering data packets across network
interfaces and programs. [8 p. 5]

2.2. Kernel modules
The Linux kernel is a monolithic kernel. This means that it is a single large program. All
functional components of the kernel have access to internal data structures and routines.
Nevertheless, the functionality of the kernel can be extended by kernel modules. Kernel
modules are pieces of code that can be linked and unlinked into the kernel during
the execution. A loaded kernel module becomes a part of the kernel as the normal
kernel code. When loading a kernel module, the module is registered to the kernel and
data-structures and functionalities of it are attached to the kernel. [2 p. 81] [12 p. 90]
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The purpose of kernel modules is to provide services and features to applications.
Nevertheless, kernel modules are not application programs. Therefore, they can not be
executed on their own. Rather, modules are invoked by an application program. Mostly,
kernel modules are used for device drivers and pseudo-device drivers such as peripheral
drivers or filesystems. [2 p. 85] [13]
Usually, there are no modules in production embedded Linux systems since typically
it is well-known what hardware the system have to support [2 p. 81]. Nonetheless,
from the point of view of a kernel developer, kernel modules provides an efficient
method in order to develop new features and functionalities. Thus, a piece of code
under development can be loaded as a module to the kernel, so it can be tested without
need to compile the whole kernel [12 p. 189]. In addition, the debugging of the piece
of code defined as a module is easier than to debug the same piece of code when it is
built-in to the kernel.

2.3. Device drivers
A piece of code which defines mechanisms how to use a physical device is called a
device driver. A device driver provides an internal programming interface for using
a physical device without a need to understand how a device actually works. There
are three fundamental types of devices in the Linux kernel. These types are character
devices, block devices and network interfaces. It is noticeable, that the division is not
inflexible; a programmer may implement many types of drivers in the same piece of
code. Additionally some types of drivers, such as universal serial bus (USB) modules
and serial modules, use an additional layer of kernel support functions. For example,
USB modules work with the USB subsystem of the kernel, but the device itself is still
showed up in the system as one of the fundamental driver type. [8 p. 2, 5 – 7] [12 p.
189]
A character device is a device which can be accessed as a stream of bytes. However,
character devices are not the same as files; most of them are data channels and they
can be only accessed sequentially whereas a regular file can be accessed anywhere. A
character driver implements at least opening, closing, writing and reading functionalities
for a character device. [8 p. 6]
Devices which can host a filesystem are called block devices. These kind of devices
are in example disks. Linux allows applications to read and write any number of bytes
through a block driver. Block devices and character devices differ in the way how the
Linux kernel manages their data internally. This difference is transparent to a user. Both
character devices and block devices are accessed by filesystem nodes in the device
directory /dev. [8 p. 7]
A network interface can be a hardware device or a software device. The purpose of
the network interface is to send and receive data packets from other hosts. A network
driver implements a network interface. Communication between network interfaces
and the kernel is handled by the network subsystem of the kernel. Network drivers are
independent of network protocols; they only handle packets. [8 p. 7]
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2.4. Configuring and building the kernel
The kernel is easy to configure to fit different targets, because the kernel is shipped
with user-friendly configuration tools. Figure 3 represents the building flow of the
Linux kernel. Kernel configuration tools allow reducing unnecessary parts from the

Figure 3. The building flow of the Linux kernel.
kernel. For example, having unnecessary drivers, the size of the kernel will increase
leading to problems especially in embedded targets; under some circumstances probing
for a controller, which does not exist, may confuse other controllers [3]. Due to the
modularity and the formability, it is possible to produce a fully functional Linux system
utilizing no more than two megabytes of random access memory (RAM) [2 p. 7].

2.4.1. Configuring the kernel
Before compiling, the kernel has to be configured properly. Linux uses a configuration
file called .config. The configuration file contains values for all configuration variables.
These variables define which parts of the source code are included in the compiled
kernel. The kernel can be configured by configuration tools included in the kernel source
code or editing .config file directly. Table 2 introduces built-in configuration tools [3]
[14 p. 158 – 159]. The kernel contains more than 2000 different configuration options,
so it is preferred to use these configuration tools [15]. Configuration options have been
divided into different categories. Available categories and configuration options depend
on a chosen processor architecture [14 p. 156]. Table 3 defines categories present in a
typical embedded processor architecture.
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Table 2. Linux kernel configuration tools
make config
Plain text interface. Each options
asked one by one. Uses .config file
to set default values, if it is present.
make menuconfig
Text based color menus, radiolists
and dialogs. Uses .config file to set
default values, if it is present.
make nconfig
Enhanced text based color menus.
make xconfig
X windows (Qt) based configuration
tool.
make gconfig
X windows (Gtk) based configuration tool.
make oldconfig
Sets all configuring options based
on the contents of the existing .config file and asks about new config
symbols.
make silentoldconfig Like above, but avoids cluttering the
screen with questions already answered. Additionally updates the
dependencies.
make defconfig
Create a .config file by using the default symbol values depending on
the architecture.
make allyesconfig
Create a .config file by setting symbol values to ’y’ as much as possible.
make allnoconfig
Create a .config file by setting symbol values to ’n’ as much as possible.
make randconfig
Create a .config file by setting symbol values to random values.
2.4.2. Building the kernel
Compiling the kernel involves several steps as can be seen in Figure 3. These steps
are building kernel dependencies, building the kernel, and building kernel modules.
Building the kernel dependencies is needed, because most files in the source code of
the kernel depend a number of header files. The list of header files, called .depend, is
generated when the kernel dependencies are built. That list is read during compilation
and needed header files are compiled according to it. [14 p. 161]
The configured kernel is compiled by gcc. Nonetheless, gcc is not used directly, but
via a program called make. The compilation process uses Makefiles to define rules for
gcc and make. Makefiles needed in the compilation are delivered with the source code
of the kernel.
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Table 3. Embedded Linux kernel configuration sections
Processor support
Supported processors and processor
related options i.e processor type
and features.
General setup
General options.
Platform support
Supported platforms.
Kernel options
General kernel options such as a
memory model and a preemption
model.
Bus options
Defines supported buses.
Networking support Defines the networking support of
the kernel.
Device drivers
Contains all drivers built-in the kernel.
File systems
Defines supported filesystems.
Library routines
Contains options for library routines
such as checksum calculation functions.
Kernel hacking
Contains options for kernel debugging and statistics.
Security options
Defines support for cryptographic
application programming interface
(API) and virtualization.
The compilation process creates a compressed kernel image. If any parts of the kernel
have configured as a module, these modules need to be compiled separately by using
make modules command [3].

2.4.3. Booting the compiled kernel
One of the major differences between embedded systems and general purpose computers
is in the boot process of the system. There is a program called basic input output system
(BIOS) on a general purpose computer. BIOS is executed when a computer is powered
up. The purpose of BIOS is to initialize hardware and load an OS. Embedded systems
do not have BIOS. The OS is loaded by a bootloader. The task of the bootloader is to
initialize critical hardware such as memory and I/O-devices. It also reserves resources
such as memory and interrupts needed by the OS. When an OS is started, the execution
of the bootloader is stopped.
In case of Linux, the bootloader passes the control to the bootstrap loader of the
kernel which loads the compiled Linux kernel image to memory and gives the control
of the system to Linux [12 p. 109, 431]. Platform initialization code which determines
what kind of platform the kernel is running on, is executed at this point [12 p. 426].
From there, the kernel performs the checks on system hardware, enumerates devices
and mounts the root filesystem [16]. After that, the kernel calls init function, which
initializes the userspace of Linux [16]. It is noticeable that the bootloader and platform
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initialization code are architecture and platform specific [12 p. 431]. The boot flow of
Linux is represented in Figure 4.

Figure 4. Linux boot flow.

2.5. Debugging
This chapter explores commonly used debugging tools and techniques for Linux. The
focus is in techniques which are suitable for embedded projects. The purpose of a
debugging is to test other programs and find programming errors from them.
The most fundamental debugging technique is printed messages. A programmer
adds statements to a code and these statements are printed to a terminal or a file. The
execution of the code can then be followed by reading these prints. When the size of the
code is small, this is the easiest method for debugging. In embedded systems, printed
messages might be the only way to debug, since using a debugger is impossible due to
the lack of memory or CPU power [17 p. 513]. Actually, the printed messages technique
is how kernel developers do the most of their debugging [17 p. 514]. However, the
printed statements approach is not an optimal solution to debugging because printing
affects the performance of code [17 p. 514]. Especially in embedded platforms, printing
commands might change the behaviour of code. This is due to the fact that printing
needs time to proceed and the resources of typical embedded platforms are limited.
A debugger is a computer program that is used to find programming errors from
programs. When debugging a kernel or an application with a debugger, it is important
to compile software with symbolic debugging information included, and without optimization [18]. Without symbolic debugging information, it will be hard to use any
debugger software. Compiling without optimization will make debugging easier, since
it will be easier to follow the execution of the compiled code from the source code [18].
There are many debuggers in the market. In this thesis only GNU debugger (GDB)
and Xilinx microprocessor debugger (XMD) are discussed, because they are only
debuggers used to debug Linux kernel issues in this thesis. GDB is a full featured
symbolic software debugger. It can be used to debug software locally or remotely.
Basically, it has the following features [19]:
• Start a program and find out what is affecting its behaviour.
• Stop a program on pre-defined conditions.
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• Find out what has happened when a program has stopped.
• Examine and change a state of the stopped program.
• Run a program step-by-step.
GDB can be used either locally or remotely. When debug embedded software, using a
remote debugging is often the only way to use GDB, because it is not possible to use
GDB directly on an embedded platform due the lack of the memory or CPU power.
Even if it is possible to use GDB locally in a target system, using a remote debugging
is often reasonable. For example, when debug an OS of an embedded system, a local
debugger crashes every time when the system crashes. Figure 5 illustrates a remote
debugging with GDB [2 p. 67].

Figure 5. Remote debugging with GDB.
XMD is a debugger for Xilinx FPGA systems. It can be used to debug booting issues
of Linux, since it can access to the main memory and registers, and shows the contents
of them. XMD can also run a code step by step. One of the features of XMD is that
it has a built-in tool command language (TCL)-parser. TCL is a scripting language
with industry standard features. It is possible to use all the functionality of XMD
via TCL-scripts. This combination provides very useful debugging possibilities like
showing debug symbols read from registers or memory as a human readable format
instead of hex code. In addition, XMD can be connected to GDB. In embedded software
projects, remote debugging is a needed feature, because it makes possible to use a
normal personal computer (PC) for debugging. XMD starts GDB server automatically
after the user connects to the target processor. After that, debugging can be done using
GDB client running in a PC. Additionally, XMD provides an option to debug each
processor in an isolated and non-intrusive fashion in a multiprocessor system. Figure 6
shows the connectivity of XMD. [18] [20] [21]
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Figure 6. XMD targets.
A debugging of Linux can be divided into two parts: a pre-boot debugging and a
run-time debugging. The pre-boot debugging is needed when the kernel does not boot
properly or it crashes before it is fully loaded. The run-time debugging is instead focused
on finding problems from a fully loaded kernel, where are misbehaving or crashing
modules such as drivers. The following sections introduce debugging techniques
commonly used in the embedded software development.

2.5.1. Pre-boot debugging
When porting Linux to an embedded platform, it is common to encounter issues booting
the kernel. This can be due various reasons such as an improper kernel configuration,
inconsistencies in the hardware description, and various other reasons. If the Linux
kernel crashes before it is fully booted, it will not write any log file or print any messages
to standard output (stdout) or standard error (stderr). This makes debugging difficult,
because many tools generally used to debug Linux issues are not available during the
boot process. [22]
In cases like this, the only option is to use some debugging software such as GDB.
With a debugger, it is possible to set breakpoints to the code and stop the execution of
the code, when the breakpoint is reached. This helps a developer to find out why the
crash is happening.
Another approach to debug pre-booting issues is to execute a kernel step by step till
the crash occurs, and then read the contests of registers and main memory. Usually,
Linux has generated debugging information at this point and stored it to a memory or
registers, but it has crashed before writing information to a log file. Debuggers like
XMD can read the contents of the main memory and registers even after a crash of the
kernel. In this thesis, XMD was used as the main debugger for kernel booting issues
debugging.
XMD uses joint test action group (JTAG) for communication with the target board.
It is ran on the host computer. First, when XMD is started, it connects itself to the
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processor which runs software wanted to debug. Then, software, in this case Linux, is
loaded in the target board. At this point, XMD shows memory regions where software
is loaded. The next step is to start the execution of software. Software can be executed
step by step, but it is impractical to run large software like Linux step by step due to the
great number of needed steps. Better method is to run software normally without steps
and observe the values of registers in order to notify when execution hangs. If values
do not change, then there is a high probability that software is hanged. If there are fatal
errors in software under debugging which lead to a crashing of software, XMD stops
the execution of software. When a hang or a crash occurs during debugging, XMD is
still able to read the values of registers and main memory. For example, the system log
of Linux can be read from the memory.
With TCL scripts, it is possible to convert the hex values of registers and memory to a
human readable form. If the system log of Linux is not available, it indicates that Linux
did not boot properly. If the system log is available, it is easy to find out why execution
is stopped, since there is a clear error message in the system log. However, it is possible
that Linux is booted properly, but it crashes or hangs before it writes the system log.
In these cases, the cause of the issue can be found by reading a program stack. Again,
with TCL script, the hex values of the program stack can be converted to a text form.
The program stack contains the names of functions executed before a crash or a hang
occurs, so with this method, it is easy to find out which function is causing the issue.

2.5.2. Run-time debugging
Typically, the development of new kernel features or functionalities, such as device
drivers, is done by using kernel modules; a piece of code under development is defined
as a module in the kernel configuration process. This is done because debugging
modules is easier than debugging new code which is defined as a solid part of the kernel.
Modules can be loaded and unloaded to the kernel after it is booted up. Therefore, it
is possible to load the module under development and see if it is working properly. If
the module is misbehaving, then it can be unloaded, errors can be fixed and then it is
possible to load the recompiled module in the kernel without booting the kernel. In this
thesis, new kernel drivers were developed using this approach.
Typically, the most of embedded system software is not related to hardware. Therefore, it is possible to debug the most of the code without hardware [2 p. 73]. This makes
a developing process faster, since most of the software development can be separated
from a hardware development.

2.6. Embedded Linux distributions
A Linux distribution is a software system built on top of the Linux kernel. Distributions
include a set of software applications, utilities, libraries and documentation. There is
a wide variety of Linux distributions for many different purposes available. Due to
the high modularity of the Linux kernel and wide open-source software support, there
are distributions from fully featured desktop, server, laptop and tablet distributions to
minimal embedded distributions. A purpose of distributions is to provide a software
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system which is easy to setup and maintain. An option for distributions is to manually
set up a system and compile, install and maintain needed software for it.
The main difference between embedded distributions and desktop distributions is a
used standard C-library. Desktop distributions use a standard GNU C-library (glibc),
whereas embedded distributions use more lightweight alternatives such as uClibc and
diet libc. The standard C-library is a collection of header files and library routines for
tasks like string handling, mathematical computations and I/O processing. Basically, all
C programs need a standard C-library. The standard glibc is the most common C-library
for Linux systems. Nonetheless, it is not used in embedded systems, because of the size
of it [14 p. 135]. The most important C-library alternatives are uClibc and diet libc.
They have been implemented to offer sufficient functionality in small size [14 p. 135].
The uClibc library is developed for an embedded Linux system. It has functionality
similar to glibc though uClibc does not include functions and features which are not
commonly used. Typically, glibc based applications can be ported to use uClibc by
recompiling them. UClibc supports shared libraries and threading. [14 p. 135] [23]
Diet libc is a standard C-library implementation that is optimized for small size. It
supports many architectures including performance optimization with enhanced RISC
performance computing (PowerPC) and advanced RISC machines (ARM). Diet libc
can be used to create small binaries which are statically linked. However, it can be used
as a shared library on some platforms. [24] [14 p. 140]
Typically, the hardware of embedded systems varies both in terms of design and
capability. Moreover, many embedded devices may contain closed-source software
such as firmware. Thus, it is difficult to design a general-purpose embedded distribution.
However, there are a range of projects supporting the development of embedded Linux.
Not all these projects can be considered as a traditional distribution, but they still aim to
the same goal; bringing better Linux support for embedded systems. These projects can
be divided into four category: commercial distributions, meta-distributions, miniature
desktop distributions, and complete software stacks. [25]

2.6.1. Commercial embedded Linux distributions
Several commercial vendors are shipping embedded Linux distributions. These distributions are mainly used by embedded device manufacturers in order to get guaranteed
integration support, a quicker time-to-market and enhanced development tools. The
most prominent commercial embedded distributions are MontaVista Linux [26] and
Wind River Linux [27]. However, a number of other commercial embedded distributions
exist. [25]

2.6.2. Meta-distributions
A number of configurable build tools are developed to mitigate creating a Linux system
for an embedded device. These tools provide the convenience of a framework with
flexibility of selecting, configuring and building sources by hand. Tools of this kind
are called meta-distributions since they are not traditional distributions; they are tools
which are used to make a distribution. [25]
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Buildroot is a popular build framework. Basically, Buildroot is a set of Makefiles
and patches. It can generate a cross-compilation toolchain, a root filesystem, a Linux
kernel image and a bootloader image. It supports various processor architectures such
as ARM, PowerPC and million instructions per second (MIPS). Buildroot can be used
for one or several of these steps independently. It also has support for several hundreds
of userspace applications and libraries. Buildroot is configured via similar interfaces as
the Linux kernel since it uses menuconfig, gconfig and xconfig configuration tools [28].
OpenEmbedded is also a build framework for embedded Linux. It offers crosscompile environment which can be used to create a complete embedded Linux distribution. OpenEmbedded is easy to customize for different purposes and it supports many
hardware architectures. Furthermore, it provides tools for speeding up the process of
recreating a base system after modifications have been made. OpenEmbedded supports
a wide variety of software including GIMP toolkit (GTK+), Qt and Java. [29]
Scratchbox differs from the approaches of Buildroot and OpenEmbedded. It provides
a chrooted environment, where build tools produce a cross-compiled code. With Scratchbox, there is no need to configure software packages suitable for cross-compilation,
since packages can be built as native ones. Scratchbox also has Qemu integration. Qemu
can emulate platforms, so it can be used to run a cross-compiled code. This is a useful
feature, because with Qemu, it is possible to test software before actual hardware is
available. Scratchbox supports glibc and uClibc as C-library choices. [25] [30]

2.6.3. Miniature desktop distributions
Projects like Emdebian [31] and Gentoo Embedded [32] aims to make a desktop distribution suitable for an embedded device. These projects slim down general-purpose
distributions to fit embedded devices. They provide a heavily modified set of software
packages ported to embedded architectures with a more fine-grained control over package selection, size, dependencies and content. Moreover, they have a package manager
software which mitigates installing, maintaining and removing software packages.[25]

2.6.4. Complete software stacks
Several projects aim to create application-specific software stacks for embedded platforms. For example, OpenWRT [33] and Tomato [34] provides network router firmwares
and Android [35] and Mer [36] are geared toward mobile phones and internet tablets.
These projects offer a software platform suitable for certain use cases. In other words,
they are distributions for device manufacturers rather than end-users. [25]

2.6.5. Comparison of embedded Linux distributions
Commercial embedded Linux distributions provide for example guaranteed integration
support and enhanced development tools. However, using a commercial distribution
is not free of charge. Thus, they are not very suitable for using in non-commercial
devices. Minimal distributions are free instead. They are suitable for use cases where
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it is important to install and maintain large number of packages, due to the package
manager system they have. However, miniature distributions are not so flexible than
meta-distributions. Although meta-distributions typically demand more work than
miniature distributions to produce a working Linux system, they offer more options to
customize the system. Therefore, meta-distributions are popular when porting Linux to
custom platforms. Custom software stacks differ other distribution types by providing
solutions for well-defined use cases. For example, OpenWrt implements a feature-rich
system for routers and Mer is focused on mobile phones and internet tablets. Due to the
narrow scope of complete software stacks, they are not suitable for other platforms.

2.7. Busybox
Busybox melds small versions of numerous common UNIX utilities into a single
executable. It provides implementations for most of the commands usually find out
from GNU’s not Unix (GNU) utilities such as coreutils and fileutils. Althought, Busybox
does not support all the features provided by commands it replaces, but options that are
included are sufficient for most typical uses and they offer expected functionality. [37]
Busybox is extremely modular and therefore it can be customized for needs of
embedded Linux systems; commands and features can be included or excluded during
the compiling process and several utilities, such as vi, can be configured in their
functionality [37]. Thus, with Busybox it is possible to create an optimally adapted set
of commands for a Linux system in an embedded platform.

2.8. Porting Linux
The Linux source tree contains ports for more than 20 different processor architectures
and numerous different boards. If Linux has support for a processor architecture of
a custom board, it is not difficult to port Linux to it. Basically, it demands that there
is a piece of code which initializes the hardware of the custom board. Additionally,
board-specific data has to deliver to the kernel. Typically, this is done by a bootloader,
so there has to be the bootloader ported to the target platform in order to port Linux.
The Linux porting flow is represented in Figure 7. [12 p. 431]

2.8.1. Organization of the Linux source tree
Architecture-specific code is stored in .../arch-directory in the Linux source tree. This
directory contains architecture-dependent code of the Linux kernel including a memory
management code, a number of kernel features and boot-subdirectory, which is used
to build a specific bootable target for certain architecture. There is also a configssubdirectory in the .../arch-directory. This directory includes in default configurations
for each supported hardware platform: each one of the entries in this directory represents
a specific port to a hardware platform. Some of the architecture branches contains also
a platforms-subdirectory containing platform-specific code. These directories contain
all files needed to modify in order to port Linux to a custom platform. [12 p. 422]
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Figure 7. Linux porting flow.
2.8.2. Porting Linux to a Xilinx FPGA board
PowerPC is a processor architecture developed by IBM, Apple and Motorola. It is a
well-established architecture that has originally been used in a PC, but nowadays it is
also popular in embedded systems due to an excellent power/performance ratio and
low heat dissipation. Term PowerPC Linux is defined as the Linux kernel running on a
PowerPC processor. [38]
Most of the kernel code is independent of processor architectures [2 p. 73]. The main
difference between x86 and PowerPC architectures is in the boot process of the system
as mentioned in section 2.4.3. PowerPC Linux need to be informed about the platform
it is running on [39]. This can be done by passing a device-tree to the kernel during
the boot. The device-tree is a data-structure which describes the hardware in a system
[40]. Basically, the device-tree is a tree of nodes. These nodes contain two or more
named properties such as a name and a physical address of the unit [41]. The kernel
uses device-tree data to find and register devices in the system [39]. It is the task of the
bootloader to pass device-tree to the kernel. Thus, the bootloader has to support this
feature.
Many Xilinx FPGAs, such as Virtex-II Pro and Virtex-4 FX platforms FPGAs, have
PowerPC processors embedded in the chip [42] [43]. The second generation WARP
board, which is the target board in this thesis, includes a Xilinx Virtex-4 FX FPGA. In
Xilinx FPGA boards, the device-tree is generated according to information read from
the system.mhs file [41], which defines intellectuel property (IP) cores and parameters
of them used in the FPGA hardware design. Linux requires that at least a processor, a
system bus, main memory, and a storage device for a filesystem have to be present in
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the target system, so these devices need to be defined in the FPGA hardware design.
Otherwise, it is not possible to run Linux in the target.
In order to produce a working kernel for a Xilinx FPGA board, Linux is configured
to support devices mentioned in the device-tree. The main tree of the kernel source
code does not contain device drivers for all devices present in Xilinx FPGA boards.
Therefore, it is recommended to use the kernel tree of Xilinx [44]. It contains additional
device drivers and patches which are not yet accepted to the main kernel tree, but still
provide support for several devices and IP cores used in Xilinx FPGA boards [45].
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3. WARP DEVELOPMENT PLATFORM
WARP is a programmable wireless platform developed by Rice University, USA. It is
being actively used for research in many areas like physical, MAC and network layer
algorithms, routing, and cognitive radios as can be seen in [46] [47] [48] [49]. It has
resulted in more than 75 publications and it is in use in more than 100 research groups.
The main purpose of WARP is to provide a scalable and extensible platform for
researching wireless networks. Due the open nature of WARP, it is possible to program
physical, MAC, and network layer protocols on a single platform. [50]

3.1. Architecture
The WARP platform architecture consists of four key components which are shown
in Figure 8. These components are custom hardware, platform support packages, an
open-access repository, and research applications. [51]
Custom hardware is designed to be capable of processing high-performance, high
speed digital signal processor (DSP) implementations needed by wireless communication algorithms. It offers scalable interconnects for allocating more processing power as
required. Custom hardware is also designed extensible, so there are peripheral options
for radios, specialized processors, and other expansions boards. [51]
Platform support packages provide design tools and low-level interface modules.
They are designed to make usage of the hardware easier for researchers. In other words,
platform support packages allow users to have access the full platform without a need
to manage its full complexity. [51]
The open-access repository provides designs, libraries, documentation, and application examples for WARP users. The contest of the repository is available under open
source license, so it is easy and free to use this repository. Users are encouraged to
contribute their own designs and documentation back to the repository. Although this is
not mandatory. [51]

Figure 8. WARP platform architecture.
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3.2. Hardware
In this thesis, the scope is in the WARPv2 board, also known as the WARP board
version 2.2. This version is designed around a Xilinx Virtex-4 FPGA [43]. Figure 9
introduces the devices and I/O ports of WARP board version 2.2. [50]

Figure 9. WARP board overview.

3.2.1. FPGA
The WARPv2 is built around a Xilinx XC4VFX100FFG1517-11C Virtex-4 FPGA. The
resources of this FPGA are shown in Table 4. [50] [43]
Table 4. FPGA overview
Part
XC4VFX100
Package
FFG1517
Speed grade
11
Temperature range
C (commercial)
Logic slices
42k
DSP48 slices
160
Block RAMs
376
PowerPC cores
2
Tri-mode Ethernet MACs 4

3.2.2. Power
The WARPv2 board requires external 12 V power supply. Several different voltage
levels are needed for FPGA and peripheral devices. The board uses switching voltage
regulators to produce required voltage levels. [50]
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3.2.3. Memory
The WARPv2 board has on-chip memory and double data rate version 2 (DDR2) small
outline dual in-line memory module (SO-DIMM) slot for external memory. The Virtex4 FX100 FPGA provides 6,7 Mb on-chip memory. This memory consists of 376 pieces
of 18 kb RAM blocks. It is possible to extend on-chip memory using logic slices
of FPGA as RAM. Xilinx calls this distributed memory. The maximum amount of
distributed memory of the FPGA in WARP board is 659 kb. [50] [43]
The second generation WARP board is supplied with 2 GB DDR2 SO-DIMM memory
module which is connected to an external memory slot. The FPGA can control this
memory via DDR2 memory controller called multi-port memory controller (MPMC)
[52] provided by Xilinx. [50]

3.2.4. I/O –devices
There is a variety of interactive I/O –devices in WARPv2. Following subsections
introduce these devices.
SystemACE
The configuration process of the WARPv2 board can be managed via Xilinx’s system
advanced configuration environment (SystemACE) CompactFlash (CF) chip. This
chip provides an interface between the FPGA and a standard CF slot. The FPGA can
be automatically configured by SystemACE, if a CF card is in the CF slot when the
WARPv2 board is powered up or the manual reset button is pushed. It is possible to
store one to eight configuration files on the CF card. There is a dual in-line (DIP) switch
in the WARP board which can be used to choose the configuration file SystemACE will
use to configure the FPGA. Configuration files on the CF card have to be in a advanced
configuration environment (ACE) format, otherwise SystemACE will not recognize
them. [50]
Multi-gigabit transreceivers
The WARPv2 board includes eight multi-gigabit transreceiver (MGT) full-duplex
transceiver interface. These MGTs are divided into three different types: high speed
serial data connection (HSSDC2), serial advanced technology attachment (SATA), and
small form-factor pluggable (SFP). Each type has its own purpose, for example, SFP
type MGT is meant for addon modules such as an extra Ethernet module. [50]
User I/O
There are several interactive I/O devices in the WARPv2 board which are intended to
debugging and observing purposes. User I/O devices can be managed via custom core
developed by Rice university. Figure 10 introduces these devices. [50]
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Figure 10. WARPv2 user I/O.
Other I/O
The WARPv2 board includes also two universal asynchronous receiver/transmitter
(UART) interface and a digital I/O header. With UARTs, the board is able to connect
to the serial interface of PC. The digital I/O header is connected directly to FPGA I/O
pins. This header can be use as a debug interface. [50]

3.2.5. Clocking
The development boards, such as the WARPv2 board, need many different clocks. The
FPGA, main memory, and many peripherals needs certain clocks to work correctly. The
following sections describe clocking resources and needs of the devices of the WARP
board. [50]
On-board clocks
There is 100 MHz oscillator mounted in the WARPv2 board by default. This oscillator
is for general clocking. There is also a footprint for another clock, but it is left empty
and meant for future customization. Both oscillator footprints are connected to the
global clock pins of the FPGA. [50]
WARP clock board
It is also possible to use an external clock. The WARPv2 board has a header which is
used by WARP clock board as seen in Figure 11. This board provides clock signals for
wireless parts of a design. The clock board contains two sections. The first one provides
reference clocks for radio boards. This clock uses 40 MHz clock input. The second one
provides clocks for the FPGA and analog converters and it uses 20 MHz clock input.
Clock inputs to both sections are provided by an on-board temperature compensated
crystal oscillator or via an off-board connector. [50]
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Figure 11. WARP clock board.
SystemACE CF clocking
The SystemACE CF controller requires a 33 MHz clock and the FPGA needs a copy
of this clock. Otherwise, the FPGA can not use the microprocessor interface of the
SystemACE controller. That is why there is a 33 MHz oscillator in the WARPv2
board. The output of this oscillator is divided to offer this clock both the FPGA and the
SystemACE CF controller. [50]
Memory clocking
The second generation WARP board includes a DDR2 SO-DIMM slot. SO-DIMM
can be used via MPMC provided by Xilinx. The clocking of MPMC depends on the
configurations of MPMC. There are four system clock inputs and one clock for each
personality interface module (PIM) in MPMC. [50] [52]

3.2.6. Ethernet
The Virtex-4 FPGA implementation of the MAC layer uses the hardened tri-mode Ethernet MAC (TEMAC) and the soft Locallink TEMAC. A physical layer is implemented
by using the Marvell 88e111 Gigabit Ethernet physical layer (PHY) [53]. The Ethernet
device of the WARPv2 boards support speeds 10, 100 and 1000 Mbit/s [50]. TEMAC
core supports a media independent interface (MII), a gigabit media independent interface (GMII), a reduced gigabit media independent interface (RGMII), a serial gigabit
media independent interface (SGMII) and an IEEE 802.3z standard for gigabit Ethernet
(1000BASE-X) interface. [54]. It is possible to connect two locallink first in first out
(FIFO) cores [55] to the TEMAC core, so the TEMAC is able to use two Ethernet
interface at the same time [54]. This is useful functionality, when WARPv2 board
hardware is extended with addon Ethernet modules such as a SFP module connected to
a MGT-connector.
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3.2.7. Daughtercards
The WARPv2 board includes four identical daughtercard slots. Any combination of
daughtercards can be used, assuming that they fill design specifications. The following
sections introduce daughtercards used in this thesis. [50]
Radio card
Rice University has designed a radio daughtercard board for WARPs. The board
is designed around a single chip direct-conversation radio transceiver. The radio
card supports both 2,4 GHz and 5 GHz industrial, scientific and medical radio band
(ISM)/unlicensed national information infrastucture (UNII) bands. The radio card is
shown in Figure 12. The operational principle of the radio card is illustrated in Figure
13. The core of the card is Maxim radio frequency (RF) transceiver MAX2829. This
chip modulates a carrier wave to baseband analog signals when the board is in the transmitting phase and demodulates it to the baseband signal when the board is receiving.
The board also produces a received signal strength indication (RSSI) signal when it
is in the receiving mode. This signal is used to detect received packets. The card is
controlled by the FPGA. [51] [56]

Figure 12. WARP radio board.

Figure 13. WARP radio board block diagram.

3.3. The WARP OFDM reference design
Rice University provides an OFDM references design for the WARP board. This
design implements a real-time network stack on it; it includes the OFDM PHY and
customizable MAC interface. The purpose of the reference design is to demonstrate
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the full MAC/PHY capabilities of the WARP and provide a flexible base for additional
applications. As seen in Figure 14, the design consists of a multiple in multiple out
(MIMO) OFDM physical layer, a flexible MAC interface including a basic application
implementing a wireless MAC protocol and low-level PHY control, and peripherals such
as timers and radio bridges. All processing including hardware control, signal processing
and the MAC protocol, is executed in real-time. The simplified FPGA hardware design
of the OFDM reference design can be seen in Figure 15. [50] The OFDM reference

Figure 14. The structure of the WARP OFDM reference design.
design is shipped with a simple MAC application called csmamac. The state-machine
representation of the carrier sensing medium access (CSMA) algorithm is described
in Figure 16. The algorithm of csmamac is simple. If there is a packet to send, the
appilication sends it when the medium is idling and waits for an acknowledgment from
the destination. When there is a packet received, the application checks if the packet is
addressed to itself. If it is, it sends an acknowledgment to a sender. Otherwise, the packet
is dropped. Moreover, csmamac has a resend functionality; if an acknowledgment is
not received after fixed time, a packet is sent again. [50]
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Figure 15. The simplified FPGA hardware design of the OFDM reference design.

Figure 16. The state-machine representation of CSMA algorithm.
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3.4. Design process flow and design tools for FPGA developing
WARPv2 board is designed around the Xilinx Virtex-4 FPGA chip [50]. Xilinx provides
a suite of design tools for customizing the hardware logic of the FPGA chip. Tools are
designed to assist in all phases of the embedded design process as shown in Figure 17
[21]. The Xilinx FPGA design process can be divided into four phases:
• Hardware development
• Software development
• Verification
• Device configuration
In a hardware development phase, a hardware platform is created. The hardware
platform consists of processors and peripherals connected to the processor buses. The
design tool stores created hardware specifications to the microprocessor hardware
specification (MHS) file. A software platform is described in the software development
phase. This platform consists of a collection of software drivers and an OS. In addition,
the software platform includes portions of the Xilinx libraries, such as a networking
stack library, used in the design. The software platform description is stored in the
microprocessor software specification (MSS) file. The next phase in the design process
is the verification. Both hardware and software need to be verified. The hardware
platform can be verified in a hardware design language (HDL) simulator. Simulating
demands that a simulation model have to be created. Software can be verified by loading
the design on a supported development board and using a debugging tool to test and
verify software. An instruction set simulator or a simplified system simulation model
can be also used to verify software. The next step after the verification phase is a device
configuration. In this phase, a configuration bitstream is created and downloaded to the
target FPGA. The bitstream consists of the FPGA design and software. [21]
The following sections introduce tools included in the Xilinx design tool suite. The
overview about design tools is illustrated in Table 5 [21].

3.4.1. Xilinx Platform studio
Xilinx provides a graphical integrated environment, called Xilinx platform studio
(XPS), for creating FPGA designs. With XPS, a user can create software and hardware
specification flows for systems that contain an embedded processor such as PowerPC
or MicroBlaze. It is also possible to build and modify FPGA designs using existing IP
cores. With XPS, a user can connect IP cores, such as buses and peripherals, together
and change the values of the parameters of IP cores. [21]
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Figure 17. Xilinx embedded design tools architecture.
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Xilinx Platform Studio
(XPS)
Xilinx Software Development Kit (SDK)
EDK Command Line

The Base System
Builder (BSB) Wizard
The Create and Import
Peripheral Wizard
Coprocessor Wizard
Platform
Generator
(Platgen)

Library Generator (Libgen)
GNU Compiler Collection (GCC)
Debug Configuration
Wizard
Xilinx Microprocessor
Debugger (XMD)
GNU Debugger (GDB)

Table 5. Design environments
Design Environments
An integrated design environment with GUI for creating
complete design.
An integrated design environment with GUI for development
of software applications.
A tool to run embedded design flows and tools from a command line.
Hardware Development
The BSB wizard provides a baseline system that can be then
customize to a complete design.
Helps create custom peripherals and import them into repositories or XPS project.
A tool for adding and connecting a coprocessor to a CPU.
A tool for compiling high-level description of embedded
process system into an HDL netlist that can be implemented
in a target FPGA device.
Software Development
Creates a software platform with a customized collection of
software libraries, drivers and operating system.
A tool for compiling and building softaware applications
based on the software platform created by the Libgen.
Verification
Automates common tasks related to hardware and software
debug configurations.
A debugging and software downloading tool for embedded
processors in the FPGA.
A software debugging tool. Suitable for debugging software
on a simulation model and a target device.
A tool for generating and configuring various simulation
models, such as behavioral, structural and timing models.
Compiles simulation libraries for the target simulator.

Simulation Model Generator (Simgen)
Simulation
Library
Compiler (CompEDKLib)
Bus Functional Model Simplifies a verification of hardware components attached
Compiler (BFM)
to a bus.
Device Configuration
Bitstream Initializer (Bi- Converts a hardware-only bitstream to a new bitstream which
tinit)
contains a software application executable.
System ACE File Gen- Generates an ACE-file from a FPGA bitstream, application
erator (GenACE)
executables and data files. The ACE-file can be use to initialize and configurate the FPGA and memories with valid
program or data and bootup the processor.
Flash Memory Program- A tool for programming a flash device.
mer (iMPACT)
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4. PORTING LINUX TO THE WARP BOARD
The goal of this thesis was to implement the Linux port for the WARPv2 board. The
implementation resulted in the Linux enriched second generation wireless open-access
research platform (LE-WARPv2). The purpose of the port was to get control about all
layers of the OSI model. Therefore, the functionality of the OFDM reference design
version 16.1 provided by Rice University was included in the final system. The reference
design provides implementations for the physical layer and the MAC functionality of
the datalink layer of the OSI model. Therefore the role of Linux was to implement the
Ethernet part of the datalink layer and the network layer. The OSI model implementation
of the final LE-WARPv2 system is illustrated in Figure 18.

Figure 18. The OSI model implementation.
The implementation part of this thesis is based on the Linux enriched wireless openaccess research platform (LE-WARP) project done by CWC, where Linux was ported
to first generation WARP board [47]. However, all components got from this project
were modified heavily.
The reference design contains the MAC functionality and the OFDM physical layer. It
is designed to use only one of PowerPC 405 cores present in the FPGA of the WARPv2
board. Therefore, the LE-WARPv2 system was divided into two parts: a MAC side
and a Linux side, as seen in Figure 19. The MAC side uses CPU 0 and it runs a simple
OS called Standalone OS provided by Xilinx. Standalone OS offers the lowest level
layer of software modules used to access hardware specific functions in order to run
applications [57 p. 1]. The MAC side runs an application, which implements the MAC
functionality and controls the physical layer. The Linux side uses CPU 1. It has the
Linux kernel running on it with a set of utilities and application programs.
Linux supports the PowerPC architecture and the particular processor type used
in the WARPv2 board. Therefore, main tasks in the porting process was to create a
suitable FPGA hardware design for the combination of the Linux side and the MAC
side, implement a method for communication between these sides, and configure the
kernel to fit to the hardware design. The Linux system was decided to be implemented
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by using Buildroot for a root filesystem and cross-compilation toolchain generation,
and Busybox for userspace utilities and applications. The decision was made due to the
great flexibility that the Buildroot and Busybox combination offers.

Figure 19. Functional overview of the Linux enriched WARP system.

4.1. Design flow
The LE-WARPv2 system was designed and implemented as represented in Figure 20.
In the design phase, the roles of hardware and software were defined; it was decided
which features were going to implement with hardware and which with software. After
that, the hardware design was created using Xilinx tools. The software design phase
contained modifications of MAC application and the Linux kernel source code, the Linux
kernel configuration, kernel drivers developing, the root filesystem implementation,
and selection and implementation of Linux userspace applications. The steps after
hardware and software designing were building the system and making bootable CF
card. Thereafter, the system was tested, verified and debugged. If tests were not passed,
the system was debugged and found errors were fixed. The following sections describe
all phases thoroughly.
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Figure 20. System design flow.
4.2. Hardware design
In order to port Linux to the WARPv2 board, the FPGA design has to contain necessary
hardware. Linux requires at least a processor, a system bus, main memory, and a
storage device for filesystems. However, the final goal in this thesis was to implement
a LE-WARPv2 system with the functionality of the OFDM reference design version
16.1. Therefore, the final FPGA hardware design is based on the OFDM reference
design. Hardware for Linux was added to this design. A PowerPC 405 core was added
as a processor dedicated to Linux and processor local bus (plb) was added as a system
bus. All peripherals controlled by Linux were connected to this system bus. IP cores
controlled by Linux are introduced in Table 6. Additionally, SystemACE and Ethernet
MAC IP cores were moved from the MAC side to the Linux side by connecting them to
the system bus of Linux. SystemACE controls the usage of a CF card and the filesystem
of Linux is stored to CF card. Therefore, it was important that Linux was able to control
SystemACE.
The OFDM reference design does not use external double data rate (DDR) memory
of the WARP board, because the memory footprint of the MAC application is low and
because external memory is too slow for the requirements of the physical layer. Thus,
external memory was decided to be main memory for Linux. This decision simplifies
the FPGA design since letting both cores to have access to external memory would
be demanded either implementing a synchronized memory access method or different
memory partitions for both cores. There are several methods to connect an external
memory controller, MPMC, to a processor. For example, MPMC can be connected
directly to the processor or it can be connected via plb. In this thesis, MPMC was
connected to the Linux core via plb of Linux even though using the direct connection

41

Table 6. IP cores controlled by Linux
IP core
Description
Task of the IP core
ppc405_virtex4
PowerPC 405 Virtex-4 Linux CPU
plb_v46
Processor Local Bus 4.6 A system bus for Linux
xps_bram_if_cnlr XPS BRAM Controller Boot memory controller
for Linux CPU
bram_block
Block RAM Block
Boot memory for Linux
CPU
mpmc
Multi-Port
Memory Main memory interface
Controller
for Linux
xps_central_dma XPS Central DMA Con- DMA controller for
troller
Linux
xps_intc
XPS Interrupt Con- Interrupt controller for
troller
Linux
xps_ll_temac
XPS Locallink Tri- Ethernet core
mode Ethernet MAC
xps_ll_fifo
XPS Locallink FIFO
Interface for Ethernet
core
xps_sysace
XPS SystemACE Inter- CompactFlash interface
face Controller
would have offered better performance. The plb based architecture has been chosen due
to simpler implementation and because performance provided by it was sufficient.
Hardware of the OFDM reference design needed to be modified to co-operate correctly with the hardware of the Linux side. A new bus for the MAC side was added to
improve the performance of the MAC side. Memory for a heap and a stack of the MAC
side was connected to this bus. Other peripherals of the MAC side remained intact.
Two mailboxes and shared memory was added to the final design. Other ends of
mailboxes were connected to the system bus of the MAC side and other end to the
system bus of Linux. Shared memory was connected as well between the buses of MAC
and Linux sides. Simplified illustration of the final FPGA hardware design can be seen
in Figure 21.

4.2.1. Interprocessor communication
Communication between MAC and Linux sides was implemented with mailboxes and
a shared memory block. Generally, the mailbox IP core implements a method to pass
messages between one or more senders and receivers. It forms a transmission control
protocol (TCP)/Internet protocol (IP)-like message channel where messages are queued
in by senders and dequeued by receivers. Mailboxes support both synchronous and
asynchronous methods for the reception of messages. In the synchronous method,
polling is used to detect new data on the mailbox, whereas the asynchronous method
uses interrupts.
The mailbox IP core provided by Xilinx uses two FIFO buffers; one for transmission
and one for reception. A buffer uses either distributed RAM or block RAM (BRAM)
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Figure 21. Simplified FPGA hardware design.
and the size of it is configurable. In this thesis, the mailboxes were used to inform other
side about new data in shared memory.
The final FPGA design included shared BRAM memory and two mailboxes. One
of the mailboxes was dedicated to IP-traffic and one for controlling and logging traffic
between processor cores. The sizes of mailbox buffers were limited to 16 kB and they
used the synchronous method to pass messages; mailboxes were polled constantly to
detect when new data was available in the shared memory. The shared memory was
divided into fixed size slots, which held any large data that was to be transferred with
messages. The structure of this mailbox-based intercore communication solution is
illustrated in Figure 22.

4.2.2. Clocking
The system buses of MAC and Linux sides uses 80 MHz clock frequency. The peripherals bus uses 40 MHz clock frequency due to the requirement set by the WARP radio
board. The clock frequency of PowerPC processors in the WARPv2 board has to be a
multiple of the value of the system bus. The maximum clock frequency supported by
PowerPC processors in the FPGA chip of the WARPv2 board is 300 MHz. Although the
maximum frequency could not been used due to the clocking demands of the MPMC IP
core. The clocking demands of MPMC forced to use a clock frequency 160 MHz for
processors.
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Figure 22. Intercore communication structure.
4.3. Software design
Typically, software needed in the embedded system is highly tied to hardware. This
was the case in this thesis too; the kernel configuration depended on hardware, and
drivers for communication between cores could not be written until it was known how
the communication will be implemented at the hardware level. Although it was known
at the beginning that there will be Linux running a top of the hardware. Therefore, when
designing hardware, it was taken care of that either Linux was supporting for chosen
hardware solutions or it is possible to create Linux support with a reasonable workload.
There was support in Linux for all IP cores used in the final FPGA hardware design
except interprocessor communication. Thus, software design tasks were to configure the
Linux kernel to match the FPGA hardware design, build a root filesystem and needed
utilities and applications, and write drivers for interprocessor communication.

4.3.1. Kernel configuration
The Linux kernel used in this thesis is based on the kernel version 2.6.28 from Xilinx
repository. Several patches and two custom drivers were added to achieve stability and
interprocessor communication. The kernel was configured to support devices in the
target board. The configuration was done without modules to optimize memory usage.
A list of the most important selected kernel features can be seen in Appendix 1.
The PowerPC Linux uses a device-tree to describe the hardware system such that the
kernel can configure itself during the boot. Thus, the device-tree matching designed
hardware had to be generated before the kernel compilation. The device-tree was
generated using the device-tree generator provided by Xilinx. The created device-tree
file was added to the kernel source tree in order to build a working kernel image.

4.3.2. Communication between PowerPC cores
The communication interface was designed for enabling communication between the
Linux and MAC sides. Two protocols using it were designed: Malibu and Matula. The
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Malibu protocol is used to handle communication between the Linux driver for the
wireless network interface and the MAC application running on the MAC core. Instead,
the Matula protocol was designed for logging and controlling purposes.
The Warpnet device driver implements the Malibu protocol on the Linux side. In other
words, it sets up a standard Linux Ethernet interface and sends and receives packets
to the MAC side using a mailbox and shared BRAM memory. The Ethernet interface
provided by Warpnet does not contain wireless extensions like wireless local area
network (WLAN) drivers do; Linux sees this interface as a regular Ethernet interface.
Warpnet probes mailboxes during the kernel boot up, and when the correct mailbox is
found, it sets up the Ethernet interface. MAC and IP addresses are set by using standard
Linux tools. The MAC address is sent to the MAC side in order to filter network packets
by a MAC application.
Buffering between Linux and the Ethernet driver is done in the Xilinx XPS Locallink
TEMAC IP core and the Xilinx kernel driver for that IP core. The state-machice
representation of interprocessor communication is illustrated in Figure 23. The kernel
driver is connected to the Linux IP stack and it will drop packets when the buffer is full.
Buffering between the cores consists of shared memory. The Warpnet driver copies
packets to the shared memory and notifies the MAC side with a mailbox message.
Similarly, when receiving packets from the MAC side, packets are copied from the
shared memory and delivered to the kernel. The kernel informs the MAC side when it
has copied a packet from the shared memory.
On the MAC side, packets received from Linux are copied to the buffers of the PHY
using direct memory access (DMA). If DMA is busy, the packet is dropped. Also
packets send to Linux are delivered from PHY buffers to the shared memory using
DMA. If the shared memory is full, the packet is dropped. If DMA is busy, the MAC
side will wait for it to become available.
The Matula protocol is used to manage log and control messages. The Warptool
device driver is a character type driver which provides mechanisms to write data to the
shared memory between Linux and MAC sides, and notify other side via the mailbox
that there is data in the shared memory. The Warptool device driver implements the
Matula protocol. Two userspace applications were developed to use the Warptool device
driver: warptool and warplogd.
The warptool application can be considered as a front-end to the Warptool device
driver. It is a userspace application running on Linux and it sends commands to the
MAC side. On the MAC side, the MAC application was modified to parse and handle
these commands. Implemented commands included for example setting the frequency
and the channel of wireless radio and adjusting transmit power.
The Warplog daemon, called warplogd, stores log data gathered from the MAC side
to the file on the Linux side. The MAC application was modified by adding log data
gathering functions and a function, which writes log data to the shared memory.

4.3.3. Root filesystem
Linux requires a root filesystem in order to use all its services and features. The root
filesystem is the filesystem mounted at the base of the filesystem hierarchy; any other
filesystem, such as the proc filesystem, is mounted under the root filesystem. A Linux
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Figure 23. The state-machine representation of interprocessor communication.
system has special requirements for the root filesystem; it has to contain applications
and utilities to boot a system, initialize services such as networking, load device drivers,
and mount other filesystems. [12]
The root filesystem for Linux in the WARPv2 board was created by using Buildroot.
It was used because it provides a simple and efficient method to create a root filesystem
with a variety of userspace applications and libraries such as ethtool and iperf. Additionally, Buildroot supports Busybox. Buildroot was also used to generate the uClibc-based
cross-compilation toolchain required for compiling userspace applications.

4.3.4. Applications
There are numerous applications and utilities needed in the embedded Linux system.
In the custom Linux system, there is not any package manager available which would
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provide a method for installing application binaries. Therefore, all essential applications
and utilities have to be compiled from source code to match the target system. Busybox provides an efficient manner to compile the most of the required applications and
utilities. Hence, it was decided to use it producing binaries used in the LE-WARPv2. Additionally, with Busybox, application binaries are smaller than they are when compiled
independently, because Busybox uses stripped versions of applications and utilities.
Therefore, Busybox is a reasonable choice for any embedded Linux project.
Although Busybox has support for several hundreds applications and utilies, a few
needed applications, such as memtester, were not supported by it. Using Busybox does
not remove the option to compile additional applications or utilities and add them to the
filesystem. Therefore, it was possible to add applications not supported by Busybox
to the system without issues; they were compiled to the PowerPC architecture using
the cross-compiler provided by Buildroot, and binaries were moved to the filesystem of
Linux.
MAC application
The MAC application was modified to send and receive Ethernet packets to Linux
via the Malibu protocol. This was done by removing references to the Ethernet MAC
core from the source code, and replacing them by custom functions so that payloads
of outgoing Ethernet packets were forwarded to the shared memory and headers of
these packets were forwarded to the Warpnet mailbox. The incoming Ethernet packets
handling functionality was changed so that the status of the mailbox was polled in order
to notice when new Ethernet packets will be available. Additionally, the original MAC
application code was improved by adding a control command handling process and
data gathering functionalities for logging purposes to the source code. These changes
enabled Linux to take control about the MAC layer and to get logging data from the
MAC side.

4.4. Building the system
All required software for the LE-WARPv2 system can be installed in a single CF card.
The system will bootup automatically when the board is powered up and the CF card
is mounted to the board. When building a bootable system to a CF card, it is required
that the CF card has to have a boot partition as the first partition on the card. It is
mandatory that the boot partition contains a valid Microsoft disk operating system
(MSDOS) filesystem, since it is the only filesystem type SystemACE supports. The
ACE file containing hardware design, the Linux kernel and application executables is
stored to the boot partition. Other partitions needed were a ext2-type partition for Linux
root filesystem and a FAT32-type partition for data such as log files.
The FPGA hardware design and MAC software were created using Xilinx XPS tools.
These tools produced a bitstream file which contained the FPGA hardware design and
the compiled MAC application. The Linux kernel image is required to combine with the
bitstream file in order to produce a bootable ACE file. The cross-compilation toolchain
of Xilinx XPS is not suitable for compiling the kernel due to the imcomplete version
of gcc. Therefore, Linux had to be compiled with a toolchain that had a full support
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of gcc. In this thesis, Crosstool-NG was used to compile the kernel. Before Linux can
be compiled for the WARPv2 board, the device-tree file has to be generated and added
to the kernel source tree. In order to create the final ACE file, the Linux kernel image
and the bitstream file have to be combined. This was done using the SystemACE file
generator (GenACE) script from Xilinx XPS. Created ACE file contained all information
about how to boot up both CPUs from the CF card, and it was copied to the boot partition
of the CF card. The building process flow is illustrated in Figure 24.

Figure 24. Building process of Linux enriched second generation WARP.

4.4.1. Setup scripts
A set of scripts were developed in order to make building the LE-WARPv2 system easier.
The developed scripts automate the partitioning of the CF disk, producing the bitstream
with the MAC application executable, combining the bitstream with the kernel image,
creating the root filesystem for Linux, and copying files to the CF card. A configurable
script called setup.sh was also developed. Setup.sh uses all scripts listed earlier and it
provides a user friendly interface for building the LE-WARPv2 system. Setup.sh uses a
configuration file, which defines operations setup.sh will use. For example, it is possible
to create partitions for the CF card, or to build the whole system from a scratch with
setup.sh. Additionally, the configuration file of setup.sh contains variables for choosing
routing software and setting properties of dynamic host configuration protocol (DHCP).
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4.5. Booting the system
The XPS embedded development kit (EDK) creates a bitstream file, which contains the
FPGA hardware design and the application executable of the MAC side. The GenACE
program from the Xilinx tool set produces an ACE file, which is the file format used by
SystemACE. The ACE file consists of the bitstream and the compressed Linux kernel
image. The ACE file can be used to initialize and configure FPGA and memories with
a valid program or data, and boot up processors. In practice, the ACE file consists of
a sequence of JTAG operations for each necessary tasks. SystemACE generates these
JTAG commands when it scans through the ACE file.
When the LE-WARPv2 board is booted, the SystemACE chip scans the ACE file
stored in the boot sector of the CF disk. SystemACE then configures the FPGA, loads the
MAC application to the boot memory of the MAC side and the bootloader application
to the boot memory of Linux, sets entry points for applications, and starts applications.
The linker script of the MAC application contains information about the memory region
where the MAC application will be loaded. The bootloader application starts when
SystemACE has loaded it to the memory. The task of the bootloader is to load the
kernel image to the main memory and start it. The boot process of the LE-WARPv2 is
represented in Figure 25.

Figure 25. Booting process of Linux enriched second generation WARP.
In this thesis, the bootloader provided by Xilinx was used. Another option for
bootloading would have been U-boot. Although U-boot has richer features than the
Xilinx bootloader, it was decided to not use it. The decision was made because the
Xilinx bootloader provides needed features, it is simpler to set up, and the Xilinx
bootloader is shipped with Xilinx EDK.

4.6. Debugging
Developed drivers were debugged using printed statements and the combination of
XMD and GDB. Printed statements were used to verify that the developed module was
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loaded and initialized properly. XMD was used as a GDB server. GDB, which was
running on the host computer, was connected to the server. The combination of XMD
and GDB was used to verify that the module actually works as planned; breakpoints
were set and when a breakpoint was reached, the values of the variables were checked
in order to verify that they were as expected.

50

5. TESTING, VERIFICATION AND ANALYSIS
Testing is an important part of any implementation project. The purpose of testing is to
verify that the implemented system works correctly.

5.1. Test cases
Several test cases were created to verify that the LE-WARPv2 system behaves as
planned. Test cases were divided into two sections: hardware tests and performance
tests. The Hardware tests aimed to verify that the hardware of the LE-WARPv2 system
was properly configured and the performance of hardware components was decent,
whereas the purpose of the performance tests was to confirm that performance of the
whole system fulfilled requirements.

5.1.1. Hardware tests
Hardware controlled by Linux was tested extensively. Moreover, the modified hardware
of the MAC side was also tested. Used tests included:
• Memory test Main memory of Linux was tested with the application called
memtester [58]. Memtester is a memory tester for stress testing the memory
subsystem. It can be used to find intermittent and non-determistic faults [59].
• Serial port test The serial port was connected to the MAC side in the FPGA
hardware design. The purpose of the serial port test was to verify that serial
port functionality is working correctly. The test consisted of prints added to
the MAC application and a serial terminal client ran on the host computer. The
WARPv2 board was connected to the host computer via a serial cable. The test
was passed, if prints showed up in the serial terminal client when the WARP
board was powered up.
• Ethernet test Ethernet was tested using ping [60] and iperf [61] programs. Basic
functionality was tested with ping and advanced properties, such as throughput,
were tested with iperf. The basic functionality test was passed, if the WARPv2
board sent ping reply every time when the board was pinged. If packet loss
occurred, the test was considered as failed.
The purpose of iperf test was to verify that throughput of Ethernet was eligible
and it did not hang or crash in any case.
• Interprocessor connection test Communication between the processor cores
was tested using using warptool and warplogd userspace applications and the
Warpnet device driver. Test data was delivered from Linux to the MAC side using
warptool and this data was printed to the serial terminal on the MAC side. The
test was passed, if printed data was the same than delivered. Communication
from the MAC side to Linux was tested with warplogd. Test data was flushed to

51
shared memory, where warplogd read and stored it to the log file. This test was
passed if data in the log file was the same than flushed data on the MAC side.
IP traffic communication was tested using the wireless Ethernet interface provided
by the Warpnet device driver; a fixed Ethernet packet was sent via wireless
Ethernet interface and the MAC application printed the content of the packet to
the serial terminal. The test was passed if the content of the packet was the same
in the both ends.
• Wireless communication test This test required two WARPv2 boards. Radios
of boards were set to use the same frequency and channel. Linux was configured
to give IP addresses to boards from the same address space. Then the wireless
connection was tested using the ping program. If the board which sent ping
requests got replies from the other board without packet loss, then the test was
passed. The test setup is illustrated in Figure 26.

5.1.2. Performance tests
Performance of the system was measured by several tests. Performance test cases
consisted of the network throughput test, a CPU stress test, and the size of memory
footprint.
• Throughput test Throughput between two WARPv2 boards was measured using
both the Linux enriched design and the OFDM reference design. The CSMA
MAC application was used in measurement. The application was modified before
measurements, because it had a programming error which caused poor TCP
throughput performance with the OFDM reference design. In measurements,
boards were connected with coaxial cables and HP 8496B 60 dB attenuator
[62] instead of a wireless link. This was done in order to get more reliable
and comparable results. Measured throughput values were compared. The
test was considered as passed, if throughput values with the Linux enriched
design were the same order of magnitude than values with the OFDM reference
design. Measurement was done using the user datagram protocol (UDP) and
TCP protocols with the quadrature phase shift keying (QPSK) modulation. Iperf
program version 2.0.5 was used as measurement software. The test setup was
similar as illustrated in Figure 26 except that the wireless connection was replaced
with coaxial cables and an attenuator.
• CPU stress test The purpose of the CPU stress test was to find out how well
the Linux system behaves when the CPU is under a heavy load. A simple test
application was written to generate a heavy load to the processor. A ping program
was used to indicate if the system is behaving correctly under a heavy load; the
host computer connected to the WARPv2 board via wire was pinging constantly
the WARPv2 board. The test was considered as passed, if the system did not crash
or hang under a heavy CPU load, and the WARPv2 board replied ping requests
without packet loss.
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Figure 26. Test setup for wireless communication.
• Memory usage Memory usage was tested in the idle state of the system. A used
test program was free [63]. The purpose of the test was to confirm that there is
enough memory left for userspace applications.

5.2. Test results
Each test was executed multiple times to get more reliable results. According to the
test results, the developed system worked as planned. Hence, the system fulfilled its
requirements. Results of test cases were following:
• Memory test The test was ran five times and it was passed every time. Figure 27
shows the output of the test program.
• Serial port test When the WARPv2 board was powered up, prints showed up in
the serial terminal client on the host computer. Therefore, the test was passed.
The test was repeated several times.
• Ethernet test The WARPv2 board replied ping requests sent by the host computer
every time without packet loss. Hence, the basic functionality test was passed.
• Interprocessor communication test Data delivered from Linux to the MAC side
by warptool stayed intact, so this test was passed. The MAC side was able to
write log data which was delivered to Linux by warplogd. Therefore, this part of
the test was also passed.
• Wireless communication test The connection between WARPv2 boards was
formed successfully and there was zero lost packets when pinging. Thus, the test
was passed.
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Figure 27. The output of the memory tester.
• Throughput test UDP test results are shown in Figures 28 and 29. According to
the test results, the throughput performance of the Linux enriched design when
using UDP was similar to the OFDM reference design.
TCP results are shown in Table 7. The OFDM reference design had slightly
better throughput performance than the Linux enriched design. Nonetheless, the
throughput performance of the Linux enriched design fulfilled requirements.
Table 7. Throughput comparison using TCP
Design
Transfer (Mbytes) Bandwidth (Mbit/s)
The OFDM reference design 62.6
5.24
The Linux enriched design
48.7
4.09
• CPU stress test The system was responsive under a heavy CPU load. The test
was passed.
• Memory usage The measurement result of memory usage can be seen in Table 8.
The memory usage test verified that the memory usage of the system itself was
predicted and there was enough memory left for applications.
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Figure 28. UDP throughput.

Figure 29. UDP packet loss.

Memory
Swap
Total

Table 8. Memory usage of Linux
total
used
free
shared
(kB)
(kB)
(kB)
(kB)
517948
3516
514432
0
0
0
0
517948
3516
514432

buffers
(kB)
80
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5.3. FPGA resource usage analysis
Used FPGA resources in the OFDM reference design and the Linux enriched design
can be seen in Table 9. According to this table, the Linux enriched design uses only 10
percentage points more slices than the OFDM reference design.
Table 9. FPGA resources of the OFDM reference design 16.1 and the LE-WARPv2
design
Resource
Usage
in
the Usage in the Linux
OFDM reference enriched design
design
Occupied Slices
76%
86%
4 input LUTs
62%
71%
Bonded IOBs:
48%
65%
BUFG/BUFGCTRLs
40%
46%
FIFO16/RAMB16s
84%
97%
DSP48s
98%
98%
DCM_ADVs
25%
25%
PPC405_ADVs
100%
100%
EMACs
50%
50%
BSCAN_VIRTEX4s
25%
25%
JTAGPPCs
100%
100%
IDELAYCTRLs
7%
23%
The Linux enriched design demands 86% of available slices of the FPGA. Therefore,
the FPGA can be considered as heavily utilized. The Linux side of the design might
be difficult to reduce without loosing features. However, there is a lot of room for
improving the MAC side design, since some functionalities, such as packet detector,
have more than one implementation in the design. Moreover, the MAC side has
components which are not used in the design. Therefore, the free area of the FPGA can
be increased by removing unused and duplicate components from the design.
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6. DISCUSSION
The baseline of this thesis was to port the Linux system for the second generation WARP
platform to provide a versatile and efficient platform for needs of advanced wireless
networks research, especially for the CRN trial environment. The goal was to provide a
system which is easily managed and can control all layers of the OSI model and can
be used as part of the trial environment. Furthermore, it was required that the system
should achieve eligible performance, so it could be used to run measuring, monitoring
and other applications needed in the researching, in addition to utilities, such as routing
software, which are essential in the network environment.
The system developed in this thesis consists of the Linux side and the MAC side. The
Linux side was designed to implement the Linux kernel with necessary applications and
utilities in order to control the network functionalities of the system, whereas the MAC
side was designed to provide PHY and MAC functionalities with programmability. The
whole system can be controlled via Linux as required. The MAC side control was
implemented with Linux kernel drivers. These drivers provide mechanisms to exchange
data between the Linux side and the MAC side. Userspace applications were developed
to use these mechanisms and to implement control functions. According to the test
results, the performance of the system achieved the requirements; the throughput of
the developed system was similar to the OFDM reference design, which was used as a
starting point of the developed system. Moreover, the CPU and the memory usage of
the developed system were low, so there is decent amount of resources left for research
applications. Therefore, it can be said that the goals of the thesis were fulfilled.
Comparing this implementation with the same type of existing concepts is challenging
since there are only a few designs that have similarities with the design implemented
in this thesis. In [47], the authors present the first generation WARP with Linux.
LE-WARPv2 is based on this work. Therefore, architectures of these designs do not
differ much. For example, communication between the PowerPC cores is implemented
using mailboxes and shared memory and the root filesystem is on the CF card in both
designs. However, in [47] Ethernet is implemented using the Ethernet MAC IP core
provided by Xilinx, whereas in LE-WARPv2 Ethernet is implemented by TEMAC. In
practice, this means that LE-WARP design supports only 10 or 100 Mbit/s Ethernet
connections, whereas LE-WARPv2 supports also 1000 Mbit/s connection. Due to
differences in the hardware, it is not reasonable to compare the CPU or memory usages
of systems. Nonetheless, the throughput performance of systems is comparable, because
the hardware implementing the wireless connection is the same in both design. In [47],
the UDP throughput was 9 Mbit/s, while in the LE-WARPv2 design it was 10.3 Mbit/s.
TCP throughput was not measured in [47]. The difference in the UDP throughput results
can be explained by the newer PHY IP cores used in the LE-WARPv2 design and better
implementation of the wireless interface kernel driver.
LE-WARPv2 extends the features of the WARPv2 board. It provides a feature-rich
platform for advanced wireless networks researching without a need to manage a full
complexity of the platform; Linux offers interfaces for applications to use hardware of
the WARPv2 board efficiently and it has wide variety of tools and utilities available
required in the advanced wireless networks research. Furthermore, Linux makes possible to control MAC and PHY layers of the WARPv2 board. LE-WARPv2 board can
be connected together in order to form a network. This makes possible to form a trial
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environment for advanced wireless networks, such as CRN, researching. In other words,
LE-WARPv2 enables the researchers of advanced wireless networks to set up a wireless
test network to test and verify complex theoretical algorithms at different layers of OSI
model and find out the practical limitations of theoretical results.
As concrete proof of the versatility and capability of LE-WARPv2 presented in
this thesis, the implementation was extended with a time division multiple access
(TDMA) based MAC application and a graphical user interface (GUI) and the CRN was
created in order to demonstrate an automatic offloading algorithm designed at CWC.
This demonstration was introduced in Workshop on Cognitive Radio and Software
Defined Radio: Policy and Regulations organised jointly by electronic communication
committee (ECC)/European cooperation in science and technology - techno-economic
regulatory framework for radio spectrum access for cognitive radio/software defined
radio (COST-TERRA) which was held in Mainz, Germany at May 2012 [64].
In order to make a maintaining of LE-WARPv2 easier, the Linux kernel, Buildroot
and Busybox could be updated to newer versions. Newer kernels include several patches
which now have to be added manually. Buildroot and Busybox have been developed
actively and newer versions of them provide, in addition to bug fixes, better support for
third-party applications. Therefore, it would be easier to include and maintain software
written for Linux on WARPv2.
Real-time features could be added to the Linux kernel. There are real-time patches
available for the current kernel and for newer kernels in [65]. Real-time features may
be needed in certain research efforts like in high performance IP packet processing
research.
Kernel drivers for interprocessor communication could be improved. The Warpnet
driver should have a mechanism to store network packets temporarily when it can not
process them; now the driver will drop packets if it is busy. Adding buffers does not
solve this problem if packets are coming faster than the driver can handle them. If
packet dropping is not an option, the MAC side should reject incoming packets until
the shared memory is available again and the Linux side should store these packets and
try to send them later. When traffic from the Linux side to the MAC side is too fast, the
MAC side should not free a shared memory slot. Instead, it should store packets which
it cannot send immediately and try to send them later. This method would quarantee
that packets will not be dropped in any cases.
The Warptool driver cannot deliver more than 24 bit data from the Linux side to the
MAC side. This may become a bottleneck if there is a need to deliver more data to the
MAC side. The Warptool driver could be improved by allocating one or more slots
from the shared memory for data delivering from the Linux side to the MAC side. Now
all slots of the shared memory are allocated for data from the MAC side to the Linux
side and data from the Linux side to the MAC side is delivered via mailbox without the
shared memory.
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7. SUMMARY
Researchers of advanced wireless networks need a platform, where they can test and
verify complex theoretical algorithms at different layers of the OSI model and find out
the practical limitations of theoretical results. However, setting up a platform or an
environment for advanced wireless networks, such as CRNs, might be time consuming
and it may demand special skills and a heavy workload. The goal of this thesis was to
port the Linux system for the second generation WARP board to provide a versatile and
efficient platform for needs of advanced wireless networks researching. The developed
system is easily managed and capable of controlling all layers of the OSI model and it
is used as part of the trial environment for CRNs and other types of advanced wireless
networks.
In this thesis, the Linux system was ported for the second generation WARP board.
The Linux system was combined with the radio communication system provided by
Rice University, USA. The FPGA hardware design was created for this combination and
needed software of the system was defined and implemented. The developed system
consisted of the Linux side, which took care of a network layer of the OSI model and
layers above it, and the MAC side, that implemented the PHY and MAC layers. Both
sides used a dedicated processor core of the FPGA. Interprocessor communication
between Linux and MAC sides was implemented to enable Linux to control the whole
system. Interprocessor communication was implemented using mailboxes and shared
memory between processor cores. Two Linux kernel drivers were written to use
interprocessor communication hardware. Several scripts were written to simplify the
setup process of the LE-WARPv2 system.
Several test cases were created and the developed system was tested, verified and
analyzed to confirm that the implementation is valid and consistent. Test cases were
divided into two parts: hardware tests and performance test. Hardware tests verified
that the FPGA hardware design of the system was workable and fulfilled the requirements. Performance tests confirmed that the performance of the system was sufficient.
According to test results, the developed LE-WARPv2 system enabled the controlling of
all layers of the OSI model without a need to manage its full complexity. Moreover,
the LE-WARPv2 was able to form a trial environment for advanced wireless networks
research as required.
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9. APPENDICES
Appendix 1

Linux kernel configurations
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Appendix 1 Linux kernel configuration
Category
Processor type
General setup
General setup
General setup
General setup
General setup
General setup
General setup
General setup
General setup
General setup
General setup
General setup
General setup
General setup
Enable the block layer
Platform support
Kernel options
Kernel options
Kernel options
Kernel options
Kernel options
Kernel options
Kernel options
Kernel options
Networking support>Networking options
Networking support>Networking options
Networking support>Networking options
Networking support>Networking options
Networking support>Networking options
Networking support>Networking options
Networking support>Networking options
Networking support>Networking options

Feature
AMCC 40x
Prompt for development and/or incomplete code/drivers
(12) Kernel log buffer size (16 => 64KB, 17 => 128KB)
Create deprecated sysfs files
Namespaces support
Optimize for size
Configure standard kernel features (for small systems)
Disable heap randomization
Enable futex support
Enable eventpoll support
Enable signalfd() system call
Enable timerfd() system call
Enable eventfd() system call
Enable AIO support
Choose SLAB allocator (SLOB (Simple Allocator))
IO Schedulers: Deadline I/O scheduler
Generic Xilinx Virtex board
Timer frequency (250 HZ)
Preemption Model (No Forced Preemption (Server))
Kernel support for ELF binaries
Math emulation
Memory model (Flat Memory)
(11) Maximum zone order
Support for device tree in /proc
Default bootloader kernel arguments
Packet socket
Packet socket: mmapped IO
Unix domain sockets
TCP/IP networking
IP: multicasting
IP: advanced router
Choose IP: FIB lookup algorithm (FIB_HASH)
IP: kernel level autoconfiguration
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Networking support- IP: multicast routing
>Networking options
Device Drivers
Generic Driver Options: Select only drivers that don’t need
compile-time external
Device Drivers
Block devices: Loopback device support
Device Drivers
Block devices: Xilinx SystemACE support
Device Drivers
Network device support: Ethernet (1000Mbit): Xilinx LLTEMAC 10/100/1000 Ethernet MAC driver Xilinx LLTEMAC PHY Support (MARVELL 88E1111 using GMII)
Device Drivers
Network device support: WARP board MAC side driver
Device Drivers
Character devices: Virtual terminal
Device Drivers
Character devices: Enable character translations in console
Device Drivers
Character devices: Support for console on virtual terminal
Device Drivers
Character devices: Unix98 PTY support
Device Drivers
Character devices: Xilinx HWICAP Support
Device Drivers
Character devices: WARP board configuration driver
Device Drivers
Malibu interface on WARP board
Device Drivers
Generic Driver Options: Prevent firmware from being built
File systems
Second extended fs support
File systems
DOS/FAT/NT Filesystems: MSDOS fs support
File systems
DOS/FAT/NT Filesystems: VFAT (Windows-95) fs support
File systems
DOS/FAT/NT Filesystems: (437) Default codepage for FAT
File systems
DOS/FAT/NT Filesystems: (iso8859-1) Default iocharset
for FAT
File systems
Pseudo filesystems: /proc file system support
File systems
Pseudo filesystems: /proc/kcore support
File systems
Pseudo filesystems: Sysctl support (/proc/sys)
File systems
Pseudo filesystems: Enable /proc page monitoring
File systems
Pseudo filesystems: sysfs file system support
File systems
Native language support: (iso8859-1) Default NLS Option
File systems
Native language support: Codepage 437 (United States,
Canada)
File systems
Native language support: NLS ISO 8859-1 (Latin 1; Western
European Languages)
Library routines
CRC32 functions
Kernel hacking
Enable __deprecated logic
Kernel hacking
Enable __must_check logic
Kernel hacking
(1024) Warn for stack frames larger than (needs gcc 4.4)
Kernel hacking
Sysctl checks

