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ABSTRACT 
 

Radio access networks are constantly evolving into a more data intensive 

direction, emphasizing lower latencies and higher data rates. The growing 

number of mobile data users and the amount of data they consume requires 

more data processing capacity from mobile base stations than ever before. As 

radio access networks evolve according to 3GPP’s plans, so do base station 

hardware and software. 

This thesis presents a method for estimating data-link layer processing 

latencies in an LTE base station. Estimation helps base station manufacturers 

identify technical performance bottlenecks. It also provides an indication of 

what level of capacity can be offered to customers. Customers require capacity 

specifications before products are even implemented so that they can start 

planning their networks based on these estimated capacity limits. Knowing the 

capacity limits of new products before they are implemented is a key selling 

point when the products are being marketed towards network operators. 

A performance comparison of three different data-link layer 

implementations of an LTE base station is also presented. Measurement-based 

worst-case execution time estimation methods are used to create a 

parameterized model of each implementation. Modeling is done by relating 

changes in input parameters to changes in the observed execution times using 

statistical modeling techniques. Measurements are conducted using designed 

experiments. The resulting models are verified and validated, after which they 

can be used to estimate processing latencies for different parameter 

configurations, and to estimate capacity limits of future base station products. 

 

Key words: real-time system, event machine, statistical modeling, estimation 

  



 

Holappa M. (2013) LTE -tukiaseman siirtoyhteyskerroksen toteutusten 

latenssien vertailu. Oulun yliopisto, Tietotekniikan osasto. Diplomityö, 66 s. 

 

 

TIIVISTELMÄ 
 

Radioliityntäverkkojen kehityksessä on viime aikoina keskitytty viiveiden 

lyhentämiseen ja tiedonsiirtonopeuksien kasvattamiseen. Mobiilidatan 

käyttäjien ja heidän käyttämänsä datan kasvava määrä vaatii tukiasemilta 

enemmän tiedonkäsittelykapasiteettia kuin koskaan aiemmin. Kun 

radioliityntäverkkoja kehitetään 3GPP:n kehityssuunnitelmien mukaan, 

samalla kehittyvät myös verkon tukiasemien laitteistot ja ohjelmistot. 

Tässä työssä esitetään menetelmä, jonka avulla voidaan ennustaa LTE -

tukiaseman siirtoyhteyskerroksen latensseja. Ennustaminen auttaa 

tukiasemavalmistajia tunnistamaan teknisiä suorituskyvyn pullonkauloja. 

Ennusteet myös tarjoavat mahdollisuuden arvioida, kuinka paljon kapasiteettia 

uudet tuotteet voivat tukea. Verkko-operaattorit vaativat tietoa uusien 

tuotteiden kapasiteettirajoituksista jo ennen kuin tuotteet ovat vielä valmiita. 

He käyttävät tätä tietoa verkkosuunnittelunsa tukena. Kapasiteettirajoitusten 

tunteminen jo ennen tuotteiden toteutusta on tärkeä myyntivaltti, kun uusia 

tukiasematuotteita markkinoidaan operaattoreille. 

Tässä työssä esitetään myös kolmen erilaisen LTE –tukiaseman 

siirtoyhteyskerroksen toteutuksen suorituskykyvertailu. Mittauksiin perustuvia 

huonoimman suoritusajan arviointimenetelmiä käytetään luomaan 

parametrimalli kustakin toteutuksesta. Mallinnus toteutetaan suhteuttamalla 

parametrien arvojen muutokset niistä aiheutuvien siirtoyhteyskerroksen 

käsittelylatenssien muutoksiin käyttäen tilastollisia mallinnusmenetelmiä. 

Mittaukset toteutetaan käyttäen suunniteltuja kokeita. Tuloksena saatavat 

mallit todennetaan, minkä jälkeen niitä voidaan käyttää ennustamaan 

käsittelylatensseja eri parametriyhdistelmille. Malleja voidaan käyttää myös 

ennustamaan tulevien toteutusten tukemaa kapasiteettia ja suorituskykyä. 

 

Avainsanat: reaaliaikajärjestelmä, tilastollinen mallinnus, ennustaminen 
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being done from the point of view of the packet scheduler, which is also a layer 2 

component. The methods used in this study will also be used in the packet scheduler 

study. 

Before starting work on this study, it was necessary for me to familiarize myself 

with LTE in general, the company’s LTE base stations, and the hardware and 

software architectures involved. After this, it was possible to start analyzing layer 2 

and its performance-affecting factors using statistical methods. Statistical methods 

were used because the company required a mathematical formula for predicting layer 

2 processing latencies. This formula was used on an Excel spreadsheet to make 

capacity estimations for a new product being implemented at the time. These 

estimations were then communicated to a customer (network operator), so that they 

could start planning their networks. 

To support me in this project, I had a highly skilled team of technical experts at 

my disposal: Jorma Taramaa, Jouko Lindfors, Pasi Mustonen and Tarmo Auvinen. 

Of course, others were also involved, and I am grateful for having had the pleasure of 

working with and learning from all of them. I also want to thank my thesis 

supervisor, Professor Juha Röning, for giving me feedback and helping me shape this 

thesis into its final form. 

 

Oulu, October 16th, 2013 
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1. INTRODUCTION 
 

Mobile broadband data usage has grown dramatically in recent years [1]. The 

growing number of users and the amount of data they consume puts stress on the 

data-link layer (layer 2) of the Open Systems Interconnection (OSI) model, which 

handles all the user data. The functionalities of the data-link layer in long term 

evolution (LTE) systems are described in the 3
rd

 Generation Partnership Project’s 

(3GPP) technical specifications, but the implementation is up to the equipment 

manufacturers. As radio access networks evolve according to 3GPP’s plans, so do 

base station hardware and software. 

LTE radio networks are designed for high data rates and low latencies between 

user terminals and base stations. To achieve lower latencies than in previous network 

generations, the transmission time interval (TTI) has been shortened to 1 ms, the 

number of network components has been reduced, and more functions have been 

integrated to the LTE base station, the eNodeB. Data-link layer processing is now 

completely carried out in the base station: in previous network generations there was 

a separate entity called the radio network controller (RNC) that handled layer 2 

processing. Because all user data goes through the layer 2 system component, the 

maximum data rate and the maximum user capacity of an LTE base station is largely 

determined by its layer 2 processing performance. 

The shorter transmission time interval and the increased amount of data to 

transmit have added to the real-time requirements of base stations. In order to satisfy 

timing constraints set by the 3GPP, and to adhere to LTE standards, data is processed 

in parallel on multiple processors. Maximizing the benefit of having multiple 

processors means minimizing the operating system (OS) overhead that is caused by 

coordinating the work of all the processors. This requires specialized hardware 

designs which minimize memory access latencies and communication latencies 

between processors. If the hardware cannot be changed, then new software 

architectures can be explored instead.  

This thesis presents a method for estimating data-link layer processing latencies in 

an LTE base station. There are a few reasons why base station manufacturers should 

be able to estimate processing latencies: It helps the manufacturer to identify 

technical performance bottlenecks. Estimations also provide an idea of what level of 

capacity can be offered to customers. Customers require capacity specifications 

before products are even implemented so that they can start planning their networks 

based on these estimated capacity limits. Knowing the capacity limits of new 

products before they are implemented is a key selling point when the products are 

being marketed towards network operators. 

This thesis also compares the performance of three different data-link layer 

implementation variants in downlink (DL) data transfer scenarios. Two of the 

variants share the same software but run on different hardware, and two of them 

share the same hardware but run different software. These comparisons help 

illustrate the performance differences caused by certain hardware and software 

solutions. Measurement-based worst-case execution time (WCET) estimation 

methods are used to create a parameterized model of each of the compared 

implementations. The modeling is done by relating changes in input parameters to 

changes in the observed execution times using statistical modeling techniques. The 

resulting models can be used to estimate layer 2 processing latencies and capacity 

limits of future products. 
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2. LTE OVERVIEW 
 

LTE, or Evolved UTRAN (E-UTRAN), is the long term evolution of the universal 

mobile telecommunications system (UMTS) terrestrial radio-access network 

(UTRAN), specified by the 3rd Generation Partnership Project (3GPP). It was 

specified to ensure that 3GPP radio-access technology would maintain its 

competitiveness well into the future by offering higher data rates and quality of 

service (QoS). The first commercial release of LTE was Release 8 in December 

2008. The objective of LTE is to guide the development of UTRAN towards a 

packet-optimized radio-access technology with a high data-rate and low latency. This 

chapter provides an overview of LTE, with the main emphasis on OSI layer 2. [2] 

 

 

2.1. Architecture 

 

The E-UTRAN consists only of eNodeBs (evolved NodeB), which are LTE base 

stations, connected to each other via the X2 interface, and to the evolved packet core 

(EPC) via the S1 interface [3]. Figure 1 [4] gives a high level overview of the 

EPC/E-UTRAN architecture. Together all the components seen in Figure 1 form an 

entity called the evolved packet system (EPS) [5, p. 26]. 

 

 
Figure 1. LTE architecture overview. 

Devices that can connect to the E-UTRAN for mobile broadband access are called 

user equipment (UE). Typical examples of UEs are smart phones, tablet devices and 

laptop computers. These devices essentially provide user interfaces for applications, 

such as web browsing or setting up voice over internet protocol (VoIP) calls. From 

the user plane point of view, the eNodeB acts as a bridge for data flows between the 

UE and the EPC. Many control plane functions are also carried out by the eNodeB. 

One of these is radio resource control (RRC), i.e. controlling the use of the radio 

interface. [5, pp. 26-27] 
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The concept of bearers has been introduced in LTE to describe data flows between 

UEs and the core network. Bearers are application specific data flows, all of which 

have their own QoS requirements. There are signaling radio bearers (SRB) and data 

radio bearers (DRB). According to [6] section 6.4, the maximum number of DRBs is 

11. Also, according to [6] annex B.1, definition of index 20: every UE must 

simultaneously support 2 SRBs and from 4 to 8 DRBs. [7] 

All packet transmissions between the eNodeB and the UE (uplink and downlink) 

are scheduled by the packet scheduler located at the eNodeB. The packet scheduler 

also provides QoS prioritization for bearers based on their applications’ 

requirements. The scheduling algorithms are designed by network vendors, as they 

are not defined in the 3GPP specifications. These algorithms are a key element in 

enabling high system capacity and quality to the end user. [7] 

On the EPC side, the main control element is the mobility management entity 

(MME). It operates in the control plane only, handling authentication, security and 

mobility management. Mobility in this case means a situation when a UE moves 

outside the coverage area of the cell that it is currently connected to. The connection 

between the UE and the current cell’s eNodeB is handed over to another eNodeB, 

which controls the new cell that the UE is just about to enter. During this mobility 

scenario, the serving gateway (S-GW) acts as a local mobility anchor. The S-GW is 

told by the MME to switch the tunnel from one eNodeB to another. If there are active 

data flows between the UE and the eNodeB at the time of the handover, the MME 

may instruct the S-GW to forward the user’s data to the new eNodeB. [5, pp. 28-30] 

The packet data network gateway (P-GW) is between the EPS and the external 

packet networks. It is essentially an edge router that assigns IP addresses to all the 

UEs. Like the S-GW, the P-GW also acts as a mobility anchor when a UE is moving 

from one S-GW to another, switching the data flows towards the new S-GW. [5, pp. 

31-32] 

 

 

2.2. Physical Layer in eNodeB 

 

The physical layer (L1) offers information transport services to higher layers, i.e. it is 

responsible for transmitting and receiving data using physical radio interfaces. These 

services are called transport channels and they are described by how and with what 

characteristics information is transmitted over the radio interface. Transport channels 

are mapped to physical channels. [3] 

LTE supports both frequency-division duplex (FDD) and time-division duplex 

(TDD). Both operation modes have their own radio frame structures: type 1 for FDD 

and type 2 for TDD. The focus in this thesis is on FDD-based systems because it is 

currently the most commonly used duplex mode. [3] 

LTE downlink (DL) (from eNodeB to UE) radio transmission is based on 

orthogonal frequency-division multiplexing (OFDM), where data is transmitted on 

multiple parallel sub-carriers. The physical layer receives the data to be transmitted 

from the MAC (medium access control) layer. The data is then turbo coded, and 

modulation is applied. The modulation can be QPSK, 16-QAM or 64-QAM, 

followed by OFDM modulation. [4] 

Information is transmitted in radio frames. One radio frame consists of ten 1 ms 

subframes. Depending on the type of cyclic prefix used in coding, one subframe may 

contain a total of 14 or 12 OFDM symbols (6 bits per symbol in 64-QAM). This 1 
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ms time period is called the transmission time interval (TTI) [5, p. 181]. In previous 

network generations, TTIs were considerably longer: from 10 ms to 80 ms in 3GPP 

Release 99 and 2 ms in 3GPP Release 5 [8, p. 368]. In LTE (3GPP Release 8) the 

desire to further reduce latencies between network entities led to reducing the TTI to 

just 1 ms. The short TTI allows small delays between UEs and eNodeBs, for both 

control signaling and user data. Control signaling includes, for example, the hybrid 

automatic repeat-request (HARQ) error control protocol feedback. Control signaling 

is transmitted using 1 to 3 of the first OFDM symbols of each subframe. LTE radio 

frame structure (type 1) is described in Figure 2 [3, p. 40, 5, p. 90]. [4] 

 
Figure 2. LTE radio frame structure. 

 

 

2.3. OSI Layer 2 in eNodeB 

 

Layer 2 (L2, data-link layer) protocols increase the reliability, security and integrity 

of the services provided to upper layers. The user plane protocols are packet data 
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medium access control (MAC) [11] protocol, each of which is a sublayer of layer 2. 

Figure 3 [12] illustrates how user plane data flows through the L2 protocol stack. [3] 
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Figure 3. Data flow through L2 protocol stack. 

In OSI terms, the data unit that is received from a sublayer (or protocol) by a 

lower layer is called a service data unit (SDU). Each sublayer then adds its own 

headers to the data, thus making it into a protocol data unit (PDU). At any layer, an 

SDU is the PDU of the layer above. [13] 

Data from radio bearers is received by the PDCP sublayer. The UE in the case of 

Figure 3 has two bearers carrying data from the core network: a user datagram 

protocol (UDP) datagram with a small payload, and a large transmission control 

protocol (TCP) segment. Headers are compressed using the RoHC protocol and the 

data part of the PDCP PDU is ciphered [9]. The RLC layer segments PDCP PDUs 

and concatenates them to RLC SDUs of a predefined length [10]. The MAC layer 

multiplexes MAC SDUs from one or several logical channels to transport blocks that 

will be delivered to the physical layer on transport channels [11]. Section 2.4.1 

describes transport blocks in more detail. 

Starting from LTE Release 8, layer 2 processing is now completely handled by the 

eNodeB. In previous generation networks, there used to be a separate network entity 

called the radio network controller (RNC) that connected users to the core network 

and handled L2 re-transmissions. To reduce end-to-end latencies, all processing that 
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was once carried out by the RNC was moved to the eNodeB network entity, and the 

RNC entity was removed from the network architecture. [5, p. 6, 8, p. 366] 

 

 

2.3.1. MAC sublayer 

 

The medium access control (MAC) sublayer maps and multiplexes logical channels 

to transport channels. It also handles the physical layer re-transmissions and packet 

scheduling with priority handling. [11] 

Transmission errors occur in every transmission system because of noise, 

interference and fading. In LTE, bit errors are caught at the physical layer; they are 

not propagated to higher layers. Only error free data is forwarded to the IP layer. 

Erroneous data is dropped or the entire data unit containing bit errors is re-

transmitted. A 24-bit CRC checksum is attached to data units at the physical layer, 

allowing errors to be detected by the receiver. Erroneous data units, i.e. corrupted 

transport blocks, are handled by the MAC sublayer’s HARQ procedure, which 

corrects most transmission errors. [12] 

There are eight (8) stop-and-wait HARQ processes in both the uplink and 

downlink direction, allowing continuous transmission. After the eNodeB transmits a 

packet, the receiving UE tries to decode it (CRC check). If the packet was 

successfully decoded, the UE sends a positive HARQ acknowledgement (ACK) back 

to the eNodeB. If decoding fails, the UE responds with a negative acknowledgement 

(NACK), telling the eNodeB to re-transmit the data. The UE combines the re-

transmitted data with the original transmission and tries to decode it again. If the 

packet is now successfully decoded, the UE sends an ACK to the eNodeB, which 

will then send a new data packet for that HARQ process. For a packet sent at 

subframe  , the HARQ process at the eNodeB expects feedback from the UE in 

uplink subframe    . This leaves roughly 3 ms for both the UE and the eNodeB to 

process the data and send an acknowledgement. [5, p. 118] 

Figure 4 illustrates the timing of the HARQ protocol from a single HARQ 

process’ point of view in downlink (DL) data transmission, and also shows how 

uplink (UL) and downlink timings differ on the UE side. 
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Figure 4. LTE HARQ timing. 

In Figure 4 the eNodeB sends a data packet to the UE on DL subframe  . After 

propagation delay    the packet is received by the UE, which then decodes the data 

during     and responds with either ACK or NACK on UL subframe    . After 

propagation delay the response is received by the eNodeB, which then prepares the 

next transmission to the UE during        . The next transmission would take place 

on DL subframe    .     is the timing advance value that the eNodeB has 

assigned to the UE to ensure that transmissions from the UE arrive at precisely the 

right time [5, p. 119]. Figure 5 describes what happens during        . Only time-

critical functionalities are shown on a high level. The sizes of the boxes do not reflect 

real-life timing. 

 
Figure 5. eNodeB downlink processing. 
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transmission or a new transmission will be scheduled for the UE. The packet 

scheduler informs layer 2 (RLC/MAC) on how to build transport blocks for the 

scheduled UEs. 

The DL PS and RLC/MAC processes are partly parallel: the layer-2 (RLC/MAC) 

processing can begin as soon as the scheduler decides which UEs to schedule. Also, 

the DL physical layer process (DL – L1) can start encoding transport blocks as soon 

as they are created by the layer-2 process, making them ready for transmission over 

the air interface. The physical layer process receives control information from the UL 

scheduler. Once all transport blocks have been created and encoded for the TTI, they 

are transmitted. 

A new processing chain like this starts every TTI, which means there can be 3 of 

these processes going on at the same time, with 1 ms offsets between them. Thus the 

maximum time for processing a single task for one TTI is 1 ms, otherwise the HARQ 

protocol’s timing requirements set by the 3GPP cannot be satisfied. 

Uplink and downlink radio resources are assigned by the MAC packet scheduler 

at the eNodeB. One of the challenges for base station manufacturers is to implement 

scheduling algorithms so that UEs and radio bearers achieve the QoS characteristics 

assigned by the EPC. Another challenge is to ensure that HARQ re-transmissions are 

performed on time. Uplink HARQ re-transmissions must be performed exactly one 

HARQ-round-trip-time (8 ms) after the previous transmission attempt. Downlink 

transmissions, on the other hand, can be postponed if there are higher priority 

transmissions waiting. [12] 

 

 

2.3.2. RLC sublayer 

 

The radio link control sublayer handles ARQ re-transmission control as well as data 

segmentation and reassembly [10]. Together the RLC and MAC sublayers implement 

a two-layer ARQ design that provides a high level of reliability at a low overhead. 

The lightweight HARQ process corrects most transmission errors without having to 

propagate the errors to higher levels. The heavier RLC ARQ re-transmissions are 

required relatively rarely; only when HARQ fails to correct the errors. [12] 

An RLC entity in an eNodeB can be configured to operate in one of three modes:  

i. transparent mode (TM), 

ii. unacknowledged mode (UM) or 

iii. acknowledged mode (AM). 

In transparent mode, the RLC entity lets data pass through without making any 

modifications to it. TM can be applied to logical control channels. Data transmission 

channels can operate in UM or AM. An UM RLC entity performs data segmentation 

and concatenation and adds RLC headers to the data that it then delivers to the MAC 

sublayer. It also does PDU re-ordering for data that has been received out of 

sequence. An AM RLC entity performs the same functions as UM RLC, but also 

acknowledges whether higher layer PDUs have been successfully delivered. AM data 

transfer enables error correction through the ARQ protocol. [10] 
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2.3.3. PDCP sublayer 

 

The packet data convergence protocol covers ciphering and IP header compression 

[9]. Header compression is essential: without it the IP header overhead would 

consume a large portion of the total cell capacity, especially in cases like VoIP where 

the IP packets are small. Header compression is based on the robust header 

compression (RoHC) protocol. The PDCP sublayer also performs security 

procedures to check, among other things, that control information is really coming 

from the correct source. [5, p. 146, 7] 

 

 

2.4. Essential Use Cases 

 

This thesis focuses on L2 RLC/MAC processing, i.e. transport block processing 

latency during        , although a similar study could be made about any other 

system component (see Figure 5). The company whose LTE base stations are being 

studied, is currently changing its L2 architecture, while other components are being 

kept as they are. The main use case where this processing occurs is downlink data 

transmission. Three different types of users can be associated with this use case: 

there are users with only data transmissions, there are VoLTE users and there are 

mixed users who have both active VoLTE calls and data transmissions. The DL 

MAC scheduler in the eNodeB handles the bearers involved in each case differently 

because of the different QoS requirements associated with them. 

 

 

2.4.1. Data transmission 

 

Data in LTE is transmitted in units called transport blocks. Data is multiplexed from 

the user’s bearers into this one data structure. Transport blocks are MAC protocol 

data units. A MAC PDU contains the MAC header, zero or more SDUs and control 

elements, and optional padding. Padding is meaningless data that is used as filler and 

added to the end of the MAC PDU to get it to a specific length, decided by the packet 

scheduler. Figure 6 [11] illustrates the structure of a MAC PDU. [11] 

 
Figure 6. Structure of a MAC PDU (transport block). 

The MAC header contains subheaders corresponding to the control elements, 

SDUs and padding within the PDU. There are several different kinds of control 

elements. For example, the buffer status report control element indicates the amount 

of data that is available for transmission in the buffers of the RLC and PDCP 

sublayers. The timing advance control element indicates to the UE the amount of 

timing adjustment it has to apply (    in Figure 4). Common to all control elements 
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is that they allow the eNodeB to somehow communicate with or control the behavior 

of the UEs connected to it. [11] 

 

Multi-antenna transmission 

 

LTE supports multi-antenna transmission using up to 8 antennas simultaneously in 

the downlink and up to 4 antennas in the uplink direction. This technique is called 

multiple-input multiple-output (MIMO). Using only one antenna for transmitting and 

receiving is called single-input single-output (SISO). Multiple transport blocks are 

built for MIMO –enabled UEs, thus enabling higher data rates. [14] 

 

 

2.4.2. VoLTE 

 

LTE uses the internet protocol (IP) for all communication, which means that voice 

cannot be delivered in a circuit switched manner as it has been in previous generation 

networks. The 3GPP has specified that the way to support voice over IP in LTE is to 

use the IP multimedia subsystem (IMS), which enables multimedia services to end 

users using common internet-based protocols. This IMS-based VoIP solution is 

called voice over LTE (VoLTE). To ensure IMS-based VoLTE interoperability 

between devices and networks, the minimum mandatory features that are required to 

be implemented are defined in [15]. [7] 

VoLTE requires two bearers: the first one is a default LTE bearer that carries IMS 

signaling with a low priority, while the other bearer carries voice packets with a high 

priority [7]. The packet scheduler handles VoLTE data with the highest priority, 

making sure that VoLTE data packets are scheduled for transmission in such a way, 

that the high QoS level assigned to VoLTE is achieved. From a layer 2 transport 

block processing perspective, VoLTE is just another data transmission scenario, 

where data packets are made into transport blocks. In other words, the packet 

scheduler decides when to send, what data to send, and which users to send to; the 

layer 2 RLC/MAC process builds transport blocks according to the scheduler’s 

instructions without knowledge of data priority. 
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3. REAL-TIME MULTICORE SYSTEMS 
 

LTE base stations are real-time embedded systems with hard timing constraints. As a 

result of moving layer 2 processing to the eNodeB and shortening the TTI to 1 ms, 

base station timing constraints are now more stringent than ever. These 

developments, together with the increased data rates in LTE, mean that the data-link 

layer has to process more data in less time than before. LTE applications require 

specialized hardware designs that can meet the high system performance 

requirements. 

Packet and signal processing is carried out on multiple digital signal processors 

(DSP) and coprocessors simultaneously. LTE eNodeB processing involves a great 

deal of calculation especially on the physical layer, including fast Fourier transform 

(FFT) and inverse FFT (IFFT) in OFDM processing and matrix inversions in multi-

antenna processing (MIMO). With advanced system-on-chip (SoC) designs many of 

these operations can be done by using specialized coprocessors (hardware 

accelerators) without consuming any DSP cycles. [16] 

Coordinating the work of all the different processors in a multicore system creates 

software overhead: contention for resources causes processes to block one another, 

and high-priority tasks are interrupting low-priority tasks, causing operating system 

(OS) context switching overhead. This type of overhead, caused by extra 

coordination work, reduces the benefit of having multiple processors. New software 

architectures can be explored to maximize processor utilization and to minimize OS 

overhead. One such software architecture, developed specifically for networking 

applications, is called the event machine (EM) [17]. 

This chapter first describes real-time and multicore systems in general. This is 

followed by an overview of performance analysis methods for real-time systems. 

Finally, the event machine software programming model for multicore networking 

applications is described. 

  

 

3.1. General 

 

Computer systems that require correct computing results to be produced within a 

specified deadline are called real-time systems. Results that have been produced late, 

i.e. after the deadline, could be useless even if they were correct. [18] 

Real-time embedded systems are usually associated with system resource 

limitations and high reliability standards. These systems must behave in a 

deterministic manner providing time-critical applications with application specific 

system resources. Almost always these applications could be much simpler if they 

could be run on high-end personal computer (PC) systems without the need for 

specialized software design or hardware. However, this kind of “killing the problem 

with resources” solution is not a valid option for most real-time embedded systems, 

such as anti-locking brakes in cars, or satellite systems, or LTE base stations. [19] 

Simply adding more resources, such as memory or processors, to an LTE eNodeB 

to make data processing faster would certainly increase its price. Excess hardware 

would also increase power consumption and produce more heat; the customer would 

have to pay more for electricity and air-conditioning. It is the balancing between 

power efficiency, physical dimensions, operating environment and the customer 

price of the system that defines the development of real-time embedded systems. 
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Systems that utilize more than one processor are called multiprocessor or 

multicore systems. Adding more processors generally leads to increased system 

throughput. The increase in throughput, however, is not exactly the same as the 

number of processors. For example, for   processors the speed-up is always less 

than  . This is because making the processors cooperate with each other and 

contention for shared resources creates additional overhead. [18, pp. 13-16] 

 

 

3.1.1. Hard and soft real-time 

 

Real-time systems are classified into hard and soft real-time according to their timing 

criticality. Missing a deadline in a hard-real time system causes the system to fail, 

possibly with catastrophic consequences. In soft real-time, the timing is not as 

critical; deadlines merely describe the desired behavior of the system. [20] 

Hard real-time systems can be further categorized based on the timing differences 

of producing computing results. In simple hard real-time, a response may be 

produced at any time after the request, as long as it is produced before the deadline. 

Continuing to process the request after the deadline has been missed is pointless, and 

in some cases may actually do more harm that just stopping the process. So, 

responding too late can be worse than not responding at all. The utility curve for a 

simple real-time service is given in Figure 7a. It should be noted that in hard-real 

time the utility of an improperly timed response may actually be negative. Isochronal 

hard real-time services, on the other hand, require the response to a request to be 

produced exactly at the deadline; not before nor after. This implies that if the 

response is computed early, it is held or buffered until the deadline. The utility curve 

for this type of service is given in Figure 7b. [19] 

The concept of soft real-time is not as clearly defined as hard real-time. If 

deadlines are not critical, how is soft real-time different from best effort? The 

difference is in the utility curves of the two. Figure 7c represents the utility curve of a 

best effort service, while Figure 7d represents that of a soft real-time service. In best 

effort, the utility is at a constant level all the time, and there are no time constraints. 

In soft real-time, the utility of producing a response before the deadline is full and, 

contrary to hard real-time, the utility of producing a late response may still be 

positive, but not full. [19] 

Layer 2 processing in an eNodeB behaves as a simple hard real-time service: The 

packet scheduler decides which UEs to schedule for every TTI. As soon as the 

decision has been made, it instructs the layer 2 system component, which handles 

user data, to build transport blocks for those UEs. When a transport block has been 

built, it can be passed on to the physical layer. All transport blocks for a certain TTI 

must be built within the allocated time budget, i.e. before processing for the next TTI 

begins. If the transport blocks cannot be built within the deadline, the transmissions 

will be discarded and re-scheduled. In worst case, if deadlines are missed, the QoS 

requirements of the users’ applications cannot be met; for example, there may be 

gaps in an ongoing VoLTE call. 
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Figure 7. Real-time service utility curves. 

 

 

3.1.2. Real-time operating system 

 

Standard all-purpose PC operating systems are generally not fit to be used in 

embedded real-time systems: they have excess features and their footprint is too 

large. This is why a custom “bare-bones” operating system, which provides only the 

desired functionality, is often designed, or a commercially available, specialized real-

time operating system (RTOS) is used. [18, 21, p. 141] 

The basic functions that all operating systems must provide are: task scheduling, 

task dispatching and communication between tasks. A scheduler’s function is to 

decide which task is going to be run next, and a dispatcher will perform the 

necessary actions to start that task. Both the scheduler and dispatcher can be 

implemented either by hardware or software. [22, p. 142] 

 

Load balancing and scheduling 

 

To maximize the benefit of having multiple processing cores, it is important to 

distribute the workload evenly among all of them. Load balancing, or multiprocessor 

scheduling, attempts to do just this. Load balancing only makes sense in systems 

where each processing core has a private queue from which it executes tasks. If all 

processors share one common queue, there is no need for load balancing; in these 

systems load balancing happens automatically. When the scheduler sees that a 

processor has become available, it assigns that processor a task from the common 

queue. [18, pp. 203-204] 

According to Davis & Burns [23], multiprocessor scheduling tries to solve the 

problems of allocation and priority. Allocation defines the processor on which a 
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certain task should be executed, while priority defines the order in which tasks 

should be executed. Scheduling algorithms where each task is assigned to a certain 

processor, and tasks are not allowed to migrate to other processors, are called 

partitioned algorithms. Algorithms where task migration is allowed are called global. 

Hybrid approaches also exist: Kato & Yamasaki [24] present a semi-partitioned 

scheduling algorithm that “allows a few tasks to migrate across processors, while 

most tasks are fixed to particular processors”. [23] 

Scheduling schemes can be further described as being either non-preemptive or 

preemptive. In non-preemptive scheduling, processes run to completion without 

interruption, regardless of their priority. The CPU is released after the process 

terminates or switches to waiting state. In preemptive scheduling, on the other hand, 

low priority tasks get interrupted (preempted) if there are high priority tasks waiting 

to be processed. While preemptive scheduling can result in better response times, it 

also leads to memory coherence problems and causes OS context switching overhead 

(the state of the preempted process has to be saved, so that it can be resumed at a 

later time). [18, pp. 185-186] 

According to Silberschatz et al. [18, p. 764], “the most important feature of a real-

time operating system is to respond immediately to a real-time process as soon as 

that process requires the CPU”. They also maintain that this type of immediate 

response can be achieved only by assigning priorities to tasks and using a preemptive 

scheduler. The OS context switching overhead and memory coherence problems 

caused by preemptive scheduling could be avoided, however, by using a non-

preemptive scheduling scheme, at the expense of deterministic behavior. 

The possibility of implementing an LTE base station’s data-link layer processing 

using non-preemptive global scheduling is explored in this study: one of the 

compared implementation variants is based on the event machine software 

architecture. This non-preemptive implementation is compared to a more classic real-

time implementation, which utilizes a preemptive partitioned scheduling scheme. 

 

Process synchronization 

 

A section of program code that makes changes in shared data in memory, is called a 

critical section. Only one process is allowed to execute its critical section at a time. 

When there are several processes, all of which require access to the same shared 

data, there is a risk that a process updating the shared data will be preempted. If this 

happens, the other process that caused the preemption will try to read the data that 

has been left in an inconsistent state. Some synchronization protocol is needed to 

allow the processes to cooperate. [18, pp. 227-229] 

One effective and commonly used method of process synchronization is to use 

semaphores, which are locks for critical regions [22, pp. 175-180]. Multicore 

architectures, however, may cause the implementation of locking mechanisms to 

become overly complicated as the system is scaled up. Also, acquiring locks is non-

deterministic, which can be problematic in real-time applications, because it causes 

unpredictable delays. [25] 

An alternative to locking is to use transactional memory. Memory transactions are 

sequences of atomic memory operations. A transaction is committed if all operations 

are completed. If they are not, the operations are rolled back. The main benefit here 

is that the developer does not have to guarantee atomicity; the transactional memory 

system guarantees this itself. [18, pp. 258-259] 
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Thorough constructive critique of semaphores and transactional memory is 

presented by McKenney et al. in [25]. Other examples of commonly used methods 

for inter-task communication and synchronization are asynchronous message passing 

(mailboxes) and communication based on event flags and signals [22, pp. 173-181]. 

 

 

3.2. Critical Path Analysis 

 

Critical path is “the event path in the execution history of the program that has the 

longest duration”. Critical path analysis is usually carried out by representing the 

execution of a program as a program activity graph (PAG). The longest path in the 

PAG is thus the critical path. An example graph for three processes is shown below 

in Figure 8. [26] 

 
Figure 8. Example program activity graph and critical path. 

The throughput of a real-time system depends on the performance of the 

components that are active on the critical path: the more data the system can process 

during the time allocated for the critical path, the greater the throughput. There are 

several critical paths in an LTE base station that should be looked at separately. This 

thesis focuses on the DL processing path that is executed during the 3 ms eNodeB 

processing time of a single HARQ process (see Figure 5, section 2.3.1). This path 

consists of a set of time critical tasks, which all have to be processed serially. Each 

task carries out a part of the critical path so that processing the complete critical path 

will take at most 3 milliseconds. The focus of this study is specifically on layer 2 

processing time; layer 2 transport block processing performance is crucial in 

achieving the throughput rates specified for LTE systems by 3GPP. 

 

 

3.3. Timing Analysis 

 

It is essential for real-time systems that they can predictably satisfy their timing 

constraints; this is why their ability to do so has to be tested and analyzed before 

putting them to use [21, p. 201]. Timing correctness of hard real-time systems is 

usually analyzed by conducting a worst-case execution time (WCET) analysis and a 

schedulability analysis. WCET analysis provides the tasks’ execution times, which 
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are then used in schedulability analysis to determine if those tasks can be scheduled 

and executed within deadlines. [27] 

 

 

3.3.1. Worst-case execution time analysis 

 

There are two different approaches to WCET analysis: static methods and 

measurement-based (dynamic) methods [28]. Static methods use software tools, 

schedulability analyzers, to analyze task code and all the possible execution paths 

through the task. Using an abstract model of the hardware, the analyzer then 

produces a prediction of the task’s maximum execution time. The code is not 

executed on real hardware or simulators when static methods are used. [21, p. 202, 

28] 

In measurement-based methods, task code is executed on real hardware or on a 

simulator, and execution times are measured using different inputs. The maximal and 

minimal execution times are then determined. These measurements provide only 

estimates of the worst-case execution time if the absolute worst case of the system is 

not known, or if it cannot be measured on real or simulated hardware. The 

measurements can be performed by instrumentation of the task code, so that CPU 

cycle counter values or timestamps are collected at critical measurement points. 

While this technique is very simple, it does slightly alter the normal execution of the 

task by adding, for example, print statements. A non-intrusive way to measure 

execution times would be to use logic analyzers. [28] 

The WCET estimates are only valid if the code can run from end to end 

uninterrupted by any hardware or software mechanisms. However, scheduling 

algorithms in real-time systems are often preemptive. The results should therefore be 

used with caution if preemptions can occur during measurements. [20] 

Measurement-based methods are used in this study. The time it takes the L2 

system component to build transport blocks for one TTI is measured. Because this 

task is of the highest priority (it is on the critical path), it will never be preempted. 

This means that the WCET estimates will be valid. In the non-preemptive event 

machine software architecture, critical path processes are given the highest priority 

as well, but because there are no preemptions, they have to wait for the previous task 

to finish processing. This is expected to cause increased variation in the 

measurements, making estimates less reliable. 

 

 

3.3.2. Schedulability analysis 

 

Using the results from the WCET analysis, it is possible to create a parameterized 

model (a latency estimation equation) of the system. This model is a schedulability 

analyzer which can be used to make predictions about task execution times. In this 

thesis, the focus is on modeling and predicting the time it takes a layer 2 system 

component of an LTE base station to build transport blocks. There is a certain 

latency budget allocated for this process in the 3 ms eNodeB processing time (see 

Figure 5). The goal of schedulability analysis in this case is to calculate how long the 

layer 2 processing would take using a certain parameter set. The parameters can be 

current or future customer requirements or 3GPP specifications. 
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If a customer requires a certain amount of transport blocks to be built under 

certain conditions, the model can be used to verify whether the product can support 

such a scenario. Similarly, the model can be used to systematically find parameter 

combinations that are not supported, thus exposing the capacity limitations and 

performance bottlenecks of the design. 

 

 

3.4. Event Machine 

 

Event machine (EM) is a software programming model for multicore applications. 

The open event machine (OpenEM) application programming interface (API) 

provides a framework for “an event driven multicore optimized processing concept 

originally developed for networking data plane” [17]. The possibility of 

implementing LTE baseband processing using the EM software architecture is 

investigated in this study by comparing an EM-based implementation to a more 

traditional RTOS-based implementation. An EM-based implementation could 

maximize core utilization with dynamic load balancing and improve system 

performance with the run-to-completion principle of non-preemptive scheduling 

[17]. To improve core utilization, system components can be implemented as 

processor pools. The run-to-completion principle eliminates the OS context 

switching overhead associated with preemptive scheduling. 

According to Halang & Sacha [21], it is a good practice to structure real-time 

software in such a way that software processing tasks correspond to certain events. 

They informally define an event as “a condition, arising in the computer system or its 

environment, which requires some specific processing from an appropriate software 

program”. [21, pp. 123-124] 

 

 

3.4.1. Background 

 

As processor vendors kept increasing the operating frequencies of central processing 

units (CPU), processors began using more and more power and producing excess 

heat [29]. Also, memory speeds improved at a much slower rate than CPU speeds, 

which led to the “memory wall”: memory performance was becoming the bottleneck 

of system performance improvement. New solutions were needed in order to avoid 

the memory wall and to maintain high system performance improvement rates. [30] 

An efficient solution was to add more cores to a single chip, thus increasing the 

number of threads applications could use to do parallel processing [31]. This way the 

cores could be simpler and run at lower frequencies, making the design more power 

efficient [29]. On the other hand, multicore processing makes application 

programming more complicated. This is the case especially if the platform contains 

different kinds of processors and HW accelerators (heterogeneous computing). 

Parallel programming requires special effort to coordinate the work of all the 

different cores. This creates undesired software overhead. [32] 

These developments have created the need for a layer of abstraction, a wish to 

treat multiple cores as one resource. The event machine concept can be seen as a 

continuation of the trend of moving from single-core to multicore systems. It 

attempts to provide a means to further utilize the advantages of having multiple 

processing cores by reducing, for example, the overhead caused by process 
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synchronization and the complexity of having to control and coordinate multiple 

cores. 

 

 

3.4.2. Concepts 

 

The event machine architecture implements a queue-based, asynchronous and event 

triggered processing model: event-based execution [17]. Applications are built using 

events, queues, schedulers, dispatchers and execution objects [17]. This section 

briefly describes these concepts. Figure 9 illustrates the concepts and operation of the 

EM architecture. 

 

Event 

 

Events are essentially application specific asynchronous messages that describe 

work, something that has to be done; all work in EM is triggered by events. Anything 

can be an event: a message from another object or HW accelerator, a packet arriving 

from the network, a timeout etc. The structure of an event is also not restricted; the 

event can be separated from the data, or all the related data can be kept in the event. 

[17] 

 

Event-based execution 

 

Event machine applications are implemented using execution objects (EO). An EO is 

a C++ object or a function that does the processing work that an event describes. The 

EO has a single receiving function that gets called when an event mapped to that EO 

has been scheduled for execution. After the processing is complete, the function 

returns control to the system. Because EM employs the run-to-completion principle, 

every event is processed from start to finish without preemptions. [17] 

While the run-to-completion principle suggests that events cannot block one 

another indefinitely, it also means that high-priority events will have to wait for the 

EO to finish processing the currently executing event. It is worth noting that because 

there are no preemptions, a high-priority event may have to wait for a low-priority 

event to be executed. 

Several events can be dequeued in parallel, from one or many different queues, 

and the same EO may be run in parallel on multiple cores. The parallel execution of 

events can be controlled by queue groups or using queues in atomic mode. [17] 

 

Event queue 

 

Events can be enqueued by any application object or HW device. Events are put in 

prioritized first-in-first-out (FIFO) queues, from which they are then scheduled to 

execution objects. Each EO must have one or more queues, and each queue is 

mapped to exactly one EO. All queues belong to a queue group. Queue groups are 

used to assign the cores on which events from the queues can be scheduled. Event 

queues can be made to behave in an atomic way, in which case only one event is 

dequeued at a time from that queue. This provides atomic processing for the 

application, and also guarantees event ordering. [17] 

 



28 
 

Event queue scheduler 

 

The event queue scheduler does all the scheduling in EM. It evaluates the state of all 

queues and gives the highest priority event to dispatchers as they request new events. 

[17] 

 

Dispatcher 

 

Dispatcher is a software module that is basically the “main loop” of each core. The 

dispatcher asks for an event from the scheduler and dispatches it to the correct 

execution object residing on the same core as the dispatcher itself. [17] 

  

 

3.4.3. Hardware requirements 

 

Event machine does not require any specialized hardware; it can be run on a generic 

PC. However, enhancing the synchronization and communication between processes 

is a crucial part of maximizing core utilization in multicore systems. This is best 

done with proper HW mechanisms [32]. The event machine API is designed to be 

easily implemented on SoCs which also contain HW accelerators for specialized 

processing, e.g. packet processing and data ciphering in LTE. [17] 

There are currently some suitable SoC architectures available for LTE 

applications on top of EM; for example, Texas Instruments’ KeyStone II. In this 

architecture there is a “Multicore Navigator” subsystem and a “Navigator Runtime”, 

which provide inter-process communication through hardware-implemented event 

queues and schedulers, reducing software overhead. Using a hardware architecture 

like this can enable event machine to run on “bare metal”, i.e. completely 

implemented by hardware, offering the best possible performance [17]. [16, 32]  

Other suitable SoCs for event machine can be found in the Axxia Communication 

Processor line from LSI Corporation. This architecture includes a “CoreLink” 

memory coherent interconnect network to provide inter-processor communication. 

There is also a “Virtual Pipeline” that enables autonomous packet processing without 

consuming any DSP CPU cycles. The Virtual Pipeline enables defining message and 

packet processing flows, which corresponds to mapping event queues to execution 

objects in the event machine concept. [33] 



29 
 

 
Figure 9. Event Machine concepts and operation. 

 

 

3.4.4. Advantages and threats 

 

From an LTE base station manufacturer’s point of view, the EM concept looks 

interesting: It could offer improved scalability as different system components could 

be allocated different numbers of processing cores based on capacity requirements. 

Event machine could also enable better maintainability in terms of moving from 

fixed hardware deployments to configurable EM-based solutions. Implementing 

system components as configurable processor pools enables “trunking gain”, which 

is an important part of increasing processor utilization. 

 

Trunking  

 

Trunking theory is based on the work of A. K. Erlang in the late 1800s. He studied 

how a limited number of servers could be used to serve a large population with a 

specified grade of service (GoS). Trunking has been used in telecommunications to 

describe how a large number of users can be accommodated by a relatively small 

number of channels in a radio cell. In a trunked radio system, all the channels are 

pooled. As calls come in, they are each allocated a channel from the pool, if 
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available. The channel is released back into the pool when the call is terminated. [34, 

pp. 44-45] 

The idea of trunking can also be applied to the processing of tasks in multicore 

applications. Each task requires a processor to run on. One approach is to dedicate 

each processor to a specific set of tasks; for example, assign each processor to a 

specific system component. The tasks will likely get executed, but this may lead to 

some processors being constantly under high load, while some are only lightly 

loaded, wasting resources. In a trunked system the processors are pooled. Tasks are 

assigned to idle processors from the pool. When a task’s execution finishes, the 

processor is released back into the pool. This way the processing load is 

automatically balanced over all processors. 

Dedicated resources lead to low resource utilization; a trunked system can support 

more capacity using the same amount of resources [34, pp. 44-47]. Figure 10 

illustrates this principle. Figure 10a (top) represents a multicore application where 

each CPU is dedicated to processing a specific set of tasks. Figure 10b (bottom) 

represents a trunked system where any task can be executed on any CPU as soon as 

one becomes available. 

 

 
Figure 10. Illustration of trunking gain. 

Time-loading value tells the utilization percentage of a processor. Time-

overloading occurs when the load of a processor is 100 % or more. A time-loading 

percentage of around 70 % to 80 % is generally regarded as acceptable for mature 

products. [22, p. 13] 

 In Figure 10, the horizontal bars in each CPU represent the time-loading values 

of that processor at each time instant        . The wider the bar, the higher the load 

is at that time. The dotted line marks the maximum load limit of the processor. In the 

dedicated system, each CPU has its own load limit, while the CPUs of the trunked 

system all share one limit. The limit is there to allow momentary load spikes without 

overloading the system. The advantage of trunking in this example is that a whole 

CPU’s processing capacity is made available for increased system throughput or new 

features. 
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Threats 

 

Software development and debugging is more complex for trunked multicore 

systems than for systems with dedicated CPUs. Because different parts of a process 

can be divided into smaller tasks and executed in parallel on different CPUs, tracing 

and following the execution of a program becomes more difficult. 

While the non-preemptive scheduling model eliminates OS context switching 

overhead, it also brings about other problems regarding hard real-time constraints: 

High priority events (tasks) may not be able to execute immediately, but rather have 

to wait for a CPU to become available. Furthermore, it is possible that the event 

currently being executed has a low priority, thus blocking a possibly critical high-

priority event. Also, if a high-priority event is already queued, another high-priority 

event would have to wait for it to be processed as well, possibly delaying a critical 

task too much, causing the system to fail if timing constraints are not satisfied.  

This could be addressed first by keeping low-priority events short to allow the 

execution of high-priority events within reasonable delays. Second, defining events 

so that their execution time should never exceed a certain limit should keep delays 

under control. On the other hand, this further complicates software development, as 

long tasks will be artificially divided into smaller parts. Making sure that hard real-

time constraints are met in a trunked system requires more coordination effort from 

software developers than a system with dedicated CPUs.  

Figure 11 illustrates event timing in the event machine architecture from a single 

LTE HARQ process’ point of view. It is assumed that each CPU core has a prefetch 

queue that holds one event, allowing the CPU to start processing the next event 

immediately after the previous event has been processed. 

 
Figure 11. Event timing in Event Machine from a single HARQ process’ point of 

view. 
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4. STATISTICAL MODELING 
 

In this thesis, a method for estimating OSI layer 2 processing latencies in LTE base 

stations is developed, and three different LTE base stations’ layer 2 implementations 

are compared. Being able to estimate latencies requires the latency behavior of the 

layer 2 system component to be modeled. This chapter describes the methods used in 

modeling the different layer 2 implementations using statistical design of 

experiments and data analysis techniques. 

Statistical models are commonly used to summarize data and to predict the future 

[35]. Simulation models are computerized versions of statistical models, which are 

often used to compare the performance of a new system to some baseline design or to 

compare existing systems under different conditions [36]. Based on this, statistical 

modeling is a reasonable method of estimation and comparison, and shall be used in 

this thesis. 

The problem with estimation usually is that there is not enough precise 

information about the system’s behavior under different parameter configurations. 

There may be “expert knowledge” about the effects of individual parameters. For 

example, the direction of the change that a certain parameter causes might be known, 

but not the magnitude of the change. In order to estimate the magnitudes of the 

effects of each parameter, information about the behavior of the system has to be 

gathered. [37] 

Vast amounts of trace data, i.e. worst-case execution time measurements, can 

easily be collected from computer systems by profiling the system using different 

input parameter values. This profiling data can be analyzed using statistical methods. 

If it is assumed that there are multiple factors and multiple combinations of these 

factors that affect the behavior of the modeled system, multivariate data analysis 

methods can be used [38, p. 6]. 

Before designing the experiment (a set of profiling scenarios) that tests the system 

under different conditions, the data that is needed to model the system should be 

determined. This is where design of experiments (DOE) plays a role. The data that is 

needed depends on the modeling method, and to obtain the required data, the right 

kind of experimentation has to be performed. [39, p. 5] 

Linear regression modeling is an appropriate method for modeling metric data, 

whereas other methods such as analysis of variance (ANOVA) are mostly intended 

for qualitative or categorical data [38, p. 14, 40, p. 190]. The resulting model will be 

a schedulability analyzer, a mathematical equation for estimating the latency 

behavior of the modeled system. After an initial model has been developed, it is 

refined and improved through verification and validation, until it is deemed accurate 

enough to be a valid representation of the real system [41]. 

 

 

4.1. Design and Analysis of Experiments 

 

There is always variability in the results of scientific experiments. To reduce this 

variability, to increase precision, statistical methods can be used to plan the 

experiments. This is especially encouraged as the experiments get more complex and 

the differences of interest become relatively smaller. [39, p. 3]  

Statistical design of experiments cannot be considered separately from statistical 

data analysis. Experiments should be designed to provide the right data to suit the 
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selected modeling methods and to eventually answer the research questions. Also, 

the way in which data is collected determines to a large extent what kinds of results 

and conclusions can be drawn from the experiment. [39, p. 5] 

The size of the experiment, the number of individual tests, is also an important 

part of the experimental design to consider: a large amount of parameters and 

possible values for each parameter lead to a large amount of possible value 

combinations. Table 1 illustrates the exponential growth of the number of value 

combinations for 2 and 3 value levels and   parameters. [39, p. 543] 

 

Table 1. Value combinations for    and    experimental designs  

  2 3 4 5 6 

Combinations,    4 8 16 32 64 

Combinations,    9 27 81 243 729 

 

When the number of parameters is large, testing all possible combinations and 

processing and analyzing the data would be time consuming and expensive, and in 

some cases practically impossible. A good design will reveal significant effects after 

sampling only a relatively small number of strategic values. [42] 

 

 

4.1.1. Response surface exploration 

 

The study of the sensitivity of a system to changes at the levels of certain factors is 

essentially exploration of an unknown surface in the factor space. Figure 12 

represents an example response surface (in 2-factor space) of equation   
                     . It is necessary to explore the parameter space systematically 

and extensively. The larger the area that is explored, the more accurate the 

predictions based on that exploration will be, because there is more information 

about the responses in different regions of the space. Since there is no information 

about the surface prior to experimentation, the center point of the region of the 

surface to be explored should be in a position that is assumed to be of primary 

interest, or at a combination of standard levels. Being able to predict something over 

the explored region implies that the general shape of the response surface should be 

modeled by fitting a response equation. The task is then to estimate the parameters of 

the surface based on experimentation. [39, pp. 539-540] 
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Figure 12. Example response surface. 

 

 

4.1.2.  Experimental designs 

 

The choice of experimental design, i.e. test structure, depends largely on the 

objective of the experiment [39, p. 32]. The goal of the experiments in this study is to 

gather information about how the processing latency of the layer 2 system 

component of an LTE base station reacts to varying levels of certain factors. 

A simple strategy to examine how the response variable reacts to changes in each 

factor is the one-factor-at-a-time (OFAT) method. In this method, all factors are kept 

constant at a baseline level, while one parameter is changed. A series of response 

graphs can be plotted from the results, each showing the effect of one factor. Figure 

13 illustrates some possible results of OFAT experiments. Here, increasing factor A 

has a strong positive effect on latency, whereas increasing factor C has a slight 

negative effect. Factor B does not seem to have any effect at all. [40, p. 4] 
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Figure 13. One-factor-at-a-time experiments. 

While this is an intuitive way to examine the effect of each factor, it does not 

provide any information about interaction between factors. Interaction between two 

factors occurs when changing one factor produces a different effect depending on the 

level of the other factor. If interactions do occur, the results obtained using the OFAT 

method will not be enough for prediction purposes. [40, p. 4] 

Figure 14 illustrates the interaction effect between two factors, D and E. The 

effect that factor D has on latency is observed at low and high values, while factor E 

is held steady at either a low or a high value. On the left, there is no interaction 

between the factors: the effect of factor D (the slope of the line) does not change 

whether the value of factor E is low or high. On the right, however, the two factors 

interact causing the effect of factor D to change as the value of factor E is changed. 

 

Figure 14. Interaction effect. 

So called “designed experiments” can be used to model interaction effects. There 

are also several other aspects of designed experiments that make them more efficient 

than OFAT experiments. Firstly, designed experiments require fewer resources 

(number of tests, time, etc.) to obtain the same amount of information. This is an 

important advantage, especially if individual experiments are expensive or time 

consuming. Designed experiments also produce more observations per factor 

estimate, thus reducing the variability of the results and leading to more precise 

estimates for the effects of each factor. Lastly, designed experiments cover a larger 

region of the response surface than OFAT experiments. This reduces variability of 

the estimates in different regions of the factor space. Designed experiments are 

statistically designed to maximize testing efficiency; all the required information is 

obtained by a minimal amount of testing. [43] 
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Factorial designs 

 

A factorial design is an experiment where all possible combinations of the levels of 

all factors are investigated. If for each factor  , there are   value levels, then the 

complete replication of the experiment contains    treatment combinations. Factorial 

designs are generally most efficient for experiments which study the effects of two or 

more factors. [40, p. 162] 

As could be seen from Table 1, the simple complete factorial structures are 

inefficient and wasteful. All the relevant information from the experiment can be 

obtained by using a fraction of the possible combinations. This variation of the 

factorial design is called a fractional replicate. [39, p. 370] 

A    factorial design can only provide information on the gradient of the response 

surface in every direction, but not about the change of slope. Therefore it is not 

possible to estimate second degree polynomials using this treatment structure, only 

main effects and two-factor interaction terms. On the other hand, while the    

experimental structure can be used to estimate quadratic terms in a second-degree 

polynomial surface equation, it becomes extremely inefficient as the number of 

parameters increases. This has led to the development of composite designs. [39, pp. 

542-543] 

 

Composite designs 

 

Composite designs, comprised of several components, were developed to replace the 

   treatment structures. The first component of a composite design is a complete or a 

fractional    structure. The two value levels of this structure are thought of as being 

on either side and at an equal distance from a central value. The combination of 

central values of all factors is seen as the origin of the design. The origin creates a 

third value level for each factor, but it is not enough to estimate second order terms. 

That is why axial points ( ) are added for each factor. This is called a central 

composite design. For convenience, the three value levels of each factor are denoted 

as -1, 0 and 1, where -1 represents a low value of the factor, 1 a high value, while 0 is 

their average. Thus, the three components of a central composite design are: 

i. all    combinations of ±1 for each factor 

ii. the origin point (0,0,0,…,0) 

iii. axial points (±α,0,0,…,0) 

(0,±α,0,…,0) 

   
(0,0,0,…,±α) 

The value of   can be chosen by the person designing the experiment, though it is 

usually set between 1 and 1.5. [39, pp. 543-544] 

A    factorial design is shown on the left in Figure 15 [40, p. 260], and a 

complete central composite design on the right. Central composite designs allow the 

estimation of a second order surface equation, without letting the total number of 

treatments to become too large. Also, the observations cover the region to be 

explored quite evenly. [39, p. 544] 
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Figure 15. A    factorial design (left) and a central composite design (right). 

 

 

4.1.3. Computer experiments 

 

Sacks et al. [44] have pointed out that computer programs are deterministic, which 

means that in an ideal case there would be a lack of random error. If there is no 

variability in the results of repeated experiments, the use of least squares –based 

measures of uncertainty becomes questionable. Still, least squares can be used as a 

means of curve fitting. Some classical elements of statistical experiments, such as 

blocking and randomization, become irrelevant in deterministic computer 

experiments. Still, experimental design and data analysis are statistical problems, and 

so is the quantification of the uncertainty of fitted models. [44] 

Some variation, contrary to what was said above, is expected in the results of the 

experiments conducted in this study: caches and direct memory access (DMA) 

improve overall real-time performance, but they also cause non-deterministic 

behavior [22, pp. 217-218]. The event machine software architecture is expected to 

further increase the amount of variation due to its non-preemptive scheduling 

scheme. 

 

 

4.2. Multiple Regression Analysis 

 

Multiple regression analysis is a widely used dependence analysis technique which 

relates factors to a specific response. In statistical terms, it analyzes the relationship 

between a single dependent variable and several independent variables. Regression 

analysis can be used to formulate models that predict the outcome based on specific 

inputs when both the dependent and independent variables are metric. Sometimes, 

however, there are non-metric factors that are measured in two or more categories, 

such as gender, that have to be included in the model. These factors can be 

incorporated into regression models as “dummy variables”. [38, pp. 83,141-142,151] 
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4.2.1. Parameter estimation 

 

A multiple linear regression model, which describes the relationship between p 

independent variables    and the dependent variable  , is often expressed as  

 

                              . (1)  

 

It is supposed that there are   observations and that    . Let    denote the     

observation and     the     value of variable  . Here,         and         . [40, 

pp. 389-390] 

Each variable     in Equation (1) is weighted by a regression coefficient   . The 

higher the value of the coefficient, the more meaningful the variable is in prediction. 

The error term    consists of unobserved random noise that is included in each 

observation. The model describes a hyperplane in p-dimensional space, and the term 

   represents the intercept of the plane. The regression analysis procedure adjusts the 

regression coefficients so that the model’s prediction error is minimized. This is 

called parameter estimation or model fitting. The most frequently used error criterion 

to minimize is the sum of squared errors (SSE); this is called the method of least 

squares (LS). This method has been criticized because it is very sensitive to errors in 

the data, as any outliers will influence the fit of the model [45]. [38, pp. 148-151, 40, 

pp. 389-390] 

One robust variation of the least squares method is to minimize the sum of 

squared errors for a subset   of all the   data points. (Find the subset   which 

produces the smallest sum of squares.) The points     that are left out will not 

influence the outcome. This is called the method of least trimmed sum of squares 

(LTS). [46] 

A robust alternative for LS is the method of least median of squares (LMS). 

Instead of minimizing the sum of squares, this method minimizes the median of the 

squared residuals. Using the median effectively eliminates outliers, but requires 

many data points to do so safely. A method for computing the LMS estimate in 

multiple linear regression is presented by Stromberg in [47]. [45] 

To begin to obtain the least squares estimates for the regression coefficients, 

Equation (1) can be written in matrix form as 

 

       , (2)  

 

where 

 

   

  

  

 
  

 ,   

 
 
 
 
        

        

    
         

 
 
 

,    

  

  

 
  

 , and    

  
  
 
  

 . 

 

In equation (2),   is a vector containing all the observations,   is a matrix that holds 

the value levels of all the independent variables (including the intercept, for which 

the value is constant),   contains the regression coefficients, and   contains all the 

random errors. The least squares estimate for   can be shown to be 
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              , (3)  

 

where    is the transpose of matrix  , and         is the inverse of    . [40, p. 

391] 

 

Dummy variables 

 

Multiple regression analysis is limited by the fact that it requires all independent and 

dependent variables to be metric (quantitative) [48, p. 120]. Sometimes categorical 

(qualitative) variables are needed in addition to metric variables to model differences 

between groups or categories, and to make the model generally more accurate. They 

can be factored into regression models as coded “dummy variables”. A dummy 

variable represents a non-metric independent variable that belongs to one category. 

The number of dummy variables required to represent a non-metric variable with   

categories is    . For example, the gender of a person answering a questionnaire 

could be represented by one dummy variable:     for male and     for female. 

[38, pp. 83-84] 

Possible LTE data transmission related factors that could be represented as 

dummy variables are: 

 whether a UE is in SISO or MIMO mode, and 

 whether RLC data is transmitted in AM or UM. 

As an example, let   be an independent variable that represents how many UEs are 

scheduled for DL data transmission by the MAC packet scheduler for each TTI. 

Also, let D be a coded dummy variable that represents whether the scheduled UEs 

are in SISO (   ) or MIMO (   ) mode. A regression equation that models the 

effects of both   and  , and also their interaction, can be written as 

 

                         . (4)  

 

Similarly to Equation (1), in Equation (4)    is the observed processing latency,    is 

the intercept of the regression line,   is the coefficient of   and    is the unobserved 

random noise included in the observation. Additionally,   is the coefficient for   and 

  is the coefficient for the interaction between   and  . Equation (4) allows different 

intercepts and slopes for the two categories. The model for SISO mode (   ) 

would be 

 

                         
           

 

and the model for MIMO mode (   ) 

 

                         
                  

 

These models are illustrated in Figure 16. [48, pp. 132-133] 
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Figure 16. Dummy variable regression with interaction effect. 

 

Assessing the fit of a model 

 

The prediction accuracy of a model is often assessed by calculating the coefficient of 

determination   . It describes how much of the variation in observed values is 

explained by the independent variables included in the model.    is defined by the 

equation 

 

    
       

   
, (5)  

 

where     is the total sum of squares and     is the sum of squared errors. The total 

sum of squares can be expressed in terms of the sum of squared errors and the sum of 

squares produces by the model (   ) as 

 

            

 

or 

 

          
             

  
               

   , 

 

where there are   observations,    is the value for observation  ,    is the mean of all 

observed values and     is the estimate for observation  . [49, pp. 652-653] 

The value of    can be anything from 0 to 1; the higher the value, the better the 

fit. The value         would essentially mean that 85% of the variation in 

observed values is explained by the model. However,    always increases as new 

parameters are added to the model. If the number of parameters   relative to sample 

size   becomes too large, the value of    may become unrealistically high, creating a 

false impression of the fit of the model. This is also called “overfitting”. The adjusted 

   is often used along with the regular    because it compensates for overfitting of 

the data by taking into account the number of parameters and sample size. The 

coefficient of determination adjusted for degrees of freedom is calculated using the 

equation 
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, (6)  

 

where   is the number of samples and   is the number of parameters. [38, pp. 

156,182, 40, p. 403, 49, pp. 705-706] 

 

 

4.2.2. Assumptions 

 

In regression analysis, certain assumptions about the data must be made to be able to 

reliably use least squares estimation methods: 

 linearity of the phenomenon, 

 constant variance of the error terms, 

 independence of the error terms, and 

 normality of the error term distribution. 

The analyses on whether these assumptions hold, are carried out after the model has 

been developed, by studying the residuals. Violations of the assumptions will show 

up as specific patterns when the residuals are plotted. Adhering to these assumptions 

during parameter estimation and prediction will ensure that the errors in prediction 

are the result of actual relationships between the independent variables, not some 

characteristic of the data that cannot be accommodated for by the regression model. 

[38, pp. 172-173] 

 

 

4.3.  Model Verification and Validation 

 

Simulation models are often used to compare the performance of a new system to 

some baseline design, or to compare existing systems under different conditions. In 

any case, the model and the results it produces should be accurate enough so that it 

can be used for experimentation and analysis instead of the real system. The model 

and its accuracy are evaluated in an iterative process of verification and validation 

(several versions may have to be developed before a valid model is achieved [41]). 

[36] 

Many definitions exist for model verification and validation. Verification 

generally means the process of ensuring that a simulation model is correct 

(programmed correctly). This is achieved by running the model and indentifying and 

fixing modeling errors. Validation, on the other hand, is usually defined as the 

process of determining whether a model is accurate enough for its intended purpose. 

[36, 41] 

A model can only be validated to the point where it is “accurate enough”. A 

perfect model would be impossible to achieve because that would be the real system 

itself, and it would imply a complete lack of noise. Also, it is often unreasonable to 

pursue a model that is absolutely valid in every scenario that it is intended to be used 

for. Therefore, an acceptable range for the accuracy of the model should be defined 

before model development. There is no standard theory or set of tools for model 

validation. There are, however, several statistical techniques that can be applied. 

Sargent [41] presents a list of validation techniques. [41, 50] 
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4.3.1. Conceptual model validation 

 

A conceptual model is a logical or mathematical representation of the modeled 

system. To ensure that the assumptions that were made about the real system’s 

behavior in the modeling phase are correct, the conceptual model is validated. These 

assumptions include such aspects as linearity of the observed effects and 

independence of observations. Face validation is considered to be a good test of 

validity to see whether the model is reasonable: if the input/output behavior of the 

model violates expert knowledge, it could indicate the presence of conceptual errors, 

and the model’s correctness should be questioned. [37, 41] 

 

 

4.3.2. Computerized model verification 

 

The computerized model is verified to make sure that it is programmed correctly. At 

this stage, the computer program’s correctness and accuracy are tested, and if bugs 

are found, they are fixed and the program is verified again. Static and dynamic 

testing methods can be used (see section 3.3.1). [41] 

 

 

4.3.3. Operational validity 

 

Validating that the model is accurate enough for its intended purpose is the main 

emphasis of validation and the overall model evaluation. The techniques that will be 

used for validation can be freely decided by the development team. Depending on the 

application, some methods are better suited than others. If a real system does not 

exist, a completely scientific validation is not possible. This might be the case when 

predicting the behavior of a new system that is being developed. [36, 41] 

Predictive validation is an appropriate validation technique for testing a regression 

model. The real system, if available, is run on a new set of input parameter values, 

the model is used to predict the output values, and a predictive fit is calculated. The 

new sample can also be used to estimate a separate model, which can then be 

compared with the original model. The model and the real system can be compared 

using graphs, confidence intervals, and hypothesis tests. Graphs are the most used 

method: they offer an intuitive way to make a subjective assessment (face validation) 

of the model’s accuracy. Hypothesis testing, on the other hand, is objective. [38, p. 

194, 41] 

 

Hypothesis testing 

 

Statistical hypotheses are statements that reflect some conjectures regarding the 

problem at hand. For example, when testing the validity of a statistical model, one 

can compare an estimated sample to an observed sample and expect the sample 

means to be equal. If the means are equal, estimation errors are not statistically 

significant, and the model used in the estimation could be regarded as being accurate 

enough for its intended purpose. This expectation can be presented as 
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where            is the mean of the estimated sample and           is the mean of 

the measured sample.    is called the null-hypothesis and    the alternative 

hypothesis. In this case    is said to be a two-sided alternative hypothesis because it 

is true if the mean of the estimated sample is either less than or greater than the mean 

of the measured sample. [40, p. 35] 

A hypothesis is tested by calculating a test statistic from a random sample. A 

significance level should be specified for the test statistic so that when the test 

statistic value is within the proper range, the null-hypothesis    is rejected. Testing 

with hypothesis tests is objective, but there are two types of errors that can be made: 

type I (α) and type II (β). Type I error occurs when a valid model is rejected; this is 

called “model builder’s risk”. Type II error occurs when an invalid model is 

accepted; this is called “model user’s risk”. In hypothesis tests, α is a significance 

level, which equals the probability of type I error. Type II error probability increases 

as α decreases. The value of α is selected by the analysts validating the model, its 

typical values being 0.10 and 0.05. [40, p. 35, 50] 

The paired-samples t-test is an appropriate test statistic when the means of two 

results of the same experiment are compared, or when estimated and measured 

values are compared. The test statistic in a paired-samples t-test is 

 

  
     

 

  

   

  

where    is the mean difference between measured and estimated samples,    is the 

hypothesized difference in the means of the two samples,   is the standard deviation 

of the sample and   is the sample size. Standard deviation   is computed from the 

variance estimate   , which is expressed as 

 

   
        

  
   

   
   

 

where    is the difference between one pair of values and    is the mean difference 

between the values of the two samples. When the null hypothesis is tested, the 

hypothesized difference    between the means of the two samples is 0. [51, pp. 428-

429]  

To test whether    can be rejected, the absolute value of   is compared to the t 

distribution with      degrees of freedom at the significance level of  . If the 

absolute value of   obtained from the test is greater than the critical value read from a 

t distribution table, the null hypothesis can be rejected. Often, instead of comparing 

the  -value of the test to a critical value, the probability of obtaining a value that is 

greater than the absolute value of   is calculated. This calculated probability value, 

called the  -value, is then compared to the significance level  . The null hypothesis 

is rejected if the  -value is less than  . It is common to calculate the  -value using a 

computer program. [40, p. 36, 51, p. 412] 
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5. CASE 
 

The objective of this thesis was to develop a method for estimating OSI layer 2 

processing latencies in an LTE eNodeB. The results produced by this method are 

mainly used to identify technical performance bottlenecks and to estimate the level 

of capacity that can be offered to customers. Radio network base station 

manufacturers need to be able to estimate the capacity and performance limits of new 

products even before they are implemented; customers use this information to plan 

their networks.  

Layer 2 is in charge of all user data: the MAC packet scheduler schedules all data 

transmissions between UEs and the eNodeB, and layer 2 also builds the transport 

blocks that contain the scheduled user data. Transport blocks must be built for each 

TTI, so the maximum theoretical time budget for this process is 1 ms. The amount of 

transport blocks that can be built during each TTI determines the maximum data rate 

of the whole LTE base station. In this study, the focus is on layer 2 transport block 

processing latency in the case of DL data transmission. A similar study is being done 

regarding the performance of the packet scheduler. 

The OSI layer 2 implementations of three different LTE base station variants were 

modeled, and their relative performance was compared to determine performance 

differences caused by different hardware and software architectures. The study 

consisted of identifying the factors which affect layer 2 performance, modeling layer 

2 latency using these factors and validating the models. 

 

 

5.1. Compared Implementations 

 

The data-link layer implementations of three LTE base station variants, referred to as 

variants 1, 2 and 3, were compared. Figure 17 illustrates their main differences: two 

of them run the same software (SW) and two run on the same hardware (HW). 

 
Figure 17. Compared implementations. 

Comparing these three variants allowed the examination of the effects of software 

and hardware independently. Variants 1 and 2 are RTOS-based implementations, and 

Variant 1 
SW1, HW1 

Variant 2 
SW1, HW2 

Variant 3 
SW2, HW2 

Same SW Same HW 

CPU CPU CPU 

CPU 

CPU CPU CPU 

CPU 

Switch 

M 

HW1 HW2 
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they share the same software but run on different hardware. Variant 3 is an event 

machine –based implementation which runs on the same hardware as variant 2. 

SW1 is traditional real-time software in the sense that it is run by a real-time 

operating system and uses priority-based, preemptive scheduling. Processing 

overhead is caused by running the RTOS itself and OS context switching due to 

preemptions, but real-time timing correctness is easier to achieve than on SW2. The 

event machined –based SW2 does not use a real-time operating system and task 

scheduling is non-preemptive; these factors reduce the overall software overhead to a 

minimum. On the other hand, non-preemptive scheduling is a threat to hard timing 

constraints. 

There are two significant differences between HW1 and HW2: inter-CPU 

communication and memory hierarchy. Both hardware variants contain several CPUs 

with multiple processing cores. The CPUs in HW1 are in a chained configuration; if 

a CPU at one end of the chain wishes to communicate with another CPU at the other 

end, the message will have to go through all the other CPUs. This causes significant 

delays. The CPUs in HW2 communicate through a high-speed switch, which reduces 

delays caused by inter-CPU communication. Both hardware variants have fast 

internal L1 and L2 memories and a slower external L3 memory for buffering user 

data. In addition to these, HW2 also includes a fast, shared L2 memory (marked as M 

in Figure 17) which is accessible by all CPUs. The types of memories are 

summarized in Table 2. 

 

Table 2. Memory hierarchy 

Memory Access latency Size 

L1 1 cycle Small 

L2 10 cycles Small 

Shared L2 10 cycles Medium 

L3 100 cycles Large 

 

Also CPU clock frequencies are different on HW1 and HW2. However, as latencies 

were modeled using CPU cycle counts instead of time-based measures, CPU clock 

frequency did not affect the resulting equations. 

 

 

5.2. Component Modeling 

 

A model (an estimation equation) was made of each data-link layer implementation 

variant. The program code of the layer 2 system component was instrumented to 

allow CPU cycle counter logging. Using the logs it was possible to calculate the total 

processing latency of the part of the downlink critical path that corresponds to layer 2 

processing. Instrumentation alters the normal execution of the program, but it was 

necessary for latency analysis. In this study, the addition of print statements slightly 

increased the measured cycle counts. 

The modeling process was based on the fact that in the application code of the L2 

system component there are parts that are not affected by the changing of a 

parameter value, and there are parts that are affected. The parts that remain 

unaffected are setup and cleanup sections of various functions. It can be assumed that 

the execution time of these parts is constant: only the execution time of the parts that 

use the parameter can vary if the value of a single parameter is altered. In other 
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words, the execution time of the affected parts of the implementation changes as a 

function of the parameter value. This idea is illustrated in Figure 18. 

It can also be assumed that increasing the parameter value increases iterations in 

loops, which would cause a linear effect in measured execution times. The assumed 

linear approximation of a single parameter can be modeled as a linear function using 

statistical methods. Regression modeling was used in this study. 

 

 
Figure 18. Parameter value vs. execution time. 

 

 

5.2.1. Process 

 

The modeling process that was followed in this study is depicted in Figure 19. 

 
Figure 19. Modeling process. 

 

Parameter screening 

 

Parameter screening was included in the process as the first step to reduce the 

number of parameters and thus reduce the number of tests in the modeling 

experiment: 

 Parameters that could have an effect on transport block processing latency 

were identified. 

 The effects of the identified parameters were tested using OFAT 

experiments. Also their interactions were explored. External parameters 

were held constant. 

 Parameters which did not have a consistent effect were dropped. 

There are also other methods for parameter selection. The method used in this 

study resembles confirmatory variable selection, where the researcher completely 

specifies the set of parameters to be included into the model. While this is a simple 
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method, it requires specific knowledge about the possible parameters and their 

effects. This knowledge was gained by the parameter screening process described 

above. Sequential search methods, on the other hand, offer an objective way of 

selecting regression parameters. In these methods, parameters are added or removed 

from the regression equation until the required accuracy for the model is achieved. 

[38, pp. 176,178] 

 

Parameters 

 

The recognized parameters that were found to have a consistent and significant effect 

on L2 transport block processing latency are described in Table 3 and Table 4. 

 

Table 3. Main regressors 

Parameter Value range 

A 1…20 

B 1…6 

C 1…5 

D 0,1 

 

Table 4. Interaction regressors 

Parameter Value range 

AB 1…120 

ABC 1…600 

 

By studying the program code and the identified parameters, it was found out that the 

code for L2 critical path processing (transport block processing) could be modeled as 

a set of nested loops. This code structure is illustrated in Figure 20. 

 

 
Figure 20. Code structure with nested loops. 

Let the vertical block in Figure 20 represent the source code of the L2 system 

component, presented here as a continuous code block. The source code in this case 

contained three nested loops, A, B and C, each repeating certain code segments. 

Parameter   corresponded to the outermost loop: the value of   determines the 
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number of iterations for that loop. Parameter   corresponded to a loop which resides 

inside the  -loop, and   to the innermost loop. The non-metric parameter   doubles 

the iterations of  . The markings 1…ABC correspond to the number of times a 

certain code segment is executed when the code is run. The segments that are run 

only once represent the constant part of the execution time (see Figure 18), i.e. the 

“base load” that is always the same regardless of A, B and C. 

 

Model development and refinement 

 

The reduced parameter set that was left after parameter screening was used in the 

model development phase: 

 An experiment for modeling the system using the parameter set was 

designed. 

 The experiment was executed and a model was created using linear 

regression. 

 Once the linear regression model was obtained, the significance of each 

parameter was evaluated and unnecessary parameters were dropped from 

the model. 

At this point the model was tested on the modeling sample. Fit was determined by 

the adjusted    value. Also, examination of individual residuals between the 

estimated and measured values revealed if there were outliers or inconsistencies in 

the modeling sample. If the model fit well and there were no outliers, the model was 

evaluated in the verification and validation phase. The tests that were run in the 

modeling experiment were realistic scenarios that could occur in real life. 

The significance of each parameter in a statistical model is usually evaluated by 

using statistical significance tests. In this study, however, a subjective evaluation was 

made because there were only few parameters. The parameters were evaluated based 

on the maximum possible impact that the parameter could have on latency. For 

example, let’s say that parameter   can have values in the range of 1 to 8 and its 

regression coefficient is 550. The maximum impact that parameter   can have on 

latency is then 8 × 550 = 4400 cycles (4.4 µs on a 1 GHz CPU), which is not 

regarded as a significant effect in this study. 

 

Model verification and validation 

 

After a model had been obtained, it was verified and validated: 

 The model was first verified by asking the question “do the parameters of the 

model make sense”. It was realized that a good way of verifying models 

made of computer systems is to think in terms of code structure. Also the  -

value for accepting the model was set at this point. 

 A validation experiment was designed to test the parameters of the model 

using many different value levels. Also parameters that were previously 

deemed not to have an effect were varied to make sure that significant 

parameters had not been left out. The validation experiment did not include 

the same parameter combinations that were used in the modeling phase. 

Latency estimates were calculated before executing the validation tests. 

 The validation experiment was executed, and the estimated latencies were 

compared to measured latencies using graphs and hypothesis testing (2-tailed 

paired-samples Student’s t-test). 
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 The  -value of the hypothesis test was compared to the  -value, and the 

model was either accepted or rejected based on this comparison. If the model 

was rejected, a new one was developed in the modeling phase. 

 

 

5.2.2. Experimental design 

 

A complete    factorial design was deemed adequate because the number of 

significant parameters was quite low. No second order terms were found (verification 

also indicates that they would not really make sense in terms of code structure), 

which also indicates that a    factorial or a central composite design would have 

been unnecessary. A single    factorial design could not be effectively utilized, 

however, because some of the extreme value combinations became unrealistic and 

impossible to test. This is why two designs with different value pairs were used and 

their results combined. The experimental design that was used in modeling, including 

the observed latencies, is presented in Appendix 1. 

 

Assumptions 

 

External parameters were held constant, and the simulated conditions were such that 

the maximum performance of the component could be achieved. It was assumed that 

channel quality conditions were perfect. In addition to the planned input parameter 

changes, it was assumed that there would also be other, uncontrolled factors such as 

memory performance (access latency, cache hits/misses, etc.) and clock granularity, 

which would affect the observed execution times. Caches and direct memory access 

(DMA) improve overall real-time performance, but at the same time they disturb 

determinism, making predictions more complicated [22, pp. 217-218]. Some of the 

aforementioned factors can be controlled to some degree when planning WCET 

measurements; for example, using small packet sizes will cause more memory 

operations and guarantee constant worst-case memory latencies. Other uncontrolled 

factors were expected to have only minor effects on the overall execution times, and 

would show in the results as noise (increased variation). 

 

Measurements 

 

The results of an example test run can be seen in Figure 21. The x-axis represents 

TTIs (milliseconds), and the y-axis shows the measured latency in CPU cycles. In 

other words, the figure tells how many CPU cycles it took to build transport blocks 

for a certain TTI. Figure 21 also illustrates how there are three stages in the test case: 

First there is a ramp-up stage (            ) where the conditions defined by the 

input parameters are being set up. After ramping up, the system stabilizes and runs 

according to the input parameters (               ). Finally, the experiment is 

ramped down after running for a predefined time (               ). 

The average value of each run was used to represent the observed latency value 

(the dependent variable) for the used set of input parameters (the independent 

variables). The eNodeB that was used as the test environment was reset after each 

test run to ensure that the state of the system would always be identical at the 

beginning of each test. 
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Figure 21. Example test run. 

 

5.2.3. Modeling results 

 

As a result of model validation and verification, the critical path processing latency   

of the layer 2 system component could be modeled using the equation 

 

                                       , (7)  

 

where    is the constant intercept,    ,    and    represent the coefficients for 

regressors  ,    and     respectively, and    represents the coefficient for the non-

metric regressor  . Parameters   and   were only used as input parameters to 

calculate    and    . Including them as independent variables in the model would 

not make sense in terms of code structure (see Figure 20). 

 

Variant 1 

 

The average L2 critical path processing latency of implementation variant 1 could be 

expressed as 

 

            
                                

                                  
  (8)  

 

This model fit the modeling sample with an adjusted    value of 0.997. 

 

 

 



51 
 

Variant 2 

 

The average L2 critical path processing latency of implementation variant 2 could be 

expressed as 

 

            
                                

                                   
  (9)  

 

This model fit the modeling sample with an adjusted    value of 0.997. 

   

Variant 3 

 

The average L2 critical path processing latency of implementation variant 3 could be 

expressed as  

 

            
                                

                                  
  (10)  

 

This model fit the modeling sample with an adjusted    value of 0.980. 

 

 

5.2.4. Model validation 

 

The models were validated by estimating different downlink data transfer scenarios 

with varying parameter values using the latency equation of each implementation 

variant. A validation experiment with 76 individual tests was designed. Also 

parameters that were deemed not to have any significant effect were varied. These 

validation scenarios did not include parameter sets that were used in the modeling 

phase. The results were first estimated and then measured on real systems. 

Graphical validation was used together with hypothesis testing. The selected 

graphical validation method plots estimated latencies against measured latencies. A 

line was fitted to the value pairs, the idea being that the more accurate the estimation 

is, the closer the equation of the line would be to    . This line represents the 

results of an ideal system where the estimate would be exactly the same as the 

measured result. 

Hypothesis testing was used to determine whether estimation errors were 

statistically significant. The hypotheses were stated as 

 

                        

                        
 

The test statistic that was used was a 2-tailed paired-samples Student’s t-test with   

level set to 0.05. If the  -value of the test was less than 0.05      , the null 

hypothesis would be rejected, meaning that estimation errors were statistically 

significant and, therefore, the model was not valid. The  -values were calculated 

using Microsoft Excel’s TTEST function. 
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Variant 1 

 

Figure 22 shows the measured latencies of the validation experiment plotted against 

estimated latencies that were obtained using Equation (8). 

 

 
Figure 22. Validation of the latency model of variant 1. 

The line     is drawn in Figure 22 to represent the results of an ideal system. A 

line fitted to the data points in Figure 22 yields the equation 

 

                 
 

The average error between estimated and measured values is 3.8%. The 2-tailed t-test 

comparing the estimated values against measured values gives a  -value of 0.118. 

Null hypothesis is not rejected          , meaning that the errors produced by 

estimation are not statistically significant. The validation sample fits the model in 

Equation (8) with an    value of 0.993. These validation test metrics are summarized 

in Table 5. 

 

Table 5. Validation of variant 1 

Test Value 

Average error 3.8% 

 -value 0.118 

   0.993 
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Variant 2 

 

Figure 23 shows the measured latencies of the validation experiment plotted against 

estimated latencies that were obtained using Equation (9). 

 

 
Figure 23. Validation of the latency model of variant 2. 

The line     is drawn in Figure 23 to represent the results of an ideal system. A 

line fitted to the data points in Figure 23 yields the equation 

 

                 
 

The average error between estimated and measured values is 4.2%. The 2-tailed t-test 

comparing the estimated values against measured values gives a  -value of 0.268. 

Null hypothesis is not rejected          , meaning that estimation errors are not 

statistically significant. The validation sample fits the model in Equation (9) with an 

   value of 0.989. These validation test metrics are summarized in Table 6. 

 

Table 6. Validation of variant 2 

Test Value 

Average error 4.2% 

 -value 0.268 

   0.989 
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Variant 3 

 

Figure 24 shows the measured latencies of the validation experiment plotted against 

estimated latencies that were obtained using Equation (10). 

 

 
Figure 24. Validation of the latency model of variant 3. 

The line     is drawn in Figure 24 to represent the results of an ideal system. A 

line fitted to the data points in Figure 24 yields the equation 

 

                 
 

The average error between estimated and measured values is 3.8%. The 2-tailed t-test 

comparing the estimated values against measured values gives a  -value of 0.187. 

Null hypothesis is not rejected          , meaning that estimation errors are not 

statistically significant. The validation sample fits the model in Equation (10) with an 

   value of 0.967. These validation test metrics are summarized in Table 7. 

 

Table 7. Validation of variant 3 

Test Value 

Average error 3.8% 

 -value 0.187 

   0.967 
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5.3. Performance Comparisons 

 

The three system component variants were compared by calculating the averages of 

the measured latencies that were obtained from the validation experiment. Table 8 

shows these average latencies (lower latency means better performance). The relative 

performance figures were then calculated normalized to the weakest performer 

(highest average latency). 

 

Table 8. Relative performance of the system component variants 

Variant Average latency Relative performance 

1 161500 100% 

2 135242 116% 

3 145369 110% 

 

From Table 8 it can be seen that variant 1 has the highest average latencies of the 

three compared implementations, while variant 2 has the lowest latencies being the 

most efficient performer. The event machine –based variant 3 performs better than 

variant 1. Table 9 and Figure 25 show the relative performance gains between HW1 

and HW2, and between SW1 and SW2. 

 

Table 9. Relative performance of hardware and software variants 

 HW SW 

Variant HW1 HW2 SW1 SW2 

Average latency 161500 135242 135242 145369 

Performance gain 16.26% - 7.49% 

 

 
Figure 25. Performance comparison of hardware and software variants. 
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6. DISCUSSION 
 

The objective of this thesis was to study the OSI layer 2 transport block processing 

latency of an LTE eNodeB in downlink data transfer scenarios, and to develop a 

method for modeling this latency. Three layer 2 implementation variants using two 

different hardware and software architectures were compared. A latency estimation 

equation was produced for each variant using regression modeling. Comparing the 

variants provided insight into the performance differences caused by hardware and 

software architectures. The latency estimation equations described the latency 

behavior of each variant in terms of the most influential performance affecting 

parameters. 

Schnurmann & Maling present a very similar study in [42]. They describe a 

method for predicting delays in logic circuits by using multiple regression 

techniques. Their process is similar, but there are differences: they conducted the 

modeling tests using a central composite design, and regression parameters were 

selected by using sequential search methods and statistical significance tests. In this 

study there were only few parameters that had a clear and consistent effect on 

latency. The parameter set was defined based on OFAT and factorial experiments 

and reasoning based on code structure. In fact, much can be deduced from code 

structure in computer experiments. For example, it is uncommon that a regression 

equation contains a parameter that is only included in an interaction term, but the 

parameter itself is not included as a regressor. Such was the case with parameters   

and   in this study. It can be argued that parameters    and     in Equation (7) are 

not really interaction terms at all. 

There is variability in the results of computer experiments, contrary to what was 

said in [44], due to the non-deterministic behavior brought about by caches, DMA 

and the dynamic nature of multicore processing. The first thing to notice is that the 

previous state of the system may affect the results of a profiling run. If the same 

profiling case is run many times back to back, the results can be different for each 

run. To make results independent of one another, the test system should be reset or 

otherwise normalized to a certain state before running a new test. Further reducing 

variation and thus increasing the accuracy of models calls for robust methods for 

regression modeling (see subsection 4.2.1) and determining steady-state latency.  

The maximum value of a test run is not a very reliable representation of the worst-

case steady-state latency as there is a considerable amount of variation among the 

maximum values. Also, using the average of the entire group of data points from a 

profiling run (see Figure 21) is questionable; the data points include ramp-up and 

ramp-down phases and momentary spiking. An algorithm should be used to 

determine the steady-state average latency which ignores these irrelevant data points. 

Steady-state detection methods are described in [52]. Using a more stable measure, 

such as the steady-state average, would increase the model’s precision by reducing 

variability of the results in the modeling phase. 

There are also other latency-affecting factors besides those that have been 

included into the models. These factors are not as significant as the ones included, 

but they are responsible for some of the variation and noise in the results. Some of 

them are software-related, but there are at least two hardware-related sources of 

latency: memory and inter-CPU communication. Layer 2 critical path processing 

latency measures the time it takes to build transport blocks for the scheduled UEs. 

This latency depends on where the data for the transport blocks is located in memory 
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and how long it takes to access this data. The shared L2 memory combined with 

switch-based inter-CPU communication are the two main factors making HW2 16% 

more efficient than HW1. Note that this is just the performance gain on the critical 

path. As a whole, HW2 is even more efficient than HW1, because there is a lot of 

external memory access and communication between CPUs outside the critical path. 

These hardware differences are the reason why the estimation equations for variant 1 

and 2 are different, even though they both run the same software. The magnitudes of 

the coefficients are similar, as expected, but slightly different. 

The EM-based software architecture behaves differently. The equation for variant 

3 is clearly different from those of variants 1 and 2: the base load is higher while 

parameter coefficients are smaller. This means that with large parameter values 

variant 3 may actually be the most efficient of the three. At the same time variant 3 is 

also the most non-deterministic and challenging implementation to predict. In 

addition to caches and DMA, which disturb determinism, there are event queues and 

non-preemptive scheduling producing arbitrary queuing delays. It should be noted 

that at the time when this study was being done, software for variant 3 (SW2) was 

still being developed. Software for variants 1 and 2 (SW1) were, on the other hand, 

highly optimized and mature. Due to this software immaturity, average CPU loads 

were generally much higher on variant 3, causing some of the heavier validation test 

cases to fail due to system overloading. Failed cases were left out of the validation 

results. Also, modeling test case 8 failed on variant 3. The result was clearly not as 

expected (outlier) (see Appendix 1), and was not used in linear regression. 

The intercept of a latency equation does not have a clear logical interpretation in 

this application of linear regression. It can be thought to represent the amount of code 

that is executed regardless of the input parameters: the base load (see Figure 20). It 

is, however, an unrealistic scenario to have 0 as the value of  ,   or  . It would 

mean that the function that builds transport blocks is called even if no transport 

blocks are requested. Essentially this is close to HARQ re-transmission, but it is not 

exactly the same; there are other procedures involved in a re-transmission scenario.  

When estimating latencies for input parameter values beyond the range that was 

used in the modeling phase, it cannot be guaranteed that the behavior of the system is 

the same as within the modeling parameter values. In other words, there is no 

evidence about the fit of the model other than what has been tested on a real system. 

If parameter   is modeled in the range of 3 to 20, there is no guarantee that it will 

behave similarly outside that range. As it often happens, when a parameter reaches 

some threshold value, certain components (hardware or software) may switch into a 

different mode of operation. The behavior of the modeled L2 system component may 

also change as code and memory optimizations are made, thus making the model 

obsolete. The modeling process should therefore be repeated after significant 

changes. If absolute precision is required, models need to be continuously re-

validated in order to maintain their purpose and value.  

In addition to being able to estimate performance in different scenarios, the 

models can be used “in reverse” to make capacity estimations: given a latency 

budget, it is possible to find the parameter values that can be supported within that 

budget. This is especially useful when predicting the capacity limits of a future 

hardware platform which runs the same software as the modeled system. In this case, 

of course, some assumptions about the performance of the new hardware have to be 

made; for example, about CPU and memory performance. The modeling process 
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presented in this thesis is not limited to modeling LTE systems. It can be applied to 

the analysis of other computer system as well. 

 

Future development 

 

Statistical methods such as correlation tests and hypothesis tests could be used to 

determine which parameters are statistically significant. This is especially 

encouraged if the number of parameters is large and their effects unknown. The 

modeling process should also be automated, so that when features are added and 

optimizations are made, the model is updated accordingly. This way there would 

always be a current model available, which would enable the capacity limits of future 

products to be estimated more accurately. 

A steady-state detection algorithm should be used to utilize only the relevant 

information from measurement results. This would make the resulting observed 

value more meaningful and more accurate. It would also follow that the resulting 

model becomes more accurate. When models reach a high accuracy due to lower 

variation of results, the possibility of modeling hardware-related latencies should be 

investigated as well. Also, when event machine –based software is modeled, queuing 

delays should be taken into account. 

A process similar to what was presented in this study could be followed to create 

CPU load estimation equations. This would give an overall view of the parameters 

that affect the total system performance, not just the critical path. The number of 

significant parameters would likely be higher and their interactions more complex. 

This could easily lead to an increased number of tests in the modeling phase, putting 

more emphasis on the design of the experiment. 

When the estimation equation is known, and given its parameters’ value ranges, it 

is possible to use an algorithm to generate maximum latency producing parameter 

combinations (worst-case scenarios). These scenarios could be used as test cases in 

software testing to reveal software bugs and performance bottlenecks. 
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7. SUMMARY 
 

This thesis presents a method for estimating layer 2 transport block processing 

latencies in LTE base stations. Three different data-link layer implementations, using 

two different hardware and software architectures, are compared. A latency 

estimation equation is produced for each variant using regression modeling and 

worst-case execution time measurements. Measurements are conducted using 

designed experiments. 

A modeling process is described, consisting of parameter screening, model 

development and model validation. Parameter screening is used to reduce the number 

of parameters and to reduce the number of tests required to model the system. A 

statistical model is developed by executing a designed experiment that tests the data-

link layer system component on varying combinations of input parameter values. 

Changes in input parameter values are related to the observed processing latencies by 

using multiple linear regression, which gives an estimation equation. This equation is 

validated by executing a validation experiment. Results of the validation tests are 

first estimated using the model equations. The validation tests are then executed, and 

the observed latencies are compared to the estimated latencies using graphs and 

hypothesis testing. 

The estimation models help to identify performance bottlenecks and to estimate, 

with reasonable accuracy, data-link layer transport block processing latencies in 

different worst-case scenarios in LTE downlink data transfer scenarios. Estimation 

enables LTE base station manufacturers to predict the performance and capacity 

specifications of future products before they are even implemented. Capacity 

information, even if estimated, is valuable to customers: network operators use it to 

plan their networks, and it is also a key selling point when new products are 

marketed towards operators. 
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Case A B C D A(1+D) AB(1+D) ABC(1+D) 
Variant 

1 
Variant 

2 
Variant 

3 

1 4 1 1 0 4 4 4 64722 54537 84732 

2 4 3 1 0 4 12 12 89425 73367 95784 

3 4 1 1 1 8 8 8 99989 83926 117888 

4 4 3 1 1 8 24 24 156735 131362 137536 

5 10 1 1 0 10 10 10 148639 131780 144290 

6 10 3 1 0 10 30 30 228521 189310 173148 

7 10 1 1 1 20 20 20 260772 224810 217970 

8 10 3 1 1 20 60 60 436424 362763  187270 

9 3 1 1 0 3 3 3 46757 39516 77978 

10 3 1 2 0 3 3 6 50919 46204 76136 

11 3 3 1 0 3 9 9 69670 54172 95170 

12 3 3 2 0 3 9 18 87325 68119 102538 

13 4 1 1 0 4 4 4 64093 50512 83504 

14 4 1 2 0 4 4 8 69870 57094 86574 

15 4 3 1 0 4 12 12 96133 73805 97012 

16 4 3 2 0 4 12 24 119551 97054 109292 

17 3 1 1 1 6 6 6 78174 67692 102538 

18 3 1 2 1 6 6 12 84989 73640 104994 

19 3 3 1 1 6 18 18 124724 96122 127712 

20 3 3 2 1 6 18 36 156748 122081 132010 

21 4 1 1 1 8 8 8 108988 84899 117274 

22 4 1 2 1 8 8 16 118054 98931 124028 

23 4 3 1 1 8 24 24 168919 135609 138764 

24 4 3 2 1 8 24 48 215620 174749 172534 

 
 
 

 


