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ABSTRACT

The popularity of 3D virtual worlds has increased a lot in recent years and they
are becoming essential enablers for providing interactive collaboration methods
for people. Virtual worlds are also making their way in the real world with the
help of augmented reality technologies. Currently, many service providers are
trying to make it easier for users to access their virtual worlds. However, access-
ing a virtual world typically requires installing a separate client application that
needs a different configuration for each device platform and operating system. In-
stalling a client is a nuisance for end-users and developing and supporting client
configurations is costly for service providers hindering the adoption of 3D virtual
worlds.
3D Web technologies and standards have been evolving rapidly allowing soft-
ware developers to create 3D virtual worlds that can be viewed with a web
browser. However, many of these technologies require the end-user to install spe-
cific plug-in software into their web browser before the technology can be utilised.
Using the new WebGL technology, an interactive 3D environment can be used on
a cross-platform supported web browser without installing any plug-ins. In this
thesis, a system architecture and a prototype implementation of a WebGL-based
virtual world client are presented to provide a plug-in free, readily extensible and
open source web client for 3D virtual worlds.
The performance of the web client was measured in terms of CPU load, memory
consumption, frame rate and 3D scene processing time on a desktop PC and on
a high-end tablet device. The performance evaluation results show that the web
client has good future prospects on desktop PCs, but more work needs to be done
to achieve good performance on tablet devices.
A publication, "A Virtual World Web Client Utilizing an Entity-Component
Model", based on this thesis was written and it was accepted in the NGMAST
2013 conference. Additionally, the effect of network quality on the performance
and the user experience of the web client will be researched in the near future.
This thesis has successfully contributed to research in the field of 3D Web and the
implementation of the web client has served as a proof of concept affecting the
technological choices of related third party projects. The implemented web client
can be used on various platforms with web browsers that support WebGL and
WebSocket technologies, thus making it available for many users. Also, the web
client can be extended easily due the modular architecture and the utilisation of
the Entity-Component model on the management of the 3D scene hierarchy.

Keywords: Web 3D, HTML5, web browser, realXtend Tundra, entity-component
model
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TIIVISTELMÄ

3D-virtuaalimaailmojen suosio on kasvanut paljon viime vuosina ja niistä on tu-
lossa tärkeitä työkaluja ihmisten väliselle interaktiiviselle yhteistyölle. Virtuaa-
limaailmat ovat yhtymässä myös reaalimaailmaan lisätyn todellisuuden teknolo-
gioiden avulla. Monet palveluntarjoajat yrittävät nykyään helpottaa käyttäjien
pääsyä virtuaalimaailmoihin. Virtuaalimaailmoihin päästäkseen käyttäjä joutuu
yleensä asentamaan erillisen asiakasohjelman, joka joudutaan erikseen räätä-
löimään jokaiselle laitealustalle ja käyttöjärjestelmälle sopivaksi. Asiakasohjel-
man asentaminen on hankalaa käyttäjille ja asiakasohjelmien eri käyttöjärjestel-
mäkohtaisten versioiden ylläpito on kallista palveluntarjoajille. Tämä vaikeuttaa
3D-virtuaalimaailmojen omaksumista.
3D Web -teknologiat ja standardit ovat kehittyneet nopeasti ja helpottavat ke-
hittäjiä luomaan 3D-virtuaalimaailmoja joita voidaan katsella verkkoselaimella.
Käyttäjän täytyy kuitenkin asentaa erillinen lisäohjelma verkkoselaimeen ennen
kuin teknologiaa voi käyttää. Käyttämällä uutta WebGL-teknologiaa, interak-
tiivista 3D-maailmaa voidaan käyttää monella alustalla toimivalla verkkoselai-
mella joutumatta asentamaan erillisiä lisäohjelmia. Tässä työssä esitellään jär-
jestelmäarkkitehtuuri ja prototyyppi WebGL-pohjaisesta asiakasohjelmasta 3D-
virtuaalimaailmoille, joka on helposti laajennettava, ei tarvitse ylimääräisiä lisä-
ohjelmia ja on lähdekoodiltaan avoin.
Web-asiakasohjelman suorituskykyä arvioitiin mittaamalla ohjelman aiheut-
tama CPU-kuorma, muistinkulutus, kuvataajuus ja 3D-näkymän prosessointiin
kuluva aika pöytätietokoneella ja tehokkaalla taulutietokoneella. Mittaustulokset
osoittavat, että web-asiakasohjelmalla on hyvät tulevaisuudennäkymät pöytätie-
tokoneilla, mutta lisää kehitystyötä on tehtävä hyvän suorituskyvyn saavuttami-
seksi taulutietokoneilla.
Tämän työn pohjalta tehty julkaisu, "A Virtual World Web Client Utilizing
An Entity-Component Model", on hyväksytty NGMAST 2013 -konferenssiin. Li-
säksi, verkon laadun vaikutusta web-asiakasohjelman suorituskykyyn ja käyttö-
kokemukseen tullaan tutkimaan lähitulevaisuudessa. Tämä työ on onnistuneesti
kontribuoinut 3D Web:iin liittyvään tutkimukseen ja on vaikuttanut teknologioi-
den valintoihin työhön liittyvien kolmannen osapuolen projektien piirissä. Toteu-
tettua asiakasohjelmaa voidaan käyttää monilla alustoilla verkkoselaimilla, jotka
tukevat WebGL- ja WebSocket-teknologioita, mikä tekee ohjelmasta helposti saa-
vutettavan useille käyttäjille. Toteutus on myös helposti laajennettavissa sen mo-
dulaarisen rakenteen ja 3D-näkymän hierarkian hallintaan käytetyn entiteetti-
komponentti -mallin takia.

Avainsanat: Web 3D, HTML5, verkkoselain, realXtend Tundra, entiteetti-komponentti
-malli
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ABBREVIATIONS

2D Two-Dimensional
Having the dimensions of height and width, but no depth.

3D Three-Dimensional
Having the dimensions of height, width and depth.

API Application Programming Interface
A set of functions for accessing methods of a programming library.

BLOB Binary Large Object
A collection of binary data stored as a single object.

CPU Central Processing Unit
A hardware component inside a computer where most calculations
take place.

CSS Cascading Style Sheets
A mechanism for adding style to Web documents.

DOM Document Object Model
DOM defines a standard method for manipulating and accessing
HTML documents.

EC Entity-Component
A single component within a virtual world entity that defines a spe-
cific functionality for the entity.

FPS Frames per Second
FPS is the number of consecutive images displayed per second.

FPU Floating-point Unit
A hardware component inside a computer that carries out opera-
tions on floating point numbers.

GLSL OpenGL Shading Language
A programming language used for drawing graphics with a com-
puter.

GPU Graphical Processing Unit
A hardware component inside a computer that rapidly processes
graphics.

HTML Hypertext Markup Language
A markup language for creating structured documents for the web.



OpenGL Open Graphics Library
A multi-platform API for rendering computer graphics.

OpenGL ES Open Graphics Library for Embedded Systems
A subset of OpenGL designed for embedded systems.

SDK Software Development Kit
A set of tools for developing software applications.

WebGL Web Graphics Library
A JavaScrip API for rendering graphics within a web browser with-
out plug-ins.

VRML Virtual Reality Modelling Language
A standard file format for presenting interactive 3D vector graph-
ics.

W3C World-Wide Web Consortium
The main standards organisation for the web.

WHATWG Web Hypertext Application Technology Working Group
A community of people interested in developing new web technolo-
gies.

WWW World Wide Web
A system of hyperlinked documents that can be accessed using the
Internet.

X3D Extensible 3D Graphics
An XML-based file format for presenting interactive computer
graphics.



8

1. INTRODUCTION

1.1. Background and Motivation

For many years, three-dimensional (3D) virtual worlds have provided interactive meth-
ods for people to communicate and collaborate with each other. In a 3D virtual world,
users can, for example, create interactive 3D content, hold virtual meetings or art con-
ventions or play games with friends. Bell defines a virtual world as synchronous,
persistent, network of people which is represented by virtual avatars and facilitated by
networked computers [1]. People and social groups are central to virtual worlds [1],
so it is important that virtual worlds are easily accessible for people. The popularity
of 3D virtual worlds has increased a lot in recent years [2, 3, 4] and they are becoming
part of our reality with the help of augmented reality technologies. 3D virtual worlds
are evolving to be a utility that has potential to ease our everyday life [3]. To achieve
that goal, the utility must be as easy as possible to deploy.
Additionally, virtual worlds are important enablers of the future 3D Internet [3, 4].
The 3D Internet is the next generation of the current 2D Internet. Instead of providing
just 2D web portals, the 3D Internet provides a whole 3D virtual world that offers im-
mersive services, social interaction and communication for its users. The 3D Internet
allows interaction with people in a natural way. Also, searching information in the 3D
Internet can be easier than in the current Internet by utilising spatial relationships of 3D
virtual world objects. [3] The easily deployable virtual worlds may play a significant
role in speeding up the evolution of the 3D Internet in the future.
Currently, many virtual world services and software development kits (SDKs) for
creating virtual world services are provided, such as realXtend Tundra, Second Life,
Open Wonderland and Sirikata. SDK is usually a set of tools for creating applications
for a certain software package. All of these virtual worlds are trying to improve the
accessibility of their services to users. Accessing a 3D virtual world typically requires
installation of a standalone client application that needs a different configuration for
each device platform and operating system [5]. It can be a relatively big task for a
basic computer user to get the virtual world client to work on their computer [5]. The
client may support only one operating system and it may need various software to be
installed before it can be used. This is not only an expense for service providers, but
also a nuisance for end-users hindering the adoption of 3D virtual worlds. Commonly,
popular operating systems come with a web browser pre-installed and the user can start
browsing the web only by opening the browser. The most popular web browsers have
cross-platform support, meaning that the same web browser can be used in multiple
different operating systems with minor feature differences.
The rapid evolution of 3D web technologies and standards has allowed software de-
velopers to create 3D environments to be used directly in a web browser. Most of these
technologies, like Flash and Java 3D, can only be used by installing a web browser
plug-in. However, installing such a plug-in still requires additional effort from the
user. In addition, one has to make sure that the plug-in is always updated to its lat-
est version not to have security vulnerabilities or other problems. A common trend
nowadays is that 3D rendering should be part of web browsers’ features, so that no
additional plug-ins are needed. In recent years, there has been a lot of effort for inte-
grating 3D graphics in a web browser and some new standards have been proposed as
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a result. Web Graphics Library (WebGL) is one of these new 3D web standards [6].
It is a promising technology that allows 3D rendering in a browser without any plug-
ins. Using WebGL, the interactive 3D environment can be integrated to be a part of a
web page. Many web browsers for desktop PCs support WebGL already and support
for WebGL on mobile devices has been improved a lot in recent years. A web ser-
vice called caniuse.com collects information about what technologies and standards
various web browsers support1. There it can be seen that the support for WebGL on
mobile web browsers has been improved greatly in recent versions of the mobile web
browsers indicating that the WebGL support on mobile devices will be improved even
more in the near future. Currently, there are only a few plug-in free 3D virtual world
web clients available for web browsers that implement an extensible architecture for
3D virtual worlds, and even fewer of them are open source. Examples of these web
clients are Sirikata Kataspace and Cloudparty. Sirikata Kataspace is an example of an
open source web client implementation for the Sirikata virtual world platform. How-
ever, it has not been developed actively in recent years and it utilizes some technology
that is already obsolete. Also, because Sirikata has quite unique system architecture,
the Kataspace works only on the Sirikata platform. Cloudparty is an example of a
commercial web client for a cloud-based virtual world service. The source code of
the Cloudparty web client is not open source. The demand for easily deployable 3D
virtual world clients has increased in the virtual world industry in recent years [5], thus
the number of browser-based 3D virtual world clients will presumably increase in the
near future. To fulfil this demand, an extensible and open-source web client that could
be used for easily developing various virtual world applications or could be used as a
basis for other web clients, should be developed.

1.2. Research Objectives and Methods

In this thesis, an extensible, open source and plug-in free 3D virtual world web client
and a module for realXtend Tundra 3D virtual world platform are developed. The mod-
ule is needed for enabling communication and synchronisation between the web client
and the realXtend Tundra platform. Particularly, this thesis will concentrate on the de-
sign, implementation and performance evaluation of the web client. The performance
of the web client is evaluated on a desktop PC and on a high-end tablet device for com-
parison and to assess the prospects of the web client on mobile devices. Additionally,
technologies needed for developing the web client are reviewed and compared.
The main objectives of this thesis can be summarised as follows:

1.Review and compare suitable 3D web technologies in terms of how applicable
they are for developing an extensible, open source and plug-in free 3D virtual
world web client (henceforth, called the web client).

2.Design and develop the web client.

3.Evaluate the performance of the implemented web client on a desktop PC and
on a high-end tablet device.

1http://caniuse.com/webgl (accessed 3.7.2013)
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4.Analyse and compare the evaluation results to reveal the future prospects of web
clients on desktop PC and tablet devices.

The research method chosen for this thesis is based on the design-science paradigm.
First, a software artefact is designed and built and it is then evaluated by series of
test cases. [7] In this case, the web client is designed and implemented and in or-
der to evaluate the performance of the implemented web client, frame rate, memory
consumption, Central Processing Unit (CPU) load and scene processing times are mea-
sured on a desktop PC and a tablet device.

1.3. Contents of the Thesis

This thesis can be divided into two parts. The first part consists of Chapter 2 in which
technological evolution of 3D web technologies is presented, popular 3D web tech-
nologies are reviewed and compared, technologies suitable for the web client are re-
viewed and compared and finally, the existing literature related to web clients is re-
viewed. The first part also introduces the entity-component model architecture for
managing the object hierarchy and functionalities in a 3D virtual world scene. The
entity-component model is used to make the 3D scene architecture of the web client
more easily extensible.
The second part consists of four chapters and focuses on design, implementation
and evaluation of the web client. System design and implementation is explained in
Chapter 3. Next, experimental setup, test cases and results are introduced in Chapter
4. Finally, discussion and conclusions are presented in Chapters 5 and 6.
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2. 3D WEB AND RELATED TECHNOLOGIES

This chapter will fulfil the first objective of this thesis as defined in Section 1.2. In
this chapter, an overview of the related web technologies is given. First, technological
evolution of important 3D Web standards and technologies is presented and after that
the 3D Web technologies are compared. Finally, the related technologies useful for
developing a virtual world web client are introduced.

2.1. Evolution of 3D Web

After World Wide Web (WWW) became popular in the 1990s, there has been increas-
ing effort for integrating variable multimedia into an ordinary web page and making
web a place where all kinds of content would be easily available. Today, there are many
widely used standards for streaming different video formats, viewing two-dimensional
(2D) graphics, and other multimedia that web browsers natively support. Nevertheless,
it has been a difficult task to provide any widely accepted standards for 3D graphics
for the Web. For the past 20 years, different standards and technologies for 3D Web
have been proposed, but most of them never really caught on.
One of the proposed standards that can be said to have started the development of 3D
on the Web was open and royalty-free Virtual Reality Modelling Language (VRML).
It was first introduced by Dave Raggett in the first international WWW conference in
1994 [8] and later refined by the VRML Consortium. It became a 3D Web standard
in 1997 [9]. It is a plain text file format and it was intended to be used for describing
interactive virtual worlds and other 3D content, much like Hypertext Markup Lan-
guage (HTML) is used to describe 2D web content. HTML is a markup language for
structuring and presenting web pages or other information that can be viewed in a web
browser and the core technology of the Internet. In the beginning, VRML was sup-
ported by many companies and huge future prospects were promised. However, due to
the technical limitations of the 1990s computers, low bandwidth of the Internet and the
lack of proper authoring tools, the promises were broken and the support for VRML
greatly diminished [10].
In the following years, the VRML Consortium changed its name to Web3D Consor-
tium and started to develop a new open and ISO ratified Web3D standard that would
extend VRML. This standard is Extensible 3D Graphics (X3D) [11] and a draft for it
was released in 2002. It is an XML-complaint language, very similar to VRML, but
it has more features and better extensibility than VRML. Compared to VRML, which
is a very monolithic standard, X3D architecture provides components and profiles that
are flexible and have great customizability. Despite better features and flexibility, X3D
has not become so popular with developers and authors, but it has gained popularity in
the field of education. Nevertheless, in recent years, X3D has gained more attention
because of new emerging technologies, XML3D and X3DOM, which are discussed
later.
Common to these standards is a requirement of a "player"-software, a 3D content
viewer, which is used to display the 3D content described in X3D or VRML files. The
3D viewer is usually a web browser plug-in that must be installed into a web browser
before the 3D content can be displayed and the user can interact with the content, or
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it can be a standalone software running in an operating system. Because there were
no official standards yet for viewing 3D content in a web browser when VRML and
X3D were created, different organizations created their own plug-ins and applications
for viewing the 3D content. Technologies such as Java 3D, Adobe Flash (formerly
Macromedia Flash) and Unity 3D Web Player came to existence to serve the needs of
the organizations and to provide additional features that were not defined in VRML
and X3D specifications.
Around the year 2006, together with Mozilla Foundation, the non-profit Khronos
Group started developing a new 3D Web Application Programming Interface (API)
standard called WebGL [6]. API is usually a set of functions that allows a software
developer to interact with a specific software component, in this case with the WebGL
library. This standard makes graphics processing unit (GPU) accelerated 3D rendering
possible within a web browser and without any plug-ins. GPU is the hardware com-
ponent within a computer that processes and renders 2D and 3D graphics effectively.
WebGL uses the Canvas element of HTML5 standard to display the 3D graphics. How-
ever, there has been controversy about the integration level of WebGL, and it has been
argued that 3D rendering should be even more integrated with the Document Object
Model (DOM) standard [12]. This kind of integration enables even better control of 3D
content in web pages and makes developing of 3D web pages easier for web developers
who lack knowledge in the field of 3D graphics.
Integration of 3D graphics directly into the DOM is still work in progress. The
Web3D Consortium is working on a X3DOM standard to achieve the proposed inte-
gration levels of the 3D graphics on the web. X3DOM uses currently X3D as a format
for describing a 3D scene and WebGL-based 3D rendering on web browsers that sup-
port WebGL [13]. It has also a competitor named XML3D which tries to extend the
current HTML, Cascading Style Sheets (CSS), which is generally used for defining
how different DOM elements are styled in a web page, and DOM standards to support
3D representations rather than to completely invent a new standard [14]. XML3D also
currently uses WebGL for rendering on a web browser.
In the future, the integration level is planned to be increased even more, so CSS could
be used by web page designers to easily define Open Graphics Library for Embedded
Systems (OpenGL ES) 2.0 shaders for web page elements [12]. OpenGL ES is a subset
of Open Graphics Library (OpenGL), which is a programming API used for interacting
with GPU to achieve hardware-accelerated graphics rendering. A shader is a program
for performing calculations related to computer graphics that runs directly on a GPU.
CSS shaders are already part of CSS Filter Effects Specification draft in where they
are known as "CSS Custom Filters" [15]. Currently, WebGL is gaining more and
more foothold while it is used in the future 3D Web standard implementations and
other applications. Judging from the current development speed of the technologies,
it is possible that WebGL along with other 3D Web standards will replace the plug-in
dependant 3D Web almost entirely in the near future.
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2.2. Comparison of Web 3D Technologies

Currently, there are competing 3D Web technologies of which major part require in-
stalling a plug-in into a web browser. In this section, most popular 3D Web technolo-
gies are compared.
In Table 1, platform and web browser support of most popular 3D Web technologies
are compared. As shown in the Table 1, most of these technologies support multiple
platforms and web browsers, but most of them require installing a web browser plug-in
before the technologies can be used.

Table 1. Comparison of 3D Web Technologies
Technology Plug-in needed OS support Browser sup-

port
Future
prospects

Java3D Yes Cross-platform Most popular
browsers

Unknown

Adobe Flash Yes Cross-platform
(not iOS)

Most popular
browsers

Adobe stops sup-
porting Mobile
Flash

Silverlight Yes Mac OS X, Win-
dows, Windows
Mobile, Symbian
(Series 60)

Internet Ex-
plorer, FireFox,
Chrome, Opera,
Safari

Unknown

Unity Web
Player

Yes Windows, Mac
OS X

Most popular
browsers

Unknown

X3D Yes Windows, Linux
and Mac OS X

Plug-ins avail-
able mainly for
Internet Explorer
and FireFox

Possible inte-
gration into web
browsers

WebGL No Cross-platform,
support for mo-
bile devices not
complete

Chrome, Fire-
Fox, Safari,
Opera

Most browsers
and platforms,
greater support
in mobile devices

XML3D No (Served as
JS framework on
top of WebGL
for developers)

Same as WebGL Same as WebGL Possible inte-
gration into web
browsers

Java 3D technology is a 3D programming API for the Java platform. Because it uti-
lizes the Java platform, it can be used on multiple platforms by installing a Java plug-in
in the web browser. Java technology is almost two decades old and thus it has a large
platform coverage and user-base. However, researchers have discovered many secu-
rity problems in the Java platform during the recent years, so Java might pose serious
security risks for its users [16]. Adobe Flash has existed similarly almost two decades
and also has a very large user-base and platform coverage. It offers 3D programming
capabilities for the web through Stage3D 3D programming API. Unity Web Player and
Microsoft Silverlight have the smallest platform coverage, because they are quite new
technologies. Unity Web Player is a web browser plug-in for the popular Unity3D
game engine. The plug-in allows playing the games or exploring virtual worlds that
are made with Unity3D using a web browser. Microsoft Silverlight is a similar web
programming framework as Adobe Flash and it provides 3D programming capabilities
through its API. Both Adobe Flash and Microsoft Silverlight also require installing a
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plug-in and they also suffer from security issues, although not as badly as Java plat-
form. According to W3Techs survey1, Adobe Flash is used by 17.9% , Silverlight is
used by 0.2% and Java is used by 0.1% of all web sites. The other 3D Web technologies
are not yet utilised widely by web sites.
X3D and XML3D are promising competitors in the field of Web 3D technologies be-
cause of their focus on standardisation and growing platform and web browser support
utilizing the power of WebGL. Currently, X3D requires mainly installing a plug-in
before it can be used in a web browser. However, the X3DOM project that demon-
strates how X3D should be integrated into a web browser allows viewing X3D content
using a web browser that supports WebGL. XML3D is competing with X3DOM to
provide a more intuitive way to handle 3D graphics in a web browser [14] and also
uses WebGL for rendering. Currently, WebGL seems to be the most promising 3D
Web technology with the highest future prospects. Although X3DOM and XML3D
are also promising technologies, they depend on the WebGL API in their current im-
plementation and they are not quite mature technologies yet. Because of the WebGL
dependency, the current implementations X3DOM and XML3D can be considered to
be more of WebGL frameworks than separate 3D Web technologies. WebGL technol-
ogy is very well adopted in the newest versions of popular web browsers and mobile
platforms, which makes WebGL a good choice for developing 3D web applications
until newer Web 3D standards are mature enough.

2.3. HTML5 and WebGL

As described in previous sections, WebGL has become a very promising 3D Web stan-
dard. In this section, technology behind WebGL and its relationship to HTML5 stan-
dard will be described more deeply.

2.3.1. HTML5

HTML5 is the fifth revision of the Hypertext Markup Language (HTML) standard and
currently a World-Wide Web Consortium (W3C) Candidate Recommendation. HTML
is a core language of the World Wide Web and it is used for structuring and presenting
content for the web. HTML5 attempts to fix the issues of the older HTML specifi-
cations and provide markup and application programming interfaces (APIs), such as
Canvas, Video and Audio elements for developing modern web applications and to
support the latest multimedia. The new set of features diminishes the need for hav-
ing to resort to third-party plug-ins when handling multimedia content on a web page.
Additionally, many features have been designed to be ran on low-powered mobile de-
vices such as tablets and smart phones. One of the most exciting features of HTML5
is Canvas which developers can use directly in a web page to render interactive 2D or
3D graphics such as graphs, game graphics or art. [17]

1http://w3techs.com/technologies/overview/client_side_language/all (Accessed 1.8.2013)
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2.3.2. WebGL and OpenGL ES 2.0

The WebGL specification [6] is based on the OpenGL ES 2.0 specification [18] and it
provides an API for immediate mode 3D rendering for the web. WebGL uses the sim-
ilar rendering methods as OpenGL ES 2.0 in HTML context by utilizing the HTML5
Canvas as a rendering context. WebGL provides a JavaScript API that can be used to
create for example a JavaScript framework on top of the API. The most mature open
source WebGL JavaScript frameworks will be compared in the next section. Using up-
per level frameworks that are built for specific use cases can simplify the development
of WebGL applications and reduce the need to learn OpenGL ES 2.0 calls. However,
WebGL API can be used also directly and it should be familiar for developers who
have experience with OpenGL ES 2.0. In order to use WebGL API, authors must get
a WebGLRenderingContext object for the HTML5 Canvas element. In practice, this
happens by creating a canvas element in a HTML document and calling getContext()
method of the element.
OpenGL ES 2.0 rendering pipeline is visualized in Figure 1 [18]. Because WebGL is
based on OpenGL ES 2.0, the rendering pipeline is the same for WebGL. The pipeline
in the figure represents only vertically parallelized pipeline in order to simplify the
graph. Vertically parallelizing means that processing is done in different stages. Nowa-
days, modern GPUs use also horizontally parallelized pipelines for dividing heavy-
weight stages in smaller parts and processing them concurrently, or running multiple
pipelines in parallel.

Figure 1. OpenGL ES 2.0/WebGL Pipeline.

Although WebGL is similar to OpenGL ES 2.0, it has some differences that have
been made to ensure security and portability across many operating systems and de-
vices. These differences have an affect on how buffers, vertices, pixels and textures
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are handled in WebGL. Most importantly, compressed texture support is not included
in the WebGL specification, and it is left for web browser vendors to decide how to
implement this feature. Texture compression is important for WebGL applications that
potentially use lots of textures such as virtual world clients because the compression
reduces the required network bandwidth by reducing the size of texture files. Cur-
rently, at least the newest versions of Mozilla Firefox and Google Chrome support
compressed textures with WebGL.
Compared to OpenGL ES 2.0 in native runtime environment, running code in web
browser context needs some additional security because the risk of getting malware
from third-party sources in the web or being attacked through a web page is high.
Several security measures have been introduced in the WebGL specification. There are
resource, origin and shader restrictions.
Resources are restricted in WebGL in a way that all resources used with WebGL
must be initialized or WebGL implementation must initialize the resources if they are
not initialized. Also, it must be ensured that shaders cannot access uninitialized or
out-of-bounds WebGL resources. Origin restrictions are related to HTML5 Canvas el-
ement. Usage of resources from different origins is controlled by the so-called "origin-
clean" flag. HTML5 Canvas element has this flag and WebGL utilizes the canvas flag
value when the Canvas element is used as WebGL context. The WebGL "origin-clean"
flag is set to false and a SECURITY_ERR exception is raised when certain WebGL
calls are made with resources that are not from the same origin as the HTML docu-
ment that owns the Canvas element. The same event happens when the Canvas "origin-
clean" flag is already false and the same methods are called. Shader restrictions affect
what kinds of shaders can be used with WebGL. The most important restriction is that
only shaders which conform to (OpenGL ES Shading Language) GLSL version 1.0
are allowed to load. GLSL is a programming language for writing shader programs for
OpenGL ES.
It is also possible to create a denial-of-service attack with WebGL on purpose or
unintentionally. This can happen when too complex shaders or geometry are being
rendered making the draw calls long-running. These long draw calls may cause loss of
interactivity for the whole window environment of the operating system. It is suggested
that user agents should implement their own safeguards against to prevent too long
draw calls, because limiting the complexity of shaders would prevent authors from
implementing useful shader algorithms. [6]

2.3.3. Comparison of common WebGL JavaScript frameworks

There are many JavaScript frameworks available for WebGL. Developers of these
frameworks aim to abstract the underlying Open GL ES 2.0 calls and facilitate the de-
velopment with WebGL compared to what it would be if using only WebGL JavaScript
API. Abstraction of the OpenGL ES 2.0 calls diminishes the need to learn OpenGL pro-
gramming in order to develop 3D applications. Here, some of the most popular Open
Source WebGL frameworks are introduced and compared in terms of how suitable they
are for building a virtual world web client.
In Table 2, the popularity is measured by looking the number of stars users have
given for the project in GitHub. With the star, system users can keep track of GitHub
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repositories that are interesting [19]. While the number of stars per project does not
give an accurate value for popularity, it can nevertheless be used to evaluate the popu-
larity of the project. The commit count column in the table indicates how many com-
mits have been made in the project git repository during the whole project age. This
value can be used to evaluate the overall activity of the project developers and maturity
of the project. The project age column shows the project age in years since the first
commit has been made in a GitHub repository. Judging by these numbers, three.js and
X3DOM seem to be the most mature frameworks for developing WebGL applications.
Three.js has a popularity value much larger that of the other frameworks, because it
has been used successfully in various demo cases and WebGL tutorials, which has
increased its visibility in the media.

Table 2. General comparison of popular WebGL frameworks2

Framework Purpose Popularity Commit
count

Project age
(Years)

three.js General purpose 11500 6021 3
PhiloGL Visualization, game development 478 327 2
GLGE General purpose 309 634 3.5
CubicVR.js General purpose 274 845 3
X3DOM General purpose 107 4294 4
XML3D General purpose 11 1101 4

Next, previously introduced frameworks are further evaluated in terms of how ap-
plicable they are for building an extensible 3D virtual world web client. The most
important features needed for a 3D virtual world client vary greatly depending on the
application. A virtual world server can provide, for example, a very simplistic 3D vir-
tual world consisting of simple blocks and shapes or a very realistic virtual world with
complex 3D objects and surface materials. Because one objective of this thesis is to
make the web client easily extensible to support various virtual world applications, it is
important that the chosen JavaScript framework has an extensive set of useful features.
Usually, for creating a 3D virtual world scene, features such as a camera implemen-
tation, different types of lighting and materials with textures, support for basic image
types such as PNG and JPEG for creating the textures and ability to draw, move and
transform objects of various shapes are needed. Additionally, in the definition of vir-
tual worlds [1] it is suggested that virtual world users should be presented as avatars.
An avatar is a graphical or textual digital representation, more than just a simple name
or label, that is controlled by a virtual world user. In a 3D virtual world, avatars can
be created as static 3D objects, but animated avatars are more immersive. For proper
animation support, skeletal animation and morph target animation should be supported
by the frameworks. Skeletal animation can be used for moving predefined bones of a
3D object such as an avatar and perform, for example a walking animation. Vertices
of a 3D object are attached to the bones and they move when the bones are moved.
Morph target animation is used for directly moving vertices of a 3D object. It can be
used, for example, animating facial expressions and it can be used in combination with
skeletal animations to produce more realistic avatars.

2Data for the table fetched in 30.5.2013.
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All the general purpose frameworks provide the basic features described before, best
implemented in three.js and X3DOM. Three.js provides various camera implementa-
tions, such as perspective and orthographic cameras, and camera controllers, such as
trackball, first person and path controls. Several lighting options are provided, includ-
ing ambient and direction, spot and hemisphere lighting. Three.js has various surface
material options, such as lambert and phong materials, and they all support textures.
Many geometric shapes are also offered, for example, plane, cube, sphere and torus,
and an ability to create customized geometric shapes easily is provided. For transform-
ing 3D objects, full set of time and 3D math functions are available. Three.js supports
many widely used 2D image formats for creating textures, such as PNG, JPEG, GIF
and texture files compressed by S3 texture compression (S3TC). Support for S3TC
compressed textures is important, because it is widely supported by current graphics
hardware. This means that the compressed textures stay compressed in the video mem-
ory, allowing usage of much larger textures and reducing the amount of needed video
memory. If other formats, such as JPEGs, are used as textures, they have to be uncom-
pressed before sending them to graphics hardware. For animation, three.js provides
both morph target and skeletal animation, allowing creation of more realistic avatars.
In addition to the basic features, three.js provides many other useful features: effects,
such as lens flare, post processing methods, such as bloom and blur, 3D file importers
for importing 3D data in different file formats, such as VRML, OBJ, PLY and Collada.
Various WebGL shaders are also provided for creating effects and simulating lighting
or surfaces and methods for easily creating own WebGL shaders are available.
X3DOM and three.js are almost on the same level feature-wise, but three.js provides
more useful extra features and by providing several 3D file importers, it is not limited
to use single 3D file format as X3DOM is. XML3D also provides the basic features,
but falls behind X3DOM and three.js in terms of the amount and maturity of the fea-
tures. Like X3DOM, XML3D uses only its own 3D file format and does not provide
3D file importers. PhiloGL is mostly focused on data visualization; thus, it is lacking
many features, such as morph and skeletal animation and compressed texture support,
that would be good for a 3D virtual world client. GLGE provides the basic features,
skeletal animation support and also some extra features, like integrated physics engine
which is not found in many other frameworks. However, because the GLGE frame-
work has not been developed actively for a long time, it has fallen behind other frame-
works, so it makes more sense to choose a framework that has an active community
developing it. Finally, CubicVR also provides the aforementioned basic features and
some additional features that are similarly implemented in three.js and X3DOM, and
similarly to GLGE, CubicVR has an integrated physics engine. However, as GLGE,
CubicVR has not been recently actively developed and has fallen behind other more
mature frameworks.
Scene management performance of a WebGL framework is an important aspect if
larger scale virtual worlds are rendered in a web client. PhiloGL and CubicVR are
most focused on the performance. PhiloGL tries to be as close to the WebGL calls
as possible by providing a light abstraction to WebGL. However, PhiloGL does not
utilize advanced scene management algorithms, such as octrees, to increase the actual
rendering performance, but it has Web Worker support for parallelizing heavy compu-
tation tasks executed in the JavaScript environment of a web browser. Web Workers
are presented in more detail in Section 2.5. CubicVR has also support for Web Workers
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and additionally it supports octrees. Three.js is also quite optimised for performance
and advanced scene management techniques are currently being added in three.js to
provide even better performance. Also, recently, performance on mobile devices has
been taken in account by three.js developers. Lastly, X3DOM and XML3D both have
added abstraction layers to their implementation to make developing simpler for web
page designers, but that can cause a negative impact on the performance.
All in all, three.js provides all basic features and a large set of extra features and ex-
amples that can be used easily for adding more functionalities if they are needed in the
web client. Compared to X3DOM, three.js seems to be in a more advanced stage and
it is evolving faster because of the active developer community. X3DOM is more re-
search oriented project, so many its features have limited functionality. Also, X3DOM
is limited internally to the X3D file format for structuring scenes and loading 3D as-
sets. Three.js provides many loaders for parsing different types of 3D file formats and
converting them into its internal 3D format. Because many virtual world servers utilize
different types of 3D assets, it is important that the framework can handle various file
formats. Judging by the comparison of the WebGL frameworks, three.js is currently
the most suitable framework as a basis for the web client.

2.4. WebSockets

WebSocket protocol provides a two-way connection between a client and a remote host
by utilizing a TCP connection. The aim of the WebSocket protocol is to make two-
way communication between browser-based applications and servers possible without
relying on opening of multiple HTTP connections. Unlike the TCP protocol, which
enables only stream of bytes, WebSocket protocol additionally enables a stream of
messages and a stream of binary large objects (BLOBs). BLOB is a collection of binary
data presented as a single entity and they are often images or other multimedia objects.
WebSocket protocol is also related to the HTTP protocol; when forming a WebSocket
connection, a WebSocket client sends a handshake request to a server using HTTP and
after a successful handshake, the protocol used for communication is switched from
HTTP to the WebSocket protocol. The handshake is done this way so that servers
could handle WebSocket connections as well as HTTP connections on the same port.
A standard draft for WebSocket protocol was created by Internet Engineering Task
Force. The final version of the draft [20] was published in 2011 and it is currently
waiting to be accepted as an official Internet Standard. W3C published a candidate
standard recommendation of WebSocket API in the year 2011 that would be used by
web browsers. The WebSocket API is implemented in the newest versions of the most
popular browsers that are, for example, Google Chrome, FireFox and Opera.
Figure 2 illustrates the basic message exchange in a WebSocket session. First, a
connection handshake phase is initiated. WebSocket client sends a HTTP GET Up-
grade request to a WebSocket server and requests a protocol switch to the WebSocket
protocol. The server responds and confirms the protocol change and the WebSocket
message transfer can begin. Both ends can send WebSocket messages asynchronously.
A WebSocket message consists of several fragments or frames. Each frame has in-
formation of its length and a piece of the message. First frame of the message also
includes information of the message type, which can be binary data or text, and the
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last frame has a "FIN"-flag that indicates the end of the message. When closing the
WebSocket connection, a close handshake is initiated. Either the WebSocket server or
the client can send a close frame and the other participant of the connection confirms
closure of the connection by also sending a close frame. No more messages can be
sent by the handshake initiator after sending the first close frame, but the other end can
send remaining messages before sending its close frame. The close frame can contain
additional information like the reason for the connection closure and a status code.

Figure 2. An example of basic WebSocket message exchange.

For virtual world clients, real-time communication is essential to provide a good
user experience, so using WebSockets for a web-based virtual world client seems to be
a good approach. Compared to other approaches such as HTTP long polling or HTTP
polling which required abusing the HTTP protocol to create message-based commu-
nication, the WebSocket protocol is much simpler and it effectively avoids problems
that the other approaches may cause [21]. Pimentel and Nickerson compared Web-
Socket latency to HTTP polling and long polling to determine whether WebSocket
communication is better for real-time data exchange [21]. They concluded that the
WebSocket protocol provides better average latency for real-time Internet communi-
cation. Additionally, WebSockets have been successfully used in web-based virtual
world applications such as [22] and [23]. Especially, Chen and Xu measured Web-
Socket traffic of their multiplayer online game framework. They concluded that their
framework fits for browser-based multiplayer online games for a small group of users.
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There are many libraries providing the implementation of the WebSocket protocol
and they can act as WebSocket clients or servers. Examples are:

•WebSocket++is a full C++/Boost ASIO based implementation of RFC6455. It
provides client and server functionalities.

•pywebsocketprovides a standalone WebSocket server written in Python. It is
mainly intended for testing and experimental purposes.

•AutobahnPythonprovides conformant, scalable and flexible WebSocket client
and server implementations for Python.

•WebSocket-Nodeis a JavaScript implementation of the WebSocket protocol ver-
sions 8 and 13 for Node.js. It can act as a client or a server.

2.5. Web Workers

A web page can contain an interactive user interface, plenty of images, text and other
media and it may be connected to a server that sends new content to the web page
when new data is available. Depending on the web page application, the incoming
data can be processed on the web browser. The data processing on a web page is done
in a single-threaded JavaScript environment on a web browser. Problems may arise
when some heavy data processing is in progress and a web page user tries to interact
with the web page. The user interface of the web page will not respond before the
heavy-weight JavaScript script is completed because of the single-threaded processing
architecture. This kind of processing may cause inconvenience to the end user and
reduce interactivity of a web page. However, a new HTML5 technology called Web
Workers can be used to resolve this inconvenience in some cases.
Web Workers are defined in an API specification [24] created by W3C and Web Hy-
pertext Application Technology Working Group (WHATWG). A Web Worker can be
used for executing JavaScript scripts from a web page concurrently and in the back-
ground separated from the user interface scripts or other scripts. This makes it possi-
ble to execute long-running scripts in the background without interrupting them. Web
Workers require more resources compared to ordinary threads, so they can consume
lots of resources if used in large numbers. Preferably, JavaScript scripts that are going
to be ran in a Web Worker thread, are long-lived and have a large start-up resource
cost and a large per-instance memory cost, so the maximum benefit of using the Web
Workers is achieved.
Web Workers have a few good use case scenarios. They can be used, for example,
for image processing on the web browser side or for parsing large data files such as 3D
models, audio and video. An interesting use case is virtual worlds or games. Physics
calculations, artificial intelligence processing, real-time 3D animation related calcula-
tions, such as moving a skeleton of an virtual avatar, and other heavy processing can be
separated to different Web Worker objects. Interactivity is important in virtual worlds
and games, so separating heavy processes from the main thread is a priority. Neverthe-
less, dividing processing to different Web Workers is not a simple task. All algorithms
cannot be parallelized, and there are certain limitations in the Web Worker architecture
that can prevent executing some processes in a Web Worker thread.
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Limitations of Web Workers are related to web browser security measures and thread
safety. Web Workers cannot access all of JavaScript’s features. Their access to the
DOM and its elements, the Window object, the Document object and the Parent ob-
ject is restricted because accessing them is not thread-safe. However, Web Workers
can communicate with the Document object using message passing. Due to the web
browser security restrictions, Web Workers cannot be ran in the local file system, mean-
ing that one cannot use Web Workers when viewing a downloaded web page offline
without Internet connection. The JavaScript code for a Web Worker must be located
and loaded from a remote server. Additionally, Web Workers follow the same-origin
policy. This means that all Web Worker scripts must be located in the same origin. For
example, if using FireFox web browser, two scripts has the same origin in a computer
network if host address, port and protocol used are the same for both of them.
Currently, applicability of Web Workers for web-based virtual worlds and games
have been studied only in few publications. Kohana and Okamoto introduced a sim-
ple load distribution technique for a web-based 2D multiplayer online game [25]. The
technique delegates the physics calculations of a game server to the game clients that
connected to the server by using Web Workers. Their results show that the load dis-
tribution decreased the CPU load on a game client, but increased the communication
load of the server. Erbad, Hutchinson and Krasic presented a platform that enables
scalable quality for web-based games [26]. They used Web Workers in an adaptive
load balancing scheme for providing scalability for simulation and rendering quality
more effectively.

2.6. Component-based Systems for Virtual Worlds

Component-based systems can be used for managing the hierarchy of virtual world
entities. Usually, each component provides a single functionality for an entity. By
grouping multiple components of different types under another component, one can
create entities that represent objects in a virtual world space such as a tree or a bouncy
ball. This kind of approach works well for virtual worlds and games, because virtual
entities usually have a specific set of actions and characteristics. Actions and charac-
teristics of different types of entities can be split into suitable components and further
into attributes that describe the components. Moreover, virtual worlds are often quite
dynamic, so it helps the development of the virtual worlds if the characteristics of the
entities can be changed easily. The component-based systems can provide a more dy-
namic approach for defining and changing the characteristics of the virtual entities than
traditional object hierarchies.
Entity-Component (EC) model is one of the most used component-based system in
games and virtual worlds. It attempts to solve a problem that occurs with traditional
hierarchical virtual world object systems. Hierarchical object systems tend to grow
unnecessary complex in time and thus can become unmanageable. The EC model
simplifies the object system by dividing different object functionalities in different
components. This makes the management of the objects and maintenance of the im-
plementation much easier. The components are then combined into a single entity
object that has only the components that it needs. In other words, object composition
is used instead of inheritance.
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A simplified example of the EC model is given in Figure 3. Objects 1, 2, and 3 in
the figure are entities that consist of different components each of which implements
a certain functionality. Objects 1-3 can be, for example, game entities such as Player,
Enemy and Vehicle. The Components 1-4 can be, for example, Mesh, Name, Placeable
and Physics. Mesh could define the 3D appearance, Name the label and name, and
Placeable the 3D location of their parent entity. Physics component could define some
attributes, such as mass, that can be used for simulating the physical interaction of the
entities. At a general level, virtual world objects or entities are only unique identifiers
which have no data. Components can be added to entities and they can be of any
type and contain any type of data. Usually, components are managed by a component
manager. This kind of architecture can be used to develop a flexible hierarchy for
managing scene objects of a virtual world. Each scene object consists of predefined
components which are managed by the component manager. [27, 28]

Figure 3. A simplified example of the EC Model.

The X3D architecture provides an XML-based node hierarchy that resembles the
component-based systems. It is basically a node-architecture where each node pro-
vides a certain functionality. One can, for example, define a shape node such as a
sphere and add child nodes under it that define other properties such as 3D transfor-
mation or surface material. Node groups of the X3D architecture are similar to the
entities of the EC model. They can be used to group different types of nodes together
and the group has its own coordinate space. One can say that the X3D architecture
is actually a specific implementation of the EC model, but it is not still as dynamic
as a pure EC architecture can be. This is because X3D predefines many rules of how
certain nodes can be arranged in a parent-child hierarchy. In the EC model, the entities
can be parents of any component, thus increasing the flexibility of the architecture.
Component-based scene architectures for Web 3D applications have been studied
in few publications. Dachselt, Hinz and Meißner implemented an XML based ar-
chitecture for component-oriented 3D applications utilizing X3D as the scene graph
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basis [29]. Lescinsky et al. describe a Virtue3D system [30] and Schiefer, Ullrich and
Fellner present a software architecture that integrates a RESTful web service into an
OpenSG scene graph [31]. These two approaches allow dynamically rearranging the
scene at run-time similarly to the EC model architecture. However, aforementioned
architectures do not utilize the Web 3D technologies that are currently supported by
the popular web browsers.

2.7. Web-based Virtual World clients

WebGL-based virtual world clients have been reported only in few publications.
Byelozyorov et al. implemented an open modular virtual world client library for in-
tegrating virtual worlds in a web browser using XML3D and other technologies. [23]
However, the problem with their implementation is that it requires a custom version of
Google Chrome web browser. Additionally, they do provide a modular client frame-
work. Chen and Xu evaluated WebGL-based multiplayer online game framework [22].
Similarly to the approach of this thesis, Chen and Xu utilized WebSocket, WebGL and
three.js technologies in the implementation and they analytically showed that WebGL
and WebSockets are feasible for creating multiplayer online games. However, their
implementation is mainly intended for simple multiplayer online games.
Other plug-in free virtual world clients, for more specific use cases, have also been
reported. These include virtual museum frameworks based on X3DOM technology
[32] [33] and a client for visualising 3D city models, also based on X3DOM [34].
WebGL-based applications and other interactive web applications are traditionally
created by writing the needed JavaScript code manually. However, recently plenty
of research has been conducted related to transferring native applications in the web
browser environment by an automatic code compiler. A popular approach has been
compiling the native code such as C++ into intermediate form such as LLVM and then
finally compiling the intermediate code into JavaScript script that can be ran in a web
browser.
EmScripten [35], in particular, is a very popular technology for compiling native ap-
plications and games into web-based applications and it has been used in various show-
cases such as web-based 3D game engines. Only recently Epic Games, Inc. published
a WebGL-based version of their 3D game engine3by using EmScripten in combination
of asm.js developed by Mozilla. Asm.js is a strict subset of JavaScript that is especially
designed to be used as an efficient target language for code compilers. Compared to
manually written JavaScript, the compiled JavaScript can be faster and more efficient
because low level optimizations and code compression can be done automatically by
the compiler software in an effective way. However, compilers like EmScripten are
mainly intended for porting existing native applications into JavaScript and not for
creating a new web application by writing native code and then compiling. Debugging
a compiled application can be very hard and the developer has to trust that the compiler
produces secure and working code.

3www.unrealengine.com/html5/
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needed assets from the data server by using the references provided by the simulation
server. The EC model is used by the clients and by the simulation server for managing
the entities in the virtual world. This kind of interoperability between native clients
and web clients is currently quite rare. The developers do not have to make the native
clients obsolete, so they can be still used in parallel with the web clients preserving the
old user base of the virtual world service.

3.1.1. RealXtend Tundra

Tundra is an open source virtual world platform developed by the realXtend project.
It lets any user create custom 3D applications and virtual worlds of their own. Tundra
implements an EC architecture, which provides a mechanism for building easily ex-
tensible virtual worlds. [36] An example of basic ECs in Tundra are Mesh, Placeable,
Light, Sky, Camera, Avatar. Mesh and Placeable are fundamental components in Tun-
dra because Mesh handles the visual appearance of the entity and Placeable is used in
transforming the entity and its mesh in the scene. All the basic ECs that are used in
Tundra, are implemented in the web client to provide good interoperability between
the server and the client.
Tundra was chosen as a simulation server because it can be flexibly extended by cre-
ating additional modules and by customizing or creating new component implementa-
tions for entities. Also, behaviour of entities, for example avatars, on the server or on
the native Tundra client can be easily scripted using the integrated JavaScript scripting
environment. For web client synchronization, a WebSocket module was implemented
in the Tundra server.

3.1.2. WebSocket Module

The general structure of theWebSocket moduleis illustrated in Figure 5. In the figure,
the Tundra scene manager provides data of the changes in the virtual world to the Web-
Socket synchronization (sync) manager. The data is the same for native Tundra clients
and web clients. The WebSocket sync manager processes this data and passes it to the
WebSocket connection manager which in turn converts the data to JSON (JavaScript
Object Notation) [37] formatted event messages that are sent to web clients through
a WebSocket. The connection manager also manages the WebSocket connections and
notifies the sync manager of opened or closed WebSocket connections.
The JSON format is used as the message data format between the server and web
clients to reduce the processing time needed for parsing on the web client side and to
reduce the time needed in the implementation of the web client. Tundra uses Variable
Length Encoded (VRL) byte stream data format for messages natively and if used, it
would require a JavaScript-based parser implementation on the web client side, which
could reduce the overall performance of the web client. JSON, in turn, is a lightweight
data-interchange format which is easy for humans to read and write and easy for ma-
chines to parse and generate. However, because JSON is not a compressed data format,
using it increases the amount of data transferred via WebSocket, and it is thus, not op-
timal for use cases where the network bandwidth is limited. For a real virtual world
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Figure 5. General structure of the WebSocket module.

service, a compressed byte stream message format should be used. For developing the
web client, using JSON is useful because one can clearly see what kinds of messages
are transferred from the server to the client. Due to the modular structure of the web
client architecture, implementing a byte stream-based message system later is quite
simple.
The communication between the web client and the simulation server is illustrated in
Figure 6. First, a WebSocket connection to the simulation server is formed by the web
browser. After the connection is successfully formed, the WebSocket module sends a
URL referring to the asset storage in the data server that the web client, the simulation
server and native clients use for downloading all the assets in the scene. Next, the
WebSocket module proceeds to send all the data of entities and their components that
are currently in the virtual world scene as JSON messages. After this, the module
proceeds to send all the entity changes that are currently occurring in the virtual world
as JSON messages. If entities are changed by the web client, it can send the entity
changes to the simulation server. The web client can close the WebSocket connection
at any given time by sending a close frame. The server acknowledges the close request
by sending a close frame back to the client and stops sending the synchronizing data.
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If an event trigger matching with the event name in the JSON message exists, an event
will be triggered and the data property of the JSON message will be given to the func-
tion, which is paired with the event, as argument and the function will be executed.
This event system is utilized mainly in the EC manager.

3.2.2. EC Manager

TheEC manageris responsible for creating entities and their specific components from
the parsed JSON messages. It reacts to specific events triggered by the WebSocket
manager, which are "EntityAdded", "EntityRemoved", "ComponentsRemoved", "Com-
ponentsAdded", "AttributesRemoved", "AttributesAdded" and "AttributesChanged",
of which the most important are EntityAdded and AttributesChanged events.
The data contained in the EntityAdded event defines a whole entity which is existing
in the simulation server scene. This data includes, for example, unique entity id, entity
name, and its component data. The component data will be parsed and components
will be created and added into the entity depending on the component type. In a very
general level, a component in the web client consists of component id, parent entity
reference and component attributes. A component attribute can be, for example, 3D
transform data that defines the rotation, position and scale of the component, or it can
contain a 3D asset name that will be requested from the asset storage by the asset
manager.
AttributesChanged events are sent from the simulation server when some of the at-
tributes of components in the virtual world scene have been changed. AttributesChanged
event contains information of a new value of the attribute, parent component id and
parent entity id of all the changed attributes. The other events are mainly triggered
when the structure of the scene or its entities or components is changed during the
simulation.
An example of an attribute synchronization event is shown in Figure 9. In the figure,
a JavaScript script running on the simulation server moves an entity by giving a new
transform value to its Placeable component. The propagation of the transform value is
shown by a solid line arrow and the dotted arrow represents a network event message
through a WebSocket. The synchronisation propagates in the opposite direction if the
entity in the web client has been changed.

Figure 9. An example of a synchronisation event between two entities.
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3.2.3. Asset Manager

Theasset managerrequests asset data from the data server if a specific component of
an entity requests an asset. Request queue functionality was implemented in the asset
manager, so an asset with the same name would be requested exactly once. The asset
manager stores all the loaded assets in the web browser memory space and indexes
them by their name. Assets are categorized by their types, which are textures, materials
and 3D meshes, thus different types of assets could be easily searched when needed
locally in the client. When a request for an asset is made, the asset manager will check
if the asset is already downloaded and returns a reference to the asset if it was found,
otherwise it will request the asset from the data server.
After downloading the asset, it will be parsed depending on its file type. In this im-
plementation, support for Collada files was implemented because Collada format is a
widely supported 3D format. Additionally, OgreXML 3D file format is supported. The
asset manager has also parsers for various texture formats and it supports many types
of materials related to OgreXML format. New parsers for different 3D file formats,
materials and texture formats can be added easily into the asset manager if needed.

3.2.4. Controls

Entities can be controlled by using theControlsmodule and aControllercomponent
that can be added into an entity, as illustrated in Figure 10. The controller component
can request a control script from the controls module. The control script implements
specific controller types such as free look controls, which allows a user to use keyboard
and mouse to move an object such as a camera entity around the scene freely. If a
controller component is added to an entity, it will apply the 3D transformation changes
caused by the control script to the entity. In the web client, Placeable component
stores the main transform information of the entity and applies the transformation to
its children, which in Figure 10 is a mesh component.
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Figure 10. An example of a controller component as a part of an entity in the web
client. Transforms caused by the controls are propagated to the Placeable component
and its children.

3.2.5. Scene Manager and WebGL Renderer

TheScene Manageris paired with theWebGL renderer. The Scene Manager is re-
sponsible for managing the Controls, the EC Manager and the three.js 3D scene graph.
Components can request their 3D data to be added in the scene graph through the
scene manager. One can also search an object from the scene-graph using the methods
provided by the scene manager. The WebGL renderer manages the cameras, sky box
and lighting of the scene and it runs the rendering loop that calls the three.js WebGL
renderer periodically. The rendering loop is also the main loop of the web client. All
the 3D data added to the scene are rendered by the WebGL renderer which feeds the
three.js scene graph data to the GPU.

3.3. Implementation

In this section, the implementation details of the top-level system architecture, Web-
Socket Module for Tundra and the web client are summarised.

3.3.1. System Components

The system architecture was presented in Section 3.1. At the system architecture level,
a fork of Tundra, utilised mainly in Tekes Chiru Project, was used as the simulation
server. The simulation server was installed on a Lenovo ThinkCenter desktop PC that
had Ubuntu 12.04 as an operating system, Intel Quad Core 2.66 GHz CPU, Quadro 600
GPU and 4GB of RAM memory. Source codes of the Chiru Tundra fork are located
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at:https://github.com/Chiru/naali. Installing instructions are written in
the README.md file.
A simple HTTP-server was acting the role of the data server. The HTTP-server
was an implementation of basic HTTP-server, provided by a module in Python 2.7.5
Standard Library called "SimpleHTTPServer". This HTTP-server is enough for per-
forming the web client evaluation, but for more demanding usage, a more effective
data server platform would be appropriate. For example, the Apache HTTP-server
would be a good platform for building a data server for multi-user situation. The
SimpleHTTPServer module was ran on the same PC as the simulation server, as com-
putational requirements for delivering 3D content for a single web client are not big.
Google Chrome web browser, running a single web client, was ran on a desktop PC
separated from the simulation server and the data server, so no other resource demand-
ing processes would not distort the results of the web client performance evaluation.
This PC had the same components and the operating system as the PC running the
simulation server. On a tablet device, a similar setup was used. A mobile version of
Google Chrome, running a single web client, was utilised. The tablet was a current
high-end consumer-class tablet that had Tegra 3 1.2 GHz processor and 1 GB of RAM
memory.
The communication protocol used between the simulation server and the web client
was the WebSocket protocol. HTTP protocol was used between the web client and
the data server. Similarly, the simulation server and the data server use HTTP for the
communication.

3.3.2. WebSocket Module

The WebSocket module for the Tundra platform was introduced in Section 3.1.2. The
module was written in C++ programming language. For implementing WebSocket
protocol in the WebSocket Connection Manager of the module, WebSocket++ library
was used. The WebSocket++ library is written in C++ programming language and pro-
vided a very mature and easy event-based API. Because the WebSocket module was
written in C++ language, integration of the C++ based WebSocket++ library in the
module was quite straightforward. A lightweight JsonCpp library was used for encod-
ing and decoding the JSON messages sent between the web client and the WebSocket
module. JsonCpp is written in C++ similarly to WebSocket++ and it provides a simple
API that is easy to use.
Source codes for the WebSocket module can be downloaded at:https://github.
com/Chiru/ChiruAddons/tree/master/WebSocketModule. Instructions
for installing the module into Tundra are provided in the README.txt file.

3.3.3. Web Client

Based on Section 3.2, a virtual world web client for viewing an extensible virtual
world was implemented. WebSocket [20] and WebGL [6] technologies were used in
the implementation. Three.js WebGL framework [38] was chosen to be used in the im-
plementation based on the WebGL framework comparison in Section 2.3.3. Because
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three.js is a very mature open source WebGL framework providing many useful fea-
tures, it can be easily utilized in the web client implementation. The web client was
built to be an extensible library that has an easy to use API for building customised
web clients. The web client library was written entirely in JavaScript. However, the
example usage of the web client library, which is included in the source codes provided
below, utilises CSS and HTML languages for styling the web client user interface. The
web client library source codes along with example usage can be downloaded from:
https://github.com/Chiru/Chiru-WebClient. Usage instructions and
generable JSDoc documentation of the API are provided in the source code repository.

Implemented modules and EC components

In addition to modules introduced in Section 3.2, a manager module for Web Work-
ers was implemented. With the module, one can create normal Web Workers and the
so-called "inline" Web Workers. Most of the times, a separate JavaScript file is cre-
ated for a Web Worker to execute. Inline Web Workers can be created in the same
web page context before loading the web page, or on the fly after loading the web
page. Inline Web Workers are helpful for adding Web Worker support for function-
ality that is created dynamically. The Web Worker managing module is not used in
the actual implementation, because the heavy-weight computational tasks, mainly in
three.js, were very difficult to parallelise in a reasonable time. The Web Workers could
have been also used in physics calculations, but a physics simulation module was not
implemented in the web client due the time restrictions. However, the Web Worker
module was left available for other developers to use if they want to create a more
advanced implementation of the web client.
Most of the basic EC components that are available in the simulation server were
implemented in the web client to achieve good interoperability with the simulation
server. The implemented EC components are presented in Table 3.

Table 3. EC Components
Component name Description
Placeable Used for 3D transforming meshes of an entity. Placeable com-

ponent is attached to a node of three.js 3D scene hierarchy and
propagates the changes in 3D transformation to the node.

Mesh Represents the visual appearance of an entity. Mesh compo-
nents are attached to placeable component of an entity as child
nodes.

EnvironmentLight Creates an environmental light for a 3D virtual world. Com-
bines ambient light and directional light to create a simulation
of sun light.

Light Light component can be used for creating localised light types
such as spot and point light.

Controller Uses selected control script from Controls module to process
user input and transforms the placeable component of an en-
tity that is the parent of the controller component.
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Component name Description
Camera Implements a perspective camera that can be added into an en-

tity. This component is attached to the placeable component
of an entity.

Name Defines a name for an entity. Can be used, for example, to
create a name tag for an avatar.

Sky Sky component implements a dynamic skybox. The skybox
can be used to simulate an endless sky, distant mountains,
stars, etc. around the 3D virtual world.

Avatar Represents an avatar. No user controls or animations were
implemented, but native client users are displayed as static 3D
avatars when they connect to the same virtual world server as
the web client.

Dynamic Customised attributes can be created for dynamic compo-
nents. Information such as if an avatar is sitting or flying,
or if there is a day or night in the virtual world can be stored
in this component.

Communication between modules

For efficient inter-framework communication, a signal system was developed. The
system allows developers to create signal objects, similarly as in Qt, that can be used
to pass data to dedicated signal listeners. Qt is a cross-platform framework for creating
interactive user interfaces. A JavaScript library called js-signals was used as a basis
and was further enhanced to be a more faster and cleaner solution. What makes the
signal system an efficient and simple solution, is the flexibility of it. Signal objects
can be created anywhere inside the web client framework and signals can be listened
if a reference to the signal object is available. Any data of any type supported in the
JavaScript language can be passed as a signal.
An example of the signal usage in the web client can be found in the implementation
of the ECManager module. A signal is emitted every time a new entity is created and
the newly created entity object is included in the signal as data. This allows parts of the
web client code to act accordingly if an entity of specific type is created at any time.

Supported file formats

The web client supports various file formats that are used in the 3D scenes supported
by Tundra. Parsers for two 3D file formats, which are Collada and OgreXML, were
implemented in the web client. The Collada parser is based on the Collada parser
provided by three.js. The 3D Collada format was initially planned to be used as the
main 3D format for the web client, because it is widely supported by various 3D vir-
tual world platforms and 3D other applications. Nevertheless, it turned out that the
three.js Collada parser leaked memory very badly when parsing big 3D scenes and
fixing the problems of the parser would have required rewriting the whole source code
of the parser which is almost 5,000 lines long. Instead, a support for OgreXML 3D
format was developed. Ogre 3D binary format is supported by Tundra and Ogre binary
files can be converted in a straightforward manner to OgreXML meshes. OgreXML
file format is quite well specified and structured XML format, so implementing an
OgreXML parser was not too complicated. Additionally, a parser for Ogre materials
had to be created in order to support various material effects. Support for basic Ogre
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materials was developed and support for more advanced material effects was omitted,
Ogre material file structure is quite complicated and loosely defined. The implemented
OgreXML parser and Ogre material parser were very efficient and did not leak mem-
ory, so OgreXML format was utilised as the main 3D format for the web client.
In addition to 3D formats, the web client supports many texture formats. Most of the
image texture formats, such as PNG, GIF and JPEG are supported by three.js internally.
Also, compressed textures in DXT1, DXT3 or DXT5 format are supported.

Additional Tools

Additional utility tools were developed and are distributed with the source code of the
web client. Firstly, JavaScript script compression and packaging tool was developed.
The tool is written in Python scripting language and utilises The Closure Compiler
tool developed by Google. The tool combines all the source code files of the web
client and compressed them into a lightweight library using advanced JavaScript script
compression techniques provided by The Closure Compiler.
Two 3D file format conversion scripts were written in Shell scripting language. The
scripts can be used in converting Ogre binary files into Collada format or in Ogre
XML format. These scripts were utilised when creating the test scenes introduced in
Chapter 4. The test scenes were originally in Ogre binary format and were converted
in Ogre XML format so that the web client could parse them. The scripts require
that OgreXMLConverter and Assimp applications are installed and they work only on
Linux based operating systems.
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4. EVALUATION

This chapter will fulfil the third and the fourth objective of this thesis as defined in
Section 1.2. Section 4.1 will address the third objective and Section 4.2 will address
the fourth objective.

4.1. Experimental Setup

In this section, test cases, devices and tools and 3D scenes used in the evaluation of the
web client are introduced. The web client performance was evaluated on a desktop PC
and on a high-end tablet device for comparison and to evaluate the future prospects of
web-based virtual world clients on mobile devices.

4.1.1. Test cases

The test cases were chosen in terms of what are the most important factors that can
affect the performance of the web client. However, network performance was omitted
from the experiment, because the main focus of the thesis is in the web client perfor-
mance. The test cases are defined as follows:

1.CPU load.For measuring the CPU load, a pre-calculated circular path was cre-
ated on the XY-plane around the test scenes and the radius of the path was given
a value large enough to make the whole scene visible in the camera frustum.
The camera is moved four laps along the path to get a good average result of the
measurements and the camera is set to look always to the centre of the circular
path while moving. This kind of setup causes the 3D scene objects constantly
hide behind each other and become again visible to the camera when the cam-
era is moved around the 3D scene, causing a substantial amount of stress to the
CPU and the GPU. The most heavy-weight software routines of the web client
are extracted and categorized after the camera has finished moving the four laps
around the 3D scene.

2.Frame rate.The frame rate of the web client is measured using the same setup
as in the CPU load measurements. The frame rate is the frequency at which a
graphic device creates unique and successive images called frames. The frame
rate is usually expressed in frames per second (FPS). A sample of the frame
rate is taken every half seconds and an average frame rate is calculated after the
camera has stopped moving.

3.Memory consumption.The memory consumption of the test scenes on the web
client are measured after the scene has finished loading. For comparison, the
memory consumption of the web client without any test scene loaded is mea-
sured.

4.Scene processing times.For measuring the processing time of each test scene,
the network delay of loading the scene is omitted from the measurements. All
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the 3D scene assets are stored in the web browser cache from where they can
be loaded with a minimal delay. The scene processing time includes the parsing
time of the 3D asset files, material files and texture files and the creation time of
the web client 3D scene assets using the parsed data.

4.1.2. Test scenes

The 3D test scenes used in the evaluation are listed in Table 4. Three different 3D
test scenes were used and they represent the usual scenes that a user may encounter
while using a real virtual world service with a web client, including the worst case
scenario and best case scenario. All the 3D assets of the test scenes are OgreXML
files. The OgreXML format was chosen as the 3D asset format because the Collada
parser provided by three.js leaks memory and it would have distorted the test results.
Additionally, the 3D scene materials are in Ogre material format because OgreXML
format is used for 3D assets. Next, the scenes listed in Table 4 will be presented shortly.

Table 4. Test scenes
Name Polygons Size on Disk Files Entities
3D City High 315833 260.77 MB Meshes: 59 files (130MB)

Materials: 61 files (67 kB)
Textures: 71 DDS files (131 MB)

74

3D City Low 30395 16.51 MB Meshes: 58 files (15.8 MB)
Materials: 60 files (65.8 kB)
Textures: 70 DDS files (649 kB)

73

Outdoor 100877 36.3 MB Meshes: 78 files (33.6 MB)
Materials: 53 files (52.5 kB)
Textures: 5 PNG files and 5 JPEG
files (1.8 MB)

90

The 3D City High scene is a model of a nine block area at downtown Oulu, Finland.
A screenshot of the 3D City High scene is shown in Figure 11. It serves as a good
stress test scene because it is quite unoptimized with complex 3D assets and very large
textures. Because of this, its size on hard disk is quite big and thus requires quite a
lot of memory when loaded in the web client. One does not usually encounter a 3D
scene like this in a real life situation, because the 3D assets and textures are often
well optimized, especially for the web. Many of the 3D assets in the scene could be
represented using only a few polygons, but thousands of polygons were used instead.
Also the texture files could be compressed quite a lot. For testing, the 3D City High
scene is rendered using high rendering settings. For the high rendering settings, the
shader program precision was set to high and the rendering area was scaled to full
screen. Because of these properties, the 3D City High scene can be used for measuring
the worst case scenario of all the test cases.
The 3D City Low scene has the same basic architecture as the 3D City High scene
and it represents the best case scenario in terms of polygon counts and texture quality.
The 3D City Low scene was created from the 3D City High scene by using an auto-
matic polygon reducing tool called Polygon Cruncher for the 3D assets to achieve a
low polygon count and to reduce the required memory for loading the whole 3D scene
in the web client. However, the 3D City Low scene has one entity less than the 3D City
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Figure 11. Screenshot of the 3D City High scene.

High scene because one 3D asset was broken during the polygon reducing process and
could not be included in the scene anymore. A screenshot of the 3D City Low scene is
illustrated in Figure 12.

Figure 12. Screenshot of the 3D City Low scene.
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The Outdoor scene is a medium quality scene and represents a usual Tundra scene
in terms of the scene size and scene complexity. A screenshot of the Outdoor scene is
illustrated in Figure 13.

Figure 13. Screenshot of the Outdoor scene.

For comparing the web client performance on the PC and on the tablet device, both
Outdoor scene and the 3D City Low scene were tested only with low rendering settings.
The low rendering settings were used due to the lower performance of tablet so that
measurable frame rates could be achieved with the tablet. The same settings were also
used on PC so that the results would be comparable. For the low rendering settings,
the precision of the shader programs were set to the lowest value and the rendering
resolution was halved. Also, the dimensions of the rendering area on the PC were set
to the same values as on the tablet.

4.1.3. Devices and Tools

The test devices are presented in Table 5. Because the tablet device used in the testing
has quite limited memory, it is important to know how much free RAM for the web
client is actually available while measuring. On a PC, this is not relevant, because the
3D test scenes used will never exceed the memory limitations of the web browser.
For performing CPU and memory measurements, tools provided by Google Chrome
web browser were used. Google Chrome is currently a very widely used web browser
with around 43% usage share of web browsers in August 2013 making it the most pop-
ular web browser in the world1. Google Chrome provides the implementation of most

1http://gs.statcounter.com/#browser-ww-monthly-201210-201308 (Accessed 5.8.2013)



41

Table 5. Test devices
Device CPU GPU RAM Free RAM Operating

System
Tablet: High-
end tablet

NVIDIA
Tegra 3 Quad
Core Q8500,
1.2 GHz

NVIDIA
Tegra 3 ULP
GeForce, 416
MHz

1 GB 408 MB Android 4.1.1

PC: Lenovo
ThinkCenter

Intel Quad
Core Q8500,
2.66 GHz

Quadro 600,
640 MHz

4 GB Not relevant Ubuntu 12.04

modern web standards and technologies along with Mozilla FireFox. There is a PC
version of Google Chrome available which will be used in the evaluation on the desk-
top PC and a mobile version for Android which will be used in the evaluation on the
tablet device. Google Chrome provides also the best web page performance inspection
tools available for the web browsers. These tools are available for both the mobile and
the PC version of Google Chrome. However, for performing the measurements on the
tablet device with Google Chrome, a remote debugging system must be installed on a
PC. This system provides a graphical user interface for using the tools much like one
would normally have when using Google Chrome on PC and a connection into the
tablet device to control the tools and view the resulting data. The actual processing for
measurements is still done on the tablet device.
For measuring the CPU load, Google Chrome provides a good CPU profiler tool that
shows how much CPU time each executed JavaScript function consumes on average
during the measurement. For measuring the memory consumption, a memory profiler
is provided. The memory profiler takes a full heap snapshot of the JavaScript program
that is loaded in the web browser memory space. It allows inspecting the parts of
the JavaScript heap accurately to find possible memory leaks. One can also save the
heap snapshot and compare it to the previously taken snap shots. For measuring the
frame rate, Google Chrome has a frame rate meter that shows the current frame rate
of a hardware accelerated JavaScript program. However, Google Chrome does not yet
provide any methods to capture the average frame rate of a predefined time period, so
a custom frame rate measurement system needed to be made. The CPU load of the
web client is inspected by using the CPU profiler tool and the memory consumption is
measured by using the heap snapshot tool. For measuring the frame rate, the custom
frame rate measurement system is used. The approximate processing times of the 3D
scenes are measured by using an ordinary stopwatch. The stopwatch is started when
the loading screen of the web client appears, and stopped when the loaded 3D scene is
rendered for the first time.

4.2. Results and Analysis

In this section, the evaluation results of the web client are presented and analysed.
The results will provide a good insight into what are the bottlenecks of the web client
performance on the desktop PC and the tablet device and give good tools for improving
the performance on both devices for future development.



42

4.2.1. CPU load

The CPU measurement results are presented in Figures 14 and 15. The greatest differ-
ences were observed with the CPUidleprocessing time and theother processingtime
between the tablet and the PC. An interesting observation was that the more heavy
the test scene was, the more the CPU idle time increased. Because rendering a less
complex 3D scene takes less time for the GPU to render, the web client can call the
render function and other related functions more often. This in turn increases the CPU
processing load and reduces the CPU idle time. With a more complex scene, the ren-
dering takes longer on the GPU causing the CPU to wait for rendering to complete,
thus decreasing the CPU load and increasing the CPU idle time.

Figure 14. The CPU load of each test scene on the PC.

Figure 15. The CPU load of each test scene on the tablet.
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However, on the tablet, other operating system related processes seem to dominate
the overall CPU usage and reduce the overall web client performance. Also, because
the tablet CPU is very weak compared to the desktop PC CPU, the idle-time on the
tablet is zero in practice. The effect of the weak CPU can be seen in the frame rate
differences between the PC and the tablet, as shown in the next section.

4.2.2. Frame rate

In Figure 16, the average frame rates for each test scene are illustrated. The 3D City
Low scene has a slightly higher FPS value than the Outdoor scene on the PC, but
a smaller FPS value than the Outdoor scene on the tablet. Also, it can be seen in
Figure 16 that the web client performs quite well on the PC even with the 3D City High
scene having a FPS value almost 60. Because virtual worlds do not usually require fast
reflexes like games such as first-person shooters, frame rates around 20 FPS are good
enough for providing a tolerable user experience in virtual worlds

Figure 16. Measured average frame rates for each test scene.

The Outdoor scene has more meshes and they are more complex than in the 3D City
Low scene. However, the 3D City Low scene uses much more textures and more ma-
terials than the Outdoor scene. Zorrilla et al. concluded that WebGL frame rate on
mobile hardware is limited the most by the number of the objects rendered simulta-
neously. [39]. Here, it is observed that also the number of the materials and material
features have an effect on the frame rate on mobile devices. Because the material re-
lated processing is CPU oriented and the 3D City Low scene has more materials and
more complex surfaces compared to the Outdoor scene, the 3D City Low scene has
lower FPS. Because the CPU is not a bottleneck on the PC, the frame rate difference
between these scenes is not so visible.
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4.2.3. Memory consumption

In Figure 17, the memory consumption of each test scene loaded in the web client is
shown. The memory footprint of the 3D City High scene was not measured on the
tablet device because it had not enough processing power and memory to load the
test scene. Also, the Outdoor scene was not measured on the tablet, because it had
not enough free memory to the store generated heap snapshot, although it had enough
capacity to load the scene.

Figure 17. The memory consumption of the web client for loading a test scene.

There was a small difference of 16 megabytes in memory footprints between the
tablet device and the PC. The 3D City Low scene consumed a little more memory on
the PC than on the tablet. It can be that this is caused by more aggressive garbage col-
lection on the mobile version of Google Chrome, because mobile devices have much
more limited memory than desktop computers.
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4.2.4. Scene processing times

Figure 18 shows the time consumed by the web client in processing the test scenes.
The processing of a scene happens before the scene is rendered, so it does not hinder
the user experience in the rendered 3D scene. After the scene has been processed, it is
rendered and user controls are enabled. The scene processing time includes the time
used in parsing the 3D mesh files, parsing the material files, processing the texture files
and creating the actual 3D scene objects and materials that are used for rendering the
scene.
As shown in Figure 18, processing the Outdoor scene on PC took about the same
time as processing the 3D City Low scene. On the tablet, the difference is much greater.
This difference is presumably related to the memory consumption of the scene objects.
Objects of the Outdoor scene consume much more memory than the 3D City Low
scene and the memory space in the tablet is very limited, so processing the Outdoor
scene on the tablet may invoke more web browser garbage collection cycles, thus in-
creasing the processing time of the scene. Overall, the processing times of the scenes
are quite long. This is because parsing large 3D mesh files by using JavaScript in
a web browser environment is not quite as effective as doing it in a native runtime
environment.

Figure 18. Processing time of the test scenes.
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5. DISCUSSION

As defined in Section 1.2, the main objectives of this thesis were the following:

1.Review and compare suitable 3D web technologies in terms of how applicable
they are for developing an extensible, open source and plug-in free 3D virtual
world web client.

2.Design and develop the web client.

3.Evaluate the performance of the implemented web client on a desktop PC and
on a high-end tablet device.

4.Analyse and compare the evaluation results to reveal the future prospects of web
clients on desktop PC and tablet devices.

The first objective was fulfilled successfully by presenting most common 3D web
technologies in Chapter 2 and analysing how suitable they would be for developing the
web client. The comparison results can also be utilised for choosing proper technolo-
gies for other 3D web applications, such as 3D visualisation applications and virtual
design tools. The comparison of technologies has provided useful information and
the implemented web client has served as a proof of concept, affecting some techno-
logical choices utilised in Meshmoon Web Rocket application and Fi-Ware project.
Meshmoon Web Rocket is a plug-in free 3D virtual world web client developed for
Meshmoon virtual world platform. Fi-Ware project aims to build the core platform for
future Internet, of which advanced and plug-in free 3D web user interfaces are part of.
Fi-Ware project includes over 46 companies and research institutes in the European
Union and has a total budget of over 66 million euros.
Relevant source material for the first objective was quite hard to find. Currently,
there are not many research publications related to plug-in free and web-based virtual
worlds available. Publications were searched from the largest publication databases,
such as IEEE Xplore, Springer Link, ACM Digital Library and Google Scholar.
The main keywords used were WebGl, HTML5, ”HTML 5”, X3DOM, XML3D and
Web3D in combination with keywords related to virtual worlds, such as VR, VE, vir-
tual, "virtual world", "virtual environment", "virtual reality". Many of the relevant re-
sults introduced plug-in based approaches for building virtual world platforms. Also,
publications related to utilising Web Workers and WebSocket technologies for web-
based virtual worlds were quite scarce. Even when using keywords such as "Web
Worker" or "WebSockets" only a few dozens of results were returned overall. The lack
of publications may be related to the fact that the software industry is currently under-
going a paradigm shift towards web-based and plug-in free software [40]. Thus, not
many open source platforms for plug-in free virtual worlds are available, and develop-
ers are trying out the new web technologies and making small experiments of which
they do not publish scientific results. In the future, when they are more open platforms
to experiment and to build on, more related scientific publications are probably created.
The second objective was addressed in Chapter 3. An extensible, plug-in free and
open source 3D virtual world web client was successfully designed and developed.
EC model that was utilised in the implementation was very helpful for dynamically
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managing the 3D scene. Because the basic components that are used in the Tundra
server were implemented, most of the basic Tundra scenes work on the web client. If
a scene uses a component that has not been added into the web client yet, it can be
easily implemented and added into the web client. Also, if one makes changes to the
scene entities running on the simulation server, the changes are delivered to the web
client and easily applied to the scene entities. The web client works on every web
browser that properly supports WebGL and WebSockets, thus making it available for
many users, both on mobile and desktop devices, compared to other approaches that
require installing a custom web browser or a plug-in.
During the implementation phase, some issues were observed that can affect the
performance of the web client. The main issues were the performance of garbage col-
lection in web browsers and the memory consumption and size of the JSON-messages.
If many JSON-messages are sent to the web client from the simulation server in short
intervals, the memory consumption of the web client can increase. This can happen,
because the JSON-messages are parsed and converted to ordinary JavaScript objects
that will stay in the memory for a while after the client has finished using them. A
garbage collector of a web browser will remove these objects from the memory peri-
odically, but it can be overwhelmed if too many and large JSON messages have been
received in a short time. This issue can be solved by using a different message format
that does not produce too much JavaScript objects. Uncompressed JSON-messages
also increase the bandwidth requirements of the network. Utilizing a compressed byte
stream message format instead of JSON-messages is recommended.
The garbage collection can also be overwhelmed if too many 3D scene assets have
been downloaded and parsed in a short time. If the garbage collector has to suddenly
process large amounts of data, it can freeze the web client or the whole web browser
for a while, thus reducing the interactivity of the web client. The memory consumption
peaks can be also quite high for a while until the garbage collection has been finished.
The third and the fourth objective were addressed in Chapter 4. The performance
of the web client was successfully evaluated and analysed. The chosen test cases pro-
vided enough information about the web client performance for analysing the future
prospects of web clients on desktop PC and tablet devices. The evaluation of the web
client shows that virtual world web clients have a bright future on desktop PCs, but
further development needs to be done on current mobile devices to achieve tolerable
performance. Optimization must be done on the web client side, but also the mobile
hardware must evolve so that it is more capable of processing larger 3D scenes on a
web browser. The web client performance could be improved by implementing effec-
tive scene management and rendering algorithms, such as octrees and tiled rendering
in the web client. For larger 3D scenes, the weak CPU or GPU and the lack of RAM
memory are the obvious bottlenecks on mobile devices. The processing times of the
test scenes were quite long on the PC and the tablet device. However, the average
frame rates of the test scenes were great on the PC and on the tablet device they were
almost on tolerable levels. So, the next generation tablet devices could already, in
theory, achieve tolerable frame rates with web based 3D virtual worlds.
The web client can be optimized for mobile devices, for example, by improving the
scene management and rendering with more advanced algorithms, such as octrees, oc-
clusion culling or tiled rendering. If a mobile device has better GPU than CPU, some
CPU intensive calculations could be possibly migrated into GPU shader programs.



48

These optimisations have still a big benefit also on desktop PCs, because much larger
scenes can be then rendered. On mobile devices, the biggest limitations in terms of
performance are still GPUs, CPUs and memory, bus speed and Floating Point Units
(FPUs). FPU is a component within a computer system that executes operations on
floating point numbers. Evolution of these hardware components are limited by energy
consumption issues and advances in mobile battery technology [41, 42], but neverthe-
less, these components have been improved a lot in recent years. Furthermore, also
the WebGL performance must be improved in the mobile web browsers to achieve
maximum efficiency for rendering [39].
A publication "A Virtual World Web Client Utilizing an Entity-Component Model"
was written based on this thesis [43]. The publication was accepted in NGMAST 2013
conference that focuses on all novel aspects of technology, application and service de-
velopment within the Mobile and Wireless Communications community. Furthermore,
the effect of network quality on the performance and the user experience of the web
client will be researched at Center for Internet Excellence (CIE), University of Oulu
in the near future. A network emulation and monitoring tool called Rude, developed
by Rugged Tooling Oy, will be used in the research. Network quality is an important
factor in 3D virtual worlds and it can potentially affect the user experience of the web
client. Additionally, for the future research, effects of better 3D scene management
algorithms on the performance of the web client could be evaluated. In the future,
the web client framework presented in this thesis could be used and extended easily
by web developers for creating web client implementations for various virtual world
servers.
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6. CONCLUSIONS

In this thesis, 3D web technologies and other current web technologies were compared
and analysed in terms of how suitable they are for developing an extensible and plug-
in free 3D virtual world web client. The comparison revealed that the new WebGL
technology, combined with other standardised web technologies, can be utilised in the
development of the web client. Based on this comparison, an extensible architecture
and an implementation of a 3D virtual world web client that utilizes WebGL and Web-
Socket technologies and the EC model for managing the virtual world entities was
developed. The EC model made the web client 3D scene model easily extensible and
removed the need to hard-code anything about the scene in the web client, because
the scene is defined by its entities. The presented architecture simplifies the future
development of the web client and allows developers to easily extend their web client
functionalities by implementing more components.
Additionally, the performance of the plug-in free web client implementation was
evaluated in terms of frame rate, CPU load, memory consumption and 3D scene pro-
cessing speed. As shown by the performance measurements, the web client performs
well on a desktop PC, but more work needs to be done on mobile devices to achieve
a good user experience with web-based 3D virtual worlds. Optimisations can be done
on the web client side, but also the current mobile hardware must be developed fur-
ther. The web client performance can be improved by implementing effective scene
management and rendering algorithms, such as octrees and tiled rendering in the web
client. The limitations of mobile hardware are still GPUs, CPUs, amount of memory,
bus speed and FPUs and the development of these hardware components are limited
by energy consumption requirements.
A publication, titled "A Virtual World Web Client Utilizing an Entity-Component
Model", was written based on this thesis and was accepted in NGMAST 2013 confer-
ence. Additionally, the effect of the network quality on the performance and the user
experience of the web client is going to be researched by utilising network emulation
tools at CIE in the near future. The web client has successfully served as a proof of
concept and this thesis has provided useful information that has already affected the
technological choices of few related third-party projects. Altogether, the web client
will serve as a good foundation for creating virtual world web clients for different vir-
tual world servers and it is easily accessible for many users on many platforms through
a modern web browser that supports WebGL and WebSocket technologies.
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