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ABSTRACT

The increased usage of open-source software (OSS) libraries as building blocks
in the software industry has introduced numerous problems and vulnerabilities
into many popular software suites. As more libraries are used, the risk of the
whole software being exposed to the vulnerabilities inherent in these third-party
components increases. Vulnerability management is the process of mitigating the
impact of these vulnerabilities in software development. Another matter concern-
ing OSS is license management. Violating OSS licenses can lead to legal issues and
possibly harm a business. A few commercial tools can be used to manage vulner-
abilities and licenses. The implementation introduced in this thesis is developed
to improve Codenomicon AppCheck, which is one of these commercial tools.

This thesis introduces a method for detecting software libraries in binary code.
Each library is given a unique set of signatures. A signature is a sequence of bytes
extracted from the read-only data section of the library. Two new methods are
demonstrated for the signature extraction. The signatures are detected from the
input binary data using the Aho-Corasick string matching algorithm. The algo-
rithm allows the detecting to be done with a single pass over the input data. The
found signatures are evaluated and used to decide which libraries are included in
the input data.

The implementation was tested using 14 OSS libraries and 8 OSS applications.
Each of the libraries was included at least in one of the applications. For each
application the expected libraries, which were supposed to be found, were deter-
mined by examining their source code. The found libraries were compared to ones
expected to be found, and the accuracy was defined using F measure. The results
showed that the new signature extraction methods were valid, and the implemen-
tation could detect OSS libraries in binary data. The new signature extraction
methods were also able to extend the coverage of Codenomicon AppCheck.

Keywords: Program analysis, open-source software, static binary analysis, signa-
ture based detection, license management, vulnerability management
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TIIVISTELMÄ

Avoimen lähdekoodin kirjastojen lisääntynyt käyttö ohjelmistoteollisuudessa on
aiheuttanut ongelmia. Mitä enemmän kirjastoja käytetään, sitä suuremmat riskit
on altistua niissä piileville haavoittuvuuksille. Haavoittuvuuksien hallinta pyrkii
hillitsemään haavoittuvuuksien merkitystä ohjelmistokehityksessä. Toinen avoi-
men lähdekoodin ohjelmistoja koskettava tekijä on lisenssienhallinta. Avoimen
lähdekoodin lisenssirikkomukset saattavat johtaa lakisyytteisiin ja haitata yrityk-
sen toimintaa. Muutamia kaupallisia ohjelmistoja on tarjolla haavoittuvuuksien
ja lisenssien hallintaan. Tässä työssä esitelty sovellus kehitettiin parantamaan Co-
denomicon AppCheckia, yhtä näistä kaupallisista tuotteista.

Tätä työtä varten kehitettiin tapa havaita ohjelmakirjastoja binäärikoodista.
Jokaiselle ohjelmakirjastolle luodaan joukko yksilöiviä tunnisteita. Tunniste on
sarja tavuja, jotka luetaan ohjelmakirjaston kirjoitussuojatusta dataosasta. Työs-
sä kehitettiin kaksi uutta tapaa kerätä tunnisteita. Kerätyt tunnisteet havaitaan
syötetystä binääridatasta käyttäen Aho-Corasick-merkkijonohakualgoritmia. Al-
goritmin tarvitsee käydä syöte läpi vain kerran. Löydetyt tunnisteet arvioidaan ja
niiden perusteella tunnistetaan mitä kirjastoja syötteestä löytyy.

Sovellus testattiin neljällätoista avoimen lähdekoodin kirjastolla ja kahdeksal-
la avoimen lähdekoodin ohjelmistolla. Jokainen kirjastoista sisältyi vähintään yh-
teen ohjelmistoon. Kunkin ohjelmiston lähdekoodista selvitettiin, mitä kirjastoja
siitä tulisi löytyä. Sovelluksen havaitsemia kirjastoja verrattiin kaikkien kirjas-
tojen listaan, ja sovelluksen tarkkuutta mitattiin F-arvolla. Tulokset osoittivat,
että uudet tunnisteiden keräämistavat olivat käyttökelpoisia, ja että sovellus ky-
keni löytämään avoimen lähdekoodin kirjastoja binääridatasta. Lisäksi todettiin
että uudet tunnisteiden keerämistavat paransivat Codenomicon AppCheckin kat-
tavuutta.

Avainsanat: Ohjelma-analyysi, avoimen lähdekoodin ohjelmat, staattinen binääri-
analyysi, tunnisteisiin pohjautuva havaitseminen, lisenssien hallinta, haavoittu-
vuuksien hallinta
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1. INTRODUCTION

1.1. Background and motivation

The use of third-party components in modern software development has been increas-
ing in recent years [1]. Most modern applications used on mobile and desktop plat-
forms usually include many open-source software (OSS) libraries implementing in-
terfaces or functionalities. One of the most used open-source software packages is
Apache HTTP Server [2]. Apache itself includes many other open-source software
components, for example OpenSSL [3].

Bigger open-source software packages may be exposed to vulnerabilities through the
smaller software libraries they contain. The discovery of a severe security vulnerability
in OpenSSL [4], [5] can mean that web servers running Apache are also compromised.

This provides motivation for users, developers and security researchers to inspect
which libraries are used in software projects. Also proprietary software projects may
include open-source software libraries. There are OSS licenses that allow open-source
components to be used in proprietary software, for example the MIT license [6] allows
this. In proprietary software source code is not available for security auditing. In these
cases binary analysis can be used to identify which open-source software libraries are
used in closed software, revealing possible vulnerabilities and license violations.

The process of mitigating the risks caused by vulnerable third-party code is called
vulnerability management. Furthermore, license management is the process of miti-
gating the risk of intellectual property infringement when using OSS.

1.2. Research objectives and methods

The main emphasis of this thesis is to detect which OSS libraries are included in a given
input binary. This is done by creating signatures for each library and searching them
from the input software in binary format. If enough signatures are found for some
library, it is considered to be used in the given input software. An implementation,
using Python language, is developed for this purpose.

The implementation has three main phases: extraction of meaningful signatures and
splitting them to sub-blocks, constructing an Aho-Corasick [7] state machine, and ac-
tual detection by using the binary as input for the state machine.

The first phase is to extract the signatures for OSS libraries that are being detected.
This phase is called the learning phase. For each library there exists a unique set
of signatures. These signatures are gathered from every library. The signatures are
extracted from the read-only data section of a library which holds the data constants.
In this study, libraries are compiled into 64-bit ELF file format. The read-only data
section exists in libraries that are already compiled, and that section holds all constant
data, such as strings [8].

The signatures are extracted using two new methods developed to extend the cov-
erage of Codenomicon AppCheck. The first method uses a symbol table to determine
locations of signatures in the read-only data. The second method uses disassembly to
determine the locations of signatures. The extracted signatures are split to sub-blocks,
which are indexed sections of a signature. Instead of detecting the whole signatures,
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these smaller sections are being detected to define how much of the original signature
was found from the input data. This method provides information about partially found
signatures. The idea of signature division to sub-blocks was developed for this thesis.

Detection can be described as a finite set matching problem, and this phase is called
the detection phase. The sub-blocks of the extracted signatures are a finite set of data,
database or dictionary, and one needs to know if any of these exists in the input binary.
To do this detection in linear time, an Aho-Corasick state machine is constructed from
the sub-blocks. This method allows the scanning to be done with a single pass, which
is much faster than searching every sub-block one at a time.

Given the emphasis of the thesis, the research questions are the following:

• Does the symbol table signature extraction method produce signatures that can
be used for library detection?

• Does the disassembly signature extraction method produce signatures that can
be used for library detection?

• Can either or both of the methods be used to increase the performance of Code-
nomicon AppCheck?

• Is Aho-Corasick state machine execution time fast enough to be used in a com-
mercial application?
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2. OPEN-SOURCE SOFTWARE

This chapter provides a definition of open-source software, introduces popular licenses
and describes security issues in open-source software. As outlined in section 1.1, OSS
has a strong presence in the software industry. OSS definition and licenses are pre-
sented in more detail to understand the issues that may arise when using OSS as a part
of other software projects.

2.1. Definition of Open-source Software

Andrew M. St. Laurent explains OSS licensing in his book Understanding Open
Source and Free Software Licensing [9]. The book covers the legal aspects of OSS
licensing, and the details of the most common OSS licenses. St. Laurent (2004, p.8)
defines the OSS licensing as follows:

... open source licenses must permit non-exclusive commercial exploita-
tion of the licensed work, must make available the work’s source code, and
must permit the creation of derivative works from the work itself.

Open-source, like the name implies, means that source code of the software is pub-
licly available. In addition to this, the terms of distribution have to comply with the
criteria propounded by Open Source Initiative [10]. St. Laurent discusses the OSS
definition in more detail and introduces three main points that define open-source soft-
ware.

The first main point concerns licensing. The software license of the OSS must per-
mit non-exclusive use even for commercial purposes. This means that open-source
software can be used by anyone, but not always in a commercial way. Some of the
OSS licenses allow the code to be used in proprietary software. These are called “per-
missive” licenses. The other type of OSS licensing requires that derivative works have
to be licensed under the same license, or at least under a similar license. This means
that OSS components under such licenses are not permitted to be used in proprietary
software. This type of licensing is known as Copyleft licensing [11]. The main point
is that the license has to be non-exclusive, meaning that it does not matter who the
licensee is.

The second point concerns the availability of the source code. Open Source Initiative
uses the following phrase in the definition (St. Laurent 2004, p.9):

... there must be a well-publicized means of obtaining the source code for
no more than a reasonable reproduction cost–preferably, downloading via
the Internet without charge.

This statement ensures that anyone can read and obtain the source code of the OSS.
Furthermore, deliberate obfuscation of the source code is not permitted according to
the definition.

The third main point concerns derivative works. An OSS license must allow anyone
to derive a new work from an existing OSS project, and anyone must be allowed to
distribute the derived work with same license. As stated by St. Laurent, this permits
but does not require the use of Copyleft licensing.



11

2.2. Open-source Software licenses

St. Laurent (2004, p.4) argues that the fundamental purpose of OSS licensing is to
deny anybody the right to exclusively exploit a work. This is further described as
removing three restrictions that apply to proprietary software: the restriction to copy
the software, the restriction of doing derivative works and the restriction of authorizing
anyone else to do either of these two things. These properties outline the fundamentals
of OSS licensing.

St. Laurent (2004, p.6) also outlines the benefits of OSS licensing compared to copy-
right [12] licensing. The requirement to allow derivative works and their distribution
is seen to offer improvements over commercial proprietary software licensing models.
Three improvement points are introduced.

The first point relates to innovation. Developers are contributing to OSS projects,
and even in increasing numbers. The more people are contributing, the more value a
given work has. Weber writes about the OSS development in more detail in his book
[13]. He sees that a key element in the open-source process is voluntarism. Voluntary
participation and voluntary selection of tasks make OSS development different from
industrial software development. In these kinds of community driven projects innova-
tive ideas are harnessed in an efficient manner. Raymond, in his book The Cathedral
and the Bazaar, names this kind of an open environment as “bazaar” [14]. Anyone
can come to this bazaar and leave at any time. Discussion is open and anyone can
participate.

The second main benefit is said to be reliability. Reliability also comes from the
numerous programmers available for debugging. In addition to the amount of people
performing debugging, the quality of bug fixes also tends to be better. This comes from
the fact that users are committed to fixing these errors. These users are witnessing first-
hand the limitations of the software and thus are in a better position for introducing a
fix compared to the developer of the original software. When a user finds a limitation,
he has a direct motive to fix it. Fixing these limitations in proprietary software may be
dropped due to competing concerns or financial issues.

The third benefit is said to be longevity. Commercial software has a lifecycle, and
the time always comes when the software vendor drops the support for a particular
product or version. This means software is no longer updated and cannot be easily
adapted to new uses. OSS can also fall into disuse for a period of time, but it can
always be revived by anyone. New adaptations and rewriting are always possible.

2.2.1. BSD, MIT and Apache licenses

BSD and MIT licenses are two of the earliest OSS licenses. All of these licenses are
relatively straightforward, and they are good practical examples of OSS licensing prin-
ciples. These licenses are used in many OSS projects. According to St. Laurent (2004,
p.14) most well-known examples are NetBSD and FreeBSD Unix-like operating sys-
tems, and the Apache HTTP Server.

An important common feature for these licenses is the permission to use the code
in proprietary software without the requirement to make source code public. This
means code created under these licenses can be used in closed-source software. This
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can be seen as two-sided feature. It might be a loss for the actual development of the
OSS project, but makes the code usage flexible and compatible with almost any other
software project (St. Laurent 2004, p.14).

MIT license requires that the copyright terms are included in all copies of the li-
censed software, or parts of it. This is expressed with the following phrase from the
MIT license text [6]:

The above copyright notice and this permission notice shall be included in
all copies or substantial portions of the Software.

This does not mean that using the same license is required, just that the notice has to be
included. The MIT license text also includes the copyright holders so that the original
contributors are attributed (St. Laurent 2004, p.15).

The BSD license is only slightly more restrictive compared to the MIT license. The
BSD license text includes the following clause which differentiates it from the MIT
license (St. Laurent 2004, p.16):

Neither the name of the <organization> nor the names of its contributors
may be used to endorse or promote products derived from this software
without specific prior written permission.

The idea of this clause is to prevent the name of the author to be associated with deriva-
tive works. This restriction allows the creators to protect themselves from reputation
tainting.

Apache v2.0 license, which is the latest version of the Apache license, is similar
to BSD and MIT licenses, but it also includes more specific details about the rights
granted. Unlike the BSD and MIT licenses the Apache v2.0 license, along with the
rights to do derivative works, also explicitly grants rights under patent claims that may
exist in the original work (St. Laurent 2004, p.21).

What was implicit in MIT and BSD licenses is explicitly stated in Apache v2.0 as
follows (St. Laurent 2004, p.22):

You may add Your own copyright statement to Your modifications and
may provide additional or different license terms and conditions for use,
reproduction, or distribution of Your modifications, or for any such Deriva-
tive Works as a whole, provided Your use, reproduction, and distribution
of the Work otherwise complies with the conditions stated in this License.

This explicitly states that the work can be used in proprietary software.

2.2.2. GPL and MPL licenses

These licenses are different from the licenses introduced in section 2.2.1 by imposing
stricter limitations for the distribution of derivative works. Essentially this means that
derivative works have to be licensed with the same license as the work they were
derived from (St. Laurent 2004, p.35).

The GNU General Public License, or GPL, is created by the Free Software Foun-
dation (FSF). The GPL is one of the most common licenses, and it has three versions:
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GPLv1, GPLv2 and GPLv3. GPL is used for example in GNU C compiler and GNU
Emacs Editor, both of which currently use GPLv3 The following statement is from the
GPLv2 license text (St. Laurent 2004, p.35):

Everyone is permitted to copy and distribute verbatim copies of this license
document, but changing it is not allowed.

The license allows derivative works from the actual code but the license itself has to
remain unchanged. The work itself is free, so that anyone can distribute or modify
it without additional permission of the licensor. This promotes the idea of Copyleft
licensing by making the work free, but any derivative works must be subject to the
same limitations and restrictions as the original work.

Any software licensed with the GPL can be distributed and even sold by anyone.
This creates the possibility for basically anyone to make profitable business by acquir-
ing GPL-licensed software and making it conveniently available for customers. Be-
cause this commercial work has to be also licensed with GPL, anyone can then acquire
that software and start a competing business. This means that GPL-licensed software
cannot be exclusively exploited (St. Laurent 2004, p.38).

The Mozilla Public License, or MPL, is a license that can be considered as a hybrid
version of the GPL and the BSD licenses. The MPL uses the term “Covered Code”
for the code that falls within the scope of the license. This “Covered Code” is subject
to many limitations similar to what the GPL implies, but the MPL allows this code
to be combined with code licensed under another license. This combination is called
“Larger Works” in the MPL license text and it is defined as follows (St. Laurent 2004,
p.73):

3.7. Larger Works.

You may create a Larger Work by combining Covered Code with other
code not governed by the terms of this License and distribute the Larger
Work as a single product. In such a case, You must make sure the require-
ments of this License are fulfilled for the Covered Code.

The integration of GPL and non-GPL work is not permitted by the GPL license. This
statement is the most significant distinction between the MPL and the GPL licenses.

2.2.3. License violations

Companies developing proprietary software are at risk of misusing OSS. Potential
license infringements can arise when incorporating OSS into commercial products.
There have been cases where companies have been sued due to a license violation.
Software Freedom Law Center [15] is an organization that provides pro bono legal
representation and related services to OSS developers. [16]

A website called gpl-violations.org [17] is dedicated to raise awareness for GPL
license violations. The goal is to resolve violations amicably, as mistakes happen, and
take legal action when necessary. Enforcing the GPL and protecting free software
protects the developers from the misuse of their software.
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2.3. Open-source Software security issues

The publicity of source code is seen as feature that increases security. A quote from
Raymond, in his book The Cathedral and the Bazaar (1999, p.30), [14] has been
dubbed as Linus’s Law, and it suggests this increased security comes from the nu-
merous people inspecting the source code:

Given enough eyeballs, all bugs are shallow.

In contrast, open-source security versus closed-source security is considered debat-
able according to Cowan [18] along with Schryen and Guido [19]. Weber, in the book
The Success of Open Source, also notes this quote about OSS development. He sug-
gests that numbers alone do not matter, but also organized management is required.

Schryen and Guido conclude that only a few quantitative studies have been done
concerning OSS security. A majority of these studies only focuses on one or a few
software packages. They state that comprehensive studies comparing closed-source
and open-source security would require a large amount of work, and thus these studies
do not exist.

Cowan argues that OSS gives great analytic power over software vulnerabilities for
both defenders and attackers. Defenders can use extended security methods with OSS
compared to closed-source software, where one has to rely on the level of security that
the vendor is able to provide. Vice versa, an attacker can easily find existing exploits
for OSS, or even start examining the software to reveal zero-day vulnerabilities. If the
defender does not keep his systems up-to-date they will be exposed to vulnerabilities.
Cowan implies that a lot of security matters are left for the user to handle in OSS.
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3. PROGRAM ANALYSIS

This chapter introduces the common program analysis methods used in vulnerability
management and license management. Particularly static program analysis and dy-
namic program analysis are introduced.

Analyzing programs can be divided to two categories: static analysis and dynamic
analysis. These categories are explained in detail by Nethercote [20]. Static analysis
is performed for either source code or compiled binary code without running it. In
dynamic analysis, code is executed and its behavior is observed. The two approaches
are complementary and both have their advantages and disadvantages. Static analysis
is considered sound, as it covers all execution paths. In dynamic analysis it is more
difficult to cover all execution paths, because covering all use cases requires a lot of
work. As dynamic analysis observes the execution from an outsider’s view, it is typ-
ically more precise than static analysis. These same properties of static and dynamic
analysis are pointed out in BitBlaze [21].

Analyzing programs can be split into another two groups according to Nethercote:
source code analysis and binary code analysis. Source code analysis tools focus on
functions, statements and expressions of the used programming language. Source
code analysis is independent of the architecture or operating system used, but it is
dependent on the used programming language. Binary code analysis concerns both
pre-linked object code or post-linked executable code. Binary code is independent of
the programming language, but dependent on the architecture. Analysis of source code
is easier because the code itself is readable, and it provides higher-level information.
According to Nethercote, this can make it more powerful than binary analysis. In con-
trast, one big upside of binary analysis is that source code is not required as it is not
always available.

Binkley [22] defines source code analysis as follows:

Source code analysis is the process of extracting information about a pro-
gram from its source code or artifacts (e.g., from Java byte code or execu-
tion traces) generated from the source code using automatic tools. Source
code is static, textual, human readable fully executable description of a
computer program that can be compiled automatically into an executable
form.

3.1. Static analysis

There are different kinds of static analysis methods for different purposes. For static
source code analysis, methods exist to optimize and find programming errors in source
code. Static source code analysis can be used for example to add type constraints
to Java classes and to detect buffer overflows in C. Source code analysis operates on
higher level programming languages. But using the same techniques with all languages
is not always possible. Static source code analysis is good for reducing the amount of
programming errors and therefore improving security. [23]

Computers do not execute code directly from high level languages. The code has
to be compiled into a binary format, which has direct instructions for the architecture
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in use. Since this code is the one being executed there is value in examining it di-
rectly. Other advantages of binary analysis are the fact that source code is not always
available, and that every language does not need to be supported separately. Static
analysis of binaries is closely related to reverse engineering. It usually involves build-
ing a control flow graph for procedures and looking for instruction sets that form a
bigger operation. The purpose of this process is to form a higher level representation
of otherwise hard to comprehend machine code. [23]

Another popular method that is considered static binary analysis is a signature-based
approach [24] according to Moser, Kruegel and Kirda. A signature is defined as a se-
quence of bytes extracted from the program [25]. In contrast to reverse engineering
techniques that are used to build a higher-level understanding of the program, signa-
tures work on byte-level. This means using signatures does not require any knowledge
about the instructions or what the executable actually tries to accomplish.

3.1.1. Static source code analysis

Static source code analysis is performed on the code that is written by the actual devel-
oper. As the code does not need to be run, this kind of analysis can be practiced as a
part of everyday workflow. According to Aggarwal and Jalote [26] this helps fix prob-
lems while they are still cheap to fix. The downside of static analysis is that it produces
many false positives and false negatives. Aggarwal and Jalote aim to integrate static
and dynamic analysis, and they introduce one static and one dynamic analyzer that are
designed to find buffer overflows, BOON [27] and STOBO [28]. BOON is a static
analyzer, which uses a graph-theoretical approach to find erroneous usage of buffers.
It checks that the size allocated for a string buffer is at least as large as the length of
the string. If a longer string than the size of the buffer is copied to the buffer, an error
will be produced. In the sense of finding software vulnerabilities in programs BOON
is very narrow. It only works for C language and it only detects buffer overflows.

In his thesis Sotirov [29] points out some other common methods in the area of
static source code analysis. The simplest way to look for possible vulnerabilities is to
search the code for keywords with pattern matching. One could look for function calls
like strcpy, which is a C function for copying strings. This is very inefficient, since
checking all of the function calls requires a lot of manual work. An improved version
of pattern matching is lexical analysis. Instead of just searching single calls lexical
analysis can be used to identify sequences of code that are possibly vulnerable. This is
done by breaking the code into tokens, and matching these tokens against a database
of known vulnerabilities. Both of these approaches still suffer from a high number of
false positives.

More advanced methods parse the code and build abstractions of it. Abstract Syntax
Tree is one of these kinds of abstractions. AST is usually generated in compilers and
it represents the structure of the source code. Sotirov mentions that compilers and the
early syntax checker lint [30] have done this kind of static analysis. The lint tool could
detect unreachable statements, unused variables and function calls with an improper
number of arguments. Many static source code analyzers use front-end compilers to
extract an AST. The AST is also a better format to do in depth analysis than plain
text, since it can be utilized when doing data-flow analysis. Data-flow analysis collects
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definitions of data items and instances of their use from given source code [31]. It tries
to analyze what values are calculated at different points in program execution. The
value of a particular data item at some sensitive point during code execution might
expose the program to vulnerabilities or unwanted behavior.

Static source code analysis is also used in code clone detection. Similar to other
source code analysis methods, code clone detection can be done using strings or to-
kens. The string-based methods analyze the code by trying to locate different charac-
ter sequences. These are called fingerprints, but the idea is the same as in signatures.
Token-based methods use a simple level of abstraction by constructing tokens from
words in source code. Abstract Source Tree can also be used in clone detection. The
methods construct an Abstract Source Tree from the code and calculate a hash value
for each node in the tree. Detection is done by comparing the same hashes from input
code fragments with the hashes extracted from the original code. [32]

3.1.2. Static binary code analysis

Moser, Kruegel and Kirda mention that in virus scanners the most common detection
method is a signature-based approach [24]. Signatures from all different viruses are
stored in a database. Detection works by searching each signature from the input binary
data.

Khoo, Mycroft and Anderson introduce a search engine for binary code named Ren-
dezvous [33]. This prototype engine can be used to detect the existence of third-party
code in binary data. One of the techniques Rendezvous uses is signature-based match-
ing. Rendezvous looks for ANSI strings and uses these byte sequences as signatures.
These are sequences of ASCII characters terminated by a null byte. The reason for
using these strings is the fact that they do not change at compilation time. Viruses
can be intentionally obfuscated, and when detecting libraries different compilers or
compilation optimizations can alter the instructions. Data constants remain unchanged
through the compilation process and thus provide good basis for signatures.

Hemel, Kallerberg, Vermaas and Dolstra also mention using strings as a basis for
signatures in code clone detection [34]. Their implementation tries to detect third-party
software in binary files to reveal license violations. They call this method the Binary
Analysis Tool (BAT). They state that using string literals is simple, because the literals
can be extracted easily from both source and binary code. To extract strings from
source code they first strip all strings from comments, and then use regular expressions
to get string literals. From binary code strings will be extracted with the GNU strings
tool, which looks for sequences of printable ASCII characters. Third-party software is
considered found if a large number of strings that only exist in that package is found
from the input data.

A signature-based approach is simple, but it comes with some disadvantages. In the
case of viruses their authors are trying to evade any detection methods by obfuscat-
ing the code. Signature-based detection fails if the whole signature cannot be found.
Chaumette, Ly and Tabary study the detection of polymorphic viruses that are designed
to bypass virus scanners [35]. This same problem occurs in detecting OSS libraries
with signatures, as noticed by Khoo, Mycroft and Anderson, but for a different rea-
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son. Because of different compilation optimizations the precision of signature-based
detection relies on good enough quality of the signatures.

Hemel, Kallerberg, Vermaas and Dolstra discuss the quality of the signatures and
the problems of using strings as signatures. A signature is weak if it is short or if it
occurs in many packages. Short strings are weak because they are more likely to occur
in any input, resulting in a false positive. Common strings would result in possible
false positives for the same reason. In the case of BAT the most common string found
in the packages is “%s”, which is used in the C language printf statement. Other
common strings are “version”, “name”, “help”, “unkown”, “Out of memory” and “out
of memory”.

BAT uses also two other methods besides string-based signatures. The first method
uses data compression. The idea is to concatenate the input binary and some package
from database, and to compress this concatenated data. If the compression of the
data results in smaller size than the two parts compressed individually, this is a sign
of redundancy. Consider two binaries x and y along with a compression function C.
If |C(xy)|, where xy is the concatenation of x and y and |s| denotes the length of s in
bytes, is substantially smaller than |C(x)| + |C(y)|, then this is considered as evidence
of cloning. The downside of this approach is that binaries in the database have to be in
compiled format for different architectures.

The third method in BAT is similar to the compression method: using binary deltas
for detection of code cloning. To detect if an input binary contains a clone from a
binary in database, a delta is computed. Delta means a list of instructions that would
reconstruct the binary in database from the input binary. If this delta is sufficiently
smaller than the binary in the database, this may indicate cloning. The same limitations
apply to this method as to the compression method.

Rendezvous also uses other methods than strings. Rendezvous processes a given
input binary to form different abstractions of it. One of the abstractions is the ex-
tracted data constants, as introduced earlier. The other two abstractions are instruction
mnemonics and control-flow subgraphs. These three abstractions are further processed
to construct a search query.

Instruction mnemonics are a representation of assembly opcodes. Opcodes are hex-
adecimal encoded instructions, whereas instruction mnemonics are textual representa-
tions of the underlying operation itself. Also, multiple opcodes may map to the same
mnemonic. The tool that extracts these mnemonics is called Dyninst [36]. The mod-
els for representing these mnemonics are n-gram and n-perm [37] [38]. N-gram is
an ordered sequence of mnemonics. Considering a mnemonic sequence push mov
sub movl , a 1-gram would be push, mov, sub, movl , a 2-gram would
be push mov, mov sub, sub movl , and a 3-gram would be push mov
sub, mov sub movl . A disadvantage of using n-grams is that instructions can
be reordered without affecting the program semantics. N-perm can be used to avoid
this problem. N-perm does not take order into consideration, but it is set-based rather
than sequence-based. The downside of n-perms is that there are not so many variations
for same n as in n-grams. This might affect the accuracy of the detection.

Control-flow graph (CFG) is a graph notated representation of the execution paths
in a program. Each node in CFG denotes a basic block (BB). Basic block is a sequence
of instructions which has no intermediate jumps into or out of it. This means it has one
entry point and one exit point. To construct a CFG BBs are extracted from disassembly
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and jumps are converted to directed edges between nodes. Rendezvous splits the CFG
to sub-graphs of size k, or k-graphs. Sub-graphs are then converted to k by k adjacency
matrices. Each matrix represents the graph by showing the nodes and each directed
edge between them. Matrices are then converted to their canonical form to be used in
searching.

Rendezvous indexes all of these terms, data constants, n-grams, n-perms and control-
flow subgraphs, into a textual representation. These textual query terms are used in
the actual searching process. For example the mnemonic sequence push, mov,
push, push, sub translates to two 4-grams 0x73f97373 and 0xf97373b3,
which then are encoded to textual query terms XvxFGF and baNUAL. Two query
models are introduced, Boolean model (BM) and vector space model (VSM). BM is a
set-based model where 1 denotes that a term exists in a document and 0 denotes that
it does not. Then by combining terms and boolean operators AND, OR, NOT sets
can be constructed. VSM is distance-based and it measures the similarity of two doc-
uments. The inner product of document weight vectors is calculated. Weight vectors
are computed normalized term frequencies of all terms in the document. If this in-
ner product is small, documents are considered similar. Rendezvous utilizes these two
models by first filtering documents with BM followed with ranking and scoring with
the VSM.

3.1.3. Signature extraction

Kephart, Jeffrey, Arnold and William [25] introduce a method for extracting signatures
from computer viruses automatically. They state that human-selected signatures are
prone to false positives. It is difficult to distinguish variations generated by different
compilers. A seemingly unusual sequence of bytes might be generated by the compiler,
not identifying the virus itself. That is why they state that signature extraction is a
job for a computer, not a human. Hu and Venugopal, in their paper about malware
signature extraction, also think signature extraction should be done by an algorithm as
humans tend to make mistakes [39].

A good signature is defined as a byte sequence that will appear in every instance of
a virus but is unlikely to appear just by coincidence in some arbitrary code. This is
achieved with two-phased extraction. First, a set of signatures that is likely to appear
in each instance of a virus is extracted. After this, false positives are minimized by
selecting only a few signatures from this set. [25]

The procedure for extraction starts by setting up an environment for the virus to
spread, on purpose. The method uses files, known as ‘decoys”, to lure the virus to
infect them. After several decoys have been infected, the areas the virus altered in these
files are separated and compared. This way it is possible to identify those sequences
that are common to all of the infected files. In the case of polymorphic viruses it is
important that these invariant parts of the viruses’ machine code are extracted. [25]

The actual set of candidate viruses is formed by taking all possible contiguous blocks
n bytes long from these invariant byte sequences. Block length n is the signature length
and it is specified by the user. These signatures then need to be evaluated. This is
done by estimating the probability that each candidate signature will match a random
sequence of bytes in a randomly chosen program. In practice this means finding the
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signature in a large collection of uninfected programs. The fewer occurrences of the
signatures are found, the better the signature is considered. [25]

3.2. Dynamic analysis

Nethercote [20] introduces the main points of dynamic analysis. Dynamic analysis has
two major differences compared to static analysis. First is that the analyzed program
is executed, and second is that the tools performing the analysis must instrument the
program. According to Nethercote, instrumenting a program means adding some extra
code to it that performs some kind of measuring about the execution of the program.
Instrumenting also means the ability to monitor performance or diagnose errors of the
program under inspection [40]. Dynamic analysis can be divided to two categories:
code level analysis and external analysis. Code analysis means that some instrumen-
tation code is injected to the software to be run along with the normal execution. This
code then extracts some information accessible during the execution. External mon-
itoring means accessing the desired information through some interface that the soft-
ware uses. This interface can be for example system calls or a network connection.
An analyzer could rewrite for example memory allocation functions of the system to
instrument memory management [41].

Dynamic analysis, which somehow monitors the software through external instru-
mentation, is usually done in an isolated virtual environment called a sandbox. A
sandbox protects the host machine from potential attacks by the software. Using a
sandbox allows the analyzer to monitor which files are being written or read by the
analyzed software. Detecting registry modifications is also possible. QEMU [42] and
Anubis [43], which is based on QEMU, are examples of these kinds of dynamic anal-
ysis systems that allow an analyzer to set up an externally controlled sandbox. [44]

Dynamic analysis, like static analysis, is also used for multiple purposes. It can be
used to detect malware from network behavior [44], to profile and optimize memory
usage of software [20] [45] or to detect programming errors [46]. This chapter intro-
duces dynamic source and binary code analysis, and how they can be utilized in finding
vulnerabilities.

3.2.1. Dynamic source code analysis

Dynamic source code analysis is mentioned by Binkley [22] and Nethercote [20] but
they give a slightly different meaning to it.

Binkley suggests source code analysis means extracting information from a program
using its source code. According to Binkley source code analysis can be divided into
three components: the parser, the internal representation and the analysis of this repre-
sentation. In the static analysis methods these internal representations, or abstractions,
are generated from the parsed source code. In dynamic analysis, which involves ex-
ecuting the program, the abstractions are generated during run time. These are often
trace files. A trace file is a recording of a program’s execution history that represents
its dynamic control flow. Ball and Larus introduce an algorithm for instrumenting a
program efficiently [47] by capturing its execution history.
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Nethercote suggests that dynamic source code analysis means extracting information
from a program by adding extra code to it. This code is run as a part of the program’s
normal execution. Nethercote mentions a work done by Richard W. M. Jones and Paul
H. J. Kelly [48] as an example. They study a method, which does bounds checking for
C and C++ memory allocation during run time.

Instrumentation means inserting extra code into an application to observe its behav-
ior. This is essentially the same as Nethercote’s definition of dynamic source code
analysis. The instrumentation code can be inserted at different stages: into the source
code, during compilation, post link time or at run time. A simple example of source
code instrumentation would be adding a print statement that reveals some variable’s
value at a point of execution. [46]

3.2.2. Dynamic Binary Analysis

Nethercote defines Dynamic Binary Analysis as run time analysis done at machine
code level. His dissertation focuses on Dynamic Binary Instrumentation, which is one
particular implementation of Dynamic Binary Analysis.

An application, called Valgrind [49], is introduced by Nethercote as a Dynamic Bi-
nary Instrumentation framework. Valgrind analysis uses two components: the Valgrind
core, and a tool. A tool is a plug-in for the Valgrind core. Valgrind distribution includes
five tools, but the core is designed so that new tools can be written. The program un-
der analysis is run on a synthetic CPU provided by the Valgrind core. An example
of a Valgrind command is the following: valgrind -tool=memcheck ls -l.
This command runs the UNIX ls command using the Valgrind Memcheck tool. The
selected tool works by adding its own instrumentation code. This code made by the
tools is then executed by the Valgrind core. The amount of instrumentation code varies
between different tools. For example Memcheck tool adds code to check every mem-
ory access and every value computed. This gives valuable information but comes with
increased computational costs. According to the Valgrind website, this increases the
run time by a factor of 10-50.

Valgrind is designed to help a programmer to fix programming errors. It can be used
to optimize, to profile memory usage or to debug a program with its dynamic anal-
ysis tools. Dynamic binary analysis is also utilized by BitBlaze [21]. BitBlaze is a
binary analysis platform designed to resolve multiple security problems. It uses both
static and dynamic binary analysis methods. BitBlaze’s dynamic analysis component
is called TEMU, which is a whole-system emulator. In contrast to Valgrind, TEMU can
analyze the operating system kernel and interaction between multiple processes. Val-
grind works on user level, so it can only monitor a single user-mode process. BitBlaze
is designed this way because malicious code may involve multiple processes.

3.2.3. Dynamic Taint Analysis

Dynamic taint analysis is a data flow analysis technique which tracks user input during
program execution [50]. The inputs are tagged as tainted, and any data influenced
by the tainted input is marked tainted as well. Taint analysis is utilized in detecting
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vulnerabilities and exploits which involve user input, such as SQL injection, cross-site
scripting, buffer overflows and forged system calls [50] [51] [52] [53] [54] [55] [56]
[57].

BitBlaze also utilizes dynamic taint analysis as it monitors how the tainted data
is propagated during execution. This is done by monitoring CPU instructions and
memory accesses. BitBlaze sets up what is called a shadow memory. The shadow
memory stores the taint status of each byte of physical memory, CPU registers, the hard
disk and network interface buffer. By storing bytes for hard disks this way BitBlaze
can track the tainted data even when it is written to file and then read from it.

Choi and Chung [50] also introduce a system that performs dynamic taint analysis
for vulnerability detection. They state the system performing this analysis needs to
utilize hardware emulation. This is essentially the same technique as used in TEMU
which is utilized by BitBlaze. Bo Shuai, Mengjun Li, Haifeng Li, Quan Zhang and
Chaojing Tang [58] have a slightly different approach as they use dynamic taint anal-
ysis as a part of their vulnerability detection. They detect system calls of the program
under analysis. For example for Windows they track system calls such as NtCreateFile
and NtReadFile, which are used to handle files. The parts of the program under analy-
sis doing these system calls are considered tainted if the input of the system calls was
tainted. The taint analysis is only used to detect these vulnerable system calls. The
system then mutates these inputs in order to detect if the program performs something
unexpected. Unexpected behavior, like crashing or hanging, is considered a potential
bug or vulnerability.

3.3. State of the art solutions

Certain companies offer services and products for vulnerability management and li-
cense management in software development. Examples of these are Black Duck [59],
OpenLogic [60], Palamida [61] and Codenomicon AppCheck [62].

The products and services made by these companies attempt to verify the existence
of third-party components, in source or binary code, and possibly their versions. These
tools are designed for vulnerability management and license management. Vulnera-
bility management is the process of reducing the security risks introduced by using
third-party code. By detecting which libraries are included, these vulnerabilities can
be identified and resolved. The license management tries to mitigate the intellectual
property risks caused by using OSS libraries.

The licenses and vulnerabilities are not directly identified from the code. Instead,
the detected library is compared to some database containing vulnerability informa-
tion. National Vulnerability Database (NVD) is an example of a vulnerability database,
which contains a comprehensive set of already known vulnerabilities. All of the above
products use NVD as the source of vulnerability information.

All of these products are proprietary software, and they share little to none techni-
cal information how the library detection is done. Palamida shares some information
about the techniques they use [63]. It is stated that Palamida uses ten individual de-
tection techniques, including both source and binary code analysis. They also provide
copyright and license detection, exact file match, and Java namespace analysis.
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OpenVAS [64] is an open-source framework offering vulnerability scanning and
vulnerability management. OpenVAS uses dynamic analysis methods to detect vul-
nerabilities. OpenVAS detects vulnerabilities via network. These executable tests are
called Network Vulnerability Tests (NVTs). OpenVAS itself is free, but there are com-
panies providing vulnerability management as a service using OpenVAS.

Rendezvous, introduced by Khoo, Mycroft and Anderson [33], is the latest state of
the art binary code search engine. The methods used in Rendezvous can be used to de-
tect software libraries in binary code. These methods were introduced in section 3.1.2.
Furthermore, the detected libraries can be used as a basis for vulnerability management
and license management.
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4.1.1. Naive String Matching Algorithm

The naive algorithm finds all valid shifts by “sliding” the pattern over the input text.
This way each shift is checked for the existence of a possible match. In each incre-
mentation of s, all characters of pattern P are checked for existence in T . This inner
loop checks each character, or byte, one at a time, until all characters or a mismatch is
found. The algorithm is shown in Algorithm 1. [65]

1 Algorithm: NAIVE STRING MATCHING ALGORITHM (T, P )

2 n = length of T ;
3 m = length of P ;
4 for s = 0 to n−m do
5 for c = 0 to m− 1 do
6 if P [c] == T [s+ c] then
7 if c == m− 1 then
8 print “Match found with shift” s;
9 else

10 continue the inner loop;
11 end
12 else
13 break the inner loop;
14 end
15 end
16 end

Algorithm 1: Pseudocode of Naive String Matching Algorithm

Naive algorithm does no preprocessing for the pattern. Naive algorithm has a com-
putational time of O((n −m + 1)m). The worst case computational time is reached
when m = n/2. This is because the inner loop, on line 5 of the pseudocode, must
execute m times. [65]

4.1.2. Finite automata in string matching

A finite automaton or a state machine can be used to solve the string matching problem.
This automaton is constructed from a given pattern in the preprocessing phase. A finite
automaton M is defined by the following properties: Q, q0, A,Σ, δ.

• Q is a finite set of states

• q0 is the start state

• A ⊆ Q is a distinguished set of accepting states

• Σ is a finite alphabet

• δ is a function from Q× Σ into Q, called the transition function of M
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Given the pattern P = ababaca a finite automaton is constructed in the preprocess-
ing phase. For this example letters are used to make the distinction between states and
the alphabet characters clearer. Figure 2 shows a state-transition diagram of pattern
P .

The automaton starts from state q0 and reads the input characters one by one. The
transition function δ resolves the transitions between states. If the current state is q,
and input character is a, the next state is δ(q, a). If current state q is a member of A the
automaton has accepted the string read so far.

To make correct transitions between states a suffix function is defined for P . The
suffix function σ maps Σ∗ to 0, 1, 2, . . . ,m so that σ(x) is the length of the prefix of P
that is also a suffix of x.

• σ(x) = max {k : Pk = x}
The suffix function σ is well defined since the empty string ε is a suffix of every

string. For example consider pattern P = aba, x1 = acaca, x2 = ccaba and x3 =
ccabc. This gives following results: σ(x1) = 1, σ(x2) = 3, σ(x3) = 0 and σ(ε) = 0.
For pattern P , with length m, following is true σ(x) = m if and only if P = x.

The transition function is then defined as:

• δ(q, a) = σ(Pqa)

Where Pq is the corresponding prefix of pattern P which ends to state q, and Pqa is
this prefix plus the next character.

In practice the suffix function ensures that the longest prefix of pattern P is always
tracked. Consider a pattern P = ababaca and text T = abababacaba. Without the
suffix function the character T [6] = b would result in a non-existing transition, and the
process would begin from state q0 again. The suffix function returns the correct state,
which in this case would be state q4, meaning that state machine continues from the
prefix abab. Figure 2 illustrates a state-transition diagram for the corresponding pattern
ababaca. The arrows going from left to right, from state i to state i + 1 correspond to
normal transitions where the next character of the pattern is found. The arrows going
from state x to a smaller state correspond to failing matches. The transitions back to
state zero are omitted from the picture. The transition, when T [6] = b, is illustrated
with the arrow from state q5 to state q4 with character b.

The matching phase is a simple loop over the length of text T . The computational
time for the finite automaton matcher is Θ(n) where n is the length of the text T . This
does not include the preprocessing phase where transition function δ is computed. The
matching function is presented in Algorithm 2.

The transition function is calculated with the procedure presented in Algorithm 3.
The two nested loops iterate over all states q and all characters a in the alphabet Σ.
Then the value of k is initialized to the largest conceivable value, which is min(m, q+
1) effectively after the first decrementation. The value of k is decreased until Pk = Pqa,
which happens eventually because P0 = ε, which is the prefix of every string.

4.2. String set matching

The string set matching problem is a simple extension of the string matching problem.
Instead of just one pattern P , in the string set matching problem P denotes a finite set
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1 Algorithm: COMPUTE TRANSITION FUNCTION (P,Σ)

2 m = length of P ;
3 for q = 0 to m do
4 for each character a ∈ Σ do
5 k = min(m+ 1, q + 2);
6 repeat
7 k = k − 1
8 until Pk = Pqa;
9 δ(q, a) = k

10 end
11 end

Algorithm 3: Transition function δ(q, a) procedure

Figure 3 illustrates Aho-Corasick state machine functions for pattern set P =
he, she, his, hers. The directed graph in Figure 3a represents the goto function g.
The goto function maps a state and a input character to produce a new state or a fail-
ure, for example g(0, h) = 1, which means that an input character h results in a state
transfer to state 1. Absence of an arrow in the graph represents a failure, for example
g(1, z) = fail because only characters e and i are accepted inputs. State 0 is the start
state, and any character, that is not h or s, will result to transition from state 0 back
to itself, not a failure. This is to ensure that one character is processed in every cycle
of the machine. The graph can branch from other states than state 0. This is because
patterns can share a common prefix. For example the character h is a prefix of both
strings his and hers so two branches are created from state 1. [7]

Failure function f is illustrated in the table in Figure 3b. When the goto function
returns a failure this function gets called. Failure function maps a state to another
state. This state transfer is called failure transition. The idea of the failure function is
to keep track of the longest prefix of any string seen so far, and it resembles the purpose
of suffix function which is used in the finite automaton string matcher. [7]

The output function gets called when a certain state is reached. It maps a state to
a output data, and it indicates that a certain pattern is found from the input string.
Figure 3c illustrates the output function. A state can have multiple patterns in the
output data. This happens when a pattern is a suffix of another pattern. For example
state 5 has an output {she, he} because he is a suffix of she. [7]

Consider an input string x, with a as the current character of that string and s as
the current state. Then the operation cycle of the state machine can be described as
follows: [7]

1. If the goto function has non-failure output, a state transfer is made from the
current state to next state: g(s, a) = s′, where s′ is the next state. This is called a goto
transition. The next character of the string x is set as the current input character. If
output(s′) 6= empty then the output data is emitted, including the offset of the current
symbol. The offset means the index of the character in the input text which is the last
character of the pattern.
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2. If g(s, a) = failure then a failure transition is made. If f(s) = s′ the cycle is
repeated so that s′ is set as the current state and character a as the current input. This
procedure converges towards the start state unless the goto function returns non-failure
output for character a in the current state. This will eventually happen at the start state
because the goto function always returns non-failure output at the start state.

The state machine starts from the start state and the first character of the input string
is set as the current character. Each input character will be handled in exactly one
operation cycle. Consider an input string S = ushers for the introduced state machine.
Figure 4 represents all of the corresponding operation cycles and state transitions for
the string S. The first characters u and s will result in a transition from the start
state back to itself, as these characters do not match any first characters of patterns
in P . In the operation cycle with index number four, the goto function is f(4, e) =
5, and because the resulting state has output the machine calls the output function
output(5) = {she, he}, which means these patterns are found with an offset of four.
In the next cycle with index number five, goto function is g(5, r) = failure, so the
failure function gets called. The failure transition is f(5) = 2, and from state two the
goto function is g(2, r) = 8. So in this operation cycle one failure function call and two
goto function calls are made, which results in two state transitions. This is indicated
with darker color in Figure 4. [7]

The pattern matching algorithm is shown in Algorithm 4. One operation cycle is
equal to one loop in the for-loop starting at line 8. The algorithm will output the
locations of each pattern found in the input string x. [7]

1 Algorithm: Aho-Corasick pattern matching machine (x, g, f, output)

2 x = a1, a2, a3, . . . , an;
3 n = length of the input string x;
4 g = goto function;
5 f = failure function;
6 output = output function;
7 state = 0;
8 for i = 1 to n do
9 while g(state, a) == failure do

10 state = f(state)
11 end
12 state = g(state, a);
13 if output(state) 6= empty then
14 print i, output(state);
15 end
16 end

Algorithm 4: Matching algorithm of the Aho-Corasick state machine.
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1 Algorithm: Aho-Corasick: construction of the goto function (P )

2 P = p1, p2, p3, . . . , pn a set of patterns;
3 n = number of patterns in pattern set P ;
4 newstate = 0;
5 g(s, a) = failure is default before it is defined;
6 for i = 1 to n do
7 for each character a in pi with length m do
8 state = 0;
9 j = 1;

10 while g(state, a) 6= failure do
11 state = g(state, aj);
12 j + +;
13 end
14 for p = j to m do
15 newstate = newstate+ 1;
16 g(state, ap) = newstate;
17 state = newstate;
18 end
19 output(state) = pi;
20 end
21 end
22 for each a so that g(0, a) = failure do
23 g(0, a) = 0;
24 end
25 return g,output

Algorithm 5: The construction of the goto function and the first part of the output
function.

The construction of the failure function starts by setting all of the states s with depth
1 to have f(s) = 0. Consider depth d as the current depth of the construction. The
failure function for depth d is computed using states with depth less than d. Consider
each state r with depth d− 1. The following steps are performed for states r: [7]

1. If g(r, a) = failure for all characters a, do nothing.

2. Else, for each a that g(r, a) = s do the following:

(a) state = f(r)

(b) Do state = f(state) while g(state, a) 6= failure. This loop is executed
zero or more times and g(state, a) will eventually return non-failure at the
start state.

(c) f(s) = g(state, a)

For example, in Figure 3a, the failure function would start by setting f(1) = 0
and f(3) = 0. These are the states with depth 1. At depth 2 are states 2, 4 and 6.
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To compute f(2) we set state = f(1) = 0, and because g(0, e) = 0 it means that
f(2) = 0. For the same reason also f(6) = 0. For state 4 we get state = f(3) = 0
and g(0, h) = 1 so f(4) = 1. Consider state 5 with depth 3. Now state = f(4) = 1
and because g(1, e) = 2 the failure function for state 5 is f(5) = 2. The output
function is now updated for state 5 to include the output of state 2. If f(s) = s′

and output(s) 6= empty and output(s′) 6= empty then the output of state s becomes
the merged output of both states. In the case of state 5 it becomes: output(5) =
she, he. The algorithm that constructs the failure function and the final output function
is presented in Algorithm 6. [7]

1 Algorithm: Aho-Corasick: construction of the goto function (g, output)

2 output the output function from Algorithm 5;
3 g the goto function from Algorithm 5;
4 queue = empty;
5 for each character a such that g(0, a) = s 6= 0 do
6 queue = insert(queue, s) insert the state in the queue;
7 f(s) = 0;
8 end
9 while queue 6= empty do

10 r = pop(queue) pop a state from the queue;
11 for each a such that g(r, a) = s 6= failure do
12 queue = insert(queue, s);
13 state = f(r);
14 while g(state, a) = failure do
15 state = f(state);
16 end
17 f(s) = g(state, a);
18 output(s) = output(s) ∪ output(f(s));
19 end
20 end
21 return f ,output

Algorithm 6: The construction of the failure function and the second part of the
output function. The for-loop at line 5 adds the states with depth 1 to a first-in
first-out list denoted by the variable queue and sets the failure function to return
0 for these states.
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5. DESIGN AND IMPLEMENTATION

This chapter explains the details of the implementation. This application is a part of
a commercial product called Codenomicon AppCheck, introduced in section 3.3, and
it aims to extend the coverage and accuracy of this commercial product. This chapter
introduces the following subjects: how this implementation relates to Codenomicon
AppCheck, scoping and design choices, signature extraction, signature detection, and
architecture of the actual software. Signature extraction is the phase where a given
software library is given a set of unique byte sequences called signatures, introduced
in section 3.1.2. These signatures are stored in a database file. The actual detection
can be denoted as a string set matching problem, introduced in section 4.2, where
signatures are located in the input binary data.

Rendezvous [33] is closest to the subject and purpose of this thesis, and both share
some similar ideas. Where Rendezvous tries to identify code reuse using static binary
analysis, this implementation focuses on detecting OSS libraries in binary code also
using static binary analysis. This kind of library detection does not appear in related
literature, and this is the first attempt to detect OSS libraries from binary code.

5.1. Codenomicon AppCheck

Codenomicon AppCheck [62] is a product for managing vulnerabilities and OSS li-
censes in applications by detecting third-party software components and their versions.
AppCheck detects software libraries, fetches vulnerability data associated with each
library from National Vulnerability Database (NVD), and shows the license for each
library. AppCheck supports both open-source and proprietary software libraries. Ap-
pCheck works on compiled binaries and supports Intel, ARM and PPC architectures.
The method introduced in this thesis is meant to extend the coverage of the detection
by introducing an additional technique.

5.2. Scoping and design choices

Because this implementation is going to be used as a part of AppCheck, some bound-
aries are set for the implementation. The main purpose is to discover which OSS
libraries are used in a given input binary. With this restriction only binary analysis can
be used, because the source code of the input software is not available. The implemen-
tation is required to work on all binaries compiled for different platforms, it needs to
run as fast as possible and be as sound as possible. Given these criteria static binary
analysis is the most suitable method for the task. Using disassembly to do static anal-
ysis would have also been possible, but covering different platforms would not have
been feasible. The best choice was to use signature based detection, because it is fast
and simplest by design. The method of extracting signatures from a library, introduced
later in this chapter, has not been used before.

The actual process of detecting the signatures in the input binary data is done using
the Aho-Corasick string matching algorithm. The signature detection is done with a
single pass over the input data for all of the signatures. This gives significant computa-
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Figure 10: A slice of the read-only data section in libcyassl, which is a part of the
CyaSSL library. The left side column shows the offset, which in this slice begins
from 34bc0, and ends after the row that begins with 34d90. The next four columns
represent the actual data in hexadecimal values, and lastly the right side shows corre-
sponding ASCII characters.

• $ nm -a example.so | grep ’ r ’ | sort

This prints only lines that refer to the read-only data section and sorts them so that
the symbol with the lowest offset is first. The actual symbols, which are relevant to
this implementation, are shown after the symbol .rodata without the dot prefixing
the symbol name. Also .eh_frame_hdr, .eh_frame and __FRAME_END__ are
discarded. The implementation can use this format as-is. Each row is parsed and off-
sets are appended to the list in the given order. Then the actual signatures are extracted
simply by slicing the read-only data section with each offset.

5.4.2. Extracting the signatures using the disassembly method

The other method to extract signatures is similar to the symbol table method. What
makes this method different is that the offsets are read from disassembly rather than
symbol table. Disassembly is obtained with objdump unix utility. For this method a
64-bit ELF file is used and no debug symbols are required. The following command
prints the disassembly:
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Figure 11: An example, using libssl part of OpenSSL, of Unix utility nm output that
includes references to the read-only data section sorted in ascending order.

• $ objdump -D example.so | grep ’#’

Disassembly shows where references to the read-only data section are made. These
references are parsed from the disassembly output, taking only distinct references,
and appended to a list. The list is then sorted so that the reference with the lowest
offset value is first. This produces a similar result as using the debug symbols to get
the references. Figure 12 shows an example output of using objdump to extract the
disassembly.

5.4.3. Signature processing and the database

Signatures always include the symbol name they refer to. In the symbol table the name
comes from the end of each row as seen in Figure 11. In the disassembly method
objdump shows the name after the reference offset value as seen in Figure 12. The
name itself can be used to deduce information about the signature. For example a
signature with symbol name “ssl_handshake_digest_flag” reveals that it is used in SSL.
The symbol name can be used to evaluate the uniqueness of the signature. For example
a symbol name could be “out_of_memory_err”. This symbol would probably be too
generic to be used as a signature.

Once extracted, each signature is first checked for its length. The minimum length,
defaulted to 24 characters, is required because a too short signature can be found
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Figure 12: Example of objdump disassembly from libssl. The actual reference is shown
right after the red # symbol.

from arbitrary data. The long enough signature is then sliced to smaller sections
called sub-blocks. Concatenating all of the sub-blocks of a signature would repro-
duce the original signature. The length of the sub-block is defined by the constant
value “SUB_BLOCK_LEN”, and it is by default 16 characters.

The purpose of this slicing is to reduce the number of false negatives. Some com-
pilers, or compiling for different architectures, may pad the constant so that the start
or the end of the data includes zeros, or other meaningless bytes. When looking for
a signature it is required that sub-blocks are found in the same order as they were
sliced, but with the difference that not all of them are required to be found. Consider
a signature with 6 sub-blocks. Detecting sub-blocks 2, 3, 4, 5 and 6 would be valid,
but detecting sub-blocks 1, 2, 4, 5 and 6 would not be. This means start and end bytes
can be dropped, which effectively compensates for false negatives caused by different
compilers.

The sub-blocks are the final format stored in the database. The database is a simple
JSON file which includes the libraries, all of the signatures for each library, and all of
the sub-blocks for each signature. Python language can read the JSON format as-is, so
minimal parsing is required. Also printing to JSON is possible directly with Python.

5.5. Detection and the result

When loading the signatures from the database, each pair of hexadecimal characters
is converted to the corresponding byte value, which in decimal is between 0 and 255.
This way each character can be represented with a single byte. For example value
ff00aa from a signature would have the value of {255, 0, 170} in the application
runtime memory. Using bytes creates minimal overhead and improves performance
significantly compared to using strings.

The database is read to a Python dictionary variable during start up. The Aho-
Corasick class gets the database as an argument to generate the goto, failure and out-
put functions. All of the signatures from the database are read and processed by the
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Aho-Corasick class. After loading the database, the Aho-Corasick class offers the
search method, which takes byte data as input and returns a result set in JSON for-
mat. The AppCheck preprocessor creates temporary files when extracting archives or
compressed files. The path for each file is passed to readBinary(filepath) method.
Python can read the file as byte data with the method file(binarypath,′ rb′). This byte
data is then passed to the Aho-Corasick search method. Byte data means a similar list
of byte values representable by numbers between 0 and 255.

A sample result is shown in Listing 5.1. The result format is JSON. The first key
represents the filename of the library, which in this case is “libxml2.so.2.7.2”. All of
the found signatures are listed inside the object following the top level key. In this
case one signature was found with the symbol name “CSWTCH.299”. The offset in
the read-only data is displayed in the same key. The offset is “0x10fb40” for this
signature. The object for each signature includes the total number of sub-blocks and
the indices of the found sub-blocks. In the example the total number of sub-blocks for
the signature was 8, and 7 of them were found with indices ranging from 0 to 6.

Listing 5.1: A sample result
1 {
2 "libxml2.so.2.7.2": {
3 "CSWTCH.299 - 0x10fb40": {
4 "total": 8,
5 "order": [
6 0,
7 1,
8 2,
9 3,

10 4,
11 5,
12 6
13 ]
14 }
15 }
16 }

For easier inspection the results are parsed and printed out in a human readable
format. The printout includes two formats. The first printout shows the filename of
the library, the symbol name, the offset in the read-only data, the number of found
sub-blocks, and the total number of sub-blocks for that symbol. An example of this
can be seen in Listing 5.2. The other printout shows the library and the number of
found sub-blocks divided by the total number of sub-blocks. The example is shown in
Listing 5.3.
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Listing 5.2: A sample of human readable result
liblzma.so.5.0.5 - lzma_rc_prices - 0x1d9c0: 8 / 8
liblzma.so.5.0.5 - features - 0x17480: 15 / 15
liblzma.so.5.0.5 - lzma_fastpos - 0x1b800: 63 / 63
liblzma.so.5.0.5 - lzma_crc64_table - 0x19660: 63 / 63
libxml2.so.2.7.2 - CSWTCH.299 - 0x10fb40: 7 / 8
liblzo2.so.2.0.0 - lzo_crc32_table - 0x1ce60: 63 / 63
libpng16.so.16.11.0 - onebppswaptable - 0x2aa40: 16 / 16
libpng16.so.16.11.0 - twobppswaptable - 0x2ab40: 16 / 16
libpng16.so.16.11.0 - row_mask.5929 - 0x2a260: 9 / 9

Listing 5.3: A sample of human readable result
liblzma.so.5.0.5: (149/269 = 0.553903)
libxml2.so.2.7.2: (7/1439 = 0.004864)
liblzo2.so.2.0.0: (63/147 = 0.428571)
libpng16.so.16.11.0: (41/591 = 0.069374)
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6. EVALUATION

The main emphasis of this thesis is to detect which OSS libraries are included in the
given input binary. This chapter answers the research questions introduced in chap-
ter 1.2:

• Does the symbol table signature extraction method produce signatures that can
be used for library detection?

• Does the disassembly signature extraction method produce signatures that can
be used for library detection?

• Can either or both of the methods be used to increase the performance of Code-
nomicon AppCheck?

• Is Aho-Corasick state machine execution time fast enough to be used in a com-
mercial application?

6.1. Evaluation outline

The evaluation is carried out using OSS libraries and OSS applications. The OSS
libraries are used in the learning phase, which includes the signature extraction. The
OSS applications are used in the detection phase, where each application is scanned to
detect any of the libraries.

Three sets of results are gathered. The first one is gathered with the method using
symbol tables for signature extraction. This method was introduced in chapter 5.4.1.
The second one is gathered with the method using disassembly for signature extraction,
which was introduced in chapter 5.4.2. Also the same applications are scanned with
AppCheck. All three results are ranked, and compared against each other. Later in this
chapter the signature extraction methods are referred as the symbol table method and
the disassembly method.

The performance of the Aho-Corasick implementation is determined by measuring
the execution time for each scan. One scan is the process of reading an application
byte by byte, using it as the input for the Aho-Corasick state machine implementation,
and printing out the result.

The implementation returns a result, which shows the number of found sub-blocks
in all of the signatures for each library. The number of found sub-blocks is evaluated
to decide whether a particular library is included in the input data.

The performance of the implementation is measured by comparing the detected li-
braries and the expected libraries. Expected libraries for each application are deter-
mined by inspecting the source code of the application. By comparing the expected
results to returned results a statistical analysis is made. Precision, recall and F2 mea-
sure are calculated.
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6.2. Testing environment

Implementation evaluation is done in a virtual machine environment running Ubuntu
LTS 12.04. The host operating system is Mac OSX version 10.9.4. The virtual envi-
ronment is provided by VirtualBox[66]. The CPU is a 2.3 GHz Intel core i5, and the
virtual machine is configured to have 1.4 GB of RAM.

For the evaluation two sets are used: a set of input OSS applications, and a set of OSS
libraries so that each library is included in at least one of the applications. In addition
to this, for each type of library there are multiple libraries in the set. For example four
libraries, openssl, cyassl, polarssl and gnutls, which implement SSL/TLS are used.

The evaluation set consists of 14 OSS libraries. These libraries are divided into 6
groups, each group representing some protocol or functionality. The first group con-
sists of libraries that implement TLS and cryptographic protocols, the second consists
of audiovisual codec libraries, the third consists of image libraries, the fourth consists
of compression libraries, fifth consists of XML libraries and the last group has only
one library, libcurl, which implements various file transfer protocols. Below is shown
a detailed list of libraries and their versions:

• CyaSSL 2.9.4 (libcyassl.so.5.0.4) [67]

• OpenSSL 1.0.1h (libssl.so.1.0.0 + libcrypto.so.1.0.0) [68]

• PolarSSL 1.3.7 (libpolarssl.so.1.3.7) [69]

• GnuTLS 3.2.10 (libgnutls.so.28.30.0) [70]

• FFmpeg (libavutil.so.53.8.0) [71]

• FFmpeg (libavcodec.so.55.36.0)

• VideoLAN - libdvdcss 1.2.11 (libdvdcss.so.2.1.0) [72]

• libpng 1.6.11 (libpng16.so.16.11.0) [73]

• LibTIFF 3.8.2 (libtiff.so.3.8.2) [74]

• LZO 2.06 (liblzo2.so.2.0.0) [75]

• XZ Utils 5.0.5 (liblzma.so.5.0.5) [76]

• libxml2 2.7.2 (libxml2.so.2.7.2) [77]

• The Expat XML Parser 2.1.0 (libexpat.so.1.6.0) [78]

• libcurl 7.37.0 (libcurl.so.4.3.0) [79]

The set of test applications consists of OSS applications: XBMC and VLC me-
dia player are digital media players, LibreOffice is a free office suite, Wireshark is
a network protocol analyzer, Ceemple is a C++ framework for technical computing,
OpenTTD is a simulation game, Gimp is an image manipulation application and Open-
Wrt is a Linux distribution for embedded devices.
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• XBMC 13.1 Gotham for Windows [80]

• LibreOffice 4.2.5 for Windows [81]

• VLC media player 2.1.4 for Mac OSX [82]

• Wireshark 1.10.8 for Windows [83]

• Ceemple 0.3.88 for Windows [84]

• OpenTTD 1.4.1 for Windows [85]

• Gimp 2.8.10 for Mac OSX [86]

• OpenWrt 12.09 x86 image [87]

6.3. Model for evaluating the results

The evaluation of the implementation is based on the model introduced in Rendezvous
[33], which is a similar search engine by Khoo, Mycroft and Anderson. They conclude
that the relevant statistical values are precision, recall, F1 and F2 measures. The F1

measure is considered a value that can be used to rank different classification methods
[88]. It used to measure the performance or to compare different binary classifiers
[89], [90]. According to Yi-Hsing Chang and Hsiu-Yi Huang, recall, precision and
F1 measure are standard information retrieval measures, and are used to evaluate the
effectiveness of classification [91].

Precision and recall are calculated using the following quantitative values: true pos-
itive (tp), false positive (fp), true negative (tn) and false negative (fn). A true positive
means that an expected library was found in the given input application. A false pos-
itive means that an unexpected library was found in the given input. A true negative
means that a library was not found in an input where it was not expected to be. And
lastly, a false negative means that a library was not found in an input even though it
was expected to be found. [88]

Recall, also known as detection rate, gives the percentage of true positives as com-
pared to the sum of true positives and false negatives. The sum of true positives and
false negatives is considered to be the number of expected true values. Recall is usu-
ally used in conjunction with precision, also known as positive prediction. It gives the
percentage of true positives as compared to the sum of true positives and false pos-
itives. The sum of true positives and false positives is considered as the number of
detected true values. The equation for recall is shown in equation 1, and for precision
in equation 2. [88]

A statistical measure that uses both precision and recall is called the F measure. The
two common F measures are F1 and F2. F1 weighs both precision and recall equally,
and F2 gives two times more weight to recall than precision. The F2 measure is more
desirable because we want to give more weight to true positives than false positives.
Equation 3 shows the F1 measure, equation 4 shows the F2 measure. The higher value
for the F measure means better result. The best result is 1 and the worst is 0. The F2
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values are calculated for all three result sets to make a comparison between the two
signature extraction methods and the existing work in AppCheck. [33]

recall =
tp

tp+ fn
(1)

precision =
tp

tp+ fp
(2)

F1 =
2 ∗ precision ∗ recall
precision+ recall

(3)

F2 =
5 ∗ precision ∗ recall

(4 ∗ precision) + recall)
(4)

6.4. Results

The results for the symbol table method can be seen in Figure 13, and for the disas-
sembly method in Figure 14. Each cell shows the number of found sub-blocks divided
by the total number of sub-blocks for each respective library. Results using AppCheck
are shown in Figure 15. This figure only shows the classification result for each cell.

The criteria for a signature to be considered found was that 74% of the sub-blocks in
that signature were found. If this criteria is fulfilled the number of found sub-blocks is
added to the total number of found sub-blocks. Furthermore, the criteria for a library to
be considered found is that the total number of found sub-blocks is more than 6% of the
total number of found sub-blocks for that library. For example for library x the found
signatures are: symbol1 : 12/16, symbol2 : 3/4, symbol3 : 11/12, symbol4 : 6/12.
So symbols 1,2 and 3 found are considered found, and the total number of found sub-
blocks is 12 + 3 + 11 = 26. This means that x was included in the input data: 26/44 ≈
0,59 > 0,06. This is based on pure observation of which libraries are expected to be
found and which are not. With these criteria each cell is given a value of true positive,
false positive, true negative or false negative. Furthermore, precision, recall and F2 can
be calculated. These numbers are presented in Table 1 for all three results.

The execution times of the scans are represented in Table 2. One scan includes
the preprocessing phase done by the existing AppCheck preprocessor, the signature
detection using only the extension engine, and the result parsing.
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Table 2: Execution time for each application.

Application file extension size in MB runtime in seconds MB/s
XBMC .exe 61M 166,84s 0,365MB/s

LibreOffice .msi 210M 1279,9s 0,164MB/s

VLC .dmg 33M 113,48s 0,291MB/s

Wireshark .exe 27M 103,98s 0,260MB/s

Ceemple .exe 258M 1437,7s 0,179MB/s

OpenTTD .zip 9,0 34,867s 0,258MB/s

Gimp .dmg 36M 110,67s 0,325MB/s

OpenWRT .img.gz 4,1M 72,280s 0,057MB/s

6.5. Result analysis

In this section, the results are analyzed. The false positives and false negatives are
examined in greater detail to understand the issues related to the signature based de-
tection. The results between the two new methods and AppCheck are compared, to
decided whether the new methods can be used to extend the coverage of AppCheck.

6.5.1. Discarding liblzo

The results relating to liblzo were discarded because it did not have proper signatures.
To start with, liblzo had very few signatures, which are listed below:

Symbol name, offset and number of sub-blocks per signature in liblzo

• c.2574 - 0x1c920 - 28

• c.2630 - 0x1cae0 - 28

• c.2619 - 0x1cca0 - 28

• lzo_crc32_table - 0x1ce60 - 63

The symbol lzo_crc32_table was found in every application scanned in the
test set. This underlines the problem that some constant data is too generic to be
used as signatures. CRC stands for Cyclic Redundancy Check and it is used to detect
accidental errors in data [92]. The other symbols, c.2574, c.2630 and c.2619, were not
found from any of the applications.

6.5.2. Efficiency

The execution times are shown in Table 2. The file format had a significant effect on
execution times. The executables with “.exe” extension, were scanned with the fastest
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execution time, because these files need minimal preprocessing. The slowest file to
scan was the OpenWrt image, which was a compressed disk image. The preprocessing
time varies considerably depending on the file format. AppCheck promises to provide
results “within minutes”, so the definition for the time constraint is very loose. The
longest scan took almost 24 minutes, which can still be considered to be in the allowed
time limit.

6.5.3. Analyzing the false positives

The false positive signatures are analyzed in order to understand the reason for detect-
ing them. The group of TLS protocols shows a high number of false positives.

The list of false positive signatures for VLC media player is represented in Table 3.
The signatures, whose symbol names starts with “SB”, come from the Data Encryption
Standard (DES) part of the PolarSSL library [93]. The SB symbols are called S-boxes
[94], and the same S-boxes are used in other DES implementations as well. For exam-
ple, the same S-boxes are found from libcyassl [95]. The symbol name for the S-boxes
in libcyassl is “Spbox”. The “PAD1” in libcyassl is used as a padding for hash values
[96]. It contains the same byte value of 0x36 repeated 48 times. The same padding is
probably used in other TLS implementations.

The list of false positives in Wireshark is shown in Table 4. The false positive sig-
natures are from the DES and Advanced Encryption Standard (AES) implementations.
All of the S-symbols, RHs, LHs, pc1 and pc2 are DES related symbol names [95],
[93]. The symbols named Td and Te appear in the libcyassl AES implementation [97].

The TLS related signatures look like a valid set of signatures, because of their rela-
tively long length. The problem is that they are defined exactly the same way in most
of the libraries implementing TLS. For this reason a high number of false positives is
shown in the group of libraries implementing TLS. The rest of the TLS-related false
positive signatures are also related to the encryption standards, and these instances of
false positives are shown in Figure 13 with yellow color. The disassembly method
performed slightly better by classifying libcyassl correctly in VLC media player. The
reason for the false positives in the disassembly method was the same as in the symbol
table method.
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Table 3: False positive signatures in VLC media player using the symbol table method.
Each row shows the library name, the symbol name, the offset in the read-only data,
the number of found sub-blocks, and the total number of sub-blocks.

Library Symbol name offset subf subt
libpolarssl.so.1.3.7 RHs 0x806a0 4 4
libpolarssl.so.1.3.7 LHs 0x80660 4 4
libpolarssl.so.1.3.7 SB1 0x7fe60 16 16
libpolarssl.so.1.3.7 SB6 0x80360 16 16
libpolarssl.so.1.3.7 SB5 0x80260 16 16
libpolarssl.so.1.3.7 SB7 0x80460 16 16
libpolarssl.so.1.3.7 SB8 0x80560 16 16
libcyassl.so.5.0.4 PAD1 0x2ce40 3 4
libcyassl.so.5.0.4 Spbox 0x34e00 47 63

Table 4: False positive signatures in Wireshark using the symbol table method. Each
row shows the library name, the symbol name, the offset in the read-only data, the
number of found sub-blocks, and the total number of sub-blocks.

Library Symbol name offset subf subt
libcyassl.so.5.0.4 pc2 0x34da0 3 4
libcyassl.so.5.0.4 Td 0x338e0 63 63
libcyassl.so.5.0.4 pc1 0x34d40 3 4
libcyassl.so.5.0.4 Te 0x324e0 63 63
libpolarssl.so.1.3.7 RHs 0x806a0 4 4
libpolarssl.so.1.3.7 LHs 0x80660 4 4
libpolarssl.so.1.3.7 SB1 0x7fe60 16 16
libpolarssl.so.1.3.7 S 0x7a640 62 63
libpolarssl.so.1.3.7 SB6 0x80360 16 16
libpolarssl.so.1.3.7 SB5 0x80260 16 16
libpolarssl.so.1.3.7 SB7 0x80460 16 16
libpolarssl.so.1.3.7 SB8 0x80560 16 16

6.5.4. Analyzing the false negatives

The most false negatives occurred with libexpat using the disassembly method and with
libcurl using the symbol table method. The symbol table detected the same signature
in libcurl every time with sub-block count of 51. But detecting only one signature was
not enough to reach the threshold of 6%. The disassembly method detected more than
80 sub-blocks for libcurl. The total number of sub-blocks for libcurl was 1457 using
the symbol table method and only 422 using the disassembly method. This means that



54

the disassembly method was able to retrieve more relevant signatures than the symbol
table method. The symbol table method could be polluted by constants that are left
in the code but unused otherwise. Depending on the compiler optimizations, these
constants can be left out of the binary even when the library is included.

In contrast libexpat was detected 1 out of 5 times with the disassembly method,
and the symbol table method detected libexpat 4 out of 5 times. The disassembly
method was not able to extract the same signatures, and thus failed to detect libexpat.
Libgnutls was detected with the symbol table method in Wireshark but not in VLC.
The disassembly method had this result the other way around; it detected libgnutls in
VLC but not in Wireshark. To reduce the amount of false negatives, manual inspection
of the signatures would have to be done. With more applications as a reference the low
quality signatures could be dropped out.

Another problem causing false negatives is a partial inclusion of a library. For exam-
ple the following GnuTLS and libtiff configurations are taken from VLC media player
source code from GitHub [98], [99]:

Listing 6.1: GnuTLS configuration in VLC
GNUTLS_CONF := \

--disable-gtk-doc \
--without-p11-kit \
--disable-cxx \
--disable-srp-authentication \
--disable-psk-authentication-FIXME \
--disable-anon-authentication \
--disable-openpgp-authentication \
--disable-openssl-compatibility \
--disable-guile \
--disable-nls \
--without-libintl-prefix \

Listing 6.2: LibTiff configuration in VLC
.tiff: tiff

cd $< && $(HOSTVARS) ./configure \$(HOSTCONF) \
--disable-jpeg \
--disable-zlib \
--disable-cxx \
--without-x

When only a part of the library is included in the application, the number of included
signatures decreases. This makes the detection that much harder. Signature based
detection relies on these constants to be included in the compiled application binary.
If only a part of the signatures is found, the number of detected sub-blocks may not
reach the desired threshold, even when the library is included in the application.

6.5.5. Comparing the signature extraction methods and AppCheck

Both of the new methods performed slightly worse than AppCheck. This was expected
given the time and resources allocated for the implementation. The results still show
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that the new methods can be used to extract signatures valid for library detection, but
a significant amount of fine tuning is still needed to make the methods reliable in
commercial use. The purpose of this work was to study if these methods can be used
to extend the coverage of AppCheck, and the results show this is possible. AppCheck
could not detect libcyassl in XBMC and OpenWRT. This was known beforehand and it
was the reason for choosing libcyassl in the evaluation set. The new methods showed
promising results for detecting libcyassl.

The disassembly method showed slightly better results than the symbol table method.
True positives had a larger portion of found sub-blocks than in the symbol table
method. It appears that more relevant signatures were extracted as the total number
of sub-blocks was lower, but higher portions were found. Overall the disassembly
method was better, but detection of libexpat failed almost completely. Not a single
sub-block was found in 4 applications where the library was expected to be found.

Combining the best signatures from both methods would give very good results. Li-
blzma, libxml2, libexpat and libcurl showed a high number of false negatives with both
methods. But if the better result is taken for each library only one false negative would
occur. This underlines the need for manual work to confirm the signature quality.
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7. DISCUSSION

As defined in section 1.2, the main objective of this thesis was to detect which OSS
libraries are included in a given input binary. The detection was done using signatures,
and the signatures were extracted using two new methods developed and studied in
this thesis. The signatures were located using an Aho-Corasick state machine, which
allowed all of the signature to be located with a single pass over the input data. The
accuracy of the signature extraction methods were studied and compared to Code-
nomicon AppCheck. The execution times of the implementation were measured and
evaluated.

Vulnerability management using library detection is a relatively new area in the lit-
erature. Studies researching code cloning [32] and code reuse [33] exist, but detecting
OSS libraries from binary code has not been studied before. This was a big challenge
when writing this thesis.

The main research objectives were to study whether these new signature extraction
methods produce valid signatures for library detection. The detection efficiency was
determined by measuring run times for each scan. Also the value of these methods to
extend the coverage and accuracy of Codenomicon AppCheck was studied. The results
showed that both methods were able to detect OSS libraries from input applications in
binary format. The F2 measures were slightly worse than the F2 measure of AppCheck,
but it can be said that the methods performed well. An even more notable result was
that these methods were able to detect an OSS library that AppCheck could not detect.
The efficiency was sufficient. Considering that no optimization was done, and a high
level language was used, the run times were fast enough.

7.1. Future improvements

Signature quality remained as the biggest issue during the development of the work.
The group of TLS libraries had many similar signatures, which seemed unique during
the extraction. It is difficult to deduce, both for a human and a computer, if a signature
is too generic. For example the S-boxes in the TLS libraries are fixed, so that they
appeared almost the same in every TLS library. This is difficult to notice during the
extraction as it would require information about the purpose of the constant, which
is the basis for the signature. One way to solve this problem is to compare all of
the extracted signatures from all of the libraries with each other. By comparing all
of the signatures from a much larger set of software libraries, the duplicates could be
removed, and the number of false positives could be reduced.

The most difficult task was to determine when enough proof exists to decide that
a library is included in the input data. The 6% threshold of found sub-blocks was
determined by pure observation. This is not optimal, but a better solution would require
more testing resources. It took a considerable amount of time to determine the expected
libraries, even for the 8 applications in the evaluation set. One definitive improvement
in the future would be in the classification criteria.

Another method which would improve the accuracy is signature rating. The rating
means that some signatures are rated as more significant than others. Again, this would
require a lot of manual work, and a comprehensive evaluation set. Even rather short
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signatures with 64 to 128 bytes would work, if they are really unique to a library. The
chance of finding these 64 bytes from arbitrary data is so minimal, that the detection
would still be highly reliable. The issue is in determining these very reliable and highly
valued signatures.

The Python programming language is not very efficient. Comparing to C++ it can
be even a hundred times slower [100]. Python is designed for rapid development,
and it excels in prototype projects. That is the reason it for chosen for this thesis. In a
commercial environment the efficiency can be improvement by optimizing the existing
code, or by rewriting it in a faster-executing language.
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8. CONCLUSION

Vulnerability management and license management are crucial parts of software devel-
opment. The usage of third-party software components has been increasing, and these
processes mitigate the risks involved when including third-party software. By detect-
ing third-party software libraries, and identifying their vulnerabilities and licenses, is
a way to achieve these management tasks. If source code for the input application is
not available, binary analysis has to be used.

In this thesis an implementation for detecting OSS libraries in binary data was de-
veloped. This implementation was developed to extend the coverage of Codenomicon
AppCheck, which is a service providing vulnerability management and license man-
agement. The detection uses signatures, which are unique sequences of bytes extracted
from the software libraries that are to be detected. These signatures are located from
the input application, and the found signatures are evaluated to decide whether a library
is included in the application.

Two new methods were developed for signature extraction. The performance of
these methods are studied in this thesis. The first method uses symbol tables to locate
data constants in the read-only data section of a library. The second method locates the
data constants using the disassembly of the library. The data constants are then used as
signatures for the library. To efficiently detect and locate the signatures from the input
data an Aho-Corasick state machine is constructed. The found signatures are evaluated
in order to determine if a library exists in the input data.

The implementation was evaluated using a set of OSS libraries and a set of OSS
applications. Each of the libraries was included at least in one of the applications, and
the performance was measured with F measure. The results showed that the new sig-
nature extraction methods can be used a basis for library detection. The Aho-Corasick
state machine was efficient for detecting signatures from the input application. The
implementation could detect an OSS library that Codenomicon AppCheck could not.
The new methods can be used to extend the coverage of AppCheck.
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