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Abstract  
 

In order to remain competitive, companies need to be constantly vigilant and aware of 

the current trends in the industry in which they operate. The terms big data and data 

mining have exploded in popularity in recent years, and will continue to do so with the 

launch of the internet of things (IoT) and the 5
th

 generation of mobile networks (5G) in 

the next decade. Companies need to recognize the value of the big data they are 

generating in their day-to-day operations, and learn how and why to exploit data mining 

techniques to extract the most knowledge out of the data their customers and the 

company itself are generating. 

The root cause analysis of faults uncovered during base station system testing is a 

difficult process due to the profound complexity caused by the multi-disciplinary nature 

of a base station system, and the sheer volume of log data outputted by the numerous 

system components. The goal of this research is to investigate if data mining can be 

exploited to conduct root cause analysis. It took the form of action research and is 

conducted in industry at an organisation unit responsible for the research and 

development of mobile base station equipment. 

In this thesis, we survey existing literature on how data mining has been used to address 

root cause analysis. Then we propose a novel approach to root cause analysis by making 

iterations to the root cause analysis process with data mining. We use the data mining 

tool Splunk in this thesis as an example; however, the practices presented in this 

research can be applied to other similar tools. We conduct root cause analysis by mining 

system logs generated by mobile base stations, to investigate which system component 

is causing the base station to fall short of its performance specifications. We then 

evaluate and validate our hypotheses by conducting a training session for the test 

engineers to collect feedback on the suitability of data mining in their work. The results 

from the evaluation show that amongst other benefits, data mining makes root cause 

analysis more efficient, but also makes bug reporting in the target organisation more 

complete. 

We conclude that data mining techniques can be a significant asset in root cause 

analysis. The efficiency gains are significant in comparison to the manual root cause 

analysis which is currently being conducted at the target organisation.  
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Tiivistelmä 
 

Kilpailuedun säilyttämiseksi yritysten on pysyttävä ajan tasalla markkinoiden 

viimeisimpien kehityssuuntien kanssa. Massadata ja sen jatkojalostaminen, eli 

tiedonlouhinta, ovat tällä hetkellä mm. IT- ja markkinointialan muotisanoja. Esineiden 

internetin ja viidennen sukupolven matkapuhelinverkon (5G) yleistyessä 

tiedonlouhinnan merkitys tulee kasvamaan entisestään. Yritysten on kyettävä 

tunnistamaan luomansa massadatan merkitys omissa toiminnoissaan, ja mietittävä 

kuinka soveltaa tiedonlouhintamenetelmiä kilpailuedun luomiseksi. 

Matkapuhelinverkon tukiasemien vika-analyysi on haastavaa tukiasemien 

monimutkaisen luonteen sekä valtavan datamäärän ulostulon vuoksi. Tämän 

tutkimuksen tavoitteena on arvioida tiedonlouhinnan soveltuvuutta vika-analyysin 

edesauttamiseksi. Tämä pro gradu -tutkielma toteutettiin toimintatutkimuksen muodossa 

matkapuhelinverkon tukiasemia valmistavassa yrityksessä.  

Tämä pro gradu -tutkielma koostui sekä kirjallisuuskatsauksesta, jossa perehdyttiin 

siihen, kuinka tiedonlouhintaa on sovellettu vika-analyysissä aikaisemmissa 

tutkimuksissa että empiirisestä osiosta, jossa esitetään uudenlaista iteratiivista 

lähestymistapaa vika-analyysiin tiedonlouhintaa hyödyntämällä. Tiedonlouhinta 

toteutettiin Splunk -nimistä tiedonlouhintatyökalua hyödyntäen, mutta tutkimuksessa 

esitelty teoria voidaan toteuttaa muitakin työkaluja käyttäen. Tutkimuksessa louhittiin 

tukiaseman synnyttämiä lokitiedostoja, joista pyrittiin selvittämään, mikä tukiaseman 

ohjelmistokomponentti esti tukiasemaa saavuttamasta suorituskyvyllisiä 

laatuvaatimuksia. 

Tutkimuksen tulokset osoittivat tiedonlouhinnan olevan oivallinen lähestymistapa vika-

analyysiin sekä huomattava etu työn tehokkuuden lisäämiseksi verrattuna nykyiseen 

käsin tehtyyn analyysiin. 
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1. Introduction 
 

This chapter provides an introduction to the problem motivating this work and 

introduces the research question and the structure of the thesis. 

 

1.1 Problem statement 
 

Integration & Verification, more commonly known as I&V, is a business unit in the 

target organisation under study in this thesis, with over 100 test engineers and architects 

working on some form of system testing on GSM (Global System for Mobile 

Communication, WCDMA (Wideband Code-Division Multiple Access) and LTE 

(Long-Term Evolution) base stations. There are several teams in I&V involved in 

various activities, such as stability testing, overload & provocative testing, capacity 

testing, and performance testing. Base Stations are highly complex technical products 

that require profound knowledge in order to successfully engineer them, and they 

require expertise in a variety of fields, such as physics, mathematics, electrical 

engineering, radio frequency engineering, software engineering and computer science. 

As a result of the complex, multidisciplinary nature of base station research and 

development, the testing process, which is an integral part of the research and 

development (R&D) process, is also a complex process which requires highly skilled, 

seasoned engineers. 

When a software program does not do what it is required to do, or does not behave in 

the way it is expected to behave, the software fails. The purpose of a software test is to 

uncover errors in the software that give rise to specifications not being met, rather than 

prove the correctness of the software (Last, Friedman & Kandel, 2003). Hence, failing 

software and root cause analysis are an integral part of the work of a test engineer. 

(Meyer, 2008) 

The underlying problem motivating this study is that root cause analysis is an extremely 

time-consuming, and therefore an expensive process in I&V. Finding the explanation 

for a failed test can take several weeks, and the outcome of the test analysis process is 

largely dependent on the experience and knowledge base of the test engineer conducting 

the tests. Even experienced engineers have to constantly consult their peers for advice 

and insights when troubleshooting problems. The reason why test analysis is so difficult 

and time-consuming in I&V is that tools enabling efficient root cause analysis are hard 

to come by. Currently the most common way of analysing what has happened in the 

base station is to take log files, and manually look for anything that is seemingly 

alarming. In the next chapter we will discuss how we intend to address this problem. 

 

1.2 Research objectives 
 

The goal of this research is to address the challenges in root cause analysis at the target 

organisation. We will study if by exploiting data mining, root cause analysis could be 

made more efficient, and hence make bug reporting more detailed and accurate for both 
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the software testers and developers. Furthermore, we will make a practical contribution 

to the empirical software engineering community by conducting an action research 

study on how system testing processes can be improved by applying data mining 

techniques to root cause analysis in industry. 

The focus of this thesis is to answer the following research question: 

RQ) In what ways does data mining support and improve the root cause analysis 

process of base station faults found during system testing and what would be required 

for the successful adoption of the data mining tool Splunk in the target organisation? 

 

1.3 Structure of the Thesis 
 

Our approach to the research and the structure of this thesis will be as follows. We will 

begin by introducing the most relevant terminology for this thesis. We will then go on 

to further introduce data mining as a concept and discuss the background and 

motivations behind this thesis in more detail. We will first conduct a literature review 

on the current status of applying data mining in root cause analysis (RCA) and defect 

detection. Having completed the literature review, we will attempt to answer the 

research question by building on the theory discovered in the existing research by 

applying data mining to the root cause analysis process of base station faults. This will 

be achieved by applying action research methodology in our target organisation and 

documenting the research process.  

Furthermore, we will validate the research in two ways. The first validation will be done 

by measuring the time it takes for a test architect to conduct root cause analysis using 

Splunk in comparison to manual analysis. The second validation will come from a 

questionnaire given to the participants of a training session, where they will be given 

hands-on training on how to conduct root cause analysis with Splunk. The participants 

will give their opinion on the suitability of data mining in their daily work. We will 

conclude with remarks coupled with suggestions for future research in the subject area 

and suggestions for the target organisation in terms integrating Splunk in to their 

working procedures. 
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2. Background to the study 
 

This section will present the essential terminology of the research and a brief summary 

of the history of data mining and its most common fields of application. It will then 

expand on the motivations of the study and describe the need for an efficient and 

effective root cause analysis method to be used during the system testing phase of 

product development at the target organisation. 

 

2.1 Terminology and Abbreviations 
 

The term big data is used to describe enormous datasets that are unmanageable by 

humans and conventional tools in their raw state (Barker & Ward, 2013). Big data poses 

numerous challenges such as understanding the data, displaying meaningful results, 

addressing data quality, and finding outliers in data. This is where data mining comes 

into play. 

There are a number of good definitions available for data mining proposed by various 

scholars such as Witten & Frank (2005) and Menzies, Kocaguneli, Minku, Peters & 

Turhan (2015), however, Hand et al. (in Larose, 2015) offer an excellent definition. 

“Data mining is the analysis of often large observational data sets to find unsuspected 

relationships to summarize the data in novel ways that are both understandable and 

useful to the data owner”. In other words, data mining is the process of extracting the 

meaningful data from the meaningless.  The term does not apply to the actual process of 

data extraction, but the process of gaining knowledge and creating patterns from the 

extracted data. 

System testing is “a type of testing to confirm that all code modules work as specified, 

and that the system as a whole performs adequately on the platform on which it will be 

deployed.” (Howe, 2010). Traditionally, system testing is a form of black box testing, 

where the tester has no knowledge of the underlying code of the various system 

components. 

Root cause analysis (RCA) is the process of finding the underlying cause of a problem 

or defect in a software system (Vorley, 2008). Lehtinen et al. (2011) define root cause 

analysis as “a structured investigation of a problem to identify which underlying causes 

need to be fixed”. 

The following is a list of abbreviations frequently used in this thesis. 

BTS  Base Transceiver Station 

CI  Continuous Integration 

CRC  Cyclic Redundancy Check 

CRNTI Cell Radio Network Temporary Identifier 

CRT  Continuous Regression Testing 



10 

 

DSP  Digital Signal Processor 

eNB  Evolved Node B 

GSM  Global Standard for Mobile Communications 

HO  Handover 

I&V  Integration & Verification 

KDD  Knowledge Discovery in Data 

KPI  Key Performance Indicator 

LTE  Long Term Evolution 

MAC  Medium Access Control 

PS  Platform Services (Software of the base station) 

RCA  Root Cause Analysis 

RegEx  Regular Expression 

SC  System Component 

SNR  Signal-To-Noise Ratio 

SR  Success Rate 

SRIO  Serial Rapid Input Output 

SUT  System Under Test 

TTI  Transmission Time Interval 

UEC  User Equipment Control 

WCDMA Wideband Code-Division Multiple Access 

With a clear understanding of the above terms, we can now move on to the background 

of the study. 

 

 

2.2 History 
 

In 2001, MIT Technology Review chose Data Mining as one of ten technologies that 

will change the world (Waldrop, 2001). This was in part due to the efforts of the data 

scientist and data mining pioneer Usama Fayyad from the late 1980’s to the late 1990’s. 

In 1987, Fayyad was working at General Motors where he developed a pattern-

recognition algorithm for service technicians to be able to ask databases repair-related 

questions based on the model of a car and engine capacity. This algorithm became the 

basis of his doctoral dissertation at The University of Michigan, and was later used at 
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NASA’s Jet Propulsion Laboratory for astronomical research. This algorithm was able 

to distinguish which of out of over 2 billion celestial objects were stars and which were 

galaxies. Similarly, a geologist could mark the location of a volcano on a radar image of 

Venus, and the algorithm could find all other volcanoes on Venus’ surface. (Waldrop, 

2001) 

In 1996, Microsoft began to sense a market in data mining and employed Fayyad to 

begin researching databases in the corporate world. Fayyad was quoted as having said 

that “in many companies data warehouses were actually data tombs” (Waldrop, 2001). 

What Fayyad meant was that valuable data that could have been used for lucrative 

opportunities was laying redundant, because companies did not know why or how to 

make use of this data. 

Data mining has evolved in leaps and bounds in the past two decades. Much of the 

primary products and services that Google offers rely on large-scale data mining. 

Google’s search, social features, advertisement, speech processing, machine translation 

and visual processing rely heavily on data mining. (Research at Google, n.d.)  

Next, we will go on to look more closely at how data mining is used today. 

 

2.3 Data mining and its applications 
 

Data mining is becoming increasingly widespread as companies begin to realise the 

value of gaining knowledge out of the data they have. As more and more companies 

apply data mining techniques, the ones that do not are at risk of falling behind, because 

the companies that do are gaining a competitive advantage (Larose, 2015). According to 

Columbus (2015) the average enterprise will spend $13.8M on data analytics in the next 

twelve months, and 80% of enterprises have deployed or are going to deploy big data 

projects within the next twelve months. According to the IDG Enterprise Big Data and 

Analytics Survey (2015) “the majority of organisations will invest in data analytics as 

they expect to gain the most business value from its solutions”. 

Perhaps the most well-known and obvious application of data mining is in the retail 

industry, particularly facilitating Customer Relationship Management, abbreviated as 

CRM. Companies in the retail business know that their greatest asset is the information 

they collect about their customers (Ahmed, 2004). Data mining software can take 

business data as raw material and search through the material to produce information for 

four main purposes in the retail industry: “to improve customer acquisition and 

retention; to reduce fraud; to identify internal inefficiency and as a result revamp 

operations; and to map unexplored terrain of the internet.” (Ahmed, 2004) 

Data mining techniques are also widely applied in the banking and financial industries. 

Data mining can be used as a valuable tool for bankers in the form of risk management 

by analysing a customer’s spending habits to predict the likelihood of timely loan 

repayment or promoting relevant products to a customer i.e. targeted marketing. 

Another area in which data mining is popularly used in banking is for fraud detection. 

Banks use two different types of fraud detection methods. In the first method, the bank 

can access the data of a third party which has logged fraudulent behaviour and cross-

reference it with their own data. Another way is to simply compare data with the bank's 
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own fraudulent behaviour records. Most companies use a combination of both these 

methods, which is called a ‘hybrid’ approach. (Moin & Ahmed, 2012) 

There are six primary tools used in data mining. These tools are not mutually exclusive, 

rather they work in combination: Artificial neural networks, which is a so called “deep 

learning” technique that imitates the functions of real neurons found in the human brain, 

which is often used in artificial intelligence; decision trees, which is a simple decision-

making support tool; genetic algorithms, which is a search heuristic commonly used to 

generate useful solutions for optimization; rule induction, which is perhaps the most 

important technique of machine learning and data mining, where a set of rules is 

formulated from an observed data set; nearest neighbour algorithm, which was one of 

the first algorithms to determine a solution to the traveling salesman problem; and data 

visualization. (Ahmed, 2004) 

The five main types of information yielded by data mining are associations, sequences, 

classifications, clusters and forecasting. An association is a relationship between two 

quantities that makes them statistically dependent. A sequence is a list of elements with 

a particular order. Classification is the process in which ideas are recognized, 

differentiated and understood. Classification is perhaps the most important data mining 

activity. Clustering is the process of discovering different groupings with the data. 

(Brown, 2012) 

Larose (2015) and Ahmed (2004) warn that it is easy to make mistakes in data mining, 

particularly if the analysis is conducted on unprocessed data, or if any stereotype 

assumptions are made. If these mistakes are made, the outcome of data mining will not 

yield the desired results. A way of avoiding these mistakes is to ensure a white-box 

approach to the analysis, which emphasises a thorough understanding of the analysed 

data and the algorithmic and statistical structures of the data mining software. (Larose, 

2015) 

With the techniques outlined in this section and the warnings by Larose (2015) and 

Ahmed (2004) in mind, we can move on to apply what we have learned from the above 

to this research.  

 

2.4 The Industrial Context and Motivation for the Study 
 

In the introduction, we briefly mentioned the main motivations of this study and there is 

a need to look more closely at the industrial context. Our main concern in the 

organisation under study is the fact that due to the nature of black box testing, the test 

engineers in Integration & Verification have limited visibility of what is really 

happening in the base station when it is under test. Currently, monitoring how a certain 

software component, for example, is handling the load is challenging. Only some basic 

metrics on how the overall system is performing are available. The base transceiver 

station (BTS) has a so-called counter functionality, which updates at specified intervals, 

that will tell the engineer certain statistics about the test; e.g. how much user equipment 

(UE) is connected to the base station, or how many calls are active. When a test fails, 

however, this information is not very helpful in troubleshooting the problem and 

identifying the correct system component that is failing. The engineers must create fault 

reports based on their findings, but targeting the reports to the correct system 
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component can be a challenge. Incorrectly targeting a fault report to the wrong system 

component generates unnecessary workload for software developers and produces 

waste, which is in direct conflict with the lean manufacturing and software development 

principles being actively pursued at the target organisation. These principles are 

outlined in Ohno (1988). As a concrete example of the amount of waste being 

generated, in the next paragraph we will take a look at figures representing resource 

usage in one system component. 

In our organisation under study, the platform services (PS) set of system components 

spends, on average, twice the amount of man-hours per month on bug investigation than 

on actual software development. Approximately 34% of the effort that goes into 

investigating faults is spent on investigating faults that are eventually transferred out to 

another system component (24%) or do not require a software correction (10%), as 

represented in Figure 1. This means that if these fault reports could have been assigned 

to the correct system component in the first place, efficiency gains of tens of thousands 

of man-hours per year could be achieved in the platform services group of system 

components.  

 

Figure 1. Percentage of bug reports incorrectly assigned to PS system components even 

after a pre-screening process to eliminate incorrectly assigned bug reports. 

 

There are tools and logs available for test engineers to begin problem troubleshooting. 

Base station system logs (syslogs) taken with a tool called BTS Log, which saves logs 

and also has the ability to show them in real-time, is usually the first step to try and find 

error statements, failures and so on. BTS Log can generate up to 100 gigabytes of data 

per day, and allows the user to filter messages with tags such as “ERROR” or 

“FATAL”. BTS Log, however, does not offer any kind of visualization or statistical 

analysis of the data, nor can it show any historical data, e.g. information about how a 

certain test case performed on an earlier software release. The ability to go back in time 

and check how a certain test case performed earlier would be extremely valuable. Not 

just whether or not a test failed or passed, but to have the ability to get all the logs and 

statistics of a test run from several months or even years in the past would be of great 

value. 

To further ensure we describe the industrial context in as much detail as possible, we 

will follow, as far as possible, the context documentation checklist devised by Petersen 

& Wohlin (2009). The context facets include descriptions of the product, processes, 

practices, tools, techniques and people.  
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The product in question at the target organisation is an embedded system, with the 

majority of the software written in C++. The software system consists of approximately 

10 million lines of code and has been on the market for five years. The product is 

customizable in order to tailor for different market segments. 

Activities involved in developing the system include, but are not limited to, software 

and hardware specification, planning, software development, hardware manufacturing 

and quality assurance. Major software releases are delivered to a wide variety of 

customers across the globe on a bi-annual basis, leading to strict release dates, which 

places significant time constraints on software development. A variety of tools is used 

to support and automate software development in the target organisation such as 

continuous integration and test automation. Both the software developers and the test 

engineers are highly educated in the target organisation. Scrum is being utilised in many 

of the software development practices, but not all. Furthermore, the organisation under 

study is hierarchical. 

In the industrial context that we have described in this chapter, the discussed issues of 

improving testing efficiency, and saving time and money act as the driving forces for 

the present research.  

 

2.5 Splunk 
 

Splunk is a data mining tool developed by a multinational corporation headquartered in 

the United States carrying the same name. Splunk collects and indexes log and machine 

data from any source and offers search, analysis and visualisation capabilities. Splunk is 

operated through a web interface. (Carasso, 2012) 

Splunk supports the importing of any data, be it structured or unstructured.  Splunk 

handles IT streaming and historical data particularly well (Zadrony & Kodali, 2013). 

Event logs, web logs, live application logs, network feeds, system metrics, change 

monitoring, message queues, archive files are some examples of data that Splunk is 

designed for. (Splunk docs, n.d.) 

Splunk was chosen as the data mining tool for the research being conducted in this 

thesis namely for the reason that an enterprise license which allows up to 10GB of data 

to be imported daily had already been purchased at the target organisation a few years 

ago and was being used in some software development teams and some project 

management activities. Hence, there were numerous individuals in the target 

organisation who had valuable experience in using Splunk, willing to offer advice and 

instruct in the usage of the software. Dedicated servers for Splunk had also been set up 

and were operational, which meant that no further procurements were necessary. 

Furthermore, the organisation under study strongly recommended using Splunk as the 

data mining tool and instructed the researcher not to focus on tool comparison in this 

research. 

Occasionally, Splunk will be able to automatically recognize important events from the 

imported data. More often than not, Splunk will have to be informed how to handle the 

source data, and event types in the data will have to be created with the aid of regular 
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expressions, commonly referred to as RegEx and boolean operators (Carasso, 2012). 

Regex is a sequence of characters used to define a search pattern to match strings. 

Now that we have provided the rationale behind the choice of Splunk, and the industrial 

context and motivation for the study is clear, we can move on to look more closely at 

literature on data mining and root cause analysis.  
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3. Literature Review of Data Mining in Root Cause 
Analysis 
 

In this section, we will review existing research to find out how data mining techniques 

can and have been used to aid software testing practices and root cause analysis. 

 

3.1 Code Defect Detection 
 

Regardless of the size or complexity of a software system, or the competency of the 

software developers, all software systems have defects in their code. The definition of a 

defect can vary depending on the context. Generally, however, defects can be 

considered to be deviations from the system specifications, or errors in the system 

causing unexpected or unintended behaviour (Chen et al. 2010). The later in the project 

lifecycle that an error is found and fixed the greater the cost. A NASA study (Stecklein 

et al., 2004) showed that the cost of correcting software problems after delivery can be 

upwards of 100 times more expensive than fixing them during development phases. 

According to a report presented in Last et al. (2003), the U.S Department of Defense 

alone loses over four billion dollars a year due to software failures. It is therefore of 

utmost importance that code defects are found and fixed before a software release can 

be shipped.  

When a system begins to behave unexpectedly, we can safely assume that there is a 

defect in the system causing the irrational behaviour. However, pinpointing the source 

of the behaviour requires sophisticated tools and techniques. Extensive research has 

been conducted on ways to use data mining techniques to predict defects in software 

source code, and numerous approaches have been proposed. Finding defects in source 

code can be done by mining both software code and system logs. Xu, Huang, Fox, 

Patterson and Jordan (2009) discuss detecting system problems by mining console logs. 

Cinque, Cotroneo and Pecchia (2013) propose a rule-based approach for mining logs to 

detect software failures. Defect prediction is closely related to the research being 

conducted in this thesis, because it is an area of ongoing further research in the 

organisation. Predicting errors before they cause software to fail is clearly something 

that most software development organisation should be aiming for.  One of the most 

cited papers on the topic titled “Data Mining Static Code Attributes to Learn Defect 

Predictors” by Menzies, Greenwald and Frank (2007) and “A Systematic Literature 

Review on Fault Prediction Performance in Software Engineering” by Hall, Beecham, 

Bowes, Gray and Counsell (2012) are good overviews of the methods used to learn 

defect predictors in source code. 
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3.2 The Data Mining Process 
 

Let us begin by acquainting ourselves with the typical data mining process, which is 

demonstrated in Figure 2. This is the traditional knowledge discovery and data mining 

(KDD) process.  

 

 

Figure 2. Data Mining Process (Chen et al. 2010) 

 

Data integration is the first step in data mining. In data integration, multiple data 

sources are brought together to build a comprehensive set of data. This data can 

originate from databases, logfiles etc. 

The second step, data cleaning is the process of removing noise from the data. Usually 

irrelevant or duplicate data, corrupt records etc. When looking for defects, however, this 

noise is necessary and is what we are looking for, i.e. outliers in the dataset (Turhan, 

2012). These outliers in the data can be indicators of an anomaly in a system. 

Data selection is the process of selecting the data from the database which is relevant to 

the analysis task. For example choosing which rows of a debug log are relevant for the 

task at hand. 

Data transformation is the process of converting or consolidating the data from the 

source to a suitable form for the destination system to understand. This makes the 

mining process more efficient and patterns easier to understand. 

Data mining is the step in which patterns are extracted out of the pre-processed data. 

In pattern evaluation, the patterns are interpreted and investigated to evaluate whether 

or not the generated patterns can be transferred into meaningful knowledge. 

A slight variation of this process, called the Cross Industry Standard Process for Data 

Mining (CRISP-DM) exists; however, CRISP-DM is very similar to the process 

introduced by Chen et al. (2010). The process consists of six phases: 1) Business 

Understanding, 2) Data Understanding, 3) Data Preparation, 4) Modeling, 5) 

Evaluation, and 6) Deployment. 
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The aforementioned KDD process is in line with other researchers, such as data mining 

pioneers Usama Fayyad, Gregory Piatetsky-Shapiro and Padhraic Smyth (Fayyad et al., 

1996a), (Fayyad et al., 1996b). Further support for the process comes from Maimon et 

al. (2010). 

 

3.2.1 Temporal Data Mining 
 

Temporal data mining is the process of exploring large sequential data sets to discover 

hidden, unsuspected and previously unknown patterns and correlations (Laxman, 

2006)(Lin, 2002). In other words, it is the process of analysing time-ordered events. 

Temporal data mining is concerned with what combination of faults occur frequently 

together. For example, the relationship between fault A and fault B is temporal, when 

there is 5 minute delay between the occurrence of the two faults; i.e. fault A triggers 

fault B. Time-stamped log files are a prime example of a temporal data mining source 

data set.  

In their article, Laxman et al. (2009) introduce a data mining application they built for 

General Motors. Their application uses temporal data mining to analyse time-stamped 

log files generated on an automotive assembly line. Previously at General Motors, 

machine faults were ranked, based on the number of occurrences during a given period, 

during the past week for example. When trying to fix a specific fault, the plant 

maintenance team would check the history of the fault: frequency of occurrence, 

amount of downtime caused by the fault in the past etc. The maintenance team had a 

maintenance record that they could inspect to see how the problem was fixed in the past. 

They could try to implement this fix again, or attempt at implementing an improved 

solution. The problem with these single variable analyses, however, was that they could 

only capture individual fault characteristics; i.e. fault A occurred B number of times and 

caused C amount of downtime, and that fault X occurred Y number of times and caused 

Z amount of downtime. The correlation between these two faults was unknown. The 

issues the maintenance team was facing were far more complicated than simply fixing a 

fault that had caused significant downtime. Often the fault that eventually brought the 

assembly line to a halt was neither the root cause, nor did it supply sufficient indication 

of it. A tool that they would have required would have been one that could display 

temporal correlations between the faults. Based on past experience it is well known that 

these correlations exist, even though they are not immediately apparent from the system 

logs. By looking at the logs, the engineers wanted to know if the frequently occurring 

fault, B, was typically preceded by fault A. If so, this may indicate that fault A was a 

root cause of fault B. (Laxman et al., 2009) 

Event sequences and episodes are an essential component of the temporal data mining 

process according to Laxman et al. (2009). The goal of the process is to analyze 

sequences of events and identify recurrent episodes (Mannila et al. 1996). An episode is 

a short ordered sequence of events. The frequency of an episode is a measure of how 

often an episode occurs in a dataset. When an episode reaches a certain predetermined 

threshold of occurrence frequency, it is called a frequent episode. Laxman et al. (2009) 

use these frequent episodes to generate an online list of alerts to locate root causes. This 

technique has been adopted at GM’s manufacturing plants in root cause analysis. 
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3.3 Root Cause Analysis 
 

Let us begin by recalling Vorley’s definition of root cause analysis used in section 2.1: 

it is the process of finding the underlying cause of a problem or defect in a software 

system (Vorley, 2008). Once a root cause has been removed, the undesirable event no 

longer occurs. Finding the actual underlying cause of an issue is not necessarily as 

simple as applying a quick fix. Consider a wrist fracture. Pain killers will likely alleviate 

the pain, but will not address the issue at its source. Depending on the severity of the 

fracture, an operation and a cast will likely be required. Even this may not be sufficient. 

The person might have an underlying medical condition such as osteoporosis which 

leads to decreased bone density, making the bone susceptible to fractures. Treating this 

underlying condition might require making adjustments to a person's diet, which might 

prevent the sequence from recurring. This analogy serves to demonstrate the approach 

applied to addressing errors at their root in software systems. 

An anomaly in a software system is likely caused by a bug in the software. A bug might 

be a simple mistake made by a programmer, which is relatively easy to fix provided that 

the bug can be located. In some cases, a bug can be the root cause of a problem, but the 

root cause can also be a design problem, or even worse, a specification level problem. If 

the problem is more complicated, fixing the bug might only temporarily alleviate the 

problem, when in fact the issue is more deep-seated (Leszak, Perry & Stoll, 2000). The 

cause of the problem could well be a flaw in the architectural design of the system. If 

the class architecture is badly designed, fixing it will require a significant refactoring 

effort. Furthermore, a requirements specification level error will require re-evaluating 

system specifications, rethinking the system/software architecture based on the new 

requirements and rewriting the software. In embedded systems this problem is 

amplified, since hardware design and software design will have been designed bearing 

each other in mind. Redesigning hardware specifications and architecture once the 

product has been deployed is simply not possible, without a costly product recall and 

swapping the old hardware for the new one. This brings us to the topic of Six Sigma and 

the 5 Whys. 

The 5 Whys (Pojasek, 2000)(Serrat, 2009) is a root cause analysis technique used in the 

analysis phase of the Six Sigma process improvement technique. Six Sigma, developed 

by Motorola engineer Bill Smith in 1986, seeks to improve the quality of process 

outputs by identifying and removing causes of defects. Six Sigma is one of the process 

improvement techniques which uses DMAIC (short for Define, Measure, Analyse, 

Improve, Control), a data-driven process improvement cycle. The 5 Whys falls in the 

“Analyse” step of DMAIC.(Six Sigma, n.d.) 

The 5 Whys are used to ensure that a sufficient number of questions are asked as to why 

a problem occurred. Five is simply a rule of thumb number, and some instance may 

require asking more than five questions, in other instances less will suffice. The 5 Whys 

are a convenient way of asking questions to get an answer to why a problem has 

occurred, address the issue at its root, and prevent it, or another manifestation of the 

same root cause, from happening again. Next, let us look at how the 5 Whys can be 

applied to the data mining process. 
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3.4 An Iterative Data Mining Process for Root Cause Analysis  
 

To efficiently combine root cause analysis and data mining we need a slightly altered 

approach to the traditional data mining process. As mentioned in the previous chapter, 

the data mining process ends when we have gained knowledge (Fayyad et al., 1996b). 

However, when we want to introduce the 5 Whys technique into data mining we must 

consider every “why”-question as a new data mining iteration, as shown in Figure 3.  

 

 

 

Figure 3. Iterative Data Mining. Adapted from Chen et al. (2010) 

 

It must be remembered that one may return to any data mining step at any stage in the 

process to improve upon our notion of patterns and knowledge gathering. Once the first 

data mining cycle is complete and knowledge has been gained from the process, such as 

finding a data outlier which represents an anomaly in the behaviour of a software 

system one must ask “What is this data outlier? Why is it happening?”. Let us imagine 

that the data source is a combination of several large log files. One must inspect the 

same log files closer during the next iteration to find a new root cause (a new why 

question is asked). Sometimes, external human expertise is required to extract further 

knowledge out of a given data set. In Figure 3 we can see the external human expertise 

component coming in to play as a new data mining iteration is conducted and the 

mining rules are updated. 

However, sometimes the necessary data cannot be found in the data set, and a simple 

reiteration will not yield any new data even with the aid of external human expertise. 

Hence, the data mining process must be improved yet again as illustrated in Figure 4.  
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Figure 4. An improved iterative data mining process. Adapted from Chen et al. (2010) 

 

In this final revision, made by the author of this present thesis, after the initial data 

mining round, we identify a need to complement our original dataset with further data, 

such as additional log files, more detailed logging etc.  

Having presented a literature review and shown how the literature has been used and 

adapted for the processes in the present thesis, we can now move on to look at the 

research methods and design. 
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4. Research Methods and Design 
 

This chapter will introduce the research design of this thesis. It will begin by describing 

the reasoning behind the choice of action research as the research method for this study. 

It will then go on to introduce action research more closely, followed by an explanation 

of the source data used. Finally, the research design and implementation of the study 

will be described.  

 

4.1 Choosing the Correct Research Method 
 

Let us consider our research question again: 

“In what ways does data mining support and improve the root cause analysis process of 

base station faults found during system testing and what would be required for the 

successful adoption of the data mining tool Splunk in the target organisation?” 

Choosing the correct research method for any academic work is a critical task, which 

ultimately determines whether the research will achieve its research goals and be able to 

provide an accurate answer to the research questions (Baskerville, 1996). According to 

Easterbook, Singer, Storey & Damian (2008) many software engineering researchers 

choose inappropriate research methods because they do not understand the goals 

underlying a certain method. Therefore, in this chapter we shall look at the various 

research methods and their goals and evaluate their suitability for this study. Easterbook 

et al. (2008) identify the five following research methods as being the most relevant to 

the field of software engineering: 

- Controlled Experiments 

- Case Studies  

- Surveys 

- Ethnographies 

- Action Research 

 

Experiments, surveys, and ethnographies were immediately ruled out as unsuitable 

methods for this thesis due to the following reasons. A controlled experiment was 

unsuitable since it requires a testable hypothesis where the effect is measured of 

manipulating independent variables to see their effect on dependent variables. Surveys, 

on the other hand, aim to identify characteristics of a large population of individuals, 

and as such are unsuitable for this study. Finally, ethnographies focus on studying the 

sociology of communities of people via field observation. This study is not focused on 

people, and as a result an ethnographic study was not considered further. (Easterbook et 

al. 2008) 

The case study method was originally considered to be the most applicable research 

method for this thesis. However, according to Robson’s four research purposes (in 

Runeson & Höst, 2008), even the case study methodology does not facilitate the 

research goals of this thesis. The four categories are as follows:  
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- Exploratory: Finding out what is happening, seeking new insights and 

generating ideas and hypotheses for new research 

- Descriptive: Portraying a situation or phenomenon 

- Explanatory: Seeking an explanation of a situation or a problem, mostly but not 

necessary in the form of a causal relationship 

- Improving: Trying to improve a certain aspect of the studied phenomenon 

 

Runeson & Höst (2008) point out that case studies are primarily used for exploratory 

purposes, and, according to Runeson & Höst (2008) some researchers believe that is the 

only situation where a case study is applicable. However, case studies can be, and have 

been also used in studies (Runeson & Höst, 2008) with the goal of being descriptive of a 

studied phenomenon. What these two purposes have in common is that they are both 

purely observational. They both try to either understand or portray a situation, but 

neither take an improving approach to the research. They simply observe and make 

suggestions for new research as their contribution to the body of knowledge. 

From our research question we can clearly identify that there is a problem with the way 

root cause analysis is being addressed in the target organisation and that the motivation 

for our research is to improve the process. According to Robson’s four research 

purposes, our research purpose is improvement. In the following table, Runeson & Höst 

(2008) illustrate which research methodology is most suitable for a study based on the 

primary research objective of the study.  

 

 

Figure 5. Overview of research methodology characteristics (Runeson & Höst, 2008) 

 

By looking at Figure 5 it is apparent that in a study where the primary research objective 

is improvement, as it is in the case of this thesis, and where the data is qualitative, 

Action Research is a suitable research method. We will describe our qualitative data 

type further in chapter 5.3. A flexible design allows iteration on the data gathering 

method. For example, if an interview with qualitative questions and answers does not 

yield desired answers, the question can be altered slightly. A fixed design does not 

allow this. Adjusting a question with a quantitative answer halfway through a series of 

interviews makes the answers incomparable. 
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4.2 Action Research 
 

“In action research, the researcher aims to solve a real world problem while 

simultaneously studying the experience of solving the problem.” Davison et al. in 

Easterbook et al.(2008). Easterbook et al. (2008) point out that most research observes 

the world as it currently is, while action researchers intervene in the studied situation 

with the aim of improving the situation. Action research is mainly used in social 

science, particularly in the field of education to study a situation, make an improvement, 

and study the effects. Even in these fields, action research is a relatively new research 

method and there is even debate on the validity of action research as an empirical 

method. 

In addition to having a researcher, action research requires a problem owner who is 

willing to collaborate to identify a problem and help in the effort of solving it 

(Baskerville, 1999). In the case of this thesis, the problem owner identified a problem 

and employed the researcher to help find a way of solving the problem. A number of 

employees in different positions volunteered to collaborate in the improvement process, 

with further support for the research coming from other departments with a vested 

interest in the outcome of the study. 

Easterbook et al. (2008) have identified two key criteria for judging the quality of action 

research: the authenticity of the original problem, i.e. whether or not it is a real and 

important problem that needs solving; and whether there are authentic knowledge 

outcomes for the participants. In addition, the researcher’s critical self-evaluation during 

the research reduces researcher bias and hence improves the quality of the research. The 

desire to fix the problem and adopt the solution to the problem from the problem 

owner’s point of view should be self-evident and as a result does not further add to the 

quality of the research. 

Due to its immaturity as an empirical method, action research faces some challenges. 

Perhaps the most pressing critique action research faces is that it often fails to address or 

underestimates organisational politics coming into play when trying to implement 

organisational change. Organisational change is a central part of, and, in fact, the goal of 

action research. Political agendas must be considered and firmly addressed by the 

researcher. (Easterbook et al. 2008), (Baskerville & Myers, 2004) 

Finally, Easterbook et al. (2008) argue that most software engineering research is in fact 

action research in disguise, since most software engineering ideas are tried out in real 

development projects with the aim of improving the processes. It is an ideal method for 

mixing professional activities with research and also allows practitioners to share their 

experiences with others. 
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4.3 Source Data 
 

The data used in this thesis will consist of a variety of data gathered from different 

sources. One of the most important sources of data will be base station system logs, 

with the focus being solely on the contents of those logs, rather than on the quantity of 

the logs. As such, the source data used in this thesis is qualitative by nature. There is a 

variety of logs used in the daily work of a test engineer. The logs that we will analyse in 

this research will be base station system logs, among others, often referred to as syslogs, 

which contain error, warning and info prints being outputted from various software 

components. An agreed convention on the formatting of the messages exists, but these 

conventions are not necessarily always adhered to. The following line is a snippet from 

a syslog. This line was preceded by the line number of the error, an IP address and a 

timestamp, however, this information was cropped from this example due to space 

constraints.  

 

C8D ERR/UEC/UecHoExecTgt.cpp#1960 [ThreadID:3213 ueContextId:628 

cellId:581634] stateWaitRrcReconfCompl(): failure CancelIndication 

received! 

 

The above line is an error print from the User Equipment Control (UEC) system 

component, indicating a problem with the execution of a handover procedure between 

two cells.   

A second type of source data that is often used at the target organisation is key 

performance indicators, abbreviated as KPIs, which are used to evaluate and measure 

the performance of the base station in certain key areas. KPIs are typically used to 

evaluate performance from the customer's perspective. Being able to monitor and 

compare KPIs of varying hardware setups and the evolution of KPIs between software 

releases over a significant time frame is extremely valuable information. When there is 

a significant amount of historical data available, it will make it easier to pinpoint the 

software release that introduced a certain error. It must be noted, that more often than 

not, the release which caused an issue to manifest is not necessarily the release that 

introduced the error. For example, a memory leak issue may have been introduced in a 

feature released weeks earlier, but a new resource intensive feature which was added in 

the latest release pushed some component of the base station to its limits, which then 

caused the memory leak issue to manifest, possibly in a way which makes pinpointing 

the root of the problem difficult. 

KPIs are not actual source data in the true sense of the word, since KPIs are calculated 

from counters which actually indicate very specific performance issues. For example, 

calculating the success ratio of handover procedures is performed with the following 

logical formula: 

Intra HO SR = (number of successful intra eNB HOs) / (number of intra 

eNB HO attempts) * 100% 
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In reality, the previous logical formula is calculated in a KPI application using the 

following counters(M8009C7, M8009C6):  

100*sum([M8009C7]) / sum([M8009C6])  

The importing procedure of this data into Splunk will require some planning, since to 

reduce load, the calculation should ideally happen before importing the data. 

Another type of log that will likely have to be used at the target organisation as source 

data at some stage will be transmission time interval (TTI) traces. A TTI trace is a form 

of logging that is regularly used by engineers and will potentially be needed in this 

research as an additional source of data for our data mining needs. TTI traces help 

troubleshoot issues that may be happening in the medium access control (MAC) 

component of the base station system, which schedules the allocation of physical 

resources. More specifically, MAC handles radio resources on a time-frequency matrix 

(Toskala, A., Lunttila, T., Tiirola, E., Hooli, K., Chmiel, M., Korhonen, J., 2011). TTI 

traces are often the next step in troubleshooting issues, when syslogs do not yield 

sufficient information. Figure 6 displays the formatting of TTI traces in an Excel 

spreadsheet. 

 

 

Figure 6. TTI trace data is currently displayed in a flat table  

 

A fourth type of relevant source data is memory consumption and CPU load, both of 

which need to be measured, particularly during stability testing when investigating 

memory leak and memory management issues that tend to manifest only once a 

software system has been in operation for an extended length of time.  

In our literature review, we introduced the concept of temporal data mining. Temporal 

means that there is a chronological connection between a sequence of events, and that 

one error was probably triggered due to another error;  discovering that error will likely 

lead us to the next one. This is where the iterative 5 Whys process comes into play, 

which we introduced in section 4.3. Once we unravel an error, we will ask the “why?” 

question to take us deeper towards the root cause. One challenge that the temporal 

aspect to data mining brings is the importance of the accuracy of time, particularly so 

when we need to compare multiple sources of data. Timezone information must be 

included to synchronize various logs originating from different geographical locations. 

Unless the timestamps between various sources of data (logs) are perfectly in sync, the 

data will not be comparable. Next, let us take a look at how we intend on executing the 

data collection in Splunk.  
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4.4 Data Collection with Splunk 
 

The data collection procedure used in this research is depicted in Figure 7. In the figure, 

the system under test (SUT) produces logs, annotated with the letter t, which are 

imported into the tool Splunk for the data mining procedure. The choice of tool was 

predetermined by the organisation, and hence the choice of tool as part of the Action 

Research was not relevant. In the trial test case, the initial batch of system logs is 

distributed evenly in to a total of 16 different files, each file around 10.5 MB in size. 

These files were uploaded into Splunk through a graphical user interface. Once Splunk 

has been taught all the necessary event types (how to recognize errors etc. in syslogs for 

example) the root cause analysis can begin. 

 

Figure 7. Splunk data importing procedure 

 

If no clear errors can be identified by mining the syslogs (t1), we then identify the need 

to add more data to our mining rule. The next step is to make changes to the data export 

configuration, by enabling certain R&D flags for example. R&D flags can be used to 

adjust the level of detail the logs provide, or enable a system component specific 

logging, which is normally disabled by default to reduce load. In practice, these flags 

are enabled most of the time by giving a hexadecimal variable in the system 

configuration a true or false value. Enabling a software component specific log can 

occasionally be an ambiguous hexadecimal value, which usually means very little to a 

system test engineer. Once these flags have been set, we can consider the first iteration 

of our root cause analysis complete and can commence with the next iteration. Once the 

previously mentioned configurations have been made, the test can be run again and the 

new logs which were generated during the test run must then be imported into Splunk 

for the data mining to take place. Depending on the result of the second mining attempt, 

we will either find clues indicating a certain problem or identify the need to enable 

further R&D flags (t2) or the need to collect entirely different logs, namely TTI traces 

(tn). In some cases, verbose logging can cause performance issues which may require 

other logging to be disabled. 
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In the target organisation, when a test engineer identifies issues in the operation of the 

base station, the standard procedure for getting a better understanding of the problem is 

to take syslogs, and perhaps TTI traces and attempt to analyse the problem enough to be 

able to identify errors linking the issue to a certain system component. Bug reports must 

always be directed at a certain system component development team, and if the test 

engineer cannot identify the correct system component, creating a good bug report is 

problematic. It is likely that it will be transferred between various development teams 

before arriving at the correct team. 
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5. The Trial Test Case for the Action Research 
 

In this study, we use a real test case which was being executed at the target organisation 

within the team that the researcher was working. This particular test case was chosen 

since it was relatively recent (a couple of months old at the time of writing) and a 

solution had already been found for it by a software developer over the course of a three 

week period. This makes it easier to compare if the researcher’s fault analysis outcome 

utilising the data mining tool Splunk was the same as that of the software developer 

who, after a three week effort, eventually located and partially fixed the problem. The 

researcher was not aware of the solution. In this chapter, we will describe in detail the 

test case and the processes involved in using Splunk to establish the cause of the 

problems in the base station software that were highlighted by the test case. 

 

5.1 The Test Case 
 

The fault in the base station software began to manifest itself as degradation in 

throughput when testing began on a new software release. This degradation was in 

comparison to the previous software release. The test case was one which measured the 

maximum throughput of a base station in a nine cell configuration with carrier 

aggregation enabled using three component carriers. For the sake of clarity, we can 

consider the word cell to be synonymous with the word antenna. Carrier aggregation is 

a mechanism of LTE-A which uses available bands on the radio frequency spectrum to 

increase bitrate (Wannstrom, 2013). The cells in the test case were divided into so-

called triplets, with a total of three triplets (three cells per triplet yielding a total of nine 

cells). The target for the test was to achieve a 283 Mbit/s throughput per triplet, totalling 

to approximately 850 Mbit/s throughput. The problem was that the combined 

throughput of all three triplets was approximately 300 Mbit/s lower than expected. This 

eventually led to the test engineer creating a bug report after approximately a week of 

troubleshooting. A fix for the problem was eventually introduced three weeks after the 

bug was reported. This action research aims to discover if the use of Splunk could have 

provide us with a more efficient way of arriving at the root cause of this particular 

problem with a view to being able to generalise this approach to future fault analyses. 

 

5.2 The Troubleshooting Procedure Used in the Action Research 
 

5.2.1 Importing Syslogs 
 

Consistent with the method described in Figure 7, we began the process of importing 

data logs into Splunk by re-running a test to produce a syslog. Before importing the 

data, we examined the log with a view to importing it into Splunk. This examination 

revealed that Splunk had to be informed how to process syslogs originating from the 

base station. The first step in importing the data was to ensure that the timestamps were 

correctly formatted in Splunk’s indexer and search head (Splunk docs, n.d.b). The 
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indexer in Splunk is the server which stores the data, and the search head is the server 

which offers search management functions to the user. This distributed architecture is 

only applicable to the enterprise version of Splunk. During the importing process, it 

became apparent that the indexer read the timestamps differently compared to how the 

search head read them. This can be observed by comparing Figures 8 & 9. 

 

Figure 8. Incorrect detection of timestamps by the indexer. 

We can see from Figure 8 that Splunk is warning us, with the orange triangles, about a 

possible problem when interpreting timestamps. Upon closer inspection we can see that 

the timestamp is exactly the same for every event. Since timestamps are at the core of 

temporal data mining, this issue needed to be addressed.  
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Figure 9. Correct detection of timestamps by the search head. 

 

The reason for the timestamps being formatted differently was because at the target 

organisation there is a variety of different syslogs due to the wide range of product 

offerings and software versions. Furthermore, agreed formatting conventions have 

changed over the years. Some logs display the line number at the start of the line, while 

others might display the year. The problem which we faced when importing the syslogs 

was that the indexer and search head had been configured differently. The way the 

indexer handled SYS_LOG timestamps had likely been configured by someone who 

wanted to mine system logs originating from a Jenkins CI system for example, or had 

simply configured the indexer for logs which used an older, no longer valid formatting 

convention. The logs outputted by a base station and CI system can, in theory, be 

formatted quite similarly. This problem was overcome by configuring the indexer to 

handle timestamps the same way as the search head currently does. The danger in doing 

this, however, is that the team who had configured the indexer to read timestamps the 

way it did, might now have their timestamps interpreted incorrectly if for some reason 

the format they configured the indexer for is still being used somewhere. It must be 

emphasised that this is not a shortcoming in Splunk, but a shortcoming in logging 

conventions at the target organisation, which needs to be addressed. 

The next step was to introduce base station system logs to Splunk by defining the 

source type; in this case we had SYS_LOGS and event types, which we called Erroneous 

events. Event types are created by defining search strings. Event types are used in 

Splunk for creating a mining rule. The Erroneous event search string which we created 

looks like this: 
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sourcetype=SYS_LOG error OR failure OR failed OR unable OR "not able" 

OR problem OR exception OR alarm OR warning OR fault OR "can't" OR 

"not in range" OR "illegal" NOT /FAULT NOT /RAW_ALARM NOT "ping 

failed" 

Splunk can be taught as many event types as necessary, and the length of an event type 

is limited to 10000 characters; however, this limit can be increased in the server 

configuration files.  The above example only searches for erroneous events, which we 

have defined as events which include words often relating to a problem, such as “error”. 

Creating further event types to monitor handset attach/detach rates, and handover 

success rates, for example, will likely be added in the future for all-encompassing 

monitoring and statistics.  

 

5.2.2 Extracting Fields from Syslogs using Regex 
 

Once the event types and source types were successfully configured, it was time to 

analyse the syslogs. We decided to create some charts to help visualise which system 

components were producing which errors. We created the following search string: 

index=lte_pet sourcetype=SYS_LOG eventtype="Erronous event" | 

timechart count(Info_text) by SC 

This search string is supposed to create a bar graph which represents different error 

messages printed by various system components with time represented on the y-axis and 

the amount of erroneous error messages on the x-axis. Instead, it created the graph 

(Figure 10) displaying only NULL: 

 

Figure 10. Incorrectly drawn visualisation 
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In the following figure we can see the data representation we were expecting albeit in 

somewhat ambiguous fashion. The logs in Figure 11 resided in another index and were 

from a different time (the target organisation required sensitive information to be 

censored): 

 

Figure 11. Screenshot of correctly drawn visualisation. 

 

The reason the graph was drawn differently in Figure 10, was due to the fact that the 

logs used to draw the above graphs were different, which caused the existing regex 

extractions to work incorrectly. As can be seen in the search field of the figures, in 

Figure 10 the search uses the lte_pet index which includes only the logs being used for 

the trial test case being used in this research. These logs were collected on October 11
th

, 

while the logs in the test_temp index seen in Figure 11 were collected on November 

19
th

. This means that the format in which the software outputs messages into the log 

files changed at least once between October 11
th

 and November 19
th

. Below is an 

excerpt from both syslogs to highlight the differences between the two: 

050452 11.10 14:13:05.999 [192.168.255.129] a9 FCT-1011-0-bm <2015-10-

11T11:13:05.893888Z> 1A6C-callbacktimer10 INF/BM/IM, 

statistics_printer: ----- No. of objects added : 5026 

047039 19.11 08:53:52.520 [192.168.255.129] d8 FSP-130D-6-CELLCex 

<2015-11-19T06:53:48.851577Z> E52 

INF/CELLC/CellcRacRequestHandler.cpp#115 Receive CELLC_RacReq: ueId: 

1678 lncelEutraCelId: 581635 reason: 1 

The underlined part of the excerpts above highlight the problem area. Both lines state 

the system component from which they are printing, however, with marginal, but 

detrimental, differences in formatting. The problem is that when the format of the 

source data changes even slightly, the same search pattern will no longer work. The 
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following regex used to extract the correct system component from the logs worked for 

the November logs, but not for the October logs. 

The regular expression 

(?i)^[^>]*>\s+[a-f0-9]+\s+(?P<SC>[^ ]+) 

catches the underlined string from the November logs. Essentially, this regex ignores 

anything up to the first > sign, then ignores as many whitespace characters as necessary, 

until it arrives at any letter from A to F and any digit between 0 and 9. Then, the regex 

captures everything up until the next whitespace character and saves it into a variable 

called SC. This same logic would not work for the October log, since there is a hyphen 

between the strings “1A6C” and “callbacktimer”. Creating a new regular expression to 

tidily extract the correct system component out of October logs was necessary:  

(?i)^[^>]*>\s+[\S]+\s+[A-Z]*\W(?P<SC_2>[\w]+[ ][\w]+|[\w]+) 

This regex search string is in many ways similar to the old one, except that instead of 

matching letters and digits, it matches all non-white space characters, including 

hyphens. Furthermore, it makes it possible to extract the names of system components 

that have a two part name. Unlike the previous version of the system component 

extracting regex, this new regex leaves out the severity of the print. A separate regex to 

extract the severity of the print messages was also created in the likely event that logs 

will want to be filtered based on print severity: 

(?i)^[^>]*>\s+[\S]+\s+(?P<severity>[\w]+) 

While Splunk was designed to be able to handle literally any kind of logs with the use 

of regular expressions, this problem with inconsistent logging conventions at the target 

organisation has also caused problems in other teams using Splunk for component level 

testing for a number of years. Creating regular expressions to capture fields from the 

logs happens entirely on an ad-hoc basis. The need to create new regular expressions 

happens when the format of the logs change. In order to achieve consistent logs in the 

system logs the problem must be addressed at a higher level by committing to 

organisation-wide logging standards which have been introduced in 2011. The cause for 

the lack of adherence to these standards is most likely due to a lack of communication 

and follow up actions to ensure all software developers understand the need to comply 

with the standards. It is also vital for those communicating about the standards to 

strictly comply with plans.  Not only will compliance to standards make machine 

processing of logs easier, it will also make it easier for humans to interpret the logs. 

 

5.2.3 Creating Charts 
 

Once the regex strings to capture the correct system component and their prints were 

ready, we could begin creating timecharts for our logs in hopes of finding new 

information. A timechart is a chart which always represents time on the x-axis, with the 

values of the y-axis being up to the user to define. Splunk offers a wide variety of charts 

to be used for data visualisation. In this case, we wanted to see what system components 

were printing what messages to get some indication of what could be causing the 

reduced throughput in our trial test case. 
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Figure 12. A time chart visualising the frequency of messages from various system 

components. 

 

At first glance we can see from Figure 12, that System Component 6 is printing an 

unusual amount of messages, up to 70 message in a 30 second time window. Splunk 

allows the user to mouseover the lines on the timechart and click on a desired point on 

the line, which takes the user to a new event screen, where it is possible to browse 

through all the messages visualised in the previous chart. Clicking on the orange line 

shown in Figure 12 reveals that the vast majority of the messages printed by System 

Component 6 are errors in the serial rapid input output (SRIO) bus, with the exception 

of a few warning messages informing the user about failures in starting the GPS. These 

errors are shown in Figure 13. 

 

Figure 13. Detailed information on System Component 6 errors 

 

Splunk has various fields underneath each error (eventtype, host, severity, source, and 

source type). An important note to be made at this stage is that according to the so-

called Blue Book on logging standards, it is important to allocate correctly the level of 

severity in the severity field. The possible levels are VIP, INF, WRN, ERR and DBG. 

The explanation on how and when to use which log level is outlined in the Blue Book. 

The Blue Book is an internal document at the target organisation and as such cannot be 

cited. In Figure 13, we can see that the syslog mentions an error in the SRIO port state; 

however, the software developer has categorized this message as INF, which should 

only be used for “important status info and resource usage” according to the Blue Book. 
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If a software developer categorises the severity of his or her log print as INF, yet uses 

the words “error”, “fail” etc. it is highly confusing for the test engineer reading the logs 

for the first time. The test engineer cannot tell if the (INF) in the severity field is only 

for neutral informative purposes, or if it is actually informing the interpreter of the logs 

of an error (ERR). Our “erroneous event” mining rule caught the errors shown in Figure 

13 due to the word “error” being used. However, it is unclear whether this is an error or 

not. The confusion caused by the words INF and error appearing in conjunction in 

Figure 13 is addressed later in the research and is discussed further in this chapter. 

If we shift our attention away from the SRIO errors and focus on the errors outputted by 

other system components, we can see from Figure 12 that around the 13:54 mark the 

System Component 7 component peaks, and continues to peak at regular intervals. 

Then, at the 14:00 mark System Component 2 begins peaking shortly after System 

Component 7. This is a prime example of how temporal data mining can visually unveil 

a domino effect in a complex system. We can see it is possible that the errors outputted 

by System Component 7 are caused by the errors taking place in System Component 2. 

Just because a system component is printing error messages does not necessarily mean 

that the problem is in that particular component, but instead it can be a knock on effect 

initiated by an earlier event in another system component. Gaining this type of inter 

system component behavioural insight and visualisation was previously not possible in 

the target organisation and this in itself is already valuable knowledge. 

 

5.2.4 Reaching Out to Developers 
 

Since System Component 7 was peaking extensively, we decided to look in to the 

events more closely. The event was caught by our erroneous event mining rule, which 

we created in section 6.2.1, because it had the words “fail” and “error” in it. The error 

message was as follows:  

049807 11.10 14:13:05.090 [192.168.255.129] ea FSP-1361 <2015-10-

11T11:13:04.985624Z> 26-PuschLoggerProcess INF/LTE RX PHY PUSCH: 

Detected event: CRC fails at good SNR, fn 351.9, timing error 100 ns, 

crnti 15771, mcs 23, sinr 321 (filtered) 

 

The level severity of this print, however, was categorized as INF, meaning it was not a 

severe error and should not be considered as a bug or failure. In terms of intuition, the 

level is in direct conflict with the appearance of the words “error” and “fail”. Due to the 

ambiguous wording used in the log print, the researcher reached out to a senior software 

developer working with the particular system component in question, to get a better 

understanding of the error and the implications it was having on the operation of the 

system as a whole. It evolved that the above message has nothing to do with an actual 

error.  In an ideal situation, a timing “error” would be 0 nanoseconds, which means 

there is actually no error at all and there is no performance degradation in the system. 

An ideal timing of 0 ns is rarely achieved anyway, yet the word “error” is used. The 

researcher questioned the choice of words used in the logs, and the software developer 

agreed that, with hindsight, using the words “fail” and “error” were misleading choices 

since these events were not errors. The software developer suggested that “timing 

estimation” would have been a more descriptive choice of words to better describe the 
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scenario. Until the wording of these prints is adjusted, we adjusted our mining rule to 

exclude the errors. We added the following terms to the end of the erroneous event 

mining rule: 

NOT “CRC fails at good SNR” NOT “timing error” 

This dialogue with the developer was a noteworthy learning experience highlighting 

that a software developer’s choice of words might be misleading. Earlier in this chapter, 

we discussed how System Component 6 was printing a substantial amount of INF level 

messages which had the word “error” in them and our mining rule caught this word. 

Again, the researcher got in touch with the correct people who in this case were experts 

with SRIO and System Component 6. In the following log message the phrase “port 

error and status” is only the name of a register storing values related to errors or 

statuses. 

RIOE: srio endpoint device 0x1331 port error state csr: 0x00100002 

In the above line, the hexadecimal value after the colon is a value stored in a register 

called “port error state”, which means that one packet had to be re-sent and is not cause 

for concern. Using the word “error” in the naming of a register should be avoided to 

ensure that misunderstandings such as this did not happen. When test engineers search 

for problems in logs manually, one of the first steps they take is search for the word 

“error”. As such, when the word is used unnecessarily it creates false-positives and 

delays the analysis process. After some discussion with the SRIO expert, it became 

apparent that the expert was insistent that the choice of words was suitable and should 

not be adjusted to avoid future confusion. If disagreements such as this are not firmly 

addressed, these problems will continue to distress test engineers. Nevertheless, Splunk 

makes handling these types of issues easier by iterating upon the mining rule we created 

by adding the string “port error state csr:” in a NOT clause as to exclude it from 

erroneous event search results. The investigation in to System Components 6 and 7 both 

lead to dead-ends, and hence, we had to re-evaluate the direction of our analysis.  

 

5.2.5 Focusing on DSPs 
 

After careful analysis of the aforementioned graphs in chapter 6.2.3, a test architect in 

the target organisation began intuitively to wonder if all digital signal processors 

(DSPs) in the base station system were printing the same amount of errors. This 

intuition was based on the experience of the test architect and would likely never have 

crossed the researcher’s mind. In order to draw statistics on DSPs, the following short 

regex had to be created in Splunk to capture the part of the syslog which saved the ID of 

the DSP to a variable: 

(?i)]\s\S*\s(?P<DSP_ID>.{8}) 

This regex ignores everything on the line of a log file up to the first “]” character, skips 

a whitespace character, as many non-whitespace characters as necessary and then one 

more whitespace character. After this, it captures the following 8 characters, regardless 

of whether they are numbers, letters or symbols and saves them in to the variable 

DSP_ID. Once we managed to extract the DSP ID, we could investigate if certain DSPs 
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were printing more errors than others. Splunk generated the following statistics when 

we used the new DSP_ID variable to sort the top DSPs with erroneous events:   

 

Figure 14. TOP DSPs with erroneous events 

 

We can clearly see from Figure 14 that FCT is printing the most errors; however, FCT 

is not a DSP, but rather a control unit which handles so-called platform services, with 

System Component 6 being one of them. The high count of FCT errors are a result of 

System Component 6 errors discussed earlier in this chapter. As such, the control unit 

can be excluded from the statistics and we can focus our attention on the FSP’s and the 

amount of errors which they are producing. The abbreviation FSP is interchangeable 

with DSP. The F in FSP refers to a product in name in the target organisation. The 

numbers after the letters “FSP” identify the processor and core of the signal processor. 

Most system components have dedicated cores for the computation they require, and as 

such it was possible to identify which system components were causing the overload in 

FSP errors. 

Once we discovered that FSP-13xx was printing more errors than other FSPs we began 

suspecting that perhaps FSP-13xx was in overload. The test architect of the team in 

which the researcher was working noticed the words “long event detected” in the logs 

and knew that this meant that the DSP was indeed congested. We then created the 

following search string in Splunk which drew a graph visualizing the amount of long 

events per DSP. 

index = lte_pet sourcetype = SYS_LOG "VIP/long event detected" | 

timechart count by DSP_ID 

 

Figure 15. TOP DSPs with long events 
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The top DSPs listed in Figure 15 do not match with the top DSPs shown in Figure 14 

because the DSPs in Figure 14 only display top DSPs printing erroneous events. The 

events in Figure 15 are long events as opposed to erroneous events. Long events were 

not caught by the initial mining rule because the “erroneous event” event type did not 

include the string “long event detected”. For future reference, we iterated upon our 

mining rule to include long events, since they are a clear indication of congestion in a 

DSP.  Figure 15 clearly shows that a total of four DSPs are printing a significant amount 

of “long event detected” messages, indicating an overload situation with FSP-1253 

printing considerably more messages than the other three DSPs.  

In carrier aggregation scenarios, UEs, (User Equipment, i.e. mobile phones) referred to 

as cell radio network temporary identifiers (CRNTI’s) in the logs, are connected to 

multiple cells at once to increase maximum bandwidth. When a UE is being prepared 

for carrier aggregation, it connects to a secondary cell in addition to the connection to 

the primary cell. Once this event is complete, it is printed in the logs in the following 

fashion: 

pCellId:23241 crnti:17682 activated sCellIds:-1,23234 

By investigating the amount of secondary cell actions (activations and deactivations) we 

can get an idea of the success rate of UEs staying in an “activated” state. 

Figure 16 shows the amount of secondary cell actions per DSP. More specifically it 

shows the number of activate/deactivate events per DSP on a timescale. 

 

Figure 16. Secondary cell actions per DSP 

 

Here we can see that there are significantly more secondary cell actions on FSP-1231 

and FSP-1371 than on FSP-1332. This indicates that UEs are failing to stay in an 

“activated” state after the initial connection to the secondary cell. The next step was to 

investigate if these actions are distributed evenly amongst all UEs or if the actions were 

only affecting certain UEs. Evenly spread out actions would point towards a more 

general DSP capacity problem, while an uneven distribution would be indicative of a 

software bug in the scheduler. 

Hence, we created yet another search string to see if the secondary cell connection for 

the UEs required for carrier aggregation were staying constantly active or if they were 

dropping, i.e. constantly activating and deactivating. See the following excerpts from 

the syslog for an example: 
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INF/MAC PS pCellId:23241 crnti:61632 activated sCellIds:-1,23234 

INF/MAC PS pCellId:23241 crnti:61632 deactivated sCellIds:-1,23234  

Here, UE(or crnti)  61632 keeps activating and deactivating, meaning higher bandwidth 

through carrier aggregation is unstable. This activate/deactivate sequence is repeated 

968 times in 15 minutes or approximately once every second. In order to get an idea of 

whether or not the secondary cell actions were affecting all UEs, or only some UEs, we 

had to draw a time chart using the following search: 

index=lte_pet "activated" OR "deactivated"| timechart count by crnti 

limit=10000 

Due to the amount of results generated by this search, the graph was highly congested. 

Therefore, we chose to visualise the results of the search with an area graph. In Figure 

17, we can see that CRNTI 1025 is being activated and then deactivated almost every 

second for the entire duration of the test. 

 

Figure 17. CRNTI 1025 activate/deactivate amounts 

 

In comparison, in Figure 18 we can see that CRNTI 1895 is activated only once at 

13:59:30. 

 

Figure 18. CRNTI 1895 activate/deactivate amounts 

 

The comparison of these two figures shows that the secondary cell actions taking place 

are not affecting all UEs equally. Instead, it is only affecting certain UEs, which is a 

strong indication of a scheduling problem. This insight was received from the test 

architect. Once the researcher and the test architect came to the conclusion that 

scheduling was the culprit system component, the test architect checked the original bug 

report to check if scheduling was the system component which released a fix for the 

problem, which it did. This type of visualisation would not have been possible without 

the aid of data mining. 
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5.2.6 TTI Traces 
 

TTI traces are the second type of log regularly analysed in the target organisation in 

order to troubleshoot issues related to UE and cell-specific message delivery statistics. 

In our trial test case, we succeeded in establishing the correct root cause even without 

the aid of TTI traces, and, as such, analysing the traces for our case was not necessary. 

In this section we will, however, describe the process of importing TTI traces into 

Splunk, since they will almost certainly need analysing for some test cases in the future, 

once the test engineers in the target organisation adopt Splunk in their daily work.  

As we were analysing syslogs, we were concurrently working on importing TTI traces 

in to Splunk, since we assumed we would need them to be able to conduct our root 

cause analysis. When we made the decision to import the TTI traces, we had not arrived 

at the root cause and decided to import TTI traces due to the sheer frequency of TTI 

trace analysis and to get graphical representation of cell-based message delivery 

statistics. The process of importing these traces was problematic and time consuming 

because of technical challenges. 

Introducing new source types to Splunk is not a complex task, however introducing new 

source types posed some challenges. The problem was more of a human-centered 

problem whereby the Splunk expert, whose help we required  was a full time test 

engineer who worked with Splunk support activities only when he had time to spare 

from his primary testing duties. No time had been allocated in this person’s schedule to 

be used for working with Splunk and as such importing TTI traces for our needs was an 

extra, voluntary task: hence the delays. 

The TTI traces taken from the system under test are usually analysed using Microsoft 

Excel (see Figure 6). Splunk does not accept the Excel file format, since it is not a text-

based file format. Therefore, the file had to be saved as a csv file. Once the engineer 

finally managed to take some time away from his testing duties, he inspected the logs 

and attempted to import them into Splunk. It became apparent that Splunk could not 

process the file since the fields in the TTI traces were separated with a semi-colon. 

Almost any symbol separating the values in the csv file were acceptable except a semi-

colon. This problem was due to a regional restriction introduced by Microsoft Excel, 

which could be circumvented by adjusting the regional settings of Microsoft Windows. 

It was not a feasible option from an automation perspective to adjust windows regional 

settings manually and then convert the XLSX files in to csv format every time TTI 

traces were to be analysed. 

As a result, the researcher approached the experienced test architect, and we discovered 

that there were a number of tools available for converting the TTI trace DAT files in to 

CSV. One of these tools created a CSV file which separated the values with commas as 

opposed to semi-colons. This tool does require the uploading of logs manually to 

Splunk and as such the process is by no means automated; however, it requires 

significantly fewer steps than the process described in the previous paragraph.  

While the introducing of the TTI trace source type to Splunk required a fair amount of 

investigative work, once the target organisation adopts Splunk, TTI traces will be a 

known source type to Splunk, and as such, importing TTI traces will be a simple 

process.  
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5.2.7 Resulting Hypotheses 
 

The resulting hypotheses of this action research suggest that data mining is an effective 

way of conducting root cause analysis after the initial learning curve is overcome, and is 

a significant improvement in terms of versatility over the manual analysis currently 

being conducted in the target organisation. Investigating system logs with the aid of a 

powerful data mining tool with sophisticated searching and with time-saving 

visualisation capabilities, such as Splunk, gives the test engineer the tools to conduct 

much deeper, broader and accurate analysis than ever before. 

In addition to being a substantial aid to the test engineer, the reports and statistics 

generated by Splunk can, and should be used in bug reporting. When a bug report is 

created by a test engineer and targeted at a certain system component, the targeting is no 

longer based on intuition and a couple of error lines found in the syslogs, but the 

analysis conducted with Splunk can be attached to the bug report to help software 

developers focus their fault analysis; it also acts as proof that the problem is in fact in 

the software component to which the report was targeted. 

Furthermore, the possibility of sharing saved search terms, regular expressions that 

capture certain fields, and dashboards which can be reused for future troubleshooting 

purposes mean that engineers can reuse each other’s creations and cross-reference their 

analysis with their colleagues’ analyses. Due to this, Splunk can be thought of as a 

constantly improving, shared knowledge-base which will improve the competence of 

the test engineers. Moreover, logs imported in to Splunk are stored permanently, 

meaning that the engineers will have full access to old logs, which is currently not the 

case at the target organisation. 

In order to successfully adopt Splunk in the target organisation, further training needs to 

be arranged, decision makers need to be convinced about the benefits of Splunk, and the 

10Gb/day license needs to be addressed by either upgrading the license or creating a 

script which parses unnecessary information from the logs. Furthermore, as more users 

begin to use tool, the target organisation should assign support staff for the period of the 

introduction.  

For the purpose of clarity, we have listed all the hypotheses in the following table and 

given each hypothesis a unique identifier to make referring to each hypothesis easier in 

the validation. 
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 Table 1. Hypotheses 

The validation of these hypotheses forms a significant part of the whole research, and 

the following chapter describes the exhaustive process in detail. 

  

Hypothesis 
ID Hypothesis description 

1 Using data mining for root cause analysis saves time 

2 Data mining makes root cause analysis deeper, broader and more accurate 

3 
Splunk reports would make bug reporting more thorough and would aid the 
developer 

4 Splunk reports attached to a bug report would reduce shifting of responsibility 

5 
Using Splunk will enable collaborative learning amongst the team and improve 
competence 

6 
Full access to old logs, since Splunk stores all imported data permanently and 
has no quota 

7 Inconsistent logging conventions need to be addressed 

8 10 GB license needs to be addressed 
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6. Validation of Hypotheses and Results 
 

The validation of the hypotheses was extensive, and constituted two parts. The first 

form of validation addressed our original research problem of whether or not, with the 

aid of Splunk, we could improve the efficiency of the root cause analysis which needs to 

be done when a test case fails. We gathered both quantitative and qualitative 

measurements. The first validation came by measuring the time it took for an 

experienced test architect with intermediate knowledge of Splunk to conduct root cause 

analysis on a test that had originally taken over two weeks to analyse, using several 

people working with various system components. The second validation came from the 

results of a questionnaire given to a group of test engineers who were Splunk novices. 

The researcher organised a hands-on training session for the group, in which the 

participants were given an introduction to Splunk and then the same problem 

description as in the first validation. In this chapter, we will describe in detail the 

procedures and outcome of both validations. 

 

6.1 Experienced Test Architect with Intermediate Knowledge of 
Splunk Performing RCA 
 

For the individual test case, the researcher consulted a colleague about a suitable test 

case which had led to the creation of a bug report. The most important criteria for the 

bug report was that the problem had to have previously been solved, and the bug report 

creator could quantify how long it took from the point of him finding a problem to the 

point where the bug report was addressed by the correct system component. This 

quantifiability  is a necessity to being able to benchmark results. The bug report which 

the researcher and his colleague eventually selected was not a traditional capacity & 

performance case. Instead, it was a so-called “testability” problem, which meant that the 

bug was preventing test engineers and software developers from analysing tests 

effectively. The bug was such that it prevented memory dumps from being gathered 

correctly when a system crash occurred. This was due to the fact that the memory which 

was reserved for the dumps was not enough, and as a result the memory dumps could 

not be saved for later analysis.  

The logs of the test run which had generated a crash that would normally generate and 

save memory dumps included in snapshots, were uploaded into Splunk by the 

researcher. A snapshot is an extremely user-friendly way of collecting the initial set of 

logs when sending them off to experts for analysis. Snapshots collect and save logs 

from the past 15 minutes. Once the logs had been uploaded, the researcher conducted 

some analysis with the skills he had learned in Chapter 6.2 and eventually found the line 

in the logs, which displayed an error that notified the user that the size of the memory 

dumps exceeded the size of the memory reserved for their storage. This analysis process 

took the researcher approximately 20 minutes from start to finish. It has to be stated that 

perhaps the researcher had been too well briefed on how the outcome of this case had 

been reached, and, as such, the researcher’s own analysis would not suffice as 

validation. However, the researcher had been able to establish that the lines in the logs 

which indicated that the root cause could indeed be found with Splunk. The researcher 
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then approached a test architect who had been acquainted with Splunk as a result of this 

thesis research, and asked him to take part in an impromptu experiment from his 

perspective. The architect had no prior knowledge of this particular test case and the 

bug report associated with it, but was well-versed in base station architecture, fault 

analysis, and Splunk. Consequently, the test architect was the ideal candidate to conduct 

the analysis, since as many biasing factors had been removed as possible. 

The architect was provided with a link to Splunk and was given the following 

description to the problem: 

“Internal memory dumps are not being included in snapshots” 

The architect was then left in peace to conduct his analysis, but was asked to make notes 

of his analysis procedure. He knew that the reason he was doing the experiment was to 

validate this research, and he knew he was not to investigate the bug reports which may 

have revealed too much information on the root cause. In the following, the architect’s 

steps are noted in their entirety. 

1. Enter search string: “index=lte_pet dump” 

2. Narrow date  and time range to 1:57 – 2:06 since the dumps happened in that 

time window 

3. Iterate search string: “index=lte_pet dump SC_2=LGC” to see which system 

components are most represented 

4. Iterate search string: “index=lte_pet SC_2=LGC dump internal” to include 

internal memory dumps 

5. Search number 4 prints the following two errors: 

 
064651 09.11 02:03:30.547 [192.168.255.129] f2 FCT-1011-3-

BTSOMex <2015-11-09T00:03:30.069942Z> 37F INF/LGC/SPMAG, 

[SMOD_L-1/1:12/DSP_L-1:4689/DUMP] Fetching internal memory dumps 

finished with errors, data collected 

 

064252 09.11 02:03:26.886 [192.168.255.129] e0 FCT-1011-3-

BTSOMex <2015-11-09T00:03:26.417526Z> 37F INF/LGC/SPMAG, 

[SMOD_L-1/1:12/DSP_L-1:4689/DUMP] Fetching internal memory dumps 

 

6. Time range readjusted to 02:03:26.500-02:03:30.600 

7. Removing the “internal” search word since it yields so few results. 

8. New search string: index=lte_pet SC_2=LGC dump 

9. Same errors found as in step 5, but search needs to be broadened to get more 

results 

10. New search string: index=lte_pet SC_2=LGC yields interesting warning: 

 
064639 09.11 02:03:30.536 [192.168.255.129] f0 FCT-1011-3-

BTSOMex <2015-11-09T00:03:30.062325Z> 380 WRN/LGC/SPMAG, 

[SMOD_L-1/1:12] MemoryDump: file: 

/rom/logs/diagn/BTS7251_1254_crash_1251_13800000_00100000_MEMDUM

P.bin.xz exceeds memory pool size, removing 

 

11. When selecting the “source” option in Splunk, which shows the origin of the 

highlighted print and all the surrounding prints, we could see that the following 

prints appear concurrently: 
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064638 09.11 02:03:30.536 [192.168.255.129] ef FCT-1011-3-

BTSOMex <2015-11-09T00:03:30.062290Z> 380 INF/LGC/SPMAG, 

[SMOD_L-1/1:12] MemoryDump: current size of files in 

/rom/logs/diagn/ = 105173834 [B] 

 

064639 09.11 02:03:30.536 [192.168.255.129] f0 FCT-1011-3-

BTSOMex <2015-11-09T00:03:30.062325Z> 380 WRN/LGC/SPMAG, 

[SMOD_L-1/1:12] MemoryDump: file: 

/rom/logs/diagn/BTS7251_1254_crash_1251_13800000_00100000_MEMDUM

P.bin.xz exceeds memory pool size, removing 

 

12. The architect then realised that the memory pool size was too small to include all 

necessary memory dumps. 

13. The architect recommended using the following search string to pass on to 

software developers to ease their analysis:  

 
index=lte_pet SC_2=LGC (exceeds OR "size of") 

The above process of analyzing the logs, finding the problem and identifying the faulty 

system component took the test architect 15 minutes to complete from start to finish. 

When this bug was originally reported, it took 2 weeks for the software developers to 

find the problem. This is because the software developer that our test engineer 

approached with the problem, refused to believe the problem was with his system 

component – this is not an uncommon reaction. Unfortunately, the test engineer had not 

been able to manually find the prints shown above, and therefore had no proof of the 

problem other than his instinct. As a result, the software developer forwarded the bug 

report on to other software components for them to conduct their analyses. Only once 

all components had conducted analyses on the problem and found nothing, and returned 

the report back to the original system component, did the developer investigate the 

problem, and indeed find the root cause which we have presented above. 

The test engineer who reported this bug in October 2015, had reported the exact same 

bug on an older software release a year earlier, in October 2014 which was fixed. In 

February 2015, when the test engineer began testing a new software release, he 

experienced a crash and noticed that the snapshots of his crash did not include memory 

dumps. When this happened, he contacted the developer suggesting the bug has been 

reintroduced to the new release. The developer refused to investigate the issue and the 

bug remained in the software for approximately 9 months. During that time the 

testability of the software was significantly reduced due to the missing memory dumps. 

The memory dumps had to be collected manually for seven months by all test engineers 

in the entire organization. In order to collect memdumps manually, a workaround script 

had to be devised to collect the dumps. Unfortunately, there is no conclusive reporting 

available on the number of people effected by the problem and the amount work spent 

on devising the workaround, which makes it difficult to make any definitive conclusions 

on the economic impact of the bug. However, the test engineer in question 

approximated the manual memory dumping to take approximately two hours of extra 

preparations. More so for an inexperienced tester. The test engineer had to test fixes for 

just one bug report he had created 30 times. He had to collect the memory dumps 

manually every time. Thus, this particular engineer spent 60 hours collecting memory 

dumps to debug one single bug. According to the bug reporting tool used in the target 

organization, 233 crash bug reports had been created. Assuming that approximately 30 

engineers had to collect memory dumps manually even a fraction of the number of 
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times this engineer did, the amount of wasted man hours caused by this memory dump 

bug is significant. 

Splunk has a feature to automatically monitor log files and to create alarms when certain 

conditions are triggered in the said log files. If Splunk had been in use in the team with 

an alarm enabled to detect when the memory size had been exceeded, the bug could 

have been reported as soon as it was introduced in to the source code.  

This validation procedure upheld our hypothesis that Splunk is a useful tool to aid test 

engineers in conducting root cause analysis on system logs and can save a significant 

amount of time. Not only does Splunk help test engineers in conducting analysis, but it 

also helps them describe the bug they have found in a more comprehensive way and 

pass this information on to the software developers, who in turn, can use the information 

as a starting point for their own, more in-depth analysis. If a test engineer has concrete 

proof that the problem they are experiencing is caused by a bug in the system 

component they have targeted in their bug report, it minimizes the chances of the 

software developer being in denial that the problem is truly in their component. When 

bug reports are based on concrete evidence, bug reporting can no longer suffer from the 

undesirable syndrome of the intuition of one person being met by disbelief from 

another. 

 

6.2 Experienced Test Engineers with no Knowledge of Splunk 
Performing RCA 
 

For the second validation of the research, we wanted to discover how the employees 

who work in various testing teams in the target organisation perceived Splunk, and the 

advantages and disadvantages they saw in terms of adopting the tool. The participants 

received a hands-on training on how to use Splunk, and conducted their own analysis on 

the same logs as the test architect in the previous section. Rather than attempting to 

quantitatively measure the time saved by using Splunk, the purpose of this validation 

was to gather the employees’ thoughts and opinions on the suitability of Splunk. At the 

end of the training session, the participants were asked to answer a questionnaire. We 

used a mixed methods approach in the questionnaire, by collecting both quantitative and 

qualitative answers. Next we will present the respondents answers and analyse the open 

questions. 

Question 1: 

Based on your experience from the Splunk training session, do you see Splunk as a tool 

that could assist you in analysing log files in order to conduct root cause analysis? 

NO / MAYBE / YES 

Please give reasoning to your answer: 
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Figure 19. Distribution of answers to question 1 

 

The respondents unanimously agreed that Splunk is a useful tool to support the test 

engineers in root cause analysis. The question asked the respondents to reason their 

answers. The main themes from the respondents’ answers to the first question are 

depicted in the table below. 

Themes 
     

Mentions 

Sharing keywords/knowledge/cross-referencing 
  

4 

Faster/deeper root cause analysis 
   

11 

Requires more training/experience 
   

4 

Long-term preservation of logs 
   

3 

Enables monitoring of software performance 
  

1 

Table 2. Themes extracted from question 1 answers 

 

As can be seen from the previous table, the respondents identified numerous benefits to 

using Splunk in addition to making root cause analysis more effective. 4 respondents 

mentioned how Splunk enables sharing keywords and knowledge between colleagues 

and cross-referencing each other’s findings. What this means is that with time, as the 

engineers use Splunk, the tool can be taught common issues, search terms etc. and team 

members can engage in collaborative learning. Seitamaa-Hakkarainen (2011) points out 

that “collaboration and mediation artefacts have been found to be instrumental in the 

human thinking process”, and Heikkilä (2014) emphasises that learning through 

collaboration, which is a significant benefit of Splunk, “is a natural way of processing 

information”. Another compelling remark in the respondents’ answers is the 

preservation of logs once they have been imported into Splunk. Previously, large log 

files have been automatically cleared from the team’s network storage after a certain 

length of time due to disk-space constraints, which has made historical comparison of 
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log files and monitoring of changes of time in software performance impossible. These 

responses validate the results we made from the research, specifically results 1, 2 and 6. 

Question 2: 

Do you think attaching your Splunk analysis to a Pronto, would help developers in 

fixing the bug?  

NO / MAYBE / YES 

Please give reasoning to your answer: 

 

Figure 20. Distribution of answers to question 2 

 

The above column chart shows that respondents are generally convinced that attaching 

analysis conducted in Splunk to a bug report, more commonly known as a Pronto in the 

target organisation, would help developers in fixing the bug. Some respondents, 

however, have some reservations in their opinions. The following table shows the main 

themes identified in the responses. 

Themes 
     

Mentions 

Speed of communication between tester and developer 
 

7 

Put an end to shifting of responsibility 
  

5 

Helping of developer 
    

5 

Table 3. Themes extracted from question 2 answers 

 

The respondents, who answered “maybe” to this question, mentioned that the attached 

analysis will only benefit the developer if the analysis is correct. The majority of 

respondents identified that communication between the test engineer and the software 

developer would be faster and more effective if the developer can see the analysis that 
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the test engineer has conducted. Five respondents also mentioned how an attached 

Splunk report would certainly help the software developer in his work. Finally, the 

results of this question also validate the results of our research in terms of the shifting of 

responsibility, and the negative attitude that software developers tend to have towards 

bug reports targeted at them. According to five respondents, concrete evidence on why 

the report has been targeted at a certain system component should put an end to the 

wasteful shifting of responsibility. Results 3 and 4 are validated with these answers. 

Question 3: 

Would you be interested/willing to start using Splunk in your daily work to aid in you in 

root cause analysis? 

NO / MAYBE / YES 

Please give reasoning to your answer: 

 

Figure 21. Distribution of answers to question 3 

 

All respondents expressed great enthusiasm in terms of adopting Splunk. The following 

two themes were identified in the responses. 

Themes 
     

Mentions 

Time saving and improved results 
   

6 

knowledge base is cumulative and consistent 
  

6 

Table 4. Themes extracted from question 3 answers 

 

Six respondents said how they saw considerable time-saving potential with Splunk, and 

hence were enthusiastic to adopt the tool. Six respondents also further emphasised the 
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cumulative and consistent knowledge base which Splunk offers, and how the tool would 

increase the competence of the entire team. These answers validate results 1, 2 and 5. 

Question 4: 

What other activity in addition to root cause analysis do you think Splunk could be 

useful for? 

Please answer below: 

This question was purely qualitative, allowing the respondents to answer freely and 

imaginatively what other activities, in their view, Splunk could be used for. The 

following themes were extracted from the answers. 

Themes 
     

Mentions 

Historical log data 
    

3 

Live monitoring 
    

2 

Processor load 
    

2 

Memory leaks 
    

2 

Tester analysis 
    

1 

Imagination is the only limitation 
   

2 

Throughput statistics 
    

1 

UE monitoring 
    

2 

Continuous regression testing statistics 
  

1 

Importing eNB source code and cross-referencing  
 

1 

Table 5. Themes extracted from question 4 answers 

 

The above table shows how historical log data is strongly represented in the answers, 

which validates result number 6, presented in Chapter 6.2.7. Additional use examples 

for Splunk are presented in numerous responses, showing that Splunk is a powerful and 

versatile tool. One response suggested importing the source code of every software 

build, which would make it possible to cross-reference changes in software builds with 

logs and potentially get some insight to degradation in performance. This way, test 

engineers could go as far as to propose which changes in the source code might have 

caused the performance degradation.  

Question 5: 

What working procedures in the company do you think might hinder the adoption of 

Splunk into our daily work? How would you address these issues? 

Please answer below: 
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Themes 
     

Mentions 

License costs 
    

5 

Lack of time/resources 
    

3 

Unfamiliarity of Splunk 
    

2 

Resistance to change 
    

2 

Management needs to convinced of savings 
  

1 

Inconsistent logging conventions 
   

1 

Data privacy 
    

1 

Requires proper training to ensure adoption 
  

1 

Table 6. Themes extracted from question 5 answers 

 

Question 5 was asked in order to gain insight in to what threats the employees identified 

that might stand in the way of adopting Splunk. Concerns about the cost of the license 

got the most mentions. While this is a valid concern, the target organisation has already 

been paying for the license for the past 7 years, and as such this will not be an issue 

until the 10GB/day license proves too little and an upgrade is necessary. Perhaps, 

bearing in mind the potential for saving time and resources, any additional cost that 

might come as a result of an upgrade should be viewed of as an investment rather than a 

cost; sometimes you have to pay a little in order to save a lot. 

In our research, we mentioned the problem caused by inconsistent logging conventions 

and received validation for this from one of the respondents. Inconsistent logging makes 

machine processing of logs extremely difficult and might discourage users. Therefore, it 

is absolutely necessary to reach out to the authors of the “blue book” on logging 

standards we mentioned in our research in Chapter 6.2.3, and inquire how the authors 

intend on following up on the logging standards they proposed and emphasise the 

importance of standardisation from a machine processing perspective. 

A number of respondents also mentioned that the lack of time might cause some 

engineers to choose not to bother investing the time in learning to use Splunk. This 

could be addressed by organising further Splunk training and convincing management 

about the usefulness of the tool. When management instructs using the tool and 

allocates time to learn the tool, engineers will be much more inclined to comply. 

These answers validate results 7 and 8. 

Question 6: 

If you identified organisational working procedures as an issue in the previous 

question, how do you think these issues could be addressed?  

Please answer below: 

  



53 

 

 

Only one theme was identified in the responses to question six. 

Themes 
     

Mentions 

Good examples/use cases of savings made by using Splunk 
 

5 

Table 7. Themes extracted from question 6 answers 

The respondents seemed to agree, that good examples and use cases were required to 

convince engineers and management that gains in efficiency by using Splunk really 

outweigh costs of adopting the tool.  

Question 7: 

What technical constraints, if any, do you see with Splunk? 

Please answer below: 

The final question was asked in order to survey the perceived technical constraints 

Splunk may or may not have. 

Themes 
   

Mentions 

License costs 
   

2 

Concern over speed of searches 
   

1 

Learning curve 
   

2 

Table 8. Themes extracted from question 7 answers 

 

A number of respondents mentioned that they did not see technical constraints with the 

tool. Those who did see constraints were either worried about the license costs or the 

learning curve of the tool. The license cost, however, is not a technical constraint per se. 

Concerns regarding the learning curve of the tool can be addressed by arranging further 

training and assigning time for engineers to practice using the tool. Based on the 

researcher’s experience, learning base station architecture and troubleshooting errors is 

significantly easier with the aid of Splunk, as opposed to manually analyzing system 

logs.  

In this section, not only did we manage to gain strong validation for all of our 

hypotheses, but we also received excellent ideas from the respondents for further 

Splunk use cases. We discovered that reception for Splunk is extremely positive and it 

would be a welcome addition to the daily work of the test engineers at the target 

organization. Despite being a known member of the team that took part in the training 

session, no indication was given of the outcome of the action research, and hence this 

validation process can be seen to vindicate the hypotheses. 

In the following table we have gathered all the results from the validation and added the 

total amount of mentions of each hypothesis during the process, in order to draw 

attention to the results which gained the most validation from the questionnaire.   
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Hypothesis 
ID Hypothesis/Result Description Mentions Total 

1 Using data mining for root cause analysis saves time 
 

17 

 
Q3 theme: "Time saving and improved results" 6 

 

 
Q1 theme: "Faster/deeper root cause analysis" 11 

 

2 
Data mining makes root cause analysis deeper, broader 
and more accurate 

 
11 

 
Q1 theme: "Faster/deeper root cause analysis" 11 

 

3 
Splunk reports would make bug reporting more 
thorough and would aid the developer 

 
12 

 

Q2 theme: "Speed of communication between tester 
and developer" 7 

 

 
Q2 theme: "Helping of developer" 5 

 

4 
Splunk reports attached to a bug report would reduce 
shifting of responsibility 

 
5 

 
Q2 Theme: "Put an end to shifting of responsibility" 5 

 

5 
Using Splunk will enable collaborative learning amongst 
the team and improve competence 

 
10 

 

Q1 theme: "Sharing keywords/knowledge/cross-
referencing" 4 

 

 

Q3 theme: "knowledge base is cumulative and 
consistent" 6 

 

6 
Full access to old logs, since Splunk stores all imported 
data permanently and has no quota 

 
6 

 
Q1 theme: "Long-term preservation of logs" 3 

 

 
Q4 theme: "Historical log data" 3 

 7 Inconsistent logging conventions need to be addressed 
 

1 

 
Q5 theme: "Inconsistent logging conventions" 1 

 8 10 GB license needs to be addressed 
 

7 

 
Q5 theme: "License costs" 5 

 

 
Q7 theme: "License costs" 2 

 Table 9. Research results based on number of mentions 
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7. Discussion 
 

This chapter will discuss what work needs done at the target organization in order to 

effectively implement the use of data mining in root cause analysis. It will also make 

some modest suggestions about future research. Then it will finish with a few final 

remarks. 

 

7.1 Action Planning and Future Research 
 

The focus of this research has been on how data mining could be applied to root cause 

analysis i.e. the focus is on identifying which part of the system was under-performing 

with a view to finding a bug in the component. As we mentioned in the introduction to 

the thesis, this research was conducted in an LTE performance testing team, with a view 

to applying the knowledge gained from this research to the team’s activities and then 

expanding it to additional teams. 

In order to implement the findings of this research on root cause analysis, the target 

organization must develop an action plan in order to realize the clear benefits of data 

mining that have been discovered. The action plan should include a number of points. 

Firstly, there must be commitment from management, which in the first instance would 

take the form of a clear directive to all staff that they have to start using Splunk. This 

would need to be accompanied by a decision on how to address the 10GB/day license 

issue that we discussed in the results chapter. Either the license needs to be upgraded, or 

a script needs to be written which would parse only the necessary information from the 

system logs, and in this way the capacity needs of the license could be reviewed. Other 

points should include arranging timely and sufficient training sessions in order to 

increase Splunk competency. In addition, management should instruct working 

practices to include adding Splunk analyses to bug reports; this should be done to speed 

up the process of bug fixing. 

With regards to future research, the script we mentioned in the previous paragraph, 

which would parse only the necessary information from system logs, could be 

developed with a view to discovering if it is a viable alternative to upgrading the 

license. 

We must remember that the nature of performance testing is not so much focused on 

finding bugs, but on ensuring that the base station meets the performance specifications 

set for it. This leads us to moving away from a pass/fail testing mindset and proposing a 

pre-emptive error detection mindset, which would identify trends leading towards errors 

before they become errors. Research should be performed on what data mining can 

contribute to such pre-emptive error detection.  
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7.2. Concluding Remarks 
 

The motivation for this research was to discover how we could apply data mining 

techniques to root cause analysis. By taking system logs generated during the execution 

of a test case that had caused a base station to fail, and importing them in to the data 

mining tool Splunk, we discovered that it is possible for a test engineer to conduct 

relatively deep analysis and find the system component responsible for the failure of the 

system. A main component of this action research was to experiment with the 

employment of Splunk in the daily work of test engineers. This involved among other 

things, creating new source types, and capturing interesting fields by creating regular 

expressions. The use of data mining has proven to be not only a useful tool in root cause 

analysis, but also it functions as a learning aid for greater insight into base station 

architecture. Additionally, we identified numerous further use cases for Splunk, in 

addition to analysing system logs. Amongst others, activities such as monitoring 

processor loads, memory leaks, data throughput, and system log/source code cross-

referencing were identified as a result of the validation procedure. 

The results of the thesis showed that data mining is an excellent approach to root cause 

analysis, and that the organisation under study should make sure that Splunk is 

integrated into the daily work of the test engineers and software developers with an 

acute sense of urgency.  
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Appendix A. The Questionnaire 
 

You may answer the following questions in any language you like. Finnish or English 

preferred. Please underline your choice. 

1. Based on your experience from the Splunk training session, do you see 

Splunk as a tool that could assist you in analysing log files in order to 

conduct root cause analysis? 

NO/MAYBE/YES 

Please give reasoning to your answer: 

  

2. Do you think attaching your Splunk analysis to a Pronto, would help 

developers in fixing the bug?  

NO/MAYBE/YES 

Please give reasoning to your answer: 

  

3. Would you be interested/willing to start using Splunk in your daily work to 

aid in you in root cause analysis? 

NO/MAYBE/YES 

Please give reasoning to your answer: 

  

4. What other activity in addition to root cause analysis do you think Splunk 

could be useful for? 

Please answer below: 

  

5. What working procedures in the company do you think might hinder the 

adoption of Splunk into our daily work? How would you address these 

issues? 

Please answer below: 

  

6. If you identified organisational working procedures as an issues in the 

previous question, how do you think these issues could be addressed?  

Please answer below: 
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7. What technical constraints, if any, do you see with Splunk? 

Please answer below: 
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Appendix B. Questionnaire Answers 
 

Question 1: 

Yes, when you have used for a while... I think it help’s and make alysis faster 

 

Will help indicating problem root cause more deeply 

 

Very helpful, counting (or charting) for example error/warning prints may lead to 

problematic print or at least finding the correct Software Component saves times & 

money in R&D. 

 

Kyllähän Splunk antaa aika paljon apuja etsiä root causea syslogeista. Perinteinen 

searchiminen jollain tekstieditorilla on melkoista hakuammuntaa ja hidasta. Erroreista, 

warningeista jne. kun lähtee liikkeelle niin varmaan hyvin paljon nopeammin pääsee 

käsiksi ainakin oikeaan syteemikomponenttiin mikä virheen aiheuttaa. Myös muu 

analyysi mahdollista kuin pelkkien vikojen etsiminen, esim. softan käyttäytyminen jos 

ei ole jossain tilanteissa optimaalista niin Splunkilla varmaan mahdollisuus päästä 

tällaisiin asioiin myös kiinni.  

 

Käyttöliittymä on kohtuu selkeä mutta vaatii kuitenkin pienen perehdytyksen ennen 

kuin saa enemmän irti. Uskon nopeuttavan rca:ta 

 

Työkalu toimisi hyvin logien analysoimiseen, kun sen käytön oppii. Pitää kuitenkin olla 

hyvä taustatietämys tukiasemista, jotta osaa tehdä hakuja ja tarttua oikeisiin printteihin 

(error printit tai jotkut muut vakavat printit, jotka ei ole suoraan erroreita).  

 

+ Promising and quick live search possibilities to any testing data, especially to team 

level logs (and even wider) if arranged so.  

+ Build upon common knowledge provided by team members, e.g. via shared “index-

search keywords pool”.  

+ Testing data preserved till eternity. 

(minus - You need to be familiar with regex searches to get most out of it.) 

 

Varsinkin siinä vaiheessa kun siellä on oikeita työtä helpottavia ja nopeuttavia hakuja. 

Vika analyysi voi jopa olla valmiina esim. sähköpostissa kun haetaan logeista meidän 

testien kannalta oikeita asioita. 



64 

 

 

It would introduce possibility to analyse large amounts of log files with possibility to 

have several test environments included in the analysis + analyse also the history data. 

Also as data from several sources are in one database, cross-referencing the findings 

with each other would become possible. 

 

Kunhan työkalun kanssa pääsee sinuksi ja tietää millaisia hakuja kannattaa tehdä niin 

varmasti auttaa root causen löytämisessä. Sen perusteella mitä koulutuksessa nähtiin 

niin olettaisin, että graaffit auttavat näkemään mahdollisia ongelmakohtia aika hyvin. 

Aikojen saatossa alkaisi kertyä hyviä hakukriteerejä millaisia juttuja kannattaa logeista 

seurata. 

 

Question 2: 

If tester can make initial analysis, developer should benefit even more when filtering 

syslogs with Splunk.  

 

Definitely will speed up pronto correction if tester is able to show problem root cause.  

 

Maybe. If  you have analyzed correctly 

 

Vian määrittäminen on tarkempaa splunk työkalua käytettäessä. Splunk todennäköisesti 

vähentää pronton siirtyilyä tiimiltä toiselle 

 

Jos tehdään splunkin avulla hyvä analyysi pronton mukaan niin varmasti on apua 

devaajille vian selvittelyyn. 

 

Mitä enemmän saadaan todistetta ongelmasta niin sen parempi 

 

Kyllä, jos koodarille voidaan suoraan sanoa missä se vika on. Toisaalta erittäin hyvä 

logien lukija löytää vian notepad++:ssaa käyttämällä, kun  se vaan tietää/ ”arvaa oikein” 

sen mitä pitää hakea. Hyvin koulutetulla splunkilla voisi vähän heikompikin logien 

lukija löytää oikeat error logit tai crash logit. On myös tapauksia, jossa koodarit eivät 

usko, että vika on heidän vaikka se vika printti olisi suoraan naaman edessä. 

Vakuuttuuko ne suoraan splunkista saadusta tuloksesta? 
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Its hard to argue so basing to relatively short training session and by having just a quick 

glance to the tool, but can imagine Splunk attached to Pronto database could be amazing 

addition for problem solving from both developers and testers pov. Splunk might 

eliminate some duplicate work plus enhance and speed up information flow between 

development team members / between teams. 

 

Ainakin developer voisi mahdollisesti päästä nopeammin ongelman ytimeen. 

 

It would most likely accelerate fixing the bug (decrease the amount of time spent in 

analysis) as the developers tend to focus on own area, which many times causes the 

analysis responsibility to go through many people before ending up to correct team. 

Also it would visualize the system for the developers and probably give more 

confidence on the analysis made by test engineer. 

 

Voisi ainakin helpommin todistaa ko. sw komponentin aiheuttavan ongelmia työkalusta 

saatavien raporttien perusteella. 

 

Question 3: 

 

Using Splunk saves time when analysing found issue. 

 

Yes, but need’s more training and  basic examples 

 

Logien analysointi nopeaa, jatkuvaa ja yhdenmukaista 

 

Ehdottomasti otan käyttöön, sillä nykytyylillä analyysin tekeminen on haastavaa ja 

aikaa vievää. 

 

Kyllä varsinkin jos tiimissä aletaan laajemmalti käyttää 

 

Kyllä, jos se nopeuttaisi logien lukua. Varsinkin, jos error hakuja on jo valmiina, niin 

analysointi tapahtuu nopeammin. Alkuun työkalun käyttö voi olla hidasta, jos ei vielä 

hallitse kaikkia regularmerkkejä ja samalla joutuu miettimään, että mitä printtejä 

kannattaisi etsiä. 
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 - Quick live search possibilities to testing data. - Build upon input from other splunk 

users, e.g. index-search keywords. - Should the Pronto integration be there, could easily 

check whether appearing issue has been already reported.- History preserved, can 

relatively easily compare current state back to state in the past. - Interested to find out 

whether proven big data analysis tool could help in improving my daily working 

methods to next level. 

 

Kyllä. Varsinkin siinä vaiheessa kun hakuja ja analyysiä saadaan vietyä eteenpäin. 

 

It would most likely increase my own competence and team competences (as it 

‘teaches’ the system at the same time when doing the analysis). This would mean a big 

gain in efficiency. 

 

Vaikutti työkalulta, joka helpottaa logien läpikäyntiä ja ongelmakohtien selvittämistä. 

Näen että tämä voisi tehostaa testaajien työtä ja parantaa laatua, jos saataisiin osaksi 

testausprosessia. Toki logien määrä on valtava PETin testauksessa. 

 

Question 4: 

 

If syslogs are “saved” to Splunk, you can go back to old syslogs and find possible 

problems from old logs. Currently saved syslogs are removed from company network 

folders, and in worst case you cannot track when the problem has appeared. 

 

Live BTS monitoring , storing log files for future investigation 

 

StaDaily work, instead of notepad++ or prontoterminator 

 

- Prosesserien kuorman mittaaminen 

- Muisti vuotojen tarkkailu 

- Yksittäisten “UE relesointien” tarkkailu (miksi, million jne) 

- Yksittäisten featureiden tarkkailu (toimivuus ja mahdolliset virhe tilanteet) 

- Kuorma laitteiden vika tilanteiden etsiminen ( testereiden toiminta voi olla joskus 

specsien vastataista) 

- Testi case tarkkailu ( menikö kaikki specseihin ? ) 
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- Oikeesti mahdollisuuksia on lähes satoja, mielikuvitus on vain rajana ! 

 

Kai tuossa melkein mielikuvitus on rajana. Perus käyttäjämääräseuraamiset, DSP-loadit, 

ehkä jopa tput:n seuraaminen. En tiedä  mitä kaikkea syslogeihin printataan, mutta 

kyllähän tuossa varmasti mahdollisuuksia on vaikka mihin. 

 

CRT automaatiosta oli ainakin tarkoitus kerätä sinne statistiikkaa miksi ajo feilaa etc. 

 

Tarvitsisi enemmän kokemusta splunkin käytöstä, jotta pystyisi sanomaan, että mihin 

kaikkeen sitä voi käyttää.  

 

- Checking whether issue has been already reported & met on other technologies. 

- Linking also eNB software project code base to Splunk? Background: each log status 

print is printed somewhere in software code…and so. Could this be useful addition in 

software developers problem investigation, so he could do cross-searches easily in the 

same tool. 

 

Minkä tahansa Datan visualisointiin joka meitä mahdollisesti kiinnostaa.  

 

As a dashboard to long lasting tests (stability tests) bringing up the problems from big 

amount of data which in any other way do mean lots of manual work or complicated 

automation programming (that can also be rather case specific). Also for post 

monitoring of corrected bugs (alerting if further occurrences are seen) it would be great 

tool. 

 

Pitäisi hieman enemmän käyttää ja tutustua, että osaisi vastailla tähän. 

Question 5: 

 

Money saving could prevent taking use this kind of useful tool. 

 

Effective using needs bit of knowledge of the tool and investigated system. First steps 

on the tool were hard to take 

 

Lack of time and rush... 
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En tiedä onko Splunkin käyttöönotolle nyt suoranaisesti mitään esteitä/hidasteita. 

Varmaan eniten on testaajasta itsestä kiinni kuinka aktiivinen haluaa Splunkin kanssa 

olla ja kuinka opetella sitä ja ottaa rutiinikäyttöön omasa työssään. Lisenssiasiat 

varmaan pitää ratkaista kuinka isoa lisenssiä siihen firman tasolla vaaditaan ja onko 

syslogeissa paljonkin turhaa mitä pitäisi parseroida pois ennen Splunkiin 

importtaamista. 

 

Lähinnä tulee mieleen lisenssin hinta.  

Haluaako kaikki teamit lähteä käyttämään, ovatko jotku luoneet omia systeemejä. 

 

Todennäköisin este, minkä takia firma voi estää splunkin käyttö on se, että se maksaa. 

Pitäisi myös pystyä luottamaan siihen, että meidän syötetyt logit/tiedot eivät päädy 

eteenpäin, koska palvelun tarjoaja on ulkopuolinen.  

Splunkin hyödyt pitäisi tuoda esille, niin että kerrotaan kuinka paljon säästöjä tulee, kun 

virheet löydetään nopeammin ja ne korjataan nopeammin. Eli vakuuttaa se, että 

päivitätinen käyttö voisi tuoda säästöjä (jos vertaa vaikka softan julkaisun 

viivästymiseen liittyviä kustannuksia), vaikka lisenssejä maksetaankin.  

 

- Syslog output format varies greatly dedending on sw component e.g. by format and 

words used, which makes Splunking way harder. For example word “error” is used too 

eagerly in “inappropriate” situations.  

>>In brief: Clear guideline, format and severity levels to be defined for logging -- what 

and how to print out to system logs. 

 

Lisessointi laajenpaan käyttöön? (Hinta) 

“Unohtuu Asian eteenpäin vieminen (esim aikataulukiireet jne.) ” à AP jollekin joka 

tekee suunnitelman splunkin käyttöön otosta yleisemmin ja jonkin näköiset ohjeistukset 

ja prosessit millä splunkin hyödyt saadaan valjastettua. 

 

Resource issues. It would require lots of work at the beginning to make the data inputs 

useful + get the right data in. It requires also lots of learning before the full potential can 

be taken out of it à without proper key user and training / team sessions, it might not be 

adopted by the engineers. 

 

Question 6: 
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Good examples how this tool saves time and effort should convince benefit of Splunk. 

 

Pitäs pystyä osoittaan että tästä on RCA:n kannalta hyötyä 

 

Ylemmille portaille pitäisi saada viestiä, että käyttö kannattaisi.  

 

- Pilot and fine tune basic Splunk use cases with key members from relevant parts of 

organisation  

- Create / share demos and relevant technical insights tailored to organisation. 

- Arrange effective to the point trainings to ensure positive attention {to Splunk}. 

- Demonstrate measured / proven performance benefits to management, so they clearly 

see the savings potential. 

 

Hyödyt ja sen mukana tulevat säästöt pitäisi konkreettiseti demota ja todeta. 

 

Question 7: 

 

Current limitation of data, 10Gb per day is way too low. 

 

Coding search… Need knowledge or localsupport or time to search and study 

 

-          Don’t see any 

 

Tiedän vielä siitä niin vähän, että hankala arvioida. 

 

"En pysty sanomaan vielä. Hakujen nopeus saattaa olla yksi jos datamäärä on suuri. 

Voitaneen kuitenkin taklata oikeanlaisilla hakuehdoilla ja esifiltteröidyllä import 

datalla." 

 

Kysymyksen vastauksena kysymys: onko splunkin suorituskyky oikeasti niin hvyä, että 

se pystyy parissa minuutissa tekemään löydöksiä isosta data määrästä? Esimerkiksi se 

kuinka nopeasti splunkki hakee viat useamman päivän logeista kuten stabiajosta? Jos 
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hakuun menee useita minuutteja tai tunteja, niin onko käyttö sen arvoista? Pystyykö 

splunkin kouluttamaan niin hyvin, että tiedot voi jo etukäteen parsia. 

 

From usability point of view searching functionality could be easier for new comers. 

Regex has some learning curve till you really get used to its full potential. 

 

Ainakin tallennustilan vähyys. 


