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ABSTRACT

Given an image sequence and odometry information from a moving camera,
we propose a batch-based approach for robust reconstruction of scene structure
and camera motion. A key part of our approach is robust loop closure detec-
tion, which is achieved by combining odometry and visual correspondences in
a novel manner via bundle-adjustment. First, a large-scale structure-from mo-
tion pipeline is utilized to get a set of candidate feature correspondences and
the respective triangulated 3D landmarks, which pass primitive geometric con-
sistency checks. Thereafter, the 3D landmarks with similar visual description
are arranged in a pairwise manner, where each pair is a loop closure constraint
and is subjected to a 3D alignment term which tries to merge the 3D point pairs.
The correctness of loop closure constraints are evaluated by including them in a
bundle-adjustment optimization which checks their compatibility with the odom-
etry information and point projections of the 3D point pairs on the cameras view-
ing them. The candidate loop closure constraints are iteratively reweighted such
that only compatible constraints retain higher weights in the next iteration of the
optimization of structure and motion.

The proposed approach is evaluated using real data from a Google Tango de-
vice. The results show that we are able to produce high quality reconstructions
from challenging data which includes many false loop closure candidates due to
repeating scene structures and texture patterns. The results also show that it
produces better reconstructions than the device’s built-in software or a state-of-
the-art pose-graph formulation. Therefore, we believe that our approach could be
widely useful as a backend loop closure engine in robust reconstruction of indoor
scenes.

Keywords: bundle-adjustment, loop closures
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TIIVISTELMÄ

Työssä esitellään eräajoon perustuva menetelmä ympäristön ja kameran liik-
keen luotettavaan mallintamiseen, joka suoritetaan kuvasekvenssin ja odomet-
riatiedon perusteella. Olennainen osa menetelmää on luotettava silmukoiden ha-
vaitseminen, mikä on toteutettu yhdistämällä odometriatieto ja kuvista laske-
tut vastinpisteet 3D-pisteiden joukkosovituksen (engl. bundle adjustment) avul-
la. Kehitetyn ratkaisun alussa hyödynnetään suuren mittakaavan structure-from-
motion –toteutusta. Alkuvaihe tuottaa joukon mahdollisia piirrevastinpisteitä ja
niistä kolmioimalla saatavat 3D-merkkipisteet, jotka noudattavat yksinkertai-
sia geometrisia rajoitteita. Jälkimmäisessä vaiheessa visuaalisesti yhtenevät 3D-
merkkipisteet järjestetään pareittain siten, että kukin pari toimii rajoitteena sil-
mukan sulkemiselle. Jokaiseen vastinpariin liittyy myös 3D-sovitustermi, joka
pyrkii yhdistämään 3D-pisteparit. Silmukan sulkemiseen saadut rajoitteet ar-
vioidaan käyttämällä joukkosovitukseen perustuvaa optimointia, joka varmis-
taa niiden yhdenmukaisuuden odometriatiedon ja 3D-pisteiden kameraprojek-
tioiden kanssa. Potentiaalisten rajoitteiden iteratiivisessa uudelleen painotukses-
sa ainoastaan yhdenmukaiset rajoitteet saavat korkeammat painoarvot rakenteen
ja liikkeen uudessa iteraatiossa. Ehdotetun menetelmän arvioinnissa on käytetty
Google Tango –laitteella kerättyä reaalidataa. Tulokset osoittavat, että menetelmä
tuottaa korkealaatuisia mallinnuksia haastavasta datasta, joka sisältää samankal-
taisia näkymiä ja tekstuurirakenteita, mikä tuottaa lukuisia vääriä rajoitteita sil-
mukan sulkemiseksi. Tulokset osoittavat, että ratkaisu luo parempia mallinnuksia
kuin käytetyn laitteen sisäänrakennettu ohjelmisto tai tämänhetkistä huipputa-
soa edustava pose-graph –formulointi. Tästä syystä työssä kehitetty toteutustapa
olisi erittäin käyttökelpoinen sisätilojen luotettavassa ja tarkassa mallintamises-
sa.

Avainsanat: bundle-adjustment, silmukoiden käsittely
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1. INTRODUCTION

Three-dimensional scene reconstruction from multiple images is a popular research
topic in computer vision, and there has been significant progress both in large-scale
structure from motion (SfM) [1] and in real-time simultaneous localization and map-
ping (SLAM) [2] during the recent years.

However, despite all the progress, there are still major challenges in purely image-
based reconstruction techniques, especially in indoor environments. Such challenges
include lack of texture and structure in the scene (homogeneous textureless surfaces
are common indoors) and degenerate motion sequences (e.g. triangulation requires
translation and pure rotational motion often breaks camera-based tracking [3]). The
problems due to lack of texture are further emphasized when narrow field-of-view
cameras are used indoors where the scene surfaces are close to the camera and therefore
the so-called aperture problem may occur more often than outdoors.

Furthermore, even if the aforementioned problems regarding texture and rotational
motion can be avoided, long-term drift and accumulation of tracking errors are addi-
tional challenges regarding large-scale reconstructions. Any sequential tracking tech-
nique will suffer from long-term drift and that must be compensated by utilizing loop
closures. However, unambigous detection of loop closures is challenging and some-
times even impossible using images alone. For example, false positive loop closure
detections are a particularly challenging problem in indoor office environments where
repeating structures and texture patterns are common. For instance, in an office corri-
dor where similar doors and windows repeat, it may be impossible even for a human to
distinguish between the identical instances given only a narrow field-of-view image.

However, luckily, by combining visual loop closure detections and visual odometry
[4], or other kind of odometry (e.g. [5]), it may be possible to resolve ambiguous cases
and discard the false positive loop closures, which are not compatible with the odom-
etry or correct loop closures [6, 7]. Similar ideas are also used in the recent work [8]
which focuses on dense high-quality surface reconstructions in indoor environments.
Their approach gives precise models but it is not as scalable as large-scale structure-
from-motion pipelines used for large outdoor datasets [1]. In fact, robust and scalable
indoor reconstruction approaches, which could be ubiquitously used by amateurs with
off-the-shelf hardware, have not yet emerged.

In this thesis, we propose a method for robust scene reconstruction based on an im-
age sequence, captured by a moving monocular camera, and the corresponding odom-
etry information. That is, the input to our method are the image frames, their time
stamps and a rough continuous odometry estimate of the camera trajectory. In addi-
tion, we assume that we have some information of the absolute length scale of the
camera trajectory. For example, if the odometry track does not suffer from scale drift,
it allows to define the common scale of the reconstruction, even if the available visual
correspondences would be limited to several non-overlapping clusters of views. In our
experiments we used Google Tango device which provides both depth maps and color
images (so called RGB-D data) and also relatively good and robust odometry, which is
computed by combining visual and inertial sensor information 1.

1https://developers.google.com/project-tango/
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A key part of our approach is robust loop closure detection, which is implemented
by using odometry and visual correspondences together in a bundle-adjustment for-
mulation, where candidate correspondences are accepted or discarded by using a
hypothesize-and-test paradigm. Our approach starts by considering the set of images as
unordered collection and applying a batch-based structure-from-motion pipeline. This
stage outputs one or more non-overlapping view clusters with corresponding recon-
structed landmarks and camera poses. Thereafter, the odometry (and/or depth maps)
are used to set the scale of each cluster to be compatible with the scale of the odome-
try. Finally, the reconstructed 3D landmarks and respective visual correspondence con-
straints from the clusters are added one-by-one to the bundle-adjustment formulation,
in a well-designed order, optimized together with odometry constraints, and thereafter
either discarded or accepted depending on their compatibility with the odometry and
previously added constraints.

Unlike some previous methods [6, 7, 9], we do not use a strict pose graph formu-
lation but explicitly model all visual correspondences in a bundle-adjustment like for-
mulation [10]. Thus, for certain 3D feature landmarks some of the observations can
be correct and some incorrect (or actually originating from a different but existing 3D
landmark) and our framework checks them by using a hypothesize-and-test paradigm.
In many pose graph formulations the candidate loop closure constraints are utilized
or discarded at image level, whereas we utilize and verify all available visual corre-
spondences by aiming to correct the association errors of the structure-from-motion
pipeline.

1.1. Objectives and Scope of the Thesis

A general 3D mapping system aims to map an environment using the observations
made through the sensors (cameras,IMU) and generate a 3D model of the space. Such
a typical system consists of three main components : i) estimate odometry by resolving
relative motions between consecutive data frames i.e estimate pose parameters of the
camera from its images, ii) loop closure detection to circumvent the issue of accumu-
lative drift in initial odometry, and, iii) final optimization over the pose parameters of
the cameras from input odometry by using constraints from loop closure detection to
output a consistent map of the environment. The scope of the thesis does not cover the
first and the second component and focuses entirely on the third component.

Due to various factors the loop closure detection produces false hypothesis which
can cause catastrophic failure of the final optimization stage. The existing state-of-the-
art methods formulate the problem in a pose-graph and propose various ways to deal
with erroneous loop closure detections. In this thesis, we analyze one such state-of-the-
art algorithm as the third component in a 3D mapping system having prior odometry
input and use existing methods to generate loop closure hypothesis. Based on the
analysis, we propose a formulation for the final global optimization that is able to
produce higher quality results.
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1.2. Structure of the Thesis

The structure of the thesis is as follows. Chapter 2 introduces some basic models
used in the field of 3D modeling and gives an overview of the methods for estimating
3D models of an environment. In Chapter 3 we review the problems associated with
3D mapping and existing formulations for solving these problems. In particular, we
introduce the problem of loop closures in 3D mapping and highlight some standard
approaches for loop closure detection. We then proceed to the main problem setting
that this thesis tries to state in the context of global optimization, which is robust loop
closing and review some of the existing state-of-the-art algorithms that propose solu-
tions to this problem statement. In Chapter 4 we present a bundle-adjustment based
global optimization energy function for robust loop closures. In general we present a
post-processing system, which takes as input an initial estimate of 3D model and corre-
sponding camera motion (details in Chapter 2) and generates loop closure constraints
(detailed in Chapter 3), followed by global optimization using the proposed constraint
formulation. Finally, in Chapter 5 we present a qualitative comparison of 3D mod-
els generated from our approach and an existing state-of-the-art method. Chapter 6
provides some concluding remarks and directions for future work.
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2. 3D MAPPING

The aim of this chapter is to provide an understanding of 3D mapping and stan-
dard methods developed over decades of research in the field of computer vision and
robotics. The chapter sets the context of the problem setting for the reader to better
understand the origin and necessity of this thesis. First in section 2.1, we introduce the
reader to some basic models in computer vision which have been the cornerstone in the
field of 3D scene reconstruction. Then in section 2.2, we give a basic understanding
of the algorithmic approach followed by an introduction to methods and devices for
autonomous 3D mapping.

2.1. Pinhole Camera Model

Pinhole camera model is a mathematical representation of the mapping between 3D
world and the 2D image (plane). The pinhole camera model considers the central
projection of a point in world coodinates xc = (x,y,z) onto the image plane z = f. Here,
f is the focal length, and the center of projection is the camera center. By using the
property of similar triangles, it may be seen from Fig 1 that the point X is mapped
to the point (fx/z, fy/z) on the image plane. Let the homogenous form of a vector
v = [v1 v2] be ṽ = [v1 v2 1]. Representing the world and image plane in homogenous
form, the mapping can be written as :fxfy

z

 =

f 0 0 0
0 f 0 0
0 0 1 0

 x̃c (1)

The line from the camera center perpendicular to the image plane is known as the
principal axis, and the point where the principal ray intersects the image plane is called
the principal point. Equation 1 is computed under the assumption the principal point
is the origin of the coodinates in the image plane. However, in practice, the principal
point may be located at (px, py)T. Additionally, it has been assumed that the camera
center is located at the origin of the Euclidean coodinate system (world coodinate
system). The coodinate system is defined as camera coodinate system. Thus equation
transforms to fx+ px

fy + py
z

 =

f 0 px 0
0 f py 0
0 0 1 0

 x̃c (2)

Now writing

K =

f 0 px
0 f py
0 0 1

 (3)

and,

d

nxny
1

 =

fx+ px
fy + py

z

 (4)
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Figure 1. Pinhole camera model. O is the origin of world coodinates and C is the origin
of the camera coodinate system i.e. the camera center. n is the point of projection of
the point xc which is represented in camera coodinate system of camera C. R and t are
the extrinsic parameters i.e. the pose parameters of the camera. p is the principal point
which is the origin of the image coodinate system.

then equation (2) can be written as

d

nxny
1

 = K
[
I | 0

]
x̃c (5)

The matrix K is the calibration matrix. In literature there exists many works
[11, 12, 13] which propose methods to compute the parameters of the calibration ma-
trix. However, in this thesis, we assume the availability of a known calibration matrix.
n = [nx ny] is the pixel location i.e the point of projection of the 3D point xc on
the image. d(= z) is the depth of the 3D point with respect to the camera center.
Let q = d[nx ny 1]. Thus we define a function P : <3 → <2 such that P(q) = n,
d[nx, ny, 1]

T → [nx, ny]
T.

In general, the camera center and the origin of world coodinate system do not co-
incide. The euclidean transformation between the world and camera coodinates is
parametrized using a 3*3 rotation matrix, R and a 3*1 translation vector, t as shown in
Fig 1. The relationship between points in the camera (xc) and the world (xw) coodinate
frames can be expressed as :

xc = Rxw + t (6)
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Figure 2. Relative pose estimation between two cameras using their absolute pose.
τ(Ri,Rj) is the relative orientation between the cameras ci and cj , and γ(ti, tj) rep-
resents the relative translation. The relative pose transformation is obtained by trans-
forming the mutually observed 3D point xw (in world coodinates) from the camera
coodinate systems of one camera to another.

Now, using the aforementioned equations, one can represent the relationship be-
tween a world point xw and its point projection n on the image in homogenous coodi-
nates as :

q = K
[
R | t

]
x̃w (7)

2.2. Relative Pose Transformation

Now that we know about the parametrization of camera pose, we now proceed to esti-
mate relative pose transformation between two cameras ci and cj i.e. given two camera
pose parameters [Ri | ti] and [Rj | tj], we aim to estimate the relative pose between the
cameras in terms of 3*3 rotation matrix τ(Ri,Rj) and 3*1 translation vector γ(ti, tj).
This is important in the context of measuring error between camera pose estimates as
described in Section 4.6. Let xw be a 3D point in world coodinates which is mutually
observed by the cameras ci and cj . Then, xci and xcj will be the position of the 3D
point xw in the camera coodinate system. Using equation (6), we can write

xci = Rixw + ti (8)

xcj = Rjxw + tj (9)
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Rearranging using the common variable xw, we get

xcj = RjRT
i xci + tj − RjRT

i ti (10)

Equation (10) shows the transformation of 3D point from the camera coodinate
system of one camera to another. Thereby τ(Ri,Rj) = RjRT

i and γ(ti, tj) =
tj − τ(Ri,Rj)ti

2.3. Odometry

The term odometry originates from the trajectory of robots to estimate the map of an
environment as the robot moves around. More precisely, the odometry refers to the
process of estimating the pose of the robot using information from available sensors.
These sensors include 3D scanners, infrared sensors, accelerometers, Inertial Measure-
ment Units (IMU) , cameras etc. Some expert systems which estimate and use odome-
try include Google self-driving cars and Mars Rover [14]. With the help of odometry,
one can obtain a layout of a building, or a map of a locality in a city. Mapping is
important for a variety of purpose, for instance, planning the path of a robot inside a
building to perform certain daily tasks, such as dropping daily mails to the intended
desks, or, localizing oneself with respect to the map, i.e. in the event someone (or a
robot) gets lost, a map helps to locate and know one’s position with respect to the map.

Although there are a wide variety of sensors to choose from, the particular low
cost and wide applicability to different environments has made camera the most well
received sensor by academics to further the research in robust odometry estimation.
The term ’visual odometry’ was first coined by Nister [4] in 2004. The term refers to
the odometry estimated purely by the use of images captured by cameras. Since then
various appearance-based algorithms have been proposed to estimate the odometry.
In the following sections we provide a brief summary of the advances and methods
pertaining to sequential odometry estimation from ordered set of images.

2.3.1. Key Image Information

As explained in section 2.1, the image represents the projection of the 3D world viewed
by the camera. Thus the only observation we have are images of the scene as the cam-
era moves around. These observations contain key information about the 3D world,
which needs to be extracted and modeled to obtain the 3D structure and the corre-
sponding egomotion of the cameras. These key image information comprises corners,
or edges, or even the raw image intensities (RGB values). In [15, 16, 17, 18, 19] au-
thors present different schemes to extract the interest points. An interest point refers to
a region that displays high degree of curvature and a rapid change in statistical prop-
erties (like gradient) along different directions in the 2D image. Often the images are
scaled down and subjected to varied levels of Gaussian Blur before detecting the in-
terest points [15]. This increases the robustness to scale change and blur. In the next
step, a suitable descriptor is computed for each detected interest point. The descrip-
tor tries to encode and assign a statistical property to the interest point by observing
the neighborhood of the point. Such descriptors include SIFT[15], SURF[16]. Once



15

the keypoints are detected and descriptors computed, they are either tracked [20] or
matched between subsequent frames to facilitate the relative pose estimation as will
be described in the next section. Before explicitly computing the pose transformation,
a geometric verification step is run to filter outlier keypoints using essential matrix,
homography or other geometric transformations [21]. The geometric verification step
uses a RANSAC based scheme to select the inlier keypoints by computing their model
consensus.

Another important key image information used to compute relative pose is edges.
Edges represent those regions in an image that have a strong gradient along a certain
direction. Thus boundaries of objects in 3D world can manifest itself as an edge after
projection on 2D image. Also, change in intensity or color, can cause a sharp gradi-
ent change resulting in an edge. Various filters like Canny [22], Sobel[23] are used to
detect edges in an image. Other methods include [24, 25] that employ color magni-
tudes to compute gradients. As edges can occur due to a variety of reasons, a unified
approach was proposed in [26, 27], where learning techniques were used. Further de-
velopments have occurred in [28], where a model is trained to predict edge pixels after
it has been trained using random decision forests in a structured learning framework
on various datasets. Similar to keypoints, edge detection is done at multiple scale
space [29] to increase robustness under challenging scenarios. In [30, 31], the authors
present different edge based features. To further increase the robustness and reduce the
sensitivity to challenging cases like illumination, clutter, the edge pixels are grouped to
form lines [29]. As the repeatability of lines across images in their full form is difficult,
[32] proposes the use of edgelets, while [29] uses individual edge pixels in the detected
line segments to match lines (edges) between images. Various descriptors have been
proposed in [30, 31, 29, 32] to uniquely identify an edge. The suitability of edges over
keypoints is their robustness to noise.

In addition to the above mentioned features, raw pixel intensities (RGB values) are
also used as key image information in [33, 2, 34].

2.3.2. Structure and Motion Estimation

In this section we provide a summary of methods to estimate a 3D map and camera mo-
tion from an ordered sequence of images using a monocular camera. The approaches
are either offline or online depending on the requirement, however, the commonality
in the approaches is the incremental estimation of relative motion between consecu-
tive images (or triplets) and 3D structure using the key information from the images
as described in the previous sections. In this thesis we consider images to have an
order which has certain advantages over unordered collection of images : a) ordered
sequence implies the odometry estimation can be limited to resolving the pose parame-
ter estimation for successive image pairs, b) relative motion between subsequent image
pairs are most likely to have small baseline. However, the incremental approaches have
certain drawbacks like drift (details in Section 3) and small baseline result in poor es-
timates of 3D structure. Additionally, with current generation of cameras like Kinect,
cameras can provide depth map corresponding to an image. In such cases, the structure
and motion estimation problem simply reduces to estimating the camera poses. The 3D
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structure can be obtained by backprojecting the depth values to the world coodinates
as described in Section 2.1.

Among the listed image features in Section 2.2, keypoints offer the highest degree
of confidence in accurately estimating the relative pose between images. The necessity
of other features surfaced due to various problems associated with the observation of
keypoints, like textureless areas, noise, motion blur etc. Hence, we first summarize
the odometry estimation methods using keypoints. The first step is to find correspon-
dences between keypoints in successive image pairs using their descriptors (cf. Section
2.3.1). The essential matrix [21] can then be computed using the matched keypoints.
The matrix is computed following the constraint put by the epipolar geometry [21]
between the image pairs. Once the essential matrix is computed, the pose parameters
can be retrieved using matrix factorization [35, 21]. Retrieving of camera matrices can
be extended to three views (i.e. 3 successive images) by computing the trifocal ten-
sor [21]. The computation of these geometric model is carried out using RANSAC to
deal with outliers [21]. Once an initial estimate of pose parameters are computed, the
mutual keypoint matches are triangulated to a point in 3D space in world-cordinates
[21]. After that, an optimization step is run that iteratively refines the camera pose
parameters and the triangulated 3D points. This is known as bundle-adjustment as the
bundle of rays from the triangulated 3D point is made to project as closely as possible
to the corresponding location of the keypoints in the observing image pair. The next
step is to merge nearby image pairs until camera pose parameters and keypoint cor-
respondences are established throughout the image sequence[21]. Another approach
is to initiate with the estimation of camera pose parameters for the first image pair
( or triplet) and triangulate the mutually observed features to their corresponding 3D
points, followed by pose estimation of the next image in the sequence by matching its
observed 2D keypoints with the already triangulated 3D points using perspective from
n points (PnP) [36], [37]. A bundle-adjustment step is then over the newly estimated
pose parameters and triangulated 3D points. These approaches provide camera mo-
tions and a sparse 3D structure consisting of triangulated 3D keypoints. From such
initial sparse reconstruction, a denser 3D structure can be obtained using [38, 39].

With the availability of cameras that additionally provide depth information for ma-
jority of the pixels in the image, various modifications of the above approach have been
proposed that operates on the sparse keypoints and dense depth map to estimate opti-
mal camera motion and 3D structure [40, 41]. Additionally, the use of inertial sensors
[42, 43] have been proposed to assist the aforementioned approaches for estimating
odometry and scene structure. Although [44, 45] do not deal with the problem of 3D
mapping, but, they provide fruitful insight into estimation of relative pose between
image pair by constraining the problem with known rotation angles from the IMU.

The above enlisted methods that use just RGB values are capable of producing sparse
scene structure, while dense 3D structure can be obtained only as a post processing
stage. Incremental estimation of dense depth maps from image sequence along with
camera motion was first introduced by Matthies [46] in 1988. This was followed by
more recent work in the field of dense and semi-dense odometry estimation [34, 2,
47]. The basic idea is to use image intensities in successive image pairs to estimate
geometry. This is done by minimizing the photometric error [2], which is modelled as
the error between the color model of the current image and the predicted color model
from the previous image. The minimization objective is a function of depth map of
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the previous frame in the image pair and tries to find the optimal pose parameters of
the current frame. The depth map along with the uncertainty associated with the depth
map of the current frame is estimated using probabilistic filtering approach [34, 2, 46].

These variational depth propagation based approach was later extended by Tarrio for
realtime edge-based visual odometry using a monocular camera [48]. Although, sim-
ilar to keypoints-based relative motion estimation, edge-based approaches have been
proposed [49, 50], there applicability in odometry estimation has been rather limited
due to challenges in matching edges across images, non repeatability of edges and be-
ing computationally demanding. In contrast, [48] directly uses edge-based alignment
to estimate the pose parameters. The author also propose an inertial aided estimation
formulation.

In this section a brief survey of the methods and models for odometry and scene
structure estimation has been provided. Each work identified a unique problem and
proposed constraints and solutions using standard datasets or provided their own
datasets. However, for off-the-shelf usage by amateurs, the research needs to mani-
fest itself in a technology. In the next section we give a overview of some devices with
the ability to perform 3D mapping.

2.4. 3D Mapping Devices

In recent times, the digital space is shifting to more and more virtual reality (VR)
experiences. Devices like Oculus Rift [51] provide such experiences through their VR
headset, but, lack environment awareness due to lack of depth sensing. This leaves the
users with very limited scope of experiencing VR. On the other hand, depth sensing
has been integrated in mobile devices like Structure Sensor [52] and Google Project
Tango by leveraging the next generation processors in mobile devices. Apart from the
hardware optimizations, each device comes with an SDK and APIs to facilitate 3D
mapping and create better VR experiences. In particular, Project Tango makes use
of inertial sensors along with visual features [4] to compute odometry. Project Tango
provides two types of odometry information : i) Start of Service (SOS), which is the
raw odometry computed using sensor measurements and visual features, and ii) Area
Learning (AL), which is the drift correction functionality internal to Project Tango.
The issue of drift is covered in the following Sections.
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3. LOOP CLOSURES

Despite all the progress in 3D mapping, there are major challenges like lack of texture
and structure in the scene (homogenous textureless surface are common indoors) and
degenerate motion sequences like pure rotation. However, the one problem which is
observed in any sequential mapping technique is the problem of loop closure. Due to
the presence of small errors in odometry, when the user or the robot traverses a large
loop and revisits the same location, these errors accumulate and the revisited location
ends up having two separate spatial representation in the reconstructed map. Thus
same parts of the real map are present in two different locations of the estimated map.
The solution lies in detecting loop closure by recognizing parts of the map when they
are revisited. The constraints generated from loop closure, are then used with initial
odometry in a final global optimization step to correct the drift. In section 3.2 we
discuss the possible failure cases of such final global optimization methods linked to
loop closure detection and existing state-of-the-art algorithms which offer solutions.
But before that, a brief overview of loop closure detection is presented.

3.1. Detecting Loop Closures

Loop Closure detection implies recognizing a previously visited place. As described
in Section 2, cameras are the most used sensors for mapping, and are hence once
again the plausible solution for loop closure detection. It is beyond the scope of the
thesis to present the summary of all the previous work carried out in the field of place
recognition (loop closure detection), and as such we direct our reader to [53]. However,
in the following sections we present an overview of standard methods employed by
majority of the work for loop closure detection.

3.1.1. Keypoint based approaches

The keypoint based matching technique described in Section 2 is extended from se-
quential images to non-sequential images so as to capture loop closure links be-
tween non-sequential images. The problem is similar to large-scale image retrieval
[54, 55, 56, 57, 58]. Thus if stated in the context of image retrieval, the current im-
age in the image sequence is the query image and the previously observed images
are the images from the database. And, similar to image retrieval systems, the prob-
lem of scalability needs to be addressed in the context of loop closure detection. Ex-
haustive pairwise matching is computationally expensive with the cost in the order of
O(n2). Extensive research [59, 60] has gone into image retrieving techniques to reduce
such computation cost while maintaining comparable accuracy, known as approximate
nearest neighbors. These techniques replace the exhaustive pairwise matching with a
look-up table, where each image is represented as a collection of its unique properties.
These properties are generally derived from the descriptors ( detailed in Section 2) of
the detected keypoints in the image. Sivic and Zisserman [59] first introduced the idea
of visual vocabulary for object matching in videos. The idea was later used for large
scale image retrieval [61]. In exhaustive pairwise image matching, the descriptors of
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the detected keypoints are directly used for identifying similar keypoints in two im-
ages and hence decide the image similarity. However, using bag of words approach,
all the keypoint descriptors from all the images in the database are clustered using k-
means or hierarchical k-means. The clusters represent bags and the descriptors are the
visual words. Keypoints and descriptors of the query image are computed and clas-
sified using the database of learned visual words. Sivic and Zisserman [59] proposed
the use of term frequency and inverse document frequency as a statistical measure to
find the images similar to the query image based on the occurrence of visual words
from the trained vocabulary. In image-retrieval systems, the database refers to bench-
mark datasets to test the retrieving algorithm. However, in the context of loop closure
detection and 3D mapping, the following modifications are done : i) Collect some im-
ages of the area to be mapped before beginning the actual mapping, and form a visual
vocabulary [62]. ii) Incremental clustering of visual words in an online procedure [63].

Another classical paradigm for fast image retrieval is the tree-based approaches.
Instead of clusters, the descriptors are stored in a tree that partitions the descriptor
space into multiple dimensions. The tree based algorithms include K d-tree, M-tree
and ball-tree [64]

A similar method for approximate similarity search used in large-scale retrieval is
known as hashing. Hashing converts all feature representation of images into binary
codes and then conducts a bitwise XOR operation in very fast speed [60]. Many vari-
ants exist in literature, one such being LDAHash [65] which was first demonstrated for
matching purposes in large-scale 3D reconstruction [65]. LDAHash performs Linear
Discriminant Analysis (LDA) on the descriptors before binarization. All the above
mentioned approximate similarity search methods are supervised and data-dependent
approaches which need a database to create a static vocabulary. However, one class of
hashing techniques known as Locality Sensitive Hashing (LSH), introduced by Indyk
et. al. in 1998 [66] requires no prior training. LSH uses several hash functions to hash
the input data points (features) so that similar points are mapped to the same ’bucket’
with high probability, where ’bucket’ is similar to bag of words or clusters.

In addition to the above approaches, [62], [67] use co-occurrence of visual words as
additional constraints to compute image pair similarity.

3.1.2. CNN based approaches

Recently Convolutional Neural Networks (CNN) have shown state-of-the-art perfor-
mance in image classification [68], detection, recognition and segmentation tasks
[69, 70, 71]. Further modifications in terms of the CNN architecture [72, 73], data aug-
mentation [74, 73], better regularization techniques [75, 76, 77] have made the CNNs
achieve near human and occasionally even perform better than humans in certain kind
of computer vision tasks [78, 77]. The availability of large datasets like ImageNet [68]
and better computational efficiency of processors has made the current generation of
CNN networks achieve what the neural networks of the 1980s [79, 80] failed to de-
liver. The main attraction of the CNN based algorithms was that hand-crafted features
[15, 16, 17, 18, 19] were no longer necessary as during the training phase the network
automatically learns representations that is able to extract important information from
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Figure 3. Internal representations of the CNN. The representations are simply the
weights of the CNN trained on the ImageNet [68] dataset. The weights learned by the
first layers resemble Gablor Filters [81], which shows their generality. As we move up
the layers, the weights become more dataset-specific as can be seen from the weights
of the Conv5 layer. Image courtesy [82]

the image. Each layer learns a separate and unique representation as shown in Figure
(3).
One of the bottlenecks in applying CNN to general computer vision tasks was the

non-availability of large datasets to train and tune millions of parameters of the CNN.
Without proper sized datasets, the network would fail to fit the data. However, [83]
brought forth some important questions and analysis with respect to the generality
of the features in each layer of the CNN, which led to the applicability of CNNs to
research fields with limited sized dataset. From [84, 85], it can be commented that
irrespective of training objective and the nature of image dataset, the features learnt
by the first layer resembles Gabor filters [81] or edges oriented at different angles,
while the last layer learns dataset specific features. [83] tries to quantify the degree
of generality of the other remaining layers in the CNN. The main objective is to com-
ment on the transferability of features learned from a large dataset for a specific task to
new tasks. The findings show that instead of initializing a CNN with random weights,
transferred weights from a CNN trained on a large but fairly similar dataset boosts the
performance after fine-tuning with the target dataset. The idea of transfer learning is
shown in Figure 3. This finding immediately led to large-scale application of CNN in
a wide spectrum of computer vision related tasks [86]. Some CNN architectures re-
ferred in the majority of work were OverFeat [87], GoogLeNet [88], AlexNet [89] and
VGGNet [90] which were used to learn features (or weights of the CNN) from a large
dataset like ImageNet. Thereafter, the last few fully connected layers are generally
modified by reinitializing the weights or removing or adding a few layers, followed by
fine-tuning with the target dataset.
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Figure 4. Transfer Learning. The weights of the base network have been trained on a
large dataset. The green layers represents the layers with a certain degree of generality
[83]. The green layers are directly copied in the target network, and the final layers are
modified. The target network is then fine-tuned using a new dataset without the need
to randomly initialize the network. Image courtesy [83]

In the field of image retrieval, CNN based approaches have shown superior perfor-
mance than point based approaches [91, 92]. Thus similar in spirit to the methods
detailed in the previous section, CNN based approaches have also been extended to
loop closure detection [93, 94, 95]. In [93] the whole image is fed to a CNN (Over-
feat [87]) and the output of the 3rd convolutional layer is taken as the descriptor for
the image. Results show improved performance using cosine distance as a measure to
compute image similarity based on the CNN descriptors. [95] presents a system that
computes similar descriptors, but, instead of the whole image, the CNN descriptors of
the top 50-100 object proposals [96, 97, 98] in the image is computed. Thereafter, the
object proposals are matched across images using cosine distance. Only the mutually
matching object proposals are accepted before computing the final image similarity
[95]. The results demonstrate that using CNN descriptors for object proposals in-
stead of the whole image provides more viewpoint invariance. Additionally, the object
proposal based approach show superior performance in detecting loop closure under
illumination and perceptual changes [95].

3.1.3. Comparative Analysis

In the next section, we survey some methods developed to reject erroneous loop clo-
sure detections, but, before we reject false detections, failure to detect loop closure in
the first place can also lead to failure of the loop closure engine. In light of the meth-
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Figure 5. Posegraph. The figure shows a camera trajectory C1 - C99. The edges
are the constraints in the posegraph. Sequential odometry contraints are represented
by black edges and the loop closure constraints by red ones. Furthermore, the loop
closure edges linking cameras between regions marked with identical color are inliers
while the rest are erroneous detections.

ods discussed we perform a basic comparison between a keypoint and a CNN based
approach on our datasets (cf. Section 5).

We perform a comparison between a SIFT based approach to measure image similar-
ity using Bag of Words with and without geometric filtering (similarity transformation)
and the method proposed by Sünderhauf in [95].

3.2. Current Robust Global Optimization Methods to Close Loops

In this section, we give a detailed description of the models and methods to utilize
image-image correspondences resulting from loop closure (place recognition) to cor-
rect the drift in odometry. The purpose of this section can be understood as follows.
Loop closure detection is done in order to correct the topology of the estimated map,
however, due to various causes, false image match is very likely to occur. Such false
loop closure detection cannot be singularly resolved by purely image based similar-
ity measures described in Section 3.1, but, the topology itself can be used to filter
false detections. We present some recent state-of-the art algorithms [99, 9, 100] that
propose formulations that optimize the topology using the loop closure detection and
simultaneously subdue the effect of erroneous image matches.
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Loop closure detection is followed by establishing pose constraints between loop
closure image pairs using a similar approach as described in Section 2.3. This con-
straints are then utilized in a final global optimization which is run over the pose pa-
rameters of all the images (sequential image pairs and loop closure image pairs) to
obtain a consistent map free from any drift. This global optimization can be formu-
lated and carried out in many ways depending on the nature of the dataset [10, 101].

Till this point we have assuming, the loop closure hypothesis as the word of an Or-
acle. However, in practice this is not the case. Despite the advancement in robustly
measuring image similarity, there exists some fundamental challenges which limit the
success of such algorithms in real world scenario. Potential failure cases include repet-
itive patterns or textures i.e. a same painting or an object or long corridors with similar
patterns (considering indoor scenes) can be present in multiple locations.

As purely image based similarity measure cannot circumvent the above cases, po-
tential errors arising from loop closure have to be modeled as part of the final global
optimization itself. In other words, the estimation process provides rigidity constraints,
which are typical characteristic of any map, and can be used to identify the erroneous
loop closure cases. One such particular class of final global optimization methods
used in such problem cases is known as pose-graph optimization where the poses (or
the cameras) are modeled as nodes in a graph and links from odometry and loop clo-
sures form the edges as shown in Figure 5. The edges represent the constraints in the
optimization problem. Thus there are two constraints : i) relative odometry constraint
arising from relative pose between two sequential cameras as obtained from the initial
(drift-laden) odometry , and ii) loop closure constraint generated from relative pose
between two non-sequential cameras which are hypothesized to be loop closure im-
ages. Before we delve into the various methods employed in pose-graph optimization
to filter erroneous loop closure constraints, let us look at the way how the constraints
are modeled in the objective function.

Let x̂ = [x̂1, x̂2, ,,,x̂N ] be the initial camera poses which form the nodes of the pose-
graph. Let zi,j and ẑi,j be the expected and the observed estimate of the relative pose
between image pairs having an edge in the posegraph (cf. Section 2.2). Thus for
relative odometry constraints, j = i + 1, and for loop closure constraints, j 6= i + 1.
The pose-graph objective function can thus be formulated as :

x = argmin
x

∑
||zi,i+1 − ẑi,i+1||2 +

∑
||zi,j − ẑi,j||2 (11)

where x is the current estimate of the camera poses. As z is a function of the camera
pose parameters, in the absence of outliers in loop closure generating system, min-
imizing equation (11) gives us the optimal pose parameters for the cameras without
any drift. However, in most practical cases some of the observed loop closure con-
straints are erroneous. Minimizing equation (11) with such erroneous constraints can
lead to irrecoverable deformations in the graph. Under the assumption that there are
no outliers in odometry, relative odometry imposes rigidity constraints which can be
used to filter out the erroneous loop closure constraints. In the following sections, we
describe and discuss three methods which develop this idea and propose formulations
that achieve state-of-the-performance on a number of datasets.
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3.2.1. The RRR Algorithm

The Realizing, Reversing, Recovering (RRR) [99] algorithm aims at identifying false
loop closures by evaluating the ’goodness of fit’ of loop closure edges from the pose-
graph optimization (equation 11) using the χ2 test. A detailed view of the method is
provided in the following subsections.

Clustering

Clustering segments loop closure edges into clusters according to their topological ar-
rangement. Thus each cluster represents a set of loop closures from a small predefined
portion of the trajectory. Loop closure edges which are less than 10 seconds apart are
considered to be part of a single cluster. Hence, if S denotes the set of sequential edges
and R the set of loop closure edges, clustering divides R into n disjoint clusters Rk,
such that R = ∪nk=1Rk.

Intra-Cluster Consistency

After clustering, the next step is to check the consistency of loop closure edges within
each cluster with the odometry. Each cluster Rm is individually checked for consis-
tency by subjecting the loop closure constraints held by it to equation (11) as follows
:

x = argmin
x

∑
||zi,i+1 − ẑi,i+1||2 +

∑
(i,j)∈Rm

||zi,j − ẑi,j||2 (12)

If after minimizing equation (12), the odometry converges to a state where the over-
all error is within some statistical threshold, it can be inferred that the cluster is sug-
gesting a correct loop closure. Mathematically the following condition must hold for a
cluster Rm to be individually consistent with the pose-graph :

D2
G(x) =

∑
||zi,i+1 − ẑi,i+1||2 +

∑
(i,j)∈Rm

||zi,j − ẑi,j||2 < χ2
α,dG

(13)

In the event, equation (13) holds for a given cluster Rm, only then the Intra-Cluster
consistency check is performed. This is done by checking which loop closure edges
belonging to Rm satisfy the χ2 bound. Mathematically the intra-cluster consistency
check can be stated as :

D2
l (x) = ||zi,j − ẑi,j||2 < χ2

α,dl
, (i, j) ∈ Rm (14)

The loop closure edges which do not meet the criterion (14) are removed from the
cluster and the remaining edges are retained in the optimization.

Inter-Cluster Consistency

The clusters C which pass the primitive consistency checks of equation (13) and (14)
are now checked for joint consistency with each other. The joint consistency of the
clusters C are checked by minimizing
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x = argmin
x

∑
||zi,i+1 − ẑi,i+1||2 +

|C|∑
c=1

∑
(i,j)∈Rc

||zi,j − ẑi,j||2 (15)

With the optimized pose parameters x, the following χ2 tests are done :

D2
c (x) =

|C|∑
c=1

∑
(i,j)∈Rc

||zi,j − ẑi,j||2 < χ2
α,dC

(16)

D2
G((x)) =

∑
||zi,i+1 − ẑi,i+1||2 +

|C|∑
c=1

∑
(i,j)∈Rc

||zi,j − ẑi,j||2 < χ2
α,dG

(17)

Once optimized, the loop closure edge constraints are checked if their error is within
χ2 bound according to equation (14).

The loop closure edges which satisfy the above constraint are then utilized to track
their corresponding cluster. These clusters are grouped as the candidate set. The joint
consistency check given by equations (16) and (17) are used to partition the candidate
set into a goodSet and a rejectSet. The goodSet is the set of clusters which are jointly
consistent, and are no longer retained in the optimization (equation 15). However,
when the joint consistency check fails, the cluster with the largest Consistency Index
(D2

c/χ
2
α,dC

) are added to a rejectSet and the remaining clusters (rSet) are subjected to
joint consistency check. The clusters in the rejectSet are omitted from the optimization
step until some cluster from the rSet is further added to the goodSet.

3.2.2. Switchable Constraints for Pose-Graph Optimization

Similar to RRR, the Switchable Constraints [100] aims at rejecting the erroneous loop
closure constraints by including them in a pose-graph optimization along with odom-
etry constraints similar to equation (11). However, unlike RRR, which makes hard
decisions regarding the suitability of a loop closure constraint, Switchable Constraints
take soft decisions through the use of a switch variable. The switch variable is associ-
ated with each loop closure constraint, and takes on continuous values between 0 and
1. A more detailed description of the algorithm is presented below.

Switchable Constraints

In order to mitigate the effect of erroneous loop closure constraints, a switch variable
is associated with each loop closure constraint in the pose-graph optimization. Thus
the optimization now attempts to search for the optimal pose parameters as well as the
switch variables that gives the optimal pose-graph. The proposed formulation is :

x, s = argmin
x,s

∑
||zi,i+1 − ẑi,i+1||2 +

∑
||si,j(zi,j − ẑi,j)||2 +

∑
||1− si,j||2 (18)

si,j ∈ (0, 1) are switch variables The final term is a penalty function which con-
straints the switch variables to their initial values (si,j = 1). Thus, initially all the loop
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closure constraints are accepted. However, in the presence of erroneous loop closure
constraints, the optimizer tries to drive the value of the associated switch variable to
0. This can be interpreted as increasing the covariance associated with constraint to
infinity, which literally removes the influence of the constraint in the optimization.

3.2.3. Expectation Maximization based Pose-Graph Optimization

Similar to Switchable Constraints in section (3.2.2.), the Expectation Maximization
based approach [9] attempts to iteratively re-weight the influence of erroneous loop
closure constraints to low values in the pose-graph optimization. The approach explic-
itly models the weight as a function of the error between the observed and the expected
value of the relative pose between loop closure candidates. The algorithm iterates be-
tween an Expectation step and a Maximization step. In the Expectation step the weight
parameters are modeled to minimize the residuals in loop closure constraints. In the
Maximization step, an objective function similar to equation (18) is minimized, where
the weights computed in the expectation step are associated with the loop closure con-
straints. A more general discussion is presented in the following sections.

Expectation Step

In the expectation step, the task is to find the optimal values of weight wi,j ∈ (0, 1)
given the current estimate of camera poses and constraints. Mathematically,

w = argmin
w

∑
wi,j||(zi,j − ẑi,j)||2 (19)

However, w = 0 is a trivial solution to equation (19). As a result an additional penalty
term −C2(lnwi,j − wi,j) to equation (19) which penalizes the cost as wi,j approaches
0. Thus equation (19) turns into :

w = argmin
w

∑
wi,j||(zi,j − ẑi,j)||2 − C2(lnwi,j − wi,j) (20)

where C is a constant set to 0.01. Differentiating equation (20) and equating to 0
gives us

wi,j =
C2

C2 + ||(zi,j − ẑi,j)||2
(21)

Equation (20) resembles a Cauchy function, with C corresponding to the half-
maximum at wi,j = 0.5. The value of C determines the range of error covariance to
be considered as inliers.

Maximization Step

In the maximization step, the value of the weights calculated in the Expectation step
are used to obtain optimal values of pose parameters by minimizing the following
objective function :

x = argmin
x

∑
||zi,i+1 − ẑi,i+1||2 +

∑
wi,j||(zi,j − ẑi,j)||2 (22)
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The equation bears similarity with the pose-graph formulation of Switchable Con-
straints in section (3.2.2), except that the weights associated with loop closure con-
straints are not jointly optimized along with pose parameters, but, are explicitly mod-
eled in the expectation step.

3.3. Limitation of Current Approaches

The main motivation behind the formulation of the algorithms presented in sections
(3.2.1), (3.2.2) and (3.2.3) is to find the optimal pose parameters of the cameras that
best preserve and describe the topology of the map. However in case of 3D mapping,
apart from correct topology (i.e. without drift in odometry), surface smoothness (or
consistency) of the reconstructed 3D map is desired. This is observed when we have
depth maps for each camera, and the final reconstructed 3D map is obtained by back-
projecting the depth values to world-coordinates using the estimated odometry (after
performing global optimization using loop closure constraints). Recent work by Choi
et. al. [8] present the shortcomings of two of these methods in preserving surface con-
sistency. However, the method [8] is not as scalable as outdoor large-scale structure
from motion pipelines used for large outdoor datasets [1].

From the pose-graph formulation it can be seen that surface inconsistency will
mainly be caused by the loop closure constraints as the odometry is expected to be
fairly accurate over small range. This raises questions whether modeling loop closure
constraints as the squared error of relative pose between cameras is the best choice.
On the other hand, bundle-adjustment based approach [40] have shown to perform bet-
ter than pose-graph formulation in preserving surface consistency while closing loops.
However, the work do not explicitly deal or model the possibility of erroneous loop
closure hypothesis in their formulation which is the central to the theme of this work.
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4. PROPOSED APPROACH AND IMPLEMENTATION

The purpose of this chapter is to present a post-processing system that can correct drift
in the estimated input odometry by utilizing visual correspondences to link interac-
tions between images over long range in time. The key component of the system is a
novel bundle-adjustment based energy function which unlike previous methods of drift
correction can close loops while maintaining consistency in structure. This section de-
scribes the different components of our proposed system. An overview is shown in
Fig. 6 and presented below.

4.1. Overview

We propose a general system which takes as input an RGB-D image sequence and drift-
ing odometry and outputs a globally consistent 3D model with camera poses. However,
depth maps are not absolutely necessary if the odometry has a consistent drift-free scale
(cf. Sec. 4.5). The system is general in the sense that each component leading up-to
the final global optimization stage can be replaced with more up-to-date methods with
the advancement of research in the respective fields associated with the components.

We use exhaustive pairwise image matching to obtain mutually exclusive sets of im-
ages that share a few features at-least. We initiate with the assumption that a matched
feature between images is a projection of the same 3D landmark in the real 3D map.
Under this assumption we proceed to triangulate the mutually observed features to their
corresponding 3D location (3D landmarks). This is done using a state-of-the-art SfM
library. It is to be noted that the images are fed to the SfM pipeline in an unordered
fashion. As an output from the SfM we obtain camera poses and 3D location of the
triangulated features in world co-ordinates. However, as we utilize the pose estimate
of the images from input odometry, only 3D location of the features in the camera
co-ordinates are stored.

Due to drift in input odometry, when the features are transformed from the camera
co-ordinates to the world co-ordinates, same 3D landmarks ends up having different
spatial representations. In addition to that, the assumption that images with a matched
feature are viewing the same 3D landmark often fails due to repetitive patterns or tex-
tures or even spurious feature match. In the final global optimization stage we propose
an energy function that can mitigate such errors in drift and visual correspondences to
output a globally consistent 3D model of the map.

4.2. Feature detection and matching

Visual features are used to match images. Following [102, 103], SIFT [15] features and
descriptors are used along with geometric filtering to generate visual correspondences.
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Figure 6. An overview of our proposed system. Images, corresponding point cloud,
and device odometry are input to our system. Our system corrects drift using 3D
landmarks and corresponding pixel reprojection constraints obtained from SfM, and
mitigates the effect of repetitive structures in the global optimization stage to give the
final reconstructed model.

4.3. Connected component clustering

Based on the visual feature correspondences from the previous stage, an adjacency
matrix A is formed. The matrix A is (0,1)-matrix such that Ai,j = 1 if there is a feature
match between images i and j. If each image represents a component (or vertex),
then the feature match between two images represents an edge (or connection). From
the adjacency matrix, the connected components give rise to one or more subgraphs.
We call these subgraphs view-clusters. Thus each view-cluster contains images which
have been matched to at-least one other image in the cluster. Additionally, these view-
clusters are mutually exclusive i.e. the images in one view-cluster are not contained in
any other cluster.

Generally the view-clusters contain images of a scene captured at different time
intervals. However, due to repetitive structures or patterns, or even due to false feature
match, the cluster contains images from multiple scenes in the 3D map.

4.4. Structure from motion for view-clusters

Each view cluster is fed to a SfM pipeline [102]. The SfM pipeline triangulates each
of the mutually observed features by the cameras in the cluster to a unique point in
3D world coordinates. If xf is a triangulated 3D point, it is related to its observed
image coordinate (sub-pixel position of feature f ) nfc = [nx ny]

T in camera c with pose
estimates [Rc|tc] (from SfM) through the equation (7) in Section 2.1. Following the
notation, from equation (7) we get qfc = d[nx ny 1]

T, which will be defined as feature
measurement in the following sections. Only feature measurements and the observed
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image coordinates of the triangulated features are used in the final global optimization
step.

Although we have RGB-D images as input, we use only RGB image features trian-
gulated via SfM as the input depth maps are sparse and majority of pixels do not have
a depth.

4.5. Scaling

The view clusters reconstructed via SfM may have different scales and in order to get
a consistent initialization for our bundle-adjustment, we need to set the scales consis-
tently. To set the scales we may utilize either the scale of depth maps or the scale
of odometry between nearby cameras. In our experiments we utilized depth maps as
follows.

Let v and u represent vectors containing the depth values obtained from SfM pipeline
and input RGB-D data, respectively. Note that v holds the depth estimates of only those
pixels for which there exists a depth value in the input frame data. The scaling factor
is then computed as :

s = (uTu)−1uTv (23)

Scaling removes the projective ambiguity associated with the structure from motion
estimation. The scaled depth acts as a good initial estimate for the global bundle-
adjustment process in the next stage.

4.6. Global optimization via bundle-adjustment

Let C = {c1, c2,,,cT} be the input camera sequence and F denote the set of visual
features obtained from Section 2.1. Each feature f ∈ F is observed by a set of cameras
Cf = {ci|i ∈ {1,,T}} . Clustering the cameras c ∈ Cf based on their time-stamp or
image index gives us M(≥ 1) non-overlapping camera-clusters Cj

f ⊆ Cf , j =1...M ,
where j represents a continuous stretch of time when a 3D landmark xf was observed
by a certain subset of the camerasCf causing the respective feature projections. Due to
repetitive structure/pattern in space or spurious match, camera-clusters may be viewing
a spatially different but visually similar 3D point altogether. As such we associate a
unique 3D point xjf with each camera-cluster Cj

f . By putting the feature measurement
pfc and the pose estimate [R̂c |̂tc] from input odometry of any one of the cameras c ∈ Cj

f

in equation (1), we obtain an initial estimate of xjf . We now introduce the set Hf =

{{x1
f , C

1
f}, {x2

f , C
2
f},,,{xMf , CM

f }} to represent the various 3D landmarks with similar
visual description and its conceiving camera-cluster.

Each 3D point xjf is only constrained by its point-projections on the cameras c ∈
Cj
f . The constraint is modelled as the 2D reprojection error (see Figure 8), which is

the squared distance between a 3D point xjf ’s projection n̂ and the observed image
coordinates nfc in image c using the current pose estimates [Rc|tc] :

E2D,f,j,c = ||nfc − P(K(Rcxjf + tc))||2 (24)
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Figure 7. Pictorial overview of the proposed approach. Yellow edges represent
the reprojection constraints between the 3D points X1,X2..X12 and the cameras
C1,C2..C4,C96...C99 (cf. Figure 8). Similar to Figure 5, black edges represent se-
quential odometry constraints and the red edges represent loop closure constraints.
Unlike Figure 5, the loop closure constraints link the 3D points viewed by the cameras
and not the cameras themselves. w1,w2..w6 are the switchable constraints.

However, some of the 3D points inHf may represent the same landmark in space. In
order to merge the potential loop closure landmarks we use a 3D alignment error term.
The 3D alignment error is the squared distance between two 3D world coordinates m
= {xkf , xlf}:

E3D,f,m = ||xkf − xlf ||2 (25)

Additionally, we add a smoothness regularizer in the form of the relative odometry
error term. It is the error in relative pose between sequential images using current pose
estimates [R|t] and the pose estimates from input odometry [R̂|̂t]:

E∆R,i = ||τ(τ(Ri−1,Ri), τ(R̂i−1, R̂i))||2

E∆t,i = ||(γ(ti−1, ti)− γ(̂ti−1, t̂i))||2
(26)

The final global optimization is formulated as follows :
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Figure 8. Reprojection error. The figure shows the projections n̂1 and n̂2 (shown as red
circles) of a 3D point X on the cameras C1 and C2, and the observed location n1 and
n2 (shown as green circles) as obtained from feature detection stage. The euclidean
distance between the expected and the observed position of the projection (red and
green circles) is the reprojection error.

argmin
x,r,t,w

∑
f∈F

M∑
j=1

∑
c∈Cj

f

E2D,f,j,c

σ2
p

+
T∑

p=2

E∆R,p

σ2
r

+
T∑

p=2

E∆t,p

σ2
t

+
∑
f∈F

∑
m∈ϕf

wm,E3D,f,m

σ2
a

+
∑
f∈F

∑
m∈ϕf

||1− wm||2

σ2
c

(27)

Here, r denotes the angle-axis representations of rotations R. We minimize over
r, but while calculating errors in the observation model, we transform back from
r to R [21]. As the errors have different units, they are weighted with the in-
verse of corresponding measurement variances (σ2

p, σ
2
r , σ

2
t , σ

2
a, σ

2
c ). The set ϕf =

{{x1f , x2f},,{x1f , x3f},,{x2f , x3f},,{xM−1
f , xMf }} contains all pairwise combinations of the

3D points in the set Hf . wm ∈ [0, 1] are switch variables [104, 6] associated with po-
tential erroneous constraints. When associated with an erroneous constraint the switch
variable drives its value to zero. As a result the erroneous constraints stops to have any
impact on the optimization. Particularly, in our case, the switch variables restrict the
minimization of 3D alignment error E3D between 3D point pairs in ϕf when the pair
represents different 3D points in space. The last term in equation (27) tries to constraint
the switch variables at their initial values (wm = 1). The objective in equation (27) is
minimized using standard non-linear least-squares optimization with trust-region algo-
rithm [105]. Among the methods summarized in Section 3.2, Switchable Constraints
[104, 6] suited the framework chosen for the final global optimization and as such was
used to subdue the effect of erroneous loop closure constraints.
Unlike pose-graph optimization methods which use relative pose between non-

sequential cameras as loop closure constraint, we try to minimize the distance be-
tween 3D landmarks (E3D). As the 3D landmarks are constrained by their observed
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image coordinates (E2D), we are able to maintain structural consistency in regions of
loop closure. Additionally, using relative odometry constraints (E∆R, E∆t) along with
multi-view constraints (E2D), we are able to mitigate the effect of erroneous visual
correspondences and produce a globally consistent map.
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5. EXPERIMENTS WITH GOOGLE PROJECT TANGO

In this chapter we present some datasets and results pertaining to Sections 3.1.3, 4.5
and 4.6.

5.1. Datasets and Results

As there are no publicly available Google Tango datasets for evaluation, we captured
three different indoor datasets by ourselves: Apartment, University and Metro Station.
All the datasets contain frequently occurring repetitive patterns or structures. Table 1
gives a brief idea about the datasets.

Table 1. Dataset table
Dataset Name Frames Track length (m) Trajectory length (m)

Apartment 892 20 20
Campus 4021 398 588

Metro station 812 215 215

We compare the performance of our approach with the Area Learning mode of
Google Tango, which performs simultaneous localization and mapping (cf. Fig. 10).
We also compare with switchable constraints formulation, a state of the art pose-graph
method[104], which does not explicitly reconstruct and adjust 3D feature points but
is able to fuse conflicting pairwise relative pose constraints. As ground truth data is
not available, the performance of our approach is evaluated through visual inspection
of the reconstructed 3D models. A detailed view of some of the regions in a map are
presented in respective figures. Additionally we also present the results of Scaling (cf.
Section 4.5) and a comparison between keypoint and CNN based approach for loop
closure detection on our datasets (cf. Section 3.1.3).

5.1.1. Campus

The Campus dataset was collected in an University. It consists of traversals through
two floors, the second floor being 130 meters and the ground floor being 250 meters in
length over which the user traversed. The total trajectory is 170 meters in the second
floor and 400 meters in the ground floor. The space covered in the staircase is around
18 meters. First the second floor was covered, then the user took the staircase and
covered the ground floor and then took the elevator back to second floor. The output
of Google Tango, Switchable Constraints and our approach are presented in Figure 10
- 12. All the three methods were able to establish correct loop closures amidst high
amount of repetitive features. However, as our approach aims to reconstruct with faith-
ful geometric consistency, we also present some regions in the map from our approach,
Switchable Constraints and the Area Learning in Figure 11 - 12. We clearly see that
our approach outputs a map which is globally and geometrically consistent.
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(a) Before Scaling

(b) After Scaling

Figure 9. Scaling. From the figure (a) it can be seen that before scaling, the 3D model
has irregularities due to overlapping walls resulting in a distorted 3D model. (b) shows
the same 3D model after scaling the camera poses to match the scale of the map.

5.1.2. Apartment

The Apartment dataset was collected in a 44 m2 area apartment with a camera trajec-
tory of 20 meters. Inside the apartment is a dense setting of objects which helps to
visualize the performance of Area Learning and our approach as there is no ground
truth to obtain results in some metric form. The results in Figure 13, 14 and 22 (see
Appendix) demonstrates that Area Learning and Switchable Constraints do not con-
sider the structural constraints of the map and as a result, in a dense environment, it
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(a) SOS

(b) Frontal View

Figure 10. Campus Dataset. The points of the Google Tango depth maps are illustrated
from above. (a)shows the top view of the reconstructed model from the raw odometry
(i.e. Google SOS). (b) shows the front view of the 3D model. As can be seen the
reconstructed model has separate representations of the same region, we present the
zoomed versions of (a) in Figure 11 and Figure 12.

outputs a result that is less consistent structurally than Start of Service itself. However
our approach preserves the structural consistency with high fidelity.
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(a) SOS (b) Switchable Constraints

(c) AL (d) Our approach

Figure 11. Detailed view of a region in Campus dataset. (d) Reconstruction from our
approach. All the three methods (b)-(d) were able to limit the drift of the odometry (a)
by imposing loop closure constraints. However, in terms of surface consistency, our
approach outperforms the other two as can be seen in detailed view of this figure in
Figures 19, 20 and 21 (see Appendix).

5.1.3. Metro station

This dataset was collected in an indoor metro station. The total length of the map and
the camera trajectory is around 215 meters. The station was moderately crowded, and
the user was able to establish loop closure through visual correspondences. The results
in Figure 15 - 17 shows that our approach was able to establish visual loop closure.
Area Learning output was same as Start of service, that suggests it could not relocalize
using the visual cues. However, Switchable Constraints does perform quite accurate
drift correction, but, in terms of structural consistency (straightness of the wall) in
Figure 17, it can be observed that our approach performs better.
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(a) SOS (b) Switchable Constraints

(c) AL (d) Our approach

Figure 12. Detailed view of another region from the reconstruction of the Campus
dataset. It can be observed that all the three methods (b) - (d) were able to reduce the
drift in raw odometry (a). However, our approach maintains higher structural consis-
tency than the other approaches.
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(a) SOS (b) Switchable Constraints

(c) AL (d) Our approach

Figure 13. Reconstruction of the Apartment dataset. (a) Raw odometry (SOS mode of
Google Tango). (b) Reconstruction by Switchable Constraints. (c) Reconstruction by
Area Learning functionality of Google Tango. (d) Reconstruction from our approach.
Visual appearance of the walls and the boundaries (also see Figure 14 and 22) of differ-
ent objects in the apartment in the three reconstructed models clearly demonstrate how
our approach is able to correct the drift in odometry while maintaining consistency in
structure.
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(a) AL

(c) Our approach

Figure 14. Detailed view of a room from the Apartment dataset.
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(a) SOS and AL (b) Switchable Constraints

(c) Our approach

Figure 15. Reconstructions of Metro Station dataset. (a) shows the raw odometry from
SOS. The AL functionality fails to detect loop closure and thereby outputs a similar
map as SOS. Both Switchable Constraints (b) and our approach (c) is able to detect
and perform loop closure.
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(a) Front View (b) Top View

(c) Side View

Figure 16. Region of loop closure. The figure shows the region of loop closure from
different viewpoints. In particular the same wall ends up having two representations in
the SOS reconstructed model due to drift.
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(a) SOS and AL (b) Switchable Constraints

(c) Our approach

Figure 17. Drift Correction. (a) Loop closure region in the SOS reconstructed 3D
model. (b) and (c) shows the same region after drift correction by Switchable Con-
straints and our approach respectively. From the straightness of the wall, it can quali-
tatively assessed that our approach performs better than Switchable Constraints.



44

(a) University

(b) Metro Station

Figure 18. Precision-Recall curve for loop closure detection on the Campus and Metro
Station dataset. Figures (a) and (b) shows comparisons between SIFT based approach
using Bag of Words (with and without geometric filtering) and the method [95]. The
curve shows that the recall of the SIFT based approach with geometric filtering is better
than the CNN based approach for the given datasets.
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6. CONCLUSION

In this thesis, we have presented how faithful 3D reconstructions can be obtained given
an image sequence and corresponding odometry. The key part of the work is the for-
mulation of an objective function that introduces structural constraints and at the same
time offers the flexibility to reject erroneous loop closure constraints. As a result, our
formulation can perform robust loop closure while maintaining global consistency in
the final reconstructed 3D model. As a whole we presented a system that can process
images in an offline mode and output a globally consistent 3D model free from drift.
The method was successfully applied to Google Project Tango and the results show
that our formulation outperforms the drift correction engine internal to Project Tango
and a state-of-the-art pose-graph optimization method [104].

The key highlight of our method was correcting the structure instead of the camera
poses. Previous methods approach the problem with the objective of rectifying the
camera poses that have undergone drift along with a relative odometry error term to
propagate the error to all the cameras in the sequence. In this way the methods fail
to objectify the necessity to maintain the consistency of structure in the loop closing
regions. On the other hand our approach uses a 3D alignment term which tries to min-
imize the Euclidean distance between two 3D points (structure) and a 2D reprojection
error which constraints and links the 3D points to the corresponding viewing cameras.
In this way, any change in the 3D points under the effect of loop closure constraint is
reflected in the pose estimates of the cameras viewing these 3D points. Thereafter a
relative odometry error term, similar to the previous methods, propagates the error to
the remaining cameras to output a globally and structurally consistent map.

We also performed a comparison between a keypoint and a CNN based approach
[95] to detect loop closure. The key motivation was that failure to detect loop clo-
sure renders the final global optimization stage useless. Our results show that for our
datasets, the keypoint based approach is more suitable. As future work, we would like
to inspect the ability of the method [95] in terms of repeatability of object proposals
and corresponding matching under wide baseline scenarios.
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7. APPENDIX

In this appendix, we present some additional reconstructed 3D models after drift cor-
rection of the three datasets presented in Section 5. In particular we present detailed
views of the reconstructed models presented in Section 5 to facilitate better qualitative
assessment on the reader’s part.

7.1. Additional Results

(a) AL (b) Switchable Constraints

(c) Our approach

Figure 19. Detailed view of a region from Figure 11
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(a) AL (b) Switchable Constraints

(c) Our approach

Figure 20. Detailed top view of Figure 19.
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(a) AL (b) Switchable Constraints

(c) Our approach

Figure 21. Detailed view of the lobby from the Campus dataset.
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(a) AL

(b) Our approach

Figure 22. Detailed view of objects in Figure 14.
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