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ABSTRACT 

 

This thesis is a study of dynamic power estimation at register-transfer level using 

an activity model acquired with a hardware emulator. The thesis consists of a 

practical part that presents the studied flow and the testing work related to it and 

a theory part that supports the topics of the practical part. 

In the theory part, the common sources of power consumption in 

complementary metal-oxide-semiconductor logic are studied, along with brief 

introductions about their reduction techniques. The electronic design automation 

tool methodologies, commonly used for power estimation and analysis, are 

discussed as well. 

In the practical part, a dynamic power estimation electronic design automation 

tool flow is presented. The flow estimates a floorplan model of the design from a 

register-transfer level hardware description with fast synthesis and acquires a 

simulative activity model with a hardware emulator. The studied power 

estimation tool was the Joules RTL Power Solution and the hardware emulation 

system was the Palladium XP II Verification Computing Platform, both by 

Cadence Design Systems. The overall quality of the flow was analyzed with a test 

vehicle hardware description as a design model, three different test cases as 

activity models and an existing gate-level dynamic power analysis flow as a 

reference model. The variation between the studied register-transfer level flow 

and the gate-level reference flow was 4,4 % on average in the three test cases. The 

run time for the full estimation flow, with the fast synthesis step and single frame 

average computation, was slightly over an hour, while an incremental run 

without the synthesis step executed in about 15 minutes. 

 

Key words: dynamic power estimation, register-transfer level, fast synthesis, 

hardware emulation. 



 

Päivänsäde V. (2016) Dynaaminen tehonkulutuksen estimointi 

laitteistoemuloinnilla tuotetulla aktiivisuusmallilla. Oulun yliopisto, 

sähkötekniikan osasto, sähkötekniikan koulutusohjelma. Diplomityö, 50 s. 

 

 

TIIVISTELMÄ 

 

Tässä työssä tutkitaan dynaamista tehonkulutuksen estimointia 

rekisterinsiirtotasolla laitteistoemuloinnilla tuotetulla aktiivisuusmallilla. Työ 

koostuu käytännön osuudesta, jossa esitellään tutkittua vuota ja siihen liittyvää 

testaustyötä, ja teoriaosuudesta, jonka tarkoitus on tukea käytännön osuudessa 

käsiteltyjä aiheita. 

Teoriaosuudessa käsitellään CMOS-logiikkaan perustuvien 

mikropiiritekniikoiden yleisimpiä tehonkulutusmekanismeja ja lyhyesti niiden 

vähennystekniikoita. Lisäksi osiossa käsitellään elektroniikan suunnittelun 

automaatiotyökalujen yleisimpiä tehonkulutuksen estimointi- ja 

analyysimetodologioita. 

Käytännön osuudessa esitellään yhden elektroniikan automaatiotyökalun 

dynaaminen tehonkulutuksen estimointivuo. Vuossa suunnitelman pohjapiirros 

estimoidaan rekisterinsiirtotason laitteistokuvauskielisestä mallista nopean 

synteesin avulla ja aktiivisuusmalli tuotetaan laitteistoemuloinnilla. Tutkittu 

tehonkulutuksen estimointityökalu oli Joules RTL Power Solution ja 

laitteistoemulointijärjestelmä oli Palladium XP II Verification Computing 

Platform, molemmat Cadence Design Systemssiltä. Vuon lopullinen laadukkuus 

arvioitiin käyttäen laitteistokuvauskielistä testisuunnitelmamallia, kolmea 

erilaista testitapausta aktiivisuusmalleina ja olemassaolevaa porttitason 

dynaamista tehonkulutuksen analyysivuota referenssimallina. Esitellyn 

rekisterinsiirtotason vuon ja porttitason referenssivuon välinen ero oli 

keskimäärin 4,4 % kolmessa tutkitussa testitapauksessa. Täyden 

keskiarvoistetun estimointivuon ajoaika oli hieman yli tunnin, kun taas 

inkrementaalinen ajo ilman nopeaa synteesiä kesti noin 15 minuuttia. 
 

Avainsanat: dynaaminen tehonkulutuksen estimointi, rekisterinsiirtotaso, nopea 

synteesi, laitteistoemulointi. 
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FOREWORD 

 

The aim of this thesis was to study and develop an electronic design automation tool 

flow for dynamic power estimation at register-transfer level using a hardware emulator 

and a fast synthesis based power estimation tool. Related publications and literature 

were used as the theoretical backbone and various reference methodology scripts and 

tool manuals as the baseline for the practical work. The thesis work was conducted at 

Nordic Semiconductor Finland during the spring and summer of 2016. 

I would like to thank my manager Pekka Kotila for acting as the technical advisor 

of the thesis and for providing the thesis position and subject. From University of Oulu, 

I would like to thank Chief Engineer Jukka Lahti for supervising the thesis and 

Professor Timo Rahkonen for acting as the second examiner. I would also like to thank 

my colleagues at Nordic Semiconductor and application engineers at Cadence Design 

Systems for providing me with professional guidance and valuable comments 

throughout the practical parts of the thesis work. 
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1. INTRODUCTION 
 

The quality of an integrated circuit (IC) in development should be evaluated with the 

use of several performance metrics. Typically, these include at least design speed, area 

and power consumption. Speed and area were the key metrics until the early 1990s, 

after which the significance of dynamic power consumption began to increase rapidly 

[1 p. 1-1]. This was due to the exponential increase in the integration density of 

transistors on silicon, as predicted by Moore’s law [2]. As a result, power consumption 

awareness had to be adopted to development considerations of all ICs. 

ICs consuming large amounts of power require high performance power supply and 

cooling, since consumed power dissipates as heat from the chip [3]. High dynamic 

power consumption spikes may even cause malfunction and damage to the chip. The 

importance of power consumption increases even further in mobile devices, where the 

need to improve battery life has driven the research and development of low-power 

design techniques for electronic circuits and systems [4]. These various techniques 

enable design power consumption to be effectively reduced, both in active and idle 

mode of operation, at all design abstraction levels, instead of tolerating the 

disadvantages of high power consumption in the final product. 

As the importance of IC power consumption continuously increases, power 

validation, in the form of estimation and analysis, is playing a key role in the 

development as well. Several methodologies for power consumption estimation and 

analysis are available, depending on the design abstraction level and the availability of 

design implementation and activity information. Design power consumption should be 

validated and optimized at each phase of the development flow, since every abstraction 

level has independent opportunities for power reductions. 

The objective of this thesis is to study and develop an electronic design automation 

(EDA) tool flow for dynamic power estimation at register-transfer level (RTL). Design 

activity data for the dynamic estimation is to be acquired with a hardware emulator, 

instead of a more conventionally used hardware description language (HDL) 

simulator. Hardware emulation has a significantly higher execution speed compared 

with simulation, which enables running longer test cases that would require unfeasibly 

long times to process in simulation. Additionally, fast synthesis based power 

estimation at RTL enables a relatively accurate view of the power consumption data 

at a relatively early stage of the development flow. Therefore, this flow should enable 

the validation of design power consumption in real use cases with a good tradeoff 

between result accuracy and optimization potential. 

Chapter 2 explains the fundamentals of power consumption in IC designs using 

complementary metal-oxide-semiconductor (CMOS) logic. The distinction between 

dynamic and static power consumption is made and the mechanics behind both of these 

are presented. Common methods for reductions to dynamic and static power 

consumption are briefly introduced as well. 

Chapter 3 introduces the EDA tool methodologies used for power consumption 

validation. These include hardware emulation, power aware synthesis and power 

estimation and analysis methods at different abstraction levels. 

Chapter 4 describes the fast synthesis based RTL dynamic power estimation EDA 

tool flow that was studied in the practical part of this thesis. The development 

environment of the flow, consisting of a test vehicle and multiple test cases, is 

introduced. A generic description of the flow is given with each step introduced 
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briefly. Additionally, an existing gate-level dynamic power analysis flow, which was 

available for the acquisition of reference results, is briefly introduced. 

Chapter 5 presents the results that were acquired from the flow. The contribution of 

each optional fast synthesis step to the overall results is analyzed. The RTL flow results 

are compared with the gate-level reference flow to analyze the overall accuracy of the 

studied flow. Run times of the estimation with a full and an incremental flow are 

presented. Additionally, power consumption waveforms, acquired from time-based 

computation, are presented as well to demonstrate peak and transient power waveform 

behavior examination of designs with the flow. 

Chapter 6 discusses and analyzes the overall outcome of the thesis. The results on 

the fast synthesis option contribution analysis are reviewed. The overall quality of the 

flow is discussed in relation to the correspondence of results with the reference flow 

results. The correspondence and the accuracy of the waveforms are discussed and the 

effect of activity model resolution on power waveform accuracy is reviewed. The 

usability and necessity of the results acquired from the flow are analyzed as well. 

Lastly, the shortcomings and the future development possibilities of the flow are 

reviewed. 

Chapter 7 summarizes the contents of this thesis. A brief roundup is given about 

each of the main chapters. 
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2. POWER CONSUMPTION IN CMOS LOGIC 
 

This chapter explains the fundamentals of power consumption in CMOS logic ICs. 

Section 2.1 introduces the main categories for power consumption, static and dynamic 

power. Sections 2.2 and 2.3 describe the mechanics of dynamic and static power in 

more detail and briefly introduce some design techniques to reduce them.  

2.1. Introduction to Power Consumption Mechanics in CMOS Logic 

The total power consumed by CMOS logic integrated circuits divides into two main 

categories; dynamic and static power consumption. Dynamic power consumption is 

the result of switching activity in CMOS logic gates and is directly relative to the 

design activity, clock frequency and supply voltage. Choice of the supply voltage and 

implementation decisions at system, architecture and register-transfer level can greatly 

affect to the amount of dynamic power. Leakage currents flowing through static state 

transistors, connected to the supply voltage, cause static power consumption. 

Semiconductor manufacturing process and the physical level design topology 

influence to the total amount of transistor leakage currents. 

Figure 1 introduces the three common power consumption mechanics taking place 

in CMOS logic circuits. A simple CMOS inverter logic gate, consisting of one n-

channel (nMOS) and one p-channel (pMOS) metal-oxide-semiconductor field-effect 

transistor (MOSFET), is used in this and the further demonstrations. [5] 

 

p-channel

Vin
Vou t

Vdd

CL

n-channel Is w

Ilk

Ilk

Isc

 

Figure 1. Common types of power dissipation currents in an inverter logic gate. 

Dynamic power consists of switching power and short-circuit power. Switching 

power is caused by the switching current Isw charging and discharging the load 

capacitance CL. Short-circuit power is caused by the short-circuit current Isc due to 

simultaneous conductance of the pMOS and nMOS networks. Total leakage current Ilk 

is flowing through the transistors that are in cut-off state and is the cause for static 

power consumption. 
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The total power consumption of a CMOS logic IC is 

 

𝑃𝑡𝑜𝑡 = 𝑃𝑑𝑦𝑛 + 𝑃𝑠𝑡𝑎𝑡  

 𝑃𝑡𝑜𝑡 = 𝑃𝑠𝑤 + 𝑃𝑠𝑐 + 𝑃𝑠𝑡𝑎𝑡  ( 1 ) 

 

where Pdyn is the dynamic power, Pstat is the static power, Psw is the dynamic switching 

power and Psc is the short-circuit power. [1 p. 9-2]  

In past technologies, the magnitude of leakage current was low and could usually be 

neglected. As the technology process is scaling down, supply voltage needs to be 

reduced to keep dynamic power consumption under control. Lowering of supply 

voltage requires scaling of transistor threshold voltage to maintain a reasonable gate 

over drive [6 p. 305]. Threshold voltage reduction, in turn, results in an exponential 

increase in subthreshold leakage current. In addition, to control short channel effects, 

and to maintain transistor drive strength at lower supply voltages, oxide thickness has 

to be scaled down as well. The scaling of oxide thickness results in an increased gate 

leakage current. Scaled transistors also require heavier substrate doping, which causes 

significant increase in leakage currents through reverse-biased drain- and source-to-

substrate p-n junctions. As a consequence, static power is becoming a significant part 

of the total power consumption in CMOS circuits in the nanometer regime. [7 p. 5] [1 

p. 13-1] 

2.2. Dynamic Power Consumption 

Dynamic power consumption is caused by switching activity of transistors in CMOS 

logic gates, which occurs when one or more inputs of a logic gate change state. This 

can be either due to a desired transition or redundant activity, also known as glitching 

activity, caused by circuit defects and varying delays in signal paths. Dynamic power 

consumption divides into two sub-categories; switching power and short-circuit 

power. [1 p. 9-2] 

2.2.1. Switching Power 

Switching power, or in some context referred to as capacitive-load power, takes place 

at the boundaries of CMOS logic gates. It is caused by the currents charging and 

discharging the total load capacitance of a logic gate output when it is switching state. 

Figure 2 demonstrates the switching power of a CMOS logic gate, caused by the 

charging and discharging of the capacitive load. In this demonstration, two identical 

CMOS inverter logic gates are connected in series. The input Vin of the first inverter 

switches from logical high to low. This requires the first inverter to drive its output, 

the internal node Vint, to logical high. In electrical perspective, this requires switching 

current Isw1 to charge the load capacitance CL1 from ground to supply voltage Vdd. The 

transition of Vint causes the second inverter to drive its output Vout to logical low. This, 

in turn, requires Isw2 to discharge the load capacitance CL2 from supply voltage to 

ground. [1 p. 10-2] 
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Vin

Vdd

CL1

Vdd

CL2

Vout

Isw2 

Vint

Isw1 

 

Figure 2. CMOS logic gate power consumption due to switching. 

Figure 3 derives the load capacitance seen at the output of the CMOS inverter logic 

gate. The load capacitance consists of the gate capacitance of subsequent inputs 

attached to the inverter output Cgp and Cgn, interconnect wire capacitance Cw and the 

diffusion capacitance on drains of the inverter transistors Cdgn, Cdgp, Cdbn and Cdbp. [1 

p. 10-2] 

 

Vin

Vdd
Vdd

Cdgn

Cdgp

CwCdb n 

Cdb p

Cgp

Cgn

Vou t

 

Figure 3. The total capacitance seen at the output of a CMOS inverter logic gate. 
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Now, the dynamic switching power consumption can be calculated with the 

following equation 

 

 𝑃𝑠𝑤 = 𝐶𝐿𝑉𝑑𝑑
2 𝑎𝑓𝑐𝑙𝑘 ( 2 ) 

where Vdd is the supply voltage, or the voltage difference that has to be charged into, 

or discharged from, the parasitic load capacitance CL of the gate when the logical state 

is switching. The charging and discharging is estimated to happen at an average pace 

that is given as the product of the device clock frequency fclk and the switching activity 

factor a. [1 p. 10-3] 

2.2.2. Short-Circuit Power 

Short-circuit power takes place inside the CMOS logic gate. This is caused by a short-

circuit current that is flowing directly from supply voltage to ground through the 

transistors of the logic gate for a short period of time, when the gate is switching state. 

The short-circuit is caused by the finite setup times of the transistors during switching 

from cut-off to linear operation mode, or vice versa. 

Figure 4 presents the origin of the short-circuit power consumption in CMOS logic. 

An inverter gate, as the one in Figure 1, is used for this demonstration. Transients in 

the input voltage Vin cause the transistors in the gate to conduct simultaneously during 

the rise 𝜏𝑟 or fall 𝜏𝑓 setup time. During this time, a short-circuit current Isc flows 

directly from supply to ground through the transistors in the gate. This current flows 

for the time period t1-t3, when the input voltage is higher than the threshold voltage 

Vthn of the nMOS and lower than the threshold voltage Vthp of the pMOS. The short-

circuit current will reach its maximum value Imax when the input voltage Vin equals half 

of the supply voltage Vdd, if the gate is assumed to be symmetrical. A short-circuit 

current does not exist when the inputs of a gate are in static state. [8 p. 469] 

 

t

t

Vin

Isc

Imax

Imean

Vthn

Vdd
Vthp

τr τf

T

t1 t2 t3
 

Figure 4. Short-circuit current in relation to transitions in the input voltage. 
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The short-circuit power consumption can be calculated with the following 

expression 

 

 𝑃𝑠𝑐 = 𝐼𝑚𝑒𝑎𝑛𝑉𝑑𝑑 ( 3 ) 

where Imean is the average short-circuit current and Vdd is the supply voltage. [8 p. 469] 

Average short-circuit current, for a gate that is assumed to be symmetrical and to 

have no capacitive load, can be calculated with the following equation 

 

 𝐼𝑚𝑒𝑎𝑛 =
1

12

𝛽

𝑉𝑑𝑑
 (𝑉𝑑𝑑 − 2𝑉𝑇)3 𝜏

𝑇
 ( 4 ) 

 

where 𝛽 is the gain factor, Vdd is the supply voltage, VT is the threshold voltage, 𝜏 is 

the symmetric rise and fall time of the transistor and T is the period time for average 

switching frequency. [8 p. 469] 

Equation (4) can now be expressed with the denotation of design clock frequency 

and switching activity factor, similarly to Equation (2), in the following way 

 

 
𝐼𝑚𝑒𝑎𝑛 =

1

12

𝛽

𝑉𝑑𝑑
(𝑉𝑑𝑑 − 2𝑉𝑇)3𝜏𝑎𝑓𝑐𝑙𝑘 ( 5 ) 

 

where fclk is the clock frequency and a is the switching activity factor. 

The short-circuit power consumption of a symmetrical CMOS gate with no load can 

thus be denoted, with Equations (3) and (5), in the following way 

 

 
𝑃𝑠𝑐 =

𝛽

12
(𝑉𝑑𝑑 − 2𝑉𝑇)3𝜏𝑎𝑓𝑐𝑙𝑘 

 

 

( 6 ) 

Looking at Equation (6), it can be seen that the short-circuit component of the 

dynamic power consumption is dependent on both design implementation and 

manufacturing process. The significance of short-circuit power increases as the setup 

times of the logic gates increase. Supply voltage, clock frequency, switching activity 

and the threshold voltage and the gain factor of the transistors directly affect to short-

circuit power as well. 

2.2.3. Dynamic Power Reduction 

The total dynamic power consumption can now be expressed with dynamic switching 

and short-circuit power denoted as in Equations (2) and (3) 

 

𝑃𝑑𝑦𝑛 = 𝑃𝑠𝑤 + 𝑃𝑠𝑐  

 𝑃𝑑𝑦𝑛 = 𝐶𝐿𝑉𝑑𝑑
2 𝑎𝑓𝑐𝑙𝑘 + 𝐼𝑚𝑒𝑎𝑛𝑉𝑑𝑑 

 
( 7 ) 

where Psw is the dynamic switching power, Psc is the short-circuit power, CL is the load 

capacitance, Vdd is the supply voltage, a is the design activity factor, fclk is the clock 

frequency and Imean is the average short-circuit current. [1 p. 9-2, 10-3] [8 p. 469] 

Looking at Equation (7), it can be seen that dynamic power consumption is 

proportional to the load capacitance, supply voltage, switching activity and clock 
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frequency. Thus, reductions in dynamic power consumption should aim to reduce each 

of these. Commonly, reductions in dynamic power can be achieved by lowering the 

supply voltage and reducing the effective capacitance, defined as the product of load 

capacitance and switching activity. [1 p. 10-3] 

Lowering the supply voltage makes a significant impact on dynamic power due to 

the quadratic dependency of supply voltage to switching power. However, this can 

also increase circuit delay, which in turn can decrease design performance. In addition, 

the transition of process technology, from a supply voltage to a smaller one, is usually 

expensive and time consuming. [1 p. 10-3] 

In contrast, design implementation choices define the switching activity factor and 

reduce the effective capacitance. This enables designers to reuse existing technologies 

with a reasonable dynamic power consumption to the point where all possibilities have 

been explored, before migrating to a new technology. Reductions in switching activity 

require a detailed analysis and knowledge of the design signal transition probabilities. 

Clock gating is one of the most successful and widely used techniques to achieve 

reductions in switching activity by controlling the propagation of highly active clock 

signals. [1 p. 10-3, 20-2] 

Clock gating is used to dynamically shut off design clocks to portions that are idle 

or not performing any useful computation, effectively lowering the switching activity 

of the design. Figure 5 demonstrates the widely used latch-based clock gating strategy. 

The clock signal of the flip-flop is gated by feeding it through a logical and-gate along 

with an enable signal. This enable signal is driven through a latch and enabled by the 

inverted clock signal in order to remove potential hazards in the enable signal that must 

not propagate through the and-gate when the ungated clock is in logical high state [9 

p. 106 – 109]. Designers can manually apply clock gating to the RTL source codes or 

automatically insert it with EDA tools. [1 p. 20-2] 

 

Register

D QClock Gating Cell

Latch
D Q

EN

Enable

Clock

Gated 
Clock

Data

 

Figure 5. A latch-based clock gating implementation. 

2.3. Static Power Consumption 

The static power consumption component represents the power that is consumed by 

transistors that are in static cut-off state. It is caused by leakage currents in the 

transistors due to non-idealities. The effects of these non-idealities are increasing as 

technology processes are scaling down. Static power consumption is generally not 
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dependent on design activity. The choice of technology process and the 

implementation of design topology mostly affect static power. 

The total leakage current through a MOSFET divides into several leakage 

mechanisms. These include reverse-bias p-n junction leakage, subthreshold leakage, 

gate leakage, gate current due to hot-carrier injection, gate-induced drain leakage 

(GIDL) and channel punch through current. Some excellent detailed information on 

these mechanisms exist in various academic publications. [1 p. 13-1 –  13-4] [6] [7 p. 

7-11] 

Figure 6 demonstrates the leakage current components of CMOS static power 

consumption in deep-submicrometer transistors. Current Irb is the reverse-bias p-n 

junction leakage, Isubth is the subthreshold leakage, Ig is the oxide tunneling or gate 

tunneling current, Ihci is the gate current due to hot-carrier injection, IGIDL is the GIDL 

current and Icpt is the channel punch through current. Currents Isubth, IGIDL and Icpt are 

caused by off-state leakage mechanisms. Currents Irb and Ig exist in both on- and off-

states. Current Ihci can exist in off-state, but more typically exists during the transistor 

bias states in transition. [6 p. 307] 

Gate

Source Drain

Well

n+ n+ 

p-well

Ig

Irb
Icpt

Isubth

IGIDL

Ihci

Figure 6. Leakage currents in deep-submicrometer transistors. 

The total static power consumption in CMOS logic is 

 

 𝑃𝑠𝑡𝑎𝑡 = 𝐼𝑙𝑘𝑉𝑑𝑑 ( 8 ) 

where Ilk is the total leakage current through the transistors and Vdd is the supply 

voltage. [10 p. 3] 

Reverse-biased p-n junction leakage, subthreshold leakage and gate leakage are 

considered to be the three dominant leakage mechanisms of the nanometer regime [1 

p. 13-2]. Subthreshold leakage is increasing due to downscaling of the threshold 

voltage. Gate leakage is increasing as a result of oxide thickness downscaling. Increase 

in substrate doping is increasing p-n junction leakage. Other mechanisms, such as 

GIDL, can be usually neglected in normal modes of operation. [7 p. 5 – 7] 

Static power consumption, in the nanometer regime, can thus be expressed as the 

extension of equation (8) in the following way 

 

 𝑃𝑠𝑡𝑎𝑡 = (𝐼𝑟𝑏 + 𝐼𝑠𝑢𝑏𝑡ℎ + 𝐼𝑔)𝑉𝑑𝑑 
( 9 ) 

where Irb is the reverse-biased p-n junction leakage current, Isubth is the subthreshold 

leakage current and Ig is the gate leakage current. 
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2.3.1. Reverse-Biased P-N Junction Leakage 

Drain- and source-to-well junctions consist of p-n junctions. These are typically 

reverse biased, causing p-n junction leakage currents. This reverse-bias p-n junction 

leakage current has two main components; the minority carrier diffusion and the 

electron-hole pair generation in the depletion region of the reverse-biased junction. 

The p-n junction leakage current is a function of junction area and doping 

concentration. For most MOSFETs, n- and p-regions are both heavily doped. In that 

case, p-n junction leakage is dominated by band-to-band tunneling. [1 p. 13-3] [6 p. 

307] 

The band-to-band current density can be calculated with the following expression 
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where m* is the effective mass of electron, Eg is the energy band gap, Vapp is the applied 

reverse bias, E is the electric field at the junction, q is the electron charge and ℏ is  

1 2𝜋⁄  times the Planck’s constant. [6 p. 307] 

2.3.2. Subthreshold Leakage 

The subthreshold, or weak inversion, leakage current flows through the transistor 

between the source and the drain. This current is flowing when the gate voltage is 

below the threshold voltage and the transistor is in cut-off-state. The threshold voltage 

of the transistor mostly affects to the amount of this current. The subthreshold leakage 

current can be calculated with the following equation 

 

𝐼𝑠𝑢𝑏𝑡ℎ = 𝐴𝑒
𝑞

𝑛𝑘𝑇
(𝑉𝐺𝑆−𝑉𝑇𝐻0−𝛾𝑉𝑆𝐵+𝜂𝑉𝐷𝑆)

(1 − 𝑒
𝑞𝑉𝐷𝑆

𝑘𝑇 ) 

where 

 
𝐴 = 𝜇0𝐶𝑜𝑥

𝑊

𝐿𝑒𝑓𝑓
(
𝑘𝑇

𝑞
)2𝑒1.8 ( 11 ) 

 

and VG is the gate voltage, VD is the drain voltage, VS is the source voltage, VB is the 

body voltage and VTHO is the threshold voltage of the MOSFET.1 Body effect is 

represented by 𝛾𝑉𝑆𝐵, where 𝛾 is the linearized body effect coefficient. Symbol 𝜂 is the 

drain-induced barrier lowering (DIBL) coefficient, Cox is the gate oxide capacitance, 

𝜇0 is the zero bias mobility, n is the subthreshold swing coefficient of the transistor, q 

is the elementary charge, k is the Boltzmann’s constant and T is the temperature. Leff 

is the effective channel length and W is the gate width. The equation shows exponential 

                                                 
1 Voltage potentials over all the MOSFET terminals are denoted with the corresponding indices, for 

example gate to source voltage of a MOSFET is denoted with VGS. 
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dependency of subthreshold leakage on voltages VTHO, VGS, VDS and VSB. [1 p. 13-2 –  

13-3, 16-2, 17-16, 21-3] 

2.3.3. Gate Leakage 

The gate leakage current, or gate direct tunneling current, is caused by tunneling of 

electrons or holes from the bulk silicon, through the gate oxide potential barrier, into 

the gate. The current density caused by direct tunneling can be calculated with the 

following expression 
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( 12 ) 

 

and Vox is the potential drop across the thin oxide, 𝜙𝑜𝑥 is the barrier height of the 

tunneling electron, Tox is the oxide thickness, q is the electron charge, ℏ is 1/2 𝜋 times 

the Planck’s constant, 𝑚𝑜𝑥 is the effective mass of the tunneling particle. The direct 

tunneling current increases in direct relation with the increase of voltage drop across 

the oxide. The decrease in oxide thickness also causes exponential increase in the 

direct tunneling current. [1 p. 13-3] [7 p. 9] 

2.3.4. Static Power Reduction 

As discussed above, static power consumption is the result of leakage currents through 

static state transistors. Thus to reduce static power, the leakage currents through these 

transistors have to be reduced. Some of the techniques for static power reduction 

include transistor stacking, multi-threshold CMOS (MTCMOS) and dynamic 

threshold voltage MOSFET (DTMOS). 

Transistor stacking method utilizes the stacking effect to reduce the subthreshold 

leakage. Subthreshold leakage current flowing through a stack of series-connected 

transistors reduces when more than one transistor in the stack is turned off. The leakage 

of a two-transistor stack is an order of magnitude less than the leakage in a single 

transistor. [6 p. 318] 

MTCMOS technique can be used for leakage reduction by the utilization of sleep 

control transistors. This is also referred to as power gating in some context [11 p. 2-3]. 

A high threshold MOSFET is connected in series with low threshold circuitry as shown 

in Figure 7. The high threshold transistor functions as a sleep control for the rest of the 

low threshold circuitry. In active mode, the sleep control transistor is turned on by 

driving the gate voltage SL low, connecting the supply voltage to the other transistors 

with a small resistance. In standby mode, the sleep control transistor is turned off by 
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driving the gate high, disconnecting the supply voltage from the rest of the circuit. 

Thus, the leakage current in standby mode is lowered, since the high threshold voltage 

of the sleep control transistor effectively reduces it. [6 p. 320] 

 

p-channel

Vout

CL

n-channel

Sleep Control

Vdd

SL

Vin

 

Figure 7. Sleep control transistor used to reduce total leakage current. 

Dual threshold CMOS is another utilization of MTCMOS to reduce leakage current. 

Critical paths of a design can be assigned to low threshold voltage transistors to retain 

performance. Non-critical paths can be assigned with high threshold voltage transistors 

to reduce power consumption. This removes the need for excessive leakage control 

transistors and preserves high performance and low power at the same time. One 

technique for altering the threshold voltage of a bulk silicon device, to implement 

MTCMOS devices, is to alter the body voltage of the transistor. [6 p. 319 – 320] 

Threshold voltage of a CMOS can also be altered dynamically to suit the operating 

mode of the circuit. This technique is called dynamic threshold MOSFET (DTMOS). 

Similarly to the sleep control transistor, a high threshold can be used to reduce leakage 

current in standby mode of functional transistors. In active mode, the threshold can be 

lowered to improve performance. A DTMOS can be implemented with various 

methods, one of which is to tie the gate and the body of the transistor together. 

However, this technique is suitable only for technologies with ultra-low supply voltage 

of 0,6 V and below. [6 p. 321] 
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3. EDA TOOLS USED IN POWER VALIDATION 
 

This chapter introduces the EDA tool methodologies that are commonly used in design 

power validation. The common power estimation and analysis methodologies, at 

different design abstraction levels, are introduced. Some key aspects of power aware 

synthesis are discussed to provide a basic knowledge required for a fast synthesis based 

estimation flow. And lastly, hardware emulation, used for activity data acquisition, is 

presented and compared with the other functional verification and implementation 

methods. 

3.1. Power Estimation and Analysis 

The common EDA tool approaches for power estimation and analysis are introduced 

in this section. An overview is given for power estimation and analysis on different 

design abstraction levels. The common categories for power estimation and analysis 

methodologies are briefly introduced as well to provide an overall image of the power 

validation EDA tool process. A detailed study about the topic has been conducted by 

Miikka Haataja in his Master’s thesis “Register-Transfer Level Power Estimation and 

Reduction Methodologies of Digital System-on-Chip Building Blocks” [12 p. 20 – 29]. 

3.1.1. Design Abstraction Levels 

Methods for power estimation and analysis vary depending on the design abstraction 

level from simple system-level spreadsheet based calculations and program 

simulations to physical-level circuit model simulations [13 p. 5]. The design power 

consumption can, and should, be validated at all abstraction levels to explore all the 

possible power reduction potentials. 

The comparison of power computation time, result error and optimization potential 

at different design abstraction levels is presented in Figure 8 [13 p. 4 – 5]. The 

abstraction levels from highest to lowest are system, architectural, register-transfer, 

gate and transistor level. 
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Figure 8. Power computation time, result error and optimization potential at the 

different design abstraction levels. 



 

 

23 

Typically, the power computation time and result accuracy increase and 

optimization potential decreases when moving down in the abstraction level, as seen 

in Figure 8. Lower abstraction level methods provide more accurate results, since more 

accurate information of the design is available. On the other hand, the computation 

times get longer and the opportunities for reducing power consumption diminish, when 

the level of detail in the design description increases. Also, the design architecture and 

the power models of the design components are typically available sooner at the higher 

abstraction levels. 

3.1.2. Power Estimation and Analysis Methods 

The distinction between the terminology of estimation and analysis can be often vague 

in the low-power validation context. The term analysis refers to evaluation based on 

existing information. Thus, power analysis is the computation of the power 

consumption of an existing complete design, typically in the format of a netlist of 

components with existing models. In contrast, estimation evaluates the results based 

on incomplete input information. In that case, the final physical implementation of the 

design does not yet exist, and it can only be estimated for power computation, based 

on assumptions about the later actual implementation. [1 p. 18-2] 

A generic power estimation and analysis flow, applicable to any design abstraction 

level, is presented in Figure 9 [1 p. 18-4]. The upper part of the figure represents the 

estimation part of the flow and the lower part represents the analysis part. Design 

activity, architecture and floorplan and component models are emphasized with color 

codes in the figure. 
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Figure 9. A generic power estimation and analysis tool flow. 

As can be seen from Figure 9, power estimation and analysis methods at any 

abstraction level require three kinds of input; an activity model, a design architecture 
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model and design component models [1 p. 18-4]. These methods can be categorized 

based on how each of the inputs are modeled. As stated before, power analysis is based 

on complete input information, as represented by the activity, architecture and 

component model blocks emphasized in the figure. Power estimation is based on 

incomplete information, represented by the inputs going into the activity and 

architecture estimators in the figure. The methods can be divided into static, dynamic 

and hybrid categories, depending on the way the activity is modeled. Furthermore, 

estimation methods can be divided into analytical, macro-modeling and fast synthesis 

methods, based on how the design architecture and components are modeled. 

The dynamic methods are simulative, meaning that the design activity data is 

acquired from simulation of real use cases of the design. This data can be used for 

power computation directly or in a statistically sampled format. The dynamic methods 

usually provide better accuracy than the static methods, but are also more 

computationally intensive to perform. [12 p. 21] 

The static methods are non-simulative, meaning that simulated design activity data 

is not required as an input for the estimation. Instead, the switching activity is 

estimated by propagating generated initial input values through the circuit. If no 

description of the circuit is available, static estimation is typically based on a 

complexity-based analytical model of the design. Static methods are more suited for 

power estimation at higher design abstraction levels. [12 p. 21] 

The hybrid methods aim to combine the approaches from both the dynamic and the 

static methods. This way a high-level simulation can be used with low-level block 

models of the design. [12 p. 21] 

Analytical methods aim to model the physical features of the design contributing to 

power consumption with a small amount of input information. These methods can 

provide coarse accuracy results with early access information as input and without 

requiring heavy computation, which makes them suitable for design power exploration 

at early stages of development. Analytical methods further divide into complexity- and 

activity-based methods, depending on the way the design switching activity is 

modeled. Complexity-based methods consider the switching activity of the circuit as 

a static factor, whereas the activity-based methods aim to model it in a more dynamic 

fashion. [12 p. 22 – 23] 

Macro-modeling methods estimate power consumption at the register-transfer level 

abstraction of the design. A macro-model is generated for each functional block at a 

separate characterization phase, which provides power models of each component in 

the RTL architecture to be used for power estimation. In empirical macro-modeling 

methods, the accuracy of the component models can be potentially increased by 

characterizing the macro-models with the help of a complete physical implementation 

of a similar design. [12 p. 23 – 27] 

Fast synthesis methods are used to estimate the physical implementation of the 

design by performing a limited low-effort RTL synthesis. The gate-level netlist 

architecture, produced by fast synthesis, can be used with activity data, stored from 

simulation, and component models, found in technology libraries, to relatively 

accurately estimate the power consumption. Static and internal power, also known as 

short-circuit power, for each standard cell can be directly fetched from look-up tables 

in the technology libraries. Switching power computation requires information about 

the load capacitance for each logic net. This can be estimated with standard cell 

capacitance information combined with a wire load model (WLM), used to model the 

routing capacitance, or by providing a detailed parasitic model from a layout 
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implementation of the same target technology, if such exists. Wire load models are an 

approximation of the net load capacitance in the physical implementation. [12 p. 27 – 

28] 

3.2. Power Aware Synthesis 

A brief introduction to the fundamentals of power aware synthesis with EDA tools is 

given in this section. Standard cell libraries and the manufacturing process, supply 

voltage and operating temperature design corners related to them are discussed. 

Additionally, the standard methodology for describing the power intent of a design is 

introduced as well. 

3.2.1. Standard Cell Libraries and Design Corners 

Digital IC design implementation is for most parts automated and aided with EDA 

tools such as logic synthesis and place-and-route tools. These tools need standard cell 

libraries that have characteristics of each logic cell component available in the 

technology to be used for translating the design RTL description into a circuit-level 

implementation. Each standard cell in the library should contain accurate information 

about the cell’s area, capacitance, timing and power characteristics. [14] 

The characteristics of the standard cells are affected by variation in the 

manufacturing process and the operating environment. In general, there are three 

sources of variation; process, supply voltage and operating temperature (PVT). 

Voltage and temperature variation are affected by the operating environment and 

process variation is caused by the manufacturing variation of film thickness, lateral 

dimensions and doping concentrations. These variations are usually modeled with 

statistical distributions, such as normal (Gaussian) distribution. Development of ICs 

should aim for reliable product operation over all of the extremes, or corners, of these 

three variables. [15 p. 241 – 244] 

From the IC designer’s perspective, the collective effects of the manufacturing 

process variation can be simplified into their effect on transistor performance, which 

can be categorized into slow, typical and fast corner. The process corners are 

graphically illustrated in Figure 10. The corners of nMOS and pMOS transistors are 

specified separately, where slow-slow (SS) stands for slow process nMOS and slow 

process pMOS, fast-fast (FF) stands for fast process nMOS and fast process pMOS, 

typical-typical (TT) stands for typical process nMOS and typical process pMOS and 

so on. [15 p. 244 – 245] 
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Figure 10. Manufacturing process variation corners. 

When the process variations are combined with the environment variations, design 

corners can be defined [15 p. 244]. Standard cell libraries are typically characterized 

at multiple design corners. These can be used, for example for timing analysis in 

synthesis and for power estimation and analysis, at least in the worst, typical and the 

best case scenarios. Low supply voltage, high operating temperature and SS process 

variation corner is typically the worst case design corner for timing analysis and the 

best case for power analysis. On the contrary, high supply voltage, low operating 

temperature and FF process variation corner is typically the worst case for power 

analysis and the best case for timing analysis. 

3.2.2. Power Intent 

Dynamic and static power consumption of a circuit can be reduced with various design 

techniques, as discussed in Chapter 2. The RTL hardware language description of the 

design can greatly affect dynamic power, for example with the implementation of 

clock gating. But with technology downscaling, the significance of static power 

consumption is increasing as well. Static power reductions can be achieved with 

techniques such as multi-voltage domains and power gating. In order to implement 

these, the RTL hardware description of the design has to be reinforced with a power 

intent description [16 p. 82]. 

Power intent description is not supported by hardware description languages, such 

as SystemVerilog and very high speed integrated circuit (VHSIC) hardware 

description language (VHDL). Instead, unified power format (UPF) and common 

power format (CPF) standards have been developed for power intent description, 

which can be used throughout the development flow, for example in power aware 

simulation and low-power synthesis steps. [16 p. 82] [17] 

Design power intent information includes the description of power domains, supply 

ports and nets, power switches, isolation cells, retention cells, level shifters, power 

state tables and port attributes. It describes, among other things, which power rails are 

to be routed to which blocks, when blocks are expected to be powered up or shut down, 
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how signal voltage levels should be shifted between two different voltage level 

domains, how isolation between separate power domains should be constructed and 

the type of actions to be taken for retention registers and memory cells when the 

primary power supply to a domain is shut off. [16 p. 84 – 85] [17] 

3.3. Hardware Emulation 

Hardware emulation is one of the three widely used hardware and software verification 

methods of system on chip (SoC) development at RTL, along with HDL simulation 

and field-programmable gate array (FPGA) prototyping. All of these verification 

environments come with their advantages and disadvantages. However, instead of 

competing with each other, simulation, emulation and FPGA prototyping can 

complement each other, providing an effective set of tools for simultaneous 

verification of hardware and software at each stage of the development of an SoC. 

At the moment, the EDA industry has settled on three separate emulation 

architectures; processor-based, custom FPGA-based and standard FPGA-based [18]. 

All of these architectures fundamentally work similarly to provide the user an early 

access prototype of the design running on actual hardware instead of an HDL 

simulator. This is in many ways similar to conventional FPGA prototyping, but there 

are differences, some of which are explained throughout this section. 

The comparison of real design clock frequency and iteration time between HDL 

simulator, hardware emulator, FPGA prototype and application specific integrated 

circuit (ASIC) is presented in Figure 11. Iteration time in this context indicates the 

time that is required to re-implement a design to the target environment when the 

hardware description has been changed. Hardware emulation, which is specifically 

discussed in this section, is emphasized with red color in the figure. Common points 

for hardware and software verification, in relation with the implementation and 

verification methods, are also shown in the figure, emphasized with blue color. 
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Figure 11. Clock frequency and iteration time comparison of HDL simulator, 

hardware emulator, FPGA prototype and ASIC. 
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As can be seen from Figure 11, simulation is the best in terms of iteration time, since 

setting up a design for it typically takes somewhere between minutes to hours. On the 

other hand, simulation has a poor execution speed, with clock frequencies around 10 

Hz to 10 kHz, depending on design capacity requirement, which makes it unpractical 

in the verification of long test cases and large designs. ASIC is the best in terms of 

performance, at an order of 100 MHz and above clock frequencies, but it has a long 

iteration time ranging from several weeks to months. For hardware development, HDL 

simulation is typically ideal for early verification and hardware emulation for late 

verification. And for software development, hardware emulation is typically used for 

early verification and FPGA prototype and ASIC for late verification. [18] [19] 

Hardware emulators and FPGA prototypes use actual hardware gates to implement 

a design, which makes their performance superior compared with simulation [20 p. 

13-6.1]. They also have relatively quick and cheap iteration possibilities compared 

with a full ASIC tape-out. A Hardware emulator provides clock speeds about two 

orders of magnitude lower than an FPGA prototype, but it has a significantly shorter 

iteration time, making it more flexible for the implementation and verification of 

hardware description changes and fixes. 

Hardware emulation also provides full visibility to internal design logic nodes at 

RTL whereas the visibility in an FPGA prototype is limited to a smaller set of design 

nets required to be specified at compilation. Full visibility, combined with a fairly good 

performance and iteration time, makes the hardware emulator an effective tool for 

simultaneous development and verification of hardware and software. [18] [21 p. 156 

– 157] 

As a down side, hardware emulators are expensive compared with simulator licenses 

and FPGA boards. For this reason, the utilization ratio of emulator hardware must be 

high. The time that is used for computation on the actual emulator hardware can be 

referred to as an online session. Further analysis of the emulation trace data does not 

typically require the use of emulator hardware after the data has been extracted from 

emulator trace memory to workstation memory. This, in turn, can be referred to as an 

offline session. 

Some restrictions apply to design implementation and verification with hardware 

emulators. Modeling analog components is not directly possible in a hardware 

emulator, which is also the case with FPGA prototyping. Simplified digital models 

have to be created for such components that are required in the compiled emulator 

database. Also, the computation in hardware emulation is clock cycle based (cf. time 

step based computation in simulation), which prevents the analysis of setup and hold 

times of logic signals in the design. 

Hardware emulation requires the RTL design to be synthesized and mapped to the 

emulator resources. In order to be synthesizable, a certain degree of maturity is 

required from the design hardware description. That said, a functional hardware 

emulator implementation of a design can usually still be achieved much earlier in the 

development flow than an FPGA or ASIC prototype. 
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4. DYNAMIC POWER ESTIMATION EDA TOOL FLOW 
 

This chapter describes the RTL-based dynamic power estimation EDA tool flow 

studied in this thesis. The hardware emulation system used for switching activity data 

acquisition was the Palladium XP II Verification Computing Platform by Cadence 

Design Systems [22]. The power estimation tool that was used was the Joules RTL 

Power Solution by Cadence Design Systems [23]. This flow was studied with the help 

of existing reference methodology scripts and flow charts provided by the EDA tool 

vendor. 

Section 4.1 provides an overview of the flow and introduces the test setup along 

with a reference model used for the development. The hardware emulation part of the 

flow, used to extract design activity data, is described in Section 4.2. Section 4.3 

introduces the fast synthesis steps used to generate a physical-level implementation 

prototype of the design based on RTL implementation and limited synthesis 

information. Lastly, Section 4.4 describes the power computation step, which uses the 

extracted activity data and the fast synthesis prototype of the design to estimate the 

power consumption in a time-based or average format. 

4.1. Introduction 

This section provides an overall introduction to the practical work done in this thesis. 

An overview of the studied flow is given and the test design along with the test cases 

used for the development are briefly introduced. An existing reference flow, used for 

the analysis of the quality of results, is introduced as well. 

4.1.1. Overview of the Flow 

An overview of the hardware emulation and fast synthesis based power estimation 

flow is shown in Figure 12. The three main steps are hardware emulation, fast synthesis 

and power computation. Toggle count analysis (TCA) and virtual clock tree 

generation, emphasized with red color, are optional, but recommended. Emulation 

setup and run, emphasized with blue color, is the only step in the flow that requires the 

use of the actual emulator hardware. 
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Figure 12. An overview of the fast synthesis based power estimation flow. 

Hardware emulation is performed to acquire the activity information in a real use 

case of the design. TCA can be used for a quick firsthand view of the design activity, 

without the need for heavy computation of actual power consumption. Fast synthesis 

estimates the physical topology, the architecture and the floorplan, of the design. 

Power computation uses the design prototype model, estimated with fast synthesis, 

and activity data model, extracted from hardware emulation, to estimate the power 

consumption. Optionally, in-memory virtual clock tree can be generated at this step to 

include an estimate of the contribution of the clock tree network to total power 

consumption. 

4.1.2. The Test Vehicle 

The power estimation flow was tested with a design structure that is shown in Figure 

13. The design consists of a central processing unit (CPU), program and data memories 

and peripheral and hardware accelerator intellectual properties (IP). The size of the 

design was approximately 2 million gates. The RTL description as well as the post-

layout gate-level netlist of the design were available. In addition to the hardware 

description at RTL, the technology libraries, power intent, synthesis constraints and 

attributes, design for test (DFT) and clock tree synthesis (CTS) information were 

available and were used for a more accurate fast synthesis. Physical libraries were not 

available in a format supported by the tool that was used. 
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Figure 13. The test design for the power estimation flow development. 

Three different types of test cases were used as activity models with the test design 

to analyze the quality of results achieved with the flow. This was done by emulating 

the test design with different types of use case software. The first test case calculated 

iterations of fast Fourier transform (FFT) using mainly the CPU in the design. The 

other two test cases utilized both the CPU and the hardware accelerators in the design 

for more complex computation tasks. 

4.1.3. The Reference Flow 

A gate-level dynamic power analysis flow, shown in Figure 14, was available 

providing reference results for the studied RTL power estimation flow. The three test 

cases, discussed earlier, were used with this flow as well to provide directly 

comparable results. The comparison of results is presented in Chapter 5. 
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Figure 14. An overview of power analysis flow with a gate-level netlist. 

Differing from the RTL flow, the gate-level flow does not have the design 

elaboration and synthesis steps. The post-layout gate-level netlist of the design is 

directly read in, instead of the RTL source files. Linking the design netlist with the 

technology libraries is still required to include the power information required for the 



 

 

32 

power computation. Including the power intent, synthesis constraint and parasitic 

information can also improve the accuracy of the results significantly. 

Similarly to the RTL flow, the gate-level flow also reads in the activity data of the 

design to compute the power consumption for specific use cases in a dynamic fashion. 

The activity models for the reference computation were acquired from the same three 

test cases to enable the comparison to the RTL flow. 

4.2. Hardware Emulation 

Hardware emulation is used to generate the design activity data required for dynamic 

power estimation and analysis. A test case is executed in an online session with the 

design in the emulator hardware and with a predefined trace window size and location. 

The captured database is stored into an offline session for analysis of signal 

waveforms, toggle count analysis and design activity extraction. Data processing in an 

offline session does not require the use of the emulator hardware. 

4.2.1. Emulation Setup and Run 

Running hardware emulation requires the design to be compiled to the target emulator 

system. The design RTL is elaborated, synthesized, compiled and mapped to the 

resources of the emulation target system. The compilation of a design for hardware 

emulation exceeds the scope of this thesis. Therefore, the power estimation flow is 

presented with the assumption that the design under test has already been compiled. 

Hardware emulation enables verification of long use cases of the design with 

software running on top of hardware, since it has a significantly higher operating 

frequency than simulation. This enables power estimation for test cases that might not 

be possible to produce in full scale in a simulation environment. On the other hand, 

some glitching activity of signals may be lost in hardware emulation, since the time 

unit is typically tied to the fastest design clock to improve performance. 

Running emulation is fast compared with simulation, but processing of very large 

trace databases is inefficient and computation heavy. The signal trace window size and 

location can be determined to select which parts of the execution signal data are stored 

for further analysis. Usually, the interesting parts of the test cases are known 

beforehand and the trace data extractions can be focused on these specific locations. 

4.2.2. Toggle Count Analysis 

Dynamic Power Analysis (DPA) in Palladium XP II Verification Computing Platform 

enables viewing of cycle accurate switching activity waveforms of the design with 

toggle count analysis [24]. This is the analysis of number of transitions, or toggles, and 

logical high state nets for every clock cycle of the desired hierarchy of design 

instances. It can be performed in an offline session on a trace waveform database stored 

from an emulation run. 

TCA does not compute the power consumption, since it has no information about 

the physical implementation of the design. However, it can be a fast way to analyze 

the design activity for spikes and correct functionality of low-power sleep modes early 

on in the RTL implementation phase. Running full power estimation is significantly 
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slower and heavier computation wise than TCA. Therefore, TCA can be used to select 

specific time windows for further power consumption estimation to save excessive 

computation effort and time. 

4.2.3. Design Activity Extraction 

After the emulation is complete and interesting time window for further estimation is 

chosen, the design activity data can be extracted to external activity databases. This is 

similar to extracting activity data from a simulation. The database is used as an 

intermediate storage for the activity data to be later on read in by dynamic power 

estimation and analysis EDA tools. Several formats for the activity databases exist, 

some of which include Switching Activity Interchange Format (SAIF), Toggle Count 

Format (TCF), and Value Change Dump (VCD). The VCD format records the value 

changes for each clock cycle, which can produce a very large database for large designs 

or long trace time windows. SAIF and TCF formats store the average activity data over 

a specified time range. Users can choose a specific set of nets to be tracked for activity 

extraction or to track all nets under a specified instance hierarchy. 

Even though the SAIF and TCF are average data formats, they can be used to 

compute power consumption in a time-based manner as well, which is required for the 

generation of power waveforms as a function of time. To achieve this, several frames 

of activity data has to be extracted from the emulation to TCF/SAIF files. Each 

TCF/SAIF file is, thus, one statistically averaged sample of the design activity for a 

specified time range. 

The number of clock cycles averaged into a single activity frame directly affects the 

resolution, and thus the accuracy, of the computed power waveforms. Increasing the 

ratio between the number of frames and the length of the trace time window improves 

the resolution of the power waves and the effect of rounding error diminishes. 

Figure 15 demonstrates the effect of the number of activity database frames to the 

resolution of the generated power wave. The figure illustrates the power waveforms 

computed with the same test case, but with two different amounts of activity frames.  
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Figure 15. The impact of the number of activity database frames to the power wave 

accuracy. 
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The upper waveform in Figure 15 uses five frames of activity data for computation 

and the lower one uses ten. As a result of a heavier rounding effect, an activity spike 

that can be seen in the higher frame number waveform is lost in the lower frame 

number waveform. A decent enough resolution is important, especially for test cases 

with high frequency transients in the activity waveform. 

Increasing the number of frames directly increases power computation time. 

However, a higher resolution, without increasing the computation time, can be 

achieved by keeping the number of frames constant and specifying a shorter trace 

window for the activity extraction. Toggle Count Analysis, described in the earlier 

section, can help to identify the interesting trace windows accurately. 

4.3. Fast Synthesis 

 

Fast synthesis is performed to estimate the physical implementation of the design at 

signoff. The purpose is to estimate the architecture and the floorplan of the design 

based on the RTL description with best possible correspondence to the actual 

implementation. The RTL source files, technology and physical libraries, power intent 

source files, synthesis constraints, DFT implementation information and a limited set 

of synthesis attributes are used for this. All of the implementation information and 

constraints provided for fast synthesis should match the actual backend synthesis flow 

to achieve the best accuracy of the estimated model. Fast synthesis can be divided into 

elaboration and generic synthesis steps. 

4.3.1. Elaboration 

The recommended steps to be taken during the elaboration phase of fast synthesis are 

introduced in Figure 16. These steps consist of creating the library domains for timing 

analysis, power estimation and multiple voltage domains, reading in the timing 

libraries, RTL source files and power intent, setting the elaboration attributes and 

elaborating the design. Creating multiple library domains and reading in the power 

intent are optional steps, but these can potentially increase the accuracy of results, 

depending on the design. Library domains can be created for two separate purposes; 

multiple voltage levels and separate corners for timing and power analysis. Using 

multiple voltage level domains requires power intent information to contain the 

implementation of multiple supply voltages. 
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Figure 16. The recommended steps for the fast synthesis elaboration. 

Separate library domains for timing and power analysis can be beneficial, especially 

if timing analysis is desired to be done in the SS corner and the power estimation or 

analysis in the FF corner, which is usually the case. This way, an accurate synthesis 

can be achieved with the SS corner libraries, which are the worst case for timing and 

the power consumption can be separately estimated with the FF corner libraries, which 

are the worst case for power consumption. 

Elaboration attributes, such as array, register and interface naming conventions 

should be set to reflect the emulation or simulation database and the real synthesis 

settings for better annotation of activity information and reusability of existing 

backend scripts.  

4.3.2. Generic Synthesis 

Generic synthesis is performed on the elaborated design database. The recommended 

steps for it are shown in Figure 17. These include reading the synthesis constraints and 

physical libraries, setting the synthesis attributes, synthesizing, inserting DFT and 

estimating data buffers. Reading physical libraries, inserting DFT and estimating the 

data buffers are optional, but can potentially improve the accuracy of results. 
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Figure 17. The recommended steps for the generic synthesis. 

Synthesis attributes for the generic synthesis should reflect the actual synthesis. 

These include for example enabling of sequential cell merging, multi-bit cells, 

ungrouping of hierarchy and automatic clock gate insertion. Synthesis constraints 
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significantly affect the physical implementation as well and, thus, the generic synthesis 

constraints should correspond to the actual synthesis constraints accurately. 

DFT checking and insertion can be done to include scan paths and flip flops into the 

design. Scan test clocks are propagated through the design and each register that is 

seen by any of the test clocks, while the design is in test mode, is marked for scan flip 

flop replacement. Scan flip flops have an additional multiplexer (MUX) for selection 

between normal and scan operation. This increases the area and the capacitance of the 

flip flop cells, which can potentially contribute to the accuracy of results. 

Data signal buffer stages can be estimated and inserted to the synthesized design. 

This involves insertion of standard buffer cells to signal paths that do not satisfy a 

desired maximum fan-out attribute, specified by the user. Buffer insertion can 

potentially add contribution to estimated power consumption, since large amounts of 

buffering cells are needed for high fan-out signals, such as resets. For clock signal 

paths, a separate virtual clock tree generation, reflecting the CTS, is performed later 

on in the flow. 

4.4. Power Computation 

The final step of the RTL-based power estimation flow is the computation and 

reporting of the power consumption. By this time, the activity model and the physical 

implementation model of the design are estimated. Power computation involves 

reading in the activity data and annotating it to the logic nets found in the synthesis 

prototype netlist. When the activity is mapped, the power can be computed for one or 

more activity frames of the test case to provide average or time-based power results. 

A vectorless average power computation can also be performed, if the activity data is 

not available. 

4.4.1. Activity Database Generation 

The design activity generated from simulation or emulation has to be read in and 

annotated to the fast synthesized netlist before power can be computed. Annotation is 

the process of mapping all the nets in the activity database to the matching nets found 

in the synthesized netlist. 

Synthesis introduces new nets that are not yet visible in the RTL description, as 

demonstrated in Figure 18. In this example, a full adder logic block has input bits a 

and b, carry input bit cin, sum output bit s and carry output bit cout visible at the RTL. 

As a result of synthesis to logic gates, three new internal nets n1, n2 and n3 are 

introduced to the outputs of one exclusive or (XOR) and two negative and (NAND) 

gates [25 p. 5-4]. 
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Figure 18. Internal nets introduced into the synthesized netlist of a full adder. 

The new nets introduced in synthesis do not exist in the activity database, as they 

are not visible at RTL. As a result, all of the nets in the gate-level netlist cannot be 

directly annotated with the activity database. This could potentially have a large impact 

on the accuracy of power computation results, since a significant portion of nets in a 

gate-level netlist are not yet visible at RTL. However, state of the art power validation 

tools solve this issue by including the propagation of the annotated activity information 

through the design logic before power computation. This way the contribution of the 

synthesis-introduced logic nets to total power consumption can be included as well. 

4.4.2. Virtual Clock Tree Generation 

A clock tree network has to be inserted in real design synthesis to satisfy the timing 

and drive strength requirements for large fan-out clock signals. The effect of a clock 

tree synthesis to clock signal paths from source to sinks is demonstrated in Figure 19. 

Before CTS, the clock signals are directly routed from the source to the sinks. CTS 

introduces buffer cells into these clock signal paths. This can potentially add dynamic 

power consumption, since additional standard cells with potentially high activity 

factors are inserted into the design. 
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Figure 19. Clock signal paths before and after clock tree synthesis. 

The contribution of the clock tree network to the design power consumption can be 

estimated by generating a virtual clock tree. The list of allowed root, branch and leaf 

clock buffer cells, as well as the maximum fan-out constraints for each of these stages, 

needs be specified in virtual clock tree generation corresponding to the actual CTS. 

Three categories for the clock buffer cells exist, reflecting the hierarchies of the clock 

tree network; root, branch and leaf cells. Clock tree does not use regular buffer cells, 

such as data signals, but cells specifically designed for clock tree networks. 

In addition to drive strength requirements, the clock tree network has to satisfy 

requirements for clock signal timing. These include maximum allowable clock skew, 

slew degradation and insertion delay. All of these requirements should match the 

requirements of the actual CTS for the best accuracy of the clock tree estimation. 

4.4.3. Power Computation and Reporting 

When the physical implementation estimate and the activity database of the design are 

ready, power computation can be performed. Power computation can be either time-

based or average, depending on the activity model. Time-based computation is always 

dynamic and requires several frames of simulative activity data. Average computation 

can be either dynamic or static, depending on the availability of activity data. 

Consequently, the results of power computation can be reported in average and time-

based fashion. Average power can be reported for common categories of power 

consumption (switching power, short-circuit power and static power, as described in 

Chapter 2) and design logic (clock network, memory, flip-flop, latch, combinational 

logic etc.). Time-based computation additionally enables the plotting of power 

consumption waveforms as a function of time and allows a more detailed analysis of 

the dynamic power behavior of a design. 
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5. RESULTS 
 

Three types of results, gathered in the practical part of this thesis, are presented in this 

chapter. The contribution of each optional fast synthesis step is analyzed to recognize 

the most meaningful ones in terms of accuracy of the estimation results. The 

comparison of the RTL and the gate-level flow serves as a baseline for analyzing the 

overall accuracy of the studied flow. Lastly, TCA and time-based power computation 

waveforms are presented as an example of results that can be extracted from the 

estimation and to emphasize the meaning of activity model resolution to the accuracy 

of the generated power waveform. 

5.1. Contribution of Fast Synthesis Options to the Estimation Results 

The contribution of the optional steps of the fast synthesis to the total power estimation 

results are presented in Table 1. The table specifies the contribution of each step as a 

percentage to the total power estimation result. These results were gathered from 

multiple power estimation runs with different fast synthesis databases and with one of 

the three test cases. 

Power intent description increased the total power estimate by 1,0 %, while auto 

clock gate insertion decreased it by 3,4 %. DFT insertion had the largest impact on the 

results. It increased the total power estimate by 15,6 %. Data buffer insertion had a 

major impact as well. The total power estimate was increased by 13,0 % when data 

buffers were included. Virtual clock tree insertion had the third most impact on the 

results with an increase of 9,8 % in the estimation result. 

 

Table 1. Contribution of fast synthesis options to the estimation results. 

Fast Synthesis Information Contribution Percentage 

Power Intent Description + 1,0 % 

Auto Clock Gate Insertion -  3,4 % 

DFT Insertion + 15,6 % 

Data Buffer Insertion + 13,0 % 

Virtual Clock Tree Insertion + 9,8 % 

5.2. Comparison to the Reference Flow 

The relative difference of results between the studied RTL flow and the gate-level 

reference flow is presented in Figure 20. These results were gathered from average 

power estimation and analysis with all of the three test cases, A, B and C that were 

introduced in Section 4.1.2. The gate-level flow results, analyzed with the same 

activity models and with a post-layout netlist of the test design, were used as a 

reference for the RTL-based flow as discussed in Section 4.1.3. 
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Figure 20. Relative difference of results between the RTL and gate-level flows in the 

three test cases. 

The power estimation and analysis were done with SS library corner used for the 

synthesis timing analysis and FF library corner used for power computation. In 

addition, all of the synthesis options, described in Section 5.1, were enabled in the fast 

synthesis of the RTL estimation flow to reflect the actual synthesis used to produce 

the netlist for the gate-level reference flow. 

The highest error of the RTL flow results compared with the gate-level flow came 

from test case A, where the RTL flow result was 6,0 % higher than the gate-level flow 

result. The RTL flow results were 3,4 % and 3,7 % lower than the gate-level flow 

results in test cases B and C. 

5.3. Power Estimation Run Times 

The RTL power estimation flow run times for one of the test cases and the test design 

are presented in this Section. These statistics are acquired from an average 

computation estimation run with a single frame of activity data acquired with hardware 

emulation. Run times are presented for the full flow with hardware emulation, activity 

extraction, fast synthesis and power estimation steps. Additionally, statistics are 

presented for an incremental flow without the fast synthesis step. 

The run times for different steps of the full RTL power estimation flow are shown 

in Figure 21. The full estimation flow, with one activity frame average power 

computation, takes slightly over an hour to complete. Hardware emulation takes about 

30 seconds, activity extraction about 2 minutes, fast synthesis about an hour and power 

estimation about 10 minutes. 
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Figure 21. Run time statistics for the full RTL power estimation flow. 

Most of the time in the full estimation flow is consumed by fast synthesis, which is 

actually required to rerun only if the design description has been changed. Once the 

fast synthesis is run, the power estimation for different test cases and power 

computation modes can be run incrementally without the need for synthesizing again. 

As shown in Figure 22, the incremental flow only requires hardware emulation, 

activity extraction and power estimation. This shortens the total run time of the 

estimation flow to about 15 minutes. 

 

 

Figure 22. Run time statistics for the incremental RTL power estimation flow. 

5.4. Time-Based Power Waveforms 

Examples of the TCA waveforms and the time-based power waveforms generated by 

the studied flow are demonstrated in this section. The equivalence between the TCA 

and power estimation waveforms is shown with corresponding waveforms from one 
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of the three test cases. The effect of activity model resolution to transient power 

waveform accuracy is demonstrated as well. 

Figure 23 presents the logical high and toggle count waveforms computed by the 

TCA in the hardware emulation phase of the flow. Logical high net count waveform 

tracks the number of nets in the design in logical high state at each clock cycle. 

Similarly, the toggle count waveform tracks the number of nets in the design toggling 

at each clock cycle. This provides a quick view at the design activity data with no 

requirements for heavy power estimation or analysis computation.  

 

 

Figure 23. Toggle Count Analysis waveforms for the time-based estimation test case. 

The power estimate of the trace window seen in Figure 23 was computed with 500 

frames of activity data. In addition, a high resolution estimation target was chosen 

based on the TCA waveform, emphasized with red color in the figure, and a second 

power estimate was computed for it with 500 frames of activity data. 

The power waveform, seen in Figure 24, was computed by mapping the activity 

data, seen in Figure 23, to the fast synthesized design with a statistical sampling of 500 

activity data frames. Similar waveform and spike activity can be recognized in both of 

the waveforms, but the relational amplitude in some of the spikes is noticeably 
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different. This is due to the fact that power estimation takes into account the weights 

of switching activity and static state power consumption for different types of logic 

cells while TCA displays only the non-weighted design activity factors. 

 

 

Figure 24. Full time window of the time-based power consumption waveform. 

The effect of power waveform resolution to power waveform transient accuracy was 

studied by generating the power waveforms for the same target window from two 

different computations. The first estimate was computed for a full test case trace 

window and the second for a smaller focused trace window. Both of the estimates were 

computed with 500 frames of activity data. 

Figure 25 presents the power consumption waveform in the target time window 

emphasized with red color in Figure 23 and Figure 24. This waveform was generated 

from the same full time window computation by scaling the waveform into the target 

window. It can be seen that the resolution of the waveform is already quite sparse at 

this scale. 

 

 

Figure 25. Scaled time window of the time-based power consumption waveform. 
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A second power estimate, with the trace window focused specifically to the target 

window, was also computed. The power waveform generated from this estimate is 

shown in Figure 26. The number of stimulus frames used in this computation was the 

same as for the previous estimation, but the activity model trace window was focused 

to a significantly smaller target window. The resolution in this waveform is 

significantly higher compared with the same time window waveform zoomed in from 

the full scale estimation. 

 

 

Figure 26. High resolution computation power waveform for the target window. 

The size of the focused trace window was about 9 % of the size of the full trace 

window. As a result, the resolution of the power waveform in the focused range 

estimation was over 11 times higher. The difference in accuracy of the low and high 

resolution waveforms can be clearly seen when comparing Figure 25 and Figure 26. 

A high amount of the transient information, visible in the high resolution power 

waveform, is lost in the low resolution power waveform. 
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6. DISCUSSION 
 

A gate-level power analysis flow was used as a reference model for the RTL flow that 

was studied in the practical part of this thesis. The gate-level flow is assumed to 

provide more accurate results, since the logic cell place and route information is 

available at this point. The downside of the gate-level flow is that the netlist is usually 

available only at the end of the IC development flow, near design signoff, and the 

power consumption can only be affected to a certain degree by that time. An RTL flow 

produces results much earlier and, thus, provides more potential for power reductions, 

if the estimates are accurate enough. The absolute difference or the error of the RTL 

power estimation flow, when compared with the gate-level reference flow in the test 

setup, was approximately 4,4 % on average in the three test cases, which is an excellent 

accuracy for an RTL abstraction estimation. 

When reviewing the optional fast synthesis steps, the significance of DFT, data 

buffer and virtual clock tree insertions to the power estimation results were 

considerable, with contribution percentages of 9,4 - 15,6 % of the total results. In the 

light of this, at least these optional steps should be accurately applied to the fast 

synthesis to achieve the best possible accuracy of the estimation results. 

Automatic clock gate insertion in fast synthesis also contributed to the results with 

a drop of 3,4 % in total power estimate after applying. It should be noted that the design 

used as the test vehicle was, to some extent, manually clock gated in the RTL 

description. Results accuracy of designs with less or no manual clock gating might 

benefit more from the automatic insertion in terms of estimation accuracy. 

The significance of power intent information in the test environment used in this 

study was quite minimal to the estimation results, with a contribution of only 1,0 % of 

the total results. However, it should be noted that power intent was only applied to the 

fast synthesis database of the estimation flow, since the hardware emulation was done 

with a ready compiled database. For better accuracy, the power intent description 

should be applied to the activity estimator database as well, especially in designs and 

test cases that are expected to have a notable portion of static power consumption. 

As shown in the charts in Section 5.3, the run time of the incremental flow, without 

fast synthesis, is relatively quick when using hardware emulation for switching activity 

data acquisition. The incremental run time for a single frame average power estimation 

was about 15 minutes. Hardware emulations contribution to this is about 30 seconds, 

whereas activity data acquisition with a simulator could take several hours. It should 

be noted that the run times were presented for a single frame average estimation. The 

activity extraction and power estimation time increases linearly with the number of 

switching activity frames. 

In addition to design model accuracy, the importance of the activity model 

resolution should also be noted, when performing time-based power estimation and 

analysis. A large amount of the transient information in the power waveforms is lost 

when computation is done with too sparse activity resolution, as shown in the figures 

in Chapter 5. High resolution transient information in the power results can be vital, 

especially if the result data is used as an estimate model in consequent validation and 

development simulations. 

As stated in Chapter 4, toggle count analysis provides a fast view at the design 

activity without any need for design backend information or heavy computation. The 

relational amplitude of some of the spikes can differ significantly, as can be seen in 

the figures in Chapter 5. The difference is caused by the fact that power estimation 
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takes into account the power characteristics of the cells that are toggling and the 

parasitic capacitances in the design and TCA does not. Fast design cells, such as 

memories, may have a high power consumption per toggle and the actual power 

consumption of such cells may make significantly higher contribution to the total 

amount of power than the activity waveforms suggest. Nonetheless, TCA is a 

noteworthy method for design activity spike exploration at the early stages of 

implementation and for targeting activity trace windows for further power estimation 

computation. 

The objective of this thesis was to study and develop an EDA tool flow for dynamic 

power estimation at RTL, using hardware emulation to acquire switching activity data 

from real use cases. The presented flow fills these requirements, since the accuracy of 

the estimated results compared with the gate-level design signoff results were excellent 

and the switching activity data could be efficiently acquired with hardware emulation, 

even from long test cases. Also the test case trace window for further power estimation 

could be quickly targeted with the help of toggle count analysis, which potentially 

saves excessive computation. 

In addition to the initial requirements, the power waveforms could be estimated with 

such a high resolution that these could be used in the transient simulations and design 

of the direct current (DC) voltage regulators of the product under development. This 

provides additional value to the presented flow and emphasizes the importance of a 

good resolution of the activity model in a time-based estimation. Good resolution is 

most easily achieved with shorter trace window sizes, which, in turn, increases the 

significance of toggle count analysis, as a part of the flow, for accurate targeting of the 

activity trace windows. 

As discussed above, power intent description could be included in the hardware 

emulation database to potentially gain better accuracy for static power consumption 

results. This, however, requires the recompilation of the emulation database with 

power intent description and exceeds the scope of the practical part of this thesis. 

The physical libraries of the target technology, or similar parasitic information about 

the design, could be included as well into the fast synthesis database to potentially 

further improve the accuracy of results. However, the physical libraries of the target 

technology were not available in a format supported by the power estimation EDA tool 

at the time this thesis work was conducted. 
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7. SUMMARY 
 

The objective of this thesis was to study and develop an EDA tool flow for dynamic 

power estimation at register-transfer level. Simulative activity models for the dynamic 

flow were acquired with a hardware emulator instead of a more conventionally used 

HDL simulator. Hardware emulation has a significantly faster execution speed 

compared with simulation, which enabled the acquisition of the activity data from real 

use cases of the design, which are often too long to feasibly run in a simulator. 

Estimation at RTL abstraction provided a relative accurate view at the design power 

consumption at a relatively early stage of the development flow. 

Power consumption in CMOS logic of ICs can be divided into two main categories; 

dynamic and static power. Dynamic power is the result of transistor switching activity 

caused by changes in the states of logic gates. It can be further divided into switching 

and short-circuit power. Switching power is consumed by currents charging and 

discharging the logical high and low voltages of the total load capacitance seen at the 

logic gate output, when the gate is switching its state. Short-circuit power is also 

consumed during the transitions of logic states, but it occurs inside the logic gates. A 

short-circuit current is introduced through the logic gate, between the supply voltage 

and the ground, during a short setup time when the transistors in the gate are 

conducting simultaneously. Static power, on the other hand, is not dependent on design 

switching activity as it is caused by leakage currents flowing through transistors in 

logic gates that are in a static non-transient state. These leakage currents are caused by 

various effects, due to non-idealities, that are increasing as the manufacturing process 

of ICs is scaling down. Various design techniques have been developed to lower the 

dynamic and static power consumption. 

The EDA tool methodologies commonly used in power validation are simulative 

methods, used for activity data acquisition and functional verification, synthesis 

methods, used for design physical model implementation and estimation, and power 

estimation and analysis methods, used for power computation. The use of these 

methods varies, mostly depending on the abstraction level. The power estimation and 

analysis methods can be divided into static, dynamic and hybrid methods, based on 

how the activity model is constructed. Dynamic methods are simulative and are 

typically used at lower design abstraction levels for more accurate results. Static 

methods are non-simulative and are typically used at higher design abstraction levels 

for early access results. Hybrid methods aim to combine the high design abstraction 

level with dynamic activity modeling. Additionally, power estimation methods can be 

divided into analytical, macro-modeling and fast synthesis methods, based on how the 

design architecture, floorplan and components are estimated and modeled. Synthesis 

is used to translate the RTL hardware description and power intent description of a 

design into a circuit-level implementation, using the standard cells available in the 

manufacturing process.  Hardware emulation enables full visibility to the internal 

design nodes at RTL while providing a fair tradeoff between design iteration time and 

execution speed. 

A dynamic power estimation flow was studied in this thesis with a fast synthesis 

based power estimation EDA tool, Joules RTL Power Solution, and hardware 

emulation system, Palladium XP II Verification Computing Platform, both by Cadence 

Design Systems. The flow consists of hardware emulation for activity data modeling, 

fast synthesis of the RTL hardware description for design architecture and floorplan 

modeling and power computation with the activity model mapped to the synthesized 
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design model. In addition, toggle count analysis in the flow can be used to identify the 

high activity spikes and correct functionality of low-power sleep modes with 

significantly lighter computational effort than required by a full power estimation. The 

power estimation flow was tested with a design structure consisting of a CPU, program 

and data memories and peripheral and hardware accelerator IPs. Three different test 

cases were used for activity modeling, one of which computed iterations of FFT solely 

with the CPU and the other two used the CPU and the various hardware accelerators 

in the test design for the computation. A gate-level dynamic power analysis flow was 

available as a reference model for the RTL flow testing. Reference results in all of the 

three test cases were acquired with the gate-level flow also to verify the accuracy of 

the RTL flow. 

Results gathered and presented in this thesis consist of an analysis of fast synthesis 

option contribution to the estimation accuracy, comparison of RTL estimation results 

to the gate-level analysis results and comparison of TCA and time-based power 

waveforms from one of the three test cases. Total estimation results were increased by 

1,0 % by a power intent description, decreased by 3,4 % by automatic clock gate 

insertion, increased by 15,6 % by DFT insertion, increased by 13,0 % by data buffer 

insertion and increased by 9,8 % by virtual clock tree insertion. The RTL and gate-

level flow comparison indicated that the RTL estimation result was 6,0 % higher in 

one of the test cases and 3,4 % and 3,7 % lower in the other two test cases when 

compared with the gate-level analysis reference results. The run time for the full 

estimation with single frame average computation was slightly over an hour and the 

incremental run, without fast synthesis, took about 15 minutes. The TCA waveforms 

showed relatively good correspondence to the time-based power waveforms that were 

computed with the full estimation flow. Though, some of the spikes in the waveforms 

had significantly different relational amplitudes, because of the non-weighted nature 

of the activity factors displayed by TCA. Lastly, power estimations in a test case, with 

two different length activity model trace windows, indicated that power waveform 

transient accuracy was majorly affected by the resolution of the activity models. Low 

resolution estimations provided only coarse accuracy waveforms, where a large 

amount of the transient information was lost, when compared with high resolution 

estimations. 

In conclusion, the initial objectives and requirements for this thesis were fulfilled as 

the studied RTL power estimation flow provided excellent correspondence to the gate-

level reference flow and the activity models of real design use cases could be 

efficiently acquired with hardware emulation. Additionally, the time-based power 

estimations, conducted in this thesis, produced such high resolution power waveforms 

that these could be further used in the transient simulations and design of the DC 

voltage regulators of the product that was under development. However, to potentially 

improve the accuracy of the flow even further, especially on static power estimates, 

the power intent description could be included in the hardware emulation database as 

well. Also the physical libraries of the target technology, or similar parasitic input 

information, could be included into the design model to potentially add some accuracy 

to the estimation. 
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