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ABSTRACT
Graphingwiki extends the wikiengine MoinMoin by providing tools for
visualizing the interconnections between the wiki pages. The extension has been
used for collaborative dependency mapping. Graphingwiki can be considered a
legacy system, because there is no documentation available. This thesis focuses
on applied software archeology to gain understanding on the implementation in
order to support decision-making as regards to its further development. An
overview of the system was mapped by using code execution tracing and by
reading the code manually. Performance of the Graphingwiki graph generation
process and the MoinMoin user creation and authentication methods were
analyzed. The results show that the undermining factor of Graphingwiki’s
performance was bitmap caching of the generated graphs and, in contrast, the
user creation and authentication methods were both usable and extendable. In
all these aspects, there is room for improvement. The results demonstrated that
by bypassing the bitmap caching, the server response time could be improved up
to 90%. The password complexity requirements of MoinMoin should be
updated to conform to the OWASP guidelines. Further research is
recommended to solve the needs of active users and to implement the graphing
process more eﬃciently.

Keywords: wiki engine, open source, software analysis, software archeology

Väisänen T. (2017) Graphingwiki ja sovellettu ohjelmistoarkeologia. Oulun
yliopisto, tietotekniikan tutkinto-ohjelma. Kandintyö, 32 s.

TIIVISTELMÄ
Graphingwiki laajentaa MoinMoin-wikiohjelmistoa tarjoamalla työkalut
wikisivuston yhteyksien visualisoimiseen. Sitä on käytetty riippuvuuksien
kartoitukseen yhteistyömenetelmissä. Graphingwiki voidaan katsoa ”legacy”järjestelmäksi, koska dokumentaatiota ei ole saatavilla. Tämän työn ensisijainen
fokus on sovellettussa ohjelmistoarkeologiassa nykyisen implementaation
ymmärtämiseksi tukemaan päätöksentekoa sen suhteen, kuinka jatkokehitystä
tulisi lähestyä. Järjestelmän yleisnäkymä kartoitettiin käyttämällä lähdekoodin
suorituksen jäljitystä ja lukien koodia manuaalisesti. Graphingwikin
graaﬁgeneroinnin suorituskyky ja MoinMoinin käyttäjän luomis- sekä
autentikaatiomenetelmät analysoitiin. Tulokset osoittavat, että Graphingwikin
suorituskykyä heikentävä tekijä on generoitujen graaﬁkuvien tallentaminen
välimuistiin, mutta MoinMoinin käyttäjän luomis- ja autentikaatiomenetelmät
ovat sekä käyttökelpoisia ja laajennettavia. Kaikilta näiltä osa-alueilta löytyi
parannettavaa. Näiden
tuloksien perusteella tiedetään, että ohittamalla
generoitujen kuvien tallentaminen välimuistiin serverin vasteaikaa voitaisiin
parantaa jopa 90%. MoinMoinin salasanojen vaatimukset olisi hyvä päivittää
vastaamaan OWASP:n suosituksia. Jatkotutkimus olisi suositeltavaa nykyisten
käyttäjien tarpeiden selvittämiseksi ja visualisoinnin tehokkaammaksi
toteuttamiseksi.
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Toni Väisänen

ABBREVIATIONS
AJAX
API
GNU
GPL
JSON
HTML
HTTP
OWASP
RDF
SPARQL
ToMAS
XML
XML-RPC
UML
URI
WWW

asynchronous javascript and xml
application programming interface
‘GNU's Not Unix!’
general public license
javascript object syntax notation
hypertext markup language
hyper text transfer protocol
open web application security project
resource description framework
protocol and rdf query language
toronto mapping adaptation system
extended markup language
xml remote procedure call
uniﬁed modeling language
universal resource identiﬁer
world wide web
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1. INTRODUCTION
This thesis analyzes Graphingwiki, a graph visualization extension for the open
source wiki engine MoinMoin. It was prepared within the context of the master’s
thesis “Collaborative method for assessing the dependencies of critical information
infrastructures in 2006” [1].
A wiki engine is a software for operating wiki web sites. These sites allow
users to edit the content freely, allowing and promoting collaborative information
gathering. The open environment of wiki sites enables peer review of information.
The basic principle behind the functionality of wiki sites is the wiki markup
language. The page content is stored as text, which is then formatted for viewing the
page in a browser. Wiki sites oftencontain a revision mechanism that enables tracking
the changes in the pages and recovering corrupted data.
MoinMoin is a wiki engine implemented in the Python programming
language. As MoinMoin is open source and free to use it can be adopted by nonproﬁt organizations without the need for expensive software licenses. Aside from
being a platform for running wiki sites, it provides a possibility to extend the basic
wiki functionality by providing an interface for registering extensions. This allows
organizations to adopt the beneﬁts of wiki combined with their own speciﬁc domain.
Graphingwiki has been used as a tool for collaborative dependency mapping
with the capabilities to visualize the collected data as graphs. It further provides tools
for managing metadata, which ties the topic to the semantic web.
Semantic web extends the World Wide Web (WWW) by adding machine
interpretable context to the data and tools for sharing this information. The idea of
semantic web was introduced to wider audiences by an article published in Scientiﬁc
American in 2001 [2]. The article was called “The semantic web”, and the authors
envisioned practical methods for improving the quality of information in the WWW.
The methods used in this analysis originate from software archeology, which
as a term is an analogy describing the situation where a developer is needed to
understand legacy code. Even though, the name might imply that legacy code is
source code of old legacy systems, more accurate description is that legacy code is
source code that is untested, undocumented or both [3].
On average 60% of a software project’s total costs are spent after it has been
deployed [4]. This implies that most of the work done on software is either
maintenance or adding new features. According to Glass, understanding the product
is the dominant maintenance activity representing roughly 30% of the maintenance
time [4]. As a result of this 18% of the total costs are generated when the developers
are trying to understand the system. Frequent developer turnover in software industry
can increase the maintenance costs even further. In practice, this thesis is a
documented eﬀort in applied software archeology, addressing the part of
understanding the software.
This thesis answers the question of how Graphingwiki can be decomposed
into relevant parts. By applying methods of software archeology, the program’s
architecture and its dependencies are mapped. The results of this analysis provide a
basis for the further development of Graphingwiki.
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2. SEMANTIC TECHNOLOGIES
The concepts of semantic web emerges from academic research and have strong
theoretical foundation drawing from graph theory and logic. The need for semantic
web arises from problems of translating and migrating data eﬃciently between
separate applications.
Semantic web applications are built on top of the WWW and hence, they
utilize existing infrastructure. These applications use the same protocols and
standards as the general web applications. However, there are also standards and tools
[5] created speciﬁcally for the semantic web applications, to promote a common
language for data models [6] and facilitate interoperability when using standard web
data transfer protocols.
2.1. Technologies
Tools deﬁned in semantic web standards include Resource Description Framework
(RDF), which is one of the foundational technologies used to build semantic web
applications [7]. It is a standard devised by the World Wide Web Consortium (W3C).
RDF describes an abstract data model, which is used in link tools and resources [6].
Linking is done with Uniform Resource Identiﬁers (URI) [8], which are used for
referencing information. The core component of the RDF speciﬁcation is the syntax
for deﬁning relations between resource objects, called triples. A triple is composed of
a subject, a predicate and an object [6]. Triples can be represented as directed graphs,
where the subject and the object are represented as nodes and the predicate as a
directed edge between the subject and the object. The RDF standard utilizes data
types deﬁned in the XML schema [9], already included in the WWW. The example in
Figure 1 demonstrates this.

Figure 1: RDF XML example
Vocabulary is a set of terms used in describing speciﬁc area of interest [7].
Knowledge domains created in MoinMoin ﬁt into this category. Taxonomy is similar
to a vocabulary but it extends the terms used with a hierarchical structure. Ontologies
extend on vocabularies and taxonomies by representing sets of connected data.
Ontologies are one of the core concepts of the semantic web. They put together the
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related data models described by RDF, to represent speciﬁc knowledge domains [7].
According to Gruber, ontologies are explicit speciﬁcations of conceptualizations [10].
Web Ontology Language (OWL) provides additional tools to describe relations in
data models. These tools include ways to deﬁne relations between classes, as well as
cardinality and other properties. OWL is divided into three sub-languages: Lite, DL
and Full as seen in Figure 2. These sub-languages oﬀer diﬀerent levels of
expressiveness, and a suitable one in selected accroding to the needs of each use case.
SPARQL is an RDF query language standard issued by W3C. It supports querying
graph conjunctions and disjunctions and provides the results as RDF graphs or sets
[11].

Figure 2: OWL languages

2.2. Graph theory
Graph theory is a ﬁeld of mathematics that studies networks of connected objects.
The mathematical entities describing these structures are called graphs. In general,
the objects are called nodes or vertices and the connections are called edges. The
connections can also be directed, for example, to model information ﬂow inside a
system [12]. Graphs containing directed edges are called directed graphs, and if the
edges are non-directed, also the graph is non-directed. For examples of these graph
types, see the Figure 3.

Figure 3: example of directed and non-directed graphs
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Graphs can be used to model real systems to solve problems in science and
technology. The applications provided by graph theory are actively used in ﬁelds of
biochemistry, electrical engineering and computer science, among others [12]. These
applications are often based on methods to extracting sequential information, such as
walks, paths and circuits from the network (see Figure 4).

Figure 4: example of walk, path and circuit
Walk is a sequence of edges where vertices can be included several times. Path is
similar to walk but it cannot contain the same vertex twice. Circuit is a path that
begins and ends at the same vertex. The edges can have distance parameter to model
distances between the nodes (see Figure 5).

Figure 5: shortest paths with diﬀerent distances
Graphs provide useful mathematical representation to model connected systems,
which allows systematic tools for analysis. These tools are necessary in a variety of
ﬁelds, where complex connected structures have to be studied rigorously. Graphs also
provide means for humans to consume data eﬃciently by visualizing [12].
2.3. Data structures and storage
When data models are dynamic due to the collaborative nature of the information
gathering, models cannot be maintained by relational database solutions, because
every change in the data is a potential alteration to the database schema. In such
situations the problem could be solved by mapping the data to the schema manually.
However, that is impractical when the data evolves continuously. This task could be
delegated to mapping adaptation algorithm [13]. MoinMoin solves this by storing
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each page as a separate ﬁle, which includes the metadata as it is stored in plain text.
This solution leaves room for improvement, since, the data cannot be accessed from a
database. Therefore, the data can be accessed only by parsing it from the ﬁle. This
implies that by querying the graph data of a page, every connected page needs to be
parsed to obtain all the metadata. Information retrieval by parsing is obviously
ineﬃcient. Modern databases oﬀer other alternatives for the traditional systems.
These tools include Not only Structured Query Language (NoSQL) databases, which
include document databases, graph stores, key-value stores and wide-column stores.
Matrices and adjacency lists are suitable basic data structures for
computational graph operations, which are implemented by algorithms. Both of these
could be potential candidates to be used in any given situation. Minimal
implementation for modeling the connections of a given network requires labels for
the nodes of the adjacency list or decoding and encoding speciﬁcation for accessing
the matrix representation resulting in the edge mapping method. Adjacency list uses
array like data structures paired with the label and the matrix representation uses a N
x N matrix where N is the node count and the intersection of row and column points
to the edge. See the Figure 6 for an example.

Figure 6: adjacency list and matrix representation

2.4. Data visualization
Computers can process vast amounts of data and people using them needs to
understand the data in order to make use of it. There is too much information for
brain to process and that is why it is useful to transform the data into a visual format
for human consumption. Visualization is important aspect of understanding the
information contained in the data. By abstracting large amounts of data to chunks the
information overload decreases and visualization of these chunks provide a structured
representation.
By visualizing data as graphs, users can consume the stored data in a more
convenient way and hence, have richer interpretation of the stored data. This helps to
lower the necessary cognitive eﬀort for making data driven decisions. There are
indications that bringing data visualization methods to collaborative problem solving
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tends to result in more accurate solutions in the long run than individual problem
solvers, but solving the problem takes more time [14].
2.5. Promoting interoperability
Most of the software system’s lifetime is after the actual implementation phase. The
life-cycle includes maintenance and extending the original software. In many cases,
the future requirements cannot be taken into consideration when designing the
software, because they are still unknown. This can lead to fragmented systems in the
long run, because the original system might have to support new systems in many
years to come. Fast evolving technologies do not make this any easier. Data used in
such information ecosystems, needs to be well-deﬁned and independent of any given
technology. It is important that the data is compatible across the system regardless of
the technologies used or the era in question.
Semantic web standards are created to tackle such problems. However, instead
of deﬁning just a speciﬁc standard for speciﬁc domain, they provide an abstract data
model to be used in any system and the OWL language to enable logical processing
of the data. The objective of these standards is to promote interoperability between
systems, which are not even built to be used together. This promotes practices for
open data and interoperability between systems, organizations and people.
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3. MOINMOIN AND GRAPHINGWIKI
MoinMoin is a wiki engine software built with Python and distributed under Gnu’s
Not Unix (GNU) General Public License (GPL) license. It stores the pages a in
simple format based on a ﬂat ﬁle structure. A dedicated folder is created for every
page, containing the ﬁles for revisions.
Graphingwiki provides a utility for visualizing linked pages within MoinMoin
and it is used for managing semantic metadata. In practice, page visualization uses
the extension interface provided by Moinmoin, which is one of the reasons why it
was chosen for the underlying platform [1]. Graphingwiki connects MoinMoin and
graphviz, which is open source tool for visualizing graphs, by providing an interface
for Moinmoin to access the Python bindings of graphviz.
Graphingwiki implements wiki markup add-ons to incorporate semantics into
wiki pages, which can be taken in to consideration for visual eﬀect while rendering
graphs. These statements belong to two categories. The ﬁrst one is the metadata
statements, which are implemented by using macros. The metadata markup deﬁnes a
simple tuple containing key-value pair value:: metadata to be interpreted as metadata.
The second one is augmented links, which extends the link rendering by adding a
descriptive label, by using following syntax [:OtherPage:linktag: page] and
[http://example.com linktag| URI resource] [1]. Links can also be deﬁned with
metadata statements containing valid link syntax.
Graphingwiki does not implicitly deﬁne ontologies, which is a conscious
decision to keep low entry barrier for new users to start contributing [1]. Thus,
allowing the users to manage knowledge domains by extending the vocabulary freely.
There are no tools for making logical queries of semantic data, but there is a
possibility to extract the data in a form to be used with external RDF tools.
In addition to graph generation and wiki markup add-ons, Graphingwiki
translates the data to the proper format to be used with the graphviz. Currently
Graphingwiki supports Moinmoin versions higher than 1.8. The latest development
version 2.0 is not supported due to its total architectural refactoring and changed
technology stack. At the moment, the latest supported stable version is 1.9.9, released
in October 31, 2016.
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4. CASE STUDIES
The following case studies are performed to better understand the implementation of
Graphingwiki, and the objective is to enable further development with more in-depth
knowledge about the system.
The ﬁrst case study 4.1 aims to collect knowledge about the system as a whole
to establish its boundaries and individual components. The aim is to generate an
overview of the system architecture, which can be used as a reference. By doing this,
maintenance of Graphingwiki will be easier for new developers to approach. Analysis
will also provide the basis for the next case studies.
Case study 4.2 inspects the graph generation process from performance
perspective, and its objective is to identify the undermining components of the
application’s server response time. This study analyzes execution timing of functions
used for the graph generation process.
Two remaining studies 4.3 and 4.4 are based on the code review analysis of
user creation and authentication methods of MoinMoin. These are performed for
possible information security implications, as it is essential to understand the
information ﬂow in the authentication process and how the user data is stored.
Implementation of these tasks is analyzed in comparison to guidelines [15, 16]
provided by The Open Web Application Security Project (OWASP), a non-proﬁt
organization dedicated to promoting security of software and making the information
publicly available.
4.1. Software analysis
The starting point for the architectural analysis was the trace log obtained by running
!"
# , which invokes
Python’s built in code execution tracer. The justiﬁcation for choosing this particular
ﬁle as a starting point for this analysis is based on a brief manual code review, which
led to the observation that the ﬁle contains several functions related to graphing.
The log provided general view of the execution order of the components used
in graph generation. Now, when the core components had been discovered, more
general view of the system needed to be established. The next step was to summarize
dependencies and inﬂection points of the system to set boundaries for the analysis.
The module level dependencies of Graphingwiki are described before going
into the contained components. These were mapped simply by tracking the import
statements at module level. There are more speciﬁc dependencies at submodule level
than the ones described here. The general trend is that these dependencies are found
either in standard libraries or in MoinMoin modules. The scope of this analysis is not
describe all the details, but instead to provide a bird’s eye view on the whole system.
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4.1.1. Dependencies
Graphingwiki is paired tightly with MoinMoin, and hence, it uses many of its
modules and is highly dependent of it. MoinMoin provides APIs to interact with the
application.
All the module level imports (graphingwiki.__init__.py) are listed in Table 1
below. Required data from the browser and context variables are passed to
Graphingwiki with web module utilities such as web.contexts and web.Request, which
are basically extending the functionality provided by werkzeug, a WSGI (Web
Service Gateway Interface) utility library required by MoinMoin.
Table 1: MoinMoin dependencies
class / module

Short description (from source code comments)

action.AttachFile

action for managing multiple attachment ﬁles of wikipage

conﬁg

site-wide conﬁguration defaults

Page.Page

read-only access to a wiki page

PageEditor.PageEditor
script.MoinScript

A class for communicating to MoinMoin from CLI scripts

security.ACLStringIterator
web.request.Request
web.contexts

r/w access to wiki page

iterator for acl string
a full featured Request/Response object
context objects, to access context variables

wikisync

wiki synchronisation

wikiutil

wiki utility functions

wsgiapp

WSGI application

xmlrpc

wiki XML-RPC interface and plugin extensions

Supplementary to these dependencies, several standard library modules and external
libraries are in use. Documentation for the standard libraries (Table 2) can be found
from Python’s oﬃcial documentation [17].
Table 2: Standard library dependencies
library

Short description (from python docs)

sys

system speciﬁc parameters and functions

os

miscellaneous operating system interfaces

re

regular expression operations

socket

low-level networking interface

xmlrpclib

XML-RPC client access

StringIO

read and write strings as ﬁles

The external dependencies are summarized in Table 3. They are used in the graphing
and image processing tasks, and the GeoIP library is used for mapping IP addresses
to geological locations.
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Table 3: External dependencies
library

short description

Cairo

Python bindings for cairo graphics library, which is written in C. Cairo is a 2D
graphics library.

GeoIP

Library for accessing GeoIP databases. These databases map IP addresses to
geological locations.

Gv

graphviz bindings for Python

Igraph

igraph bindings for Python

PIL

(Python Imaging Library)
Provides image ﬁle format support and image processing tools.

4.1.2. Classes
Graphingwiki deﬁnes classes to manage graph abstraction and to implement interface
with the graphviz.
Graph class (Table 4) provides object model data structure for representing
graph information. The ﬁle where it is contained (graph.py) also contains the
required sub classes for the implementation. See Table 4 for dependencies and sub
classes.
Table 4: sub classes and dependencies of Graph
dependencies

classes

codecs

AttrBag

MoinMoin.conﬁg

Edges

-

Graph

-

Node

-

Nodes

Graphrepr class provides translation to graphviz compatible representation. These
are used to generate the bitmap representations of graphs in the graph generation
process. The dependencies of Graphrepr are listed in Table 5.
Table 5. sub classes and dependencies of Graphrepr
dependencies

classes

sys

GraphRepr

graphingwiki.util

Graphviz

graphingwiki.editing

GraphvizEdge

gv

GraphvizEdges

igraph

GraphvizItem

-

GraphvizItemGroup

-

GraphvizNode

-

GraphvizNodes

-

GraphvizSubgraph

-

GraphvizSubgraphs

-

IGraphRepr

17

Naming conventions used are slightly misleading as graphviz is an existing tool and it
is declared as a new class. This causes unnecessary cognitive friction for developers
not familiar with the source code.
4.1.3. Sub modules
Graphingwiki module has two direct submodules: back-end and plugin. Backend
module deﬁnes abstract class GraphDataBase for creating a database and shelve
database implementation built on that, which is self-contained within Python and
therefore it does not have external dependencies. Plugin module contains the
MoinMoin extensions, which can be accessed to extend core functionality of
MoinMoin. Action module contains the actions, which can be accessed via
MoinMoin WSGI from outside the application i.e.
$
%
&
% '
(
%
. The functionality that these actions provide is to insert
custom information to be returned with the response. The graph generation process
of Graphingwiki is implemented as an action. Formatter module includes a custom
formatter for page text. This is needed to gather page metadata and links between
pages. Macro module deﬁnes wiki macros, which can be used in wikipages. Invoking
a macro is done by editing the raw text of a wikipage and adding
)
(
*
+
, ( ,
and then MoinMoin queries the macro
for the representation, when the page needs to be rendered in the browser. This can be
useful if there is a need to use templates. Parser contains custom parsers, which
format custom content in the page depending on the input. Xmlrpc (XML Remote
Procedure Call) contains custom API. This module provides XMLRPC client
bindings to MoinMoin.
4.1.4. Results
The methodology used in this analysis included code execution tracing and source
code review. The ﬁnal result of this case study is the system overview diagram shown
in Figure 7. Once again, the lack of comments in the source code delayed the
analysis.
Insight gained from composing the overview diagram of the system showed
that the core of the graph generation functionality of Graphingwiki is in the
GraphShower class, which contains the implementation of the graph generation. This
includes traversing the graph data and generating the graph models, which implied
that the performance issues could be tracked by analyzing the execution of the
GraphShower.showGraph() function. This is further analyzed in the next chapter.
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Figure 7: system view diagram
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4.2. Graph generation
This use case analyzes the execution of the graph generation action. Performance is
measured by timing execution of the GraphShower class by injecting timers to the
source code:
(

. '
/ % 0
2 '
3

%
%
1
%
%

%
+-

0
+%

%
+'

2

.

The time method used is from the time library of python standard library. The results
were then returned alongside with the response from MoinMoin to the browser. The
functions of GraphShower are listed in the Table 6. The Figure 8 describes this
process at higher level.

Figure 8: Abstraction of the graph generation process

The process could be divided into smaller parts than described, but for the purposes
of this case study the used level of abstraction is suﬃcient.
Table 6: Timed functions
Function
traverse()
gather_layout_data()
generate_layout()
send_graph()

Description
Traverses the graph data
Collects the parameters for graphing
Creates the layout of the graph
Caches the image and creates the required HTML/Javascript code for viewing the graph

The graph generation process is analyzed with balanced tree graphs. In a balanced
tree, every node has the same amount of child nodes. Tests included trees with a
depth of two levels as described in Figure 9. The child node count for each node is
incremented from one to 11 child nodes. Each case is measured ﬁve times with
unique page trees, to mitigate server side caching eﬀects on the execution times.
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As seen from Table 7, the relevant functions from the performance perspective are
related to graph traversal, gathering layout data and sending the graph.
Table 7: Execution times with 11 child nodes
function

average execution time (s)

% of total execution time

traverse(outgraph, nodes)

1.37 * 10

-1

2.99%

gather_layout_data(outgraph)

8.66 * 10-2

1.89%

generate_layout(outgraph)

2.08 * 10-2

0.45%

send_graph()

4.28

93.70%

total

4.57

unaccounted execution time

100.00%

4.40 * 10

-2

0.96%

Figure 10 shows the total execution time taken by the process and its comparison to
the unaccounted time in logarithmic scale, which the system used for background
tasks, as the tree size grows exponentially. It shows that the unaccounted time used by
the underlying system is relatively unimportant from the perspective of this analysis.
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Figure 11, shows comparison between the two of the most time-consuming functions
in the graph generation process. Most of the time taken by the graph generation is
spent by the send_graph() function, which does the caching of the bitmap
representation to be viewed by the browser.

The results of this experiment show that the time taken by collecting and generating
the data is relatively insigniﬁcant compared to the time taken by creating and caching
the bitmap to be viewed in the browser. This implies that it is possible to shorten the
response time approximately by 90% by sending only the graph data to be visualized
in a browser.
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4.3. User creation
The user creation process is described by the Figure 12. It starts when the server
receives a create-user post request from the browser. Upon initializing the new user
instance, the request data is validated. The user name has to be unique and available
for use, and this follows the general OWASP guidelines [15].
Password can only contain alphanumeric Unicode characters and one optional
single space between words. Other restrictions are as follows: minimum length of six
characters, at least four distinct characters, user name may not be a part of the
password or password may not be a part of the user name.

Figure 12: User creation ﬂow
After the validation process has been completed, the password is encoded. Moinmoin
has two encoding options for passwords: PassLib and Secure Salted Hashing
Algorithm (SSHA). Both of them are hashing algorithms, used to transform password
to seemingly random strings of ﬁxed length. They use iterative compression function
to digest the data methodically so that the hash digest is consistent [18]. This allows
verifying the integrity of the data, assuming that the original result of the hashing
process is created in an appropriate way. The applied method is deﬁned by the
conﬁguration shown in Figure 13. Both methods enforce the hashing by adding
random information to the password. These methods are widely used in storing
passwords for user authentication. In practice, when authenticating a user, only the
stored hash and the hashed version of the password of login request are compared.

Figure 13: Choosing encoding scheme
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The user creation process continues with the creation of the user directory, as shown
in Figure 14. The directory contains the user account ﬁle, containing all user
information. The user creation process concludes with a response to the browser.

Figure 14: Write user data
Password requirements for user authentication fail to meet all OWASP
recommendations. Minimum length for the user password is six characters and the
National Institute of Standards and Technology considers passwords shorter than 10
characters weak [19]. OWASP proposes that passwords should meet at least three of
the four complexity rules [15], which are:
1. at least one uppercase character (A-Z)
2. at least one lowercase character (a-z)
3. at least one digit (0-9)
4. at least one special character
The only complexity criteria for the MoinMoin password is the rule of four unique
characters. Salt used in storing the data should be credential-speciﬁc and
cryptographically strong. The salt used by MoinMoin is a 20 characters long random
string, which is generated of random integers between 0-255. It is generated only
when necessary by using randint method contained in the standard Python library
and it is unique for all users. This string is used by password storage method of
MoinMoin by appending the salt to the password resulting in the following protected
form after hashing:
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OWASP recommends that the salt is in the hash sum before appending it in the
protected form as follow [16]:
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The password is stored as encoded, but the result of this analysis shows that there is
room for improvement in password complexity requirements and salting.
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4.4. User authentication
MoinMoin provides a base class for authenticating users. The available
implementations are MoinAuth and GivenAuth, as shown in Figure 15. MoinAuth is
used in the case that the authentication request is done via HTML login form,
whereas GivenAuth reuses the authentication performed by the web server.

Figure 15: MoinAuth classes
Upon initialization MoinMoin sets up an application context and deﬁnes the user of
the session, as described in Figure 16. At this stage, the setup_user() function in the
wsgiapp.init() starts the authentication process, if the login form is provided.

Figure 16: MoinMoin user initialization
The application context and the user object are passed as parameters to the login
handler. It deﬁnes the authentication method from the requests authentication
conﬁguration. There are three possible authentication routes, as described in Figure
17. In the simplest case, the action returns an instance of LoginReturn class shown in
Figure 18 and the user is authenticated, provided that the credentials were valid. In
other cases, multistage and redirect authentication methods are used. The multistage
method is used if there is a need to get additional login information and the redirect
method is used when authentication is performed by an external server or application.
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Figure 17: Authentication methods
Moinmoin has dedicated classes for all of these cases. They all are instances of the
LoginReturn class. Figure 19 describes these implementations. The end result of the
setup user function is an instance of the LoginReturn class.

Figure 18: LoginReturn class
The implementations clearly show that these three login classes are wrappers for the
LoginReturn. These subclasses bring unnecessary complexity to the implementation,
as the diﬀerence of these subclasses lies only in the invocation parameters of the
LoginReturn.

Figure 19: LoginReturn implementations
BaseAuth provides an extendable class for custom authentication. This can be useful
in systems and situations, requiring diﬀerent approach for authentication, i.e. Oauth
authentication etc.
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5. DISCUSSION
The objective of this thesis was to analyze Graphingwiki with software archeology
methods to gain understanding on the implementation. The results show that
Graphingwiki is tightly paired with MoinMoin and the graphing utilities depend on
third party libraries. Some dependencies were deﬁned only as imports in source code
and it could be seen as bad practice, as a comprehensive summary of dependencies
could not be found.
Software analysis revealed that maintainability of the source code is laborious
task due to the lack of documentation and insuﬃcient commenting in the source
code. Increasing modularity of the code base with proper documentation and
commenting the source code could help to improve the maintainability. Results of the
graph generation case study shows that, the performance in the time domain could be
improved signiﬁcantly. Bypassing caching of the bitmap on the server side would
drop the response time of the server up to 90%. Inspection of the user creation and
authentication process showed that the current implementations are usable but could
be improved.
In the case that the visualization of the graphs was performed by the browser,
the server only had to provide the data for the graph construction as simple JSON
(JavaScript Object Notation) objects. The current implementation of the graph
generation requires the page to be loaded upon changes. This in turn could be omitted
by creating an Application Programming Interface (API) for querying graph data
from the MoinMoin with asynchronous javascript xml (AJAX) requests.
The API approach could be implemented as MoinMoin actions in
Graphingwiki. It would be relatively simple to implement, as the Graphingwiki has
already functional graph database. This would allow faster server responses, because
it would enable bypassing the graph creation and bitmap caching.
A brief survey leads to several open source libraries: Cytoscape.js, Vis.js and
Sigma.js, that could be used to implement the graphing in the browser. This approach
was taken into consideration, when the Graphingwiki was ﬁrst created, but the
technology was not quite there yet on the browser side. As modern browser are now
capable of handling computationally more demanding tasks than ten years ago, it
would be a good time to give this approach a try.
The main developer has already started a new code repository to integrate
Graphingwiki into the MoinMoin. By doing this, Graphingwiki can get rid of the
patches, which have been the result of the lack of API:s in MoinMoin for some of its
core functionality. The further development of the Graphingwiki should support the
direction, where the new latest repository including MoinMoin is going, and provide
support the current active users.

27

6. CONCLUSION
The applied software archeology methods yielded a system view diagram, which
shows the general big picture of the system. This can be used as a reference in the
future. The time taken by the server to create visual representations of the graphs
could be potentially bypassed, if the visualization were delegated to the browser.
From the perspective of maintainability and future development, there is a
need for comprehensive documentation of the source code. It seems that only the
original author understands the intricacies of the Graphingwiki. Therefore, at the
moment the maintenance relies heavily upon one person.
This is undesirable situation as there is no contingency plan. If the
documentation were to be created, it would lower the entry barrier for developers to
contribute as compared to the current state.
Further development of the Graphingwiki requires an agreement on the
approach and next critical steps. Eronen has already started working on integrating
Graphingwiki to Moinmoin. As such any further work should be aimed to support the
future of that project.
This thesis provides a good starting point for the further development. It could
be worthwhile, to map out new potential features by surveying current active users.
As the identity of the majority of real users is conﬁdential, it is hard to provide any
real suggestions for doing that.
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Appendix 1.

graphingwiki ShowGraph.py execution trace log
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Appendix 2.

authentication logic diagram

