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ABSTRACT

Embedded computing systems appear everywhere nowadays. Because their
power has been increasing constantly, the demand to make these systems more
intelligent and interactive has been also increasing. A part of improving system
intelligence and interactivity is to create user interfaces which are responsive even
in most complex environments. This, when coupled with a need to minimize hard-
ware costs, creates a challenge of finding a good balance between resource usage
of rich content user interfaces and minimizing hardware requirements.

Benchmarking has traditionally provided good answers to these kind of ques-
tions. However, most modern day benchmarks measuring graphical power of
computing systems are mainly targeted for desktop or mobile platforms and do
not offer alternatives for pure embedded systems.

In this thesis, a benchmark suite for embedded systems using Qt, a cross-
platform application framework, is created and evaluated. This suite is mostly
targeted for users interested in finding out the graphical performance of their
embedded hardware.

The evaluation revealed strengths and weaknesses of devices measured. It also
revealed strengths and weaknesses of the benchmark suite itself.
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Hormi K. (2017) Sulautettujen laitteiden Qt-suorituskyvyn mittaus. Oulun yliopis-
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TIIVISTELMÄ

Sulautettuja järjestelmiä on nykyään joka paikassa. Niiden tehot ovat kasvaneet
jatkuvasti, mikä on johtanut järjestelmien älykkyyden ja interaktiivisuuden ky-
synnän kasvamiseen. Yksi osa järjestelmien älykkyyden ja interaktiivisuuden pa-
rantamisessa on luoda käyttöliittymiä, jotka ovat mukautuvia jopa kaikkein mo-
nimutkaisimmissakin ympäristöissä. Kun tämä yhdistetään tavoitteeseen pienen-
tää laitteiston kustannuksia, on haastavaa löytää hyvä tasapaino sisältörikkaiden
käyttöliittymien ja mahdollisimman kustannustehokkaiden laitevaatimusten vä-
liltä.

Näihin kysymyksiin suorituskykytestit ovat perinteisesti olleet hyviä antamaan
vastauksia. Monet nykypäivän grafiikkasuorituskykyä mittaavat suorituskyky-
testit tähtäävät yleensä joko työpöytä- tai mobiilialustoille, eivätkä tarjoa vaih-
toehtoja puhtaiden sulautettujen järjestelmien suorituskyvyn arviointiin.

Tässä työssä luodaan ja arvioidaan suorituskykytestipaketti sulautetuille jär-
jestelmille käyttäen Qt:ta, alustariippumatonta ohjelmistokehitysrunkoa. Tämä
paketti on tarkoitettu lähinnä käyttäjille, jotka ovat kiinnostuneita tietämään
oman sulautetun laitteen graafisen suorituskyvyn.

Arviointi paljasti arvioitujen laitteiden vahvuuksia ja heikkouksia. Myös suo-
rituskykytestipaketin vahvuudet ja heikkoudet nousivat arvioinnissa esille.

Avainsanat: testaus, laitteisto, ohjelmisto, kehitys
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ABBREVIATIONS

IoT Internet of Things
PC Personal Computer
UI User Interface
HTML HyperText Markup Language
CSS Cascading Style Sheets
CPU Central Processing Unit
GPU Graphical Processing Unit
RAM Random Access Memory
VRAM Video Random Access Memory
IPU Image Processing Unit
FPS Frames Per Second
ms milliseconds
DLL Dynamic-link Library
JSON JavaScript Object Notation
MOC Meta-Object Compiler
IVI In-Vehicle-Infotainment
API Application Programming Interface
IDE Integrated Development Environment
EEMBC EDN Embedded Microprocessor Benchmark Consortium
SoC System on a Chip
QQC Qt Quick Controls
QML Qt Meta Language
I/O Input & Output
SDK Software Development Kit
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Amean Mean value
ai i:th frame time value of the second
i Index number
Amedian Median value
Astd Standard deviation value
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1. INTRODUCTION

Embedded systems are a combination of hardware and software designed to perform
a dedicated function. They can be found from many modern mechanical and electric
systems, such as cars, microwave ovens and thermometers. Embedded systems handle
a lot of functionality that would be otherwise impractical or even impossible to do
[1, 2, 3].

The number of embedded systems has been growing steadily over the years. With
concepts such as smart devices, Internet of Things (IoT) and connected cars gaining
ground in the world, the growth rate has been increasing rapidly. This has also meant
a growth in embedded software development, which has also grown exponentially.
At the same time the demand for interactive devices has also been increasing. This
puts manufacturers in a position where user interfaces need to cover more and more
functionality of the underlying system while also keeping it as simple as possible [1,
4, 5, 6, 7].

1.1. The growth and popularity of consumer oriented embedded devices

Today’s embedded systems are usually smart devices and the number of these devices
has risen dramatically in the last 10 years. When the first smartphones were released,
the smartest consumer devices were mostly desktop PCs, laptops, feature phones and
various music and video players. Since the introduction of smart phones to the public,
we have seen new smart devices, such as smart TVs, home appliances and cars, come
available [4, 6].

The adoption rate of different embedded devices has been steadily increasing and
will increase in the future, as Figures 1, 2 and 3 show. Before 2005, most computing
devices in use were personal computers (PCs), either laptops or desktop computers.
Between 2005 and 2006 smartphones started appearing and the number has been grow-
ing rapidly, surpassing the number of PCs in 2012-2013. Tablets appeared in 2009 and
a year later Internet of Things devices started appearing along with smart TVs. While
the number of tablets started growing slowly in 2013, the number of IoT devices has
risen rapidly and is growing exponentially.

It is estimated that by the year 2018 there will be more IoT devices alone than PCs,
smartphones and tablets combined. Consumers have seen this growth as an increased
number of smart devices appearing everywhere. Smart TVs are nowadays pretty com-
mon in Japan, US and Europe and while connected cars are still a niche category,
Figure 3 estimates shipments to be roughly 80 000 000 cars globally by the year 2020
[4, 8, 9, 10].

The increase in devices utilizing embedded systems can be explained by looking at
the power consumption evolution and performance growths of low-power processors.
The power consumption has got lower while performance has got better resulting in
better performance-per-watt. This has got to the point where low-powered processors
have gained the ability to run applications with increasing complexity [11, 12].



8

Figure 1. The number of different computing devices in use globally [4]

Figure 2. Smart TV household penetration [8]

Figure 3. Estimated global connected car shipments [10]
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1.2. Embedded world as seen by developers

The advent of smart devices has brought new challenges for software and hardware
developers. Software complexity in embedded systems has grown enormously and
innovation cycles have shortened. At the same time, there are consumer’s needs that
need to be satisfied and budget limitations, which affect the project. To fulfill these,
there has to be close communication between hardware and software developers and
the target hardware must be chosen carefully beforehand and it must be ensured that
this hardware can do all the functions that are required from the software. [2, 3]

Users’ expectations from devices are getting higher and higher. What functionality
was expected only from laptops and desktop PCs 7-10 years ago, is now also expected
from mobile devices. This includes an easy-to-use, fluid user interface, ability to play
music, videos and games, ability to make calls, chat with friends, use social media
and (although in a smaller scale) edit documents. In addition, new functionality ex-
pectations have arisen, such as an ability to interact and integrate with other devices.
[7]

User interfaces are important to end users as they give an initial impression and play
an important role in accessing the services an embedded device provides. Failing to do
these well will usually result in poor satisfaction when the user is not able to do what
they want because the interface is too complex or the device is “too slow”. The initial
impression is also important, especially on higher-end products, where such things
give the impression of luxury that the user expects.[13]

The task of software developers is to create the software for the device. This software
should meet all the specifications set in the product documentation and it should also
run without any problems on the target device. To achieve this, software developers
need to optimize the code to run as efficiently as possible on the target hardware [14,
15]. They are also responsible for making the user interface work seamlessly and
effortlessly on the hardware. These processes can be time consuming and expensive
in terms of man-hours and money. To avoid unnecessary code writing, developers
often use existing libraries and frameworks which provide various functionalities. To
evaluate whether to use these frameworks, developers need to make an estimation how
much time and money would be spent on the frameworks and compare this to how
much would be spent when developing own frameworks.

Hardware developers’ task is to create hardware suitable for running all the functions
that are specified in the product documentation. This hardware must be optimized so
that it is cost effective and powerful enough for the task [15]. When the hardware gets
more powerful, the cost also rises. The rise of the cost is linear at first but turns to expo-
nential after a while, which makes it important to find suitable minimum specifications
for the hardware.

If a too cheap device is chosen at first, it might have disastrous results during the de-
velopment cycle. At this point the best solution would be either to make a compromise
between functionality and smoothness of the program, leaving the final product in a
state where there is either impaired functionality or the user experience is subpar, or
start again with new hardware, which can be very expensive. The second-best solution
would be to abandon the project completely and maybe start another. This decision
might also be made when changing hardware in the middle of a development cycle to
avoid further losses. Therefore, it is important for hardware developers to make sure
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that the chosen hardware is optimal. However, choosing optimal hardware is not an
easy task; developers need to know the limits and capabilities of the hardware before
making the decision of buying it. This information can be acquired by testing the
hardware extensively using programs called benchmarks.
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2. USER INTERFACES IN EMBEDDED COMPUTING

User interfaces play a big part in computer interaction. In embedded computing they
have evolved from simple text based user interfaces to complex user interfaces using
lots of images, animations and even 3D models. For embedded manufacturers, this has
meant an increase in time taken to design and implement user interfaces for devices
they produce. This has manifested as an increase of ways to develop user interfaces as
manufacturers seek ways to make user interface development faster and cheaper. These
ways can be roughly divided into two different categories: user interfaces that use
platform native graphics libraries and user interfaces that use web technologies such as
HTML5 and JavaScript [3]. This chapter covers these approaches and their advantages
and disadvantages. Finally, development challenges are also discussed along with how
some of these challenges can be overcome by proper testing and benchmarking of an
embedded device.

2.1. User interfaces built with web technologies

HTML, JavaScript, Cascading Style Sheets (CSS) and many other technologies have
been used to create highly interactive websites and even web applications. When
HTML5 was released in 2014 [16], it made embedding additional media, such as video
and audio, straight into the website possible without using any additional technologies
like Adobe Flash. This also made the HTML5 + JavaScript + CSS combination an at-
tractive way of creating applications for embedded platforms. It is easy to create a user
interface that scales well to different screen sizes. In addition, many elements from
websites can be reused in an application. The portability is high in HTML5 based user
interfaces: they can be ported to almost any embedded hardware supporting a screen
if the target hardware has the means to render the content i.e. a layout engine.

Using web technologies to build an interface has many advantages:

• Portability: an application built on top of HTML5 + JavaScript + CSS can be
ported very easily as is to many other platforms, provided that these platforms
have a layout engine available [17].

• Ability to create and test prototypes very quickly. Due to the nature of websites
being read on the fly by the layout engine, no compilation is needed.

• Low development costs. Since web development is fast and there’s no need to
focus on rendering aspects etc., the cost for developing a user interface can be
low.

• Fast deployment to the market. Due to the HTML5’s ability to be quickly pro-
totyped, the UI can be finished relatively fast which can also lead to shorter
deployment time.

However, this approach also has its disadvantages:

• Poor performance. Since user interfaces built on top of web technologies rely
on the web browser’s layout engine for rendering, it cannot be optimized much.



12

This can be avoided by either creating a layout engine from scratch or by mod-
ifying the used engine. Both options increase development time and costs sig-
nificantly, so careful evaluation must be applied when deciding whether the op-
timization gains are worth spending extra time and money.

• Security problems. As with web browsers in general, the underlying engine and
other middleware can have several security holes which are not controlled by the
developers. In addition, HTML5 and JavaScript applications can be vulnerable
to various attacks if not developed properly [18, 19].

• Animations and overall fluidity may not be smooth due to the WebView loading
on-demand [20].

2.2. User interfaces using native toolkits

User interfaces have been traditionally built using toolkits and frameworks that then
use platform native rendering methods to render the content to the screen. User in-
terface is first designed and then programmed into the application. While this usually
means that more time is spent on coding the application, it also has the advantage
of fine tuning. Developers can optimize their UI code very well since programming
directly to the hardware can grant low level access. Also, for platforms that use an
embedded operating system, such as Android devices, a native user interface is pre-
ferred because it integrates into the operating system [20, 21]. Native user interfaces
can usually only be done using the toolkit native to that platform.

User interfaces that are programmed natively have the following advantages:

• Good performance. User interfaces use directly platform native rendering APIs
which results in smaller overhead since no additional web browser is needed. In
addition, performance can be tweaked a lot since the UI itself is programmed to
the system.

• Secure platform. Since there’s no external layout engine/web browser in use,
there is no need to deal with the security problems found from them.

• Very customizable. The whole UI code can be customized easily, even on the
lower levels. This affects the low-level code also and can be used to customize
and optimize code to e.g. reduce the time it takes for a device to boot from
shutdown state to a fully working state.

There are also disadvantages in programming native UIs:

• High maintenance costs. This can be lowered by designing the application well,
though this may lead to additional costs in development phase.

• Prototyping and testing is slower than with web technologies since usually the
application must be compiled each time a change is made. Some technologies,
such as Qt QmlLive [22] have been developed to remove the need of recompiling
the whole application.
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• Porting is not as easy as with HTML5, though it can be made easier by using
cross-platform libraries.

Table 1. Differences between Web technologies and native toolkits
Native toolkits Web technologies (HTML5, Javascript, CSS etc.)

Development speed Moderate Fast
Development cost High Low
Maintenance cost High Low
Graphical performance High Moderate
Security High/Moderate Moderate/Low
Portability Moderate High

2.3. Challenges in developing user interfaces to embedded devices

When it comes to developing user interfaces to embedded devices, there are several
things to be taken into consideration. As mentioned in the introduction chapter, user
interfaces play an important role in the overall impression made by the product. There-
fore, a smooth, easy-to-use user interface is a big part of a well-made embedded prod-
uct.

The user interface should not consume too much resources, since it is also in manu-
facturer’s interests to keep hardware costs as little as possible. This creates a challenge
where a suitable hardware should be as cheap as possible without compromising the
quality of the software or the user interface. If the hardware is not powerful enough,
the functionality of the software suffers and the user interface does not perform opti-
mally, leaving consumers unimpressed [23]. On the other hand, having more powerful
hardware than needed is expensive and is essentially wasted money.

To avoid these problems, embedded hardware should be designed for the software
it will be running. This usually means a custom embedded solution, that is iterated
repeatedly to attain an optimal result. This custom solution is usually derived from
a reference board used in software development. However, selecting a suitable ref-
erence platform may be difficult because the software has not been made yet. This
is where benchmarks come in. Benchmarks are widely used when creating hardware
architectures and are very useful in giving knowledge of the overall performance [24].
They can be used to evaluate the performance difference of different iterations. A
well implemented benchmark can even be used to pinpoint and fix pain points of the
architecture.
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3. BENCHMARKING

Benchmarking is the act of measuring the performance of an object, such as a computer
or an algorithm, by running tests that produce a measurable workload [25, 24, 26,
27]. Benchmarks are widely used and are considered to be a quantitative foundation
of computer architecture research [27, 26]. Among the most used benchmark suites
for testing different architectures is Standard Performance Evaluation Corporation’s
(SPEC) benchmark suites, such as SPEC CPU2006 [26]. For traditional benchmarking
LINPACK Benchmark and its derivatives have been a very popular choice [28].

For a benchmark suite to be relevant, it needs to have at least the following
properties[27]:

• The applications in the benchmark suite should be written with target systems
in mind. This means that benchmarking applications shouldn’t be written for
desktop computers if the target is an embedded system.

• The benchmark suite should represent the applications the target system is run-
ning. While synthetic tests are good to have, alone they do not necessarily rep-
resent real application usage scenarios.

• The workloads produced in the benchmark suite should cover most if not all the
aspects of the target application’s behaviors.

• The benchmark suite should utilize state-of-the art algorithms and techniques.
Using old techniques lowers the relevancy of the suite.

A benchmark suite should also have reliable measuring that leads to deterministic re-
sults each time the suite is run. In practice this is hard to do and usually requires each
test to be run multiple times to get good results.

3.1. Benchmarking in desktop computers and servers

Traditional computer benchmarks have been around for a while. One of the earlier
benchmarks, called Whetstone, was written in 1972 using ALGOL60 and measured
floating-point arithmetic performance [29, 30]. Since then desktop and server bench-
marks have evolved alongside computers and now cover many different aspects, in-
cluding CPUs with multiple cores, GPUs, Storage and load capacity benchmarking
[31, 32, 33].

On desktop side many benchmark suites are consumer oriented and are used to test
the performance of the whole machine. Examples of these benchmark suites are Fu-
turemark’s 3DMark[32] and PassMark’s PerformanceTest [31].

3DMark is a mostly GPU oriented benchmark suite. It contains various benchmarks,
though by default only one is installed, the rest being downloadable.

• Time Spy benchmark is included by default and uses DirectX 12 API for ren-
dering. The benchmark contains four tests: one demo test, two GPU tests and
one CPU test. The demo test plays an animation sequence, which shows the
scene that is later used to measure the performance. The first GPU test measures
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the GPU rendering capabilities when the scene has lots of transparent objects,
particle shadows and tessellation. The second GPU test contains volumetric illu-
mination and a large number of small particles. The CPU test measures physics
simulation, occlusion culling and procedural generation performance.

• Fire Strike benchmark targets high-end DirectX 11 hardware. It has five tests
with a structure similar to Time Spy benchmark: one demo test, two GPU tests,
one CPU test and one combined test. Like in Time Spy benchmark, the demo
test plays an animation sequence showing the scene that is used to evaluate per-
formance. The first GPU test contains tessellation and volumetric illumination
and the second GPU test contains smoke simulation using compute shaders and
dynamic particle illumination. The CPU test has 32 parallel soft and rigid body
simulations running on a CPU. The Combined test uses elements from both CPU
and GPU tests.

• Sky Diver benchmark uses DirectX 11 API and targets mid-range hardware.
Similar to previous benchmarks, this benchmark is also divided to four different
tests: one demo test, two GPU tests and one CPU test. The demo test has the
same purpose as previous benchmarks’ demo tests. The first GPU test measures
performance using tessellation and forward lighting. The second GPU test uses
pixel processing and compute shader-based deferred tiled lighting. The CPU test
measures performance by simulating an increasing number of physics objects.

• Cloud Gate benchmark uses primarily DirectX 11 API, but is compatible with
DirectX 10. The benchmark has one demo test, two GPU tests and one CPU test.
The first GPU test contains post processing, particle effects and a lot of geometry
while the second test contains volumetric illumination with geometry and post
processing. The CPU test has 32 parallel soft and rigid body simulations.

• Ice Strom benchmark uses DirectX 11 API, but is compatible with DirectX 9.
This benchmark is also available on Android and iOS devices. The structure of
the benchmark is similar with previous benchmarks: there is one demo test, two
GPU tests and one CPU test. The first GPU test contains shadows and lots of
vertices. The second GPU test contains particle effects and post processing. The
CPU test runs two soft body simulations and two rigid body simulations in four
separate threads.

PerformanceTest contains five different benchmarks, covering different computer
parts. These benchmarks are:

• CPU Mark tests CPU capabilities by calculating integer math, prime numbers,
floating point math and physics. It also tests compression, encryption, extended
instruction sets, sorting and single threaded CPU performance.

• 2D Mark tests GPU’s 2D rendering capabilities. This includes simple and com-
plex vector rendering, text rendering, image filters, Direct 2D and windows in-
terface rendering.

• 3D Mark tests GPU’s 3D rendering capabilities in DirectX 9, 10, 11 and 12. It
also tests GPU computing performance.
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• Memory Mark tests system RAM. It measures the reading speed of both cached
and uncached memory. Memory write speed, latency and threaded read speed
are also measured.

• Disk Mark measures disk writing and reading speeds. The benchmark includes
disk sequential read and write, random seek, read and write, and CD/DVD read
tests. These tests are run against the primary system disk by default.

There are also a variety of benchmarks dedicated to producing extremely heavy
loads on CPU and GPU, such as Prime95 or FurMark. These benchmarks usually
target only one part of a computer. The main usage for these programs is to test system
stability when overclocking.

For servers, several load capacity benchmark suites exist [34]. These benchmarks
are an important part of testing servers or web applications to ensure that they are able
to handle even high load capacities [35].

3.2. Benchmarking in embedded computers

When embedded systems are designed, it is critical that the performance of the system
is taken into account in the design process [36, 37, 38]. To make the performance
measuring process easier, benchmark suites specializing in covering embedded needs
have been created [38, 39]. These benchmark suites attempt to produce workloads
typical of different use case scenarios of embedded devices [38].

One of the best known embedded benchmarking suites is the EDN Embedded Mi-
croprocessor Benchmark Consortium’s (EEMBC) benchmark suite [39, 38]. The suite
was developed to provide meaningful benchmarks that reflect real-world applications
[40]. The first published EEMBC had five different benchmark suites for different use
case scenarios: Automotive/Industrial, Networking, Consumer, Telecommunications
and Office [40, 38]. Today EEMBC has benchmark suites covering phones, tablets,
cloud computing, big data, heterogenous computing, IoT, multicore processors in ad-
dition to the old ones [41].

Another well-known embedded benchmark suite is MiBench. Originally MiBench
was born as an open source alternative to EEMBC benchmarks, because EEMBC
benchmarks were not easily accessible due to the high cost of joining the EEMBC
[38]. MiBench is essentially a set of 35 benchmarking applications, which are divided
into six benchmark suites like in EEMBC [38]. Each suite has a number of tests, refer
to Table 2 for a full list of tests included in each suite. Included benchmark suites are
[38]:

• Consumer devices - Contains benchmarks that test typical consumer activity,
such as video encoding, image encoding/decoding and music encoding.

• Office automation - Contains benchmarks that are intended to represent office
activity, like word processing, printing and spell checking.

• Automotive and industrial control - Tests cover basic math operations, bit count-
ing, quicksorting of large arrays and image recognition.
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• Networking - The goal is to perform benchmarks that resemble normal switch
and router usage [38]. These benchmarks include an implementation of Dijk-
stra’s algorithm and Patricia data structure. Some tests are the same as in the
security and telecommunication tests.

• Security - These tests are not covering a certain use case but are meant to test the
embedded systems in general. Encoding and decoding of different encryption
algorithms are used for testing.

• Telecommunication - This category has tests which attempt to imitate typical
phone usage, such as voice encoding/decoding and FFT transformation that is
used a lot in signal processing.

Table 2. Benchmarks in MiBench
Autom./Industrial Consumer Office Networking Security Telecom.
basicmath jpeg ghostscript dijkstra blowfish enc CRC32
bitcount lame ispell patricia blowfish dec FFT
qsort mad rsynth (CRC32) pgp sign IFFT
susan (edges) tiff2bw sphinx (sha) pgp verify ADPCM enc
susan (corners) tiff2rgba stringsearch (blowfish) rijndael enc ADPCM enc
susan (smoothing) tiffdither rijndael dec GSM enc

tiffmedian sha GSM dec
typeset

3.2.1. Mobile benchmarking

Mobile devices have also their own benchmark suites. While mobile devices itself are
embedded systems, these benchmark suites are closer to desktop oriented benchmark
suites. Some formerly desktop only benchmarks, such as 3DMark, have expanded to
mobile devices, providing benchmarking suites for Android and iOS devices [32, 42,
43]. There are also benchmarks made exclusively to mobile devices.

AnTuTu is probably the most well-known out of all mobile exclusive benchmarks.
It has five categories, each having two tests. These categories are scored based on how
well a mobile device performs in the test. All scores are then combined to get the final
score [44]. The five categories are:

• User Experience (UX) category has two subcategories: Multitask and Runtime.
Multitask scores based on how well the device can multitask. Runtime measures
how well apps run in a device [44].

• RAM category measures RAM operation and RAM speed [44].

• CPU category measures CPU’s integer and floating-point capacities [44].

• GPU category measures GPU’s 2D and 3D performance [44].
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• I/O is divided into two subcategories: Storage I/O and Database I/O. Storage I/O
measures access from internal storage while Database I/O measures database
access [44].
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4. BENCHMARKING OF EMBEDDED PLATFORMS USING
QT

Qt is a cross-platform software development kit (SDK) that is mainly used to create ap-
plications for different platforms.[45]. Qt is also available on embedded platforms and
is especially used to create user interfaces to various devices such as TVs [46, 47]. The
challenges of developing to an embedded device described in the introduction chapter
are one of the biggest reasons why developers need to benchmark their embedded de-
vices. When using Qt, there is a need to test Qt’s performance on these devices as well.
This chapter briefly introduces Qt and its embedded platform development offerings
and then focuses on why benchmarking Qt on embedded devices is important.

4.1. Introduction to Qt

Qt is a cross-platform framework for creating applications to desktop, embedded and
mobile environments. Currently it supports a wide variety of platforms, such as Win-
dows, Linux, macOS and Android [48, 49]. All the supported platforms can be seen
from Table 3 [50]. Qt is written in C++ and utilizes a tool called Meta-Object Compiler
(MOC) to extend the capabilities of the C++ language with features such as signals
and slots [50, 51]. MOC works by parsing source files containing Qt extended C++ to
compliant C++ before compiling [50]. Qt also provides its own utility for generating
Makefiles called qmake and an integrated development environment (IDE) called Qt
Creator [50, 52, 53].

Qt is open source software utilizing a dual licensing system, where open source
version uses GPL 2.0, 3.0 and LGPL 3.0 licenses while proprietary developers can
develop software using Qt Commercial License [54]. Due to the nature of being both
open source and a commercial product, Qt is developed both by The Qt Company Ltd
and the Qt Project under open-source governance.

Table 3. Supported platforms
Target Host

Desktop
Desktop Linux Desktop Linux
macOS macOS
Windows 7 or higher Windows 7 or higher

Embedded, RTOS
Embedded Linux Desktop Linux
QNX Desktop Linux, Windows 7 or higher
VxWorks Desktop Linux, Windows 7 or higher
Windows Embedded 7 Windows 7 or higher

Mobile
Android Desktop Linux, macOS, Windows 7 or higher
iOS macOS
Windows Phone Windows 8 or higher
Windows RT Windows 8 or higher
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4.1.1. Qt on embedded platforms

Qt offers a fully-integrated solution for embedded development called Qt for Device
Creation, which provides a complete toolchain and a reference image called Boot2Qt
[46]. Boot2Qt uses Yocto, an open source collaboration project aiming to ease the cre-
ation of custom Linux-based embedded systems, as a reference system, providing Qt
specific tooling on top of it [55, 56]. As Table 4 shows, pre-built images and toolchains
are available for various devices and users are able to build their own image using the
meta-boot2qt layer with Yocto’s build tools [57]. Integration is provided to Qt Creator
with QDB, a program designed for recognizing and establishing communication with
Boot2Qt devices connected to the host computer via USB [58].

Qt also offers Qt Automotive Suite, which is an offering targeted specifically for
automotive industry. It is built on top of Qt for Device Creation and offers extra tools
and software components for In-Vehicle-Infotainment system development [59, 60].

Table 4. Platforms which have Qt for Device Creation images pre-compiled
Device Qt support level group
NVIDIA Jetson TX1 Group 1
Toradex Apalis iMX6 Group 1
NVIDIA DRIVE CX Group 1
Boundary Devices i.MX6 Boards Group 2
Freescale R© SABRE SD i.MX6Quad Group 2
Intel R© NUC Group 2
Toradex Colibri iMX6 Group 2
Toradex Colibri iMX7 Group 2
Raspberry Pi 3 Model B Group 2
Toradex Colibri VF61 Group 2
Toradex Colibri VF50 Group 2
WaRP7 Group 2

4.2. Benchmarking Qt on embedded platforms

While Qt for Device Creation eases the initial development of the software by pro-
viding a pre-built software stack[61], the problem of choosing a suitable device for
running the required content still persists. Manufacturers still have to select hardware
that can handle the software developed for it while costing as little as possible. This
usually leads to manufacturers selecting a device that is way more powerful than is
actually needed and thus spending more money on power that is not used. Sometimes
this leads to manufacturers choosing a device which is underpowered for their needs.
This is usually found out late in the development cycle leading to additional costs [62]
when the target device is changed or the software requirements are altered, leading to
the abandonment of the project in the worst case.

The obvious solution here is to test the devices beforehand in order to make sure that
the most suitable device is selected for development. Doing this manually, however,
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takes a lot of time and requires testers to know which parts are most important and
critical for the project.

Embedded device benchmarks are a good start and while they can give a good overall
picture of device capabilities, there still remain a couple of problems. MiBench is quite
old and doesn’t have any GPU intensive use cases. Today’s EEMBC Benchmarks
might cover GPU but these benchmarks are not accessible to everyone as it requires
money to join the consortium which is required in order to access the benchmarks
EEMBC provides. Neither really covers any graphical aspects of embedded systems,
which are a big part in most of Qt use cases.

In addition, using a toolkit such as Qt always changes things. For example, user in-
terfaces created in Qt Quick have different performance from user interfaces created in
Qt widgets; both having different performance from programming GUI straight to the
hardware. When using these toolkits, the manufacturer’s questions are not necessarily
"How well does my device perform?" but rather "If I have Qt on my device, how well
does it perform there?", "How much stuff can I have on my device when using Qt?"
etc. The solution here is to use a benchmark that uses Qt and tests Qt functionality
extensively on a device.

There already exists a benchmarking tool that uses Qt named qmlbench [63]. This
tool has quite useful tests for testing a device’s performance such as GPU through-
put tests and various image handling tests. However, qmlbench was designed for Qt
performance regression testing rather than testing Qt’s capabilities on an embedded
device. While artifical tests are useful, there needs to also be testing for scenarios that
resemble real world usage of Qt.

In addition, qmlbench doesn’t test everything. One major thing missing is a test set
for Qt3D, which is a 3D engine for Qt. In this thesis, a new Qt benchmark suite is
designed. This benchmark suite is meant to be used alongside traditional benchmarks
and is used for testing Qt’s capabilities on an embedded device.
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5. QT BENCHMARK SUITE

The Qt Benchmark Suite is a set of benchmarks that are intended to be used for find-
ing how well different scenarios created with Qt perform in an embedded device. The
benchmark suite consists of three parts: the benchmark suite, a frame time measure-
ment plugin and a result reading program. This chapter covers how these programs
work, focusing particularly on the measurement plugin and the test suite.

5.1. Overview

The purpose of this benchmark suite is to give developers an insight into the capa-
bilities of their hardware. In particular, it focuses on Qt side of performance bench-
marking, essentially providing an answer to the question “How well does the device
handle applications running on top of Qt?”. This is done by measuring the capabilities
of CPU, RAM, GPU. Additional processing units, such as possible image processing
units, are not taken into account since Qt by itself does not support these out of the
box.

5.2. Development

In this work the main focus has been on GPU benchmarking. This was selected because
while Qt covers a lot of different areas, one of the bigger things the framework is used
for is to create user interfaces or just display graphics. Graphics performance of the
hardware has been one of the key things customers have been wanting to benchmark
so it was deemed essential.

Three different programs were created during the development: a shared library
plugin measuring video frame time by injecting code, the benchmark program and a
program to read results. The biggest focus of these chapters is on the frame time injec-
tor library and the benchmark program since they contain the main implementations
that affect the final result of the project.

5.2.1. Measuring frame time by using DLL injection

One of the essential things in benchmarking GPU performance is to measure frame
times. Frame times tell the time it takes to render a single frame and are usually mea-
sured in milliseconds. Another widely used measurement unit used for benchmarking
is frame rate, which tells how many frames are rendered in one second and is measured
in frames per second (FPS). Frame times and frame rates are linked to each other i.e.
you can get approximate frame time from FPS and vice versa.

The variation of frame times is one of the features that is noticed almost immedi-
ately on a screen, especially when going way below the screen’s refresh rate. When
measuring FPS, it is important to remember that FPS scale is logarithmic where frame
times are in linear scale [64, 65] and in low frame rates the number of milliseconds
that cause frame rate to change is getting exponentially higher. Figure 4 shows that
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a seemingly big drop from 1000 FPS to 900FPS has about 0.1 ms difference while a
drop from 60 FPS to 56.25 FPS has about 1.1 ms difference in frame time [65]. This
makes frame times more attractive for measuring due to their linear nature which is
easier to use for evaluation and analysis. In addition, frame times can tell if there are
big time differences in rendering frames. Qt Benchmark shows both frame rate and
frame time when benchmarking but for evaluation and analysis, frame times are used.

Figure 4. How frame time affects frame rate.

The most accurate way to capture frame time would be to get timestamps directly
from the GPU. OpenGL has had a support for GPU timestamps and timer queries since
OpenGL 3.3 [66] but since most embedded systems use OpenGL ES, the timers must
be provided as extensions because OpenGL ES core specification doesn’t have timers
or timer queries [67, 68, 69, 70, 71]. Another way to measure time with OpenGL
ES would be to call glFinish() and measure time points from when it returns. This,
however forces CPU and GPU to synchronize, which causes parallelism to be lost.

Since all GPU vendors don’t have OpenGL ES timer query extensions available, an
alternative implementation had to be built. While GPU timestamps could be queried
from GPU drivers, it would be impractical to do this since there are multiple different
vendors each with their own drivers that could even vary between different GPUs.

It was decided that the frame time would be measured as a delta time between the
beginning of frame rendering and the swapping of a frame. This implementation has
a slight overhead due to measuring time from CPU and the fact that there are usually
different libraries and APIs that abstract GPU details from the developer. The overhead
is reduced by going as low level as possible, which reduces the number of instructions
executed between drawing commands.

Because the reference embedded Linux image supplied by Qt uses EGL - an inter-
face between OpenGL ES and underlying native platform windowing system [72] - as
a rendering interface for most supported platforms, the time points were decided to be
measured from EGL commands that Qt executes when drawing the frame.

As Figure 5 shows, normally the application communicates with Qt Framework,
which has a rendering thread which communicates with EGL using EGL Qt Platform
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Abstraction plugin. EGL then communicates with GPU by having its functions imple-
mented in GPU drivers. GPU then draws to the framebuffer which usually is directed
to the screen. To capture time points when EGL commands are called, it would nor-
mally be necessary to reimplement some of the EGL functionality, which would be
tedious since each driver provides its own implementation of EGL. However, many
operating systems provide a way to execute your own code while calling library func-
tions. This method is called DLL injection and it is done by injecting a shared library
to a program, which then shadows original symbols with its own function symbols.

Qt Benchmark uses DLL injection to measure time points when the first eglBindAPI()
of the frame and eglSwapBuffers() of the same frame are called. By subtracting the
time point of eglBindAPI() from eglSwapBuffers() timepoint, the time to draw a frame
is got. Qt Benchmark polls this data regularly using the getFrametime() function. Fig-
ure 6 shows how the injected shared library interacts with the application, Qt Frame-
work and EGL. In addition it is possible to measure the time it takes between eglSwap-
Buffers() and eglBindAPI() of the new frame. Due to the Qt Quick Scene graph ren-
derer being usually in a separate thread, this time is very low, mostly consisting of
emitting various signals and cleaning the renderer in preparation of a new frame. How-
ever, this interval time might be a good indicator in detecting if the CPU is clogged.
If the interval time rises significantly, it might be because all the CPU is being used at
the time.

5.2.2. Qt Benchmark

The Qt Benchmark suite consists of a single program. This program is run on a tar-
get device and it goes through all the tests while recording frame time. Once all the
tests have been completed, the program saves the recorded frame times, the number of
elements shown/used at the time and, depending on the test, the final element amount
that was run to a binary JSON file. The binary JSON file uses the binary representa-
tion used internally in Qt and is more efficient than a plain text JSON file in size and
conversion speed [73]. The benchmark program comes also with a helper script which
preloads the injector plugin and disables vertical sync unless –vsync -flag is used.

All benchmarks have a little rectangle in the top right corner with constantly chang-
ing colors. This rectangle was added to force Qt Meta Language (QML) scenegraph
to draw frames as fast as possible. Otherwise, scenegraph would optimize itself by not
redrawing the scene, resulting in frame times suddenly rising to thousands of millisec-
onds at worst when measuring the time between two buffer swaps.

Tests are divided into eight different benchmark groups, each having focus on a
different area:

• Snowy Terrain with QML elements benchmark: This benchmark combines ele-
ments from other tests into a single benchmark. It shows how well a device can
handle a typical scene containing 3D graphics, particles and QML objects, such
as user interface elements.

• Textures benchmark: Shows how big textures the device’s GPU can handle. Usu-
ally texture sizes are either limited by GPU, OpenGL ES specification or the
amount of (V)RAM the device has.
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Figure 5. How Qt Benchmark communicates with GPU without injector plugin on
Linux on i.MX6 based harware.

• GPGPU benchmark: Tests the GPU calculation capabilities by assinging large
amounts of calculations to GPU. Normally these tests are done using OpenCL
or CUDA but since Qt doesn’t have direct support for these, the benchmark uses
OpenGL shaders instead. Each test has different calculation operations being
done to a specific datatype. Tested datatypes are 2D, 3D and 4D vectors and
2x2, 3x3 and 4x4 matrices.

• Water & Terrain showcase benchmark: This benchmark is mostly to showcase
the power of Qt3D, but also acts as a benchmark on how much rendering a device
can handle. The scene is rendered three times per frame in order to produce a
water effect.

• Object limit benchmark: Tests how many QML objects a device can render at
the same time. Due to the limitations of OpenGLES 2.0, which some devices
use, some tests have also a limit how many items can be put on the screen at
once.
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Figure 6. How Qt Benchmark communicates with GPU and injector plugin on Linux
on i.MX6 based harware.

• 60 FPS benchmark: This benchmark is very similar to the object limit bench-
mark but instead of adding more items to the scene until FPS drops below 10, it
attempts to find out how many items the device can render at once while main-
taining 60 FPS or about 16.67 ms. During evaluation, the limit was lowered to
55 FPS (about 18.18 ms).

• GPU Throughput benchmark: A subset of 60 FPS benchmark, this benchmark
uses objects that specifically cause a heavy load to GPU.

• 2D Images benchmark: Another subset of 60 FPS benchmark, this benchmark
focuses on 2D images and operations such as rotations etc.
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5.2.3. Result Reader

Result Reader is a software written for reading binary JSON files that Qt Benchmark
outputs. It takes the file and parses all the data in it to charts, which the user can view.
It shows frametime, median frametime, average frametime and the amount of objects
at that time point if applicable.

Figure 7. Qt Benchmark ResultReader running on Windows displaying results of a
single test run.
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6. EVALUATION

The benchmark was evaluated by running the benchmark suite on a variety of de-
vices. When the suite was finished, the results file was loaded to Result Reader and the
generated graphs were used to evaluate both the performance of the devices and the
highlights and pitfalls of the benchmark suite. Originally, at least five different devices
from different performance levels were intended to be used. However, the way FPS
injector works there were problems getting it to work with some of the devices so in
the end only two devices were used in the analysis. The following chapter discusses
this problem and proposes ways to fix it.

The devices used for analyzing are Toradex Apalis iMX6 Dual and Raspberry Pi 3
Model B. Table 5 shows that Raspberry Pi 3 has a newer ARM CPU, with twice as
many cores and a little bit higher clock frequency. Raspberry Pi 3 also has more RAM
than Apalis iMX6, but the RAM type is LPDDR2, whereas Apalis iMX6 Dual has
DDR3. Both use Unified Memory Architecture (UMA), meaning that both the CPU
and the GPU share the RAM.[74, 75]

Tests were run using 800x480 resolution on both devices. Due to Raspberry Pi
3’s GPU drivers not being supported by Qt3D by the time of writing, all benchmarks
utilizing Qt3D were only run on Toradex Apalis iMX6 Dual.

Table 5. Specifications
Apalis iMX6 Dual Raspberry Pi 3 Model B

SoC NXP i.MX 6Dual Broadcom BCM2837
CPU 2 x ARM Cortex-A9 4 x ARM Cortex-A53
CPU Clock 1.0GHz 1.2GHz
RAM 512MB DDR3 1GB LPDDR2
GPU Vivante GC2000 Broadcom VideoCore IV
Unified Memory Architecture (UMA) Yes Yes

6.1. Result analysis

Benchmarks with only one test or device have all their images along with the analysis.
The other benchmarks have only one image pair (one test with both devices) presented
with the text, the rest have been moved to attachments to reduce cluttering. All tests
with multiple devices have comparison analysis between devices, while tests with only
one device have a focused analysis.

Frame times were measured every 10 milliseconds. Mean, median and standard
deviations were calculated for every second. Mean was calculated using

Amean =
1

10

10∑
i=1

ai, (1)
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where Amean is the mean value, and ai is the i:th frame time of the second. Median
was calculated by sorting frame times of a second to ascending order and using

Amedian =
a4 + a5

2
, (2)

whereAmedian is the median value, and a4 and a5 are 4th and 5th elements of the sorted
frame time list. Finally, standard deviation was calculated using

Astd =

√√√√ 1

10

10∑
i=1

(ai − µ)2, (3)

where Astd is the standard deviation value, ai is i:th frame time of the second and
µ = Amean.

6.1.1. Snowy terrain with QML elements

This benchmark was only run on Toradex Apalis iMX6 Dual because it includes a 3D
scene created with Qt3D. In Figure 8 the framerate is mostly stable but gets two no-
ticeable spikes, one on two-second mark and one on about seven-second mark. These
spikes come when the scene is still having some objects loaded. Especially the 3D
scene in the background takes a couple of seconds and leads to the first spike. The
second spike comes when the scene switches from Qt Quick Controls 2 to Qt Quick
Controls 1. The first time this happens, Qt Quick Controls 1 controls have not been
loaded yet so switching to them causes them to be loaded to the scene. Subsequent
switches do not cause any more loading.

Due to the amount of loading, the first ten seconds have very unstable frame time.
After this, frame times get more stable. Some jittering can be seen, and it is especially
bad between 20-30 seconds, where frame time constantly jitters between 70 and 80
milliseconds. This also affects both median and average framerates, both being around
7 milliseconds higher in the segment. The most likely explanation to this jitter is the
usage of Qt Quick Controls 2 during that segment.

6.1.2. Textures benchmark

This benchmark was implemented using Qt3D since Qt3D did not optimize textures
and thus allowed the usage of a single texture multiple times without having to turn
off QML optimizations, such as texture atlas. In Figure 9 there is one big spike, which
is not present in Figures 10 and 11. Figure 12 has some spikes, which are caused by
the system loading more textures to the memory. The spikes get progressively bigger,
because each time more textures are added.

The first texture size is 256x256 pixels. This texture size is not very demanding,
which also is showing in Figure 9. Both the highest frame time and standard deviation
can be found from the one-second mark, where the spike occurs. The recorded frame
time at that point is 907.27 ms with mean and median frame times being 104.70 ms
and 4.89 ms respectively and standard deviation being 268.19 ms. If the first second
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Figure 8. Snowy terrain with QML elements.

is discarder, the highest frame time is at the 41-second mark. This frame time is 27.19
ms, with mean and median frame times being 21.28 ms and 19.81 ms respectively.
This second has also the most variance in frame times, having standard deviation of
3.06 ms. The lowest frame time is 7.524 ms and can be found from six-second mark,
which has mean and median frame times of 13.94 ms and 14.49 ms respectively. The
lowest standard deviation is 0.07 ms and is at eight-second mark. Overall frame times
deviate 1.26 ms on average.

The second measured texture size is 512x512 pixels. This texture size isn’t very
demanding either, but Figure 10 looks completely different when compared to Figure
9. This is due to the absence of the spike that comes from initially loading the texture
benchmark, causing the frame time range to become much smaller in the plotted di-
agram. In the beginning, there is some instability in frame times due to the program
still unloading previous textures and loading 512x512 textures. Overall a slight rising
trend can be seen. While frame times seem to have more variation, the average de-
viation is 1.20 ms, lowest deviation being 0.32 ms and highest 3.83 ms. The highest
frame time is 32.09 ms around the 43-second mark. The lowest frame time is 8.97 ms
at the three-second mark.

The third measured texture size is 1024x1024 pixels. The size of the texture is
affecting performance a little bit, with overall median frame time being 1-2 ms higher
than in 512x512 textures. The average deviation is slightly higher, being 1.33 ms.
The deviation average is most likely higher due to higher differences between frame
times in the beginning and end of the test. These cause two seconds having standard
deviation of over 7 milliseconds, with highest standard deviation being 7.93 ms at the
47-second mark. The highest spike has frame time of 47.21 ms. At the lowest, the
frame time was 7.99 ms at roughly the three-second mark.
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Figure 9. 256x256 textures.

Figure 10. 512x512 textures.

The final texture size measured is 2048x2048. This size is affecting device perfor-
mance much more than previous texture sizes. This is most likely happening due to
the device running out of RAM and thus getting slower. There are several spikes from
20 seconds onwards. These spikes come when additional textures are loaded to RAM
that is starting to get full and are the main reason why average deviation is 11.10 ms
with highest standard deviation being 97.82 ms. The frame times are also higher, with
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median frame times now being mostly over 20 ms overall and over 30 ms from 26
seconds onwards. The highest spike has frame time of 369.45 ms. The lowest frame
time in this test is 8.23 ms.

This benchmark also had 4096x4096 textures, but they had to be discarded because
the textures were filling RAM completely and thus invoking Linux’s out-of-memory
killer, which forces the application to stop its execution abruptly.

Figure 11. 1024x1024 textures.

Figure 12. 2048x2048 textures.
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6.1.3. GPGPU benchmark

The first test of the GPGPU benchmark uses 2D vectors and performs different opera-
tions on them. From Figures 13 and 14 overall similar trends can be seen. Apalis iMX6
has high frame times in the first second due to changing of a benchmark, which causes
unloading and loading, whereas Raspberry Pi 3 has this benchmark as its first bench-
mark. Apalis iMX6 has slightly higher median and mean frame times than Raspberry
Pi 3, the difference being 1-2 milliseconds in the beginning and rising to 5-7 millisec-
onds towards the end. Apalis iMX6 also has more spikes of high frame times, which
are likely caused by Apalis iMX6 having less memory than Raspberry Pi 3. The fact
that these spikes start earlier in Apalis iMX6 than in Raspberry Pi 3 supports this the-
ory.

Figure 13. 2D vector calculations, Apalis iMX6 Dual.

The second test has operations performed to various 3D vectors. Figures A.1.19 and
A.1.20 show a big difference between Apalis iMX6 and Raspberry Pi 3. In the be-
ginning, Apalis iMX6 has higher mean and median frame times than Raspberry Pi 3,
having generally 1-4 ms higher frame time. The same trend continues in the middle of
the test, but towards the end Raspberry Pi 3’s frame times start to get closer to Apalis
iMX6’s times and in the end the frame time suddenly jumps to 60+ milliseconds, hit-
ting the limit of the test and thus ending it at 18 objects. Meanwhile Apalis iMX6 has
roughly 35 ms frame times but once there’s 19 objects, frame times start rising until at
22 objects frame time hits 60.59 ms, which ends the test. Apalis iMX6 is able to have
more calculations at the same time due to its somewhat more powerful GPU.

The third test has 4D vectors. The results in Figures A.1.21 and A.1.22 at first may
look like Apalis iMX6 has hit the threshold of 60 ms where the test is cut off, but on
a closer look it seems that Apalis iMX6 cuts off at a seemingly random point. When
looking at the data, it seems that Apalis iMX6’s first 1/10th of the last second had
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Figure 14. 2D vector calculations, Raspberry Pi 3.

a temporary spike, which may have affected the test. Otherwise, the results are in
line with previous test results. During the whole test Apalis iMX6 has 1-5 ms higher
median frame times than Raspberry Pi 3. However, Raspberry Pi 3’s standard deviation
starts to rise towards the end while Apalis iMX6 standard deviation stays roughly the
same during the whole test.

The fourth test uses 3x3 matrices. The results of these tests can be seen in Figures
A.1.17 and A.1.18. Overall the results are mostly the same as in previous tests: Apalis
iMX6 has 1-3 ms higher frame times during the test. In the end, Raspberry Pi 3’s frame
times rise from 34.24 ms via 57.93 ms to 65.05 ms, ending the test. Apalis iMX6,
however still has 34-37 ms frame times during the same stage of the test. It seems
that Apalis iMX6’s large frame time changes can sometimes trigger this benchmark’s
ending switch. This problem is addressed in the conclusion.

The fifth and final test of this benchmark is about calculations with 4x4 matrices.
Test results can be found from Figures A.1.23 and A.1.24. As with previous tests,
Apalis iMX6 has slightly higher frame times than Raspberry Pi 3 (2-4 ms), but towards
the end Raspberry Pi 3’s frame times start to catch up on Apalis iMX6. Eventually,
Raspberry Pi 3 crosses the threshold with 18 objects, having frame times of 65.1 ms
during the last few seconds. Apalis iMX6, on the other hand, has frame times between
30-40 ms until the object amount hits 19, when frame times jump to around 50 ms, and
when the object amount is increased to 20, frame times jump to 75 ms, ending the test.

Overall, it seems that Apalis iMX6 performs a little bit better than Raspberry Pi 3
in these tests. This should be confirmed by changing the trigger mechanism, which
stopped Apalis iMX6’s benchmarks prematurely, and re-running all tests.
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6.1.4. Water & Terrain showcase benchmark

This test relies heavily on Qt3D and thus could not be run in Raspberry Pi 3. In the
Figure 15 frame time is pretty consistent. The exception is the first four seconds where
frame time drops from very high to very low, rises again to a very high number and then
lowers to 85-90 ms where it resides for the rest of the benchmark. Average deviation
is 8.77 ms, although without the first four seconds the number drops to 3.59 ms. The
performance is poor, which was expected as the scene contains heavy rendering to
simulate water.

Figure 15. Water & terrain showcase.

6.1.5. Object limit benchmark

The first test of object limit benchmark measures how many Qt Quick Controls 1
(QQC1) objects a device can handle. As can be seen from Figures 16 and 17, Rasp-
berry Pi 3’s GPU can handle more QQC1 objects than Apalis iMX6. During most of
the test both mean and median frame times for both Apalis iMX6 and Raspberry Pi
3 are slightly rising, Apalis iMX6 having 1-4 ms higher median frame times. How-
ever, the standard deviation of frame times starts rising roughly at the 61-second mark,
eventually reaching hundreds of milliseconds deviation.

This means that while the average and median frame times seem to be stable, frame
time is stuttering, which results in an suboptimal viewing experience when getting high
enough. Apalis iMX6 seems to have its limit at 985 objects, where frame times go over
500 ms, ending the test. For Raspberry Pi 3, the 500 ms limit is broken at 1477 objects.
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The difference most likely comes down to Raspberry Pi 3 having more RAM, which
helps a little bit but ultimately GPU cannot handle more objects.

Figure 16. Frame time with Qt Quick Controls 1 objects, Apalis iMX6.

The next test in the benchmark measures the amount of Qt Quick Controls 2 (QQC2)
objects that a device can handle. Figures A.1.37 and A.1.38 show that both devices
can handle the same number of objects before hitting the limits, though it seems that
in Raspberry Pi 3’s case the jittering causes the test to stop prematurely. The data
shows that Raspberry Pi 3’s test was stopped when its median and mean frame times
were 200-220 ms and 240-290 ms respectively, confirming the suspicion. Apalis iMX6
reaches the 500 ms threshold when having 1477 objects on screen so the test was cut
off appropriately. Overall test results are in line with previous results: frame times are
stable right around the 60-second mark where jittering starts to rise. As before, Apalis
iMX6 has 2-3 ms higher frame times, though this time the difference between two
devices starts to grow at the 30-second mark. Right after the mark, the difference is 7
ms and it continues to grow over 10 ms after 45 seconds. At 97 seconds the difference
jumps to over 500 ms.

The particle limit test tests how many particles can be shown on screen at once. Be-
cause OpenGLES 2.0 has a limit of vertices that can be rendered at once, this test caps
at 16382 objects. If this limit is surpassed, the particle system stops rendering parti-
cles without warning, resulting in sudden increase in performance since the rendered
particle amount is far less than what the numbers show.

As Figures A.1.35 and A.1.36 show, particles do not increase frame time that much
and the actual frame time limit is never reached in the test before particle rendering
limit is reached. Both results have same trends. In the beginning Apalis iMX6 has
2-4 ms higher frame time than Raspberry Pi 3. This difference grows most of the
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Figure 17. Frame time with Qt Quick Controls 1 objects, Raspberry Pi 3.

time, being 7 ms at the 87-second mark. After this the difference gets lower a little bit
but then keeps growing for the rest of test. At the end, Apalis iMX6 has frame times
111.32 ms, 124.49 ms and 128.53 ms, while Raspberry Pi 3 has 99.08 ms, 105.45 ms
and 110.18 ms. However, these numbers cannot be used to reliably tell which device
can render more particles.

Image object limit test tests how many image objects a device can handle at once.
In this test, the minimum frame time was set to 100 ms. Figures A.1.33 and A.1.34
show that Raspberry Pi 3 could handle more. When the test ended, Apalis iMX6 was
rendering 7481 images with mean frame time of 104.96 ms and median frame time of
74.33 ms. At this point, Raspberry Pi 3 had mean frame time of 79.61 ms and median
frame time of 59.35 ms. When Raspberry Pi 3’s test ended, it was rendering 11222
images with mean frame time of 115.54 ms and median frame time of 88.22 ms. The
most likely cause for Raspberry Pi 3 to be able to handle more images is the amount
of RAM it has, which is 1 GB, when Apalis iMX6 has 512 MB.

The text object test tests how much text rendered with Qt’s own text renderer can
be displayed at once. Figures A.1.39 and A.1.40 show that the first 90 seconds of the
test are smooth: frame times do not jump much, although at the 80-second mark slow-
downs due to loading start to be significant enough to draw spikes to the diagram. At
the 110-second mark frame time jumping starts to get much more frequent, leading to
mean frame time getting higher than median frame time. Interestingly the test ends
for Raspberry Pi 3 earlier. This is most likely caused by the jitter, which causes the
recorder to catch a particularly high frame time, leading to the end of the test. When
Raspberry Pi 3 test was ended, it was rendering 7481 text objects with mean and me-
dian frame times being 168.11 ms and 57.46 ms respectively. Apalis iMX6’s frame
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times were much higher at that point: mean was 315.65 and median 165.74. However,
due to recorder catching lower frame time, Apalis iMX6 could continue the test, end-
ing finally when rendering 11222 text objects having mean and median frame times of
465.79 ms and 247.66 ms respectively.

The text object with native rendering test is mostly the same as text object test, but
instead of using Qt’s own text renderer, native text rendering methods are used. As
can be seen from Figures A.1.41 and A.1.42, this rendering method has a massive
performance boost on Apalis iMX 6, whereas on Raspberry Pi 3 it performs worse
than text using Qt’s own renderer. As with previous tests, the most likely reason for this
weird performance especially in Raspberry Pi 3 is its frame time jumping. Raspberry
Pi 3 final object count was 4987 with the final second having mean and median frame
times of 82.91 ms and 23.69 ms respectively. Apalis iMX6’s final count was 16382
objects, with mean and median frame times being 91.20 ms and 37.59 ms respectively.

This test didn’t have a clear winner device. Instead Raspberry Pi 3 performed well
on scenarios where RAM was needed more while Apalis iMX6 performed better on
scenarios where RAM wasn’t needed much. However, due to large amounts of frame
time jumping, the recorder’s methods of determining the correct procedure (either stop
or continue testing) were not very accurate. More on this in Chapter 7 discussion.

6.1.6. 60 FPS benchmark

The first test of 60 FPS benchmark is using Qt Quick Controls 2 (QQC2). The intention
is to find out how many objects can be rendered at 60 FPS, which is about 16.67 ms.
For Apalis iMX6 this number is 19, while for Raspberry Pi 3 the number is 225. Figure
18 shows that Apalis iMX6 handles 10 QQC2 objects pretty well, having frame times
around 11.60 ms. When the object amount is raised to 30, Apalis iMX6 starts having
problems: frame times are not stable anymore and even the lowest time is over 16.66
ms. Even though the object amount is reduced to 20, Apalis iMX6 still struggles and
only gets below 16.66 ms when the amount is lowered below 20. The final count for
Apalis iMX6 is 19. The previous test might have left something in the RAM, which
then affected Apalis iMX6’s performance when running this test.

Raspberry Pi 3 handles the test a lot better. While it has lots of frame time jumping,
it handles large number of objects pretty well. Raspberry Pi 3 starts to struggle when
the object amount is raised to 270, after which the amount is lowered to 180. The
object amount is raised and lowered after a final count of 225 is reached. During this
time, Raspberry seems to have a lot of frame time jumping, with times varying from
10 ms up to 50 ms. This jumping may not look very good from end user’s perspective
if the screen tears more than it should.

The second test uses QQC1 objects instead of QQC2 objects. When compared with
the previous test, Apalis iMX6 performs a little bit better with QQC1 objects than with
QQC2 objects, getting a final count of 37 objects. Raspberry Pi 3 still outperforms
Apalis iMX6 with a final count of 80 objects. The differences are not strikingly big
this time, though, as can be seen from Figures A.1.9 and A.1.10, there are differences
in frame times these devices have. In Apalis iMX6, there are a lot more spikes than in
Raspberry Pi 3.
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Figure 18. Frame time with Qt Quick Controls 2 objects, Apalis iMX6 Dual.

Figure 19. Frame time with Qt Quick Controls 2 objects, Raspberry Pi 3.
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Rectangles tested in the next test are one of the basic types in QML and used a
lot when creating various graphical objects. Figures A.1.11 and A.1.12, representing
Apalis iMX6 and Raspberry Pi 3 respectively, look similar. However, Apalis iMX6
has higher frame times, with spikes going up to 802.90 ms, whereas Raspberry Pi 3
has at most 664.60 ms. Apalis iMX6’s final count is 11855 objects and Raspberry Pi
3’s is 17436 objects. Both have a lot of spikes, which can show on screen as stuttering.

The fourth test measures how many text edit components can be shown in a scene
while still having 60 FPS or 16.66 ms frame times. Figures A.1.13 and A.1.14 show
that Raspberry Pi 3 is capable of rendering much more text edit components than
Apalis iMX6. This comes at a cost of large frame time spikes and much more fre-
quent frame time jumping than in Apalis iMX6. Raspberry Pi 3’s final count is 2260
objects, while Apalis iMX6 has 783.

The fifth test measures how many text input components can be shown in a scene
rendering at 60 FPS. Figures A.1.15 and A.1.16 show somewhat similar results when
compared to the previous test. Raspberry Pi 3’s final count of 2273 is much higher than
807 achieved by Apalis iMX6. In this test too, frame time spikes and overall jumps are
more frequent in Raspberry Pi 3 than in Apalis iMX6.

Out of these two devices, Raspberry Pi 3 seems to be better performing, having more
objects rendered at 60 FPS than Apalis iMX6. However, in some tests there seemed to
be a lot of unstable frame times with Raspberry Pi 3, whereas Apalis iMX6 seemed to
have more stable frame output. When a smooth user experience is essential, this might
be a critical deciding factor for manufacturers to lean on Apalis iMX6.

6.1.7. GPU Throughput benchmark

The first GPU Throughput test is using Gaussian blur. Objects represent the radius and
the number of samples which are used in the Gaussian blur function. The results of
this test can be seen from Figures 20 and 21. Raspberry Pi 3 handles Gaussian blur
with seven samples and seven-pixel radius, while Apalis iMX6 handles four samples
and four pixel radius. Apalis iMX6 also seems to have spikes in frame time every time
Gaussian radius and sample amount are changed. These spikes are absent in Raspberry
Pi 3’s results. High frame times in the beginning of the test for both devices are most
likely caused by the loading of the test while also removing the previous test.

The second test in the benchmark is using blended rectangles to stress GPU. Rasp-
berry Pi 3 (Figure A.1.26) seems to have two big spikes in the first three seconds of the
test, going up to 310.90 ms. After this, however, the frame time gets more stable and
stays stable for the rest of the test. Raspberry Pi 3 could handle 28 blended rectangles
at the same time. Apalis iMX6 (Figure A.1.25) has a huge frame time spike in the
beginning, but after lowering from 505.50 ms to 12.55 ms, frame times stayed stable
for the rest of the test. Apalis could handle 16 blended rectangles.

The third test blends textures rectangles. As can be seen from Raspberry Pi 3’s
results (Figure A.1.28), Raspberry Pi 3’s GPU cannot handle the test at all, having zero
objects as a final result. Frame times are most of the time close to 1000 ms. Apalis
iMX6 has stable frame times, as can be seen from Figure A.1.27, with occasional
spikes when rectangles are added or removed. Apalis iMX6 could handle 11 textured
rectangles, which is somewhat less than solid colored rectangles.
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Figure 20. Frame time with Gaussian blur, Apalis iMX6 Dual.

The fourth test uses objects that provoke constant drawcalls from GPU. As with the
previous test, Raspberry Pi 3 (Figure A.1.30) does not seem to be able to handle the
test at all, having the result of zero drawcall objects. Frame times seem to be mostly
over 900 ms, with occasional dips to 421.82 ms and 180.04 ms times respectively.
Apalis iMX6 (Figure A.1.29), however, had a successful test run and could handle 165
drawcall objects. Frame times are somewhat unstable, with spikes going sometimes
over 100 ms.

The last test of the benchmark draws opaque, single colored rectangles. Figures
A.1.31 and A.1.32 show results for Apalis iMX6 and Raspberry Pi 3 respectively.
Raspberry Pi 3 performed a little bit better than Apalis iMX6, with 43 rectangles
against Apalis iMX6’s 39 rectangles. Frame times are mostly stable for both devices,
but Raspberry Pi 3 shows some dips in frame times between 12 and 23 seconds.

Overall Raspberry Pi 3 was the better performer of the two. However, for some
reason it was not able to handle blended textured rectangles and drawcall objects, both
resulting in frame times of almost one second. Apalis iMX6 could finish all tests
successfully, though it did not perform as well.

6.1.8. 2D Images benchmark

The first test has images rotated using QML animations. There is a clear difference
between Apalis iMX6’s (Figure 22) and Raspberry Pi 3’s (Figure 23) handling capa-
bilities. While Apalis iMX6 can handle 305 images simultaneously, Raspberry Pi 3
can handle 1656 images. One of the reasons for Raspberry Pi 3’s advantage is its 1 GB
RAM, which is double the Apalis iMX6 RAM amount (512 MB). Both devices show
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Figure 21. Frame time with Gaussian blur, Raspberry Pi 3.

occasional spikes in frame time, usually when images are added or removed. These
spikes might happen due to the bandwidth limitations of devices’ RAM. However,
these spikes do not affect the results.

The second test has images which are rotated using animators instead of animations.
For Apalis iMX6, the final result was 304 images and for Raspberry Pi 3 it was 1274,
which is over three times the amount Apalis iMX6 could handle. Figures A.1.1 and
A.1.2 show that using animators produces more unstable frame rates on both devices
than using animations.

The third test uses JavaScript to rotate images. Raspberry Pi 3 performs better than
Apalis iMX6, handling 1556 images while Apalis iMX6 handled 308 images. While
both devices perform better in this test than in the previous test, the Figures show
some differences in the frame times. Raspberry Pi 3 (Figure A.1.4) has less frame
time jumping than in the previous test, though there are more spikes with frame time
difference over 30 ms and less drops. However, Apalis iMX6 (Figure A.1.3) has much
more variation in frame times when compared to the previous test. It seems that at
least for Apalis iMX6, using JavaScript provides little performance advantage while
making frame times very unstable.

The fourth test uses custom-made sprites to show animated images. Like in pre-
vious tests, Raspberry Pi 3 (Figure A.1.6) outperforms Apalis iMX6 (Figure A.1.5)
by handling 1235 images whereas Apalis iMX6 handles 306. Raspberry Pi 3 has also
more stable frame times, only showing spikes when adding or removing sprites. Apalis
iMX6’s frame times are not as stable, having jumps of 10-30 ms during the whole test.

The final test uses a built-in sprite sequence to construct animated sprites. In both
devices, using built-in sprite sequences results in much worse performance than when
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Figure 22. 2D images rotated using animation, Apalis iMX6 Dual.

using custom-made sprite objects. Apalis iMX6 (Figure A.1.7) can render 58 objects
while Raspberry Pi 3 (Figure A.1.8) renders 135 objects. Apalis iMX6 has jumps
of over 30 ms for most of the test. Raspberry Pi 3 too has more jumps, and spikes
from adding or removing sprites are now hundreds of milliseconds instead of tens of
milliseconds.

Overall Raspberry Pi 3 was better at handling image objects than Apalis iMX6.
One of the reasons for better handling could be Raspberry Pi 3’s larger RAM, which
helps when there’s massive amounts of images loaded at once. This benchmark also
shows that it is better to use QML animations for image rotation rather than animators
or JavaScript. It is also better to create your own animated sprites than using sprite
sequences in your program. These findings have also been noted in qmlbench.
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Figure 23. 2D images rotated using animation, Raspberry Pi 3.
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7. CONCLUSION

In this thesis, a benchmark suite utilizing Qt was created. This suite was used to
evaluate both a performance of two devices and the benchmark itself. The suite had a
lot of tests, which covered a lot of different GPU tasks. These tasks were using Qt, so
the goal was reached. The benchmark suite also had a novel idea of measuring frame
times by injecting code into EGL library. With this injection method, it was possible to
measure the actual drawing time and filter out code that did not contribute to rendering.
However, the method also had some pitfalls.

The injector plugin was not able to inject itself on some EGL implementations with-
out crashing them, which severely limited the number of devices that could be eval-
uated. While evaluating devices, there were some problems with determining correct
actions based on frame times. This could be fixed by calculating the correct action
using multiple seconds before and after the initial measuring point to make sure that
the recorded frame time is not unusually high or low.

In summary, results showed differences between the devices and they could be useful
when selecting hardware. While the injection method had some downfalls, it showed
potential. For example, the injection method makes it possible to measure render-
ing times without any additional CPU instructions. This could be used to determine
whether the problem lies in GPU itself or in CPU processing other instructions, such
as program logic.

7.1. Future work

The benchmark implemented in this thesis only covers GPU benchmarking and while
it is an important part of user interfaces, there are also lots of other aspects that must be
considered. The benchmark suite needs benchmarks that cover other areas of embed-
ded devices, such as CPU, RAM and I/O. There is also a need to create more combined
benchmarks, which produce a workload pertaining to a certain application type, such
as automotive related workload. Fixing the problems mentioned in the previous section
is also critical to create a good, reliable benchmark suite.

The benchmark suite also needs more user friendliness. Right now, the suite is run
by using a terminal and the results are only available as graphs. There could be a
user interface, where the user could select all the benchmarks that should be run. The
results could be shown as points for each benchmark and maybe a traffic light style
indicator, which would show instantly how well the device performed in a benchmark.
To fully integrate the benchmark with the rest of Qt for Device Creation offering, the
results could be used with Qt Lite[76] to create a custom-made Qt package for the
user’s embedded device.
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9. APPENDICES

Appendix 1. Test result graphs
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Appendix 1. Test result graphs

Figure A.1.1. Images rotated using animators, Apalis iMX6 Dual.
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Figure A.1.2. Images rotated using animators, Raspberry Pi 3.

Figure A.1.3. Images rotated using javascript, Apalis iMX6 Dual.
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Figure A.1.4. Images rotated using javascript, Raspberry Pi 3.

Figure A.1.5. Animated images, Apalis iMX6 Dual.
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Figure A.1.6. Animated images, Raspberry Pi 3.

Figure A.1.7. Animated images using sprite sequence, Apalis iMX6 Dual.
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Figure A.1.8. Animated images using sprite sequence, Raspberry Pi 3.

Figure A.1.9. Frame time with Qt Quick Controls 2.0 objects, Apalis iMX6 Dual.
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Figure A.1.10. Frame time with Qt Quick Controls 2.0 objects, Raspberry Pi 3.

Figure A.1.11. Frame time with rectangles, Apalis iMX6 Dual.
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Figure A.1.12. Frame time with rectangles, Raspberry Pi 3.

Figure A.1.13. Frame time with TextEdit objects, Apalis iMX6 Dual.
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Figure A.1.14. Frame time with TextEdit objects, Raspberry Pi 3.

Figure A.1.15. Frame time with TextInput objects, Apalis iMX6 Dual.
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Figure A.1.16. Frame time with TextInput objects, Raspberry Pi 3.

Figure A.1.17. 3x3 matrix calculations, Apalis iMX6 Dual.
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Figure A.1.18. 3x3 matrix calculations, Raspberry Pi 3.

Figure A.1.19. 3D vector calculations, Apalis iMX6 Dual.
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Figure A.1.20. 3D vector calculations, Raspberry Pi 3.

Figure A.1.21. 4D vector calculations, Apalis iMX6 Dual.
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Figure A.1.22. 4D vector calculations, Raspberry Pi 3.

Figure A.1.23. 4x4 matrix calculations, Apalis iMX6 Dual.
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Figure A.1.24. 4x4 matrix calculations, Raspberry Pi 3.

Figure A.1.25. Blended rectangles, Apalis iMX6 Dual.
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Figure A.1.26. Blended rectangles, Raspberry Pi 3.

Figure A.1.27. Blended rectangles using textures, Apalis iMX6 Dual.
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Figure A.1.28. Blended rectangles using textures, Raspberry Pi 3.

Figure A.1.29. Drawcalls, Apalis iMX6 Dual.
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Figure A.1.30. Drawcalls, Raspberry Pi 3.

Figure A.1.31. Opaque rectangles, Apalis iMX6 Dual.
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Figure A.1.32. Opaque rectangles, Raspberry Pi 3.

Figure A.1.33. Frame time with image objects, Apalis iMX6 Dual.
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Figure A.1.34. Frame time with image objects, Raspberry Pi 3.

Figure A.1.35. Frame time with particles, Apalis iMX6 Dual.
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Figure A.1.36. Frame time with particles, Raspberry Pi 3.

Figure A.1.37. Frame time with Qt Quick Controls 2 objects, Apalis iMX6 Dual.
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Figure A.1.38. Frame time with Qt Quick Controls 2 objects, Raspberry Pi 3.

Figure A.1.39. Frame time with text objects, Apalis iMX6 Dual.
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Figure A.1.40. Frame time with text objects, Raspberry Pi 3.

Figure A.1.41. Frame time with native rendered text objects, Apalis iMX6 Dual.
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Figure A.1.42. Frame time with native rendered text objects, Raspberry Pi 3.


