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Mandelbrot-hypothesis by examining the statistical foundations behind Central Limit Theorems and 

analyzing empirical data of economic prices. Implications of the hypothesis are pondered from the 
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1 INTRODUCTION 

Economists are infamous for their abysmal record at forecasting economic 

phenomena. Many economists rightly point out economics is a complex subject that 

can never be predicted with complete certainty. Nevertheless, series of valid criticisms 

have been directed towards the statistical methods used in economics ranging from 

criticism of ‘the cult of p’ (Ziliak & McCloskey 2008) to against the use of the 

Gaussian distribution itself (B. Mandelbrot & Hudson 2007, Taleb 2007). 

The failure of prevailing risk management practices to prepare banks and other 

financial institutions for economic downturns was exposed to the whole world at the 

onset of the Financial Crisis in 2007. The crisis called into question the existing models 

of economic risk and compelled financial regulators to demand higher degree of 

transparency and compliance to stricter regulations. In Europe the Basel committee 

upgraded Basel II –banking regulation framework into Basel III and increased the 

regulatory demands set on banks. For example, banks are now required to have more 

buffer capital as a hedge against economic downturns. 

Most of the common measures of economic risk attempt to quantify the magnitude and 

frequency of Knightian uncertainty by computing information related to distributions 

of economic losses. Examples of such measures include Value-at-Risk and Expected 

Shortfall. These measures are effectively measures of tail distributions and as such 

highly sensitive to choice of model parameters and specifications. The goal of this 

thesis is to assess the suitability of normal distribution in models of economic risk and 

compare it to other alternative statistical distributions. 

The thesis aims to build up on the work started by Benoit Mandelbrot (1963) and 

discuss economic variability with focus on the Central Limit Theorems. Are the 

necessary assumptions for the theorems in line with empirical economics? What 

alternatives are there if the conditions for the Classical Central Limit Theorem are 

violated? How dangerous is it to systematically underestimate economic risks? What 

kinds of outcomes may follow from underestimation of frequencies and magnitudes of 

‘black swan’ events? 
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In chapter 2 of the thesis statistical concepts and terminology used throughout the later 

chapters are introduced. The Central Limit Theorems are reviewed and some of the 

necessary conditions for them to hold are discussed. Some of the properties of stable 

distributions are examined along with different types of random walks used in 

economics and other fields of empirical science. 

In chapter 3 the empirical properties of economic time series are discussed. Economic 

variability is assessed in light of the statistical foundations laid out in the previous 

chapter. The plausibility of asymptotic normality is examined with reference to the 

literature in empirical economics. Random walks will be used to illustrate visually the 

similarities and disparities between empirical and theoretical economics. 

In chapter 4 different series of economic data are tested for normality and fitted to 

different types of statistical distributions. Measures of risk called VaR and ES are 

computed from the fitted distributions to examine their relative accuracies at predicting 

black swan events. The results are contrasted with the prevailing regulatory criteria for 

risk management and common risk management approaches carried out by large 

banks. 

Finally, in chapters 5 and 6 the results are expanded upon by examining some well-

known shortcomings of VaR and briefly discussing alternative measures of economic 

risk. The concept of model risk is examined in detail in the context of economic risk 

analysis and the risks related to underestimating black swans are discussed. Finally, 

the Financial Crisis is briefly described as a case of regulatory failure with respect to 

VaR. 
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2 STATISTICAL VARIABILITY 

2.1 Central Limit Theorems 

Along with the Law of Large Numbers, Central Limit Theorem is one of the 

cornerstones of modern statistical theory and research. There are many different 

versions of the theorem, some looking to reduce the underlying assumptions, such as 

Lindeberg CLT (Lindeberg 1922), others to generalize the theorem to new types of 

distributions and processes, such as Martingale CLT (Heyde & Hall 1980). This thesis 

is mainly concerned with the Classical and Generalized Central Limit Theorems and 

the implications they have on the study and analysis of variability and risks in the 

economy. 

Central Limit Theorems (CLT) explain how independent sums of random variables 

are distributed. These powerful results are invaluable in empirical research since they 

allow us to study variables whose sampling distributions are unknown or subject to 

substantial uncertainty. The distribution of sums resulting from a CLT is also often 

computationally considerably simpler than the original sampling distribution, 

especially in the case of Classical Central Limit Theorem (CCLT). This makes many 

statistical applications easier and faster to compute. CCLT can be written as follows: 

Theorem 1. The Classical Central Limit Theorem 

Suppose {𝑋𝑖}𝑖=1
𝑛 = 𝑋1, 𝑋2, … , 𝑋𝑛  is a real-valued sequence of random IID 

variables with mean 𝜇 = 𝐸[𝑋1] and finite variance 𝜎2 = 𝐸[(𝑋1 − 𝜇)2]. Then its 

standardized sums tend to normal distribution when 𝑛 → ∞ as follows: 

𝑃 (
(∑ 𝑋𝑛) − 𝑛𝜇𝑛

𝑖=1

√𝑛𝜎2
≤ 𝑎)

𝑑
→

1

√2𝜋
∫ 𝑒

−𝑥2

2⁄
𝑎

−∞

𝑑𝑥 

The beauty of CCLT stems from the fact that it applies to almost any 𝑋𝑖 regardless of 

the original sampling distribution. Using it is especially appealing since it gives 

accurate results even with relatively small number of observations n. The precise 

number of n required depends on both the characteristics of the original distribution 

and the degree of accuracy required by the scientist himself. A common rule of thumb 
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states 30 observations is enough to get satisfying approximations of the Gaussian 

(Hogg & Tanis 2015).  The higher the variance of 𝑋𝑖, the slower the convergence to 

normal distribution (Ross 2014). 

In other words, CCLT states as the number of observations is increased, the 

distribution of their standardized sums eventually enters some suitably defined 

neighborhood of the standard Gaussian. In some applications where CCLT is expected 

to hold, a practitioner might be only concerned with rough shape of the “bell” of the 

distribution and ignore the tails. As such, the observations falling on the extreme ends 

of tail distributions are sometimes considered ‘outliers’ and ignored by many 

researchers as mere accidents corrupting their otherwise neat data. 

Sampling distributions are said to exhibit power law tails when their tail densities can 

be characterized with a simple power law equation of 𝑃(𝑥 > 𝑎) ≅ 𝑘𝑥−𝜁 . CCLT 

breaks down for distributions with power law tails since the sum distributions no 

longer converge towards a Gaussian. In such cases Generalized Central Limit Theorem 

(GCLT) states the independent sums of random variables adhering to some power law 

converge towards a stable distribution. (Gnedenko et al. 1954) In the spirit of the 

notation used in theorem 1, GCLT can be written as: 

 Theorem 2. The Generalized Central Limit Theorem 

Suppose {𝑋𝑖}𝑖=1
𝑛 = 𝑋1, 𝑋2, … , 𝑋𝑛  is a real-valued sequence of random IID 

variables with mean 𝜇 = 𝐸[𝑋1]  and variance 𝜎2 = 𝐸[(𝑋1 − 𝜇)2] . Then its 

standardized sums tend to stable distribution when 𝑛 → ∞ as follows: 

(∑ 𝑋𝑖
𝑛
𝑖=1 ) − 𝜇

𝜎√𝑛

𝑑
→ 𝑆(𝛼, 𝛽, 𝛿, 𝛾) 

Theorem 2 is essentially the same as theorem 1 without the requirement of finite 

variance. In fact, the inevitable result of power law tails is infinite variance. Therefore, 

one can state the Classical CLT is merely a special case of Generalized CLT with 

bounds set on the feasible values for variance. (Gnedenko et al. 1954, B. Mandelbrot 

1961) The obvious downside for relaxing the requirement of finite variance is that 

many statistical methods relying on variance as an input might become unusable. 
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There are a multitude of statistical applications centered on Central Limit Theorems. 

Prime examples of such applications are tests of statistical significance, such as p-

values and confidence intervals. These tests of significance are often used in 

conjunction with regression analysis and are typically calculated based on the 

assumption of error terms being normally distributed. If the assumption of normality 

holds true, these methods of statistical significance provide accurate and unbiased 

information. (White & Macdonald 1980, Williams et al. 2013) 

2.2 Gaussian Distribution 

Normal distribution is also known as the Bell curve for its external appearance. The 

Bell curve is a perfectly symmetrical distribution with skewness of zero and relatively 

short tails with kurtosis of three. Roughly 68.27% of the mass of the normal 

distribution is within one standard deviation of its mean, 95.45% within two, and 

99.73% within three. (Forbes et al. 2011) The shape of the bell curve is plotted along 

some other stable distributions in figure 1 on page 13. 

The normal distribution is often compared to Student’s t distribution whose shape 

depends on its degrees of freedom. As degrees of freedom are increased, the t 

distribution quickly converges towards the normal distribution. (Forbes et al. 2011) 

Student’s t is occasionally used as a substitute for the normal distribution to allow for 

slightly higher variability when only a small number of observations is available or 

when the primary interest is in studying variations in relatively short time horizons. 

There are two general ways to study some phenomena using the Gaussian. Under 

strong assumptions of normality one can assume the sampling distribution itself is the 

normal distribution. In practical applications such a strong assumption is rarely 

realistic and a weaker assumption of normality is needed. Therefore, in practice the 

sampling distribution is typically assumed to be asymptotically normal. 

CCLT is the best-known and most widely used set of conditions that leads to 

asymptotic normality. It is important to point out there are other sets of conditions that 

may result in asymptotic normality, such as those commonly encountered with local 
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maximum likelihood functions (Amemiya 1985). However, these other conditions are 

out of scope of this thesis and have only limited relevance to the topic. 

The strong form of CCLT found in most undergraduate-level books of statistics require 

the underlying variable to be IID and to have finite variance (for example Hogg & 

Tanis (2015) and Ross (2014)). Any time series that exhibits too strong serial 

correlation, is non-stationary, or has infinite variance cannot be handled with this 

strong form of CCLT. Under some conditions these assumptions can be relaxed. For 

instance, time series that satisfy the Lindeberg’s condition need only be independent 

for Central Limit Theorem to apply (Lindeberg 1922). 

One way to summarize the characteristics of asymptotically normal time series is that 

their fluctuations are ergodic, Gaussian, and Fickian. Ergodic means sample averages 

converge to true population average as n is increased, as per the Law of Large 

Numbers. Gaussian means the fluctuations are asymptotically normal, as per CCLT. 

Fickian means the magnitude of each individual fluctuation is proportional to the root 

of the number of observations, √𝑁. In general, these conditions fail to apply when 

variance or expected value of the series is infinite or when there is long-range serial 

dependence between observations. 

2.3 Stable Distributions 

Stable distributions are defined by four parameters: (1) index parameter for fatness of 

tails α, (2) skewness parameter β, (3) scale parameter γ, and (4) location parameter δ. 

The distributions are stable when 0 < 𝛼 ≤ 2 , although the means of the distributions 

are only defined for 1 < 𝛼 ≤ 2. The stable distributions with 1 < 𝛼 ≤ 2 are often 

called Lévy-stable or L-stable distributions. The skewness parameter β is limited to 

−1 ≤ 𝛽 ≤ 1 with the distribution being symmetrical when 𝛽 = 0. (Gnedenko et al. 

1954) 

Bar few exceptions the closed-form formulas for stable densities and distribution 

functions are not known. However, Nolan (1997) has derived expressions that can be 

used to infer their density and probability functions using integrals. Closed-form 
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density functions are only known in the cases of 𝛼 = 2  when the distribution 

simplifies to normal distribution, 𝛼 = 1  and 𝛽 = 0  when it becomes the Cauchy 

distribution, and 𝛼 = ½  and 𝛽 = 1  when it reduces to Lévy distribution. Stable 

distributions always have infinite variance other than at the Gaussian limit of 𝛼 = 2. 

(Gnedenko et al. 1954, Voit 2013) Stable distributions with some parameter values can 

be observed in figure 1 below. 

 

Figure 1. Stable distributions with different parameter values. 

Stable distributions have two desirable properties that make them appealing for 

practical applications. First of all, they are the only possible limit distributions for sums 

of random IID variables (Gnedenko et al. 1954). That is to say, as long as any series 

of random IID variables approaches some limit distribution as 𝑛 → ∞ , that limit 

distribution is always a stable distribution. This result is also known as the GCLT, 

which was discussed earlier. 
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The second property is invariability under addition which means α and β are stable 

(Gnedenko et al. 1954). Due this property a priori each individual observation carries 

only a negligible weight on the sum. However, a posteriori few extremely large 

observations tend to have disproportionately large effect on the mean (B. Mandelbrot 

1961). As a result, sample variance tends to grow without bounds as sample size is 

increased. This property is demonstrated in table 1 by generating random samples of 

data from a stable distribution and computing their sample variances. It is not difficult 

to see the correlation between sample size and sample variance. 

Table 1. Sample variances of randomly generated samples from stable distribution with α = 1.5, 

β = 0, γ = 1, and δ = 0. 

Sample 

size 

Variance of trial # 
Average 

variance 
1 2 3 4 5 6 7 8 9 

10 1.84 1.00 1.34 1.06 1.15 1.34 0.83 1.25 0.99 1.20 

100 1.41 2.61 1.20 2.33 1.82 1.42 1.44 1.43 1.55 1.69 

1 000 1.60 1.89 2.05 1.67 3.01 1.91 1.82 5.45 2.34 2.42 

10 000 2.08 2.28 2.03 2.49 2.25 3.42 3.17 5.8 2.15 2.85 

100 000 3.30 2.99 2.30 2.28 2.24 2.73 2.42 2.38 3.32 2.66 

1 000 000 3.39 4.76 4.79 3.17 5.27 5.09 2.92 3.57 2.95 3.99 

The data in table 1 clearly shows the tendency of sample variance to increase with 

sample size for variables following a stable distribution. We can also observe from the 

table the relatively large fluctuations in sample variances even at the level of one 

million randomly generated observations. This highlights the tendency of few large 

observations to dominate samples drawn from stable distributions. 

The explanation for the phenomenon described above is as sample size grows, the 

probability of observing few extremely large fluctuations increases. The impact of 

these fluctuations on variance is significantly larger than the impact of small 

fluctuations, causing an upward bias on variance as the sample size grows. The concept 

of variance, hence, becomes essentially meaningless in the case of non-Gaussian stable 

distributions for any practical purposes. 
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2.4 Random Walks 

Random walk refers to a type of stochastic process for which each successive step is 

drawn randomly from some set of values. The possible values are usually defined by 

some probability density function. Random walks encompass a large number of 

random processes, some continuous, some discontinuous, others altering between 

periods of continuity and discontinuity. This section will mainly focus on types of 

random walks called Martingales and Markov processes. 

Definition 1. Martingale 

Let 𝑋 be a stochastic process with filtration ℱ𝑛 and 𝐸(|𝑋𝑡|) < ∞ for all t. X is 

said to be a Martingale if 𝐸(𝑋𝑛+1|ℱ𝑛) = 𝑋𝑛 for all n. 

As per definition 1, Martingales refer to a stochastic processes whose expected value 

on any period 𝑡 + 1 is the value on the previous period 𝑡, that is 𝐸(𝑋𝑡+1) = 𝑋𝑡 (Steele 

2012). A simple example of a Martingale is a player’s wealth after betting on a coin 

toss with a fair coin. As long as the bets are symmetrical, 𝑥ℎ𝑒𝑎𝑑𝑠 = −𝑥𝑡𝑎𝑖𝑙𝑠 , the 

expected change in player’s wealth is zero. Therefore, the best prediction of player’s 

wealth following the bet is their wealth right before the coin is thrown. 

It is useful to examine mathematical features of Martingales in the context of infinite 

time. Although counter-intuitive, any positive Martingale will eventually converge to 

some value and cease varying randomly. On the other hand, any Martingale that keeps 

on varying randomly ad infinitum must eventually take on negative values. 

(Samuelson 1965) These properties can prove to be troublesome for some applications 

in economics. For example, if a Martingale is used to model the unemployment rate, 

the fact that the model will eventually predict negative unemployment rates may be a 

problem. 

Definition 2. Markov property 

Let 𝑋 be a sequence of random variables 𝑋1, 𝑋2, 𝑋3, …  with filtration ℱ𝑛. X is said 

to have the Markov property if 𝐸(𝑋𝑛+1|ℱ𝑛) = 𝐸(𝑋𝑛+1|𝑋𝑛). 
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Markov processes and Markov chains refer to continuous and discreet processes with 

the Markov property, respectively. As per definition 2, for these processes past history 

provides no information regarding future outcomes. That is to say they have no 

memory. (Steele 2012) To reuse the coin toss example, the coin toss itself is a Markov 

chain. No matter how many heads or tails have been thrown in the past, the chance of 

throwing another heads remains fixed. Whereas Martingales are focused on the 

cumulative sum of heads and tails, the entire process up to present moment, Markov 

processes and chains are only concerned with the way each individual observation is 

drawn, the independent outcome of a single toss. 

2.4.1 Independent Random Walks 

Definition 3. Brownian motion 

Real-valued stochastic process 𝐵(𝑡)  is said to be Brownian motion if the 

following four conditions hold for all 𝑡 > 𝑠. (1) 𝐵0 = 0, (2) 𝐵𝑡 ⊥ 𝐵𝑡−𝑠, (3) each 

increment 𝐵𝑡~𝑁(0, 𝜎), and (4) 𝑡 → 𝐵𝑡 is continuous. 

The most widely used Martingale is known as Brownian motion or white noise. As per 

definition 3, white noise is normally distributed stochastic process with mean of zero 

for which each fluctuation is fully independent of the previous ones. For standardized 

white noise or Wiener-Brownian motion 𝜎 = 1. White noise is ergodic, Gaussian, and 

Fickian by definition which makes it widely used in statistical modeling over a wide 

range of sciences. (Steele 2012) White noise is named after its constant spectral density 

which resembles the spectral density of white light. 

White noise is especially important because it can be used in conjunction with the 

Classical Central Limit Theorem. If there is some stochastic process with IID 

increments drawn from a distribution with finite variance, the stochastic process’ limit 

process is Brownian motion (Heyde & Hall 1980). In other words, suppose there is a 

stochastic process 𝑋𝑡 producing IID output from some sampling distribution with 

finite variance at every interval 𝑡 . If observations of 𝑋𝑡  are collected at every 

sufficiently long interval 𝑇 > 𝑡, then 𝑋𝑇

𝑑
→ 𝑁(𝜇, 𝜎). This Gaussian limit process with 

non-zero mean is known as Brownian motion with a drift of 𝜇. 
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Conversely, Generalized Central Limit Theorem can be used to aggregate observations 

from a stochastic process drawing IID observations from a distribution with power law 

tails every interval 𝑡. The resulting process is a Markov chain called Lévy flight. Lévy 

flights are similar to Brownian motion. Each increment of a Lévy flight is drawn from 

a fat-tailed distribution, such as a stable distribution or Student’s t distribution. 

(Applebaum 2009) 

2.4.2 Dependent Random Walks 

Definition 4. Fractional Brownian motion 

Real-valued stochastic process 𝐵𝐻(𝑡) is said to be fractional Brownian motion if 

for all 𝑡  𝐵𝐻(𝑡)  is a centered Gaussian process with covariance function 

𝐸[𝐵𝐻(𝑡)𝐵𝐻(𝑠)] =
1

2
(|𝑡|2𝐻 + |𝑠|2𝐻 − |𝑡 − 𝑠|2𝐻); 0 < 𝐻 < 1, ;  𝑠, 𝑡 ≥ 0. 

Fractional Brownian motion is an important variant of white noise that was originally 

popularized by Mandelbrot & Van Ness (1968). As per definition 4, it is white noise 

with Hurst index H included in its covariance function. Hurst index takes on values 

0 < 𝐻 < 1, with fractional Brownian motion simplifying to white noise when 𝐻 = ½. 

This makes fractional Brownian motion a generalization of Brownian motion. (B. B. 

Mandelbrot & Van Ness 1968) 

Values ½ < 𝐻 < 1 indicate the process has positive serial correlation, 0 < 𝐻 < ½ 

negative serial correlation. Fractional Brownian motion has long memory and its 

frequencies decay in a manner similar to power law distributions when ½ < 𝐻 < 1. 

Furthermore, fractional Brownian motion does not require the underlying processes to 

be independent. The rate of decay and possibility of serial correlation make fractional 

Brownian motion an important method of simulating fat-tailed variables. It is used 

often as an alternative to Lévy flights. (B. B. Mandelbrot & Van Ness 1968) 

Fractional Brownian motion is a stationary process that does not have the Markov 

property. It is also not a Martingale nor a semi-Martingale because of its long-range 

serial correlation. It is almost surely non-differentiable everywhere. (B. B. Mandelbrot 

& Van Ness 1968) Since it is not a semi-Martingale, the traditional methods of 
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stochastic calculus and the well-defined Itô calculus cannot be used to study it. Despite 

this, fractional Brownian motion has found a wide range of applications in finance (eg. 

Cheridito (2003)), computer science (eg. Leland et al. (1995)), engineering (eg. Norros 

(1995)), and physics (eg. Hurst (1951)), among others. 

A property shared by both fractional Brownian motion and Brownian motion is self-

similarity. Self-similarity means no matter how close in or how far out we zoom, the 

series look exactly the same when plotted on a graph. What makes fractional Brownian 

motion unique is how it is the only known self-similar Gaussian process with 

dependent increments. This property is illustrated visually for both types of Brownian 

motions below in figure 2. Each red square indicates the part of the graph we will zoom 

in in the subsequent pictures. 

 

Figure 2. Self-similarity of Brownian motions. 
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3 ECONOMIC VARIABILITY 

3.1 Economic Variability in Research 

The use of normal distribution in the study of economic prices dates back to Bachelier 

(1900). He argued the variation in stock prices can be approximated with Brownian 

motion. Initially his results received little attention due to his vague writing style. 

Several decades later Osborne (1959) formulated independently and more formally the 

same notion of Gaussian random walk for stock prices. Following Osborne, Samuelson 

(1965) argued the random walk hypothesis is consistent with rational expectations of 

price. He showed the market prices are expected to fluctuate in equilibrium like they 

do in real markets due to uncertainty and differences in individual estimates of fair 

price.  

Proponents of normal distribution and the random walk hypothesis often quote the 

efficient market hypothesis. The efficient market hypothesis states economic prices 

perfectly reflect all the available information and as such it is impossible to 

consistently beat the markets (Bergen 2011). For the hypothesis to hold, price changes 

must be independent and exhibit no trends or correlations that can be used to 

consistently derive excess returns. If this hypothesis holds and economic prices do not 

have power law tails, it must indeed be the case they are normally distributed. 

The results of Bachelier (1900) and Osborne (1959) were quickly built upon and 

generalized. Researchers not only applied the results to variations in stock prices but 

also to price variability in practically all other types of assets, equities, and 

commodities one can think of. Black & Scholes (1973) and Merton (1973) pioneered 

the research of the use of Gaussian in pricing of alternative asset classes, extending the 

results to options and derivatives and paving way for more complex methods. 

The assumption of normality has ever since reigned supreme over economics. Any 

deviations from normality have often been conveniently dubbed ‘black swans’, 

statistical anomalies that happened by sheer chance or dumb luck. Some researchers, 

beginning as early as Kendall & Hill (1953), have even removed from their data any 

observations whose fluctuations were too wide to be consistent with normality. The 



20 

frequent occurrence of black swans in finance has prompted researchers to look for 

various kinds of explanations to fill the gap between reality and theory. A good 

example of such explanations is irrational behavior of individuals examined in the 

book Animal Spirits by Akerlof & Shiller (2010). 

However, the Gaussian orthodoxy in economics has not been without adversaries. The 

discussion and series of papers started by Mandelbrot (1963) brought forth a new 

perspective in economic price variability. Mandelbrot argued stock prices follow 

Lévy-stable distributions as opposed to the normal distribution. Although his work 

contributed to the birth of so-called econophysics, his results have largely been ignored 

by mainstream economists. 

A big reason for the lack of interest in stable distributions in mainstream economics 

has been mathematical obstacles inherent in the family of L-stable distributions. As 

mentioned in section 2.3, no reliable methods existed to generate stable density and 

distribution functions before the work by Nolan (1997). Practitioners and researchers 

had to use other indirect research methods that often relied on visual estimations, 

difficult mathematics, or raw computer power in the form of Monte-Carlo method.  

The connection between the distribution stability and parameter values also gives rise 

to some difficulties with intuition. The thought of stable distributions having infinite 

variance and possibly non-defined means may prove overwhelming for some applied 

scientists. Furthermore, since variance has largely been established as the de-facto 

measure of portfolio and asset risk in finance, lack of similar concept for stable 

distributions makes the distribution family more difficult to use in the context of 

financial economics. Compared to the normal distribution whose properties are well 

known and easy to apply, the drawbacks related to stable distributions are clear. 

3.2 Empirical Economics 

This section discusses whether economic variables in general exhibit serial correlation, 

stationarity, and power law tails. The reason for choosing these aspects of statistical 

variability is that stationarity, statistical independence, and finite variance are the 

necessary requirements for using the Gaussian in statistical research via CCLT. If these 
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conditions are not met the normal distribution is likely to provide inaccurate or biased 

information when used in econometric research. 

3.2.1 Serial correlation 

Vast literature in economics is dedicated to the study of trends and patterns in the 

economy in the form of business cycles (eg. Lucas (1977)) and financial cycles (eg. C. 

Borio (2014)). These topics of research in-and-of themselves suggest there is some 

form of serial correlation built in the economic system which allows us to make useful 

predictions of the future based on past information. For example, the business cycle 

theory implies observing low rates of GDP growth suggests the economy might be in 

a recession. This makes it more likely for us to observe low rates of GDP growth in 

the immediate future, ergo serial correlation. 

In addition to economic cycles, serial dependence in various types of economic prices 

in well documented. For stock prices, weak serial correlation in short-term (Harvey 

1991) and strong serial correlation in the medium-to-long-term (Fama & French 1988) 

is known to exist. Furthermore, studies of different types of seasonality in stock prices, 

such as the ‘January effect’ (eg. Haugen & Jorion (1996)) have been subject to 

overwhelming interest in the field of finance. 

Other economic prices known to exhibit cyclical components include industrial metals 

(Jerrett & Cuddington 2008, Labys et al. 1998), real estate (Kuethe & Pede 2011), 

retail price of gasoline (Eckert & West 2004), and online advertising (Zhang & Feng 

2005). More generally, a large variety of price cycles known as Edgeworth cycles 

(Maskin & Tirole 1988) have been identified in many markets for homogeneous 

goods. The most famous and well-studied Edgeworth cycle is likely the retail price of 

gasoline. 

There are a wide range of economic series for which strong serial correlation stems 

from economic or physical realities. An example of such cycles is the rate of 

unemployment. No respectable economist would claim the unemployment rates are 

drawn completely randomly and independently each quarter like lottery tickets, baring 

no relation to persistent economic conditions. Given the economic climate is persistent 
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as per the business cycle theory, it follows unemployment rates must also be persistent 

since they are highly dependent on the prevailing economic conditions. It also takes 

time for individuals to find employment which adds in a factor short term serial 

correlation called stickiness to unemployment rates. 

Given the diverse set of examples listed here along with common sense and basic 

economic intuition, the existence of serial dependence in economic phenomena is 

irrefutable. The existence of random components in economic data obviously must not 

be overlooked but serial correlation is present in much any type of economic 

phenomena we may think of. Indeed, it would prove exceedingly difficult to make a 

compelling argument to the contrary. 

3.2.2 Stationarity 

Stationarity refers to processes that are invariant over time. That is to say their joint 

distribution functions do not change when aggregated or shifted over time. Processes 

can be classified into different degrees of stationarity depending on the number of 

stable distribution moments. The weakest form of stationarity only requires the mean 

and variance to remain constant. 

The most obvious example of non-stationarity in economics is the widespread use of 

ARCH models. ARCH models are specifically designed to study how the variance of 

some time series evolves over time. (Hull 2006) A word commonly used with ARCH 

models is ‘variance clustering’. It refers to the tendency of economic time series to 

exhibit periods of high volatility and periods of low volatility. 

To demonstrate variance clustering 10 000 most recent daily changes in the S&P500 

index from May 8th 1978 to December 28th 2017 along with 10 000 random 

fluctuations of Brownian motion with variance equal to that of S&P500 are plotted in 

figure 3 below. In the graph for stock prices periods of high variance occurring around 

times of economic turmoil and periods of low variance occurring in the calm times 

between economic crises can be identified with ease. Similar variability cannot be 

observed in the graph for white noise. The difference between non-stationary S&P500 

and stationary white noise is painstakingly obvious under visual examination. 



23 

 

Figure 3. 10 000 daily changes in S&P500 and Brownian motion. 

Visual analysis of changes in stock prices alone is obviously not conclusive evidence 

for non-stationarity in economics. Stationarity has been researched using more 

sophisticated statistical methods. Although these methods are highly reliant on the 

assumptions made regarding shape of the sampling distribution, numerous such studies 

suggest a wide range of economic variables to be non-stationary. These variables 

include inflation (Charemza et al. 2005) and growth of GDP per capita in various 

countries (Fang et al. 2008, Su et al. 2007). For other economic series, such as real 

exchange rates (J. Wu et al. 2004), no definite conclusion has been reached. 

The non-stationarity of macroeconomic variables is a well-known phenomenon that 

arguably stems from the cyclic nature of economics. During economic upcycles people 

are more optimistic and act as if the economy is less risky. This in turn leads to lower 

volatility of prices, inflation, etc. and thereby drop in variance. During economic 

downturns people are more sensitive to bad news and more likely to overreact to new 

information which may amplify economic volatility during periods of economic 

turmoil. 
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3.2.3 Leptokurtosis 

Any statistical distribution with kurtosis higher than three is called leptokurtic. Many 

distributions fit the criteria, such as Student’s t, exponential distribution, Poisson 

distribution, stable distributions with 𝛼 ≠ 2, and many others (Forbes et al. 2011). The 

kurtosis of three is chosen as a benchmark since it is the kurtosis of normal distribution. 

These distributions have higher kurtosis than the normal distribution and are hence 

often also called fat-tailed distributions or said to exhibit excess kurtosis. 

Without a doubt the economy is subject to heavy risks and volatility in many fronts 

and areas. The most obvious part of economics characterized by leptokurtic variability 

is the stock market (Be 2000) running from crash to crash, occasionally resulting in 

adverse effects to the entire world economy. Leptokurtosis in broader economics is 

well reported with examples of leptokurtic phenomena ranging from inflation rates 

(Kremer et al. 2013) to interest rates and oil prices (C. Wu et al. 2012). 

Leptokurtosis, although an essential part of economic variability, is not incompatible 

with the assumption of asymptotic normality. Given a leptokurtic distribution with no 

power law tails, asymptotic normality still leads to normal distribution on leptokurtic 

data aggregated over time. The problem then becomes to identify the “lowest bound” 

of economic variability from which observations can be aggregated. For example, 

given that the market price of stocks is refreshed several times a minute, then data 

aggregated on 1-day intervals should be approximately Gaussian if the conditions for 

asymptotic normality hold. 

Therefore, after discussing leptokurtosis the next logical step is to examine the tail 

shape more closely. A common statistical feature that may result in leptokurtosis is 

power law tails. Examining the occurrence of power law tails is also necessary, albeit 

insufficient, condition in correctly identifying the asymptotic distribution of any time 

series data. 
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3.2.4 Power Law Tails 

Power laws have been a part of economics for a long time in both empirical 

observations and mathematical models. Among the earliest known examples of power 

laws in the empirical economics is the observation made by Pareto (1896). He argued 

the distribution of income in a society can be described with a simple power law 

relation. An early example among economic theories appears in the iconic quantity 

theory of money. The quantity theory states if the money supply doubles while the 

GDP remains constant, then ceteris paribus the price level must also double. 

Economists have since found a remarkable number of power law relations in the 

economy and more are being constantly discovered. Some examples of economic time 

series reported to exhibit power-law tails include income and wealth of individuals 

(Atkinson & Piketty 2007, Pareto 1896), stock market returns (Gopikrishnan et al. 

1999), firm size (Gabaix & Landier 2008), city size (Gabaix & Ioannides 2004) and 

comparative advantage in international trade computed from Balassa index  

(Hinloopen & van Marrewijk 2006). Moreover, the black swan events often 

encountered in finance are not at all out of the ordinary if the financial markets are 

modeled after power laws (Gabaix et al. 2005). 

It would appear a large share of economic variability can be described with power 

laws. As a result, many leptokurtic economic phenomena in economics hail from 

sampling distributions with power law tails. Considering such distributions fail to 

converge to the Gaussian distribution, as discussed in section 2.1, the assumption of 

normality in economics does not appear to be too credible. Combined with the 

problems of serial correlation and non-stationarity, the use of normal distribution in 

econometrics seems to be subject to some great difficulties. 

3.2.5 Self-similarity 

Mandelbrot (2001) refers to the tendency of economic time series, especially stock 

prices, to look alike at virtually all time scales as the scaling principle of economics. 

Mandelbrot is referring to the feature of self-similarity examined briefly in section 

2.4.2 for Brownian motions and demonstrated visually in figure 2. In practice, self-
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similarity manifests itself as the tendency of all economic charts and price series to 

look indistinguishable. 

The Apple stock price on intervals of five minutes and intervals of one week is plotted 

in figure 4 as an example of self-similar economic time series. The data for time series 

of five minute intervals comes from Stooq (2018) and the series of one week intervals 

from Yahoo Finance (2018a). If the charts were not labeled, it would be impossible to 

tell the time series apart without highly intimate knowledge of the price history of 

Apple stock. 

A more accurate term used to describe the self-similarity of economic time series is 

scale invariance. It means each smaller segment of the series looks exactly like the 

entire series. This tells us we should specifically look for distributions that can be 

converted into scale invariant processes when attempting to find sampling 

distributions for economic data. 

 

Figure 4. Apple stock in five minute and one week intervals. 

Mandelbrot points out the property of self-similarity for economic time series only 

holds within some bounds (B. Mandelbrot & Hudson 2007, B. B. Mandelbrot 2001). 

For example, in terms of time obvious upper and lower bounds exist. If one thinks of 

the variability in GDP, the availability of data typically sets the lower bound at the 
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level of one quarter. The upper bound, on the other hand, manifests itself at the level 

of several years when economic fundamentals take over. Economic growth in the post-

industrialized era turns into a smooth curve with only minor deviations from the trend 

of exponential growth, hardly similar to figures of business cycles. 

3.3 Random walk and economics 

The difference between fat-tailed power law distributions and the normal distribution 

can be demonstrated visually by comparing different types of random walks to 

economic data. The standard method to model a random walk in economics and 

finance is to use the so-called Brownian motion with a drift. Simply put, Brownian 

motion with a drift is white noise with mean 𝜇 equal to the desired drift (Mikosch 

1998). The drift is typically set to match the expected rate of growth on some variable 

of interest, such as the market price of wool or the size of monetary base. 

 

Figure 5. Empirical data and random walks. 

Most common fat-tailed alternatives to Brownian motion with a drift include Lévy 

flights and fractional Brownian motion examined in 2.4. This thesis will focus on using 
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the fractional Brownian motion to avoid problems related to the choice of distributions 

and distribution parameters for Lévy flights. 

Figure 5 above exhibits empirical data on the market price of copper, S&P500 index, 

and USD/JPY exchange rate starting from January 5th 1998, February 17th 1998, and 

September 21st 1998, respectively, to December 29th 2017. The dates are chosen such 

that 5 000 most recent available observations are plotted. 5 000 observations from 

Brownian motion with a drift based on S&P500 and two series of fractional Brownian 

motion computed from S&P500 and USD/JPY are plotted next to the empirical time 

series. Hurst exponents for the fractional Brownian motions are estimated using R/S 

analysis described in appendix A. The empirical data is described in section 4.1. 

In figure 5 a clear difference between empirical data and Brownian motion with a drift 

can be observed. The movements of Brownian motion are too smooth and subject to 

too few large fluctuations. The same is not true for fractional Brownian motion which 

holds great resemblance to real empirical time series. The sharp contrast between the 

theoretical Brownian process and real world economic time series demonstrates how 

far from reality Gaussian econometric tools really are. 

 

Figure 6. Random walks with large number of observations. 
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The cap between Gaussian world and real world becomes more pronounced as the time 

horizon is increased since the Brownian motion with a drift gets gradually closer to a 

straight line. Fractional Brownian motion, on the other hand, retains its jagged shape 

no matter how long the time horizon is stretched (B. B. Mandelbrot & Van Ness 1968). 

This is demonstrated in figure 6 above where 50 000 observations from Brownian 

motion with a drift and fractional Brownian motion are plotted, both based on the 

S&P500 index. 

3.4 Theory and Empirics 

"Seek simplicity and distrust it, seek simplicity and question it." 

- Alfred Whitehead, Principia Mathematica 

Alfred Whitehead urges scientists to look for simplicity in their models all the while 

asking them to doubt it. This is a good principle to follow in statistical modeling. The 

goal of a statistical model should be to describe some real world phenomenon as 

simply as possible. The more complex the model becomes, the more difficult it is to 

interpret. The job of a scientist is to always be aware of the numerous limitations 

imposed by simplifications made in the construction of the model. This is especially 

true for social sciences like economics where the processes underlying each 

mechanism one might want to model are practically endless. 

Economists have tried to close the gap between messy empirical reality and neat 

theoretical economics by using simplifying assumptions, some more reasonable than 

the others. In the case of some assumptions, such as stationarity and serial 

independence, the contradictions have become too large to ignore. Many economists 

have hence been tempted to make their models consistent with reality by applying what 

Mandelbrot & Hudson (2007) call “patchwork fixes”.  

B. Mandelbrot & Hudson (2007) compare many fixes made in econometrics to the 

Ptolemaic system of orbits. In Ptolemaic system the movements of planets are 

complemented by adding new cycles, cycles by adding epicycles, and eventually 

epicycles by disorienting centers of the cycles from the center of the entire system. By 
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including an exponentially growing number of epicycles the model can be made more 

and more accurate, eventually almost undifferentiable from observed empirical reality. 

However, each new cycle and epicycle makes the model more complex and difficult 

to handle while providing no new information of the underlying real world processes. 

The Ptolemaic theory was later taken over by Newton’s far simpler system of 

gravitational pull with considerable predictive power.  (Mandelbrot & Hudson 2007) 

As an example of the patchwork fixes used in economics Mandelbrot & Hudson (2007) 

mention ARCH models along with ARMA models and high-order Markov processes. 

ARCH models are specifically designed to handle the changes in variance of some 

time series over time, as mentioned in section 3.2.2. ARMA models and high-order 

Markov processes are designed to account for essentially the same thing. The issue 

with these models arises when the length of data is increased. The number of auto-

regressive parameters tends to increase in proportionally fixed rate to the number of 

data points. The models almost inevitably provide a good statistical fit if only due to 

the unconstrained number of auto-regressive terms. (B. Mandelbrot 2002) 

Unless there is some clear source of systematic seasonal correlation, such as the sale 

of fireworks spiking up at the end of each year, the lagged terms in ARCH, ARMA, 

and high-order Markovian processes rarely carry any meaning. (B. Mandelbrot 2002) 

Including a growing number of lagged effects at arbitrary intervals rarely simplifies a 

model or helps us understand the underlying processes any better. They merely provide 

an easy method to get statistically good fit on almost any data with enough data points. 

A common way to try to account for leptokurtosis in finance is through the use of 

copulas. The most common techniques with copulas require us to construct a full 

portfolio of assets or commodities. Leptokurtosis is achieved when each variable is 

assumed to be correlated with one another, resulting in higher chance of observing 

large positive or negative fluctuations in several assets simultaneously. Each 

individual variable and time series is typically assumed to be individually normal but 

the joint distribution is not necessarily Gaussian. (Luciano & Marena 2002) 
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Although more realistic than univariate Gaussian approaches, the accuracy of copulas 

is highly tied to the distribution chosen as the joint distribution. Just like its univariate 

counterpart, multivariate Gaussian copulas highly underestimate the size of tail 

distributions in financial applications (Luciano & Marena 2002). Copulas also fail to 

take into account serial correlation which may be a present in economic data. 

Sometimes copulas are combined with ARCH models to account for serial 

dependence. These models, however, become exceedingly complex and difficult 

interpret. 
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4 FRACTAL ECONOMETRICS 

This section of the thesis builds up on the statistical theory and economic empirics 

introduced in earlier chapters. The goal is to assess whether the accuracy of 

econometric models can be improved by switching from the normal distribution to 

some other statistical distributions without making any further adjustments.  

4.1 Data 

Three sets of data will be used. Daily closing price of S&P500 index from January 1st 

1950 to December 29th 2017, available at Yahoo Finance (2018b), is used to represent 

the stock markets. Daily USD/JPY exchange rate from January 4th 1971 to December 

29th 2017, available at FRED (2018a), is used to represent the currency exchange 

markets. The daily market price of copper from July 1st 1959 to December 29th 2017, 

available at Quandl (2018), is used to represent the commodity markets. 

Since the data sets come from reputable sources, all the observations are assumed to 

be recorded correctly. Hence, the outliers in any of the data sets will not be searched 

for incorrectly inputted values. All the missing values are treated by replacing them 

with the mean of the immediately preceding and following data points1. Doing this 

gives the most conservative estimates of price variability. As such, a minor bias might 

be imposed towards the hypothesis of normality in data sets with high number of 

missing data points. 

The data for S&P500 consists of the 500 largest companies registered in the New York 

stock exchange. The choice between daily open, daily close, and daily adjusted values 

                                                 
1  For example, if observation number 476 was missing, it would be replaced with the mean of 

observations 475 and 477. If more than one consecutive observations are missing, the missing values 

are estimated such that the intervals between data points are equal. In mathematical terms: 

 

𝑁𝐴𝑖 = 𝑋𝑝𝑟𝑒𝑐𝑒𝑒𝑑𝑖𝑛𝑔 + 𝑖 ∗
(𝑋𝑓𝑜𝑙𝑙𝑜𝑤𝑖𝑛𝑔−𝑋𝑝𝑟𝑒𝑐𝑒𝑑𝑖𝑛𝑔)

𝑛+1
, 

 

Where n is the number of consecutive missing values and i is the number of the ith consecutive missing 

value 
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of the index make no difference for the analysis. Daily closing prices are chosen for 

simplicity. The set contains a total of 17 110 observations. 

The data for USD/JPY consists of the daily dollar prices in terms of Japanese Yen. 

The data is only available starting from January 4th 1971 which is why the data set is 

shorter than the data for S&P500 and copper. The data contains a total of 472 missing 

values which are replaced with the mean of the previous and the next observation as 

outlined above. The data consists of prices observed at noon as opposed to the market 

closing prices. The set has a total of 12 260 observations after fixing for missing values. 

The data for copper comes from COMEX and is sourced by Quandl. The price is 

reported per pound in terms of USD. Only one price per day is available so there is no 

need to choose between daily open, close, and adjusted prices. The set contains a total 

of 14 643 observations. 

The three datasets are chosen to give a broad representation of economic markets and 

to give a sense of generality for the obtained results. S&P500 is chosen since it is 

widely considered to be the broad stock market index of choice to represent the stock 

markets as a whole. USD/JPY exchange rate is chosen to represent the currency 

exchange markets since US dollar and Japanese Yen were the currencies of the two 

largest open economies in the world in terms of GDP for a significant part of the 

sample period. Copper is chosen to represent the commodity markets since it is a 

common industrial metal used in a wide range of products. Furthermore, copper does 

not have a reputation for being a commodity driven by speculative investors. 

Other economic series, such as those for GDP and CPI, are not handled due to the 

limited number of observations available. Although it is possible to fit data sets with 

few observations to power law models and distributions, the fits are subject a number 

of complications and problems. Furthermore, showing the results of such fits to be an 

accurate representation of the nature of variability of the time series can be a difficult 

task. We choose to leave that problem to more detailed papers and studies focused on 

studying such issues a single time series at a time. 
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4.2 Distribution Tests 

This section examines the data described in section 4.1 more closely. The 

computations will be done under the assumptions of independent increments and 

stationarity. Although the  earlier chapters have directly argued against the use of these 

assumptions in the case economic data and  the author acknowledges the inaccuracies 

they impose, they are retained to simplify things and to make the thesis more in line 

with the results typically obtained by economists operating under such assumptions. 

4.2.1 Degree of Variation 

While the normal distribution typically gives an acceptable fit to small day-to-day 

variations it grossly underestimates the magnitudes and frequencies of extreme 

fluctuations. This fact is easily demonstrated by taking data of almost any economic 

time series from variations in stock prices to size of firms and fitting the data to the 

normal distribution. When the expected frequencies of the fitted distribution are 

compared to actual empirical frequencies, the discrepancy between theory and 

empirics is revealed. 

Fitting time series to the normal distribution is an elementary task under the 

assumption of independent increments. Maximum likelihood estimators for 

parameters of the normal distribution are simply the population mean and variance. 

The mathematical proof for this is available in Appendix A. 

In table 2 below the fluctuations of S&P500 index, market price of copper, and 

USD/JPY exchange rate are examined by fitting their fluctuations to normal 

distribution using the method of maximum likelihood. The frequencies of fluctuations 

between theoretical distributions and empirical observations are then compared. For 

each range of expected and empirical frequencies in each time series the higher 

frequency is bolded. 

The empirical data presented in table 2 suggests the normal distribution tends to 

underestimate the frequencies of small fluctuations of less than one standard deviation 

and large fluctuations of more than three standard deviations. As a tradeoff it appears 
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to overestimate the frequencies of medium fluctuations in the range of one to three 

standard deviations. The pattern is easily observed in the table by paying attention to 

the bolded numbers for each time series. These kinds of systemic errors are a clear 

sign of mistakes in model construction or parameter specification. 

Table 2. Theoretical and empirical fluctuations of S&P500 index, market price of copper, and 

USD/JPY currency exchange rate. 

 S&P500 Copper USD/JPY rate 

Fluctuation Empirical Expected Empirical Expected Empirical Expected 

Less than 1σ 13 464 11 685 11 317 9 996 9 437 8369 

1σ to 2σ 2 849 4 652 2 586 3 980 2 170 3332 

2σ to 3σ 563 733 521 627 472 525 

3σ to 4σ 136 45 147 39 114 32 

4σ to 5σ 58 1 40 1 42 1 

More than 5σ 46 0 31 0 24 0 

The empirical data presented here is by no means conclusive evidence of this 

phenomenon occurring across the board for all economic time series. However, it is 

worth noting the time series studied represent a rather large slice of the economy, 

ranging from industrial metals to currency markets. Furthermore, similar results for a 

wide range of interest rates, stock prices, and commodity prices have been reported as 

early as 1963 by Mandelbrot (1963, 1967). 

The sample size for each of the commodities spans thousands of observations with the 

difference in expected and observed frequencies of fluctuations larger than five 

standard deviations numbering in tens. This must not be dismissed as a minor 

difference. It is, in fact, a major shortcoming of the normal distribution. We would like 

to propose the fluctuations larger than five standard deviations are the only ones in 

which we are truly interested. Everything else is merely noisy day-to-day variability 

of little significance. 

The large fluctuations are the market movements giving rise severe economic crises, 

as was the case in 1929 when the stock markets suddenly crashed and resulted in the 

Great Depression. They are the fluctuations driving companies to bankruptcy 
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overnight, as was the case when Lehman Brothers went under with the Financial 

Crisis. They are the fluctuations driving countries to chaos and anarchy, as is the case 

in Venezuela after the oil prices began to drop rapidly in 2014. 

Given daily market data and the assumption of normality, observations larger than four 

standard deviations are expected to occur roughly once in 65 years and observations 

larger than five standard deviations only once in 7 000 years2. Taking into account the 

unlikelihood of such large fluctuations, one can conclude from table 2 the past 70 years 

have either been wholly exceptional in terms of market fluctuations for stocks, copper, 

and USD/JPY exchange rate, or that there is something wrong in the underlying 

assumptions of price variability. 

4.2.2 Power Law Tails 

Another useful way to examine the time series before computing some standard tests 

of normality is to see whether they have power law tails. Power law tails can be 

detected and the power law parameters identified by using the methodology described 

in Clauset et al. (2009). The method is summarized in Appendix A. 

A practical problem arising from the methodology of Clauset et al. (2009) is the fact 

that series of price fluctuations might have power law tails on both ends of the 

distribution. The methodology is designed with one-sided distributions in mind. There 

are two ways to fix for this. First of all, the mean of the time series can be standardized 

and power law model fitted on absolute values, handling both sides simultaneously. 

This method implies the shape of left and right tails is essentially the same. This is an 

unnecessary assumption and has much evidence going against it, such as the well-

known skewness of stock returns (eg. Yan (2011)). 

Alternatively, power law model can be fitted individually to both tails. This is done by 

studying the observations larger than the mean and lower than the mean separately. To 

make this computationally easier the mean of the distribution should first be 

                                                 
2 The number of years required for the probability of observing a single occurrence to exceede 50%, 

assuming 252 trading days per year. 



37 

standardized. Then the power law models for all the positive and all negative values 

can be computed separately. Finally, the cutoff points for the fitted power law models 

are simply destandardized. 

The parameter values for the negative tails can be computed using absolute values of 

the observations to keep the parameter estimates for both tails comparable.  This way 

the tail decay rates are easier to interpret. Furthermore, the difference between shapes 

of the tail distributions in positive and negative sides of the sampling distribution can 

be seen more easily in numerical terms. 

Table 3 reports the estimated power law models for S&P500, copper, and USD/JPY 

for both tails simultaneously and independently. Cutoff points 𝑥𝑚𝑖𝑛 and power law 

exponents 𝛼 along with the Kolmogorov-Smirnov statistic are reported for both tails 

of each time series individually. P-values for each power law model are reported based 

on 1 000 simulations of 100 random observations following the Kolmogorov-Smirnov 

method outlined in Clauset et al. (2009) and Appendix A. 

Table 3. Maximum likelihood cut-off points and power law exponents for power law models for 

S&P500, market price of copper, and USD/JPY. 

 S&P500 Copper USD/JPY 

Tail Both Left Right Both Left Right Both Left Right 

𝑥𝑚𝑖𝑛 0.0207 0.0092 0.0253 0.0468 0.0328 0.0452 0.0159 0.0136 0.0134 

∝ 4.1426 3.8901 4.0936 4.4868 5.6106 3.8783 4.5994 4.2719 4.8126 

KS statistic 0.0174 0.0304 0.0326 0.0251 0.0452 0.0317 0.0304 0.0359 0.0373 

p-value 0.7810 0.0150 0.1360 0.4470 0.1150 0.0830 0.1180 0.1770 0.2930 

In table 3 be observed the power law tails give relatively good fits for economic price 

series. Only the null hypothesis of the left tail of S&P500 being characterized by a 

power law can be rejected based on p-values. Curiously enough, stock prices are the 

price series for which the evidence for power law tails is the most overwhelming. For 

example, Gopikrishnan et al. (1999) found the stock returns follow a power law with 

𝛼 ≈ 3 using a dataset of 200 million observations. 
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Despite the significant p-value on left tail, we believe the null hypothesis for power 

law tails on both tails of S&P500 is a good approximation of reality for a couple of 

reasons. First of all, p-values are not at all dependent on the sample size. Getting one 

out of nine comparable tests to return a significant p-value can be accounted for 

variance. Second of all, computing both tails of S&P500 simultaneously results in 

considerable improvement over one-tailed models in both p-values and the KS-

statistics alike which hints at both tails following a power law with similar parameters. 

Third of all, power law tails for stock prices have been identified and confirmed on a 

number of occasions. It is possible other means of computing p-values would have 

returned statistically significant results.  

The estimates for the power law exponents ∝ reach values centered on four and five. 

Other than the exponent for S&P500 being higher than the existing consensus on the 

power law exponent on stock returns (∝≈ 3), the results are consistent with existing 

literature on power law tails in economics. It is important to note the real coefficients 

for the cutoff points for each of the left tails are negative since absolute values were 

used to compute the left hand tails for each power law model. 

4.2.3 Tests of normality 

It is also useful to compute some standard tests of normality to support the observations 

made earlier. If these tests provide similar results against the null hypothesis of 

normality, it is safe to conclude with fairly high certainty that variability in S&P500, 

market price of copper, and USD/JPY exchange rate is not Gaussian. A good starting 

point is to plot histograms of empirical frequencies against the maximum-likelihood 

density function of the normal distribution for each of the time series to see the shape 

visually. 

In figure 7 the pattern from table 2 emerges. Although the disparities in extreme 

fluctuations are difficult to observe due to their low frequencies, it is easy to observe 

how the empirical economic data has too many data points near the mean and too few 

in the medium range. Although for an untrained eye the empirical data may not appear 

to be too far off from the normal distribution, we would again like to emphasize how 

significant the few large outliers are in practice. For comparison, the density of a stable 
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distribution is also included in the figure. The distribution is fitted with the 

methodology described in Royuela-del-Val et al. (2016) and discussed in section 4.3.5. 

 

Figure 7. Histograms of frequencies of daily price changes and density functions of normal 

distribution and a stable distribution. 

Shapiro-Wilk test and Anderson-Darling test are computed to test for normality in 

numerical terms. These tests are widely considered to be the tests of normality with 

the highest degree of accuracy (Razali & Wah 2011). For consistency, normality is 

also assessed using the Kolmogorov-Smirnov method which was used in section 4.2.2 

to test for power law tails. Results of these tests are summarized in table 4 with p-

values of each test written in parenthesis. Test methods are described in Appendix A. 

The Shapiro-Wilk test is computed based on the 5000 most recent observations for 

each of the time series. This is done owing to the fact the algorithms designed to 

compute the test cannot handle larger data sets. The results in table 4 show each of the 
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standard tests of normality highly rejects the null hypothesis of the data being normally 

distributed. These results, although inadequate alone, are powerful when combined 

with the other evidence provided in this section. Since the non-normality of the data is 

demonstrated fairly conclusively, we will move on to compare the suitability of some 

distributions to economic data with focus especially on the tail distributions. 

Table 4. Numerical tests of normality. 

Test S&P500 Copper USD/JPY 

Shapiro-Wilk 0.898 (p<0.001) 0.899 (p<0.001) 0.941 (p<0.001) 

Anderson-Darling 1525 (p<0.001) 1427 (p<0.001) 876 (p<0.001) 

Kolmogorov-Smirnov 0.234 (p<0.001) 0.230 (p<0.001) 0.233 (p<0.001) 

4.3 VaR and ES 

Value-at-Risk (VaR) and Expected Shortfall (ES) are among the most basic and widely 

used measures of risk employed in financial institutions. What makes them so useful 

is the relative ease of their computation and simplicity of their interpretation. They are 

often used together since they complement one another really well. 

4.3.1 Value-at-Risk 

Definition 5. Value-at-Risk 

Given the level of confidence 0 <∝< 1 and cumulative loss distribution 𝐹𝐿  for 

some time horizon 𝑡 , 𝑉𝑎𝑅∝  is defined as the magnitude of losses that is not 

exceeded with probability ∝ in the time horizon 𝑡. In mathematical terms: 

𝑉𝑎𝑅∝ = 𝑖𝑛𝑓{𝑙𝜖ℝ ∶  𝑃(𝐿 > 𝑙) ≤ 1−∝} = 𝑖𝑛𝑓{𝑙𝜖ℝ ∶  𝐹𝐿 ≥ ∝} 

VaR is a statement regarding the value of loss distribution at the quantile ∝, as per 

definition 5. In other words, 𝑉𝑎𝑅∝ measures how large losses are incurred at most 

during some time horizon given ∝ %  probability. (McNeil et al. 2015) In practice, 

VaR tells us how large fluctuations we must be prepared for under normal day-to-day 
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circumstances. However, it does not tell us the extent of losses we may be subject to 

when things go wrong (J. P. Morgan 2008). For example, 1-day 95% VaR states the 

magnitude of losses that will not be exceeded during the next day with 95% probability 

but not how large the losses are likely to be if the amount is exceeded. 

There are three principal ways of computing VaR. The first and the simplest way is 

known as historical simulation. In historical simulation the data is ordered from largest 

gains to largest losses. Sometimes weights are imposed to make either extreme 

observations more significant relative to other observations or to make new 

observations more significant relative to older ones. The value of 𝑉𝑎𝑅∝ is then defined 

as value of the observation whose weight falls on the ∝ % quantile. 

Historical simulation assumes historical fluctuations can be used to represent future 

fluctuations. In statistical terms, this is an assumption of there being some relatively 

stable sampling distribution from which observations are drawn. This hypothetical 

sampling distribution is sometimes referred to as the implied empirical distribution. 

The advantages of using historical simulation are that it is easy to calculate, easy to 

interpret, does not require as much data as some more sophisticated methods, and it is 

applicable over a wide range of different time horizons. The biggest disadvantage is 

the assumption of historical conditions repeating themselves in the future. (J. P. 

Morgan 2008)  

The second method is the use of so-called parametric VaR. Parametric VaR is defined 

as the ∝ % quantile of some theoretical distribution assumed to be representative of 

variability of some variable or a set of variables. This method is commonly applied on 

a portfolio of assets obtained through Markowitz (1952) mean-variance portfolio 

optimization or other comparable method. The traditional parametric VaRs derived 

from traditional methods of portfolio optimization are, hence, limited to sets of 

variables whose variability is Gaussian and whose relationships are linear. 

Similar to historical simulation, the advantages of parametric VaR include 

computational ease, interpretational ease, minimal requirements of data, and 

applicability over several time horizons. The significant disadvantages include the 

assumptions of normality and linearity. (J. P. Morgan 2008) The assumption of 
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normality is sometimes replaced with the assumption of variability adhering to some 

other distribution. Using other statistical distributions does not eliminate distribution 

risk but can result in considerable improvements in accuracy. Comparison between 

some statistical distributions under this method is done later in this chapter. 

The third method is known as Monte Carlo VaR. This method assumes the variability 

of some series can be plausibly characterized by some stochastic model. Thousands or 

millions of random observations are generated from the stochastic model using some 

a random number generator. Once the observations are generated, VaR is computed 

by ordering the data from largest to smallest and taking the generated data point on the 

∝ % quantile, similar to historical simulation. 

The advantages of Monte Carlo VaR include its flexibility in selection of distributions 

and model characteristics along with working with any kinds of relationships between 

variables, linear or non-linear. The disadvantages are the large number of new 

assumptions that must be made in the construction of the model along with significant 

challenges in computation and mathematics. (J. P. Morgan 2008) Due to the 

difficulties inherent to the Monte Carlo method it will not be used to compute VaRs in 

this thesis. However, it will be briefly discussed with reference to Bayesian methods 

in econometrics in section 5.3. 

4.3.2 Expected Shortfall 

Definition 6. Expected Shortfall 

Given the level of confidence 0 <∝< 1, quantile function of losses 𝑞𝑢(𝐹𝐿), and 

expected losses 𝐸(|𝐿|) < ∞, 𝐸𝑆∝ is defined as the magnitude of expected losses 

L when confidence level ∝ is exceeded. In mathematical terms: 

𝐸𝑆∝ =
1

1−∝
∫ 𝑞𝑢(𝐹𝐿)

1

∝

𝑑𝑢 =
1

1−∝
∫ 𝑉𝑎𝑅𝑢(𝐿)

1

∝

𝑑𝑢 

Expected Shortfall is a statement regarding the expected value of the mass of the loss 

function to the right of quantile ∝, as per definition 6. In other words, ES measures 

how much we are expected to lose when experiencing fluctuations greater than VaR. 
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(McNeil et al. 2015) In practice, ES tells us the magnitude of fluctuations we must be 

prepared for under exceptional circumstances. It is important to point out ES only tells 

us expected losses which are often very different from realized losses. 

The motivation for developing ES was twofold. First of all, a measure of risk with the 

property of subadditivity was needed. VaR does not have this property (Artzner et al. 

1999). Second of all, there was a need to develop a measure of risk able to complement 

VaR. ES is by far the most obvious extension of VaR. Extreme value theory is 

sometimes used to instead of ES to analyze tail probabilities but it is mathematically 

much more difficult to compute and interpret (see Embrechts et al. (1999)). ES and 

VaR are presented visually for the standard normal distribution in figure 8. 

 

Figure 8. 95% VaR and ES on density and cumulative functions of the standard normal 

distribution 

VaR and ES are sensitive to the assumptions made regarding shape of the loss 

distribution. Tail shape plays an especially crucial role since both measures are 

effectively simple summaries of tail quantiles. In the following sections VaR and ES 

will be calculated for S&P500, market price of copper, and USD/JPY exchange rate 

to demonstrate this sensitivity. The figures will be calculated from the implied 

empirical distribution, the normal distribution, a non-Gaussian stable distribution, and 

Student’s t distribution. 

A series of 1-day VaRs will be computed and backtested for each time series following 

the methodology of 250 rolling days. This is done by computing VaR from the first 

250 observations and checking whether the next observation is in excess of the 

estimated VaR. Observations in excess are called violations. The first observation is 
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then discarded and VaR is computed based on the next remaining 250 observations, 

and so on. Finally, the percentage share of observations that violated the corresponding 

VaR is reported as the measure of accuracy. For example, if the chosen VaR model is 

a good fit for the data, 95% VaR is expected to have 5% violation rate on average. 

The method may require a lot of computational time when parametric VaR is used 

since the model parameters must be re-fitted at each step. For example, our data for 

S&P500 has 17 110 observations and requires the data to be fitted to some statistical 

distribution 16 858 times3. This method of backtesting is recommended by the Basel 

Committee (1996) to compute and backtest VaR for regulatory purposes and is hence 

used here. In addition to reporting the share of observations larger than the estimates 

of VaR, the VaR computed from the most recent 250 observations is reported. 

1-day ES is also computed for each time series. Backtesting ES is difficult and no 

standard method exists for doing so. Hence, ES will simply be computed based on the 

entire set of data as a complementary measure of risk for historical simulation VaR4 

and based on the most recent 250 observations for parametric VaRs. If the fits on VaRs 

on several levels of confidence are good, we can infer the tails of the chosen 

distribution are close to the real sampling distribution. In such cases ES is also 

expected to be a good fit and backtesting VaR effectively backtests ES.  

VaR and ES will be computed at the confidence levels of ∝= 0.90, ∝= 0.95, ∝=

0.99, and ∝= 0.995 for each time series. The daily figures of VaR and ES can be 

aggregated to longer time horizons by multiplying them with the square root of time, 

√𝑇, if the sampling distribution is assumed to be Fickian. For example, 1-day VaR can 

be converted to 10-day VaR by multiplying it with √10. This is a common method 

used in economic risk management to derive VaRs with longer time horizons needed 

for regulatory purposes (Mehta et al. 2012). 

                                                 
3 The first observation is lost when converting price series to return series. The next 250 observations 

are “lost” to compute the first estimate of VaR. Lastly, VaR is not computed on the last observation 

since there are no more observations to backtest it. 
4 Using only the most recent 250 observations in computing the ES from historical simulation would 

result in highly volatile and inaccurate figure. In higher confidence levels ES would effectively be equal 

to the largest of the most recent 250 observations. 
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4.3.3 Historical simulation VaR and ES 

Computing historical simulations of VaR and ES is simple. As explained in the 

previous section, to compute 𝑉𝑎𝑅𝛼 the data of daily fluctuations is sorted from largest 

to smallest and the observation on ∝th percentile is chosen as the estimate of 𝑉𝑎𝑅𝛼. 

𝐸𝑆𝛼 is simply calculated as the mean of the observed losses equal to or greater than 

the most recent estimate of 𝑉𝑎𝑅𝛼. The 250-day rolling method is used to compute VaR 

and the entire set of data is used to compute ES given the most recent estimate of VaR. 

Given the assumption of stationarity, with large number of observations the historical 

simulation VaR and ES are expected to provide fairly accurate estimates of true risks. 

However, enough data to rely on purely empirical computation is sometimes not 

available in practice. In the case in this section, the sample data sets consist of 

thousands of observations. This should result in fairly good estimates of VaR and ES. 

The results for empirical VaR and ES are summarized in table 5 for S&P500, table 6 

for copper, and table 7 for USD/JPY exchange rate. The estimated measures of risk 

with errors larger than 50% have been bolded and errors larger than 10% written in 

italics. The same rule for bolding and writing violation rates in italics will be used 

throughout the rest of the thesis. P-values or other such additional statistics for the 

measures of risk have not been computed to cut computational times and to follow the 

reporting standards used in other similar studies. 

Table 5. Historical simulation VaR and ES for S&P500. 

Alpha 0.9 0.95 0.99 0.995 

ES -1.698% -2.215% -3.762% -4.713% 

VaR -0.324% -0.537% -1.346% -1.520% 

Violation rate 12.66% 6.96% 1.80% 0.97% 

As can be seen in table 5, VaR failed to provide accurate estimates of risk for S&P500 

when computed from an implied empirical distribution. For each confidence level the 
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observed frequency is much larger than the expected frequency. The discrepancy 

grows as the level of confidence is increased, capping at 99.5% level with violation 

rate of 0.97%. The expected frequency of 0.5% is exceeded by 0.47 percentage points 

or 94%. This is not a trivial margin of error for a measure of market risk. 

Table 6. Historical simulation VaR and ES for copper. 

Alpha 0.9 0.95 0.99 0.995 

ES -3.156% -4.114% -6.970% -8.509% 

VaR -1.255% -1.770% -3.272% -3.453% 

Violation rate 11.55% 5.75% 1.35% 0.74% 

Similar to the estimates of VaR for S&P500, the estimates for copper in table 6 also 

suffer from a significant downward bias. Although the problem of underestimation is 

not as severe as in the case of S&P500, the problem grows as the level of confidence 

is increased. Each observed frequency is significantly higher than any of the 

corresponding expected frequencies. 

Table 7. Historical simulation VaR and ES for USD/JPY. 

Alpha 0.9 0.95 0.99 0.995 

ES -1.201% -1.564% -2.563% -3.075% 

VaR -0.609% -0.805% -1.503% -1.744% 

Violation rate 14.65% 7.52% 1.96% 1.24% 

The method of empirical VaR likewise fails to provide accurate assessment of risks 

for USD/JPY, as can be seen in table 7. In the case of USD/JPY exchange rate, the 

margin of error reaches a whopping 148% at 99.5% level. Furthermore, comparing the 

values of VaR to estimates of ES for any of the time series demonstrates why VaR is 

typically complemented with other figures. For example, stating that there is roughly 
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0.5% chance of losing more than 1.5% in a single day on S&P500 is misleading if the 

losses on such instance are expected to reach almost 5%, as is the case in table 5. 

85% of large banks are reportedly using historical simulation similar to the ones 

computed here to estimate market risks. The difference between the methods used in 

many banks’ internal decision making and the method applied here is the use of 

weights. The figures in tables 5, 6, and 7 use equal weights on each observation with 

everything but the most recent 250 data points discarded. Large banks typically apply 

decreasing weights on older observations instead of discarding them altogether. 

(Mehta et al. 2012) 

The method used in this section is compatible with the method used in Basel banking 

regulation and the results call in to question the use of historical simulation in the risk 

management of financial institutions. Although the method seems to provide rough 

guidelines for the market risk, it appears to systematically underestimate the true 

market risks with the problem growing as the level of confidence is increased. If 

additional measures like ES are not used, VaR from historical simulation seems to 

likely give a highly biased view of real risks. 

4.3.4 Gaussian VaR and Gaussian ES 

Computing Gaussian VaR and Gaussian ES are simple tasks under the assumption of 

stationarity. The maximum likelihood estimators (MLE) for the distribution 

parameters are sample mean and sample variance as shown in Appendix A. Similar to 

section 4.3.3, VaRs are computed on a rolling 250 day basis. However, ES is also 

computed based on the most recent 250 observations to keep it consistent with the 

most recent estimate of VaR. 

To backtest Gaussian VaR the distribution moments are recalculated at each estimation 

of VaR. This allows for higher level of accuracy and fixes for some non-stationarity 

in the medium and long term. As was the case with historical simulation VaR, this is 

the industry standard method of computing VaR with the assumption of normality. 
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It is important to point out multivariate normal is often used to compute VaR as 

opposed to the univariate normal used here. (Mehta et al. 2012) Multivariate Gaussian 

is often derived from the Markowitz (1952) mean-variance optimization or other 

comparable method with the assumption of normal joint-distribution function. Due to 

joint-normal distribution having fundamentally the same shape and properties as 

univariate normal, the results obtained here should not differ too greatly from 

multivariate analysis. For example, multivariate analysis of stocks is likely to be 

subject to the same limitations as the univariate analysis of S&P500 stock index below. 

Table 8. Gaussian VaR and ES for S&P500. 

Alpha 0.9 0.95 0.99 0.995 

ES -1.652% -1.948% -2.526% -2.744% 

VaR -0.469% -0.621% -0.907% -1.011% 

Violation rate 8.95% 5.17% 1.96% 1.35% 

The normal distribution gives an abysmal fit to tail distributions of stock price 

fluctuations, as evident in table 8. VaR is overestimated at lower levels of confidence 

and becomes gradually underestimated as the confidence levels is increased. 

Coincidentally, the estimated tails decay at such a rate that they appear to meet the true 

empirical tails somewhere near the 95% confidence level. Hence, the estimate for 95% 

VaR gives accidentally an accurate result. 

Table 9. Gaussian VaR and ES for copper. 

Alpha 0.9 0.95 0.99 0.995 

ES -3.041% -3.580% -4.634% -5.031% 

VaR -1.405% -1.838% -2.648% -2.945% 

Violation rate 8.50% 4.95% 1.84% 1.36% 
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The pattern observed with stock prices also holds true for the market price of copper. 

At first the estimated Gaussian VaRs overestimate the market risks. However, due to 

the fast rate of decay of the tails of the normal distribution the situation quickly flips 

around. Similarly, the 95% VaR provides an accurate result due to the true tails of the 

distribution and Gaussian tails meeting somewhere in the neighborhood of 95% 

confidence level by coincidence. 

Table 10. Gaussian VaR and ES for USD/JPY. 

Alpha 0.9 0.95 0.99 0.995 

ES -1.121% -1.317% -1.700% -1.843% 

VaR -0.672% -0.861% -1.214% -1.344% 

Violation rate 8.21% 5.19% 2.30% 1.57% 

The exact same results are repeated for USD/JPY exchange rate in table 10. Results in 

tables 8, 9, and 10 echo a familiar pattern from table 2. Each estimated frequency in 

table 2 within one to three standard deviations is overestimated. This overestimation 

turns into underestimation when some point between two and three standard deviations 

is crossed. Two standard deviations correspond to the one-tailed confidence level 

slightly below 95%. This explains the seemingly good fit of the 95% VaR. This 

dynamic is illustrated visually in figure 9 below. 

 

Figure 9. Dynamics between the normal distribution and empirical distributions. 
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From the tables above we can infer the normal distribution does not provide a good fit 

for the economic time series tested. This result does not surprise us considering all the 

other features of economic data that have been discussed in earlier chapters. Therefore, 

it can be concluded with a fairly high certainty that the Gaussian distribution is not too 

well suited for assessing economic risks.  

4.3.5 Stable VaR and Stable ES 

The lack of closed-form solutions for stable density functions makes fitting data 

considerably more difficult to stable distributions than doing so for the normal 

distribution. Accurate early methods of finding the MLE for stable distributions, such 

as the one by McCulloch (1986), have been computationally heavy. Many other 

methods have suffered from inferior accuracy or lack of objectivity, such as visual 

estimation of distribution parameters. The required computational times get 

exemplified when model parameters must be computed several times, such as for the 

250-day rolling method used in this thesis. 

The MLE presented by Royuela-del-Val et al. (2016) are relatively fast to calculate 

since they take advantage of the way modern computers process information. Their 

method is applied here over the more traditional methods of MLE to significantly 

reduce computational times5. Several methods of computing MLE are presented in 

Royuela-del-Val et al. (2016). The adjusted MLE they recommend is applied here. 

Once the data is fitted using the adjusted MLE, integrals derived by Nolan (1997) are 

used to get the stable density quantiles as the estimates of VaRs. For ES the Monte 

Carlo method is used to simulate ten million random observations from the stable 

distribution with the adjusted MLE obtained from the last 250 observations and 

calculate the mean of all the generated observations in excess of the most recent VaR. 

There are no known accurate methods in calculus to derive the ES from a stable 

distribution. Therefore, Monte Carlo method must be used. The results are presented 

below in tables 11, 12, and 13. 

                                                 
5 Using the methodology described by Royuela-del-Val et al. (2016) instead of the one described by 

McCulloch (1986) allows us to cut the computational time on the author’s laptop from roughly 20 days 

per time series to roughly 25 hours per time series, corresponding to reduction around a factor of twenty. 
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Table 11. Stable VaR and ES for S&P500. 

Alpha 0.9 0.95 0.99 0.995 

ES -1.192% -1.974% -6.433% -10.708% 

VaR -0.467% -0.620% -0.906% -1.011% 

Violation rate 10.21% 5.16% 0.70% 0.26% 

Stable distribution gives relatively good fits on stock prices at 90% and 95% levels of 

confidence, as seen in table 11. However, it overestimates the true risks at 99% and 

99.5% levels. Another worthy thing to notice is the magnitudes of estimates for ES. 

Should a fluctuation on the 99.5% level occur, the S&P500 index is expected to drop 

by over 10 percent under the assumption of stable distribution. This is significantly 

higher than the estimate of VaR which predicts losses of only 1% at the 99.5% 

confidence level. 

Table 12. Stable VaR and ES for copper. 

Alpha 0.9 0.95 0.99 0.995 

ES -2.470% -3.184% -6.452% -9.394% 

VaR -0.962% -1.458% -3.848% -6.021% 

Violation rate 10.26% 5.27% 0.81% 0.35% 

The estimates for copper prices can be seen in table 12. Similar to stock prices, the 

stable distribution gives a good fit on copper prices at 90% and 95% levels and 

overstates the risks at 99% and 99.5% levels. Although the estimates of VaR are 

significantly lower for S&P500 than copper, the estimates of ES are not too different 

at higher confidence levels. This reflects the shape of stable distributions. They are 

often highly leptokurtic and have a significant part of their density at the tails. As a 

result, tails decay slowly and expected magnitude of observations grows rapidly as we 

move further down the tails. 
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Table 13. Stable VaR and ES for USD/JPY. 

Alpha 0.9 0.95 0.99 0.995 

ES -1.124% -1.578% -3.734% -5.571% 

VaR -0.575% -0.793% -1.616% -2.335% 

Violation rate 10.37% 5.21% 0.59% 0.18% 

Finally, the fit of stable distribution on USD/JPY exchange rate can be observed in 

table 13. All the fitted time series follow a similar pattern when modeled with a stable 

distribution: high accuracy at 90% and 95% levels, weaker accuracy at 99% and 99.5% 

levels, and high estimates of ES. The USD/JPY stands out since it has by far the largest 

degree of error in the 99.5% level. 

There are a number of possible explanations for the pattern observed in the data. 

Perhaps the adjustments made to MLE by Royuela-del-Val et al. (2016) result in 

slightly fatter tails than would be optimal. All of the VaRs reported slightly higher 

frequencies at 90% and 95% levels than expected. This is consistent with the 

explanation of excess mass being located at the tails due to misspecification of some 

distribution parameters. However, the evidence for this is merely anecdotal and does 

not qualify for a proper statistical explanation without further testing. 

On the other hand, it is also possible the tails of the economic series do not exactly 

conform to a stable distribution. Also, if there is some form of strong serial correlation 

or strong short-term non-stationarity, it is possible to get biased results with simple 

univariate stable distributions even if the choice of distribution is correct. However, 

based on data we have obtained, stable distributions are a considerable improvement 

over the normal distribution and implied empirical distribution in terms of accuracy. 

4.3.6 Student’s VaR and ES 

To give the reader a more comprehensive understanding of the possible fat-tailed 

distributions one can choose, 1-day VaR and ES will also be fitted on the Student’s t 

distribution. The Student’s t is often chosen to model fat-tailed data in economics for 
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two reasons. First off all, it is widely used in practical statistical applications in much 

all the major fields of science. Thus, econometricians have a point of reference to 

imitate research techniques and methodology from other fields. Second of all, many 

prominent economists have argued for the use of Student’s t over the stable 

distributions, such as Blattberg & Gonedes (2010). 

Indeed, there are several compelling practical arguments to be made to justify the use 

of Student’s t over the stable family. First of all, the closed-form solutions of the 

density and cumulative functions for the t distribution are known. This makes 

applications and computations much simpler and faster. Second of all, more or less 

every single statistician and econometrician alike is well acquainted with Student’s t. 

This is not the case with the stable distributions. Third of all, the t distribution does not 

suffer from parametric limitation of ∝≤ 2. (Blattberg & Gonedes 2010) 

The arguments in favor of stable distributions do not generally stem from the position 

of practicality. On the contrary, they stem from the position of theory in spite of 

problems with practicality. As discussed earlier in section 2.1, if any time series drawn 

independently from the same sampling distribution has a limit distribution, that limit 

distribution can only be a stable distribution. Indeed, if any economic variable is 

assumed to have a limit distribution, that limit would most likely be a stable 

distribution. There is no similar theoretical explanation for the use of t distribution 

other than the fact that it seems to fit fairly well many sets of empirical data for some 

unknown reason. 

Even though the closed-form solutions for density and cumulative distribution 

functions for Student’s t are known, there is no known explicit solution for maximum 

likelihood estimators of the distribution parameters. Therefore, the data will be fitted 

using the EM algorithm described in Liu & Rubin (1995). The the same 250-day 

rolling method used in the earlier sections will be used to compute the frequencies of 

VaRs on each level of confidence. The results are reported in tables below. 
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Table 14. Student's VaR and ES for S&P500. 

Alpha 0.9 0.95 0.99 0.995 

ES 0.734% -0.919% -1.412% -1.663% 

VaR -0.419% -0.599% -1.048% -1.270% 

Violation rate 10.60% 5.53% 0.86% 0.69% 

Student’s t distribution gives a good fit for stock fluctuations, as seen in table 14. The 

observed violation rates are much closer to the expected values than with empirical 

and Gaussian methods. Furthermore, the results are close to those obtained with the 

stable distribution. If the stock returns do follow a stable distribution, it is possible the 

distribution parameters are such that the shape is close to the shape of t distribution. 

Table 15. Student's VaR and ES for copper. 

Alpha 0.9 0.95 0.99 0.995 

ES -2.134% -2.724% -4.291% -5.091% 

VaR -1.654% -2.192% -3.540% -4.205% 

Violation rate 10.21% 5.29% 0.86% 0.41% 

Like is the case with stock returns, the t distribution is highly compatible for the market 

price of copper, as seen in table 15. The acquired results much resemble the results for 

stable distributions with slight underestimation of risk at 90% and 95% levels, and 

slight overestimation of risk at 99% and 99.5% levels. 

Table 16. Student's VaR and ES for USD/JPY. 

Alpha 0.9 0.95 0.99 0.995 

ES -0.962% -1.207% -1.858% -2.191% 

VaR -0.601% -0.832% -1.411% -1.706% 

Violation rate 11.47% 6.50% 1.35% 0.72% 



55 

The figures for USD/JPY exchange rate in table 16 differ from the other time series in 

one important aspect. As opposed to the estimates of VaR being too large at higher 

confidence levels, they are too low on all levels. As was the case with stable 

distributions, we had the most difficulties in getting a good fit on the USD/JPY 

exchange rate. Based purely on the patterns of violation rates observed with both the t 

distribution and stable distribution, the true distribution for the exchange rate is likely 

to have higher peak near the mean and fatter tails than the other two time series. 

To summarize the results in tables 14, 15, and 16 one only needs to point out the 

emerging pattern of the distributions having only slightly too little mass on the lower 

tails and slightly to much mass on the upper tails. Overall, the t distribution is a 

significant improvement over the normal distribution and implied empirical 

distribution and comparable in accuracy to the stable distributions. 

4.4 Regarding the Results 

4.4.1 Summary of Empirical Results 

The data on S&P500 stock index, market price of copper, and USD/JPY exchange rate 

was tested for power law tails. The null hypothesis of power law tails could not be 

rejected for these time series. Furthermore, upon directly testing for normality using 

several robust tests we failed to get a single result indicating any of the time series to 

be normally distributed. 

After testing for normality estimates for Value-at-Risk and Expected Shortfall were 

computed, first using the implied empirical distribution and then assuming the data to 

come from a normal distribution, a non-Gaussian stable distribution, or a t distribution. 

Echoing the results obtained with the tests of normality we found the normal 

distribution to give a poor fit to our tail distributions. Furthermore, the method of 

implied empirical distributions widely used by large banks also failed to provide 

satisfactory results for purposes of economic risk management for these series of data. 

As a final nail to the Gaussian coffin, the fits for non-Gaussian stable distributions and 

the t distribution gave fairly accurate fits for all of our data sets. Combining the 
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statistical foundations from section 2 and the empirical properties of economics from 

section 3 with the results obtained in in section 4, it seems plausible to assert economic 

variability to follow stable distributions. Although it could not be explicitly shown that 

the precise sampling distribution is be best characterized by stable distributions over 

the student’s t distribution, the statistical theory and the tests for power-law tails speak 

for themselves. 

The issue of choosing the correct fat-tailed distribution bears relation to the famous 

Lucas critique (Lucas Jr 1976). Lucas argued a macroeconomic model is not credible 

solely on the basis of how well it fits historical data. It must also have foundations in 

economic theory and intuition, especially in microeconomic principles. Similarly, we 

have made the case for the use of stable distributions by referring to the Generalized 

Central Limit Theorem. If macroeconomic models need to conform to economic 

theory, then models of statistical price variability should derive from statistical theory. 

4.4.2 Some Limitations of the Empirical Analysis 

We do feel it is important to point out some of the shortcomings and omitted factors 

made in the analysis. First of all, multivariate distributions and GARCH models were 

not used to induce more complex patterns of variability in time or between different 

components in the data. Both of these methods would arguably have increased 

accuracy of the results. The reason for leaving out these techniques is to focus on only 

suitability of the individual distributions. Conforming to the example of Ptolemaic 

system made by Mandelbrot & Hudson (2007), no matter how many ‘sub-

distributions’ and innovations with GARCH are included in models, no new 

information of the underlying processes will be gained if the system-defining 

distribution assumptions are false. 

Another grievance one might have with the analysis is the fact that lognormal 

distribution was not used. Some economists have celebrated lognormal as the fat-tailed 

distribution of choice. The distribution is left out due to some in-built properties 

incompatible with economic realities. For example, the lognormal cannot take on 

negative values. Although negative prices are not observed in reality, negative price 

changes are observed all the time. As such, reconciling the distribution with real world 
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economic phenomena requires some serious mental gymnastics and generally the use 

of statistical models and modelling techniques more complex than the ones used here. 

Another reasonable critique is related to the use of symmetrical normal distribution as 

opposed to the skewed normal distribution. We do concede many practitioners in 

finance prefer to use the skewed normal over the symmetrical one due to well-known 

skewness of financial data. Using the skewed normal may have marginally improved 

the results but it would ultimately have had only a minor impact on the tails. The main 

benefit gained from using the skewed normal is better fit on the bell of the distribution. 

The fit on the bell was not the focus of the analysis and as such switching from 

symmetrical to skewed normal distribution would only have had a minor effect on the 

results. 

One might also criticize the analysis for focusing on the stable distributions and then 

failing to show them to provide a better fit for tail distributions than the t distribution. 

Again, we would like to refer to the results derived by Gnedenko et al. (1954). As long 

as an economic time series is assumed to have sufficiently low serial correlation, 

sufficiently high degree of stationarity, and the series to approach some limit 

distribution, that limit is inevitably a stable distribution. This provides a theoretical 

basis for using the stable distributions. We are not aware of any intuitive theoretical 

explanation that would show economic time series follow any other distributions. 

Therefore, we believe once economic variability is shown to be fat-tailed and the tail 

distributions to follow power laws, satisfactory proof for the use of non-Gaussian 

stable distributions has been provided. 
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5 MODELS OF ECONOMIC RISK 

5.1 Model Risk 

Whenever statistical models are used to explain or predict real world phenomena, 

certain assumptions regarding the true nature of reality must be made. Even the most 

sophisticated and polished models in any field of science are suspect to model risk, the 

risk of there being some difference between the way things work in the reality and in 

the framework of the model. Therefore, one of the key challenges in modelling 

economic risks is already met in the construction of the model. (Boucher et al. 2014, 

Danielsson et al. 2016) 

Danielsson et al. (2016) define model risk as risk related to the “uncertainty created by 

not knowing the data generating process.” More specifically, Green & Figlewski 

(1999) identify three different sources of model risk. First of all, there is the risk of 

choosing a model that does not properly represent the true data generating process. 

Second of all, there is the risk of misspecifying the model parameters. Third of all, 

there is the risk related to the necessary assumptions made to assign values to some 

unobservable parameters. 

There are at least three major difficulties in the parametrization of models of economic 

risk. The first problem stems from the availability of data. The scarce data from periods 

of economic crises comprises a fairly small share of all the available economic data. 

When constructing models of economic risk one has to rely on data from calm periods 

of the economic history. Whether the data from calm periods is similar enough to data 

from periods of turbulence to be used in specification of models of economic risks 

might turn out to be an issue. (Danielsson et al. 2016) 

The second problem stems from the way most models treat risk as an exogenous 

phenomenon. In reality, risk is created endogenously through interactions between 

economic agents and by their desire to bypass systems of economic regulation and risk 

control. Furthermore, the dynamics between economic agents and regulators change 

over time as they both learn and develop new ways of interacting with one another. 

(Danielsson & Shin 2003) Indeed, Crockett (2000) points out it is wrong to think of 
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economic risks as suddenly appearing during crises. Instead, risks should be 

understood as building up during economic upswings and materializing during 

economic crises. 

The third problem stems from the way most models of economic risk are constructed 

and designed with primary focus on day-to-day fluctuations. One may question 

whether day-to-day fluctuations follow the same underlying principles and rules 

during periods of economic calm and turmoil. (Danielsson et al. 2016) This problem 

is related to the first problem stemming from availability of data. If the calm periods 

differ in some fundamental way from turbulent periods, not only is incompatible data 

being used in model parametrization but models are also built based on principles 

inconsistent with the reality. 

One way to approximate model risk is to measure it as the ratio between highest and 

lowest estimates of risk given by some set of popular models of economic risk at any 

given point in time. When there is relatively little model risk, different models should 

give similar estimates of risk since there is only little uncertainty in risk measurements. 

Conversely, when there is high amount of model risk, these models are likely to 

provide significantly different estimates of economic risks. Defined in this manner, 

model risk is fairly low during periods of economic calm. However, it increases 

sharply during periods of economic turmoil. This means the uncertainty related to the 

risks estimated by popular models of economic risk increase considerably during 

economic crises. (Danielsson et al. 2016) 

Model risk is at its highest during economic crises, precisely during the times when 

risk models are needed the most. It cannot be said whether this is the result of using 

incompatible data, incompatible models, or some combination of the two. However, it 

is important to point out the decreased accuracy of risk models during economic crises 

need not be a problem in practice. If institutions utilizing the models make sufficient 

measures in hedging and risk management during periods of economic calm, model 

risk does not need to cause them economic peril during periods of economic turbulence 

(Danielsson et al. 2016). 
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5.2 Limitations of VaR 

The thesis has mainly focused on VaR as the measure of economic risk and handled 

different statistical distributions with respect to VaR. VaR is by far not the only 

available measure of risk. In addition to VaR, ES, and different types of GARCH-

based approaches, notable examples of risk models include Conditional ES (V. V. 

Acharya et al. 2017), SRISK (V. Acharya et al. 2012), Co-Risk (Chan-Lau et al. 2009), 

and BIS’s Shapley value method (Tarashev et al. 2010). The reason for focusing 

specifically on VaR and ES is their importance in banking regulation. 99% VaR was 

implemented in Basel II bank regulation and taken over by 97.5% ES in Basel III in 

2013 (Basel Committee 2013, Basel Committee 2014). 

After examining how the accuracy of VaR is dependent on the choice of sampling 

distribution, it is worthwhile to discuss some known shortcomings of VaR as a measure 

of risk in general. A well-specified VaR should exhibit consistent violation rates close 

to the expected rates during backtesting. The violations should also be spread out 

evenly as opposed to being clustered around some specific points in time. When 

examined empirically, VaRs computed by large banks tend to be too conservative and 

violations tend to be clustered (Berkowitz & O'Brien 2002). 

There are several possible reasons for VaRs computed by banks to be conservative. 

Firstly, net fee income is typically excluded from VaRs despite it making up a 

significant portion of the profit stream of large banks. This is done since the stream of 

net fee income is often considered to be a relatively fixed source of income. By 

subtracting 50%-100% of the income from estimated VaRs the predictive power can 

be significantly increased, although the VaRs still remain slightly conservative. 

(Berkowitz & O'Brien 2002) 

Secondly, large banks normally construct several separate models of VaR for different 

asset classes and markets. These models are simply added together and the benefits 

gained from diversification are effectively ignored. (Berkowitz & O'Brien 2002) In 

addition to ignoring the benefits from diversification, this procedure is somewhat 

questionable since VaR is not subadditive (Artzner et al. 1999). 
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Thirdly, regulation may be partially to blame for overly conservative VaRs. A bank is 

considered to fail the backtest of 99% VaR if there are more than four violations in a 

period of 250 days. Hence, banks’ own confidence – or lack thereof – in their VaR 

models may explain overly conservative estimates. (Berkowitz & O'Brien 2002) From 

a large bank’s point of view, it may be more desirable to incur slightly higher expenses 

in risk management measures due to conservative estimates of VaR than to undertake 

an increased risk of failing the regulatory backtests. Failing a backtest may result in 

regulatory repercussions and hurt bank’s image. This may turn out to be more costly 

in the long run than incurring increased expenses in risk management. 

Shortcomings of VaR in more theoretical terms include the lack of information 

regarding the magnitude of losses when a violation occurs (Basak & Shapiro 2001) 

and slow adaptability to changes in economic conditions. VaRs tend to underestimate 

risks during the onsets of economic crises due to the model input consisting of the non-

turbulent data right before the crisis. Similarly, VaRs tend to overestimate risks right 

after crises due to input being turbulent data from the crisis period. (Berkowitz & 

O'Brien 2002) This is a likely explanation for the clustering of violations observed in 

the risk models of large banks. 

VaR can be supplemented with components from GARCH models to help better 

predict the dynamic changes in economic climate. In practice, however, VaR is often 

complemented with stress tests to help hedge against specific crisis scenarios. Due to 

the use of stress testing, time variability of risk factors in VaR models is often ignored 

by practitioners. (Berkowitz & O'Brien 2002) When constructing a VaR model, 

practitioners must make a choice among some desirable qualities like degree of 

conservativeness, forecast volatility, and performance (Boucher et al. 2014). As a 

result, large banks appear to prefer a higher degree of conservativeness over the other 

qualities. 

According to Boucher et al. (2014), VaRs do not typically fluctuate much during calm 

periods but experience high spikes during crises. They suggest the use of buffers to 

improve the accuracy of VaR estimates. The optimal size of the buffers is highly 

dependent on chosen confidence levels with higher confidence levels requiring larger 

buffers. This is consistent with the results obtained in section 4.3 where the accuracy 
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of estimated VaRs declined sharply for all of the methods of computation as 

confidence levels were increased beyond 95%. 

The extent of potential systematic errors in VaRs also depends heavily on the choice 

of parameters and the methods used to estimate said parameters. In accurate models 

only a slight buffer may be needed to insure against the potential sudden spikes in 

economic risks. In other models with lower degree of accuracy the appropriate buffer 

may even be equal to the estimated VaR itself. This means the true market risks may 

effectively be double the risks predicted by the risk model. (Boucher et al. 2014) 

5.3 Bayesian Inference in Risk Management 

Theorem 3. Bayes’ theorem 

Suppose A and B are events such that 𝐴 = 𝐴𝐵 ∪ 𝐴𝐵𝐶  and 𝑃(𝐵) ≠ 0 . The 

probability of event A can then be expressed with respect to event B as follows: 

𝑃(𝐴|𝐵) =
𝑃(𝐵|𝐴)𝑃(𝐴)

𝑃(𝐵)
 

Bayesian methods stem from the famous Bayes’ theorem. The theorem is used to 

calculate the probability of some event A given the status of event B. Non-Bayesian 

methods in statistics typically attempt to maximize the probability of observed data 

given the model. In Bayesian statistics the situation is flipped around and the goal is 

to maximize probability of the model given the observed data (Kruschke 2014). 

Bayesian methods are used in the empirical section of this thesis in model parameter 

specification. Methods of maximum likelihood are used to choose the model 

parameters such that the likelihood of the model parameters is maximized with respect 

to the observed data. 

There are two crucial limitations to Bayesian methods from the point of view of a 

practitioner. The first limitation is related to the choice of priors. This is occasionally 

referred to as the “subjective judgement” (Kruschke 2014). This is essentially the 

choice of model. While Bayesian methods can help us choose the most appropriate 

model parameter values, they are less useful in choosing the correct model. For 
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example, Bayesian analysis gave the best possible estimates for distribution 

parameters for VaRs given the available data in the empirical section but gave little 

input as to which distribution is the best fit for the data. Hence, Bayesian statisticians 

must rely on their own subjective professional experience, knowledge, and intuition in 

model construction. 

On one hand, a practitioner wants to use fairly general priors that impose as little 

personal bias on the model as possible and do not inherently favor any parameter 

values over the others. On the other hand, a practitioner wants to use priors that reflect 

their own personal beliefs and insights about the nature of the phenomena studied. 

(Lynch 2007) The challenge is to choose such priors that enable us to reach a plausible 

conclusion with some predictive or descriptive power without the priors themselves 

forcing the model to adopt some specific range of parameter values. 

The second limitation is related to the computational power necessary to carry out 

Bayesian analysis. Bayesian methods often require computationally heavy statistical 

algorithms to produce sufficiently accurate and precise output. Due to the exponential 

growth in the power of computers in recent decades, Bayesian methods are becoming 

increasingly feasible to apply in theoretical and practical problems, both 

computationally and economically. (Kruschke 2014) 

The main benefits of Bayesian methods include high accuracy in the estimation of 

model parameters, tests of model fit and comparison, and managing datasets with 

missing data (Lynch 2007). In practice, simple models should always be preferred over 

complex ones when carrying out Bayesian inference. Knowing limitations and 

implications of simple models is often comparatively straightforward. Furthermore, 

carrying out tests of model fit and subjecting the model to proper model critique can 

be done with higher accuracy the simpler the model is. (Kruschke 2014) 

Bayesian methods are often used in conjunction with Monte Carlo methods briefly 

discussed in the case of VaR in section 4.3.1. These models are typically built around 

complex stochastic processes and strong underlying assumptions regarding the 

variability and characteristics of the phenomena of interest. When Bayesian methods 

are used in specification of these highly complex models, significant expenses in 
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computation are often incurred to derive a model that is not necessarily any better than 

a much simpler model (Berkowitz & O'Brien 2002).  

Models in general become more flexible as they increase in complexity. Increased 

flexibility leads to better fit of the model to any given set of data, such as random noise 

(Kruschke 2014). When one is interested in studying some specific economic issue, 

not much insight can be gained from a model that is general enough to give a good 

statistical fit to almost any set of data one might think of. Although there are many 

merits in using complex stochastic processes in models of economic variability, 

imposing complexity for the sake of complexity must be avoided at all costs. 

With the rapid growth in the availability of data, power of computers, and development 

of gradually more sophisticated mathematical and statistical tools we believe the 

question of distribution choice is now more relevant than ever. If we want to avoid the 

pitfalls of the Ptolemaic model, we should make sure the simple foundations of our 

models and modelling techniques are correct. Correcting for the simple mistakes will 

likely become exceedingly difficult once different types of self-learning algorithms 

and applications with big data become widespread. Finding the flaws of a model that 

keeps automatically generating hundreds or thousands of explanative factors via self-

learning algorithms is bound to be challenging. 

5.4 What Can Be Learned from Statistics? 

“... [Statistical models] are sometimes useful and sometimes misleading. The goal of 

an empirical economist should not be to determine the truthfulness of a model but 

rather the domain of its usefulness.” 

- Edward Leamer, Are the Roads Red? Comments on “Size Matters.” 

Using statistics to solve real problems is difficult and even the brightest minds are 

prone to some of the pitfalls related to statistical modeling. The most common mistake 

done in statistical analysis is putting too much emphasis on statistical hypothesis 

testing and measures of model’s accuracy. These methods often attempt to control the 

risk of committing type I and type II errors. Type I errors refer to false positives, or 
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the risk of accepting a false alternative hypothesis. Conversely, type II errors refer to 

false negatives, or the risk of rejecting a true alternative hypothesis. 

The most common measure of statistical significance used in model parametrization 

and hypothesis testing is p-value. P-value attempts to measure the risk of committing 

type I error. The allure of p-value stems from how it gives the researcher a simple, 

mathematically sound, and objective benchmark of accuracy – or the illusion of having 

one. American Statistical Association (Wasserstein & Lazar 2016) criticizes the 

widespread use of p-values in applied sciences by arguing p-values should be used as 

auxiliary proof for some hypothesis but are practically useless if no other evidence is 

provided. Just like the Lucas critique (Lucas Jr 1976), they rightfully point out tests of 

statistical significance are ultimately meaningless if not accompanied with more 

rigorous proof founded on logical inference or established scientific foundations. 

Table 17. Types of statistical errors. 

  Reality 

  True NULL hypothesis False NULL hypothesis 

R
es

u
lt

 Accept NULL No error made Type II error 

Reject NULL Type I error No error made 

Ziliak & McCloskey (2008) wish to take the thinking a step further. They argue 

economic significance in terms of parameter size, or ‘oomph’, should be the ultimate 

measure of significance in hypothesis testing. They describe p-values as qualitative 

measures attempting to answer whether an effect exists. However, in a complex 

science like economics everything is ultimately connected. From the way p-values are 

defined, even the tiniest relations eventually become statistically significant when the 

number of observations grows large enough since standard errors decrease in tandem 

with increasing size of data. (Ziliak & McCloskey 2008) 

According to Ziliak & McCloskey (2008), the question of “how much” should be of 

primary concern in economics. Who cares if an effect exists if it is too small to make 

any meaningful difference in the real world? To give an analogous example from 



66 

physics, each body of mass has some gravitational force. When kicking a football and 

attempting to calculate its path a physicist might take into account factors such as the 

force transmitted on the ball from the kick, direction of the force, the Earth’s gravity, 

and the mass of the ball. What they do not take into account is the gravitational pulls 

of other players standing on the football court. Although the gravitational forces of 

other players’ bodies do impact the path taken by the ball, the impact is too small to 

make any noticeable difference. 

According to Leamer (2004), arguments similar to the ones made by both Ziliak & 

McCloskey (2008) and Wasserstein & Lazar (2016) miss the point. Leamer (2004) 

argues focusing on some statistical measures of significance like p-values or oomph is 

wrong in-and-of itself. Instead of focusing on numerical measures of significance, 

economists should focus on understanding the abstractions made in the construction 

of their models and hypotheses and the inevitable biases and imperfections imposed 

by said abstractions. The focus should be on understanding how the models may or 

may not relate to real phenomena and whether they thereby have any practical value. 

(Leamer 2004) 

No model is a perfect representation of reality. Therefore, a model is never objectively 

true or false. Some models are useful, others are not. The models that are useful are 

useful only in some situations while misleading in others. Leamer (2004) presents the 

Heckscher-Ohlin model as an example. It might provide some useful insights into the 

dynamics of economic integration between US and Mexico, although no economist 

would claim the model correctly takes into account all the relevant factors ranging 

from the prevailing economic climates in the two countries to whims of the American 

president and Mexican drug barons. However, if the focus of the study is the dynamics 

of economic integration between US and Canada, Heckscher-Ohlin model might not 

be appropriate. Instead, a Smithian model with economies of scale might prove to be 

more approriate. (Leamer 2004) 

In our opinion, there is truth to all of these points of view. A capable economist should 

not blindly follow a single guideline but choose their course of action based on careful 

consideration of all of them. As for the usefulness of statistical measures of 

significance, when used appropriately p-values can be a powerful tool in statistical 
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analysis. For example, refer to section 4.2.3 of this thesis where tests of normality were 

computed and p-values were presented to support the assertions of data sets being non-

normal. We did not rely solely on p-values but combined them with a range of other 

evidence, such as the statistical foundations laid out by the Generalized Central Limit 

Theorem and a range of findings in established literature of empirical economics. 

As for the limitations of statistical measures of significance, p-values can sometimes 

provide results that are contradictory with reality. For example, refer to section 4.2.2 

of this thesis where tests for power law tails in the data sets were computed. Although 

one of the p-values was significant, we did not draw the conclusion of the tails not 

following power laws. Among others, the established economic literature where power 

law tails have been consistently found in similar sets of data was brought up as 

evidence. We could have also followed Ziliak & McCloskey (2008) by pointing out 

the predictive capabilities of the power law parameters are of economic significance 

and for this significance to be of more importance that of the p-value. 

Lastly, considering the useful domain of models we would like to refer to the 

discussion in this very chapter. Some of the common shortcoming of measures and 

models of economic risk have been pointed out. As long as decision makers are aware 

of these shortcomings, economic risk management can be extremely useful for 

economic institutions, firms, and regulators. Furthermore, arguing for basing models 

on the most appropriate distribution assumptions that also fit the data is in the spirit of 

Lucas critique (Lucas Jr 1976) and statements of the American Statistical Association 

(Wasserstein & Lazar 2016). We can learn a great deal from statistics given sufficient 

awareness of the limitations inherent to statistical methodology. 



68 

6 KNIGHTIAN UNCERTAINTY 

 “The uncertainty must be taken in a sense radically distinct from the familiar notion 

of risk. … A measurable uncertainty or ‘risk’ proper is not in effect an uncertainty at 

all.” 

- Frank Knight, Risk, Uncertainty and Profit 

The concept of Knightian uncertainty was first introduced by Knight (1921). He 

wanted to make clear distinction between the concepts of risk and uncertainty the field 

of economics was lacking. Knight argued there is nothing uncertain about risks that 

can be accurately presented in terms of probabilities or probability distributions. Any 

such risks can be eliminated by using common methods applied in insurance, such as 

risk pooling. Hence, there is nothing uncertain about measurable risks. 

In our opinion, the results of this thesis should be interpreted with Knightian 

uncertainty in mind. Implicit or explicit, the goal of most models in economic risk 

management is essentially to try and quantify some unknown risks. An effective tool 

of risk analysis ultimately converts some previously unmeasurable Knightian 

uncertainty into quantifiable risks. The figures of VaR computed in section 4.3, for 

example, provide no explanation as to what types of risk events might occur. They 

simply attempt to state how much one might stand to lose if some such adverse event 

was to occur. 

Indeed, we do not propose simple statistical tools are able to give us all the answers. 

We simply suggest these tools can quantify some of the risks that would otherwise 

remain completely unknown. By increasing the accuracy of the methods in risk 

analysis the amount of Knightian uncertainty faced by economic agents and 

institutions can effectively be reduced. 

6.1 Knightian Uncertainty and Banking 

“It ain’t what you don’t know that gets you into trouble. It’s what you know for sure 

that just ain’t so.” 

 - Mark Twain 
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The famous quote above by Mark Twain tells not knowing one thing is rarely as 

dangerous as being convinced about some other thing that is incorrect. Although not 

inherently obvious, the quote is related to Knightian Uncertainty. The quote can be 

rephrased in Knightian terms as follows: “the most perilous risks are not the ones you 

are unaware of but the ones you have confidently misunderstood or mismeasured.” 

Not knowing some risks may seriously impede our capabilities of protecting ourselves 

from said risks. However, taking comprehensive all-around measures in risk 

management may enable us to set up satisfactory hedges against most Knightian 

uncertainty. Conversely, having false beliefs of some risks may almost certainly result 

in insufficient protection, especially if the risks are significantly underestimated. If one 

has estimated the magnitude and likelihood of some risk and is highly confident in the 

accuracy of their estimation, why would they voluntarily take on additional expenses 

to cover for losses that are exceedingly unlikely given their own model of risk? 

One might argue banking regulators are gradually becoming aware of the ability and 

desire of financial institutions to find loopholes and ingenious ways to get around 

regulations. The increased capital requirements and the demand for a larger share of 

high-grade tier I capital in Basel III banking regulation (Basel Committee 2010) 

effectively acts as a hedge against Knightian uncertainty without the need to estimate 

the likelihood and magnitude of any specific risks. 

The limits on leverage set up in Basel III and further increased in Basel IV are intended 

to limit bank’s capabilities to take on excessive risks, although they may turn out to 

have some undesirable effects. Since lower leverage ratio effectively makes capital 

more expensive for banks, they may prefer to acquire more high-risk assets with higher 

expected returns over ones with lower risks and expected returns. This might, in turn, 

make banks more vulnerable to market movements and economic crises. If these risks 

realize and their destabilizing effects turn out to be larger than the stabilizing effects 

of limited leverage, a seemingly useful regulation intended to reduce banking risks 

may turn out to carry unexpected Knightian uncertainty itself. 

Another form of Knightian uncertainty arising directly from bank risk management is 

the alleged pro-cyclicity of quantitative risk management. Market risks are noticeably 
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higher during economic crises and, as such, measures of market risk also report higher 

risks at times of uncertainty. During the periods between economic crises the perceived 

risks tend to be smaller and measurements lower. This may result in a process where 

banks are under-protected between crises and over-protected during crises. 

(Gambacorta & Karmakar 2016) 

In practice, this means banks following risk models tend to not be prepared for 

economic crises since risk models predict relatively low risks during the periods 

between crises. As a result, banks have the incentives to take on excess risks and give 

out too many loans during economic upturns. This results in excessive build-up of risks 

and potentially contributes to overheating of the economy. During economic 

downturns, on the other hand, banks may take out too little risks and give out too few 

loans due to high market risks reported by their risk models. As a result, economic 

downturns may be prolonged and intensified due to the limited access to capital 

experienced by firms and consumers alike. The regulators have attempted to combat 

this process by imposing counter-cyclical buffers on banks. 

To illustrate the potential economy-wide risks that can arise from flawed banking 

regulation, the Financial crisis will next be briefly discussed. During the build-up to 

the financial crisis banks systematically underestimated the value of their risk-

weighted assets through the use of creative accounting and securitization of sub-prime 

mortgages. To get a better assessment of true market risks, Value-at-Risk was used. 

The distribution of choice for VaR, set by financial regulators, was the normal 

distribution (BIS 2005). As a result, the combination of creative accounting and 

mismeasurement of true risks lead to insufficient measures in bank risk management 

as the world entered the credit crunch. 

6.2 Regulatory Mistakes – the Case of Credit Crunch 

The financial crisis is a good case study on the effects of regulation that grossly 

underestimated the tail distributions of risks undertaken by financial institutions. 

According to C. E. Borio & Disyatat (2011), low policy interest rates played a crucial 

part in the build-up to financial crisis. Among other things, the low policy interest rates 

fueled problems related to moral hazard and adverse selection along with driving down 
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credit spreads. The dollar interest rate was the most significant interest rate due to the 

unique role of dollar in the international financial system. 

Large European banks were in the center of the crisis. They took advantage of the 

loose dollar policy by establishing money market funds (MMF’s) in the US. MMF’s 

would raise capital in the US to ship back to the banks’ headquarters in Europe. The 

capital raised was then invested back into the US markets from Europe, often in the 

now infamous derivatives of the subprime mortgage loans. (Shin 2012) 

The amount of capital circulated this way was substantial. The assets of European 

banks in the US reached over 10 trillion dollars equally divided between credit and 

debit (Shin 2012). In August 2009, the net amount of capital sent to Europe through 

this mechanism was 468 billion dollars (BIS 2010). We could not find the actual 

amount of capital right at the offset of the financial crisis but we believe the figure 

quoted above gives the reader a good idea of the scope. 

The behavior of European banks can be likened to a game of tennis. MMF’s raise 

capital in the US. They then serve the capital to Banks in Europe. After receiving the 

capital, European banks proceed to pass the capital back to the US markets. Just like a 

tennis ball, the same capital keeps bouncing between the two regions within the same 

institutions. Processes like this are highly dangerous for the health of the international 

financial system since they perpetuate inflationary growth in debt and leverage while 

resulting in hardly any visible changes in net positions between countries and financial 

institutions. (Obstfeld 2012) 

The reason why capital was circulated via Europe as opposed to being invested directly 

from within the US can be explained with dysfunctional European banking regulation. 

Basel II set no upper limits on the leverage a bank could undertake. The same was not 

true for the regulation in the US. For the most part, the only effective limiting factor 

for European banks then became the value of their risk-weighted assets. (Shin 2012) 

Given the ability of banks to use creative accounting in computation of risk-weighted 

assets, the figure was hardly able to reflect true risks faced by banks. The most 

infamous way of twisting the value of risk-weighted assets was through the 
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securitization of sub-prime mortgages. Lower tranches of the securitized mortgages 

were sold to investors while the ‘low-risk’ upper tranches were kept in banks. Many 

banks then used VaR to estimate the value of their risk-weighted assets (BIS 2005). 

Although the model used by the banks was more sophisticated than the one used in 

this thesis, it was still prone to the limitations inherent to the normal distribution and 

incompatible with empirical properties of economics. 

As such, regulations with faulty distribution assumptions for market risk and 

inadequate additional regulatory rules made it possible for banks to engage in risk-

seeking behavior. This behavior led to massive growth in the US housing and credit 

markets, inflating further the US housing prices that had already enjoyed decades of 

continuous growth. The ultimate result was the financial crisis with severe 

consequences to the entire global economy. 

A more detailed discussion of this process with focus on regulation is available in Shin 

(2012). A discussion with focal point on the effects of US monetary policy on the 

international financial system can be found in Rey (2016). Moreover, a more thorough 

discussion of the topic in general can be found in my bachelor’s thesis Heinäkoski 

(2016). 

6.3 The Dangers of Underestimating Black Swans 

A good way to illustrate the dangers of underestimating black swans in numerical 

terms is by examining the VaRs derived in section 4.3 more closely. As mentioned 

earlier, most banks and financial institutions operate under the assumption of their 

models of VaR being Fickian (Mehta et al. 2012). Fickian property makes it possible 

to extend the estimated 1-day VaRs to longer time horizons by multiplying them with 

the square root of the desired multiplier. Tables 18 and 19 below report the estimated 

1-day VaRs under Gaussian and stable distributions and extend them to 1-month and 

1-year periods6 assuming the VaRs to be Fickian. 

                                                 
6 We assume a year to consist of 252 trading days and a month to consist of 21. Hence, 1-year VaR is 

1-day VaR multiplied by √252 and 1-month VaR is 1-day VaR multiplied by √21. 
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Table 18. Gaussian VaRs extended to time horizons of one month and one year. 

Gaussian VaR of S&P500 

Alpha 0.9 0.95 0.99 0.995 

1-day -0.469% -0.621% -0.907% -1.011% 

1-month -2.345% -2.846% -4.156% -4.633% 

1-year -7.445% -9.858% -14.398% -16.049% 

Gaussian VaR of Copper 

1-day -1.405% -1.838% -2.648% -2.945% 

1-month -6.439% -8.423% -12.135% -13.496% 

1-year -22.320% -29.177% -42.036% -46.750% 

Gaussian VaR of USD/JPY exchange rate 

1-day -0.672% -0.861% -1.214% -1.344% 

1-month -3.080% -3.946% -5.563% -6.159% 

1-year -10.668% -13.668% -19.272% -21.335% 

The most striking feature in table 18 for Gaussian VaRs is the seemingly low riskiness 

of S&P500 and high riskiness of copper. A possible explanation for the relative low 

riskiness of stocks is the monetary policy practiced by central banks across the globe. 

After the financial crisis, much every major central bank in the world has actively 

strived to keep the price of stocks stable and flooded the financial markets with new 

capital in the form of quantitative easing. As a result, with these policies still going on 

as this thesis is being written, there may have been a period of relative calm during the 

year 2017 in the US stock markets. Since the VaRs are based solely on the most recent 

250 observations, the estimates of market risk may hence have been skewed 

downwards by temporary abnormal market conditions. 
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Based on the empirical results derived in section 4.3.4, the estimates for 99% and 

99.5% Gaussian VaRs for each of the time series are likely to be underestimated due 

to systematic distribution-specific bias. Despite the underestimation, the figures for 

market riskiness on the horizon of one year are rather sizeable. Under the assumption 

of Gaussian price variability and based on only the last 250 trading days, once a 

century Copper and USD/JPY exchange rate expected to drop by more than 42% and 

19% in a year, respectively. Based on the monthly figures, the two financial assets are 

expected to drop by more than 12% and 6% in a month roughly once in every eight 

years, respectively. 

The monthly VaRs most likely correspond to significant market movements that may 

trigger minor recessions, such as the Dot-Com bubble. They may also result in severe 

difficulties for firms with insufficient measures in risk management. For example, 

think of the impact on the profit margins of a company engaged in mining copper when 

the price of copper unexpectedly drops by 12% in a period of a month. On the other 

side of the spectrum, you may think of the impact on the costs of a company producing 

copper wires when the price of copper unexpectedly increases by 12% over a period 

one month. 

The yearly VaRs are likely to correspond to great economic catastrophes when a major 

economic or financial asset is subject to a so-called black swan event. For example, 

think of the stock market crash on October 24th, 1929 that resulted in the Great 

Depression. The stock prices dropped all the way until July 1932, when the DOW 

Jones Industrial stock market index had declined by a whopping 87% since Black 

Monday (FRED 2018b). Although not nearly as dramatic, one might also think of the 

financial crisis. The US housing prices dropped from July 2007 to March 2009 by 19% 

(FRED 2018c) despite the best efforts of central bankers to halt the decline. 

An attentive reader may notice how the periods of decline for stocks and housing prices 

quoted in the previous paragraph correspond to time horizons significantly longer than 

one year. Sharp declines in economic prices tend to last longer than only a year when 

accompanied with recessions or depressions (see Reinhart & Rogoff (2009) for a 

comprehensive overview). This fact further illustrates the inability of VaR to account 

for the extent of risks in the case of black swan events. Again, we would like to 
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emphasize, VaR can only illustrate the extent of non-black swan variability under 

normal market circumstances. 

Table 19. Stable VaRs extended to time horizons of one month and one year. 

Stable VaR of S&P500 

Alpha 0.9 0.95 0.99 0.995 

1-day -0.467% -0.620% -0.906% -1.011% 

1-month -2.140% -2.841% -4.152% 4.633% 

1-year -7.413% -9.842% -14.382% -16.049% 

Stable VaR of Copper 

1-day -0.962% -1.458% -3.848% -6.021% 

1-month -4.408% -6.681% -17.634% -27.592% 

1-year -15.271% -23.145% -61.085% -95.580% 

Stable VaR of USD/JPY exchange rate 

1-day -0.575% -0.793% -1.616% -2.335% 

1-month -2.635% -3.634% -7.405% -10.700% 

1-year -9.128% -12.589% -25.653% -37.067% 

Table 19 reports daily, monthly, and yearly VaRs under the assumption of stable 

variability, given the 1-day VaRs computed in section 4.3.5. Again, the most 

conspicuous detail in the table is the expected variability of stock prices. During the 

year 2017, the price variability of stocks appears to have been Gaussian, or very close 

to Gaussian, since the optimized stable distribution has assumed a shape very close to 

normal distribution. This is apparent from the tail shapes implied from the estimates 

of VaR being close to identical in all time horizons between Gaussian and stable 

methods. 
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This must not be taken as evidence for stock prices being truly normally distributed, 

as apparent from the stark differences between observed violation rates in sections 

4.3.4 for the normal distribution and 4.3.5 for the stable distribution. This is merely 

further proof of stock prices having experienced a period of abnormal variability 

during the year 2017. Although a topic for another study, it raises the question of what 

kind of short- and long-term effects the prevailing monetary policy might have on the 

financial markets. 

For the other two time series, the differences between expected price variability on 

longer time horizons between the two distributions are remarkably pronounced. For 

copper the expected variability during the period of one year under 99.5% confidence 

level jumps from -46% under the Gaussian to -95% under the stable distribution. These 

figures are -23% and -37%, respectively, for USD/JPY exchange rate. The true 

variability is expected to be somewhere between the estimates based on the violation 

rates computed in earlier chapters. 

The consequences from these differences may turn out to be devastating in practice. 

Hedging for a very-worst-case-scenario of a price decline of 46% is likely to turn out 

to be insufficient if the price decline is closer to 95% in reality. Furthermore, if the true 

very-worst-case-scenario is closer to 95% than 46%, the chances of observing 

variability in excess in 46% are significantly larger than expected. The same reasoning 

applies for the USD/JPY exchange rate but with less remarkable consequences due to 

lower relative sizes of estimated VaRs. 

Although a simple numerical example, we hope the section has shed some light on the 

potential margins of errors in estimated VaRs between different choices of 

distributions. The extent of disagreement between Gaussian and stable VaRs can only 

be fully appreciated once the figures are computed for time horizons larger than one 

day. Only once one sees the figures on larger time scales can one really understand the 

potential risks related to wrong distribution assumptions in economic risk 

management, and more generally the perils of incompatible model assumptions. 

We also hope the example has shown why relying on VaRs as the sole measure of risk 

or, worse yet, taking estimated VaRs on face value may turn out to be a disaster. Not 
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only does it make the individual firms and institutions utilizing the measure more 

susceptible to risks, but it potentially imposes systemic risks that endanger entire 

economies. As a practical example the reader may again refer to section 6.2 and think 

of the kind of adverse outcomes that may follow when an entire industry is using some 

flawed model as a sole basis for risk management. 
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7 SUMMARY 

The thesis has examined the use of normal distribution in analysis of economic risks. 

First theoretical foundations were laid out from statistical theory by applying the 

Central Limit Theorems. If economic prices and other similar time series of economic 

data are assumed to be independent or to exhibit only minor serial dependence, 

properly aggregated economic data must then follow a stable distribution. 

The empirical results, however, suggest normal distribution is a bad fit for empirical 

economic data. It systematically underestimates the frequencies and magnitudes of 

large fluctuations, also known as the “Black Swan” events. As a result, the distribution 

is found to perform poorly in economic risk analysis. 

When computing Value-at-Risk, other stable distributions were found to significantly 

outperform the normal distribution. Stable distributions appear to be comparable in 

accuracy to the Student’s t distribution. Further research is needed to compare the 

suitability of these distributions, especially in the context of more complex models and 

modelling techniques. 

The most widely used methods of computing VaR are historical simulation and 

parametric VaR under the normal distribution. According to the results derived here, 

however, these methods provide too low estimates of economic risks and are 

outperformed by both the t distribution and non-Gaussian stable distributions. The 

results call into question the prevailing methods of risk management used by large 

banks and banking regulators alike. Although banks’ own estimates of market risk tend 

to be too conservative, perhaps the performance of their risk models could be improved 

by using different distribution assumptions. 

Finally, some difficulties related to building economic models in general were 

discussed. Most problems stem from the assumptions that must be made regarding the 

way the economy works. We face model risk when choosing which factors to include 

in a model, describing the way factors interact with each other, and how to estimate 

their sizes. No matter how well models are built, they always contain some 

imperfections which impose inaccuracies on the results and conclusions 
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Furthermore, availability of data poses another challenge in economics, especially in 

economic risk analysis. When empirical data is used to fit a model, an implicit 

assumption is made regarding the mechanisms which produced the data in the past. In 

order for the data to be useful, the mechanisms from the past must be assumed to be in 

place today. The problem emerges when using data from the calm periods of economic 

history to predict how the economy may behave during crises. Is it reasonable to 

assume, for example, that the economy during the boom of the early 2000’s behaved 

in fundamentally the same way as the economy during the financial crisis that followed 

the boom? 

Some future research topics include more detailed comparative analysis of the 

Student’s t and stable distributions. Repeating the empirical analysis using multivariate 

distributions might also provide some interesting results, especially a comparison 

between multifractals and copulas with joint t distribution. In more general economics, 

analyzing whether economic fundamentals change during crises may also be of 

interest. More precisely, a study regarding the time variability of serial correlation in 

economic data may result in some interesting insights to economic crises. 
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APPENDIX A 

R/S Analysis 

Developed by Hurst (1951), R/S or Rescaled Range analysis is a statistical method 

used to study long-term dependence of time series data. It is used to compute an 

estimate of the Hurst exponent for fractional Brownian motion.  

Suppose there is a time series 𝑋 = 𝑥1, 𝑥2, … , 𝑥𝑛 with n elements. The R/S statistic for 

X is defined as follows: 

R/S =
1

𝜎
[max

𝑘
∑ (𝑥𝑖 − 𝜇) − min

𝑘
∑ (𝑥𝑖 − 𝜇)𝑘

𝑖=1
𝑘
𝑖=1 ]  (1) 

Where 0 ≤ 𝑘 ≤ 𝑛 

Following Feder (1988), the Hurst exponent of some time series can be measured by 

first calculating the R/S statistic, then plotting ln(𝑅/𝑆) on a log-log plot and fitting a 

straight line through it. Hurst exponent is the slope of the fitted line. 

Several researchers have suggested improvements to the R/S statistic. For example, 

Lo (1991) proposes covariance matrix to be included in the variance term. A review 

of some commonly used improvements can be found in Weron (2002). Despite the 

slightly lower accuracy of not including any corrections, the uncorrected R/S analysis 

described above is applied in this thesis. 

 

Maximum likelihood estimators for the normal distribution 

The probability density function of the normal distribution can be written as follows: 

𝐹(𝑥) = (2𝜋𝜎2)−
1

2 𝑒𝑥𝑝 {
−(𝑥−𝜇)2

2𝜎2 }   (2) 

Suppose {𝑋𝑖}𝑖=1
𝑛 = 𝑥1, 𝑥2, … , 𝑥𝑛  is a real-valued sequence of random IID variables 

with mean 𝜇 and variance 𝜎2. Given {𝑋𝑖}𝑖=1
𝑛  and equation 2 the likelihood function 

for normal distribution can be written as follows: 
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𝐿(𝜇, 𝜎2; {𝑋𝑖}𝑖=1
𝑛 ) = ∏ (2𝜋𝜎2)−

1

2 exp {
−(𝑥−𝜇)2

2𝜎2 }𝑛
𝑖=1  

                                                  
           

                                                         = 𝜎−𝑛(2𝜋)−
𝑛

2   𝑒𝑥𝑝 {−
1

2𝜎2
∑ (𝑥𝑖 − 𝜇)2𝑛

𝑖=1 } (3) 

The likelihood function can be transformed into log-likelihood function by taking the 

natural logarithm of equation 3: 

𝑙(𝜇, 𝜎2; {𝑋𝑖}𝑖=1
𝑛 ) = −𝑛 ln 𝜎 −

𝑛

2
ln(2𝜋) −

1

2𝜎2
∑ (𝑥𝑖 − 𝜇)2𝑛

𝑖=1  (4) 

Differentiating 𝑙(𝜇, 𝜎2; {𝑋𝑖}𝑖=1
𝑛 ) with respect to µ: 

𝑙𝜇 = 𝜎−2 ∑ (𝑥𝑖 − 𝜇)𝑛
𝑖=1 = 0  

Since ∑ 𝜇𝑛
𝑖=1 = 𝑛𝜇: 

�̂� =
1

𝑛
∑ 𝑥𝑖

𝑛
𝑖=1      (5) 

And differentiating 𝑙(𝜇, 𝜎2; {𝑋𝑖}𝑖=1
𝑛 ) with respect to σ: 

𝑙𝜎 = −
𝑛

𝜎
+

1

𝜎3
∑ (𝑥𝑖 − 𝜇)1𝑛

𝑖=1 = 0  

Which simplifies to: 

�̂�2 =
1

𝑛
∑ (𝑥𝑖 − 𝜇)2𝑛

𝑖=1      (6) 

Therefore, the maximum likelihood estimator for the mean of normal distribution is 

the sample mean (equation 5) and for variance the sample variance (equation 6). 

 

Detecting and quantifying power law tails 

Following the methodology outlined in Clauset et al. (2009), power law tails can be 

detected and parametrized in three steps. In the first step the power law parameter ∝ 

and cutoff point 𝑥𝑚𝑖𝑛  above which the power law holds are identified. In most 

practical applications the power laws only hold for tail distributions after some cutoff 

point. 

The maximum likelihood estimate for ∝̂ can be derived from the following equation: 
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∝̂= 1 + 𝑛 [∑ ln
𝑥𝑖

𝑥𝑚𝑖𝑛

𝑛
𝑖=1 ]

−1

    (7) 

Standard error for ∝̂ is obtained from: 

𝜎 =
�̂�−1

√𝑛
+ 𝑂 (

1

𝑛
)    (8) 

If 𝑥𝑚𝑖𝑛 is unknown, Clauset et al. (2009) propose the use of Kolmogorov-Smirnov 

(KS) statistic to estimate it. KS statistic is defined as follows: 

𝐷 = min
𝑥≥𝑥𝑚𝑖𝑛

|𝑆(𝑥) − 𝑃(𝑥)|     (9) 

Here S(x) is CDF of empirical data and P(x) the CDF of the power law model. The 

value of 𝑥𝑚𝑖𝑛 is hence chosen such that the maximum absolute distance between the 

two CDF’s is minimized. 

In the second step the goodness-of-fit of the power law model for the empirical data is 

computed using Kolmogorov-Smirnov test. Clauset et al. (2009) propose a large 

number of random samples of data to first be generated from a synthetic power law 

distribution with ∝̂ and 𝑥𝑚𝑖𝑛 . KS statistic is then computed for each sample with 

respect to the power law model. The fraction of the values for KS statistics from 

simulations larger than the KS statistic obtained for the empirical data then becomes 

the p-value for goodness-of-fit. If the p-value is too low, the null hypothesis of power 

law tails is rejected and power law model is concluded to not be a good fit for the data. 

In the final step the model can be compared to other, alternative models. This can be 

done by fitting the data to some other distribution and comparing the simulated KS 

statistics obtained from that distribution to the power law model, similar to step 2. That 

is to say, this time the KS statistic obtained with power law model is compared to the 

KS statistic obtained with some other distribution models from the empirical data. The 

final step will be dismissed in the thesis to make room for other tests of normality. 

Clauset et al. (2009) provide the code for various statistical programs that can be used 

to compute the aforementioned steps at http://tuvalu.santafe.edu/~aaronc/powerlaws/  

 

http://tuvalu.santafe.edu/~aaronc/powerlaws/
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Shapiro-Wilk test 

The Shapiro-Wilk test (Shaphiro & Wilk 1965) is a statistical test used to test the null 

hypothesis of data coming from the normal distribution. The test statistic is defined 

as follows: 

𝑊 =
(∑ 𝑎𝑖𝑥(𝑖)

𝑛
𝑖=1 )2

∑ (𝑥𝑖−𝜇)𝑛
𝑖=1

2 ,    (10) 

Where 𝑥(𝑖) is the ith smallest observation, and 𝑎𝑖 comes from 

(𝑎1, 𝑎2, … , 𝑎𝑛) =
𝑚𝑇𝑉−1

(𝑚𝑇𝑉−1𝑉−1𝑚)0.5
   (11) 

Where m is a vector of expected values of the order statistics of iid random variables 

from the normal distribution and V is their covariance matrix. 

Since the null hypothesis of the sample coming being normally distributed is being 

tested, the null can be rejected if the test statistic is sufficiently small. 

 

Anderson-Darling test 

Like Shapiro-Wilk test, Anderson-Darling test (Anderson & Darling 1952) is a 

statistical test used to test the null hypothesis of data coming from the normal 

distribution. The test statistic is calculated for standardized observations 𝑌𝑖 as 

follows: 

𝐴2 = −𝑛 −
1

𝑛
∑ (2𝑖 − 1)(𝑙𝑛Φ(𝑌𝑖) + ln(1 − Φ(𝑌𝑛+1−𝑖)))𝑛

𝑖=1  (12) 

Where Φ is the cumulative distribution function of the standard normal. The threshold 

values of significance of the test depend on sample size and whether mean and variance 

of the time series were known or estimated when the data was standardized. 


