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ABSTRACT 

Pollution is linked to many health conditions; thus, it is important to monitor the air 

quality of where someone lives. This can be autonomously done with IoT solutions. 

In this thesis, we create a solution for monitoring air quality with a scalable IoT 

infrastructure. This solution (CO2.io) is designed to be an “off-the-shelf” software 

and hardware solution for quick remote and distributed setup. The implemented 

system was programmed using Node.js. The application is containerized and is 

deployed in a Docker Swarm using Amazon EC2 service to gain good scalability 

support. A MySQL NDB database cluster was used for data storage, which in similar 

fashion can be scaled horizontally when necessary by adding new database storage 

nodes. A simulation is performed on CO2.io’s infrastructure to validate the 

suitability of the system for monitoring climate change. In this evaluation, air quality 

variables were recorded using our own test setup at the University of Oulu. In 

addition, a stress test was performed to demonstrate the capability to handle high 

amounts of the load at the same time. The goal of CO2.io is to enable a worldwide 

cohort of contributing climate change trackers to better understand the effects of 

climate change on air quality all over the world.  

 

Keywords: internet of things, climate change, software containers 
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TIIVISTELMÄ 

 

Ilman saastumisella on yhteys moniin sairauksiin ja siksi on tärkeää, että on 

mahdollista tarkkailla ilmanlaatua erityisesti siellä missä on asutusta. Tämä on 

mahdollista toteuttaa autonomisesti IoT-ratkaisuilla. Tässä diplomityössä esitellään 

ratkaisu ilman laadun mittaamiseen käyttäen hyväksi skaalautuvaa IoT-

infrastruktuuria. Tämä ratkaisu (CO2.io) on suunniteltu olemaan ”kaupan hyllyltä” 

ohjelmisto ja laitteisto ratkaisu nopeaan hajautettuun etäasennukseen. Järjestelmä on 

ohjelmoitu käyttäen node.js Javascript runtime -ympäristöä ja sovellus on säiliöity ja 

otettu käyttöön Docker Swarm -ympäristössä Amazon EC2 -palvelussa, jonka avulla 

saadaan hyvä tuki skaalautuvuudelle. MySQL NDB tietokanta klusteria on käytetty 

datan tallennukseen, joka samalla tavalla voidaan skaalata horisontaalisesti tarpeen 

mukaan lisäämällä uusia tallennussolmuja. CO2.io:lle ajettiin simulaatio, jolla 

varmistettiin järjestelmän sopivuus ilmastonmuutoksen mittaukseen. Tässä 

evaluoinnissa ilmanlaatuun liittyviä muuttuja tallennettiin hyväksikäyttäen omaa 

testilaitteistoa Oulun yliopistolla. Tämän lisäksi kuormitustesti ajettiin järjestelmälle, 

jonka avulla demonstroitiin järjestelmän kyky käsitellä suuria datamääriä 

samanaikaisesti. CO2.io:n tavoite on mahdollistaa suuren ryhmän osallistumisen  

ilmaston muutoksen mittaukseen, jotta voidaan paremmin ymmärtää 

ilmastonmuutoksen vaikutuksia ilmanlaatuun kaikkialla maailmassa. 

 

Avainsanat: esineiden internet, ilmastonmuutos, ohjelmistosäiliöt 
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1. INTRODUCTION 
 

The term Internet of Things (IoT) was used originally in the context of supply chain 

management by Kevin Ashton [1]. Internet of Things refers to devices or virtual 

“things” connected with other devices and systems, including people. IoT devices 

can sense data and collect information. Through the communication network, they 

communicate with IoT control center which provides the ability to analyze, monitor 

and control devices and their data. Examples of IoT solutions vary from smart cities 

being able to monitor parking plots to environment-aware street lightning. In home 

automation systems, IoT solutions can be used for video surveillance or light control. 

They are also being used in healthcare for gathering and tracking health related data 

[2] [3] [4]. There are several different applications for tracking health data: it is 

possible to track data like symptoms, reports, and reviews related to Parkinson’s 

disease. It is also possible to track the user’s mood that could be helpful to track 

depression, stress or brain injury related data. Core challenges of IoT are related to 

scalability, network, power management and security (e.g., end-to-end security, 

authentication, and confidentiality [5]). 

 

The focus of this thesis is on tracking air quality, as a consequence of climate 

change. Air quality has effects on people’s health. Carbon monoxide (CO), for 

instance, has a significant impact on hospitalization of young children between ages 

1 and 18 years. Five million children in America have asthma and it is one of the 

main causes of school absences, hospital admissions and use of pediatric emergency 

room [6]. Air pollution is linked to being a risk factor for type 2 diabetes [7] but also 

having an impact on the central nervous system in multiple different ways. It is 

linked to cognitive dysfunction as well as white matter injury which can lead to 

neurocognitive dysfunction as well as increased stroke risk and carotid artery disease 

[8]. Therefore, it is important to be able to measure air quality related information 

and be able to analyze it.  

 

To this end, we develop a backend for monitoring air quality data using scalable IoT 

infrastructure, called “CO2.io”. By collecting data from different IoT sensors and 

saving it to the database it is possible to use data later for different purposes like 

viewing it from dashboards. In this thesis, a lightweight dashboard is created to 

demonstrate this capability. The technical contribution of this work is towards the 

Center for Environmental and Respiratory Health Research (CERH) EXTREMA 

project where a backend is needed for tracking climate change and study effects of 

air quality to health via sensor instrumentation. CERH provides training related to 

environment and health and does research related to global environmental health 

effects. 

 

To evaluate project the pre-study using BLE sensor was used to monitor air quality 

variables in a room at the Center for Ubiquitous Computing. This thesis was also 

evaluated using stress testing to confirm that the backend will be able to handle the 

load and to verify that all sent data is saved. The same backend has also been used in 

another context separate from this project in CARE (A Context-Aware Assistive tool 

for Elderly) project, where data was collected using Thingsee BLE devices. Our 

results indicate that CO2.io’s backed created in this thesis can be used for monitoring 

climate change yet is also usable in different scenarios where data collection is 



 

 

 

required. CO2.io can handle high amounts of load and can be scaled accordingly on 

demand. 

 

This thesis is structured as follows. The second section covers related work, followed 

by the third section, which covers the implementation and design of the different 

components of this project. In the fourth section, a real-world scenario and stress 

testing of the project are explained. The fifth section discusses the contribution of the 

study as well as limitations, risks, and future work. The sixth section concludes this 

thesis. 

1.1. Goals and Research Aims 

Since the pollution and climate change are problematic these days it is important to 

be able to monitor climate change and pollution to gain more data for creating further 

research. The purpose of this thesis is to implement a scalable backend for saving 

climate change related data to the database and displaying data in the web-based 

dashboard. This project is also designed to work in other scenarios.  

 

This project is done for AWARE framework where existing legacy server code was 

built from scratch. Purpose of this project is to build a scalable system that satisfies 

user needs for the independent user as well as researchers needs. The underlying 

system consists of a Node.js server that acts as a data hub between database and 

client devices sending sensor data. Setting up the web server should be effortless, and 

it should be possible to create new servers on demand. The project’s code designed 

in this project is stored in GitHub’s version control system (VCS) and is open-source 

under Apache 2.0 license so it will benefit researchers and developers in the future, 

even for commercial purposes without any limitations. In the future researchers 

should be able to use AWARE dashboard and create new studies using it. New 

studies would automatically start a new study using the configuration from the 

dashboard and start the container for current study accordingly. 

 

This thesis has two overarching goals that we initially set out to fulfill: 

 

 G1: Design the infrastructure, based on related work. 

 G2: Perform a realistic simulation evaluation to validate the implemented 

system’s suitability for the chosen scenario  

 

In the first research goal, the aim is to develop a backend for saving data from 

different devices to the database using scalable IoT infrastructure. As related work, 

different systems for data collection using IoT were studied and a literature review 

for IoT monitoring for health was conducted. These studies have been considered 

when designing a new system. The system was designed to be easy to setup with just 

a few clicks since in the future the research is going to need to be more scaled. One 

requirement is that it must be possible to set up system also locally. 

 

The second research goal is to perform a realistic simulation study to evaluate to the 

suitability of the system for the chosen scenario, which in this case is monitoring 

climate change and its impact on health. To claim this goal, it is necessary to save 



 

 

 

real-world data to the database using the backend. Also, the lightweight dashboard 

for creating graphs is was created so the results can be visualized. 



 

 

 

2. RELATED WORK 
 
 
This chapter explains similar projects related to IoT. In this section, different sensor 
kits are compared as well as IoT Backend solutions and UI solutions that are 
graphical programming tools for creating IoT solutions. 
 
IoT architecture is constantly evolving and is difficult to model in an identical way. It 
may contain heterogeneous devices, is distributed and devices may have very limited 
resources. The potential architecture can consist of the ad-hoc network where devices 
communicate with each other. Gateways can connect to aggregator which can 
communicate in a uniform way with other gateways or middleware. Gateway is an 
important component in IoT and it acts as a bridge between the Internet and wireless 
sensor network (WSN), Middleware takes care of communicating with entities that 
take care of monitoring, configuring and management related functions and it hides 
the complexities of the system behind the abstraction layer [2] [4] [9]. 
 
One proposed IoT architecture consist of three different layers: the perception layer, 
network layer and an application layer which are presented in Figure 1. Perception 
layer is responsible for collecting sensors data from environment consisting of 
different sensors. It transmits data to the network layer which is responsible for 
routing data to IoT hubs and devices over the Internet. The application layer is 
responsible for viewing of result data and it guarantees integrity, confidentiality, and 
authenticity of the data [5]. There is also the four-layer architecture of IoT consisting 
of sensing layer containing hardware for data gathering, a network layer for 
providing data transferring capabilities, service layer providing services relying on 
middleware technology and satisfying user’s needs and interface layer providing 
interaction capabilities [4]. 
 

 

Figure 1: IoT three-layer architecture 

 
AWARE is a mobile context instrumentation framework. It allows data collection 
from different devices and displaying it in human-readable form. It allows tracking 
of individual and social behavior of its user and allowing data to be analyzed with 
different plugins.  In AWARE client data is saved locally to SQLite databases and 



 

 

 

can be synchronized to the remote database if the user is signed up for study and it 

supports MQTT and HTTPS protocols for data exchange. Studies can be managed 

with AWARE dashboard. Data can be analyzed using different plugins. AWARE 

uses application permissions, user authentication, and encryption to increase security 

[10] [11]. 

 

Sensus is a mobile crowdsensing (MCS) system for non-technical researchers who 

wish to use it for studying human behavior. It is like AWARE and its focus is on 

creating GUI based plans for sensing and it is focused on Android and iOS platforms. 

It is designed to make participant recruitment for studies simple and it has been used 

among psychologists in the context of studying social anxiety and late arrivals as 

well as missed appointments causing problems in industries. Sensus is open-source 

and licensed under Apache 2.0 license [12]. 

 

2.1. Facilitating IoT Sensor Data Collection 

 
IoT is commoditized and there are currently many different IoT platforms available. 

There are lots of IoT backend solutions available in markets. Well known providers 

like Google, Amazon, and IBM have their own solutions. There are also different 

sensor kits and IoT UI solutions available like Haltian’s Thingsee family and 

RuuviTag device created by Ruuvi. IoT solutions have been successfully used in data 

collection for monitoring environment, health and other applications with different 

sensors [13]. 

2.1.1. Sensor Kits 

2.1.1.1. Thingsee 

 

Haltian
1
 is a Finnish company providing IoT solutions whose expertise is on wireless 

technology. Their focus is on product design services as well as building their own 

IoT ecosystem. They provide different wireless IoT sensor devices. Thingsee family 

consists of different sensors; they offer a sensor for monitoring distances, another for 

monitoring presence and sensor for monitoring humidity, pressure, and temperature. 

They also offer IoT gateway hub for gathering sensor information from the network 

and transferring it to cloud. According to their website, their cloud solution provides 

good connectivity with configurable alerts and alert schemas. They also offer a 

management dashboard for monitoring and diagnostics. For security, they are 

providing AWS IoT certificates and encrypted mesh network for customers. Their 

solution is self-hostable in customer AWS and they offer positioning using RSSI or 

GPS network [14]. 

 

                                                 
1
  https://haltian.com/ 



 

 

 

 

Figure 2: Thingsee sensors 

2.1.1.2. Ruuvi 

Ruuvi
2
 is a start-up company from Finland and their specialties are open-source IoT 

products. They have created RuuviTag which is a generic BLE sensor node which is 

shown in Figure 3. It is highly customizable. RuuviTag has already been used in 

many different scenarios and on their website different use scenarios can be found on 

the discussion board. With a RuuviTag, it is possible to collect environmental data 

like air pressure, humidity, and temperature. Ruuvi has support for blockchain where 

the collected information is distributed around the world. They also provide a mobile 

application called Ruuvi Station for monitoring beacons from a mobile application 

which is shown in Figure 4. From the application interface, it is possible to see air 

quality variables like temperature, humidity, and air pressure. Ruuvi also has 

community and example projects and tutorials available for developers [15]. 
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Figure 3: Opened RuuviTag device 

 

 

Figure 4: RuuviTag mobile application 

 

 



 

 

 

2.1.2. IoT Backend Solutions 

2.1.2.1. AWS IoT Platform 

AWS has built its own IoT specific services: AWS IoT Core and AWS Greengrass 

which allow collecting data and sending it to cloud. They also allow managing 

connected devices and data analysis. With AWS IoT Core, a large number of devices 

can interact with each other and AWS Greengrass allows running of AWS Lambda 

code in the cloud. AWS Lambda code is “serverless” code where the user pays for 

only for consumed computing time of code without needing to think about actual 

computation servers. Their device gateway allows secure communication with AWS 

IoT. Message broker allows publishing and receiving messages. For this MQTT can 

be used directly or over WebSocket. An HTTP REST API can be used to publish. 

Their links are encrypted using X.509 certificates, and customer created token 

authentication as security methods. AWS Quicksight allows visualizing data in the 

dashboard. AWS offers a free trial for new users who wish to try service before 

buying [16]. 

2.1.2.2. Microsoft Azure IoT Suite 

Microsoft offers their own IoT platform called Microsoft Azure IoT Suite. Their 

platforms allow data collection and remote monitoring and controlling of IoT 

devices. Microsoft has IoT Hub (cloud platform as a service) that has support for 

open-source SDKs. The solution supports MQTT, HTTP, and AMQPP (Advanced 

Message Queuing Protocol). With Microsoft’s solution, it is possible to capture real-

time data. IoT devices are connected to the cloud gateway called IoT hub. It takes 

care of storing data to database or stream processing. This data can be integrated with 

business processes and data can be visualized with UI & Reporting tools. They also 

offer other subsystems like machine learning capabilities, IoT edge services and the 

possibility for user management. For healthcare in the example, they provide the 

possibility to track medical devices as well using sensors to monitor patients room. 

For security, they use X.509 certificate-based device authentication and connections 

between device and IoT Hub are secured using TLS. They also allow defining of 

access control policies. They also have a dashboard that allows real-time monitoring 

of devices and assets [17]. 

2.1.2.3. IBM Watson Internet of Things 

IBM also offers IoT solutions. IBM Watson is an IoT platform for setting up and 

managing connected devices. They support devices like smartphones, TI SensorTag, 

ARM mbed, Raspberry Pi etc. With their solution, it is possible to manage devices 

remotely. In their solution sensor or gateway device can be connected to their cloud.  

They use MQTT and HTTP protocols for data collection and they offer REST API 

for IBM cloud to allow connection from users mobile devices. IBM IoT solution also 

includes a dashboard that can be used for data visualization. It is possible for the user 

for building a custom dashboard for her needs. The dashboard allows visualizing data 

from databases and it has support for real-time data visualization. They use link 



 

 

 

encryption for security as well as authentication and identity management for 

accessing the cloud [18]. 

2.1.2.4. Google IoT core 

Google’s IoT solution allows device secure device management. Google offers two 

communication protocols: MQTT and HTTP for communicating between devices 

and MQTT/HTTP communication bridge. Device manager allows devices to register 

with service and monitoring and configuration of devices. Devices automatically 

report their status to Google Cloud IoT Core. For security, access control is used, and 

accesses can be granted to registry or project level. Public/private key authentication 

is used between devices. It is possible to manage the roles of users which have 

specific permissions defined within them. Google also has support for machine 

learning. Google IoT Core support Android systems as well as other popular 

systems. Scalability has also been considered and their solution scales automatically 

for better performance. Collected data can be monitored with Stackdrive. Monitoring 

tools and it is possible to create custom dashboards for data visualizations. 

Stackdrive has support for Google Cloud Platform and Amazon Web Services 

applications [19]. In Figure 5 Google IoT Core registry list is shown. 

 

 

 
 

Figure 5: Google IoT Core registry list 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

 

 

 

 

Table 1. Comparison of IoT platforms  

 

Name Integration Protocols Security Device 

management 
Visualization 

support 

AWS IoT 

platform 
REST API MQTT, 

HTTPS 
authentication, link 

encryption, identity 

management 

Yes Yes 

IBM Watson 

Internet of 

Things 

REST API MQTT, 

HTTPS 
link encryption, 

authentication, identity 

management 

Yes Yes 

Google IoT 

core 
REST API MQTT, 

HTTP 
link encryption, 

authentication, identity 

management 

Yes Yes 

Microsoft 

Azure IoT Suite 
REST API HTTPS, 

AMQP,  
MQTT  

link encryption, 

authentication, identity 

management 

Yes Yes 

 

2.1.3. Visual Programming tools for IoT Solutions 

2.1.3.1. Node-RED 

Node-RED is a browser-based programming tool that uses a visual approach for 

building IoT applications: it allows the user to wire hardware and devices together to 

carry out certain tasks. It is built on Node.js and it can be installed easily from 

Node.js package repository. They also provide support for running Node-RED server 

easily with Docker. They have uploaded their docker image to Docker Hub where it 

is easy to fetch the latest version to user’s computer and get the server running with a 

single command. From Figure 6 we can see the user interface of Node-RED [20]. 

2.1.3.2. Flow 

Flow is similar visual programming tool designed for IoT. Its interface is similar to 

Node-RED. In the interface, it is possible to create and drag and drop objects and 

there is support for two different themes as default: dark and light. We can see the 

user interface using the black theme from Figure 7. It is part of the Total.js 

framework which is designed to create a full-featured Node.js framework that has no 

dependencies [21]. 



 

 

 

 

 
 

Figure 6: Node-RED 

 

 
 

Figure 7: Flow 

 

 

 



 

 

 

2.1.4. IoT for monitoring Health 

 
While IoT is applicable in a plethora of different use cases, some of which were 

mentioned in the introduction chapter, this thesis is contextualized in a project 

(EXTREMA) on understanding the effects of climate change in respiratory health. 

Global warming manifests itself in changes in air quality which may cause a host of 

different health issues [8] [22]. 

 

Wearable devices and mobile applications have been used for health care and fitness 

these days [23]. It is possible to collect information concerning mental or physical 

health. Collected data is saved to the database and it can be visualized in different 

ways. Available data can be used by doctors and other healthcare professional as an 

aid in decision making related to the patient [24]. With wearable devices, it is even 

possible to send an alert when life-threatening changes in patient occur [25]. There 

are several different solutions for monitoring health data like FitBit wristband used to 

monitor personal health data which can be viewed from mobile or PC application. 

The software can also give health related recommendations according to which goals 

a user has defined [26]. 

 

Three tier telemedicine framework used in IoT monitoring for health consists of the 

first layer where sensors are collecting data from the patient. In second-tier personal 

servers are running on mobile phones and PDAs. In the third tier are located medical 

servers that can be accessed via the Internet. Such architecture can be deployed to 

different scenarios such as for home health care where sensor network coordinator is 

attached to one’s personal computer, or it can be optimized to be accessible from 

anywhere connecting directly to medical server [27]. 

 

With various body sensors, it is possible to measure physiological variables like 

ECG, oxygen saturation in blood, respiration rate, heart rate, body temperature and 

blood pressure [28]. IoT solutions have been used successfully in avoiding and 

detecting fall among elderly people [29]. With the help of IoT solutions, elderly 

people are also able to live in the home longer since it is possible to monitor their 

health and living by an elder support system which allows the nursing home to 

monitor elderly people and see if there is a need for a home visit [30]. Care services 

for elderly people have also been improved and with IoT, solutions nurses can gather 

better information about elderly people’s needs using pervasive healthcare system 

[31]. 

 



 

 

 

3. DESIGN AND IMPLEMENTATION 
 

This chapter contains details about the design process and implementation of the 

project. The project was started in March 2018. The first task was to implement 

Node.js web server to work as datahub which saves environmental data to the 

database. The second task was to setup MySQL NDB cluster to Amazon Web 

Services. Lastly, the third task was to implement a lightweight dashboard for data 

visualization. All the code was managed on GitHub and is publicly available as 

open-source under the Apache v2.0 license. 

3.1. Contributions to the State of the Art 

 

 

There are scarce solutions that can be used for tracking air quality data. There are 

some available for public use from the internet browser but not readily available for 

application development. With the help of this project, it is possible to track also air 

quality data for specified needs like measuring the amount of certain microparticles 

in the air that publicly available sensors don’t provide. It is possible to customize 

used sensors for future projects. 

 

CO2.io is geared to be an off-the-shelf solution for tracking climate change and its 

effects on health issues. The main purpose is this project is to be easy to set up 

solution where minimal effort is needed for setting up a data collection server for 

non-technical users. This project is also open-source, so it is easy to modify it as 

necessary for different purposes in the future. 

3.2. CO2.io Architecture 

 

The system built for this project consists of a web server that allows inserting new 

data and showing the config of an ongoing study. It was planned that the system 

should run in Docker containers and it should be possible to launch new studies 

easily on demand by using container technology. Each container is related to one 

specific study. Inside the container’s project directory is a config file that includes 

database credentials and study-related information, readable only to Node.js. The 

importance of scalability was well-thought-out and Node.js was considered to fit this 

purpose – Netflix uses Node.js to stream millions of videos concurrently worldwide
3
. 

Node.js has support for cluster module allowing to scale horizontally across multiple 

threads. The main purpose of the server is to act as an asynchronous data hub 

between mobile devices and MySQL server. This way, it is possible to upload sensor 

data using mobile phones or other sensors to database concurrently and without input 

and output bottlenecks. 

 

The database design for this project includes the table and cluster design. The 

database is supposed to handle different studies in different tables and table should 

have following columns: deviceId for identifying the device, timestamp for 

identifying insert time and data field to contain the actual JSON data. The data field 

                                                 
3
 https://medium.com/netflix-techblog/node-js-in-flames-ddd073803aa4 



 

 

 

can contain any JSON object. This is because it will be possible to use the system to 

track any kind of data. In this way, it is not necessary to create a new database 

schema for the new study, but the same schema can be used in MySQL. It will be the 

responsibility of the dashboard to create a visualization from JSON data via data 

post-processing. 

 

A MySQL NDB cluster was chosen for this purpose because of built-in scalability 

support. MySQL has NDB support after version 5.7. MySQL NDB cluster version 

7.5 was used in this setup. Even though there is a newer version (7.6), an older 

version was chosen because it was considered more stable and tested. 

 

MySQL NDB cluster is a version of MySQL adapted for distributed environments. It 

is a high-redundancy and high-availability version of MySQL server architecture. 

There are different storage engines used in MySQL: NDB and InnoDB. InnoDB is 

the default engine but it doesn’t have cluster support. In this case, NDB was chosen 

because cluster support was necessary. InnoDB and NDB behave differently. 

InnoDB has support for all transaction types but NDB has read committed 

transactions. NDB cluster is designed to be high availability (HA). It also has Node 

Failure Recovery and Failover and low time for node failure recovery, typically less 

than 1 second [32]. With MySQL NDB cluster 7.2 it has been possible to deliver 

17.6 million requests per seconds while maintaining 99.999% availability [33]. 

 

The dashboard system for purposes of this work was designed to be lightweight 

dashboard built with R as a Shiny Dashboard. The dashboard was tested with actual 

data coming from Bluetooth low energy beacon (RuuviTag) and the data saved to 

MySQL cluster. 



 

 

 

 

Figure 8: CO2.io overall architecture 

 
Figure 8 shows an architecture of the system. Multiple clients can connect to the 
Node.js server simultaneously. The server cluster running in Docker containers are 
handling the requests, where load balancing is handled by Docker Swarm.  Each 
Node.js server has workers equal to a number of processors in use offered by the 
system. Post requests containing sensor data are posted to servers and servers are 
inserting data to MySQL database cluster. The MySQL database cluster SQL node 
handles incoming connections from the Node.js servers. The number of Node.js 
servers can be scaled up or down as needed. In a similar fashion, more database 
nodes can be added to MySQL cluster to increase performance as necessary. 
 
To enable Hypertext Transfer Protocol Secure (HTTPS), the Let’s Encrypt 

certificates are used. They were considered a good fit for this purpose because they 
are free and are easy to set up and demonstrate in examples provided as 
documentation. New certificates are issued from a certificate authority (CA) every 90 
days, deprecating the older certificates. To be able to receive Let’s Encrypt 



 

 

 

certificate it is necessary to demonstrate control of domain where the certificate is 

being requested. Certificates are automatically renewed with bash script before they 

expire. Bash scripts are added to crontab where they are periodically run by Linux 

system. 

 

When the server is running, it responds to GET request coming to /config endpoint 

by sending study related configuration to the client. The server accepts JSON data on 

the /insert endpoint sent as a POST request. Endpoints are shown in Table 2. The 

JSON data coming to /insert endpoint must contain tableName, deviceId, timestamp 

and data fields. TableName defines which table in the MySQL server the data is 

going to be inserted. If the table doesn’t exist it is created. The deviceId is 128-bit 

universally unique identifier (UUID) used to identify the device. The timestamp is a 

Unix timestamp and data field consist of JSON array that is the actual sensor data. 

MySQL table is created according to table name and data is inserted representatively 

to field values. The database schema is shown in Table 3. MySQL table created has 

same values as in JSON data, but it has also id field that is used as MySQL internal 

index. It is unique and automatically incremented by one with every new request. In 

Example 1 an example POST query for saving air quality data in JSON format is 

shown. 

 

 

{ 

 "tableName": "RuuviTag", 

 "deviceId": "'dd8a91f6-ca32-30e0-983c-8f309d653045'", 

 "data": { 

  "battery": 3019, 

  "acceleration": 993.812859647127, 

  "acceleration_x": -60, 

  "temperature": 22.99, 

  "pressure": 1008.7, 

  "acceleration_z": 992, 

  "acceleration_y": 0, 

  "humidity": 23.5 

 }, 

 "timestamp": 1525266608 

} 

Example 1: JSON query saving air quality sensor data to database 

 

 

 

 

 

 

 

 

 

 



 

 

 

Table 2. REST API endpoints 

 

URL Variable Value 

/config Method GET 

Parameters - 

Response Configuration in JSON form 

/insert Method POST 

Data timestamp (Double) 
deviceId (String) 
data (JSON) 
tableName (String) 
 

Response JSON containing success or failure message 

 

Table 3. Database schema 

 

Column Type Description 

id INT(6) Unique identifier 

deviceId VARCHAR(255) Universally unique identifier (UUID) used to identify device 

timestamp BIGINT Unix timestamp 

data JSON Sensor data in JSON format 

 

3.3. CO2.io server structure 

 

The server source-code consists of several different directories, to aggregate 

functionality. In the controllers directory are files that are related to application 

logic. These are responsible for handling data insertion requests and checking the 

validity of the requests. In the config directory, a configuration file contains the 

database credentials, study related settings, and other variables are saved. The 

handles directory contains functionality shared by different parts of the project such 

as error handlers. In the routes directory, several server endpoints are defined, i.e., 

the exposed interfaces as a web API. In the scripts directory, automation scripts such 

as SSL certificate renewal are stored. This directory also contains scripts that were 

created for creating a data visualization dashboard as a prototype. In the tests 

directory, files related to unit testing of CO2.io are saved, including automated tests 

executed when the source code is modified. We did this to ensure a reliable update 

and merging process. The root directory contains the main source code. Directories 

of the project are shown in Table 4. 

 

 

 

 

 

 

 

 

 



 

 

 

Table 4. Directories in the project and their explanations 
 

Folder Description 
/controllers Files related to application logic 

/config Configuration files of the project 

/doc Documentation files 

/handlers Functionality to be shared by different parts of the project 

/routes Application routes (endpoints) 

/scripts Unix scripts related to project 

/tests Files related to testing of the project 

/ Root directory of the project containing main code files 

 
 

To be able to use the CO2.io project from containers, Docker was used for providing 
easy deployment. Docker uses containers to provide isolation of the application from 
the hosting environment. Each Docker containers are built from the initial base 
image and then layers of abstraction that are built in the top of the image. Each layer 
in the Docker image represents an instruction in dockerfile of the image. Each layer 
is read-only, except for the last layer which is called a thin R/W layer used by the 
container. Each layer is a set of differences between the previous layer. The main 
difference between the container and the Docker image is that there is the top 
writable layer in a container [34] [35]. Example of layers is displayed in Figure 9. 

 
 

 

Figure 9: Docker image layers

 
 



 

 

 

In Figure 10 below, we explain the Docker lifecycle. The Docker image is built from 
an initial dockerfile and the container is an instance of the image. The Docker image 
can be pushed to Docker Hub and is pulled to the server host machine to execute the 
container. Alternatively, the container can also be built locally from docker image. In 
this thesis, the dockerfile created was built in a local development machine and 
afterward uploaded to Docker Hub for reuse. This simplifies greatly the creation of 
redundant servers, all images of the original Docker image. 
 
 

 
 

Figure 10: Docker lifecycle 

 
Hypervisors are used for managing virtual machines on processors that support 
virtualization. With containers, it is possible to isolate applications and they provide 
a virtual platform for applications. Hypervisor runs a guest operating system on top 
of the host operating system. The container’s system accesses the underlying 

operating system for select services of applications running in the container. One 
machine can run multiple containers, all of each sharing the same OS kernel. 
Usually, containers use less disk space than a virtual machine. Thus, they can also be 
downloaded more quickly which makes them efficient when wanting to quickly 
establish a service. With container technology, it is possible that software 
applications running in the cloud can consist of a large number of microservices 
which are computational entities that are executed in parallel [36] [37]. Traditional 
virtualization techniques are more secure since they provide complete isolation from 
the host operating system, but containers are more resource efficient. Running 
processes in containers and non-privileged users can be used to increase security 
[38]. In Figure 11, we highlight the main differences between traditional virtual 
machines and Docker containers. 
 



 

 

 

 
 

Figure 11: Virtual machine and Docker 

 
In this project, Docker Compose is also supported. Docker Compose uses a YAML 
file for configuring docker services. With Docker Compose, it is possible to run 
multiple containers with a single command. It can be used in development 
environments, automated testing environments as well as single host deployments 
[35]. For this project, a Docker Compose file is also in place. In the Docker Compose 
file (as YAML) two services are defined: the database and the Node.js backend. As 
the database, the MySQL server official Docker image4 is used and for Node.js 
backend, the official Node.js image is used. MySQL variables are defined as 
environment variables available to the Node.js Docker image. Two volumes are 
mounted: a volume for Node.js server files and a volume for the SSL certificate files. 
Both services are linked with each other, so they can communicate. In the Node.js 
backend container, all the dependencies of the server are installed, and the server is 
instantiated. Lastly, Docker Compose is good for testing and developing the server, 
as one can create a single instance of the server without the complexity of a cluster 
(later managed by Docker Swarm). 
 
 
 
 
 
 
 
 
 
 

                                                 
4  https://hub.docker.com/r/mysql/mysql-server/ 



 

 

 

3.4. Configuration Options 

The config file (config.json) placed in config/ directory of the project contains 

MySQL related settings as well as settings for running the server. Study-related 

settings are also defined in the config file and they are visible from /config endpoint 

when issuing a GET request. The credentials are invisible from the /config endpoint. 

Example config file contents are displayed in Example 2. 

 

{ 

  "study_id": "id", 

  "api_key": "apikey", 

  "mysql_ip": "host_ip", 

  "mysql_port": "host_port", 

  "mysql_user": "mysql_username", 

  "mysql_pass": "mysql_password", 

  "mysql_database": "mysql_dbname", 

  "mysql_engine": "ndb", 

  "node_cerftificates": "false", 

  "node_port": "3000", 

  "config": { 

    “study_related_config”: “1” 

  } 

} 

Example 2: Sample config file 

 

In the config file, MySQL connection credentials are defined. MySQL hostname 

(mysql_ip) and port (mysql_port) need to be defined as well as username 

(mysql_user) and password (mysql_pass) for connecting the server. Database name 

(mysql_database) and used engine (mysql_engine) are also defined in config. If the 

engine is defined to NDB then the server will create a table with 

ENGINE=NDBCLUSTER setting which means that tables will be created using NDB 

Storage engine. Without this setting InnoDB storage engine will be used. This allows 

flexibility to future projects: InnoDB for small-scale deployments, NDB for large 

data. 

 

Node.js specific settings in the config file are: node_cerftificates which defined 

whether Let’s Encrypt certificates are used for https or not and node_port which 

defines which port is used by the server. 

 

When using certificates, the application expects the following files to be placed in 

the container: fullchain.pem and privkey.pem. A file called fullchain.pem is the 

certificate file used by the server software. The file privkey.pem is the private key file 

of the certificate. With these files, it is possible to enable HTTPS connection. 

 

 

 



 

 

 

3.5. Deployment Environment 

 

In this section deployment, environment and rationale for choices are explained. At 

first rationale for choosing Docker Swarm is discussed and after that implementation 

of Docker Swarm environment is explained. 

3.5.1. Rationale for Choosing Docker Swarm 

 

As alternatives for this project, Docker Swarm and Kubernetes were considered since 

both are quite popular in the field. Kubernetes is designed by Google and it is built 

for automating deployment and scaling as well as managing containerized 

applications. Docker Swarm is simple yet powerful and has backward compatibility 

with existing components. In Kubernetes, applications are deployed as combinations 

of pods. In Docker Swarm, applications are deployed as services. In addition, the 

installation of Docker Swarm is easy while Kubernetes can be more complex, with a 

steeper learning curve. Both are designed for high availability and have internal load 

balancers.  Docker could be good for smaller and medium-sized environments while 

Kubernetes seems to be better for larger environments. Docker Swarm was 

considered fit for this purpose because it has all the necessary functionality needed 

for this project and it is free. Also because of its simplicity was considered as a 

benefit for this purpose and Kubernetes would have been an overkill solution for this 

project [39] [40], potentially impacting non-technical adoption and understanding of 

the server. According to Docker, with a single Swarm manager, it is possible to run 

1000 nodes and 30000 containers [41]. The overlay network configuration of Docker 

Swarm is simple and its performance is close to host [42]. 

 

Docker Swarm is used as a scheduling and clustering tool for Docker containers. 

With Docker Swarm, it is possible to create a cluster that allows managing nodes like 

a single virtual system. The Docker Swarm has a CLI based tool for managing it. 

Scaling up and down is easy and can be done with a single command. Docker Swarm 

does load balancing automatically, but external load balancer can also be used. 

Docker nodes use encrypted connections between them and Docker Swarm allows 

easy updating of services. Services in Docker Swarm can be accessed from other 

nodes that belong to the same cluster [35]. From Figure 12, we can see the overall 

Docker Swarm architecture. 

 

 



 

 

 

 
 

Figure 12: Docker Swarm architecture 

3.5.2. Implementation  

The first step for this thesis project was to implement a Node.js application that is 
used to save data to the MySQL database. The server application was implemented 
using Node.js and Express5 web framework. Node.js was chosen for this purpose 
because of its good scalability and possibility to easily implement restful API for 
saving sensor data and showing study configuration data. Node.js has an active 
community and it is gaining more popularity every day.  
 
Test-driven development was used when implementing the server. Tests were placed 
in /test directory where they can be easily run to verify server functionality. Tests are 
also good for the future development and testing of the server. For testing purposes, 
it is possible to run a server without certificates although highly discouraged. Testing 
was implemented using Chai

6
 and Mocha

7. Chai is Test Driven Development (TDD) 
and Behaviour-Driven Development (BDD) assertion library for Node. Mocha is a 
JavaScript testing framework running on Node.js. The express framework was used 
because it allows the consistent and streamlined building of web applications and 
APIs. 
 
Knex8 was used for database connection handling. Knex is an SQL query builder that 
has support for multiple databases. It has support for connection pooling and Node.js 
promises. For testing purposes, the server uses an SQLite database which saves data 
locally in the server directory. This is more convenient in development and testing 
phase. Now in a production environment, a MySQL database is used, and 
configuration is fetched from config.json file from config/ directory. 
 
CO2.io was planned to be used from Docker container. For this purpose, a 
Dockerfile was created defining to required lines to easily get the server up and 

                                                 
5  https://expressjs.com/ 
6  http://www.chaijs.com/ 
7 https://mochajs.org/
8  https://knexjs.org/ 



 

 

 

running with only a single command. Dockerfile is based on official Node.js docker 

image. All the files from the project directory are copied to the image. All the 

required dependencies are added to the image and port 8443 is exposed. Docker 

containers were used to setup Node.js’ server-side component for each container. 

Inside the container, a Node.js server is running, and it has connection workers equal 

to the available processor count. After this, the image was built and pushed to 

Docker Hub
9
 for later use. In Docker Hub it is possible to store docker images. 

Docker Hub can be used freely. There are image repositories in Docker Hub that can 

be defined to be private or public. Builds can be automated, and it supports 

webhooks allowing triggering of actions after a successful push. 

 

With Docker Swarm mode it is possible to manage containers across multiple host 

machines. There are two types of nodes: manager for performing cluster 

management and orchestration related tasks and worker for performing tasks given 

by the manager. By default, manager nodes are also workers. Docker Swarm 

provides native clustering functionality for Docker containers. With docker swarm, it 

is possible to turn multiple docker engines into the single virtual engine. Docker 

Swarm is routinely used, and in this project, to increase scalability, availability, and 

performance. 

 

For this project, three nodes were created in AWS EC2 service. The kind of Amazon 

instances chosen for this project were t2.micro instances. They were added to the 

same security group and they could communicate with each other. Port 443 (standard 

HTTPS port) was opened for the outside world. Docker CE (Docker Community 

Edition) was installed from their own APT repository. 

 

The IP address of the first node was checked with ifconfig and Docker Swarm was 

initiated with the current address. After that, the other nodes were connected to this 

master node. The overlay network was created, and all the nodes were added to the 

same overlay network where they can communicate with each other. Previously, 

Docker Swarm needed separate key-value storage (Etcd
10

, Consul
11

 tc.) in order to 

synchronize network configuration but after version 1.12 this has not been needed 

and network configuration has been greatly simplified [42]. 

 

For storing certificates, Docker secrets were used. They are designed for storing and 

using sensitive data in Docker Swarm. This data can be used by containers running in 

Docker swarm. In this project, the certificates created by Let’s Encrypt Certbot was 

stored as Docker secrets and used inside the containers. Docker secrets are used to 

manage private data like SSH keys and certificates or another confidential data [35]. 

 

After this, a Docker service was run with three replicas and ports were mapped from 

443 to 8443. It is later possible to scale services with command docker service scale 

command. To be able to fetch the image from Docker Hub, it was necessary to log in 

first using docker login command and after that, it is possible to fetch images from a 

repository created for this project. 

 

                                                 
9
  https://hub.docker.com/ 

10
  https://coreos.com/etcd/ 

11
  https://www.consul.io/ 



 

 

 

To be eligible to a certificate from Let’s Encrypt the user must demonstrate 

ownership of the domain.  With Let’s Encrypt this is done with a software that uses 

ACME protocol. This can be done with or without shell access but in this case, shell 

access was used. ACME (Automatic Certificate Management Environment) protocol 

is used for automating communication between the user’s computer and certificate 

authority server. ACME protocol was implemented by Internet Security Research 

Group (ISRG). There are several different clients supporting ACME protocol but 

Let’s Encrypt recommends using Certbot. It has support for many operating systems 

and it is easy to use so it was used in this project. After demonstrating the ownership 

over a domain, the second step is to get a certificate for that domain. It is possible to 

renew, revoke or request a certificate. The user can prove ownership of a domain 

with a public key that is identified by Let’s Encrypt. Let’s Encrypt issued challenges 

to prove the ownership of a certain domain. Let’s Encrypt also provides a string that 

must be signed with a private key to prove ownership of a domain [43]. 

 

For auto-renewal of certificates, a bash script was created. Certificates are placed in 

/etc/letsencrypt/live/[domainname]/ directory and they can be renewed using Certbot. 

Let’s Encrypt certificates are valid for 90 days and after that, they need to be 

renewed. Let’s Encrypt certificates are used in both MySQL and node.js setups. The 

bash script is added to crontab that is run before certificates get expired.  

3.6. Databases 

 

MySQL server was hosted in AWS. Ubuntu Server 16.04 LTS (HVM) was used as 

server operating system, SSD Volume Type - ami-1b791862 as machine image. 

Instance type used is t2.micro which has 1 GiB memory and 1 vCPU. Four different 

instances were created, and they could communicate with each other in the same 

AWS security group. For SQL node (API endpoint) instance MySQL port 3306 

needed to be opened in order to allow access outside AWS EC2 service. For this 

purpose, a new security group was created and the SQL node was assigned to that 

security group. 

 

There are three different types of nodes in the cluster: data nodes, management node, 

and SQL node. Example cluster used in this project consisted of two data nodes, one 

SQL node, and management node. In data nodes, ndbd process handles data in tables 

using NDB Cluster storage engine. The ndbd process takes handles tasks related to 

node recovery, distributed transaction handling etc. On startup two processes are 

initiated by ndbd: the first one is named "angel process" and its purpose is to 

discover when the execution process is finished and then restart the ndbd process if 

configured to do so. In SQL endpoint node MySQL daemon (mysqld) is running. 

Purpose of mysqld is to manage access to data directory containing tables and 

databases [32]. 

 

MySQL NDB version 7.5 was chosen for this setup. All nodes were added to the 

same security group in AWS and they could access nodes with the same security 

group. It was also necessary to open port 3306 to the world to allow MySQL 

connection. For this purpose, security group for SQL node only was created 

containing an inbound rule for allowing traffic from port 3306 From figures 13 and 



 

 

 

14 it is possible to see cluster inbound rules and SQL API node inbound rules in 

AWS EC2. 

 

 

Figure 13: MySQL SQL API node inbound rules in AWS EC2 

 

Figure 14: MySQL cluster inbound rules in AWS EC2 

 

For being able to access MySQL cluster the user for this purpose was created. User 

account for localhost and remote hosts were created and it was necessary to require 

that user connecting from the remote host was required to use SSL for security 

purposes. An encrypted connection is mandatory and non-encrypted connections are 

not allowed since it is possible that confidential data may be transferred.  

 

Let’s Encrypt was also used with MySQL setup. To secure MySQL connection 

Certbot is used to create encryption certificates. Certificate files created by Certbot 

were copied to MySQL data directory. 

 

3.7. Creating the Test Setup 

 

While the focus of this thesis is strictly on back-end development we needed a 

lightweight user interface, or data visualization, component for easier monitoring and 

depicting inbound data from the test setup.  

 

The simple dashboard was implemented using R and Shiny Dashboard. With Shiny it 

is easy to implement visually attractive dashboard using the R programming 

language. R has good statistical capabilities and with it is easy to create plots and 



 

 

 

visualizations from data [44]. The dashboard implement for this project contains 

temperature, humidity and pressure visualizations that can be viewed by clicking 

different tabs. When using multiple devices to gather data the dashboard will contain 

multiple plots, each per one unique device id. It is possible to view daily or monthly 

data. There is a drop-down menu in the panel sidebar which allows selection of time 

interval For the MySQL database connection RMySQL library was used which 

allows fetching data from MySQL database. 

 

Data is saved to a data frame in R and visualizations are created ggplot2. These 

visualizations can be displayed in nice looking graphs. Graphs are drawn from 

multiple RuuviTag devices if available and each device data is drawn to separate 

graph. Different devices are distinguished by deviceId that is generated from the 

MAC address and is unique. 

 

This dashboard for designed to be available in the future for doctors who want to 

monitor asthma patient data including room pressure, humidity, and temperature. 

Small changes for dashboard were made by the requirements of doctors who wanted 

that there would be an option also to view hourly data. This functionality was added 

to the dashboard later. The shiny server was installed in a server running in AWS 

EC2. The dashboard was setup to run on this server, so it would be easily available to 

see. The dashboard is displayed in Figure 15. 

 

 

 

Figure 15: Dashboard created with ShinyDashboard 

 



 

 

 

4. EVALUATION 
 

To prepare for testing the developed setup, Raspberry Pi 3 and RuuviTag Bluetooth 

low energy beacon (shown in Figure 16) were obtained. Scripts were implemented 

with Python for acquiring temperature, pressure and humidity data from RuuviTag 

device. RuuviTag Bluetooth sensor was used with Raspberry Pi 3 to record sensor 

data to the database. A Python script was created to be run in Raspberry Pi 3 to poll 

RuuviTag beacon frequently every five minutes and save data as JSON format to the 

database. Data was then sent to the MySQL server. Crontab task for added for this 

purpose in Raspberry Pi 3 server. If the network connection is down the script adds 

data to buffer file that is sent to the MySQL server when the network connection is 

back online. 

4.1. Test Setup and Scenario 

 

Raspberry Pi 3 was used for collecting data from the environment. Collected data 

consisted of humidity, temperature and pressure data. Purpose of this was to 

demonstrate a collection of data and it would be possible to extend to other sensors in 

the future. The dashboard contains different tabs for each type of data. From the 

dashboard, it is possible to view either monthly or daily data. 

 

Data usage of Raspberry Pi 3 device was monitored because it was necessary to 

know how much bandwidth it uses since it is possible that same setting will be used 

in different countries where payment of data usage might be costlier than in Finland. 

Estimated daily data usage was around 45 MiB. This was measured by tracking 

network usage of Raspberry Pi 3 when it was collecting data. This consisted of all 

the network data of Raspberry Pi 3 device used and not only air quality data. 

 

The server was tested in two different study settings in the University of Oulu and 

some feedback was collected from people testing the server. As the server was 

installed by new users and some improvements were made to documentation to make 

it easier to understand for new users. Some minor bugs were also fixed during this 

and some complexity was removed from the server application, so it would be easier 

to use in the future. This kind of testing related to server usability was not extensive 

but more like small feedback and understanding if it’s easy to set up a server. 

 



 

 

 

 

Figure 16: RuuviTag and Raspberry Pi 3 

 

4.2. Stress test 

 

In the design and implementation phase, the attention was paid to creating a scalable 

system with high availability. MySQL queries were made as simple as possible for 

good performance and the node.js system was designed to be run in Docker Swarm 

for high availability. Purpose of stress testing was to see if the system can handle 

high load and to find bottlenecks in the system. 

 

There are different tools that can be used to measure how much stress a system can 

handle. There are different tools for doing this kind of testing like Apache 

Benchmark
12

, Siege
13

, Httperf
14

, Tsung
15

, Apache JMeter
16

 etc. Apache Benchmark 

was chosen was this purpose because, with it, it’s possible to easily test system up to 

10 000 concurrent connections which are enough to test this kind of system. The test 

does not simulate real-world scenario, but it gives hint if the system is able to handle 

high loads. 

 

In this test, a set of two files was chosen for testing both containing real-world data. 

The first one contains 100 JSON entries and the second file contains 1000 JSON 

entries. One entry means one JSON array object containing temperature, humidity 

and pressure data in this case. The 100-entry file size is 29K and 1000-entry file size 

                                                 
12

  https://httpd.apache.org/docs/2.4/programs/ab.html 
13

  https://www.joedog.org/siege-home/ 
14

  https://github.com/httperf/httperf 
15

  http://tsung.erlang-projects.org/ 
16

  https://jmeter.apache.org/ 



 

 

 

is 281K. These files were used for testing because they contain data like what could 

be used in the real-world scenario. File containing 1000 entries is probably more that 

is going to be needed for monitoring air quality data but was chosen for this testing 

to see how the system will be able to handle the bigger amount of data. 

 

There were also different setups for the system to be tested. The simplest system has 

only one container in Docker Swarm and single data node in MySQL NDB cluster. 

The biggest setup of the system consisted of ten nodes in Docker Swarm and three 

data nodes in MySQL NDB cluster. The tests were run in AWS EC2 environment. 

NDB data node stores cluster data and there are as many data nodes as there are 

replicas in the cluster. Having more than one replica provides redundancy which is 

required for high availability. One replica is sufficient for data storage, but it 

provides no redundancy. In this test, we wanted to see how a number of replicas in 

the NDB cluster affect the results. 

 

For tests to run correctly it was necessary to tune Linux kernel variables. For testing 

system where ab was run (client) it was necessary to increase allowed number of 

open files in the system. After some testing with systems, it was also detected that 

Linux has kernel level limitations for concurrent connections coming in the system 

from the same IP address. When sending many concurrent requests to the system the 

following message was seen in the system log: “kernel: Possible SYN flooding on 

port X. Sending cookies. Check SNMP counters.” To get rid of this message it was 

necessary to tune Linux kernel TCP variables like increasing net.core.somaxconn 

which defines maximum allowed incoming connections. It was also necessary to 

tune fs.file-max variable which defines the maximum amount of file descriptors 

enforced on a Linux kernel level. net.ipv4.tcp_max_syn_backlog a variable which 

defines the maximum number of the queue for incomplete sockets was increased and 

net.ipv4.tcp_syncookie was disabled to stop the SYN flood attack protection feature 

which is good in this cause because stress testing used in this scenario is similar to 

this kind of attack. 

 

For MySQL NDB cluster to handle enough connections it was necessary to increase 

a maximum number of allowed connections which as default is 151 connections. 

After every test run, it was verified that the correct amount of data was inserted into 

the table. Tests were run with ab tool and one test was run three times. From three 

test runs, the average value was calculated. Results are presented in Appendix 1. 

4.3. Benchmark Results 

 

In this chapter the results of the evaluation, chapter are presented. After performing 

stress tests, the results were written into table and bar graphs were created from 

collected data. 

 

Stress test results consist of four different graphs were different test setup settings are 

presented in visual form. For each of files (100 and 1000 entries), six test setups were 

run. In the first two graphs files containing 100 entries are presented. In the first 

graph (Figure 17) for 100 entries the settings for 1, 5 and 10 Docker Swarm nodes 

are presented. Each setup containing 1 MySQL NDB data node. In the second graph 



 

 

 

(Figure 18) containing for entries are presented in the same way: 1, 5 and 10 Docker 

Swarm nodes but in this setting 3 MySQL data nodes are used.  

 

In a similar way first graph (Figure 19) for 1000 entries the settings for 1, 5 and 10 

Docker Swarm nodes are presented each setup containing 1 MySQL NDB data node 

and in the second graph (Figure 20) for 1000 entries the bars for 1, 5 and 10 Docker 

Swarm nodes are presented in each setting using 3 MySQL NDB data nodes. 

 

From plots, it is possible to see how much time it took for concurrently sending a 

certain amount of data at same second until the data was saved to the database. From 

plots, we can see how much entries were used for inserting. Different graphs express 

the setting used the meaning amount of used Docker swarm nodes and amount of 

MySQL NDB data nodes uses.  

 

From the results, it is possible to see that we have got slightly improved performance 

in most of the cases for 1000 entries files when using 3 NDB data nodes compared to 

when only 1 NDB data nodes are used. We can also see that in most cases for 1000 

entry files the increase of nodes in Docker Swarm has positive effects but not 

explicitly in every case. Results are not very notable for files with 100 entries. We 

can see that increasing number of Docker Swarm nodes with 100 entries has no very 

big impact and in some cases, it even takes longer time for sending the data. From 

100 entries files, there does not seem to be big effects on performance. Despite this 

server is still able to handle the insertion of data properly and all the data is properly 

inserted into the database. As a result, this stress testing is successful. 

 

Because tests were run in Amazon EC2 service in the same day and directly after 

each other it is possible that some internal network related issues and traffic may 

have affected the results, so we can interpret these results as approximate. For better 

reliability tests should have been run on different weekdays and in different hours. 

 

 

 

Figure 17: Setups for 100 entries files running with one NDB data cluster 

 



 

 

 

 

Figure 18: Setups for 100 entries files running with three NDB data cluster 

 

 

Figure 19: Setups for 1000 entries files running with one NDB data cluster 

 



 

 

 

 

Figure 20: Setups for 1000 entries files running with three NDB data cluster 

4.4. Real world scenario 

For the real-world scenario, the data was being sent for one month from the 

Raspberry Pi 3 device reading RuuviTag data and sending it to the node.js server. In 

this scenario the BLE device was placed in an office room in University of Oulu and 

room temperature, humidity and pressure were monitored. Node.js server saved data 

to the database where it was loaded to Shiny Dashboard created with R. Dashboard 

used database data to create graphs using ggplot2. 

 

It was verified that the data was properly added because the dashboard was able to 

load air quality data from the database and displaying it properly. Humidity, pressure 

and temperature data were collected from the office room in University of Oulu and 

data was visualized later with the dashboard. From the graphs below, it is possible to 

see the development of these variables and device id of device used for collecting 

data. 

 

Example setup for this project collected data from the sensor. Data was fetched from 

device every five minutes and saves to the database for visualization. Images below 

show collected data from around a one-month period in May 2018. From images it is 

possible to see saved humidity (Figure 21), pressure (Figure 22) and temperature 

(Figure 23) data collected. From the right, we can see deviceId used for collection 

and from the graph it is possible to see data collected every five minutes. From the 

pictures below, we can see that the collected data is properly displayed. These 

pictures are taken from dashboard created earlier. Data was sent to the node.js server 

and saved to database cluster running in AWS from where they were later visualized 

with the dashboard. 

 



 

 

 

Figure 21: Humidity data collected using our own test setup 

 

 

Figure 22: Pressure data collected using our own test setup 

 

: 

 

Figure 23: Temperature data collected using our own test setup 

 

4.5. Feasibility Analysis  

 

Results show that the server can handle 10 000 concurrent requests at the same 

second. Stress tests done did not find the bottleneck which means that application 

created will be able to handle even more concurrent connections at same second but 

10 000 was enough for this purpose. Larger scale stress testing would have required 

more expensive setup and different tools because it would have been necessary to 

create a distributed testing setup which was out of the scope of this work. From these 



 

 

 

stats, we can still see that the system will be able to handle the load for this purpose 

and goal of this thesis can be therefore considered to be fulfilled. 

 

If we wanted to use this project to monitor air quality data around the world we could 

select the top 10 000 largest cities and setup one sensor in each city. To get cities all 

around the world we could select cities from every continent. It would be enough to 

record air quality data once per hour since this kind of data is not so rapidly 

changing. From these sensors, it would be possible to see air quality data around the 

world and it would be possible to create a dashboard for monitoring data coming 

from each device. Gathered data can be processed and analyzed from the database by 

parsing saved JSON data. 

 

Although there are quite a lot of sensor data openly available on the Internet for open 

usage from different parts of the world with this application it is possible to catch 

specific data for a specific purpose like for example measuring the number of 

specific microparticles in air related to pollution. This solution can also use in the 

completely different scenario. In this solution, current sensors (temperature, pressure, 

and humidity) are only used for example purposes to demonstrate the feasibility of 

this application. There are a lot of different sensors that can be used like mobile 

phone sensors as well as other devices that can sense a lot of different kind of data. 

 

If we consider that we want to measure data from 10 000 large cities in the world and 

for purposes of weather measurements it would be enough to measure temperature, 

humidity and pressure data hourly it would require 10 000 x 24 = 24 0000 daily 

entries in total meaning inserting of these entries would be distributed in the 24-hour 

period of day. This would mean that per one hour there would be 10 000 entries and 

probably these entries would not be inserted in the same second meaning that system 

would easily handle this kind of load since it was able to perform so well in stress 

tests. Further, in all likelihood, these are ambitious estimates for what can actually be 

achieved in the project for what this infrastructure is practically developed for.  

 



 

 

 

5. DISCUSSION 
 

This thesis demonstrates a process for creating a system for monitoring climate 

change. This chapter overviews achieving of goals of this thesis as well as discussed, 

the generalizability and scalability of the created system. Limitations, risks, and 

future works are discussed at the end of this chapter. 

5.1. Achieving the goals set for the thesis 

 

Results show that the system created was able to perform tasks that were specified 

for it. Stress test created for system show that the system can perform high loads of 

concurrent data and is able to save data reliably to the database. We can also see that 

light dashboard created for this system is able to view saved air quality data from the 

database and represent it visually in the dashboard where it is possible to view 

monthly or daily data. These are enough to monitor, and track variables related to 

climate change. A realistic simulation study was performed in the University of Oulu 

to simulate simple settings for saving air quality data for the database. 

 

As for G1, “Design the infrastructure, based on related work.”, we can conclude that 

infra based on related work was created making it possible to track climate change. 

 

As for G2 “Perform a realistic simulation study to validate the implemented system’s 

suitability for the chosen scenario” was fulfilled as the solution for monitoring air 

quality was created and tested. 

 

5.2. Generalizability and Scalability of CO2.io 

 

The system created in this project was designed especially for the scenario of 

tracking climate change. Because of server design is not limited only for this server 

can be used in multiple different scenarios. Because the server was designed to be 

easily deployable per study style it is possible to easily setup server for purposes of 

different studies. The server was designed to be run in a container where one instance 

of the server is related to one specific study. 

 

The server was successfully run in a different scenario in the University of Oulu in 

CARE: A context Aware Assistive tool for Elderly where data was collected using 

Thingsee devices. In this study, contextual data from nursing environments using 

AWARE framework is collected. Data is applied using machine learning algorithms 

and converted understandable information for nurses. The project was carried 

together with IoT company Haltian [45] [31]. While we omit specifics of the server’s 

performance with CARE project, due to the scope of this thesis, overall the 

implemented solution performed well with this task as well, further validating its 

generalizability in other contexts and large-scale studies. 

 



 

 

 

5.3. Limitations, Risks, and Future Work 

 

The limitations of this work are a lack of MQTT support which is used in many other 

solutions and only MySQL database is officially supported now. Knex supports 

multiple different database types, including PostgreSQL and SQLite. These could be 

easily added in the future, but the focus of this work was to concentrate on MySQL 

and test it properly. It would be also good to think about using MySQL Node.js 

adapter that accesses the NDB storage engine directly to get better performance [46]. 

 

Stress testing could also have been more extensive. To do more extensive stress 

testing a distributed testing environment could have been used where multiple nodes 

would have simulated load and therefore this kind to scenario could have been more 

realistic. Anyway, the need for millions of concurrent users at the same second is not 

a very realistic scenario and therefore in this case a simpler stress test scenario was 

enough. To better see how the increasing or decreasing nodes effects on performance 

the test should have been run in different days of week and hours to get more reliable 

results but because the purpose of stress tests was mainly to prove that system can 

handle the load this was enough. As a future work, it could be an interesting topic of 

research for measuring the performance of the system in a more detailed way. 

 

At this stage, the system was created and tested but it was not actually deployed yet 

so that would also be a future work. To be able to deploy system later there is 

documentation created for doing it in the future. Source code for this project is 

available from Github VCS and it is publicly available at AWARE framework 

project’s repository. 

 

Since the focus of system was on the backend side the dashboard created for this 

system was quite lightweight. In the future dashboard could be improved and be 

replaced with more complex one using React.js and probably Passport.js library for 

authenticating users. The better dashboard will be created as a different project later 

in the future. 

 



 

 

 

6. CONCLUSION 
 

Climate change is affecting air quality and is related to health issues among people 

and it is important to be able to monitor how climate change occurs my using 

different sensors. Some of the sensors are openly available via the Internet but the 

focus of this thesis is to provide a system that is an applicable use case in respiratory 

health [8] [22]. 

 

In this thesis system for IoT data collection consisting of the server database and the 

lightweight dashboard is presented. Purpose of the server is to be scalable and be 

able to handle a high amount of concurrent request at the same time. Server setup 

process, as well as database cluster setup process, have been documented so it is 

possible for researchers and other individuals to set up their own environment for 

data collection. In this work, the focus has been to make a system that would make it 

possible to create new studies easily “on the fly” without too much effort. 

 

The simple dashboard was created using R and Shiny dashboard to be able to 

visualize collected data. The server is designed to be easily installable to new 

environments with the need for too comprehensive technical skills. The server can be 

run as a standalone component in Docker container or directly in the host system if 

needed. The purpose was to make the server as usable in different scenarios as 

possible. 

 

Important things like scalability and security were considered. It is possible to scale 

system with Docker Swarm easily and MySQL NDB data nodes can be added more 

as needed. Endpoint security was achieved using Let’s Encrypt certificates between 

client and gateway communication as well as communication between gateway and 

MySQL cluster. 

 

The work of this server is going to be used later in AWARE framework for data 

collection and development will hopefully continue to add more functionality for the 

servers according to future work. The better dashboard will be created later for better 

data visualization in different setups. The objectives of this thesis were to create a 

system for monitoring climate change as well as evaluating it in a real-world 

scenario. These objectives were fulfilled, and the work of this project continues as 

creating a new dashboard as a separate project. 
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APPENDICES 
 

Appendix 1. Stress test results 

 

Nodes 
MySQL 
NDB Clients Entries TTS1 TTS2 TTS3 TTavg 

1 1 100 100 0,236 0,172 0,167 0,19 

    100 1000 1,764 1,619 1,825 1,74 

    1000 100 1,583 1,296 1,32 1,40 

    1000 1000 19,234 15,101 14,109 16,15 

    10000 100 12,325 13,554 19,723 15,20 

    10000 1000 122,33 121,6 120,021 121,32 

                

Nodes 
MySQL 
NDB Clients Entries TTS1 TTS2 TTS3 TTavg 

1 3 100 100 0,3 0,213 0,202 0,24 

    100 1000 1,288 1,527 1,241 1,35 

    1000 100 2,167 1,84 1,905 1,97 

    1000 1000 13,56 12,49 11,314 12,45 

    10000 100 17,25 16,624 16,637 16,84 

    10000 1000 117,23 113,79 116,466 115,83 

                

Nodes 
MySQL 
NDB Clients Entries TTS1 TTS2 TTS3 TTavg 

5 1 100 100 0,28 0,169 0,167 0,21 

    100 1000 1,229 1,31 1,254 1,26 

    1000 100 1,258 1,262 1,187 1,24 

    1000 1000 12,501 12,001 12,464 12,32 

    10000 100 14,349 14,709 16,279 15,11 

    10000 1000 103,85 97,854 98,128 99,94 

                

Nodes 
MySQL 
NDB Clients Entries TTS1 TTS2 TTS3 TTavg 

5 3 100 100 0,298 0,248 0,219 0,26 

    100 1000 1,329 1,097 1,103 1,18 

    1000 100 1,496 2,799 2,796 2,36 

    1000 1000 8,026 7,613 7,195 7,61 

    10000 100 13,039 19,291 10,874 14,40 

    10000 1000 124,85 88,224 110,896 107,99 

                

Nodes 
MySQL 
NDB Clients Entries TTS1 TTS2 TTS3 TTavg 

10 1 100 100 0,225 0,22 0,273 0,24 

    100 1000 0,896 0,864 0,951 0,90 

    1000 100 1,748 1,627 1,082 1,49 



 

 

 

    1000 1000 11,123 10,169 7,938 9,74 
    10000 100 20,36 19,315 24,212 21,30 
    10000 1000 128,18 112,95 95,225 112,12 

                

Nodes 
MySQL 
NDB Clients Entries TTS1 TTS2 TTS3 TTavg 

10 3 100 100 0,444 0,263 0,255 0,32 
    100 1000 1,283 1,146 1,161 1,20 
    1000 100 5,846 5,84 5,712 5,80 
    1000 1000 7,28 7,036 7,198 7,17 
    10000 100 12,918 16,148 16,005 15,02 
    10000 1000 94,967 88,22 89,913 91,03 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

 

 

Appendix 2: Dockerfile 

 

FROM node:carbon 

 

# Application directory 

WORKDIR /usr/src/app 

 

# Dependencies, package.json and package-lock.json are copied 

COPY package*.json ./ 

 

# Install 

# For production use: npm install --only=production 

RUN npm install 

 

# Bundle app source 

COPY . . 

 

EXPOSE 8443 

CMD [ "npm", "start" ] 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

 

 

Appendix 3: Docker compose file 

 

version: "2.1" 

services: 

  db: 

    image: mysql/mysql-server 

    container_name: mysql 

    command: mysqld --user=root --verbose 

    ports: 

      - "3306:3306" 

      - "33060:33060" 

    environment: 

      MYSQL_DATABASE: "defaultdb" 

      MYSQL_USER: "root" 

      MYSQL_PASSWORD: "abc123" 

      MYSQL_ROOT_PASSWORD: "abc123" 

      MYSQL_ALLOW_EMPTY_PASSWORD: "yes" 

      MYSQL_ROOT_HOST: "172.17.0.3" 

      restart: always 

  backend: 

    image: "node:8" 

    user: "node" 

    working_dir: /home/node/app 

    environment: 

      - NODE_ENV=production 

      - DB_HOST=mysql 

      - DB_USER=root 

      - DB_PASSWORD=abc123 

    volumes: 

      - ./:/home/node/app 

      - ./sslcert/:/run/secrets/ 

    ports: 

          - "8443:8443" 

    depends_on: 

        db: 

             condition: service_healthy 

    links: 

      - db 

    command: bash -c "npm install && npm start" 

    restart: always 

 

 

 

 

 

 

 

 

 



 

 

 

Appendix 4: Docker Swarm setup 

 

Docker Swarm setup  

With Docker swarm mode it is possible to manage containers across multiple 

host machines. There are two types of nodes: manager for performing cluster 

management and orchestration related tasks and worker for performing tasks 

given by manager. By default manager nodes are also workers. 

In this example three t2.micro nodes are created in AWS EC2. It is necessary 

to allow nodes to communicate with each others within same security group. 

You should already have built Docker image of sensedash nodejs component. 

You should push image to Docker cloud. Later you can fetch image from 

AWS server. Execute following in your local host and replace with correct 

variables. 

docker tag image username/sensedash-server:tag 
docker push username/sensedash-server:tag 

Run for all nodes: 

curl -fsSL https://download.docker.com/linux/ubuntu/gpg | sudo apt-key add 
- 
sudo add-apt-repository "deb [arch=amd64] 
https://download.docker.com/linux/ubuntu $(lsb_release -cs) stable" 
sudo apt-get update 
apt-cache policy docker-ce 
sudo apt-get install -y docker-ce 

Run in node1: Get ip address 

ifconfig 

Execute following with IP-ADDRESS replaced with ip address of eth0 from 

previous command 

sudo docker swarm init --advertise-addr IP-ADDRESS 
sudo docker swarm join-token manager 

Run in node2 and node3 and replace token with TOKEN given by previous 

command. You can also copy paste command given to you by previous 

command in node1. 

sudo docker swarm join \ 
    --token TOKEN \ 
    IP-ADDRESS 

Run in node1 to verify 

sudo docker node ls 

Should look like this: 

ID                           HOSTNAME          STATUS  AVAILABILITY  
MANAGER STATUS 



 

 

 

6crtydhw43s1kctdmru6ds7xe *  ip-172-31-36-214  Ready   Active        
Leader 
ndx5kqu342xnx9118p0bx705d    ip-172-31-47-43   Ready   Active        
Reachable 
pifoy2gkumzji93fgrb31q1z1    ip-172-31-44-12   Ready   Active        
Reachable 

Create overlay netork 

[node1]$ sudo docker network create --driver overlay nodejs 
sudo docker network ls 
NETWORK ID          NAME                DRIVER              SCOPE 
3bcb12244ed8        bridge              bridge              local 
33e7af5c0fad        docker_gwbridge     bridge              local 
e7955de7349b        host                host                local 
hixshfpdbib3        ingress             overlay             swarm 
2dr2bo2t5bxw        mynet               overlay             swarm 
9wh7tll73mj1        nodejs              overlay             swarm 
c106df3625a6        none                null                local 

Docker secrets can be used by containers running in Docker swarm. You must 

use docker secrets to make certificate files created with certbot to be 

available inside containers. 

Create docker secrets 

sudo docker secret create fullchain.pem /etc/letsencrypt/live/YOUR-DOMAIN-
PATH/fullchain.pem 
sudo docker secret create privkey.pem /etc/letsencrypt/live/YOUR-DOMAIN-
PATH/privkey.pem 
sudo docker secret create ca.pem ca.pem 
sudo docker secret create client-cert.pem client-cert.pem 
sudo docker secret create client-key.pem client-key.pem 

Create docker service 

sudo docker service create \  
--replicas 3 \ 
--secret fullchain.pem \ 
--secret privkey.pem \ 
--network nodejs \ 
-p 443:8443 \ 
--with-registry-auth \ 
username/repository:tag 

You should now be allow to access running container from https://address/ 
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Appendix 5: Docker Swarm setup 

 

MySQL setup 

 

Introduction 

This document covers setting up MySQL cluster to AWS EC2 service. In this 

example we use Ubuntu Server 16.04 LTS (HVM), SSD Volume Type - ami-

1b791862 as machine image. Instance type used is t2.micro which has 1 GiB 

memory and 1 vCPU. Four different instances are created and they are 

allowed to communicate with each other in same AWS security group. For 

SQL node (api endpoint) instance mysql port 3306 needs to be opened in 

order to allow access outside AWS EC2 service. For this purpose new security 

needs to be created for this purpose and SQL needs to be assigned to that 

security group. 

Nodes 

There are three different types of nodes in cluster. Our example cluster 

consists of two data nodes, one sql node and management node. 

In data nodes ndbd process handles data in tables using NDB Cluster storage 

engine. ndbd process takes handles tasks related to node recovery, 

distributed transaction handling etc. On startup two processes are initiated by 

ndbd: first one is named "angel process" and its purpose is to discover when 

execution process is finished and then restart ndbd process if configured to 

do so.  

in Sql endpoint node Mysql daemon (mysqld) is running. Purpose of mysqld 

is to manage access to data directory containing tables and databases.  

AWS configure security groups 

In AWS security groups for instances need to be configured properly. In 

current setting all traffic is allowed within security group so nodes can 

communicate with each other. Ssh connections (port 22) should be opened 

so cluster nodes can be configured remotely. 

For SQL node port 3306 need to be opened in order to allow incoming 

connection to MySQL daemon. 

MySQL cluster setup 

In this setup four nodes need to be configured. There are different options 

for installing MySQL NDB: installing from sources, installing from binaries, 

installing from apt sources etc. In current example installation from apt 

source is used. 



 

 

 

Installation 

Following commands are executed in all four nodes. 

sudo apt update 
sudo apt-get install -y python-paramiko libclass-methodmaker-perl 
wget https://dev.mysql.com/get/mysql-apt-config_0.8.9-1_all.deb 
sudo dpkg -i mysql-apt-config_0.8.9-1_all.deb 
sudo apt-get update 

Choose “mysql-cluster-7.5 

SQL node: 

sudo apt-get install mysql-cluster-community-server 

Management node: 

sudo apt-get install mysql-cluster-community-management-server 

Data nodes: 

sudo apt-get install mysql-cluster-community-data-node 

Configuration 

Do this for each data node: 

sudo nano /etc/my.cnf 

Modify to look like this: 

[mysqld] 
# Options for mysqld process: 
ndbcluster                      # run NDB storage engine 
 

[mysql_cluster] 
# Options for NDB Cluster processes: 
ndb-connectstring=198.51.100.10  # location of management server 

Do this for SQL node: 

sudo nano /etc/mysql/my.cnf 

Add this to existing file: 

[mysqld] 
# Options for mysqld process: 
ndbcluster                      # run NDB storage engine 
 

[mysql_cluster] 
# Options for NDB Cluster processes: 
ndb-connectstring=198.51.100.10  # location of management server 
sudo nano /etc/mysql/mysql.conf.d/mysqld.cnf 

Change following line: 

bind-address = 127.0.0.1 

to: 

bind-address = 0.0.0.0 



 

 

 

Do this in management node: 

sudo mkdir /var/lib/mysql-cluster 
cd /var/lib/mysql-cluster 
sudo nano config.ini 

Modify to look like this: 

[ndbd default] 
# Options affecting ndbd processes on all data nodes: 
NoOfReplicas=2    # Number of replicas 
DataMemory=80M    # How much memory to allocate for data storage 
IndexMemory=18M   # How much memory to allocate for index storage 
                  # For DataMemory and IndexMemory, we have used the 
                  # default values. Since the "world" database takes up 
                  # only about 500KB, this should be more than enough for 
                  # this example NDB Cluster setup. 
ServerPort=2202   # This the default value; however, you can use any 
                  # port that is free for all the hosts in the cluster 
                  # Note1: It is recommended that you do not specify the 
port 
                  # number at all and simply allow the default value to be 
used 
                  # instead 
                  # Note2: The port was formerly specified using the 
PortNumber  
                  # TCP parameter; this parameter is no longer available 
in NDB 
                  # Cluster 7.5. 
 

[ndb_mgmd] 
# Management process options: 
HostName=198.51.100.10          # Hostname or IP address of MGM node 
DataDir=/var/lib/mysql-cluster  # Directory for MGM node log files 
 

[ndbd] 
# Options for data node "A": 
                                # (one [ndbd] section per data node) 
HostName=198.51.100.30          # Hostname or IP address 
NodeId=2                        # Node ID for this data node 
DataDir=/usr/local/mysql/data   # Directory for this data node's data 
files 
 

[ndbd] 
# Options for data node "B": 
HostName=198.51.100.40          # Hostname or IP address 
NodeId=3                        # Node ID for this data node 
DataDir=/usr/local/mysql/data   # Directory for this data node's data 
files 
 

[mysqld] 
# SQL node options: 
HostName=198.51.100.20          # Hostname or IP address 
                                # (additional mysqld connections can be 
                                # specified for this node for various 
                                # purposes such as running ndb_restore) 

 

 



 

 

 

Cluster startup 

Management node: 

sudo ndb_mgmd -f /var/lib/mysql-cluster/config.ini 

Data nodes: 

sudo mkdir -p /usr/local/mysql/data 
sudo ndbd 

SQL node: 

sudo service mysql start 
sudo service mysql restart 

Verify 

In management node: 

sudo apt install -y mysql-client 
sudo ndb_mgm -e show 

Output should look like this: 

Connected to Management Server at: localhost:1186 
Cluster Configuration 
--------------------- 
[ndbd(NDB)] 2 node(s) 
id=2 @172.31.43.123  (mysql-5.7.21 ndb-7.5.9, Nodegroup: 0, *) 
id=3 @172.31.33.117  (mysql-5.7.21 ndb-7.5.9, Nodegroup: 0) 
 
[ndb_mgmd(MGM)] 1 node(s) 
id=1 @172.31.42.160  (mysql-5.7.21 ndb-7.5.9) 
 
[mysqld(API)] 1 node(s) 
id=4 @172.31.36.196  (mysql-5.7.21 ndb-7.5.9) 

Certificates 

Use certbot to create certificates 

sudo apt-get update 
sudo apt-get install software-properties-common 
sudo add-apt-repository ppa:certbot/certbot 
sudo apt-get update 
sudo apt-get install certbot 
sudo certbot certonly 

Use certbot in standalone mode and note that ports used by certbot should 

be open. 

Execute following commands: 

sudo cp /etc/letsencrypt/live/YOUR-DOMAIN-HERE/fullchain.pem 
/etc/mysql/fullchain.pem 
openssl rsa -in /etc/letsencrypt/live/YOUR-DOMAIN-HERE/privkey.pem -out 
/etc/mysql/privkey.pem 
sudo openssl rsa -in /etc/letsencrypt/live/YOUR-DOMAIN-HERE/privkey.pem -
out /etc/mysql/privkey.pem 
sudo chmod 444 /etc/mysql/fullchain.pem 
sudo chmod 400 /etc/mysql/privkey.pem 
sudo chown mysql:mysql /etc/mysql/fullchain.pem /etc/mysql/privkey.pem 



 

 

 

Edit /etc/mysql/my.cnf and add the following lines to the [mysqld] section: 

ssl-cert=/etc/mysql/fullchain.pem ssl-key=/etc/mysql/privkey.pem 

Create user and database 

Type following in sql node. 

mysql -h localhost -u root -p 

Then in MySQL client type following and replace username, password and 

mydb to match your preferences: 

CREATE DATABASE mydb; 
CREATE USER 'username'@'localhost' IDENTIFIED BY 'password'; 
GRANT ALL ON mydb.* TO 'username'@'localhost'; 
CREATE USER 'username'@'%' IDENTIFIED BY 'password'; 
GRANT ALL ON mydb.* TO 'username'@'%' REQUIRE SSL; 
FLUSH PRIVILEGES; 
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