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ABSTRACT 

This thesis presents a concept to enhance the continuous integration processes 

in agile development, by utilising the combination of project management tools 

and user stories. 

First, the reader is introduced to the fields of continuous integration, agile, 

feature toggles and version control to provide a good basic understanding of the 

context. Related work on release engineering is presented from the perspective 

of release planning and constructing. Problems with current, commonly used 

continuous integration processes are identified and analysed, and then solutions 

for these problems are designed and proposed. This includes listing the 

requirements for implementing the solutions, describing the designs of the 

solutions and discussing the expected benefits of the solutions. These solutions 

form the concept to enhance the continuous integration processes in agile 

development. 

This new concept is evaluated in a user-study among seasoned IT 

professionals. The study includes applicable elements from Expectation 

Disconfirmation Theory to examine the validity and the likely future adoption 

of the proposed approach in the information technology sector. The evaluation 

results suggest that the solution, when implemented in a production 

environment, will be easy to use; have the capability, functions and features 

needed to accomplish its tasks; will be reliable and beneficial for its purpose and 

would be likely to improve the overall performance of the software project. 

 

Keywords: continuous integration, build management, release engineering, 

release constructing, release planning, agile. 



 

 

Seppänen V. (2018) Jatkuvan integraation prosessien tehostaminen ketterässä 

ohjelmistokehitysympäristössä projektinhallintatyökaluja hyväksikäyttäen. 
Oulun yliopisto, tietotekniikan osasto. Diplomityö, 58 s. 

TIIVISTELMÄ 

Tämä diplomityö esittelee konseptin jatkuvan integraation prosessien 

tehostamiseen ketterässä ohjelmistokehitysympäristössä. Konsepti perustuu 

projektinhallintatyökalujen ja käyttäjätarinoiden uudentyyppiseen ja 

älykkäämpään linkittämiseen. 

Aluksi työssä esitellään jatkuva integraatio, ketterä ohjelmistokehitys, liput 

sekä versionhallinta aihealueen perusteiden ymmärtämiseksi. Lisäksi esitellään 

julkaisunhallinta julkaisusuunnittelun ja julkaisun koostamisen näkökulmasta 

niiltä osin kuin se on diplomityön kannalta olennaista. Nykyisten yleisesti 

käytettävien jatkuvan integraation prosessien ongelmat tunnistetaan ja 

analysoidaan, ja näihin ongelmiin suunnitellaan ja esitetään ratkaisut. Esitellyt 

ratkaisut sisältävät niiden toteuttamista koskevien vaatimusten luetteloinnin, 

suunnitellun toteutuksen kuvauksen sekä pohdinnan ratkaisuista odotettavista 

hyödyistä. Nämä ratkaisut muodostavat konseptin jatkuvan integraation 

prosessien tehostamiseksi ketterässä ohjelmistokehityksessä. 

Esitelty uusi konsepti arvioidaan kokeneiden IT-ammattilaisten keskuudessa 

tehdyn käyttäjätutkimuksen avulla. Käyttäjätutkimuksessa käytetään 

soveltuvia elementtejä odotusten kumoamisen mallista, minkä avulla 

tarkastellaan ehdotetun lähestymistavan soveltuvuutta sekä tulevan 

käyttöönoton todennäköisyyttä tietotekniikka-alalla. Arvioinnin tulokset 

viittaavat siihen, että tuotantoympäristöön toteutettuna, ratkaisu on 

helppokäyttöinen, pitää sisällään valmiudet, toiminnallisuuden ja ominaisuudet 

sille annettujen tehtävien suorittamiseksi, on luotettava ja hyödyllinen, ja 

parantaa todennäköisesti ohjelmistoprojektin yleistä tehokkuutta. 

 

Avainsanat: jatkuva integraatio, ohjelmistokokoonpanon hallinta, 

julkaisunhallinta, julkaisun koostaminen, julkaisusuunnittelu, ketterä 

ohjelmistokehitys. 



 

 

  

TABLE OF CONTENTS 

ABSTRACT 
TIIVISTELMÄ 
TABLE OF CONTENTS 
FOREWORD 

ABBREVIATIONS 
1. INTRODUCTION ................................................................................................ 8 

1.1. Context, Goals and the Contribution of the Thesis .................................. 9 
1.2. Structure ................................................................................................. 10 

2. SOFTWARE INTEGRATION AND BUILD MANAGEMENT...................... 11 
2.1. Continuous Integration ........................................................................... 11 

2.1.1. Build .......................................................................................... 12 

2.1.2. A Simple Continuous Integration Pipeline ................................ 13 
2.1.3. An Advanced Continuous Integration Pipeline ......................... 14 

2.2. Agile ....................................................................................................... 16 
2.2.1. The Planning Game ................................................................... 18 

2.2.2. Iteration Planning ...................................................................... 18 
2.3. Feature Toggle ........................................................................................ 20 

2.3.1. Toggle Router ............................................................................ 20 

2.3.2. Feature Toggle Categories ........................................................ 20 
2.4. Version Control ...................................................................................... 23 

2.4.1. Version Control System Types ................................................. 23 
2.4.2. Git .............................................................................................. 25 

3. RELEASE ENGINEERING .............................................................................. 28 
3.1. Release Planning .................................................................................... 28 

3.2. Release Constructing .............................................................................. 30 
4. THE PROPOSED APPROACH ........................................................................ 32 

4.1. Key Problems ......................................................................................... 32 

4.2. Overview of the Proposed Approach ..................................................... 33 
4.3. Requirements .......................................................................................... 34 

4.4. Including Stories to the Build Configuration ......................................... 35 
4.4.1. Story Build ................................................................................ 35 

4.4.2. Release Build ............................................................................. 36 
4.4.3. Collecting the Content ............................................................... 37 

4.5. Potential Advantages .............................................................................. 37 
4.6. Potential Disadvantages ......................................................................... 38 
4.7. Summary of the Key Increments to the State-of-the-Art ....................... 39 

5. EVALUATION .................................................................................................. 41 
5.1. Methodology .......................................................................................... 41 
5.2. Participants ............................................................................................. 41 
5.3. Results and Analysis .............................................................................. 42 
5.4. Summary ................................................................................................ 46 

6. DISCUSSION .................................................................................................... 48 

6.1. Achieving the Goals ............................................................................... 49 

6.2. Future Directions .................................................................................... 50 
7. CONCLUSION .................................................................................................. 51 
8. REFERENCES ................................................................................................... 52 



 

 

9. APPENDICES .................................................................................................... 55 
 



 

 

FOREWORD 

The subject of this thesis derives heavily from my own experiences while working 

among continuous integration solutions and more closely spurred from one exact 

“what if” idea of immersing the concept of user stories to the continuous integration 

pipeline. 

Writing this thesis has been a long and even difficult road for me from time to 

time. During those more challenging moments, I have been lucky enough to have 

people around me to spur me on, thank you all, even for the snarkier comments. I 

want to especially thank my spouse Ms. Merja Heikkinen for her encouraging words 

along the way and even more on the fact that she has kindly reviewed and proofread 

big parts of the thesis. In addition to supervising this thesis, Dr. Tech. Simo Hosio 

has been an incomparable help especially in finalizing the work, so I want to express 

my gratitude on both. I want to thank also Dr. Tech. Denzil Ferreira, the second 

reviewer of this thesis. Last, I thank everyone who participated in the questionnaire: I 

could not have finished the work without you. 

For the readers of this thesis, I wish pleasant time with the text and hopefully you 

will find the presented concept fresh, beneficial and perhaps adopt it or parts of it in 

your future work. 

 

 

 

Oulu, 14.8.2018 

 

 

Vili Seppänen 



 

 

ABBREVIATIONS 

CI Continuous Integration 

EDT Expectation Disconfirmation Theory 

ICT Information and Communications Technology 

id Unique identifier 

IDE Integrated Development Environment 

IT Information Technology 

XP Extreme Programming



 

1. INTRODUCTION 
 

Agile development is a modern approach to software development. In agile, solutions 

and requirements continually evolve in collaboration between the developing team 

and the customer throughout the entire software development cycle. It also 

emphasizes fast and flexible but at the same time structured reaction to a changing 

environment. In agile development, continuous integration processes are used to 

achieve fastest possible reaction to code changes. The most common continuous 

integration process is to run an integration build, i.e. a build where the existing code 

base and the introduced code change are integrated, and predefined build commands 

are run against it. This is done after each published code change, and a predefined 

regression test set is performed to the product of that build. In addition to this, a so-

called nightly build is often implemented. A nightly build is run each night and 

includes all the changes published so far. It is common practice to also test the 

product of each nightly build with the same predefined regression test set. 

Agile planning methods also provide user stories that essentially describe what is 

wanted from the software. A user story can be understood as a full end-to-end feature 

for the software. User stories can provide support to software test processes: does the 

release support all the features included in the stories? To run builds that are based 

on user stories, the only scalable option is to automate the builds. To achieve this, a 

link must be created from each code change to the related user story. Some project 

management tools already offer automatic creation of a similar link, but so far, the 

links have not been leveraged to actually automate the builds. 

User stories are implemented by doing a collection of engineering tasks, and 

engineering task are implemented by doing code changes. These code changes are 

needed to construct the content of a build. In a well-conducted software development 

cycle, all code changes are stored in a version control system. Version control system 

gives each code change committed to its repository a unique identifier (id). If this id 

would be linked to engineering tasks and added to the project management tool, one 

single point with all necessary information for automating builds based on user 

stories would be created. This can be achieved by simply manually adding the 

information about relating code changes to the project management tool under 

engineering tasks or, preferably, by automating this process, by integrating version 

control system and project management tool in a such way that the information is 

automatically added. Herein lies the first contribution of this thesis. 

Pairing the project management tool to a continuous integration system facilitates 

the first concrete enhancement proposed and designed by this thesis. In other words, 

this thesis explores in-depth the concept of creating automated builds based on user 

stories. In our vision, the continuous integration system notices when a story is 

completed by reading the story state from the project management tool. Story state is 

simply a property of a story that tells the current state of the story. The state can be 

either open, in-progress, completed, verified, or released. Then, the integration 

system defines the content and the configuration, based on the information it gets 

from the project management tool, and launches a build. For example, it may include 

code changes from the recently completed story on top of the content from already 

verified and released stories. 

The described link between code changes and stories enables the second 

enhancement proposed and designed by this thesis: exploiting a project management 

tool to plan releases and launch release builds for the plans. More specifically, each 
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release is planned to include a set of user stories. When all stories planned to be 

included in a release are completed, a release build is automatically started. Build 

system uses the same principle as the story build uses and defines the content and 

configuration based on the information held in the project management tool. This 

could be done by including only the desired code commits, a method that is 

commonly referred as cherry picking commits in software engineering but doing so 

would essentially create a new codebase for each build. A better way is to use a 

commonly known software development method of using feature toggles. Each story 

is developed behind a feature toggle and the status of that toggle defines whether the 

functionalities that the story necessitates are included or not. Each feature toggle 

name is set to be the same as the story name and feature toggle status the same as 

story status, making it easy to gather different configurations needed for different 

builds. This way, the release build includes only the features of completed stories 

that were planned to be in the release and excludes unfinished features that were not 

set to be included. 

This thesis designs, discusses and evaluates the concept of the described, advanced 

build process that has several benefits over the current de facto software industry 

build processes to it. The contributed concept, however, imposes certain limitations 

as well. For instance, each code change must be paired with a story or it will not be 

included in the envisioned continuous integration pipeline. Features must be 

developed behind feature toggles, in order to control release content. Further, version 

control tool must have advanced merging algorithms or the story build content 

creation will create excessive amount of manual work, because the story build 

content is created by merging the new code changes to the existing code base. 

 

 

1.1. Context, Goals and the Contribution of the Thesis 

 

The author of this thesis has over 11 years of working history amongst different 

continuous integration solutions in the ICT industry and is currently one of the key 

personnels designing and developing state of the art continuous integration and 

delivery service for major player in automotive software industry. While observing 

the specific field very closely and being part of its continuous improvement efforts, 

the author has developed a passion for identifying and designing mechanisms to 

improve all aspects of software build processes, to optimise build times and increase 

the overall quality of the final produced software. 

The goal of this thesis is straightforward: to develop a concept to enhance the 

continuous integration processes in agile development, by utilizing the combination 

of project management tools and user stories. This approach is novel, and to the best 

of our knowledge has not been explored in related software engineering literature. 

The key contributions of this thesis are twofold. First, problems with current, 

commonly used continuous integration processes are identified and analysed, and 

then solutions for these problems are designed and proposed. This includes listing the 

requirements for implementing the solutions, describing the designs of the solutions 

and discussing the expected benefits of the solutions. Second, the thesis contributes 

the new approach, described briefly earlier in this introduction section, and evaluates 

it in a user-study among seasoned IT professionals. The study includes applicable 
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elements from standardized academic surveys (e.g., Expectation Disconfirmation 

Theory [1]) to examine the validity and the likely future adoption of the proposed 

approach in the information technology sector. 

 

 

1.2. Structure 

 

After the introduction, the thesis continues with background section that introduces 

the elements needed to create a project management tool driven continuous 

integration process. The first part of background section delves deep into the 

ideology behind continuous integration and its real-life implementations. The 

ideology part starts with basic principles and processes. The chapter continues to 

evolve by introducing example implementations of continuous integration pipelines 

from very basic to more advanced ones. Second part is about Agile. First, basic rules 

and principles are presented, but as the chapter goes on, it very soon concentrates 

only to the parts that are crucial to the project management tool driven continuous 

integration process. Planning game is introduced followed by iteration planning. The 

focus is in how stories are created and how they link to the engineering tasks and 

code changes. Third part introduces feature toggles. It explains briefly the basic 

concept followed by introduction different kind of toggles and the main 

characteristics of the toggles. Fourth part provides information about version control 

systems. To provide better basis to understand modern version control systems, 

different version control system types and workflows are introduced. Fourth part 

introduces GIT, emphasizing the features that are useful when implementing the 

project management tool driven continuous integration pipeline. Finally, the thesis 

focuses on release planning and release constructing, since these areas are closely 

related to the contributions of this thesis. After related work, the thesis continues to 

the actual solution. First, we introduce the problems that the solution proposed by 

this thesis is designed to solve. Then, the overarching concept design of the solution 

is presented, followed by a nuanced list of requirements. After the requirements, we 

present a detailed design and rationale of the proposed build system. After the 

solution is presented, it is analysed and evaluated. First, the expected benefits and 

possible disadvantages are presented. Following these, we present the evaluation 

protocol and results. In the discussion, findings of this thesis are interpreted in 

comparison to related research, and the original problem is reviewed in the light of 

the findings of the user study. We suggest future work, and finally draw conclusions 

and describe the implications of the thesis work at the employing organization and, 

more broader, in the software engineering industry. 
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2. SOFTWARE INTEGRATION AND BUILD MANAGEMENT 
 

This chapter presents an overview of software integration and build management. 

Given how the thesis contributes to both, a basic understanding of these issues is 

crucial to understand the contributions of the thesis. 

When a large number of people work together on software projects, managing the 

codebase tends to be chaotic: several things can go wrong in a multitude of different 

ways. This chapter presents the key means to mitigate these problems, namely 

continuous integration (CI), agile, feature toggles and version control. Continuous 

integration aims to ease collaboration and stability of the software. Agile is used to 

bring structure and efficiency to the development teams way of working. With 

feature toggles, development and delivery of software features can be separated from 

releasing of features. Version control provides a structured way to store and share the 

actual code that is developed and, perhaps more importantly, stores the history of the 

development and provides way of reproducing a snapshot of the codebase in an 

earlier point in time. While much of this work is practice-driven and therefore not 

observed in-depth through the academic lens, we include references to scientific 

literature where possible. 

 

 

2.1. Continuous Integration 

 

When each member of software development team integrates their work at least daily 

into the main development line, and each of the integrations is run through the 

integration build, the practice is called continuous integration [2]. By applying this 

simple process, the project obtains several benefits, such as reduced overall risk of 

failure, less repetitive manual tasks, having the software at deployable level at all 

times, enhanced project status visibility, and increased developer confidence towards 

the software under work [3 p.29]. 

In practice, CI enforces several characteristics in a software project. Before 

committing code to the version control repository, developers in CI-driven projects 

must run private builds to ensure that their changes do not break the integration 

build. Further, code commits must take place at least once a day. Integration build 

has to run several times a day, and this has to happen on a dedicated build machine 

called a continuous integration server. Build has to generate a product that can be 

tested, and all tests have to pass on every build. Reports and log files are reviewed to 

detect code that needs improving [3 p.xxi]. 

In addition to the listed best practices, there are three other major requirements for 

a software project to fulfil before it can be claimed to adhere to the principles of CI. 

First, the project must use version control. Anything needed to create, install, run, 

and test the software must be checked in to a version control repository. Most 

obvious parts are the code and its tests, but also the build and deployment scripts and 

the possible database scripts and anything else related to the project should be 

checked in to the project’s dedicated repository. Second, the build has to be 

automated, meaning that the build can be run from the command-line. This 

requirement does not dictate, however, how it is done. A potential solution can be a 
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set of scripts that call each other or even a command-line program that tells an IDE 

to run the build – although the latter solution is not recommended. Finally, since CI 

is more of a practice than a tool, it requires that the development team agrees to 

certain things. Code changes must be incremental and as small as possible, and 

development team must agree that fixing a possible broken build is always the 

highest priority [4 p.56-57]. 

 

 

2.1.1. Build 

 

A build can be thought of as a number of processes executed one after another or in 

some cases in parallel. These processes can include compiling the code, running 

automated tests, running inspection tools or any other processes that can be 

automated [3 p.4]. The purpose of any build is to ensure code quality and provide 

feedback, but for a build to be effective, the feedback must be relatively fast. In 

Extreme Programming (An agile software development methodology focusing on 

short development cycles and frequent releases, abbreviated XP), for instance, it is 

stated that build should not last more than 10 minutes [5 p.180]. Because of this, a 

build also has to do with finding a balance between including code quality enhancing 

processes and minimizing build time. 

Builds used in software development can be divided into several different types. 

Three main types are private builds, integration builds and release builds. Different 

types of builds are used by different team members interested in achieving different 

goals. Private builds are run by developers before committing the code changes to 

the repository. The developer is interested that the change compiles correctly and 

passes all tests related to the change. To ensure this, the developer has to get the 

latest code from the repository, integrate the changes to it, and run a build that 

includes at least compiling the code and running related unit tests. Private build can 

be run on a developers’ own machine. After this, the change can be committed back 

to the repository. 

Integration build is automatically triggered after the code change is committed to 

the repository. Before running the build, the change is integrated against the 

repository mainline. Integration build can consist of various builds called staged 

builds, including a commit build and secondary builds. The commit build is intended 

to be the under ten minutes build providing rapid feedback for the user, including 

only compiling the code and running unit tests. Secondary builds, on the other hand, 

run slower verification tasks, such as component tests, system tests, performance 

tests, code inspections and more. Integration builds are always run on a separate 

dedicated computing resource. 

Purpose of the final build, the release build, is to prepare the software for 

releasing. Usually a release build is run when a pre-specified milestone is reached, 

for example at the end of a development iteration. Release builds are usually 

triggered manually. In addition to the tests and inspections included in private and 

integration builds, release builds must include acceptance tests and can include more 

extensive performance tests and load tests. Commonly a release build also creates 

installation media that is runnable in a user environment [3 p.78-80]. The process 
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starting from a developer action and proceeding to the integration build is presented 

in Fig. 1. 

 

 
Figure 1. Build process 

 

 

2.1.2. A Simple Continuous Integration Pipeline 

 

The continuous integration pipeline can be described as a process where these three 

main types of builds are executed one after each other. The first one to run is the 

private build. If the private build passes, the change can be committed to the version 

control repository and this triggers the integration build. When the integration build 
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passes, the code change is considered valid and it stays in the repository. When there 

is a need for a release, the release build is executed, and the release build includes all 

valid code changes from the repository. If the release build passes and all other 

requirements for a release are met, the software can be released. To clarify this, the 

process can be viewed from the point of a single code change, as depicted in Fig. 2. 

A code change has to pass all three builds to be included in a release. If it fails the 

private build, it is returned to the developer for fixing. Once the change passes the 

private build it proceeds to integration build. If integration build fails, the change is 

returned to the development team for fixing. Once the change passes the integration 

build, it can be included in the release build. If the release build fails, or release 

otherwise does not meet the requirements set for the whole release, the content is 

returned to the development team for fixing. When fixes are made, it is important to 

understand that the fix has to travel all the way through the private build and the 

integration build to end up in the release build and eventually to be released. When 

there are no more failures detected in the release build and other checks, the change 

can be included as a part of a release. 

 

 
Figure 2. A simple CI pipeline. 

 

 

2.1.3. An Advanced Continuous Integration Pipeline 

 

When the basic CI pipeline is investigated, one clear point of failure comes apparent; 

the private build is not automated and depends on the developer taking the correct 

actions. The developer must run the private build, review the result properly, and act 

accordingly. Even though this seems simple enough, there is always a risk when 

some crucial part of a process depends on human action and more so if it depends 

solely on one person’s view on the matter. 

To remove this human factor, more advanced pipelines can consider adding one 

more build stage. The additional build is added before integration build, i.e., after 
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private build. The build is triggered manually or automatically by notifying the CI 

server about a code change. The CI server then takes the code change and runs the 

build in its controlled environment. The build is very similar to the private build and 

includes at least compiling the code and running related unit tests. If the build passes, 

the change can continue to integration build. If the build fails, the developer is 

notified by the CI server along with possible error logs. This feature does not have a 

standardized name, but it can be referred such names as verification build, personal 

build, preflight build and pretested commit [4 p.66-67]. In addition to removing the 

human factor, this build ensures that all changes are built and tested in controlled 

environment before it is integrated in to the main code line. Doing so, the build 

removes so called “works on my machine” problem, i.e., developers maintaining 

code that only works in their local setup. Even though verification build is highly 

similar to the private build, it is not considered a good practice to replace private 

builds with it. Verification builds use the limited resources of the CI server and can 

over time develop a bottleneck in the CI pipeline if the server is constantly stressed 

with failing builds. Especially in large projects with multiple contributors, it is good 

practice to use these builds alongside one another and strike a balance between the 

use of different build types. 

Before continuous integration proliferated, projects used to employ only nightly 

builds instead of a CI pipeline. The idea of a nightly build is to run automated build, 

including automated testing, when employers are typically not working on the code, 

i.e., after office hours. Put simply, a nightly build runs after development team has 

done all the code changes for a day, and the build includes and verifies that day’s 

work. Running only nightly builds was a step in the right direction, but it had several 

flaws to it. First, the feedback loop to the developer was too long. In the case that the 

nightly build had failed for some reason, a developer could have investigated the 

build failure and made a fix for it, but even then, developer had to wait until next 

morning to get a verification. Second, one nighty build usually had too many code 

changes included in it. It is more difficult to pinpoint the reason for the failed nightly 

build that includes several code changes than it is with an integration build failure on 

a build including only one new code change. In addition to this, including several 

code changes in one nightly build causes that even if you implement a valid fix for 

the next build, it might still fail because of the new code changes done by others 

while you were fixing the previous failure. This leads into a situation where the fix is 

not validated, and a new problem or problems are introduced. As one might think, 

this easily builds up and nightly builds fail one after [4 p.65]. However, this kind of 

periodic builds are still usually used as part of the CI pipeline, because they offer a 

good possibility for more time-consuming automated and manual testing. This could 

also be done by always taking the latest passed integration build but using this kind 

of periodic builds brings clarity to the testers. Test benches and testers are not 

overwhelmed by the number of builds and it is more certain that the same build is 

used for the day’s testing. The major flaws of nightly build, the slow feedback loop 

and including multiple code changes in one build, are compensated by placing it after 

the integration build in the CI pipeline. The integration build verifies the code 

changes and therefore they are less likely to cause problems in the nightly build. 

Adding these two builds to the CI pipeline described earlier, we get a CI pipeline, 

presented in Fig. 3, which resembles more the CI pipelines that are used in 

contemporary state-of-the art software projects. 
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Figure 3. CI pipeline. 

 

 

2.2. Agile 

 

Agile cannot be considered a specific process or method; Agile, or Agile 

Development, is above everything an overarching philosophy in software 

development. The philosophy of Agile is best described in the Agile Manifesto, a 

collection of 4 values and 12 principles [5, p.9]. The four values of Agile Manifesto 

are presented in Fig. 4 [5, p.10]. 

 

 
Figure 4. Agile values [5, p.10]. 
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Values can be understood as ideals. Values are abstract, identifiable and distinct 

definitions to strive for but that cannot really be ever fully reached. Principles are 

more of a definition of an application based on underlying values. Definition of what 

can be done when acting according the values. The twelve principles behind Agile 

Manifesto are presented in Fig. 5 [5, p.11]. After principles, there are Agile methods. 

Agile methods describe more closely the ways of working in such way that Agile 

values and principles are followed. Two common examples of these methods are 

Extreme Programming (XP) and Scrum. Methods consist of practices, such as using 

version control, setting coding standards, weekly demos and more. While these 

practices are not anything new, Agile methods combine these in very unique ways, 

setting more weight on the parts that support agile philosophy. 

 

 
Figure 5. Agile principles. 
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2.2.1. The Planning Game 

 

One practice that most Agile methods use is the planning game. The planning game 

is a tool to construct a release plan for a project. In the core of the planning game is 

the idea of utilizing best information available about each part of the project. It can 

be assumed that the customer has the best idea about value: what they want from the 

software and what gives the most benefit to them. Programmers know what it takes 

to implement and possibly maintain those features, so programmers have the best 

information about the associated costs. Because of this, programmers also know best 

how long it takes to implement each part of the software, so they provide the 

estimates. Customer knows what they want first, so they also do the prioritizing [5, 

p.219]. 

Playing the game starts with creating stories. Stories are simple, preferably one-

line, but at most two-line, descriptions of what is wanted from the software and what 

the developers should produce. Everything that is wanted from the software should 

have a story, and every story has to represent customer value. In addition to this, 

stories also have to have completion criteria. Completion criteria is a customer 

defined objective test that can be used to define when story is successfully 

implemented [5, p.253]. Playing the game itself is easy. Someone, preferably 

customer, creates a story. Programmers estimate how long it takes to implement that 

story. Customer prioritizes the story in relation to other stories. These steps are then 

repeated for each story until all stories are gone through. Preferable way is to do all 

this in collaboration, so that developers can influence in forming the stories and 

prioritizing, and customer can give feedback about the developers’ estimates. Even if 

this kind of collaboration is preferred, it is still important that each group have final 

authority over its own area of expertise. The resulting prioritized and estimated list of 

stories can be treated as a software development plan [5, p.219-220]. 

 

 

2.2.2. Iteration Planning 

 

In agile development, the schedule of a project is composed of a sequence of time 

intervals called iterations or sprints. Length of these time intervals is determined at 

the start of the project, and it is usually one or two weeks. The purpose of iteration is 

to act as a safety mechanism between plan and reality. At the start of each iteration, 

team investigates how much they have achieved during the previous iteration, plan 

the work for the next iteration, and share the results to stakeholders. This process is 

called iteration or sprint planning [5, p.233]. 

Iteration planning follows a certain pattern. First and second part are more about 

the past, and later parts are about the future. First, a presentation or demo of the 

progress achieved in previous iteration is organised. Second, retrospective of the 

previous iteration is held. In retrospective previous iteration is investigated and team 

aims to learn from it as much as possible. Team reviews what was good and bad in 

the previous iteration and adjust their work according to it. In addition to the general 

refinement on the ways of working also the team efficiency estimate is reviewed. 

Team reviews if they exceeded or failed to meet the work amount planned for the 
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iteration and adjust the iteration efficiency estimate for next iteration accordingly [5, 

p.233]. 

Third part is to plan the next iteration. The most important stories are selected 

from the plan created by playing the planning game, so that when the story work 

estimates are added up they match with team’s iteration efficiency. After this, stories 

are broken down to engineering tasks. Engineering tasks are programmer-centric and 

define what programmers actually need to implement to complete the stories. 

Engineering tasks does not need to be story specific; instead, one engineering task 

can be used in various stories as seen in Fig. 6. After the team agrees that all needed 

tasks for the iteration are defined, they continue by estimating the tasks. When all of 

the tasks are estimated, the total work amount is compared with previous iterations 

work amount. When everybody in the team is comfortable with the result, the team 

commits to deliver these tasks and more importantly, to complete all of the stories 

included to the iteration [5, p.233-237]. 

 

 
Figure 6. Story, engineering task and code commit dependency example. 

 

Team is now committed to the iteration plan and the real implementation work can 

start. Developers select tasks and start working on them. When some logical part of 

the task is done, the result is committed to the version control. One task can consist 

one or several commits, and one commit can be a part of several engineering tasks. 

As a result of this, a clear picture is formed that shows the complete path from 

version control code commit to each story, and how stories, engineering tasks and 

commits depend of each other. An example of this flow is presented in Fig. 6. 
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2.3. Feature Toggle 

 

The concept of a feature toggle is simple. There is a feature toggle defined for each 

feature, and that feature toggle defines if the feature is available or not. Depending 

on the framework created for feature toggles, controlling the availability of the 

feature can be as easy as hiding or showing the feature on the user interface, or go as 

deep as ignoring the actual code of the feature at build time. Regardless on the 

method of implementation, the main idea is that if the feature toggle is defined the 

feature is present and if the feature toggle is not defined, the feature is not present 

[6]. 

When using feature toggles in development the idea is that new toggle is created 

whenever development for new feature is started. After that the feature is defined 

available for development and testing environments and not to be available for 

production environment using the feature toggle. The feature is then developed and 

tested behind the toggle and when the feature is ready for production the toggle is 

completely removed from the code and from the configuration. This includes also the 

system that disabled and enabled the feature, if it was specific to that feature toggle 

[6]. 

 

 

2.3.1. Toggle Router 

 

Toggle router is the system that disables or enables the features based on the feature 

toggle configuration. The point in code where the toggle router does the decision is 

called a toggle point. There is no predefined way to implement a toggle router. The 

implementation can range from simple if/else structure inspecting the configuration 

variable in the toggle point to using feature toggle configuration algorithm based on 

the details of the request. The aim is to keep the toggle points at minimum and the 

toggle router as simple as possible [7]. The complexity of the implementation of the 

feature toggle router depends directly on the feature toggles’ category and where the 

feature toggle can be placed in respect of their longevity and dynamism. 

 

 

2.3.2. Feature Toggle Categories 

 

Simplest way to use feature toggles is to store the feature toggle status configuration 

for each different environment in a separate file and define new feature toggles 

whenever development for new feature is started, but treating all of the toggles at the 

same way can lead into problems in the long run [7]. 

Feature toggles can be divided to four categories, depending on the expected 

longevity and dynamism of the toggle. Longevity means the expected time the 

feature toggle should be available. This can range from days to years and in some 

cases toggle is designed or required to be present indefinitely. Dynamism describes 
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how dynamically the toggling decisions can be made. Dynamism of the feature 

toggle can range from the low end of defining the feature toggle status on build time 

to defining it separately for each call made to the feature. These four categories are, 

release toggles, experiment toggles, ops toggles and permission toggles [7]. 

Presented in Fig. 7 [7]. 

 

 
Figure 7. Feature toggle categories [7]. 

 

When implementing and selecting the toggles that is going to be used in the 

software development it’s important to understand key characteristics of each toggle 

type. A basic rule here is that the lower the longevity and the dynamism, the easier 

the toggle is to implement. 

 

Release toggles control what features are available for releases. A release toggle is a 

means to include incomplete or un-tested code to production as latent code, i.e., code 

that is never run. Other important usage of a release toggle is to separate the code 

deployment from the release of the feature. The feature behind the toggle can be 

already implemented, tested and deployed to the codebase, but it is not released to 

the end user before the feature is set available by the feature toggle. Reasons for 

delaying the actual release of the feature to be later than the code deployment can be 

for example educating the end user about the change or to coordinate the release with 

marketing campaign [7]. This means that the release toggle status is usually defined 

when rolling out a new release, and because of that the dynamism of the release 

toggle is low. 

Defining factor for the features developed behind release toggles is that once they 

are released they are not usually removed. This reflects the release toggle longevity 

and dynamism. Since the release toggle can and should be removed right after the 
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release of the feature, the longevity of the release toggle can be defined to be the time 

between start of the development of the feature to the release of the feature. Since 

this time usually ranges from days to weeks, and occasionally to months, the 

longevity of the release toggle is low [7]. 

 

Experiment toggles are for testing how the introduction of a new feature, or two 

different implementations of the same feature, affect the software. The decision 

whether the feature toggle is defined or not is made per user. Once user has been 

defined to have or not to have feature toggle on, the toggle router chooses the correct 

code path for the user at runtime. This defines the dynamism of the experiment 

toggle to be high, since changes on the toggle status can be as frequent as per request 

[7]. 

Experiment toggles are used to make data driven decisions, so they have to be in 

place long enough to create statistically significant results. Two key factors to 

consider are the amount of calls the feature receives and the environment itself. The 

amount of calls has to be high enough to create significant amount of comparable 

data, usually from hours to weeks. During that period, it is also important that the 

environment does not change in a way that could affect the data being collected. 

Depending on the feature being experimented, the environment can include the 

software, the software configuration, hardware, networking and basically anything 

that affects the data being collected. Because of these limitations, the longevity of 

experimental toggle is usually something from days to weeks, i.e., medium [7]. 

 

Ops toggles are for controlling the system from the operational perspective. An 

example case could be releasing a new feature that can possibly affect the system’s 

performance. If the new feature can have severe negative effects to the system, there 

has to be a way for a system operator to disable the feature at runtime. This can be 

achieved with an ops toggle [7]. This enforces ops toggle dynamism to be relatively 

high, but if compared to the experiment toggle dynamism, there is no need to change 

feature toggle definitions as frequently (compared to e.g., per user or per request). 

Generally, ops toggles are designed to be short-lived. Ops toggle is enabled, and 

once the confidence that the feature does not cause any undesired effects is reached, 

the toggle is removed. The exception to the rule is ops toggles that configure features 

that have two implementations. One implementation adds more value but requires 

more resources from the system to run. The second implementation offers only the 

critical parts of the feature but is less burdensome to the system. With these kinds of 

ops toggles in place, the system can adapt itself to situations when there is high or 

low demand, by switching between the used implementations. Understandably, these 

toggles are designed to be present possibly for the entire life of the software. This 

makes ops toggle longevity high, ranging from weeks to years or more [7]. 

 

Permission toggles are for controlling that only certain users have certain features. 

For instance, permission toggles can be used to make a difference between paying 

and not-paying customers, enabling the premium features only for the paying 

customers. Permission toggles can also be used exposing features for alpha and beta 

users, before rolling them out for everyone. This makes permission toggle longevity 

to be the highest of the four discussed alternatives, ranging from months to the 

lifetime of the software. Since the toggle has to be defined per user, the toggle router 
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has to make toggling decisions per each request, making the dynamism of the toggle 

very high [7]. 

 

 

2.4. Version Control 

 

Version control is a method and a system that allows developer or development team 

to store files and the changes done to those files. All of the information is stored to a 

repository, usually so that the repository stores the most recent version of each file 

and the changes that has led to that version. Commonly, there is also some additional 

information attached to each change, such as human-readable description of the 

change (reason or what was added) and the author [8]. 

Using version control, the developers are able to track down the evolution of the 

files stored in the repository. Investigating the history helps the developers in 

understanding why earlier changes were done, why current solutions were selected, 

and, therefore, to understand the whole software better. By utilizing history tracking 

it is also possible to re-create earlier states of the software. Most importantly, version 

control enables multiple people to work on the same project, and even on the same 

file, at the same time, and in a way, that preserves all the changes, avoids conflicts 

between changes and makes them available for all developers [9]. The mechanism 

how this is done separates the different types of version control systems [8]. 

 

 

2.4.1. Version Control System Types 

 

The two main types of version control systems are the older centralized version 

control system and the newer distributed version control system. The difference 

between these two is the way how they handle repositories and sharing of changes 

between version control system users [8]. 

In the heart of centralized version control system is one central master repository 

and, in that repository, a master branch. A snapshot of the codebase, a checkout, is 

taken from the master repository’s master branch, and all development work is done 

against it. Checkout presents the state of the master branch at the moment checkout is 

created, and it is essentially a copy of files at that certain state [10]. After creation, 

update can be performed to the checkout to receive the latest state of the software 

from the master repository [11]. Changes are created against the checkout and 

uploaded to the master repository. If the uploaded change does not conflict with 

changes committed by others, it is accepted in the master repository [9]. The change 

is distributed to other user when they update their checkouts. This workflow is called 

centralized workflow, presented in Fig. 8 [12]. 
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Figure 8. Centralized Version Control Workflow 

 

A distributed version controls system does not require a master repository. In a 

distributed version control system, each checkout is a complete repository containing 

the files and the complete history. Developers create code changes to their own local 

repositories and share those to others by providing address and access to their own 

repository. Other users can then pull the changes that they require to their own 

repositories or even make complete clone of the provided repository for themselves 

[9]. Compared to the centralized version control, the problem with distributed 

version control is how to determine the real state of the developed software. Because 

the system itself does automatically provide an obvious way to determine the master 

branch containing the official situation of development, a process has to be agreed to 

achieve this. One way is to follow the integration manager workflow presented in 

Fig. 9 [12]. Developers clone their repositories from a so called “blessed repository”, 

make changes against their own checkout and then make the changes available for 

integration manager. Integration manager then pull the changes he or she seems fit. 

After pulling the changes from developers, integration manager merges them to the 

main development branch and uploads the changes to the blessed repository. 

 

 
Figure 9. Integration manager workflow 

 

Distributed version control system can also be used in a way that is quite similar to 

the way centralized version control systems are used. One repository is selected as a 

central repository and all other repositories are cloned from it. Developers create 

changes against their own cloned repositories and developers are allowed to push 

finished changes to the central repository [9]. When adding staging branches, 
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external code review tools and verification builds to this approach, one can argue that 

it starts to resemble the integration manager workflow discussed earlier. When 

comparing this new workflow, presented in Fig. 10, with the integration manager 

workflow, the only practical difference is that the integration manager is replaced 

with a staging phase and that there is no need for developer public repositories. 

 

 
Figure 10. Staging branch workflow 

 

 This assumption is, however, only partially true. Differences begin where changes 

are not reviewed, selected and pulled for merging by integration manager; instead, 

finished changes are pushed for staging by developers. Then each change that is 

pushed to the staging triggers a verification build (introduced in section 2.3). Code 

review of the change does not depend on the verification build and can be done 

parallel to it. When both code review and the build are passed, the change can be 

integrated to the main branch of central repository. In the case that either one fails, a 

fix is needed for the change. 

 

 

2.4.2. Git 

 

Git is currently the most popular choice from the selection of distributed version 

control software. The proliferation of Git started when the free offering of the 

version control software BitKeeper stopped. At that time, BitKeeper was used as the 

version control software for Linux kernel development, and Git was designed to 

replace it. The aim was to provide free, fully distributed and fast version control 

software with simple design, but that can handle large projects and has strong 

support for large number of simultaneous branches. Ever since, Git has evolved to be 

a fully functional software and has been able to achieve and preserve these design 

goals [12, p.31]. 

In addition to being fast and efficient with large projects, Git has certain other 

special features that can be useful in software development. Most of the version 

control systems store the history information as a list of file-based changes, presented 
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in Fig. 11 [12, p.32]. Essentially, this means that each time a code change is checked 

in, it is stored to the version control system as a list of files that have changed and 

changes done to each file. 

 

 
Figure 11. Storing history data as changes to files [12, p.32]. 

 

Git, on the other hand, handles code change check-ins differently. Git does not 

perceive code change check-ins as file specific changes at all; instead, it creates a 

snapshot for each check-in containing the state of all of the files at that specific 

moment. These snapshots are then saved to the history data as new versions forming 

a history that can be described as stream of snapshots, presented in Fig. 12 [12, p.32]. 

Although the state of every file is stored this is still very efficient because if file is 

not changed by the check-in it is only stored as a link to the file version control 

system already had in storage. 

 

 
Figure 12. Storing history data as stream of snapshots [12, p.32]. 

 

The stream of snapshots is very useful when certain state of the software is needed. 

For example, when running a verification build, the state of the software being built 

should be as close as possible to the state when the developer uploaded the code 
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change. With traditional approach, it is nearly impossible to make sure what changes 

were included in developer’s environment when the change was made and what was 

not. With Git you just reference to certain version and that gives you the exact 

snapshot of the state of the software when the code change was checked in. This way 

one can be certain that when verification build fails the reason can only be the 

“works in my machine problem”. 

Other Git feature that makes development easier is advanced automatic merging 

abilities of Git. Git merge tactics can be described to rely heavily on version history. 

When merging two branches Git finds a common ancestor or ancestors and performs 

a fast-forward or merge with 3-way algorithm, using a tactic that best suits the 

situation. In addition to this, developers can also customise the merge tactics, choose 

a preferred merge strategy, and disable the ones that are not preferred. These 

powerful merge features are useful for example in creating staging branches for 

verification builds. 
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3. RELEASE ENGINEERING 
 

Release engineering, the more formal definition of the academic field related to this 

thesis, is also primarily industry driven but could greatly benefit from new academic 

research, as stated by Adams and McIntosh [13]. In their work, Modern Release 

Engineering in a Nutshell -- Why Researchers Should Care, Adams and McIntosh 

start from the ground up and aim to provide researchers with the basic understanding 

of release engineering and how it relates to their research. In addition to the basics of 

release engineering, they bring up several key points focusing on the release 

engineering pipeline [13]. 

First introduced is branching and merging, how it enhances quality and the speed 

of software changes and continue to introduce different strategies to implement it. 

One of the focus points are feature toggles as an important mechanism to enable and 

disable features during development. They continue with introducing more basic 

concepts; building and testing as part of continuous integration, build system, 

infrastructure-as-code, deployment and release. The work concludes with a checklist 

to the researchers for future research. In that checklist choosing before building is 

highlighted to be one of their key points. Choosing before building means that the 

build content can be optimized by using configuration control and different kind of 

feature toggles before compiling it to the releasable content to produce the desired 

end result [13]. Doing so, pointing out that content control is an important area for 

future research in the area of release engineering. 

 

 

3.1. Release Planning 

 

When compared to release engineering in whole, subsection of it, software release 

planning is a topic that is relatively widely researched. For instance, Guenther 

Ruhe’s seminal [14, 15, 16, 17, 18, 19] and a book [20] on the matter provide a good 

overview of the academia’s contributions to release planning. Release planning is a 

method that includes decisions about selecting and assigning features to sequential 

product releases so that most important constraints are met. These constraints can 

consist on technical, resource, budget and risk constraints [14, 15, 16, 17, 18, 19, 20]. 

The product of release planning is a release plan, a plan that specifies the content of 

each sequential release. Good release plan aims to provide maximum business value 

and to satisfy the most important stakeholders, but at the same time it must be 

feasible to implement and have to take dependencies between different features into 

account [14, 15, 16, 17, 18, 19, 20].  In their article [15] Ruhe and Saliu take these 

definitions as the starting point and define a method that combines the ‘art and 

science’ of software release planning. It is an approach where human intelligence is 

combined with computational algorithms in an iterative way. This approach is 

illustrated in Fig. 13. 
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Figure 13. The hybrid release planning framework 

 
Algorithms are used to generate different release plan alternatives that human 

decision makers evaluate and then either change the algorithm input values to 
generate more preferable release plan alternatives or select the one that is evaluated 
to fulfil the requirements of a good release plan. 

Ruhe and Saliu summarize the article by stating several benefits for using their 
approach. Organizations realize the need of a structured release plan. Formalism 
enables to plan releases for more complex projects. Release planning objectives can 
be created with several impacting criteria, such as easy evaluation of formally 
created comprehensible release plans by human decision makers, or better 
understanding of certain parameter impact on generated release plan by 
experimenting [15]. 

In their work [14], Greer and Ruhe introduce similar finding as Ruhe and Saliu in 
their article [15], but where Ruhe and Saliu focus on the “art” of software release 

planning, Greer and Ruhe present a solution called EVOLVE. It’s a release planning 

method that uses genetic algorithm to derive the selection of potential release plans 
[14]. Compared to other methods, EVOLVE has the following advantages. EVOLVE 
includes stakeholder priorities and effort constraints for all releases. It also integrates 
well with incremental releases, because it assumes that requirements are delivered in 
increments, and, finally, it includes feature subset selection in addition of just 
ranking in order of priority. The architecture of EVOLVE is presented in Fig. 14. 
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Figure 14. EVOLVE approach to assignment of requirements to increments 

 
EVOLVE takes dependencies between requirements into account, by using a 

genetic algorithm. EVOLVE allows changes in requirements and doing so offers 
more flexibility to the projects. EVOLVE optimizes the negative and positive effects 
of stakeholder requirement’s inclusion or exclusion form the upcoming release. 

EVOLVE doesn’t give one solution to follow, but a set of possible solutions that 
allows the decision maker to choose the most prominent one [14]. 

These works on software release planning focus on the software release content 
planning from the feature delivery point of view, answering questions such as when 
is the optimal time to release a certain feature, or what features are the most desired? 
Although it is clear from these works that the release content is important, and 
businesses benefit if they plan their release content, those works don’t offer any tools 
to actually construct the planned release content. 

 
 

3.2. Release Constructing 

 
Release constructing is usually perceived as a set of integration decisions. The 
integration decision can be done at the time when a given code change is committed 
to the repository. In that case, the work would be done directly against the main 
development branch and committed directly to it. Once the code is committed, it is 
deemed to be included in the next release. In branched development, the 
development is done in separate branches, and the integration decision is done when 
the branch is merged to the main development branch. 
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Prior work has focused on branched development, integration decisions and the 

information needed to make those decisions [21], where an approach where 

branching is used to allow to parallelized development was investigated. The aim of 

the presented approach was to allow teams or individual developers to mature their 

development in isolation, to prevent workflow disruption and to reduce overall cycle-

time [21]. The studied case approach led to long running development branches with 

extensive amount of code changes. The release was later constructed by making 

integration decisions to merge these branches to the main code line. This approach 

gives control on the features to be included in the upcoming release, but it comes 

with a cost. The authors observed that the integration decisions are complex and 

require excessive in-depth analysis on code churn, possible conflicts, number of 

bugs, and dependencies between branches. They also noted that although described 

method can bring some benefits to the collaborative development it can cause 

significant costs to the project [21]. 

From release content controlling point of view, we can see that constructing a 

release by commit-based integration decisions does not yield much control on the 

release content. Branch-based integration decisions can certainly be used to control 

the content, but that causes branches to linger, and using long-running development 

branches causes significant overhead costs to the project [21]. The characteristic 

problems of branch-based integration can be tackled by continuous integration, but 

its definition does not allow long-running branches. Ideally, we would need a method 

that combines the release content controlling ability of branch-based integration 

decisions to the effortless integration of continuous integration. To this end, this 

thesis contributes a candidate solution. 
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4. THE PROPOSED APPROACH 
 

Next, we present how the approach contributed in the thesis improves the state-of-the 

art and current de-facto build processes presented in the previous two chapters. When 

developing software, it is important to find possible flaws as soon as possible. The 

sooner the software bug is found, the fresher the memory of developing that specific 

part is in developer’s mind and less has the software changed from the point when 

the bug was introduced. This makes fixing the bug(s) less laborious and therefore 

more cost-efficient. Indeed, the cost of fixing a software bug increases exponentially 

in relation to the time that passes between introduction of the bug and detecting and 

fixing it [22, 23, p.20]. This cost of change curve is presented in Fig. 15. 

 

 
Figure 15. The traditional cost of change curve 

 

One thing that the continuous integration system (CI system) is useful for is the 

following. As the CI system continuously integrates and builds the software, it 

creates numerous software packages that can be used for testing. Most of this testing 

is automated, and the same predefined test set is run for each build. More intensive 

test set, possibly including also manual testing, can be run after selected integration 

builds, or possibly after every nightly build, if a CI pipeline similar to the one 

presented in Fig. 3 is used. This approach, however, is problematic from a number of 

perspectives, as explained next. 

 

 

4.1. Key Problems 

 

One problem with CI systems is that it is very difficult to know what new features 

are included in the builds. Traditionally, each build is usually accompanied with a 

release note that is made available for any interested parties. The information that 

this kind of release note includes about the new content is usually just ids and 

human-readable description of the included code commits. Experienced developer or 
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tester can get quite a bit of information only from code commit descriptions but 

cannot really be sure if the features mentioned in the code commit descriptions are 

completely implemented or is there some commits still missing. If the team practices 

agile and uses a project management tool where engineering tasks and commit ids 

related to these engineering tasks are written down, one can check each commit id 

listed in release note against the information from the project management tool. This 

enables gathering the needed information but is still very labour intensive. In such a 

process, one still needs to check every commit id, completion state of each 

engineering task and not only that the engineering task is marked done in the system, 

but also that all of the code commits listed in the engineering task were included in 

that specific build. When the information about completed engineering tasks has 

been gathered, it can then be used to determine what stories are included in the 

software package produced by the build. This information can then be used to plan 

appropriate testing. Because of this labour intensity, the feature specific testing is not 

usually done after integration or nightly builds but is left to be done after the release 

build. This creates a very long feedback loop and increases the risk that the software 

flaws are not found until at the very near of the end of the iteration. 

Another problem is isolation. Even if the feature specific testing is done 

throughout the iteration the problem with integration and nightly builds, it is likely 

that in addition to complete stories, those builds also include partially completed 

stories. These partially complete stories can cause unwanted behaviour in the 

software, and this behaviour is then reported as a bug or bugs. Now, without an 

investigation, it cannot be known if the problem was caused by fully completed story 

or part of an incomplete story, and if the problem is really a bug or just a side effect 

of an incomplete story that disappears when the story is completed. When testing a 

story, the ideal situation would be that the only the changes that have been 

introduced in top of previously tested software would be the changes that were 

needed to complete that specific story. This would ensure that all of the flaws found 

in the software during testing would relate to that specific story and in the case of 

testing passes, the story could be confidently labelled as completed. 

 

 

4.2. Overview of the Proposed Approach 

 

To address the problems presented earlier we propose a CI system that strongly 

focuses on efficient use of stories. First, by adding to the process a story-based build 

that is ran frequently enough solves the problem of long feedback loop. Second, by 

strictly controlling the build content using the information on how stories link to the 

code commits from project management tool, we mitigate the problem of isolation. 

There are additional benefits as well. In practice, software is always developed for a 

customer. Typically, the customer has defined the functionality expected from the 

software through stories (in one way or another). In other words, the main outcome 

customer cares about, is receiving the software in a timely manner and that it 

includes the key functionality described in stories. From this aspect, it also makes 

sense to place more importance on stories and managing the software from story-

centric perspective. 
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4.3. Requirements 

 

Given the story centric approach of the solution, we can derive first three 

requirements for it: 

 

1. The project follows an agile method that uses stories. 

2. The customer has taken part to the planning game. 

3. The stories have been planned carefully. 

 

After the stories have been defined, the focus can be shifted to developing, 

verifying and delivering the functionality described in the stories. To develop the 

software efficiently, the project must implement the full CI pipeline. However, as it 

is assumed that the most important thing to the customer is features described in the 

stories, it makes sense to deliver only fully completed story functionalities to the 

customer. This demands specific modifications to CI system. While the normal CI 

pipeline focuses in completed code commits and delivering those, our system must 

include also information from stories. The proposed CI system have to be able to 

detect when a story is completely implemented. When a story is completed, the 

proposed CI system should start a build that includes only that story and earlier 

verified content. This enforces one more requirement for the project. The project 

must use a project management tool that has the information about stories, how they 

map to the engineering tasks, and what code commits are included to each 

engineering task. In addition to this, features have to be developed behind feature 

toggles to control the desired feature content for releases. 

When these requirements are met, the information flow from version control 

system to CI system through project management tool can be implemented. This 

information flow then enables the proposed CI system to detect when stories are 

completed and what code commits should be included and what is the feature toggle 

configuration for each build. 

This leads into cherry picking tasks or using staging branches to collect the content 

for story-based builds. This enforces another requirement to the project. The version 

control software used must support easy branching and have advanced automatic 

merge capabilities. 

To summarize, the full list of key requirements for the proposed solution are as 

follows: 

 

1. Project follows agile method that uses stories. 

2. Project uses a project management tool. 

3. Project management tool holds the story information. 

4. Story information includes the information how stories map to engineering 

tasks and engineering tasks to code commits. 

5. Features are developed behind feature toggles. 

6. Version control software supporting easy branching and advanced 

automatic merges. 
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4.4. Including Stories to the Build Configuration 

 

After the requirements are met, it is possible to implement a build that triggers and 

includes content based on stories. Story build can be triggered by the state of a story 

that is read from the project management tool. Story build content can be collected 

from version control repository, based on the story information about code commits. 

Release build can then be triggered, based on the states of a collection of stories, 

namely the stories planned to be included in that specific release. Release build 

configuration can be controlled with feature toggles to include only meaningful code 

content, i.e., the content from the stories that were planned for the release. 

 

 

4.4.1. Story Build 

 

In the proposed solution, first the CI pipeline must be reviewed to define a logical 

place for the story build. A fair starting point for this is considering the advanced CI 

pipeline presented in Fig. 3. When adding a new build to the CI pipeline and defining 

the best place for it, the first thing is to consider is how often it is going to be run, in 

practice. The best way to estimate this is the history data of the development teams’ 

performance in similar projects. If the history data is not available, it is defined that 

normal-sized team should complete four to ten stories in a one-week long iteration 

[5, p.149]. In this case, as the story build is triggered every time the content for a 

story is finished, it can be estimated to run four to ten times a week. If a working 

week is defined to be five days, the story build is expected to run 0.8-2 times per day. 

Private build and verification builds are run each time a new code commit is 

introduced, and since story content is formed from one or more code commits, 

private and verification builds are always run more often or at the same rate as the 

story build. The integration build is also triggered by code commits, so the same rule 

applies to it too. The nightly build is run at the end of each working day, or in other 

words, nightly builds run once per day. The release build should, in optimal situation, 

run only once in an iteration, so the estimated frequency for it is 0.2 times a day. 

When comparing these numbers to each other, the optimal place for story build 

seems to be, in most cases, after integration build and before release build. 

The problem is how to place the story build and the nightly build in the CI pipeline 

with respect to each other. One solution can be found from the very basic idea of the 

proposed new system: The customer cares about features defined in stories and 

nightly builds do not directly serve this ideology. Now, if the main purpose of 

nightly build can be fulfilled by the story build, the nightly build could be, in theory, 

replaced by it. In a state-of-the-art agile project, integration build has already 

replaced part of the nightly build’s purpose (see Chapter 2.3.), in such way that only 

reason to have a nightly build is to run more extensive automated and manual test 

sets. The offering of story build is indeed very similar to the nightly build. The 

frequency is approximately the same, and the content is similar, with the exception of 

the story build being story-centric. Because of these reasons, it is a reasonably 

grounded suggestion to replace the nightly build with a story build. 
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4.4.2. Release Build 

 

In the context of this thesis, the development team wants to release only fully 

completed story features. Because of this, also the release build functionality has to 

be slightly modified from the normal. In the proposed system, the stories to be 

released in the next release must be planned and recorded in the project management 

tool. This in turn enables the release build to be automatically triggered when all of 

the stories planned for the release are completed and verified by the story build. At 

this point, it is important that the actual codebase is not changed from the latest story 

build, since all of the earlier verifications have been done against it. A solution to this 

is to control the availability of the features with feature toggles. Planned stories are 

linked to features, and those features are linked to their respective feature toggles. 

The desired feature toggle configuration for the release build can now be derived 

from the project management tool, and the build is run so that the result only 

includes the functionality of fully completed stories that were planned to be a part of 

the release. The full proposed CI pipeline with the modifications described above is 

presented in Fig. 16. 

 

 
Figure 16. Story emphasizing CI pipeline 

 

This proposed system also carefully dictates how feature toggles are used. As 

feature toggle configuration is stated to be defined at build time, all toggles should be 

treated as release toggles. If the feature is planned to be included in the release, the 

related toggle should be defined as “on” in the toggle configuration. If any toggles 

that fall in the category of experiment, ops or permission toggles are used to control 

the new features introduced to the release build, it has to be considered in the release 

verification. A complete verification of new toggles would include testing all new 

possible feature toggle configurations for the toggles that can be altered after the 

release build is done. Luckily, the situation is not as bad as it may initially sound. 

First, most of the features are usually independent from each other. Secondly, if 

releases are done often, they are not likely to contain multitude of newly introduced 

features controlled with dynamic toggles. In addition to testing all toggle states 

(on/off), it is important to test configurations that are most likely to be present in 

production. This kind of testing typically covers most of the real-life configurations 

[7]. 
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4.4.3. Collecting the Content 

 

To run the described story build, meaningful code content must be collected for it. 

The ideal situation is that the only new content that is introduced to story build is 

related to the story in question, and that the new content completes the story. As 

stated earlier, code commits related to a specific story can be collected based on the 

information available in project management tool. These code commits can be cherry 

picked or optionally merged from a story-specific staging branch. 

The new story specific content is added on top of base content. This base content 

should include the latest verified content, meaning the latest release and all verified 

stories done after the release. To achieve this, we need a structured way to store the 

code commits in the version control repository. Basically, this means that when a 

story is marked done, the code commits related to that story are automatically 

committed to the main code line. This can be done by utilizing advanced merging 

capabilities of Git, either by cherry picking the commits or by merging the story 

staging branch to the main code line. 

When the two parts are in place, it is easy to collect the story build content by 

doing basically the same thing that is done after a story is marked done, but this time 

in a build server’s local repository. Story build checks out the main code line and 

merges the code commit related to the story on top of it. This means we can now do a 

build from a content where the only new content is the code commits related to that 

story. 

For release build, the content is simply the main code line. The main code line 

includes all completed stories, and since release build is triggered when all stories 

planned to the release is completed, the main code line has the correct content for the 

release build. The actual availability of the features is then controlled by feature 

toggles. 

 

 

4.5. Potential Advantages 

 

The main benefit – and increment to state-of-the-art build systems – of the proposed 

approach is the isolation of story functionality. Story builds advance from one 

human-understandable story functionality to other. Because of this, it is easy to plan 

automated and manual tests for each of the builds and get clear results about the 

specific functionality, without any misinformation created by unfinished work 

related to other stories. Isolation of story functionality also leads to easily defined 

releases. Everything that is released relates to a story and therefore has clear 

validation belonging to that release. In addition to the development team, it is easy 

for anyone outside the development team to understand what the content of each 

release is and what the new functionalities are. This is especially valuable to the 

customer. 

Using a story build enforces certain processes. To be eventually released, each 

code commit must have a link to an engineering task and that engineering task has to 

have a link to a story. This ensures that all of the work done to each engineering task 

is recorded to the project management tool, meaning that efficiency tracking of the 
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development team stays valid, and because of this, the efficiency estimates are more 

accurate. More accurate efficiency tracking and estimates directly lead to more 

accurate planning, and accurate planning leads to increased general efficiency. 

The mandatory link between a code commit and the story also eliminates the 

possibility of rogue code commits. Rogue code commits are usually code changes 

performed at the last minute before a deadline and have uninformative definitions 

like “Hotfix”, “Quick fix” or similar, without any clear definition of overlaying 

engineering task, if there even exists one. Another common feature of these tasks is 

that they are usually introduced straight to the release build. Arguably, these rogue 

code commits are meant to fix something, perhaps even something critical, but 

usually the value gained by rogue commits are short-lived and are more likely to 

cause bigger problems in the long run. Forming the release build by using stories 

eliminates the possibility that code commit is introduced straight to the release build, 

because a story cannot be included in release if it has not passed the story build and 

the story testing. 

The system has also its benefits when something needs to be fixed. For example, if 

release testing notices some story functionality to not to be fully functional, it is easy 

to map which code commits might have caused the problem. Knowing the related 

code changes is helpful in fixing the bug. It also makes it easy to test if the problem 

is caused by code change done for another story. This can be tested by running the 

same test for the package produced by the story build that first introduced the feature 

that was discovered not to work. When the issue is tracked down to a certain code 

commit, the mandatory code commit to story link provides a great way to see if that 

flawed commit was also part of some other story. If the code commit was part of 

some other story, also the functionality of that story has to be ensured by developing 

a fix and testing the functionality of the fix in respect of relating stories. 

As the system relies heavily on the use of a project management tool, it also 

constitutes it a great single point of information. Information about past builds and 

releases can be found from the system, and it provides an up-to-date snapshot of the 

situation of the current iteration and the content of planned releases. Finally, the 

enforcing the usage of stories in a build system emphasizes agile planning. The better 

the planning game is played and iteration planning done, the better the system works. 

 

 

4.6. Potential Disadvantages 

 

While the proposed system has clearly identified advantages, it also may have some 

drawbacks. First, the biggest foreseeable disadvantage comes from the fact that 

developers are human. To work efficiently, the story-emphasizing CI pipeline 

requires the developers committing to and carefully following the processes. 

Developers must ensure that each code commit they make have a link to the 

correct engineering task or to any other engineering tasks that the code commit 

affects. Tools and checks can be constructed to avoid this, but even those are not fool 

proof. Without such link, the code commit is never included in the builds from the 

story build onwards. This creates an undesired difference between development and 

release content. If this difference travels through the story and release build and 

testing, all the way to the release, and creates a problem that the customer notices, it 
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creates a problematic situation. Developers get the bug report, but cannot reproduce 

the error with their environment, because the code commit is included there even it 

does not have the correct link to the engineering task. This situation has then the 

potential to grow in a labour-intensive bug hunt, if the investigations are not started 

from an optimal point. Moreover, getting this point correct would rely heavily on 

luck. 

Second, poor planning of stories and engineering tasks lead into problems with the 

proposed approach too. If the engineering tasks are not atomic enough and have 

connections to several stories, it can lead to the situation where all of the stories are 

completed at the very end of the iteration. This destroys the original idea of 

incrementally testing the stories one by one throughout the iteration and, at the worst 

case, renders the story build to be just a bottleneck before release. The same effect 

can be obtained also by poor planning of stories, incorrect prioritization of 

engineering tasks and developers not selecting engineering tasks to work on by 

prioritization. 

Finally, cherry picking the code commits to the story build can also cause 

problems. If different code commits frequently make changes to same files, even a 

version control software with advanced automatic merging algorithms might be 

overwhelmed in trying to merge the changes correctly. If this happens, there is no 

other option but manual work to overcome it. 

We note, however, that the disadvantages discussed above are not entirely specific 

just to the proposed approach but apply in any software development. However, 

since our approach relies on stories, some of the caveats simply have stronger 

ramifications especially when following the proposed build process. 

 

 

4.7. Summary of the Key Increments to the State-of-the-Art 

 

The proposed solution adds four key elements to the de-facto continuous integration 

process used in modern software development: 

 

1. Information from project management tool. 

2. Story build. 

3. Automatic feature availability control for the release build. 

4. Automation for the release build. 

 

Integrating the information from the project management tool about code commits 

linking to engineering tasks and engineering task to stories enables new kind of 

builds using that information to be created. By using the story state information from 

the project management tool, these new builds can also be automated. 

The story build enables verification activities to focus on the story content, 

because the story build only includes earlier verified base content and the content 

from the finished story. Compared to integration and nightly builds that would 

include earlier verified base content, content from the story to be verified and cruft 

from other possibly unfinished stories, the story build enables isolated verification of 

that specific story and the features it implements. The proposed story build can also 

be used to replace nightly build. 
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Compared to the release build that does not use information from the used project 

management tool, in the release build that does, the set of feature toggles to be 

enabled for each build can be derived automatically from the project management 

tool. This way releases will always have the planned features enabled automatically. 

Story status information also enables automatic triggering of the release build, 

based on the actual completion of the desired features for that release. Comparing 

this to the traditional way where the release content has to be first analysed and 

defined manually, and after that release build has to be triggered manually the 

benefits are obvious. 
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5. EVALUATION 
 

5.1. Methodology 

 

The proposed solution was evaluated by using applicable elements from Expectation 

Disconfirmation Theory (EDT), using it to gauge the design's validity and 

hypothesized adoption in information technology (IT) sector. EDT is widely used in 

marketing sciences to predict consumer satisfaction with future products, and it has 

also been recently proven to provide valid results when applied to the adoption of 

information technology [1, 24, 25, 26, 27, 28].  

To obtain reliable results, we adopted and described the following four items to the 

participants. The full questionnaire we used is included as appendix. 

 

1. Ease of use; the degree to which the solution will require little mental effort 

to use. 

2. Functionality; the degree to which the solution will have the capability, 

functions, or features needed to accomplish its tasks. 

3. Reliability; the degree to which the solution will continually operate properly, 

or will operate in a consistent, flawless manner. 

4. Usefulness; the degree to which the user trusts that the solution is beneficial 

for its purpose. 

 

Participants to questionnaire were selected so that they would present the likely 

users of the system and one member from traditional manufacturing business to 

measure the clarity of the solution and to act as a reference point to the IT 

professionals.  

Before the questionnaire was presented to the participants, they were given a 

comprehensive written as well as oral description of the solution. In particular, we 

paid attention to explain how the solution would integrate to the familiar tools that all 

the participants were already accustomed to use, and how the system would change 

their daily tasks in making code commits. After the participants had familiarized 

themselves thoroughly with the solution, they were provided with an opportunity to 

present any questions to the author, who then proceeded to further explain the 

concept if necessary.  This process was designed to ensure that the participants fully 

understood both the problems, as outlined in this thesis, the potential advantages, and 

overall the proposed solution. 

 

 

5.2. Participants 

 

We recruited nine IT professionals and one member from traditional manufacturing 

business to participate to the questionnaire. Average age of participants were 35,2 

years. From the group of IT professionals, their current professional roles were as 

follows: four software engineers, one DevOps engineer, one test guru, one team lead, 
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one product owner and one project manager. The average related work experience of 
the IT professionals were 11.11 years, varying from two years to 16 years. This 
makes them experts and therefore highly suitable for filling in the survey 
realistically. All participating IT professionals possessed significant expertise within 
the field of software engineering and had extensive previous knowledge of using 
various integration processes across a wide range of industrial verticals and in 
different development environments. 

 
 

5.3. Results and Analysis 

 
The first section of the questionnaire comprised from only one statement (Likert 
scale, with only one item in it) that was graded from one to seven (1-7), where one 
stood for strongly disagree and seven strongly agree. The statement was following: 
“Based on the introduction, I expect that the solution described will be easy to use”. 
Answers are presented in Fig. 17., where we observe that most respondents deemed 
the solution as easy to use. 

 

 
Figure 17. Ease of use answers 

 
The second section of the questionnaire, on functionality, also included only one 

item, again rated from one to seven, one meaning “strong disagreement” and seven 
meaning “strong agreement”. Answers to the statement “Based on the introduction, I 

expect that the solution described will have the functionality, features and overall 

capabilities I need” are presented in Fig. 18. 
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Figure 18. Functionality answers 

 
In Fig. 18 it can be clearly seen that 90 percent of the answers are on the higher 

half of the range and 80 percent of the answers are on the range from five to seven. 
This is clear indication that the solution described has the capability, functions and 
features needed to accomplish its tasks. 

In the third section, on reliability, statements were again rated from one to seven, 
one meaning strong disagreement to seven meaning strong agreement. Unlike the 
two earlier sections reliability section consists of two statements: 

 
1. “Based on the introduction, I expect that the solution described will 

continually operate properly, or will operate in a consistent, flawless manner” 
2. “Based on the introduction, I expect that the solution described will provide 

error-free results” 
 

With these two questions, questionnaire clearly separates the reliability of the 
solutions continuous operation and the reliability of the result it provides. By doing 
this, the participants were guided to think solutions reliability aspects more 
thoroughly and providing valid results. Percentages calculated from the answers to 
the reliability section statements are presented in Fig. 19. 
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Figure 19. Reliability answers 

 
In Fig. 19 we observe that 85 percent of the answers are on the scale from four to 

seven and only 15 percent on the lower half from one to three. When compared to the 
earlier sections, ease of use and functionality, the answers seem to be more weighted 
toward the middle of the scale, but still providing clear indication that described 
solution is perceived to be reliable. 

Finally, in the usefulness section the statements revolved around performance 
improvements and overall usefulness. These properties were measured by the 
following three statements. 

 
1. “Based on the introduction, I expect that the solution described will improve 

the performance of my team” 
2. “Based on the introduction, I expect that the solution described will Improve 

my performance” 
3. “Based on the introduction, I expect that the solution described will be 

useful” 
 

All three statements were graded from one to seven, one standing for “strongly 
disagree” and seven for “strongly agree”. Percentages calculated from the answers to 
the usefulness section statements are presented in Fig. 20. 
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Figure 20. Usefulness answers 

 
Fig. 20 tells us that the majority of the answers, 66 percent, were grades 5 or 6. If 

we include the whole of the upper scale from four to seven, we see that 80 percent of 
the answers are either neutral or positive, leaving only 20 percent on the negative 
side. With this interpretation, it can be stated that the questionnaire participants trust 
that the solution is beneficial for its purpose and is likely to improve overall 
performance of the software project. 

The questionnaire also included two open-ended questions. First one was 
articulated “What do you think are the biggest benefits of this approach?” In the 

answers to this question, two things stood out. First, the presented solution was 
expected to bring better control and visibility to project status. Among other similar 
answers there were two that clearly identified this, “Everyone are better up to date 

what is going on with the project” and “Control and visibility of progress via 

stories”. This indicates that user stories are seen as a comprehensible progress 
measurement and control unit for projects and therefore have a valid place to in 
controlling the CI pipeline and release content. The second noticeable aspect among 
the answers to the first open-ended question was best exemplified with these two 
answers: “Multiple verification steps” and “Thorough verification of building”. This 
indicates that the introduction of the story build process to replace and enhance the 
nightly build process and the story-based modifications to release builds are expected 
to offer thorough verification to the CI pipeline. 

The second open-ended question was “What do you think are the biggest problems 

in this approach?” Here, the major concern seems to be the possible added 
complexity. This was identifiable in answers such as “Additional abstraction for 

developers during build process”, “One more application to keep track of with all the 

other applications that are needed for the project” and “Certain complexity”. This is 

something to consider when implementing the solution to actual working 
environment and possibly a fruitful area for future research. 
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5.4. Summary 

 
When evaluating each questionnaire section individually, the conclusions are that the 
presented solution seems to be easy to use; has the capability, functions and features 
needed to accomplish its tasks; is reliable and beneficial for its purpose and is likely 
to improve overall performance. These overarching findings are visualized in Fig. 21 
that presents the average grade of each section. 

 

 
Figure 21. Questionnaire area averages 

 
In Fig. 21 one can see that overall averages of each section are above neutral 

(value 4) suggesting that participants on average agree that solution functions well or 
is beneficial in its intended purpose. According to EDT, this means that the design 
can be considered valid, future users are likely to be satisfied with the solution, and 
the solution is also likely to be adopted by the group presented by the focus group 
[1]. 

The presented solution proved also to be generally understandable and generally 
appealing to the questionnaire participants. We did not find any differences in the 
scores between overall IT work experience, level of experience on similar systems, 
or role or age. However, if summing up all the answers, people in managerial 
position graded the system overall higher than people in non-managerial positions. 
This is plotted in Fig. 22. 
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Figure 22. Overall average Managerial vs. Non-Managerial position 

 
Explanation for correlation presented in Fig. 22 wasn’t thoroughly studied, but it 

speaks well for the adoption of the solution itself. People in managerial positions see 
more value in the solution and since they are higher up in the company hierarchy 
they can be assumed to have more influence on what processes and tools to adopt on 
team, project and company level. 
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6. DISCUSSION 
 

Agile development, an approach to software development where solutions and 

requirements continually evolve in collaboration between the developing team and 

the customer throughout the software development cycle, is being increasingly 

adopted in IT industry. Agile emphasizes fast and flexible reactions to a changing 

environment in a structured manner. One method to move to this direction is to 

implement continuous integration processes. Two most common continuous 

integration processes are the integration build and the nightly build. An integration 

build is triggered when a new code change is introduced. In an integration build, 

existing code base and the introduced code change is integrated, and predefined build 

commands are run against it. Also, as part of the integration build, a predefined 

regression test set is run against the product of that build. Build and test results are 

reported back to development team as fast as possible to enable a fast feedback loop 

of results and reactions. The nightly build is like the integration build in the sense 

that also it runs predefined build commands and a regression test set. The difference 

is that it is not triggered by, or run against, any specific code change, but it is timed 

and includes all code changes so far. These are good processes to increase code 

quality and decrease reaction time but seem to lack the controlled structure of agile 

development. 

In agile, one big area that brings structure to the process is user stories. A user 

story can be understood as a full end-to-end feature of the software, and all user 

stories combined describe what is wanted from the software. Following this, 

adhering to agile in continuous integration processes feels like a natural fit. User 

stories describe the features that a customer has requested, and therefore it makes 

sense that the functionality described in those stories is verified as soon as possible. 

This thesis proposes a solution where the required build and verification steps are 

added to the CI pipeline. These two stages would be called story build and story 

build verification. Adding these stages will make user stories a functional, and even 

preferred, pieces to include in a CI pipeline, enhancing the synergy between the 

project management process and the end product of the project. 

This thesis states the following six requirements for implementing the story build 

and release build based on stories. 

 

1. Project follows agile method that uses stories. 

2. Project uses a project management tool. 

3. Project management tool holds the story information. 

4. Story information includes the information how stories map to engineering 

tasks and engineering tasks to code commits. 

5. Features are developed behind feature toggles. 

6. Version control software with support to easy branching and advanced 

automatic merges. 

 

First requirement comes granted, since one clearly cannot build a story-based build 

if user stories are not used. Second requirement is not so obvious, but it is also 

understandable, since the solution proposed by the thesis collects the information 

about code changes related to user stories from a project management tool. 

Requirements number three and four continue to refine the requirements needed to 

collect the information about code changes relating to user stories. One could argue 
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that is the project management tool the best place to store this kind of information. 

The thesis does not really consider this specific subject, but provides a good 

reasoning why it is the most practical place. Projects following agile methods are 

likely to use project management tools, so they are already available. If these projects 

use user stories, they are already likely to store the story information in the used 

project management tool. This leads to a situation where actually the only new 

requirement, from the first four, is the fourth one. Feature toggle requirement is quite 

understandable because feature toggles are needed to control release content. For the 

requirement about version control software that supports easy branching and 

advanced automatic merges, we propose to use Git, one of the most popular choices 

from the selection of distributed version control software. We argue that 

requirements stated for the proposed solution are, in fact, quite feasible for a modern 

software project. 

The proposed solution can be summarized to add four new elements to the 

continuous integration process. These elements are: 

 

1. Information from project management tool. 

2. Story build. 

3. Automatic feature availability control for the release build. 

4. Automation for the release build. 

 

Information from project management tool enables the story build to exist and is 

used to define the build content and to automate story and release builds. Story build 

supports well the agile idea about user stories and how development, verification and 

deliveries revolve around those. Automation of content control and feature control 

based on the information from the project management tool is very appealing, 

because it makes build content to be exact and repeatable. It also enhances visibility 

because release content is automatically recorded when release content is planned to 

the project management tool. Using the story state information to automatically 

trigger not only the story build but also the release build reduces the amount of 

manual work usually done to trigger the release build. Centering these CI pipeline 

functions around a project management tool seems to introduce compelling features, 

but it also introduces new single point of failure, in this case the project management 

tool. 

 

 

6.1. Achieving the Goals 

 

The overarching goal of this thesis was to devise a mechanism that will enhance the 

continuous integration processes in agile development by utilizing project 

management tools and user stories. The designed system, based on the evaluation, is 

suggested to fulfil the goal. The proposed solution enhances verification by isolation. 

The proposed solution also makes release planning easier and more transparent. 

Finally, the proposed solution automates story and release builds and makes the build 

content much more specific. 

The actual evaluation of the solution was done by utilizing EDT – a viable way to 

probe a technology solution’s future qualities as well as acceptance, as long as the 
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evaluators are domain experts [1, 24, 25, 26, 27, 28]. In this case, they were. The 

proposed solution was evaluated across four main categories; ease of use, 

functionality, reliability and usefulness. The evaluation suggest that the presented 

solution is relatively easy to use; has the capability, functions and features needed to 

accomplish its tasks; is reliable and beneficial for its purpose and is likely to improve 

overall performance of the software project. This was also backed up by statements 

like “Everyone are better up to date what is going on with the project” and 

“Thorough verification of building”, collected as part of the questionnaire. One 

interesting correlation was with the people in managerial position and overall 

average score. The overall average score from people in managerial position were 

slightly better than the average score from people in non-managerial positions, which 

can be considered as a positive sign in terms of potential future adoption of the 

proposed solution. 

 

 

6.2. Future Directions 

 

When considering the evaluation done in this thesis it is worth acknowledging that 

the numbers of questionnaire participants was fairly low. This is partially because the 

participants were hand-picked to represent the likely users of the solution. For future 

research, one worthy avenue to explore would be expanding the number 

questionnaire respondents, especially for gaining qualitative insights to forecast 

potential issues and advantages that the new process may introduce. 

In addition to proven theoretic evaluation, it will be beneficial to implement the 

proposed solution to an actual production environment. Measuring and analysing the 

outcomes, and comparing the assessment of a real implementation to the theoretical 

evaluation results introduced in this thesis will also complete the EDT cycle, 

providing further insights into the future acceptance of the proposed design. 
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7. CONCLUSION 
 

This thesis first introduces to the reader the concepts of continuous integration, agile, 

feature toggles and version control to provide a good basic understanding of the 

context. Related work on release engineering is presented from the perspective of 

release planning and constructing. Release planning is a reasonably researched area 

under release engineering. When analysing academic research on release planning, 

on the parts in relation to the proposed solution of this thesis, the main considered 

aspect is that release planning is important but does not present solutions how to 

implement the planned release. 

Then, we present a vastly improved, story-driven process for the de-facto continuous 

integration process used in developing software today. The enhancements are 

introduction of story and release builds, both controlled by the project management 

tool. This enables the builds to be automated, and the content to be well-specified 

and the whole process repeatable. 

As stated at the start of release engineering chapter, release engineering is mainly 

an industry driven area and could greatly benefit from new academic research. This 

becomes particularly evident when conducting a literature review on release 

constructing. Most of the work we could find explored basic concepts such as 

continuous integration, feature toggles and version control. The more advanced 

topics analysed release constructing through integration decisions, i.e. when to 

integrate a commit or a branch to master or release main codeline, and what is the 

difference of these two approaches. When analysing this sub-field of release 

engineering it seems that ideal solution would be a method that combines the release 

content controlling ability of branch-based integration decisions and effortless 

integration of commit based continuous integration. This is what the proposed 

solution of this thesis does. 

Finally, this thesis presents an original solution to introduce user story-based 

builds to the CI pipeline. These builds are story-based verification build, called story 

build and story-based release build. These builds are controlled by information 

collected from the project management tool. This enables the builds to be automated 

and the content to be meaningful in the story level verification and properly planned 

and well-defined on releases. 

Evaluation of the solution was done using applicable elements from EDT. The 

evaluation results suggest that the solution, when implemented in a production 

environment, will be easy to use; have the capability, functions and features needed 

to accomplish its tasks; will be reliable and beneficial for its purpose and would be 

likely to improve overall performance of the software project. Although evaluation 

results are promising, it should be stated that the number of participants was quite 

low. 

In the light of the result presented in this thesis, it can be stated that this thesis 

accomplished its goals. This thesis presented and evaluated a novel solution to 

enhance continuous integration processes in agile development by utilizing project 

management tools and user stories. 
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