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Abstract 

Natural-language processing (NLP) is an interdisciplinary research field that has its core 
at understanding and analyzing written language. Under this broad umbrella fits several 
different sub-categories with different goals like sentiment analysis and opinion mining, 
which are used to discover either underlying emotions from the text or the opinions of 
the writer. Sentiment analysis has received in recent years a lot of attention in research 
field due to its applicability to several different domains and topics such as products, 
companies, movies etc. It can be used to discover whether writers’ attitude towards 
these topics. Sentiment mining can be broadly categorized in two approaches that are 
lexicon-based and machine-learning based approaches. Lexicon-based uses a prebuilt 
dictionary or lexicon to classify texts in unsupervised manner, and it is used more 
widely as the machine-learning approach needs to have a high-quality corpus for 
training the classifier. 

In this thesis an aspect-based lexicon for software engineering was built. As the object 
was a creation of an artefact, design science methodology was applied to ensure the 
research was done rigorously. The requirements for the lexicon were derived from a 
literature review that yielded both necessary and supplementary requirements. The build 
process was similarly derived from the literature. This process has several steps starting 
from the creation of the corpus, continuing with identifying the aspects, creation of the 
seed set and finally expanding this set into the final lexicon. The result was a lexicon 
that contained over 10 000 unique software engineering aspects. All of these were 
scored in terms of valence, arousal and dominance, which together form the VAD-
score. Four different methods were used to obtain four different scores for all of them. 
This guarantees that the most suitable calculation method and even a combination of 
methods can be used in the future research. 

The lexicon was evaluated against an existing generic lexicon, to see how domain-
specific lexicon differs from it. The differences relate to how much deviation there are 
within the VAD-scores and how their correlations interact with each other. The 
automated parts of aspect annotation and seed expansion were evaluated to see if they 
can be performed without supervision, as manual annotation and expansion require a lot 
of resources. 

The research showed one possibility for creating an aspect-based lexicon, and steps that 
can be taken for creating one regardless of the domain. It also showed avenues for 
future research. The broadest ones are the development of a gold standard dataset for 
software engineering that uses VAD-scores and defining a systematic and unified 
process for the creation of a lexicon for natural language processing purposes. 
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Tiivistelmä 

Natural-language processing (NLP) eli luonnollisen kielen prosessointi on monitieteistä 
tutkimusta, jonka tarkoituksena on ymmärtää ja analysoida kirjoitettua kieltä. Tämä 
kattotermi sisältää useita erilaisia suuntauksia, joilla kaikilla on omat tavoitteensa. 
Esimerkikkeinä mainittakoon tunnetilojen tunnistamiseen ja analysointiin keskittyvä 
tutkimus sekä mielipiteiden havaitsemiseen keskittyvä suuntaus. Tunnetilojen tutkimus 
on saanut paljon huomiota tutkimuksessa, sillä sitä voidaan hyödyntää monilla eri 
aloilla. Sen avulla no mahdollista tutkia esimerkiksi sitä, kuinka positiivisesti kirjoittaja 
suhtautuu kirjoittamaansa aiheeseen, käsittelipä se sitten tuotetta, yritystä tai vaikka 
elokuvaa. Tunnetilojen analysoinnin tutkimuksessa on laajasti ajateltuna kaksi 
tyylisuunaa, joista toinen perustuu erikseen luotuihin sanakirjoihin ja toinen puolestaan 
tekoälyn hyödyntämiseen. Sanakirjojen käyttö on suositumpaa, sillä tekoäly vaatii 
oppiakseen käsintehdyn ja korkealaatuisen suuren testiaineiston. 

Tässä pro gradu -tutkielmassa luotiin sanakirja ohjelsmistotuotannon alalle. Koska työ 
keskittyi artifaktin luomiseen, sen toteuttamisessa hyödynnettiin design science research 
-metodologiaa. Sanakirjan vaatimukset haettiin kirjallisuuskatsauksesta, jonka myötä 
työlle määriteltiin pakolliset sekä valinnaiset vaatimukset. Luomisprosessi pohjautui 
myös kirjallisuudesta löydettyihin toimintatapoihin ja se sisälsi useita erilaisia vaiheita. 
Prosessi alkoi lähdemateriaalina toimivan corpuksen määrittelemisestä, erilaisten useista 
sanoista koostuvien aspektien tunnistamiseen. Näistä aspekteista koottiin pieni 
ydinjoukko, jonka laajennuksen myötä sanakirja sai lopullisen muotonsa. 
Lopputuloksena oli sanakirja, joka sisältää yli 10 000 ohjelmistontuotantoon liittyvää 
aspekteja, Näille aspekteille laskettiin erilaisia arvoja suhteessa siihen kuinka 
positiivinen, aktiivinen sekä dominoiva kyseinen termi oli. Jokaiselle aspektille 
esitettiin neljä erilaista vaihtoehtoa kullekin arvolle, jotta tulevaisuudessa on 
mahdollista valita tarkoitukseen sopiva vaihtoehto useista arvoista tai jopa arvojen 
yhdistelmä. 

Sanakirjaa arvioitiin suhteessa yleiseen samaa skaalaa käyttävään sanakirjaan. Erot 
liittyvät aspektien saamiin erilaisiin numeerisiin arvoihin sekä jakaumien 
poikkeavuuksiin toisistaan. Etenkin positiivisuuden sekä aktiivisuuden välinen 
korrelaatio erosi huomattavasti yleisen sanakirjan luvuista. Tämän lisäksi arvioitiin 
automaattisesti toteutettujen laskutoimitusten sekä Wordnet-tietokannan avulla 
suoritetun sanakirjan laajentamisen tarkkuus. Näiden vaiheiden tekeminen käsin on 
työlästä, joten automaattiset menetelmät säästäisivät paljon resursseja.  

Tutkimus osoitti yhden tavan luoda ohjelmistotuotantoon perustuvan sanakirjan, sekä 
yleiset askeleet sanakirjan luomiseksi mille tahansa alalle. Tutkielma viitoittaa myös 
tietä tulevaisuuden tutkimukselle useilla osa-alueilla. Tärkeimpinä mainittakoon 
käsintuotetun standardoidun testiaineiston luominen sekä yhteinäisten ohjeiden 
luominen sanakirjojen valmistamiseksi. 
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1. Introduction 

Software developers are not robots, but rather individuals with feelings. As clear as this 
might sounds, it was scientifically verified in a research done by Murgia et al. (2014). 
There it was shown that issue reports written by developers contain emotional 
information, and that from those messages it was possible to detect feelings that 
expressed gratitude, joy or feelings of sadness. They state that it was easier to detect the 
lack of emotion than a specific emotion. Mäntylä et al. (2016) argue that instead of 
discrete emotions, rating the emotional context in a dimensional scale containing 
valence, arousal and dominance could yield better results in detecting developer’s 
emotions. Their article showed that these can also be detected from the issue reports and 
determined how changes in these relate to the time required for fixing a defect. The 
lexicon used by Mäntylä et al. (2016) was a generic one, and they hypothesize that 
using a lexicon developed for software engineering could improve the results. They 
were not able to differentiate words meanings in different contexts. This can cause 
problems, as the word might have another meaning in a separate context. 

The motivation for this thesis is to solve the problem presented by Mäntylä et al. (2016) 
with creating an aspect-based sentiment lexicon for software engineering. Aspect-based 
means that the lexicon will contain combinations of words, where each describes a 
different aspect. These can be combinations like “new patch”, “future bug” or “special 
character” that have a specific meaning in the field of software engineering. Each of 
these aspects will contain a presentation of its properties by using a VAD-scores. These 
scores describe the aspect on how positive it is (valence), how exciting it is (arousal) 
and how dominant it is (dominance). This trio of valence, arousal and dominance 
together make up the VAD-score. Using these scores ensures that the results can be 
applied to different methods to discover possible emotions from software development 
related texts (Mäntylä et al., 2016). The scores are calculated by considering other 
words surrounding the aspect. Thus, the lexicon is tuned to software engineering 
domain and that it considers different contexts where these aspects are spoken. The 
design process for the lexicon also helps to understand the underlying processes for 
creating an aspect-based lexicon in general for any specific domain. 

Thesis answers the research question on how an aspect-based lexicon for software 
engineering can be designed, built and evaluated. The design, creation and evaluation 
processes follow the principles of design-science research. This guarantees the rigor of 
the research and gives a set of guidelines to follow and evaluate against. A literature 
review is performed to discover the requirements and recommendations for a sentiment 
dictionary. These guide the design process by showing the type of information the 
sentiment dictionary must include. The literature review is also used to find out what 
kind of a process a lexicon creation is. The review revealed that there does not exist a 
unified view on how a lexicon should be created (Ravi & Ravi, 2015; Nielsen, 2011). 
This thesis provides one possible method by utilizing steps and methods synthesized 
from the literature to create a software engineering lexicon utilizing VAD-scores.  

The main contributions of this thesis are the synthetization of previous work and the 
release of the sentiment lexicon. Synthesis produces one possible template for steps 
needed to create a sentiment lexicon. This can help researchers to see the process phases 
required prior to undertaking such a process. Secondly the released lexicon can be used 
to perform different analyses on texts that deal with software engineering. One 
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possibility could be to use later to the analysis of commit messages of different software 
projects to discover possible emotions expressed by the engineers. During the writing of 
this thesis this kind of lexicon did not exist, so the created lexicon will fill a gap in 
knowledge by releasing one under open-source license to the research community. 

The rest of the thesis is formatted as follows. First research methodology and research 
questions are introduced for both for the thesis and to the literature review. Chapter 3 
presents a short introduction to natural-language processing, opinion mining and 
sentiment analysis. Chapter 4 summarizes the prior research on lexicon building to 
derive requirements for the lexicon being built in this thesis. Chapter 5 describes the 
building process of the lexicon starting from creation of the corpus and ending to the 
expansion of the seed set of words. In Chapter 6 the lexicon is evaluated against the 
requirements derived from the literature as well as against a generic lexicon. Chapter 7 
and 8 close the thesis by summarizing the results, discussing the threats to validity and 
theorising possible future research. 
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2. Research methodology and research questions 

This thesis creates an aspect-based lexicon for the field of software engineering. Since 
the thesis aims at the creations of an artifact related to software engineering, the design 
science research method articulated by Hevner, March, Park and Ram (2004) was 
chosen as the research method. The final artifact will be the software engineering 
lexicon, and its creation is the heart of the research presented here. This goal can be 
answered with the following research question: 

 How an aspect-based lexicon for software engineering can be designed, built and 
evaluated? 

Answering this question need not only to consider the prior research for sentiment 
lexicons, but also to implement the knowledge gained by building an actual lexicon. 
Researching the prior literature written about creation of sentiment lexicons can help to 
guide the building process with the identification of common steps needed in the 
creation process. Prior research also sets the benchmark against which the created 
lexicon can be evaluated. 

2.1 Research method 

Creation of an aspect-based lexicon for software engineering involves the creation of a 
new IT artifact, which in turn sets the boundaries on what methodology is suitable for 
such a development work. Design science research defined by Hevner et al.  (2004) 
aims at building an IT artifact to solve a specific organizational problem. They explain 
that artifact can be either a construct, model, method or instantiation. This thesis 
describes the building of an aspect-based lexicon for the field of software engineering, 
which can therefore be classified as an actual instantiation of a software artifact. 

 

 

Figure 1. Information Systems Research Framework (Hevner et al., 2004) 

Hevner et al. (2004) define a framework for design science as a combination of 
paradigms that draws from both behavior-science and design-science. The framework is 
presented in Figure 1. In this thesis the environment is community of researchers that 
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could utilize the lexicon in their research. There does not yet exist a sentiment lexicon 
for software engineering that would employ VAD-scores, so the artifact would fill a 
specific gap in knowledge. The lexicon is built from a corpus consisting of 
communication exchange between developers over several different software 
development topics such as bug fixing and implementation of new features in open-
source projects. The corpus is similar to the one used by Mäntylä et al. (2016), and as 
such can be argued to be a representative sample of open-source projects. Therefore the 
lexicon can benefit specifically research related to open-source projects and sentiments 
that the developers express within those projects. 

The knowledge base for the creation of the lexicon is the existing literature that 
describes different lexicon-building approaches. The review of the literature was done 
using a modified literature review, which is based on the principles of systematic 
literature review created by Brereton, Kitchenham, Budgen, Turner and Khalil (2007). 
The process is described in more detail in section 2.2. The literature review helps to 
synthesize the knowledge of different processes that have are used to create different 
lexicons. These offer an insight to the problems and challenges of developing a lexicon 
as well as to the gaps in the knowledge of already developed lexicons. 
Recommendations and guidelines for the building process are also be derived from the 
existing works. These knowledge gaps, recommendations and guidelines are formed 
into requirements that shape the development process in this thesis. 

Hevner et al. (2004) lists seven guidelines to follow while solving a problem. These are 
designing an artifact, solving a relevant problem, evaluating the design, producing a 
clear contribution with the research, ensuring the rigor of the research, using search 
processes in the design, and communicating the research process and the results to the 
community. These guidelines are evaluated, and results are presented in Chapter 6.5. 

Design science research is an iterative method (Hevner et al., 2004). The final artifact is 
created during several cycles that can vary in length and scope. The research done in 
this thesis for the development of the aspect-based lexicon was done in five cycles, 
which are explained briefly in the following section. 

Cycle 1. Identifying the requirements for lexicon development 

The requirements for the lexicon are derived by performing a literature review to find 
solutions for lexicon creation. Several literature sources are analyzed to identify any 
gaps in knowledge. The requirements are refined from these analyzes so that they can 
match as many gaps as possible respecting also the limits of the thesis work. 

Cycle 2. Define the structure of the lexicon 

Structure of the lexicon is based on the literature review by assessing different existing 
solutions. The structure must meet the requirements defined on the first cycle. How well 
this is achieved is measured by comparing the requirements to the final structure of the 
lexicon. 

Cycle 3. Define the methods used to build the lexicon 

These methods are also derived from the literature review and from other suitable 
sources, which might not deal with building a sentiment lexicon, but which nonetheless 
offer insights and reasoning in favor of specific methods. The building of the lexicon 
takes place in several different stages; therefore, all the stages must be examined in 
detail. The exact methods for each stage are decided based on the objectives and 
restrictions of the thesis. 
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Cycle 4. Construction of the lexicon 

The aspect-based lexicon for software engineering is built using the knowledge gained 
in the previous cycles. Requirements that are identified from the literature dictate the 
structure of the lexicon as well as the building methods and processes. 

Cycle 5. Test the lexicon to validate its performance 

Hevner et al. (2004) state that one way of validating a good design solution is to 
validate it against existing solutions to the same or similar problem. The created lexicon 
will be evaluated using existing and established metrics found during the literature 
review. 

2.2 Methodology for literature review 

The review of the literature was done using a modified literature review, which is based 
on the principles of systematic literature review created by Brereton et al. (2007). The 
word modified is used, as the literature review does not follow the required steps 
rigorously, but rather uses them as a foundation for conducting the review. 

First a research questions were developed that allowed selection of relevant articles. The 
questions were: 

 Does the article focus on the creation of a sentiment lexicon? 

 What are the steps taken in this creation process? 

The articles were deemed relevant if they would both describe the creation process for 
an NLP lexicon as well as describe the process of its creation. Using these research 
questions as a guideline, several searches were made into Scopus database. The searches 
included different combinations from following search terms: Natural language 
processing, NLP, opinion mining, argument mining, emotion mining, sentiment 
analysis, lexicon, dictionary, valence, arousal, dominance, and VAD. The search results 
were skimmed through to identify relevant articles. The results were then expanded by 
using a backwards snowballing technique as described by Wohlin (2014) for some of 
the articles. As stated in that paper, backwards snowballing investigates reference list of 
the article to identify more relevant papers. The papers were taken into closer 
examination if they were cited in a manner that indicated they might have value to the 
literature review. In this thesis some papers were added via backwards snowballing, but 
it was not used in a systematic manner to all articles. 

The results from the articles are synthesized into different steps that describe lexicon 
building procedures. These are presented in more detail at section 4.2 of this thesis. The 
requirements that are derived from the literature are synthesized and explained in 
section 4.3. 
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3. An overview of natural-language processing 

Natural-language processing (NLP) is an interdisciplinary research field that develops 
set of tools and techniques for computers, enabling them to understand textual data 
written by using natural language (Chowdhury, 2003). Utilizing NLP does not have to 
limit purely to textual data. It has been applied also to speech recognition (Murveit, & 
Moore, 1990). However, Chowdhury (2003) states that understanding and analyzing 
written language can be seen as the core of this research field. NLP systems can perform 
analyses in different levels of granularity, from individual words to paragraphs and all 
the way up to whole textual documents (Chowdhury, 2003).  

The techniques of NLP can be employed to many different areas, such as creating filters 
to automatically detect harmful email messages, analyzing large amounts of text 
(Hagge, von Hoffen, Betzing & Becker, 2017), or mining online messages to detect user 
opinions for specific products (Hu & Liu, 2004). Despite the variations in the field, 
there are some common tasks that are used widely in all sub-fields (Hagge et al, 2017). 
Hagge et al. (2017) state in their paper that these include identifying roles of the words 
by utilizing part-of-speech (POS), and dependency parsing that explains the semantic 
relationships between the words.  

3.1 An overview of sentiment analysis and opinion mining 

NLP includes a large subfield that relates to either finding opinions of the writers or to 
analyse their emotions and attitudes. This is known as sentiment analysis and opinion 
mining. It is sometimes unclear whether these are one or two separate subfields. Some 
authors use terms of opinion mining and sentiment analysis interchangeably (Souza, 
Vieira, Busetti, Chishman & Alves, 2011; Ravi & Ravi, 2015), whereas one study 
defined sentiments as opinions that convey also an emotion (Mäntylä, Graziotin & 
Kuutila, 2018). 

Sentiment analysis is a technique that applies natural language processing to determine 
different subjective aspects of naturally produced text, such as opinions, sentiments, 
emotions and attitudes towards specific topics (Ravi & Ravi, 2015; Calefato, Lanubile, 
Maiorano & Novielli, 2017; Wilson, Wiebe & Hoffmann, 2005; Liu, & Zhang, 2012). 
Nasukawa and Yi (2003) include in their definition of sentiment analysis to include 
three different parts that are identifying sentiment expressions, polarity and strength of 
these expressions and their relationship to the subject. 

Positive and negative emotions can be detected by assessing the polarity of a text and 
analysing whether this polarity is positive or negative (Calefato et al., 2017). Polarity 
score is a representation of the intensity of the emotion (Neviarouskaya, Prendinger & 
Ishizuka, 2011). Analysis can be performed in different levels. It is possible to focus not 
only to the text as a whole, but also in smaller lexical units such as sentences (Feldman, 
2013), paragraphs (Taboada, Brooke, & Stede, 2009), text segments (Zhang & Singh, 
2014), phrases (Wilson, Wiebe & Hoffmann, 2005), features (Hu & Liu, 2004), aspects 
(Farooq et al., 2015) or concepts (Havasi, Speer, Alonso, 2007). It is also possible to 
assign certain thresholds for the polarity, so that texts that fall within this threshold are 
considered neutral even if they contain polarized words or phrases (Blaz & Becker, 
2016). 
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Opinion mining seeks to uncover the opinions and attitudes from the textual data under 
study (Ravi & Ravi, 2015), and it can be used for example to discover political attitudes, 
find out opinions relating to specific products and to help with managing customer 
relations (Esuli & Sebastiani, 2007; Cambria, Speer, Havasi & Hussain, 2010; 
Argamon, Bloom, Esuli & Sebastiani, 2007; Liu & Zhang, 2012). Finding opinions 
towards specific subjects can be done not only by observing direct expressions, but also 
from expressions that appear when an opinion is directed towards a specific event that 
then has either positive or negative effect to the subject (Choi & Wiebe, 2014). 

Cambria et al. (2010) list three main methods for finding opinions, which are 
recognizing keywords, lexical affinity and utilizing different statistical methods. They 
state that finding keywords can be applied to categorize opinions if the words contain 
specific and clear affective meaning. They explain the meaning of lexical affinity as 
analysing the probability of the individual words belonging to specific opinion. 
Statistical methods apply different statistical measurements to different portions of the 
text to draw conclusions from it (Cambria et al., 2010). 

Overall the purposes of sentiment analysis and opinion mining seem to complement and 
sometimes even overlap one another. Both seek to analyse the writer’s attitudes from 
analysing their expressions. This thesis focuses on the side of sentiment analysis, as the 
goal is to build a sentiment lexicon for the field of software engineering. 

3.1.1 Lexicon- and machine-learning approaches to sentiment 
analysis 

Two approaches used with sentiment analysis are lexicon-based and machine-learning 
based approaches, where the former is also called dictionary-based and the latter 
corpus-based approach. According to Blaz and Becker (2016) lexicon-based approach is 
used more widely as the other requires the creation of a high-quality corpus for training.  

Lexicon-based approach is based on a lexicon or dictionary, which is a collection of 
opinionated words (Oliveira, Cortez & Areal, 2014). They note that relying on a lexicon 
makes it possible to automatically classify text in an unsupervised way. At the same 
time, it is also argued that typically lexicon-based methods are unable to differentiate 
sentiment words specific to certain domain (Bross & Ehrig, 2013; Liu & Zhang, 2012), 
and that they might be missing context related data for the correct classification of 
polarity (Farooq et al., 2015). They might also miss obscene words, slang, expressions 
containing more than one word, and sayings tied to social situations. (Souza, Vieira, 
Busetti, Chishman & Alves, 2011; Nielsen, 2011) Criticism against lexicon-based 
approaches include notion of unreliability, since the lexicons are compiled either 
automatically or manually. This could lead e.g. to the situation where a word is 
classified with a false polarity. (Taboada, Brooke, Tofiloski, Voll, Stede, 2011) 

Machine-learning approach relies on training a tool using an annotated corpus to learn 
(Blaz & Becker, 2016). Corpus based method is suitable for identifying domain specific 
words, but it alone is not applicable for identifying all opinionated words inherent in a 
language (Liu & Zhang, 2012). It is possible to use the corpus to identify meaningful 
phrases that can bear expressions that would otherwise be missed, or to assign correct 
polarity to a word that is used in a neutral sense even when the word’s polarity might 
differ from it (Souza, et al., 2011). 

Corpus is a collection of texts or words, and its size and field can vary. It can be used 
both in lexicon-based and machine-learning analyses. Taboada & Grieve (2004) create a 
corpus from 400 product reviews collected from a website Epinions.com. Kim, Ohta, 
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Tateisi and Tsujii (2003) create a corpus called GENIA that was created from 2000 
article abstracts from MEDLINE database. Taboada et al. (2011) say that the collection 
should be divided into training and testing set of words to enable unbiased testing. They 
however note that this separation is not so important when using a lexicon-based 
approach. This requires that the words are assigned the general polarity from the real 
world and not the polarity that is present in the text itself (Taboada et al., 2011). 
Authors also state that the words chosen for the dictionary can be problematic if they 
are specific to a specific domain. 

Words that are assigned a polarity in a corpus or lexicon without a context are said to 
have prior polarity (Wilson, Wiebe & Hoffmann, 2005). This can be problematic, as the 
contextual polarity of the phrase might differ from the word’s general polarity (Farooq 
et al., 2015). Words could have different and even opposite polarities in different 
contexts (Farooq et al., 2015; Wilson, Wiebe & Hoffmann, 2005; Blaz & Becker, 2016). 
Contexts also prove to be challenging for classifier tools. Taboada et al. (2011) note that 
classifiers especially trained for a specific field achieve high accuracy on that context, 
but that it drops considerably if they are used in another field. 

One approach of creating a lexicon is based on ontologies. In it topic features are first 
identified and extracted from the data. After this they are compared against an extended 
ontology built for this topic, and words not relating to any of the terms in the ontologies 
are not considered. This shortened list of words is then annotated using a dependency 
parser to form a sentiment lexicon, which can be further analysed against specific 
individual lexicons. (Agarwal et al., 2015) 

3.1.2 Different levels of sentiment analysis 

Sentiment analysis can be performed in different levels. Besides from analysing the 
polarity of the text as a whole, it can be assessed in various ways by concentrating on 
phrases, sentences, features, concepts or segments. All these analyses are done on a 
different level of granularity when considering the whole text, and they could be used to 
supplement each other. 

Analysing documents is among the coarsest levels of sentiment analysis. It can still 
useful for the purposes of sentiment analysis (Agarwal, Mittal, Bansal & Garg, 2015). 
Many existing works on text analysis are focused only on single documents, and those 
that considered many separate documents are only interested in the similarities and 
differences between them (Hu & Liu, 2004). Document-level analysis might not provide 
comprehensive picture of the opinions expressed in it. As Liu and Zhang (2012) note, 
positively or negatively rated document does not necessarily mean that it does not 
contain also opinions of opposite polarity. They explain that even though the writer is 
generally positive or negative about a specific topic, he or she might have opposite 
opinions on specific aspects relating to that topic.  

Phrase-level analysis must take into account several things that can have an effect into 
the polarities within the phrases (Wilson, Wiebe & Hoffmann, 2005). Wilson and his 
colleagues talk about negations that can have an effect only locally or in a wider 
context, thus referring some other aspect further away in the text. This can cause 
problems in phrase-analysis, if the analysis is about a specific feature rather than just 
individual sentences (Farooq et al., 2015). Wilson et al. (2005) also give other examples 
that must be considered in a phrase-level analysis such as the different meanings of the 
words, what is the role of the word in the sentence, and what modifying words the 
phrase contains that can alter the polarities. 
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Sentence-level focuses the analyses to individual sentences. It is important to notice 
with sentence-level analysis that one sentence can have multiple opinions (Hagge et al., 
2017; Zhang & Singh, 2014). Hagge et al. (2017) write that these opinions might be 
about the same subject but can relate to different qualities and that the opinions might 
also change from negative to positive or vice versa. They also note that if a sentence is 
reduced only to the sum of all the scores contained within, some information might be 
missed. 

Segments are another lexical level for identifying sentiments. Zhang and Singh (2014) 
define them as a certain sequence of words, which contain one sentiment expression. 
Authors note in their article that segments are not specified to have a certain length or 
even a structure. They state that segment that can be shorter than a sentence, and that a 
sentence is the maximum length for a single segment. Segments can contain multiple 
clauses or be even shorter than a single clause (Zhang & Singh, 2014). 

Feature-level is based on identifying features from the source corpora. Features can be 
expressed either explicitly or implicitly, and implicit features are said to occur much 
less frequently in texts when compared to explicit ones (Hu & Liu, 2004). One 
possibility to find features is to apply rules that finds words or sets of words that occur 
often together, as was done by Hu and Liu (2004). They state that these can represent 
possible features from the text, but not all of them are actual features. Therefore, they 
recommend additional steps such as analysing word positions and eliminating 
individual words to remove unrelated sets of words. 

Concept-level is based on the idea of semantically connected words known as concepts. 
ConceptNet is one collections of such items called nodes, and each node is connected to 
another ones via edges that are predicates (Havasi, Speer, Alonso, 2007). The 
researchers explain that these edges describe the relationship between the nodes and 
examples are “MadeOf”, “PartOf” and “IsA”. Using concepts in sentiment analysis is 
argued to benefit from a higher recall when compared to word-based systems (Wu & 
Tsai, 2014). 
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4. Literature review 

This thesis is based on the foundation laid on the previous research about natural-
language processing and how sentiment lexicons are designed and built. A literature 
review was performed to build an overview from different methods used while building 
a lexicon for semantic analysis, and to discover the gaps in the existing sentiment 
lexicons. The literature review methodology is based on guidelines from Brereton et al. 
(2007) on performing systematic literature reviews, although not all the steps were 
followed in this thesis. Performing a full systematic literature review was deemed to be 
out of scope, as the thesis does not seek to present a systematic literature review of the 
topic. The purpose of the research is the creation of a lexicon suitable for software 
engineering. The term systematic literature review in this work will be rather referred as 
modified literature review based on the principles of systematic literature review created 
by Brereton et al. (2007). The steps taken in the literature review are specifying the 
research question for the literature review, identifying and selecting the relevant 
research papers to be studied, and synthesizing the results to answer the research 
question. 

This Chapter is structured as follows. Section 4.1 describes sentiment lexicons, and 
shortly describes the differences between generic and domain specific lexicons as well 
as to how they are built for different languages. A short introduction to four well-cited 
lexicons is also presented. Section 4.2 synthesizes the approaches identified in the 
precious research into different steps that are required to build a sentiment lexicon. 

4.1 Sentiment lexicons 

Sentiment lexicons refer to a specific type of a lexicon or dictionary, which contain 
semantic information. Literature lists several different versions of lexicons, and they 
often contain similar information. These include the polarity of the words, strength of 
this polarity and part-of-speech tagging. Polarity is used to classify the word as either 
positive, negative or neutral (Bross & Ehrig, 2013; Oliveira, Cortez & Areal, 2014). A 
strength denoting the intensity of the polarity can also be included in the lexicon (Blaz 
& Becker, 2016). Liu and Zhang (2012) note that even though lexicons are populated 
with words and phrases containing polarities, these do not necessarily on their own 
convey an opinion. Part-of-speech (POS) classification determines the type of the word. 
Hagge et al. (2017) mention that POS tagging could be used to identify features of 
products by looking at words labeled as nouns. 

Generic sentiment lexicons are used as generic dictionaries and they include 
Sentiwordnet and Wordnet-Affect (Blaz & Becker 2016). Both use an open source 
license allowing free use, modification and distribution of the data without restricting 
the usage. Generic sentiment lexicons might not be applicable to different domains. 
Words that express positive feelings and emotions in general can have negative 
meanings in certain domains and vice versa (Bross & Ehrig, 2013). As explained by 
Blaz and Becker (2016), general lexicons might also be missing domain specific words 
that convey some emotions. Lexicons specific to single domains address these problems 
by complementing and altering general dictionaries with words that have a meaning in 
that domain, but which can otherwise considered to be neutral in their polarity (Blaz & 
Becker, 2016). Altering generic lexicons does not have to include only altering the 



17 

words that do not have a polarity, but also changing the positive or negative polarity of 
words altogether depending on the domain (Demiroz, Yanikoglu, Tapucu, & Saygin, 
2012). 

Lexicons can also be dependent on the style of corpus that is used to build them. An 
example out of this is the use of data from microblogging services such as Twitter for 
lexicon building. Individual messages must be written with very limited amount of 
characters. This leads to a different writing style than what is seen in longer texts. Users 
resort to more direct writing and using of abbreviations (Oliveira et al., 2014). The 
researchers continue that therefore better results could be obtained from a lexicon that is 
not only built for specialized domain, but also customized for a specific social medium. 

Many lexicons are written in English, but there are some also in other languages such as 
in Spanish or Italian. Passaro, Pollacci and Lenci (2015) create a lexicon in Italian, 
which uses jointly corpus and human annotation methods. Their final lexicon includes 
over 30 000 words which are either verbs, adjectives or nouns. Ortigosa, Martín and 
Carro (2014) build a Spanish lexicon, which includes the positive or negative polarity of 
1547 individual word tokens. Mahyoub, Siddiqui and Dahab (2014) make an Arabic 
lexicon that relies on Arabic WordNet. It includes approximately 7500 terms that are 
scored simultaneously on scales of positivity, negativity and neutrality.  

Translation of corpus either from English to another language or vice versa is been done 
in some cases. Blaz and Becker (2016) use automatic translation to translate almost 35 
000 IT tickets written in Brazilian Portuguese. They state that the performance of 
sentiment analysis is not dependent on the quality of the translation. However, Mahyoub 
et al. (2014) argue that some words could lose their polarity sentiments in a machine 
translation, and that some terms could be lost entirely. Balahur and Turchi (2014) come 
to the same conclusion stating that it is not possible to guarantee satisfactory quality that 
can be used in sentiment analysis while using Bing Translator, Google Translate and 
Moses. They note however that these systems could be used to produce training data for 
machine learning systems. Besides the problems relating to automatic translation, 
manual translations pose also their own problems. Passaro et al. (2015) state that words 
can contain other meanings besides their literal meanings. They write that these 
connotations are tightly tied to the different cultures, and they can also change over 
time. 

Some lexicons have been referred many times in the scientific literature, and what 
follows is a short introduction to four of them, which are Sentiwordnet, Senticnet, 
Sentistrength and Linquistic Word Count and Inquiry. According to the citation count 
by Google Scholar, they have all received at least 140 citations, and in the case of 
SentiStrength, Sentiwordnet 3.0 and Linquistic Word Count and Inquiry (LIWC2015), 
they have gotten well over 1000 citations. 

Sentiwordnet is a semantic resource that assigns polarity values to all the synsets 
present in Wordnet (Esuli & Sebastiani, 2007). These synsets are defined as groups of 
synonyms that all are classified having the same POS type and which share the same 
meaning (Banerjee & Pedersen, 2002). Esuli and Sebastiani (2007) explain that values 
to these synsets are assigned as triplets which consists of positive, negative and neutral 
scores, and that these scores can be between 0.0 and 1.0. They continue that one synset 
can contain values from all these scores, and that the sum of the triplet is always 1.0. 
Most of the synsets are neutral in their polarity (Esuli & Sebastiani, 2007). The current 
version is SentiWordNet 3.0 by Baccianella, Esuli and Sebastiani (2010), and it is based 
on WordNet 3.0. It uses Princeton WordNet Gloss Corpus to deal with synset gloss 
disambiguation. Compared to the 1.0 version, Sentiwordnet 3.0 achieves around 20 per 
cent improvement in labeling positive and negative ranks (Baccianella, Esuli & 
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Sebastiani, 2010). According to Hung and Lin (2013) SentiWordNet 3.0 contained over 
117 thousand synsets, from which 93,75 per cent were categorized as objective words. 
Cambria, Havasi and Hussain (2012) criticize this lexicon for being both limited in its 
contents and that it also contains a lot of noise. They continue that it does not contain 
information about common concepts and sayings. The polarities are also not necessarily 
applicable to specific domains. Kang, Yoo and Han (2012) point out that in the context 
of restaurant reviews, the word delicious should be understood only as a positive word, 
but Sentiwordnet classifies that positive only with 75 per cent probability. Similarly, 
they say word greasy is classified negative with only 25 per cent probability. 

Senticnet is a lexical resource that has gone through several iterations of development. 
The first version assigned polarity values between -1.0 and 1.0 to around 5700 concepts 
drawn from the Open Mind corpus (Cambria, Speer, Havasi & Hussain, 2010). Authors 
note that concepts that were neutral or almost neutral in their value are not included in 
the lexicon. Senticnet 2 builds on the first version by adding information about domain, 
sentic values and most related concepts (Cambria, Havasi & Hussain, 2012). Senticnet 3 
expands its scope from purely common-sense concepts to include also common 
concepts, which is done to offer better recognition not only of polarities but also 
features (Cambria, Olsher & Rajagopal, 2014). 

SentiStrength is a lexicon built from MySpace comments by Thelwall, Buckley, 
Paltoglou, Cai and Kappas (2010). They explain that the initial set of 1000 comments 
were annotated by human annotators. From these they then created a list of 298 positive 
terms and 465 negative terms, which included polarity information for all the terms. 
Thelwall et al. (2010) explain that this list was later modified by running an algorithm 
that optimized the strengths in order to guarantee better accuracy. SentiStrength lexicon 
includes also separate lists for words that can affect the polarity value of the base word. 
Included also are a lists of idioms, slang words and emoticons (Thelwall et al., 2010). 
Sentistrength 2 expands the first version by adding negative terms from General 
Inquirer lexicon, which increases the size to 2310 words. Another dictionary was used 
to verify the terms, which caused changing several terms to use wildcards. (Thelwall, 
Buckley & Paltoglou, 2012) 

Linquistic Word Count and Inquiry is a dictionary that contains around 6400 words, 
word stems and emoticons in 90 different categories (Pennebaker, Boyd, Jordan & 
Blackburn, 2015). Authors note that a word can belong to several categories at the same 
time. Dictionary does not specify strengths of any kind. This dictionary is commonly 
used in conjunction with an application of the same name, to count how much the 
different categories are present in the text under analysis (Pennebaker et al., 2015). 

4.2 Sentiment lexicon building 

In their article Liu and Zhang (2012) list three main ways for building a sentiment 
lexicon. They say these are building it manually or utilizing a dictionary or corpus in its 
creation. Liu and Zhang note that creating the lexicon manually takes a lot of resources, 
and therefore it is not often employed alone. Instead they mention it as the last check 
when employing dictionary and corpus approaches. These are based on the creation of 
initial list of opinionated words, called seed set of words, and then expanding this list 
automatically over several iterations. This iterative process is called bootstrapping, and 
it will run until it can no longer find new words to add (Liu & Zhang, 2012). As is 
explained in Liu and Zhang’s article, in a dictionary method seed word list is expanded 
by searching an online dictionary or thesaurus for related words. They clarify that 
corpus-based method relies on analyzing a corpus using the list of seed words as a 
starting point. This list is expanded by employing different linguistic rules for 
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identifying new words with similar polarity properties (Liu & Zhang, 2012), or it could 
be expanded also with the antonyms that are opposite in their polarity when compared 
to the original term (Ravi & Ravi, 2015). 

Currently there does not exist a standardized way for building a sentiment lexicon, and 
there does not seem to exist unified instructions on how to build one (Nielsen, 2011). 
Ravi & Ravi (2015) mention only that building starts from a seed set of words, and this 
collection is then expanded using antonyms and synonyms. Tsai, Wu, Tsai and Hsu 
(2013) say that a dictionary creation includes two steps which are the collection of 
sentiment seed set and the propagation of sentiment value. They explain the first step 
includes usually either manual annotation or simply collection of the seed words from 
another lexicons. In the second step values are propagated through a thesaurus or 
another knowledge base such as Wordnet (Tsai et al., 2013). Farooq et al. (2015) 
propose steps for building a corpus-based lexicon dictionary while considering word 
sense disambiguation. They list these steps as extracting product reviews, extracting 
product features, identification of the feature or topic, extracting opinionated words to 
form a seed, annotating the seed words, and expanding the seed by obtaining synonyms 
and antonyms. The lexicon built by Farooq et al (2015) considered context for every 
word, so a single word could be classified many times depending on the context. 

This thesis adopts the individual steps proposed by Farooq et al. (2015) for lexicon 
building, as they offer most concise steps to be taken. However, the steps are modified 
to fit into a more generic model and a separate step for lexicon testing is added. The 
steps are listed in Figure 2. Each of these steps is looked more closely in the subsections 
4.2.1 through 4.2.7. Different methods for each step are identified and introduced from 
the literature. These steps are applied similarly to lexicons built from other lexicons, 
even though this leads to omissions from some of the steps. A specific step for 
preprocessing texts as introduced by Ravi & Ravi (2015) has been added as an optional 
phase between building of the corpus and identifying features. Some studies do not fit 
into this order, e.g. Wilson, Wiebe & Hoffmann (2005) annotate their lexicon only after 
they have done the seed expansion step. 

 

 

Figure 2. Steps for building a lexicon 

There can also be lexicons that are created in such a way that they do not fit to any of 
the steps proposed by Farooq et al. (2015). This can mean that the lexicon is more or 
less a combination of already existing resources and lexicons. One example is Cornetto 
(Vossen, Maks, Segers & VanderVliet, 2008), which is mainly a combination of Dutch 
WordNet and Referentie Bestand Nederlands. Vossen et al. (2008) describe that the 
former is a Dutch version from Wordnet and the latter includes similar information as 
FrameNet. They note that creation of this database dealt with the problems of fitting 
different lexical resources together that contain different sort of information. Another 
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example can be seen by Hung and Lin (2013), whom modify SentiWordNet by altering 
the orientation of neutral words. For this they use a movie review dataset and calculate 
new orientation for previously neutral words by analyzing their appearance in positive 
or negative sentences. Lastly Poria, Gelbukh, Hussain, Howard, Das & Bandyopadhyay 
(2013) combine SenticNet and WordNet-Affect with the idea of assigning emotional 
labels from WordNet-Affect to SenticNet concepts. 

4.2.1 Building a corpus 

One possible application for natural language processing is to mine user opinions from 
reviews of specific products (Hu & Liu, 2004; Farooq et al, 2015). First step for 
building a lexicon for a specific domain according to Farooq et al. (2015) is therefore to 
extract the reviews of the products from online sources, and several authors have done 
similar extractions as their base for building a lexicon (Farooq et al., 2015; Hu & Liu, 
2004; Bross & Ehrig, 2013; Souza et al., 2011; Kang, Yoo & Han, 2012). This step can 
be intertwined with the extraction of the product features step, which means 
determining from the extracted texts, what features are present in it (Farooq et al., 
2015). 

Farooq et al. (2015) create a wrapper that pulls reviews from products automatically 
from different websites. Similar idea is used by Hu and Liu (2004) and Bross and Ehrig 
(2013) whom download reviews related to specific products. Souza et al. (2011) 
download movie reviews and combine them with other journalistic texts. Zhang and 
Singh (2014) retrieve automatically two different datasets from Tripadvisor. Kang et al. 
(2012) crawl automatically through restaurant reviews. 

Instead of using reviews or other longer texts from websites, corpus can be built by 
analyzing messages in social media. From Twitter it is possible to obtain tweets related 
to a certain topic by looking at specific hashtags (Zach, Wallace, Tussyadiah and 
Narayana, 2018). The same concept is used by Oliveira, Cortez and Areal (2014) to 
analyze stock market from a website called StockTwits, which uses concept like 
hashtags called cashtags to identify specific stocks. The authors explain it is also 
possible to label a message already bullish or bearish, which means if the message is to 
be considered positive or negative. 

Choi and Wiebe (2014) build their own corpora by utilizing Lexical Units defined in 
FrameNet resulting in 746 positive effect lexical units and 601 negative lexical units. A 
lexical unit is a word that has been returned to its base form. This word is tied into a 
specific situation and the connections between the word and other participants are also 
represented (Choi & Wiebe, 2014). E.g. looking at the word Expansion at FrameNet’s 
website, which can be found at https://framenet.icsi.berkeley.edu/fndrupal, we can 
discover its different attributes. In the case of the word Expansion we find out it means 
that an item changes its physical size and it can include additional information such as 
initial and result sizes and the size of the change. 

This corpus building step might be omitted or changed depending on the data. Some 
researchers have built their own corpus using a set of rules to another set of data such as 
FrameNet (Choi & Wiebe, 2014). Other studies use preprocessed data sets offered by 
other authors (Demiroz et al., 2012; Agarval et al., 2015) instead of extracting their own 
sets of data to build lexicons. 

No single way of creating a corpus could be identified from the literature. There are 
several ways on how to approach this creation process, and as seen in some cases the 
step can be either omitted entirely or modified to fit the purpose of the research. 
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4.2.2 Preprocessing data 

Before analyzing the obtained data, it might be necessary to do some preprocessing 
actions. Ravi and Ravi (2015) list the most often used ones which are removal of stop 
words, tokenizing and stemming individual words, and applying POS-tags (Hu & Liu, 
2004; Oliveira et al., 2014; Kang et al., 2012). Some authors use also different 
techniques such as lemmatization that returns the word to its basic form known as 
lemma (Bross & Ehrig; 2013; Poria et al., 2013; Oliveira et al., 2014), cleaning of the 
source text (Kang et al., 2012; Oliveira et al., 2014) and equalizing the acquired data to 
balanced sets (Oliveira et al., 2014). 

Gathering data from a social media network can entail multiple steps. For example, the 
data gathered from StockTwits website by Oliveira et al. (2014) required excluding 
some uninformative texts, manipulating the tags from HTML code, replacing cashtags 
with another tags, and finally changing all numbers with a single tag. After this cleanup 
they then lemmatize and tokenize the remaining words by assigning POS tags. 

Preprocessing step employs different techniques that depend on the type of source 
material used in the creation of the corpus. Most common ones are stop word removal, 
tokenization, stemming and applying POS-tags. It might be also necessary to perform 
some cleaning if the data was acquired automatically.  

4.2.3 Identifying features 

Identifying features step includes determining from the extracted texts, what is the 
lexical scope used while talking about a specific feature (Farooq et al., 2015). As the 
authors mention, feature can be expressed in a variety of levels starting from single 
clause to a whole sentence. They hold the sentence as the maximum length, which is the 
length Zhang and Singh (2014) also define to be the maximum length for segments. 
Some authors exceed this, and this can cause problems relating to disambiguating the 
word senses (Farooq et al., 2015), which means identifying the context in which the 
word appears. 

Farooq et al (2015) identify feature scope by creating heuristic rules relating to 
identifying certain properties in clauses. These deal with recognizing and dealing with 
specific characteristics in clauses. Balahur and Montoyo (2012) identify situations from 
International Survey of Emotional Antecedents and Reactions (ISEAR) database that 
relate to one of the following emotions: anger, disgust, fear, guilt, joy, sadness and 
shame. Additionally, these situations have to describe events between family members.  

Bross and Ehrig (2013) use several methods to discover the product features. They 
extract tuples, where one part is the aspect of the product and another is the expression 
of sentiment. After this they employ mathematical and statistical methods to verify 
these tuples as descriptions of actual features. As mentioned earlier the research from 
Zach et al., (2018) show how to extract Twitter data related to a specific topic by 
recognizing hashtags. 

Hu and Liu (2004) look for itemsets that appear often in the acquired texts, which 
means finding sets of words that occur often together. According to them these itemsets 
can present potential features, but they can also include useless information. Finding the 
actual features from these itemsets can be done by pruning, which means removing the 
irrelevant itemsets. They explain that this removal can be based wither on compactness 
or redundancy. Compactness evaluates the distances between words and gets rid of 
itemsets that are not grouped together. Pruning by redundancy deletes all features that 
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are based only on single words, which do not appear in a predefined number of times, 
and which are mostly part of some superset. This entails that they are not possibly 
useful on their own, but only when they’re grouped with some other noun (Hu & Liu, 
2004). 

Identifying features or aspects can be performed in several ways and on different levels. 
Some authors use heuristic rules while other employ mathematical, statistical and other 
methods to identify aspects from the corpora.  

4.2.4 Seed extraction 

Extracting the seed means creating a set of words from the corpora that is used as the 
base for building the lexicon. Seed does not necessarily have to be limited only to 
words, but it can also be a collection of synsets (de Albornoz, Plaza, Gervás, 2012; 
Esuli & Sebastiani, 2007), or tuples (Bross & Ehrig, 2013). This seed is usually built 
regardless if the method for building a lexicon is dictionary or corpus based (Bross & 
Ehrig, 2013). There is not a standardized way for doing this, so multiple approaches can 
be taken. This step can also include simultaneously other steps such as seed annotation 
(Passaro, Pollacci & Lenci, 2015). 

Some authors create the seed manually (Nielsen, 2011; Banea, Mihalcea & Wiebe, 
2008; Passaro et al., 2015; Strappava & Valitutti, 2004). Nielsen (2011) creates the seed 
starting from a set of obscene words and a few positive ones. The author argues that the 
inclusions of obscene words and slang acronyms can help with increasing the 
performance of the lexicon. Seed set from Banea, Mihalcea & Wiebe (2008) include 60 
words, which are selected manually from a curriculum developed by the Romanian 
Ministry of Education. Banea et al. (2008) check the translations to see if they are 
included in the OpinionFinder’s strong subjective lexicon. The words they include in 
the seed are divided equally to verbs, nouns, adjectives and adverbs. 

Passaro et al. (2015) use a base for their Italian lexicon a classification of eight basic 
emotions of joy, sadness, anger, fear, trust, disgust, surprise and anticipation as 
classified by Plutchik (as cited in Passaro et al., 2015). The reason to use Plutchik’s 
classification is justified by the authors with the fact, that it produces balanced set of 
emotions, and it also keeps the number of different classes low. The initial seed of 
words is created manually by 60 persons whose mother tongue is Italian, and who are 
asked to list 5 adjective, noun and verb lemmas from each of the eight categories 
(Passaro et al., 2015). This produces an initial seed of 347 lemmas. From these the 
authors leave out lemmas that could evoke multiple emotions, and further add the names 
of single emotions to the initial seed. The final number is 555 seeds (Passaro et al., 
2015). This phase seems to be a combination of the initial seed creation and annotation 
part, as it was done simultaneously. 

Strapparava and Valitutti (2004) create manually an initial set of 1903 words that are 
directly or indirectly related to emotional states. Writers explain that set is created in 
several iterative steps. First, they search adjectives from different dictionaries. Nouns 
are added later by considering the adjective which they correlate with. In a similar 
fashion they add verbs and adverbs. All of these are then labeled with different 
information such as part-of-speech, definition, synonyms, antonyms, and how the term 
correlates between English and Italian (Strapparava & Valitutti, 2004). 

Other researchers rely on methods that are at least partially performed automatically 
(Hu & Liu, 2004; Oliveira et al., 2014; Zach et al., 2018; Bross & Ehrig, 2013; Demiroz 
et al., 2012; Thelwall et al., 2010; Balahur and Montoyo, 2012). Hu and Liu (2004) list 
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two ways for finding seed terms from the corpora. These rely either on symbolic or 
statistical approaches. Symbolic approach relies on identifying noun phrases, but this 
might also produce too many non-term words. Statistical approach considers the 
distances between words, and applies the basic assumption that words related to a 
specific term are found close to each other. This might cause inaccuracies detecting the 
terms, as single word terms, rarely appearing terms, or variations from the terms might 
be missed entirely (Hu, Liu, 2004). 

Another option is to include or exclude seed words is based on the number of 
appearances in the corpora. Oliveira et al. (2014) add to their lexicon only words that 
appear over 10 times in their corpus. Authors also exclude automatically words that are 
tagged with a part-of-speech tags that were deemed to be uninformative. One example 
are pronouns, that by themselves do not offer much sentiment value (Oliveira et al., 
2014). Zach et al. (2018) extract automatically 2000 terms that appeared in 1.38 million 
tweets that formed their corpus. These terms are reviewed manually to ensure they do 
not contain any unrelated information such as numbers or terms that were written in a 
different language that English. To these terms they add relevant terms from different 
travel guides. This results in a total of 1983 unique terms. 

Semantic connections and information can also be utilized in seed extraction. Bross and 
Ehrig (2013) extract tuples from the corpora and group them together if they were 
semantically connected. For grouping they use two semantic relations, which are “type-
of” and “synonym-of”. The reasoning behind this grouping is that similar words share 
similar polarities. Authors note that this can also lead to misclassifications. 

Random sampling was used to select automatically the seed terms by Thelwall et al. 
(2010). They create their seed by creating a random sample from comments posted in 
Myspace-website from persons living in the U.S. that joined that service on a specific 
day. Authors consider possibly anomalies in different accounts and reject ones that had 
either too little or too many friends or comments. 

Reviews have been used in research to build a corpus and to extract the seed. Zhang and 
Singh (2014) download two different datasets from Tripadvisor reviews. The first one 
contained over 4000 hotel reviews and the second one was built with 200 random 
reviews. They create the seed by selecting 100 reviews from these Tripadvisor corpora. 
Demiroz et al. (2012) extract also domain specific words from reviews, but they use 
hotel and movie reviews. Extraction is done using a technique called term frequency - 
inverse document frequency. They calculate occurrence of words in specific classes and 
deduct from it the proportion of documents where this happens. Very frequently 
appearing words are not considered, as they might represent common verbs, articles etc. 
Kang, Yoo and Han (2012) do not specify different steps for seed extraction and 
expansion for their lexicon of restaurant reviews. They collect from their restaurant 
corpus all adjectives and include also all emotion bearing verbs and nouns. The lexicon 
includes in total of 2487 patterns of uni- and bigram words expressing emotions. 

Using seed list or other resources compiled by other researchers can also help in 
forming a seed. Mahyoub, Siddiqui and Dahab (2014) use a seed list defined by Turney 
and Littman (2002), which included 14 words. Half of the words in the list by Turney 
and Littman are positive and half are negative. Translating these terms to Arabic result 
only in four positive and four negative words. The authors add terms to the seed by 
randomly choosing semantically related words from the Arabic WordNet. Final seed 
includes 10 positive and 10 negative words. Souza et al. (2011) use also the seed list 
from Turney and Littman (2002) but translate the 14 words in it to Brazilian Portuguese. 
Wilson, Wiebe & Hoffmann (2005) use as their seed a set of subjectivity clues that were 
compiled by Riloff and Wiebe (2003). These clues describe how subjective the terms 
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are. Similarly Argamon et al. (2007) created their seed from individual words and 
expressions they had taken from another research. Balahur and Montoyo (2012) extract 
from ISEAR database in total 1081 sentences. The emotion expressed most is sadness 
with 292 sentences, while the least expressed emotion is joy with 76 sentences. These 
sentences are clustered using K-Means and Lesk similarity. From these clusters they 
select manually and randomly 25 per emotion to form the seed for their lexicon, which 
makes the seed size to be 175 sentences. 

Using previous versions of the lexicon can also be used as a base for a new one. 
Pennebaker et al. (2015) use a previous version of their LIWC dictionary LIWC2007 as 
their seed set, but also include other sources. Authors do not specify the sources in more 
detail, or what was their inclusion criteria. Pennebaker et al. do mention that the seed set 
is compared against different corpora to prune out irrelevant words. Those that are not 
found at least once in multiple corpora are discarded from the seed set. 

Seed set does not have to comprise of only words, as synsets or other types of 
definitions can also be used as the seed (de Albornoz et al., 2012; Esuli & Sebastiani, 
2007; Choi & Wiebe, 2014). Using 500 text as their corpus, from which 250 were from 
hotel reviews and 250 news headlines already labeled into Wordnet synsets, de 
Albornoz et al. (2012) create their seed set. Esuli and Sebastiani (2007) select few 
synsets using selected positive and negative terms. The seed includes in total 47 positive 
and 58 negative synsets. Choi and Wiebe (2014) divide their annotated set of lexical 
units into words containing positive or negative effects. This word list is then further 
divided into a training set that acts also the seed and into a test set. Training set contains 
128 positive effect words, 243 negative words and 220 neutral words. 

Seed extraction displays several possibilities on how it can be performed starting from 
manual selection and ending in different types of fully automated methods. Instead of 
using a corpus, seed set can be created also by utilizing already finished lists, databases 
or collections from other researchers. Extracting the seed does not also necessarily have 
to consider only words, as also synsets or other coherent lexical types can be used as the 
seed set. 

4.2.5 Seed annotation 

Seed annotation refers to assigning the seed set of words, synsets or other lexical units 
some sort of qualities such as polarities (Zach et al., 2018; Farooq et al. 2015; Bross & 
Ehrig, 2003; Zhang & Singh, 2014; Nielsen, 2011) and polarity scores (Zach et al., 
2018; Esuli & Sebastiani, 2007). Manual annotation is performed in several studies 
(Zach et al., 2018; Farooq et al. 2015; Zhang & Singh, 2014; Esuli & Sebastiani, 2007; 
Nielsen, 2011; Argamon et al., 2007), and methods include using a mechanical turk 
service (Zach et al., 2018), using several annotators simultaneously (Zhang & Singh, 
2014; de Albornoz, Plaza & Gervás, 2012) or individually (Pennebaker et al., 2015), 
Farooq et al. (2015) argue in favor of manual annotation saying that automatic 
annotation is not able to accurately determine the context where the word is used. 

Some authors resort to use automatic measures for annotation. Oliveira, Cortez and 
Areal (2014) calculate various sentiment scores for each word in their lexicon using 
four different statistical measures, and from these four measures they create an equal 
number of lexicons containing unigrams and bigrams. Since every lexicon uses a 
different measure, the words have different values in each of them (Oliveira et al., 
2014). Bross and Ehrig (2013) annotate the extracted groups of tuples with a positive or 
negative sentiment score by counting the aggregate scores for them. Demiroz et al. 
(2012) calculate polarities for their seed by examining whether the word occurs more in 
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a positive or a negative reviews and assign the word polarity according to whether it is 
seen predominantly in one or the other. Souza et al. (2011) use different methods for all 
their lexicons. For the corpus-based lexicon built using movie reviews and other texts 
they apply Pointwise Mutual Information (PMI) calculations for the polarities. In the 
thesaurus-based lexicon they calculate distances between synonyms and antonyms, and 
the polarity is determined from the shortest distance between seed classes from TEP 
thesaurus. To their translated lexicon they use an already existing opinion lexicon 
containing around 6800 entries and translate it using Google Translate ending up with 
4909 expressions. The final lexicon is a combination from these three separate ones, and 
it contains 7077 words and expressions with polarities (Souza et al., 2011).  

Annotation scales are not uniform across the studies. Instead several variations are seen 
such as a scale of 1 to 9 (Zach et al., 2018), scale from -5 to +5 (Nielsen, 2011), a triple 
scale for positive, negative and neutral between 0.0 and 1.0 (Esuli & Sebastiani, 2007), 
a single score between 0.0 and 1.0 (Demiroz et al., 2012), assigning only words 
describing the polarity (Zhang & Singh, 2014; Wilson, Wiebe & Hoffmann, 2005; Kang 
et al., 2012), labeling words to different emotional categories (de Albornoz et al., 2012), 
assigning both polarity and attitude’s type and strength to every term (Argamon et al., 
2007), creating a 4-tuple that contains actor, action, object and emotion (Balahur & 
Montoyo, 2012). 

Seed annotation can again be divided either to manual or automatic annotation 
techniques. There are various possibilities for annotation, depending on what kind of 
information and scale the researchers want to employ. Some rely describing the polarity 
of the words rather than using numerical scales. 

4.2.6 Seed expansion 

In seed expansion the initial set of words is expanded to include more words. Expansion 
can be done in several ways, by utilizing a corpus built in an earlier stage of lexicon 
building, or by utilizing other corpuses and lexical resources such as Wordnet. This 
expansion can result in significant growth for the lexicon size. One example of such a 
growth is seen on the research from Passaro et al. (2015), who used two other Italian 
corpora to add 30 000 synonym words to their seed set that comprised of 555 words.  

Several studies use Wordnet in their seed expansion either by considering the relations 
between synsets such as synonyms and antonyms (de Albornoz, Plaza & Gervás, 2012; 
Farooq et al., 2015), examining relations between more general and specific classes and 
glosses (Choi & Wiebe, 2014), searching for the nearest semantically or lexically 
related synsets (Mahyoub et al., 2014; Strapparava & Valitutti, 2004; Esuli & 
Sebastiani, 2007), using semi-supervised learning method such as label propagation 
(Bross & Ehrig, 2013), or combining the expansion not only with Wordnet but also with 
other sources as dictionaries (Wilson, Wiebe & Hoffmann, 2005) or thesauruses 
(Argamon et al., 2007). 

Some authors use either an existing corpus or a corpus that they have collected during 
the earlier phases of the building process to inflate their seed set. Zhang and Singh 
(2014) create 10 different lexicons by utilizing iterative cycles in their own corpus. 
Balahur and Montoyo (2012) enlarge their seed by adding actions and action chains 
from their ISEAR corpus. Passaro et al. (2015) utilize two different Italian corpora to 
expand their seed set. 

It is possible to use an existing lexicon instead of a corpus for the seed expansion. Few 
authors take an existing lexicon or dictionary and modify it according to their generated 
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seed set. Banea, Mihalcea & Wiebe (2008) add to their seed set new words by searching 
a dictionary for synonyms, antonyms, and words from the definition of terms. Agarval 
et al. (2015), instead of even creating a seed, instead create a new lexicon simply by 
combining Senticnet, Sentiwordnet and General Inquirer into one. Demiroz et al. (2012) 
apply their seed to an already existing lexicon Sentiwordnet by examining if there was a 
discrepancy between the polarity score of their seed and the version obtained from 
Sentiwordnet. If the seed word contains a different polarity, the authors apply two 
different methods to construct two lexicons. In the first method they pick the opposite 
polarity assigned originally to the word in Sentiwordnet, and the second method assign 
the word polarity calculated from the occurrence in positive and negative reviews. 
SentiStrength 2 by Thelwall et al. (2012) is built on top of the original with expanding it 
by adding negative terms from a General Inquirer lexicon, to which polarity ratings are 
added manually. Authors later add even more terms by checking all the words from a 
dictionary. 

Other researchers use a combination of all aforementioned techniques or utilize 
something that does not fit into any of them. Nielsen (2011) adds more words to the 
seed by including words from Twitter posts, different dictionaries and word lists, and by 
utilizing n-gram similarity web service from Microsoft. Zach et al. (2018) combine their 
scored seed words with an existing dictionary replacing the old scores with the new 
ones. Pennebaker et al. (2015) expand their seed set of words using both Stanford 
Natural Language Toolkit and Meaning Extraction Helper to identify commonly 
occurring words not yet present in the dictionary. 

Seed expansions displays similar diversity as the other steps. Using a corpus or corpora 
built for lexicon development is one possibility, but also utilizing already existing 
lexical resources such as Wordnet was seen in several articles. The rules for expansion 
differ depending on the resource used for expansions as well from the type of seed set 
used. One possibility is to combine several different resources and techniques for the 
seed expansion.  

4.2.7 Lexicon testing 

Lastly as the lexicon is built it is tested to see how well it performs. This testing can be 
done against other dictionaries (Oliveira, Cortez & Areal, 2014; Zhang & Singh, 2014; 
Zach et al., 2018; Souza et al., 2011; Farooq et al., 2015; Nielsen, 2011), original 
versions if the new lexicon is a modification of an already existing dictionary (Demiroz 
et al., 2012; Zach et al., 2018), corpus that was specifically built during the research 
(Balahur & Montoyo, 2012; Souza et al., 2011;  Farooq et al., 2015), other corpora 
(Pennebaker et al., 2015; Kang, Yoo & Han, 2012), manually annotated gold standards 
(Blaz & Becker, 2016; Banea, Mihalcea & Wiebe, 2008), or other manually annotated 
values (Zach et al., 2018). 

Some authors use methods that do not fit into any of the aforementioned categories. 
Passaro, Pollacci and Lenci (2015) test their results by asking human annotators to 
evaluate on a scale of 1 to 5 how well lexicon entries depict the feelings they are 
associated with. Nielsen (2011) calculate Pearson and Spearman’s correlations against 
different lexicons, and he reports partly better results than others except for 
SentiStrength. 

There are several different ways to evaluate the performance of the created lexicon. 
These include calculating accuracy, precision, recall and F-measure (Souza et al., 2011; 
Balahur & Montoyo, 2012; Farooq et al., 2015; Oliveira, Cortez & Areal, 2014; Choi & 
Wiebe, 2014; Zhang & Singh, 2014). Other researchers use only few of these measures, 



27 

such as accuracy (Agarval et al., 2015), precision (Passaro, Pollacci & Lenci, 2015), F1-
measure (Argamon et al., 2007), or a partial combination from them (Banea, Mihalcea 
& Wiebe, 2008; Kang, Yoo & Han, 2012). 

Some authors give their testing results in a more freeform style. Demiroz et al. (2012) 
display some references of classification differences between the new lexicon and 
Sentiwordnet, but do not explicitly state any numerical figures. Pennebaker et al. (2015) 
report that their LIWC2015-lexicon can label over 86 per cent of text from different 
corpora, and they also present how much correlation the new version has when 
compared against the old version of their lexicon. 

Testing phase is again marked with diversity. Calculating accuracy, precision, recall and 
F-measure are among the most popular choices, although it is possible to use only some 
of these measures. Different correlations or even asking for human input can also be 
used to evaluate the created lexicon. 

4.3 Requirements derived from literature 

Identifying the requirements for the aspect-aware sentiment lexicon for software 
engineering is done by analyzing the existing solutions from the literature. As was noted 
several times in the previous Chapter describing the different steps for lexicon building, 
there is not yet a standard way for building a lexicon. Therefore, the requirements are 
gathered by analyzing the gaps that were identified during the first cycle of the design 
science process. The necessary and additional enhancing requirements are summarized 
in Tables 1 and 2. In total 10 requirements were found, from which seven were deemed 
necessary features and three as additional enhancements. 

 

Table 1. Necessary requirements derived from literature 

RE1 Lexicon must be constructed specifically to the field of software engineering. Domain specific 
lexicons perform better in their particular domain (Zach et al., 2018), and generic lexicons 
might miss opinion bearing words that are specific to that domain (Blaz & Becker, 2016). 

RE2 Words specific to the domain of software engineering must be correctly identified and 
annotated. This answers the problem described by Kang, Yoo and Han (2012), where generic 
lexicons do not correctly assign the correct polarity to the words. 

RE3 Lexicon must include information from valence, arousal and dominance. Very few lexicons 
consider all of these. VAD scores do not relate to any cultural interpretation, so they can be 
considered to be more robust (Mäntylä, Adams, Destefanis, Graziotin, & Ortu, 2016). 

RE4 Lexicon must be customized to the social medium that it is used to analyze, thus ensuring it 
captures also expressions specific to that medium (Oliveira et al., 2014). Also see RE 6. 

RE5 Domain specific aspects has to be identified and extracted from the corpus using a set of 
heuristic rules (Farooq et al., 2015). 

RE6 Lexicon must be built from raw derived data to find non-standard words like spelling variations 
and slang words (Velikovich, Blair-Goldensohn, Hannan & McDonald, 2010).  
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RE7 Seed must be verified by annotators to ensure proper ratings. Several annotators should be used 
to achieve better results (Murgia, Tourani, Adams, B, Ortu, 2014). 

 

Table 2. Additional and enhancing requirements derived from literature 

RE8 Seed must include obscene words and slang acronyms, as they help to increase the 
performance of the lexicon (Nielsen, 2011). 

RE9 Polarity scores expressed in the lexicon should consider the sentiment shifters from the 
corpus, as these can modify or even change the score to an opposite polarity (Bross & Ehrig, 
2013). 

RE10 Seed can be built by extracting the most common words and n-grams, as this is shown to 
produce better results with domain-specific lexicons (Zach et al., 2018). 

 

In addition to the mandatory requirements, three additional but non-mandatory 
requirements were discovered that could help to enhance the lexicon. These include the 
addition of obscene words and slang acronyms (RE8) to increase the coverage and 
performance of the lexicon. Using most common words and n-grams to build the seed 
helps to improve performance in a domain-specific lexicon (RE10). Finally, the polarity 
scores should consider sentiment shifters to increase the score accuracy (RE9). 
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5. Developing the sentiment lexicon 

Developing the lexicon follows the process described in Chapter 2.1 and it focuses on 
cycles 2, 3 and 4. Due to the interwoven natures of design and development processes, 
they are being used in parallel. This ensures that when a solution is discovered to a 
particular step, it is immediately deployed to speed up the development progress. 

The prior research identified both the steps for building the lexicon as well as the 
requirements it should meet. The steps are creation and preprocessing of the corpus, 
designing and implementing the process for identifying aspects, selecting the seed set of 
aspects, proposing different calculation methods for VAD-score annotation, and finally 
expanding the seed set. These steps are investigated more closely in the subsections 
from 5.1 to 5.5. 

 

Table 3. Partial structure of a row in lexicon 

Aspect Opinion Valence1 Arousal Dominance … 

 

The lexicon design is decided to be a table where every row has all the information from 
one aspect. Each row is divided into sections where every column defines a different 
characteristic of the aspect. First column is reserved for the nouns, second for the related 
opinion words comprising of adjectives and adverbs, and the following columns for 
VAD-scores. The Table 3 shows a portion of a typical row from the lexicon. 

5.1 Creation of the corpus 

The dataset used to create the corpus is based on development comments from open-
source projects that employ Jira issue tracking system for commenting. These individual 
comments are made by both paid developers as well as hobbyists. Dataset was created 
by Claes, Mäntylä and Farooq (in-press), which consists of comments mined from 102 
Apache projects and 66 Mozilla projects. The mining was done by using Perceval, 
which is a tool for mining software project data from different repositories (Dueñas, 
Cosentino, Robles & Gonzalez-Barahona, 2018). In total the dataset has 1.3 million 
comments from Apache projects and 4.5 million comments from Mozilla projects 
(Claes et al., in-press). 

Similar dataset has been used in a study where it was investigated if different affective 
qualities such as emotions and politeness have an effect to developer’s productivity 
(Ortu, Adams, Destefanis, Tourani, Marchesi & Tonelli, 2015). Authors mined 575 991 
comments from Jira comments related to Apache projects. Ortu et al. (2015) considers 
their data to give a good sample of different open source projects. Data mined by Claes 
et al. (in-press) follows the same principles and ideas but focuses on Apache and 
Mozilla projects. Thus the data used to build the corpus can be considered to be a 
representation of open source projects, although it cannot be generalized to represent all 
open-source software projects. 



30 

5.1.1 Preprocessing the Jira dataset 

The dataset is preprocessed using R and an open-source package called NLoN (Natural 
Language or Not), which is used to identify natural language from e.g. blocks of code 
(Mäntylä, Calefato, Claes, 2018). After this the dataset is divided into sentences, and 
each sentence’s polarity is ascertained with the help of an already existing tool. 
Sentistrength is selected due to its good performance when used to classify individual 
sentences according by their polarity (Thelwall et al., 2010). This polarity classification 
aids in the selection of the seed words, as each polarity can be then sampled using 
stratified sampling. 

This corpus is processed further using Python NLP package called Spacy. It offers a 
variety of features such as tokenization, POS tagging, sentence recognition and entity 
recognition (Spacy Usage Documentation: Facts & Figures, n.d.). Using Spacy the 
corpus is tokenized, lemmatized, dependency parsed, and POS tagged. Final processed 
version includes both original sentences and processed sentences where sentence is a list 
containing tuples that consist of lemma, POS tag and a dependency label. An example 
of included sentences would be: 

Original sentence: This patch looks excellent! 

Processed sentence: [('this', 'DT', 'det'), ('patch', 'NN', 'nsubj'), ('look', 'VBZ', 'ROOT'), 
('excellent', 'JJ', 'acomp'), ('!', '.', 'punct')] 

The processed sentence is tokenized, which means that every word is separated to its 
own entry. The result is shown as a list, where every entry contains three pieces of 
information. First comes the word in its base form followed by two abbreviations, 
which display the POS tag and dependency label. Thus looking at word “patch”, we can 
see that it is a noun (NN) and that it is the nominal subject (nsubj) in the sentence. 

5.1.2 Selecting a random sample as the corpus 

Due to the large size of the corpus obtained from the JIRA dataset, it is not possible to 
build the lexicon from the whole dataset due to the limited computing resources. In total 
the dataset consists of 1.89 million sentences that are rated as having a positive valence, 
and around 517 000 having a negative valence. From these a 5 per cent sample of the 
corpus is used to create the lexicon due to the limited computing resources. Two 
different possibilities are considered for sampling, which are simple random sampling 
and stratified sampling. 

Random sampling selects the sample randomly. This ensures that every unit under 
observation has an equal choice of being selected without any regards to other factors. 
Stratified sampling considers some characteristics from the target under study. In 
lexicon building this can be the sentences of different polarity strengths. This way the 
sample would include the different strength polarities in same proportions as they 
appear in the whole dataset. 

For this thesis a combination of both sampling techniques is used. Selection of a 
balanced set of seed words is done by employing stratified sampling. This ensures that 
all polarized words are presented in equal amounts as they appear in the original dataset. 
Stratified sampling is used to select sentences that exhibit at least a minor polarity, as 
seed set should contain polarized terms. Including neutral comments and employing 
stratified sampling would have caused the seed set to be mostly neutral and to miss 
possibly opinionated word phrases. This finding of most issue reports being neutral in 
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their tone has also been verified in the literature by Jurado and Rodriquez (2015). They 
analyzed issue reports from popular GitHub-projects and depending on the project 81-
92 per cent of the issue reports were considered to bear no opinions.  

Within the polarity classifications, random sampling is used to select the sentences. This 
is done to ensure more generalized seed for the lexicon. The seed is therefore not 
necessarily representative of all open-source software projects in the dataset, but it can 
still be considered to represent the dataset in a small scale. 

5.2 Identifying the aspects 

Similarly to the works of Bross and Ehrig (2013) and Farooq et al. (2015), the aspects of 
the products are identified by using a set of heuristic rules. These rules create 
boundaries for the length of the text, from which aspects are extracted. Unlike Farooq et 
al. (2015) this thesis does not consider higher level features, but focus is in individual 
aspects discussed in individual sentences. This resembles the work done by Bross and 
Ehrig (2013), although the heuristic patterns are defined differently in this thesis. 

The usage of raw data for identifying the aspects can be argued to be beneficial for the 
creation of the lexicon. In a study done by Velikovich et al. (2010), they state that 
building a lexicon from raw web-derived data without Wordnet or similar resource can 
help it to include non-standard entries like spelling variations, slang and multiword 
expressions. All the aspects are therefore derived directly from the corpus, although 
they are later supplemented with the use of Wordnet to increase the size of the lexicon. 

Discovering product aspects from the corpus is done by looking at the nouns and words 
related to them. As mentioned earlier, the corpus is transformed into a form where every 
line corresponded to a specific sentence from JIRA comments. Each sentence is 
processed using a heuristic pattern to find aspects. The patterns resemble those used by 
Bross and Ehrig (2013), and they comprise of different combinations of nouns, 
adjectives and adverbs. Aspects between two and four words are considered, as single 
ones can be considered to offer little value (Hu & Liu, 2004). In the article written by 
Farooq et al. (2015), they claim that the most important word is the adjective that 
precedes the noun. Adjectives preceding the noun phrase and adverbs modifying these 
adjectives are included as parts of the aspects in the lexicon. Following pseudo-
algorithm describes the aspect detection: 

FOR line in Corpus: 

Extract and create a tuple of noun/noun-phrase/n-gram and 

related adverbs/adjectives/nouns 

 

Match tuple to the original sentence where it was detected 

 

Add tuple, related words and sentence to the pre-lexicon 

 

After extracting the aspects, the next step is to identify related words that can bear some 
opinion about them. According to Farooq et al. (2015) the words that can bear opinions 
are adverbs, adjectives, nouns and verbs. Therefore, not only the product features are 
extracted, but also other adjectives, adverbs and verbs that are present in the sentence. 
These words can hold opinions about the aspects, therefore it can be deemed justified to 
include them in the calculation of the VAD-scores for lexicon terms. They are later 
removed to trim down the size of the lexicon, as they are only needed for VAD-score 
calculations. 
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5.3 Selecting the seed set of words 

Selecting the seed set of words was done by including aspects with opinion words 
which appear at least 5 times in the corpus sample. This number is based on the 
procedure that was used by Oliveira et al. (2014) at their seed creation. The inclusion of 
not only software engineering related aspects is done as the lexicon is both meant to be 
used in the field of software engineering as well as to see if different generic aspects 
have different meaning in software engineering domain. Also using both generic and 
domain specific terms can help to determine how seed expansion works with words that 
relate and do not relate to software engineering. Expansion process is defined more in 
detail in 5.5. 

In total 30 864 different aspects with opinion words are identified from the corpus 
sample. They occur in total of 59 381 times. The five most common ones are “safe 
mode” (761 occurrences), “actual result” (536 occurrences), “total leak” (471), “good 
catch” (447) and “new test” (406). It is noted that many of the identified aspects do not 
relate to the field of software engineering but are rather common saying such as “good 
point”, “right thing” and “great work”. The aspect list contains also some noise due to 
misinterpreted aspects such as “many_” that results from non-informal way of writing. 
One example is word “_really_” that is emphasized using underscores. Because of the 
abundance of these unrelated aspects, manual inspection for the seed was needed to 
identify aspects that were identified incorrectly. The corpus sample also features a large 
number of aspects that occur rarely. There are 24606 aspects that appear only once in 
the corpus sample. 

If considering only the aspect words without opinion words, then the number of aspects 
drops to 9749. This means that several of the aspects had different opinion words 
attached to them, and this increases the total amount to 30 864. Five most common 
aspects without opinion words are “way” (983 occurrences), “thing” (925 occurrences), 
“time” (919 occurrences), “mode” (839 occurrences) and “value” (799 occurrences). On 
the sixth place is aspect “patch” with 795 counts. Even though “patch” is therefore a 
frequent topic, it appears first time on the aspect list on 15th place as “new patch” with 
122 appearances. This is because aspect “patch” has 168 different variations such as 
“very simplistic patch”, “necessary patch”, “late patch”, “quick patch” etc. 

Before the actual seed selection, a test seed set was created to be used in experiments 
before the actual implementation. This test seed set comprises of 169 aspects with 
opinion words and they occur 6760 times in the corpora. The seed is therefore 0.55 per 
cent in size when compared to the whole list of identified aspects, but it includes 11.38 
per cent of all the aspect occurrences in the corpus. 

The final seed set included aspects that were seen at least five times in the corpus. This 
amounted to 1401 aspects and opinion words, which translates to 4.54 per cent of all the 
aspects in the corpus when looking at the size. These aspects occur 22610 times, which 
means they amount to 38.08 per cent to all the occurrences of different aspects in the 
corpus. 

5.4 Annotating the seed set 

Seed set annotation is done automatically with four different possible calculations for 
VAD-scores. This is done to have several possibilities for comparison purposes during 
the second stage of the seed annotation. They all use the list gathered and annotated by 
Warriner et al. (2013) as their starting point. All methods also consider the presence of 
booster and negation words that can have an effect to the final sentiment scores 
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attributed to the aspects. These results are then later verified by two human annotators 
who get to see a small random sample of the annotations. The human annotators 
responses can be used to choose the method that most closely resembles responses that a 
human would choose. The calculations are done with four different methods and they 
are summarized in Table 4. 

 

Table 4. VAD-score calculation methods 

Method 1 Calculate the means for VAD-scores from all the words that are related to the aspect. 
These include the scores from the nouns themselves, and from the possible related 
adjectives and adverbs preceding the aspect as well as from other adverbs, adjectives and 
verbs from the sentence excluding the verb “is” which does not in itself convey any 
emotions. This method calculates the average scores for the aspect values from the related 
words and from the aspect itself. 

Method 2 Calculate the means for VAD-scores from all the words that are related to the aspect 
excluding the scores from the nouns themselves that form the aspect. The other words 
include possible related adjectives and adverbs preceding the aspect as well as from other 
adverbs, adjectives and verbs from the sentence excluding the verb “is” which does not in 
itself convey any emotions. This method produces the average values for the aspect 
scores that are taken from the related words around it. 

Method 3 Calculate the means for VAD-scores from the aspect noun words, possibly related 
adjectives and adverbs preceding the aspect, and from the most polarized related 
opinionated words. This considers only the most extreme emotions that are present in the 
related and opinionated words, while including the base values present in the aspect 
words. This method therefore combines the aspect’s base values to the most extreme ones 
found in the same sentence. 

Method 4 Calculate the means for VAD-scores from the possibly related adjectives and adverbs 
preceding the aspect, and from the most polarized related opinionated words. This 
considers only the most extreme emotions that are present in the related and opinionated 
words, and at the same time excludes the base values from the aspect itself. This ensures 
that the aspect’s VAD-scores depend only on the most extreme other scores in the 
sentence. 

 

Methods 1 and 3 consider the aspects own VAD-score, but methods 2 and 4 do not take 
aspect nouns into consideration in the calculations. Methods 2 and 4 ensure that aspects 
that are otherwise neutral, but which are talked in highly polarized way are assigned a 
more polarized score. The final score for the aspects in all of the methods is counted as 
the mean score from all the occurrences in the corpus, which follows the procedure used 
by Warriner et al. (2013). Counting the mean score helps to alleviate the problem that is 
encountered when using VAD-scores without contexts, as the score reflects the 
combination of all the different versions of that aspect that occur in this software 
engineering context. 

The following sections describe in detail the VAD-score calculation processes and 
results. Section 5.4.1 describes sentiment annotation and how the aspects are assigned 
VAD-scores, and what modifications are considered in these calculations. Section 5.4.2 
shows an example of the annotation results by presenting the most positive and negative 
aspects for all the methods. 
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5.4.1 Sentiment annotation 

Sentiment annotation in literature consists often of assigning a polarity for a word. It 
means the word is given a positive or negative label, and this can be done for words 
drawn out of context (Wilson, Wiebe & Hoffmann, 2005). Polarity that is not tied to any 
context is called prior polarity (Wilson et al., 2005; Taboada, Brooke, Tofiloski, Voll, 
Stede, 2011). Taboada et al. (2011) continue that the intensity of this polarity can be 
shown with a numerical figure. Words can also be labeled to have a neutral polarity 
(Bross & Ehrig, 2013). This research does not consider only polarity scores, but rather 
uses a VAD-scores that describe valence, arousal and dominance. These scores are 
argued to be free from cultural interpretations, so they should provide more robust 
results in ascertaining certain word characteristics (Mäntylä et al., 2016). 

There are also words that do not have a scores by themselves, but which have an impact 
on the terms following them. Bross and Ehrig (2013) use the term sentiment shifter to 
describe words that shift the basic polarity of the sentiment. They include to these 
negation terms and neutralizing terms. Negation terms switch the polarity of the term to 
an opposite one (Bross & Ehrig, 2013; Taboada et al., 2011).  Wilson et al. (2005) note 
that negation can not only affect the nearest terms, but also subjects that are not in the 
immediate vicinity of the term. Authors also conclude that some negations can intensify 
the original polarity instead of reversing it. Blaz and Becker (2016) use a calculation 
method, where the word’s intensity score is assigned a higher value if there are one or 
more exclamation marks following it. Neutralizing terms remove any polarity that the 
term might have (Bross & Ehrig, 2013). 

Taboada et al. (2011) mention shifting terms that rather than simply reversing the 
polarity instead shift it to the opposite direction by some predetermined amount. Words 
at the end of the sentence can also be more relevant to the polarity of the whole sentence 
as demonstrated by Ortigosa, Martín and Carro (2014). Thelwall et al. (2010) use terms 
booster words and negating words. According to them booster words are short words 
such as “very”, “extremely” and “really”, which intensify the sentiment expressions 
following them. The explain that negating words are words such as “not”, “isn’t” and 
“cannot” that reverse the polarity of the following words. E.g. a phrase of “not good” 
should be considered as a negative expression and not a positive one. In this thesis 
booster words were set to skew the VAD-scores of following word by 0.5 or 1.0 points 
towards the polarity that the points were leaning towards. The size of the increase is 
based on the list of booster words provided with Sentistrength package. If the word is 
listed as having a polarity modification of -1 or +1, then the score is skewed by 0.5 
points. If the modification is either -2 or +2, then the score is modified by 1.0 points.  
Negation words reverse the polarity using 5 as the neutral point. E.g. a score of 3.46 
becomes 6.54. 

As mentioned earlier, two of the methods developed in this thesis consider the VAD-
scores of the aspect nouns. There are also nouns that do not appear at all in the list 
produced by Warriner et al. (2013), which means they must be assigned a score 
separately. In this case an approach similar to the work of Basile (2013) is adopted for 
the two methods that include the nouns found in the aspects. In that study if a word was 
not present in the Sentiwordnet lexicon, it was assigned a neutral score of 0. Following 
this example, in the two methods if a word is not found in the list of Warriner et al. 
(2013), it is assigned a neutral score. As the numbers in the VAD-score are between 1 
and 9, the neutral score lies in the middle of this scale. Therefore a score of 5 is assigned 
to valence, arousal and dominance. 
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The VAD-scores for aspects are derived mostly from the values assigned to words 
around them. The following pseudocode explains the process for assigning VAD-scores 
for individual words: 

FOR words in Lexicon: 

 If an individual word is found on list of Warriner et al.: 

Assign VAD-rating for the individual word from the 

list 

 If an individual word is not found: 

  Assign a neutral VAD-rating for the word 

 If a booster word is present: 

Modify the VAD-score by skewing it towards the extreme 

values by predetermined amount 

 If a negation word is present: 

Switch all the VAD-values to opposite ones using 5 as 

the neutral point 

 
The lexicon therefore does not only take the base values for different words, but also 
considers some modifications that can have an effect to the VAD-scores for the words. 
These follow the example set by Thelwall et al. (2010) for both the booster and negation 
words. 

5.4.2 Sentiment annotation results 

Results of the annotations produce slightly different results in aspects VAD-scores. The 
five lowest scores according to valence when considering different methods are 
summarized in Table 5. The scores for the least positive aspect are between 2.02 and 
3.07, and they include aspects such as “dead object handler function”, “low memory 
killer” and “invalid argument”. There is not an aspect that would appear on all the 
different methods lists, but there are two aspects that appear in three of the lists. These 
are “disabled test” and “invalid argument”. Besides “not easy way”, all the others relate 
to the software engineering domain. 

 

Table 5. Five aspects with lowest valence scores by method 

Method 1 Method 2 Method 3 Method 4 

Invalid argument / 
3.07 

Disabled test / 2.95 Low memory killer / 
2.65 

Dead object handler 
function / 2.02 

Very old bug / 3.59 Dead code / 3.19 Invalid argument / 3.07 Not easy way / 2.29 

Wrong bug / 3.61 Invalid argument / 3.52 Dead object handler 
function / 3.2 

Disabled test / 2.73 

Disabled test / 3.66 Very old bug / 3.58 Quite annoying bug / 
3.26 

Old drillbit / 2.76 

Very annoying bug / 
3.7 

Wrong bug / 3.63 Very annoying bug / 3.4 Malicious code / 2.99 

 

Table 6 lists the five most positive features when considering valence between different 
methods. The scores for the aspects with highest valence are between 8.07 - 7.41, and 
they contain generic compliments such as “really good idea”, “very good point” and 
“good finding”. Unlike with the words with the lowest valence, the most positive 
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aspects do not contain much software engineering aspects. Only one can be directly 
attributed to software engineering. Rest of the aspects are compliments towards other 
users, their findings and ideas. 

 

Table 6. Five aspects with highest valence scores by method 

Method 1 Method 2 Method 3 Method 4 

Great thank / 7.41 Good finding / 7.89 Really good idea / 7.58 Very good point / 8.07 

Really good idea / 
7.16 

Awesome gsoc project / 
7.86 

New modification date / 
7.51 

Really good idea / 8.01 

Good luck / 7.14 Very good addition / 
7.78 

Great thank / 7.41 Good finding / 7.89 

Awesome idea / 7.05 Very good point / 7.72 Very good idea / 7.39 Sure good way / 7.88 

Great justice / 7.04 Good catch / 7.66 Good experience / 7.29 Really good point / 7.87 

 

Different methods seem to yield different results when looking at the aspects with 
highest and lowest valence scores. This is due to the fact on how the aspect nouns are 
handled and how the scores are calculated. Inclusion of the base valence scores for 
nouns can cause scores to shift towards a more neutral score. E.g. “dead object handler 
function” scores 2.02 on method four and 3.2 on third method, and method four does 
not take into account the words “object”, “handler” and “function” on its calculations, 
which cause the numbers to shift towards a neutral score of 5. 

5.5 Expanding the seed set 

The annotated seed set is expanded using Wordnet. For every aspect and opinion word, 
the corresponding word with the right sense is first determined by using Lesk algorithm 
(Lesk, 1986). It is based on the idea that identifying the sense of the word can be done 
by comparing the words from the context the word appears to the words present in a 
dictionary (Lesk, 1986). Author explains that the explanation in the dictionary which 
has most overlap with the context words is most likely the correct one. In this thesis the 
dictionary to which the words from the sentences are matched is the 3.0 version of 
Wordnet. After the correct sense for the word is selected, similar words are searched. 
Similarity for nouns in this expansion is measured by comparing semantic distance 
between words in Wordnet, similarly to what was done in Budanitsky and Hirst (2006). 
As adjectives do not have such relations in Wordnet, similar words are searched by 
considering the “similar to” relations from the original word. Only similarity is 
considered in this thesis, and not relatedness. Relatedness according to Resnik (1995) is 
for example pairing car with gasoline, while similarity is pairing the car with a bicycle. 

Four different versions of Lesk algorithm are tested against an initial small test set of 14 
sentences that were created specifically for this thesis and which feature software 
engineering related terminology. Test sentences are listed in appendix B. Three of the 
algorithms are from Pywsd-package (Liling, 2014), which implements adapted Lesk 
created by Banerjee and Pedersen (2002), simple Lesk that takes into account 
definitions as well as hypernyms and hyponyms, and cosine Lesk that uses cosines for 
calculations instead of overlap counts. Last version is the Lesk from NLTK-package 
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(Bird & Loper, 2004). The results are evaluated by examining the synset definition 
retrieved by the algorithms. In some cases it was unclear whether the synset was correct 
or not, and this is reflected in the results that are summarized in Table 7. 

 

Table 7. Results of different Lesk algorithms from the small test set 

 NLTK Lesk Simple Lesk Adapted Lesk Cosine Lesk 

Aspects correct / total 12 / 14 11 / 14 11 / 14 11 / 14 

Opinions correct / total 9-10 / 14 4-8 / 14 4-8 / 14 3-5 / 14 

Sum correct / total 21-22 / 28 15-19 / 28 15-19 / 28 14-16 / 28 

 

The Lesk algorithm from NLTK-package (Bird & Loper, 2004) performs best in 
identifying both aspects and opinions correctly. From aspects only two are 
misinterpreted, while from opinion adjectives and adverbs algorithm is able to retrieve 9 
or 10 correctly. Overall the accuracy is between 75 – 78.57 per cent. The three other 
algorithms from Pywsd-package (Liling, 2014) perform slightly worse when 
considering the nouns describing the aspects, getting 11 out of 14 aspects correct. 
Bigger difference is observed on the adjectives and adverbs, where simple and adapted 
Lesk identified 4 to 8 correctly and cosine Lesk got only 3 to 5 correct. The overall 
accuracy for simple and adapted Lesk is 53.57 - 67.86 per cent and for the cosine Lesk 
50 - 57.14 per cent. From the results the Lesk from NLTK-package (Bird & Loper, 
2004) is selected as the algorithm for identifying synsets. 

The expansion in Wordnet for nouns is conducted using Leacock-Chodorow similarity 
measure, which is shown in Figure 3. The measure normalizes the path length by 
including the depth into the equation. This is to counter the uneven distribution of 
Wordnet, where some categories have much more links than other. Resnik (1995) uses 
biological categories as an example of such densely linked category. 

 

Figure 3. Leacock-Chodorow similarity measure (as cited by Budanitsky & Hirst, 2006) 

Leacock-Chodorow similarity measure is shown to produce similar results with human 
judges, which according to Resnik (1995) is a feasible solution for evaluating automatic 
retrieval in a semantic context. A study conducted by Budanitsky and Hirst (2006) using 
two different test sets of words that were evaluated for similarity using both human 
ratings and different measurements achieved correlation values between .816 -.838 for 
Leacock-Chodorow. Another research reports correlation of 0,82 against human ratings 
when using Wordnet version 2.0 (Seco, Veale, Hayes, 2004). Empirical testing showed 
that requiring a score of at least 2.5 similarity from Leacock-Chodorow yielded the most 
relevant results. 

Using empirical evaluation of different possibilities, few rules are decided that guide the 
expansion. First all the synonym words from the original synset are included. E.g. the 



38 

synset for computer.n.01 means that the computer is a noun and that it belongs to synset 
number 01. This synset includes also the following words “computing device”, “data 
processor”, “electronic computer”, and “information processing system”. Secondly only 
the hyponyms from the synset are used to search for related nouns. This is because 
going one step higher in hierarchy to find synsets that are also on the same level with 
the original synset yields too much unrelated hits. This is demonstrated in Figure 4, 
where it shown that terms like “concrete mixer” and “farm machine” are considered to 
be on the same level with the computer. 

 

 

Figure 4. Partial hypernym and hyponym relations of the computer synset 

Computer.n.01 synset has 10 different hyponyms such as home_computer.n.01 and 
server.n.01. These can be seen to be related to the original synset, as they are more 
specific terms for it. Going up one level to machine.n.01 synset and descending to other 
synsets that are on the same level with computer, we see that they do not relate anymore 
to computers, instead yielding results such as concrete_mixer.n.01 and 
farm_machine.n.01.  Not all hyponyms are as well related to the computer as the ones 
shown in the picture. Hyponyms are selected if they score at least 2.5 in Leacock-
Chodorow measure. 

Adjectives and adverbs are expanded almost similarly. All the synonyms to the synset 
are included also for them. Adjectives and adverbs do not have such a hierarchical 
structure in Wordnet, therefore hyponym relations cannot be used. Instead relations of 
“similar to” are used. E.g. adjective good.a.01 lists 9 different synsets with 27 different 
words as similar ones including words like “neat”, “hot”, “not bad” and “smashing”. 

5.6 Summary of steps used to build the lexicon 

This thesis adopted the phases used by Farooq et al. (2015) for building the lexicon. 
These phases are creating and preprocessing of the corpus, identifying aspects, selecting 
the seed set of aspects, annotating the words with VAD-scores using 4 different 
methods, and expanding the seed set through Wordnet. The process steps are 
summarized in Figure 5. 

Created corpus was based on data mined by Claes et a.l (in-press), and it was pre-
processed and sampled using stratified sampling methods. This created a 5 per cent 
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representation of the whole dataset to provide a miniature corpus which still reflects the 
characteristics and distributions of polarity from the whole dataset. 

Identifying the aspects were done similarly to the work of of Bross and Ehrig (2013) 
and Farooq et al. (2015), where both devised sets of heuristic rules were devised to 
identify aspects. This thesis adopts the style of Bross and Ehrig (2013) in aspect 
recognition, where the aspects are identified from n-grams that can consist of nouns, 
adjectives and adverbs. 

 

 

Figure 5. Summary of the steps used to build the lexicon 

Selecting the seed set followed the methods of Oliveira et al. (2014), where the seed set 
of words was chosen based on their appearance in the corpus. This thesis considered 
terms that appeared 5 times or more in the corpus and included both software 
engineering related terms as well as generic aspects. 

VAD-score calculation was based on the generic lexicon done by Warriner et al. (2013), 
utilizing the scores for words found in that lexicon and calculating new values for the 
aspects in the seed set. The calculations were done in 4 different methods, where half of 
the scores reflected the means of the words surrounding the aspects and half the 
characteristics of the most extreme emotions present in the sentences. Half of the 
methods considered the VAD-scores from the aspect words while half didn’t account 
for these. 

Expansion of the seed set was done through Wordnet. First the correct synset was tried 
to be identified using different Lesk-algorithms (Lesk, 1986). After the synset 
identification, the expansion was done differently depending on whether the word was a 
noun or either an adjective or an adverb. Noun expansion was done with Leacock-
Chodorow measure, which is shown by Budanitsky and Hirst (2006) to produce results 
similar to ones obtained when using human evaluators. 
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6. Evaluation 

After the lexicon is created, several evaluations are made. The research process, built 
lexicon and two automatic main processes used in its development are evaluated. These 
evaluations point out how well the design-science research guidelines were followed, 
the challenges encountered in the design choices during the research, as well as in the 
automating the processes. The results can be used to guide future design decisions when 
building a domain-specific lexicon. 

Evaluation is performed to the automatic seed annotation and expansion. Manual 
annotation has been suggested over automatic annotation, as the accuracy has not been 
deemed satisfactory (Farooq et al., 2015). Seed expansion relies on Wordnet and its 
relations between synsets. Although Wordnet has already been used in several studies 
(de Albornoz, Plaza & Gervás, 2012; Farooq et al., 2015; Choi & Wiebe, 2014; 
Mahyoub et al., 2014; Strapparava & Valitutti, 2004; Esuli & Sebastiani, 2007), the 
results obtained in this thesis can reveal results that pertain to expanding the seed in 
specific domains. 

Comparison of the sentiment lexicon is done against requirements obtained from the 
literature review, as well as against a generic lexicon created by Warriner et al. (2013) 
to see how much the two dictionaries differ from one another. This follows the example 
set by Demiroz et al. (2012), who compare their lexicon against an existing one. 

Finally, the research is evaluated against the seven design-science guidelines defined by 
Hevner et al. (2004) to ensure that the created sentiment lexicon is done by following 
the standards set for conducting design-science research. 

6.1 Evaluation of the automatic seed annotation 

Evaluation on how the automatic seed annotation performs when considering manual 
annotation is done with the help of two human annotators. Both annotators are 
employed at the University of Oulu and have previous experience from sentiment 
annotation. They are sent a small stratified sample of 33 aspects from the seed set. This 
sample is selected otherwise randomly. Both annotators receive instructions on how to 
annotate this sample, and the instructions are shown in appendix A. The annotators have 
two parts in their tasks. First one is to select from the scores obtained automatically by 
the four methods the one that most closely resembles their view on the VAD-scores for 
that aspect in the context of the sentence. Second part is to assign VAD-scores to the 
aspects without seeing any of the automatically annotated scores. Even when the sample 
was the same, the sentences are distributed differently between them. In this way the 
sentences shown for annotator 1 in the first part are selected as the sentences for the 
second part for annotator 2. 

Calculating Cohen’s kappa-value was done to evaluate agreements between the 
annotators and individual calculation methods. This is an appropriate method to 
compare the results between two raters (Murgia et al. 2014). Here the first rater is the 
human annotator and the second rater is one of the automatic annotation methods. 
Annotators answers from both parts were compared separately against each calculation 
method and each dimension of the VAD-scores. Results from the first part are shown 
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below in Tables 8, 9 and 10. Every table displays results for one VAD-dimension and 
Cohen’s kappa- and p-values for different calculation methods for the two annotators. 
Largest statistically relevant kappa-values are bolded in each of the tables. Annotator 1 
had assigned to few points several values, and some own numbers outside of those that 
were mentioned in the instructions. From these the ones that had a single numerical 
value were considered. It is worth noting that value 00E+00 doesn’t mean that the p-
value is zero only that it is so close to zero that it can’t be expressed with a float-type 
number. Second part didn’t produce any statistically relevant results, as the values the 
raters gave to the aspects differed so much from the calculated ones. This can be due to 
the fact that the annotators gave even the most extreme numbers from the scale, while 
the automated annotation methods gave more scores that are not in the extreme ends. 

 

Table 8. Annotators Cohen’s kappa and p-values from first assignment for valence 

 Annotator 1 Annotator 2 

VAD-dimension and 
calculation method 

kappa p-value kappa p-value 

Valence method 1 0.189 2.49E-11 0.222 2.87E-13 

Valence method 2 0.126 4.67E-08 0.388 00E+00 

Valence method 3 0.058 1.12E-02 0.282 0.00E+00 

Valence method 4 0.581 0.00E+00 0.388 0.00E+00 

 

Table 9. Annotators Cohen’s kappa and p-values from first assignment for arousal 

 Annotator 1 Annotator 2 

VAD-dimension and 
calculation method 

kappa p-value kappa p-value 

Arousal method 1 0.175 2.98E-09 0.446 0.00E+00 

Arousal method 2 0.296 6.66E-16 0.274 2.99E-12 

Arousal method 3 0.059 6.33E-05 0.219 1.38E-11 

Arousal method 4 0.178 5.29E-12 0.279 0.00E+00 

 

Results indicate that Annotator 1 had moderate agreement (0.58) when considering the 
fourth calculation method regarding valence, and fair agreement (0.30) with second 
calculation method when regarding both arousal and dominance. Annotator 2 had fair 
agreement (0.39) when considering calculation method two and four for valence, and 
second method for dominance. There was a moderate agreement (0.45) for the first 
method for arousal. Levels of agreement are taken from an article written by Murgia et 
al. (2014) and are presented in Table 11. 
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Table 10. Annotators Cohen’s kappa and p-values from first assignment for dominance 

 Annotator 1 Annotator 2 

VAD-dimension and 
calculation method 

kappa p-value kappa p-value 

Dominance method 1 0.315 6.66E-15 0.339 0.00E+00 

Dominance method 2 0.381 0.00E+00 0.388 00E+00 

Dominance method 3 -0.004 7.82E-01 0.282 0.00E+00 

Dominance method 4 0.247 1.07E-09 0.274 5.23E-13 

 

Table 11. Levels of agreement for Cohen’s kappa 

< 0 Poor agreement 

0 - 0.20 Slight agreement 

0.21 - 0.40 Fair agreement 

0.41 - 0.60 Moderate agreement 

0.61 - 0.80 Substantial agreement 

0.81 - 1.0 Almost perfect agreement 

 

Results from annotators do not yield a specific calculation method that they both would 
agree on through all dimensions. For valence the method 4 scored highest levels of 
agreement for both participants, and for dominance method 2 scored highest for them 
both. Arousal split opinions with method 2 getting the highest score from the first 
annotator, while method 1 was preferred by the second person. Results might have been 
affected by the small test size, as it consisted only of 33 aspects. Size was limited by the 
amount of effort that could be expected from the annotators and a more extensive study 
should be carried out to get more robust results. 

 

Table 12. Partial structure of a row in lexicon 

Full 
Aspect 

Aspect Opinion Valence1 Valence2 Valence3 Valence4 … 

 

From these test results the design of the lexicon is changed, so that it includes separate 
columns for all the four different calculation methods. It not only ensures that further 
experiments can be carried out with all the four different calculated scores, but also 
enables combining or selecting different scores for different VAD-dimensions. A 
separate column for the combined aspect and opinion is created to facilitate easier 
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overview for the lexicon aspects. The partial final form of the lexicon can be seen in 
Table 12. 

6.2 Evaluation of the seed expansion through Wordnet 

Expansion process is tested initially with the test seed set of 169 aspects. This is to test 
the automatic expansion process against an actual small data set derived from the 
sample. Expansion test caused some problems, as there were both missing synsets as 
well as words erroneously classified into wrong synsets. 

Main problem when using Wordnet for expansion is that it is missing software related 
synsets to words such as bar, build, release, class, and account. These synsets do exists, 
but none of the definitions actually match the meaning of these words in software 
engineering domain. There are aspects that do not have a single synset assigned to them, 
and some examples are features like app, api and test case. 

Few reasons can explain the missing synsets. One is that for some of the missing 
synsets, the vocabulary used has not yet been accepted as part of the language. This 
does not apply for all missing terms, as the current web dictionary for Merriam-Webster 
at https://www.merriam-webster.com/ gives definitions to app, api, bar and class, but it 
is missing correct descriptions for release and test case. Second reason is that aspects 
can be made from slang words like “install” or abbreviations such as “api”. 

In some of the cases an aspect can have right synset if considered from a broad sense. 
One example is “feature”, as by its definition it is a “a prominent attribute or aspect of 
something”.  Some of the hyponyms under it however do not relate to software 
engineering domain, as they include synsets such as “sex characteristic” and “center 
piece”. 

After testing the expansion progress done fully automatically, it became clear that 
manual modifications were needed to correctly identify the relevant synsets. Every 
aspect from the seed list of 169 aspects is inspected. If a wrong synset has been 
identified, then Wordnet was searched in order to find the correct synset for the aspect if 
it existed. If the correct one did not exist, then no actions were taken and the synset 
label was left in place. This means that the expansion process might include irrelevant 
terms in the case where there does not exist an appropriate synset, as another is still 
picked from the ones left over. These incorrect entries must be manually removed after 
the expansion. 

After inspection 34 aspects (20.12 per cent) has been assigned a correct synset, 5 
aspects (2.96 per cent) has a synset assigned from which was not clear whether it is a 
correct or incorrect one, and 130 (76.92 per cent) has either a wrong synset assigned to 
them or a matching synset is not found. These 124 cases include also the cases where 
synsets for the word exist, but not to this aspect from software engineering. 

As the result of identifying correctly the aspects is only 20.12 per cent, it is significantly 
lower than the result of 75 - 78.57 per cent obtained from the small test set. Some 
correctional measures are taken to increase the accuracy. Specific software related terms 
are assigned a specific synset, if they are identified from the text. Therefore word “bug” 
is always related to software engineering term of a fault in a computer program, and not 
to an insect. This can mean that some aspects might be misinterpreted wrongly. As an 
example, if a sentence would be “I was coding this patch, but the nocturnal flying bugs 
were pestering me”, the word “bug” would still be assigned a synset denoting a glitch in 
a program. As the data is acquired from the repositories related to open source projects, 
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we can assume that most of the vocabulary used relates to the aspects of software and 
programming. In addition, a majority voting system was implemented, where the 
occurrences of every aspect are counted and the synset that was assigned to most of the 
aspects is selected as the one to be used. 

 

Table 13. Comparison of first and corrected expansion for identifying aspect synsets 

 Original expansion Corrected 
expansion 

Improvement in 
per cent as 
difference from 
original expansion 

Improvement in 
difference of total 
per cent 

Correctly 
assigned synset 

34 occurrences 
20.12 % total 

95 occurrences 
56.21 % total 

180 %  36.09 % 

Unclear synset 5 occurrences  
2.96 % total 

4 occurrences  
2.37 % total 

20 % 0.59 % 

Wrong or 
missing synset 

130 occurrences 
76.92 % total 

70 occurrences 
41.42 % total 

46.15 % 35.50 % 

 

After changes aspects are identified correctly in 95 cases (56.21 per cent), 4 aspects 
(2.37 per cent) have a synset that was not clear on whether it was the correct one, and 70 
aspects (41.42 per cent) are identified incorrectly. The incorrect ones again include the 
synsets that exist, but which do not have the correct definition for software engineering. 
Change in accuracy is presented in Table 13. 

When compared to the results from the original expansion, a significant improvement is 
detected in the number of correctly assigned synsets. Almost three times as many are 
correctly identified. Similarly, the number of falsely identified synsets decreases by 
over 40 per cent. When comparing to the total number of synsets, an improvement of 36 
per cent is reported from correctly identified synsets, and 35.5 per cent reduction in the 
number of incorrectly identified synsets. 

 

Table 14. Comparison of first and corrected expansion for identifying opinion synsets 

 Original expansion Corrected 
expansion 

Improvement in 
per cent as 
difference from 
original expansion 

Improvement in 
difference of total 
per cent 

Correctly 
assigned synset 

84 occurrences 
49.70 % total 

85 occurrences 
50.30 % total 

1.19 %  0.60 % 

Wrong or 
missing synset 

85 occurrences 
50.30 % total 

84 occurrences 
49.70 % total 

1.18 % 0.60 % 

 

Opinions had less of a variety between runs. Since there are no specific adjectives or 
adverbs that can be attributed purely to software engineering in the seed set, no specific 
synsets were assigned. Only the same majority voting system is implemented. This 
resulted in slight changes. Overall accuracy on the original run is 49.70 per cent as 84 
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opinions are correctly identified. 58 opinions (34.32 per cent) are assigned a wrong one 
and 27 (15.98 per cent) are not found at all. After the majority voting one more opinion 
is correctly identified raising the total to 85 (50.30 per cent) and lowering the falsely 
identified opinion synsets to 57 (33.73 per cent). The amount of unidentified synsets 
remained the same. Table 14 summarizes the results for opinion synsets after the initial 
and the corrected run. When compared to the accuracy from the test set just considering 
opinions, the results are lower as the accuracy for the test set was 64.29 - 71.43 per cent. 

It is worth noting that most of the false classification with opinions were caused by 
word “new”. In the first run 22 occurrences were caused by this word, which counts for 
37.93 of all errors. In the second run the same word caused 21 falsely labeled opinions, 
amounting to 36.84 per cent of all of them. The problem lies in the amount of 
definitions in Wordnet as well as the inability of the algorithm to detect whether the 
word refers to an actual physical device or to an immaterial object such as code. Since 
the right and wrong synset for the word “new” do not have any synonyms in them, the 
error does not cause any problems relating to expanding to synonyms. They do however 
have different “similar to” relations, so some omissions can be caused by this false 
labeling. 

After the first test expansion the created lexicon contains 2438 entries that includes 
aspects for the test seed, synonym words for opinion and aspect words and all their 
combinations. After deleting duplicate entries, a total of 1946 entries are left. Manual 
inspection is needed to identify and delete erroneously assigned synonyms. Erroneously 
assigned opinion synsets cause significantly noise to the expanded lexicon. As an 
example, an adjective word “simple” is identified to be part of a synset “simple.a.06” 
describing the properties of the leaves in botanical plants. As the expansion works on 
getting synsets connected to this by “similar to”-connection, it added all the 33 similar 
descriptors for botanical leaves. After manual inspection total of 1405 entries remain. 
Compared to the original seed with 169 entries, the final lexicon is 831.36 per cent of 
the initial size. The summary results listing number of entries and percentages compared 
to the size of the seed for this test seed expansion are presented in Table 15. 

 

Table 15. Summary of the first test seed expansion 

 Number of entries Percentage compared to seed set 

Seed set 169 100 % 

Automatic expansion 2438 1442.60 % 

After duplicate removal 1946 1151.48 % 

After manual correction 1405 831.36 % 

 

Accuracy results are not deemed to be satisfactory, so for the actual run for the seed set 
additional measures were taken to try to improve the results. First the seed set is 
assigned synsets using two different Lesk-measures. These are then manually inspected 
to identify correct ones. In case where one measure has identified the correct one and 
the other an incorrect one, the correct one will be chosen. The final seed set will 
therefore be a combination of two different Lesk-measures. As manual inspection of the 
test set also resulted in a removal of over 500 entries due to falsely assigned synsets, the 
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incorrect ones will be deleted from the seed before the expansion process. This causes 
less noise to be added to the final lexicon. 

The expansion for the actual seed set of 1401 aspects is done using this combination of 
the two Lesk measures to increase the accuracy of the expansion. Also, all the aspects 
and opinions that are either assigned a wrong synset by both measures or a synset is not 
found are not expanded at all. Reason for this is to reduce the noise and manual work as 
the initial test with 169 aspects resulted in over 500 deletions due to falsely identified 
synsets.  

 

Table 16. Results from combining two different Lesk measures for the seed set 

 NLTK Lesk Pywsd Simple Lesk Combination set 

Correctly assigned 
aspect synset 

558 occurrences 
39.83 % total 

642 occurrences 
45.82 % total 

683 occurrences 
48.75 % total 

Incorrectly assigned or 
missing aspect synset 

843 occurrences 
60.17 % total 

759 occurrences 
54.18 % total 

718 occurrences 
51.25 % total 

Correctly assigned 
opinion synset 

703 occurrences 
49.82 % total 

787 occurrences 
56.17 % total 

958 occurrences 
68.38 % total 

Incorrectly assigned or 
missing opinion synset 

698 occurrences 
50.18 % total 

614 occurrences 
43.83 % total 

443 occurrences 
31.62 % total 

 

Table 16 sums up the results for combining the two Lesk-measures for the seed set. The 
accuracy is raised for both aspects and opinion words. Where aspect’s original accuracy 
is 39.83 or 45.81 per cent depending on the algorithm used, the combination achieves 
overall accuracy of 48.75 per cent. Similarly, opinion words accuracy originally is 49.82 
or 56.17 per cent and the combination accuracy is 68.38 per cent. The results indicate 
larger increase in accuracy when considering opinion words like adverbs and adjectives. 
This can be caused by the fact that adjectives are not tied to specific domain, and 
therefore more of them can be found from Wordnet. Aspect words contain more specific 
terms related to software engineering as well as abbreviations and slang words, and 
therefore many of them might not be present in Wordnet 3.0. 

 

Table 17. Summary of the seed expansion 

 Number of entries Percentage compared to seed set 

Seed set 1401 100 % 

Automatic expansion 12109 864.31 % 

After duplicate removal 9533 680.44 % 

 

Table 17 summarizes the seed expansion for the final lexicon. After the automatic 
expansion there were 12109 terms which amounts to 864.31 per cent of the size of the 
original seed set. Removing duplicates removed 2576 entries from the final lexicon. As 
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the manual work was done before the expansion process by excluding wrongly 
associated synsets from the expansion process, no manual removals were performed for 
the final lexicon. The final lexicon has 9533 entries, which translates to 680.44 per cent 
when comparing to the size of the seed set. 

6.3 Comparison with the original VAD-lexicon by Warriner et al. 

The original list by Warriner et al. (2013) and the generated lexicon differ from each 
other in two fundamental ways. First the original list contains not only nouns and 
adjectives, but also verbs and unspecified words. The created lexicon includes only 
nouns that are either paired with one or more nouns or adjectives and adverbs. Next 
difference is that the original list consists mainly of single words, whereas the created 
software lexicon is made up of nouns paired with other nouns, adverbs and adjectives. 

The created lexicon can be used to expand the original dictionary by Warriner et al. 
(2013), as the seed includes 199 aspects that are not included in that lexicon. These new 
aspects include terms such as blocker, browser, implementation and parameter and their 
opinionate words. Although these terms are encountered frequently in software 
engineering, they were not part of the general lexicon. 

Looking at the results of VAD scores from the created lexicon seed, there are some 
differences compared to the original VAD lexicon by Warriner et al. (2013). The 
differences are shown as variations when considering mean and standard deviations 
between scores of VAD-dimensions as well as differences in correlations between them. 
Table 18 lists all the mean scores and standard deviations for all the used methods and 
VAD-dimensions. 

 

Table 18. Mean scores and standard deviations for VAD-dimensions of the lexicon’s seed and 
different methods compared to the original lexicon of Warriner et al. (2013) 

 Valence V. SD Arousal A. SD Dominance D. SD 

Method 1 5.72 0.45 4.21 0.29 5.61 0.33 

Method 2 5.79 0.56 4.26 0.31 5.63 0.37 

Method 3 5.99 0.68 3.95 0.45 5.82 0.47 

Method 4 6.21 0.88 3.95 0.51 5.93 0.55 

Warriner et 
al. (2013) 

5.06 1.68 4.21 2.30 5.18 2.16 

 

Table 19 summarizes the mean scores and standard deviations for valence, arousal and 
dominance from different calculation methods for the final lexicon. Also included are 
scores derived from the whole original lexicon published by Warriner et al. (2013). 
When concerning valence and dominance, the results seem to be somewhat higher than 
in the original lexicon. Arousal scores are either on the same level with the original or 
slightly lower. Standard deviation values are overall much lower than in the original 
lexicon. which means there is less variance between the values in the software 
engineering version. Expansion process causes some aspects to include more variations 
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on the spelling than others, which explains the small differences in numbers between the 
seed set and the final lexicon. 

 

Table 19. Mean scores and standard deviations for VAD-dimensions of the final lexicon and 
different methods compared to the original lexicon of Warriner et al. (2013) 

 Valence V. SD Arousal A. SD Dominance D. SD 

Method 1 5.76 0.48 4.18 0.28 5.63 0.34 

Method 2 5.83 0.61 4.22 0.30 5.64 0.39 

Method 3 6.04 0.73 3.88 0.42 5.85 0.50 

Method 4 6.26 0.95 3.89 0.47 5.96 0.57 

Warriner et 
al. (2013) 

5.06 1.68 4.21 2.30 5.18 2.16 

 

Correlation between different VAD dimensions was calculated using Pearson’s 
correlation value. All the dimensions display statistically significant (p < 0.0001) 
connection between all the others, but the strength and positivity differ when 
considering different dimensions and methods. Correlations are presented in Tables 20, 
21 and 22. Figures 6, 7 and 8 show plots between different dimensions with Lowess 
lines. 

Valence and arousal display small to medium negative correlation between each other. 
The strongest correlation is observed when using method 1. Dominance and arousal 
display a medium to small positive correlation, and again method 1 shows the strongest 
correlation. Valence and dominance show large correlation in all calculations, with 
method 2 being the strongest.  

 

Table 20. Pearson correlation between valence and arousal 

 Method 1 Method 2 Method 3 Method 4 

Correlation -0.398 -0.304 -0.242 -0.145 

p-value < 2.2.e-16 < 2.2.e-16 < 2.2.e-16 4.862e-08 
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Figure 6. Correlations between valence and arousal (top left, method 1; top right method 2; 
bottom left, method 3; bottom right, method 4) 

Correlations seem to indicate that arousal drops when valence rises. The result indicates 
that aspects showing less positive score seem to cause also more agitation. This differs 
from findings reported by Warriner et al. (2013), whom reported an increase in arousal 
when valence either increased or decreased from a neutral state. A possible explanation 
is that the appearance of bugs or faults in the software cause developers to use more 
aroused words and expressions. 

 

Table 21. Pearson correlation between dominance and arousal 

 Method 1 Method 2 Method 3 Method 4 

Correlation -0.391 -0.345 -0.253 -0.267 

p-value < 2.2.e-16 < 2.2.e-16 < 2.2.e-16 < 2.2.e-16 
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Figure 7. Correlations between dominance and arousal (top left, method 1; top right method 2; 
bottom left, method 3; bottom right, method 4) 

Like the connection between valence and arousal, also the correlation between 
dominance and arousal seem to indicate that the increase in dominance leads to smaller 
arousal. This runs against the findings reported by Warriner et al. (2013), and reason 
might stem from the used data. The appearance of bugs, faults or other negative events 
can cause developers to use language that shows more activity and indicate a loss of 
control. 

 

Table 22. Pearson correlation between valence and dominance 

 Method 1 Method 2 Method 3 Method 4 

Correlation 0.791 0.841 0.684 0.694 

p-value < 2.2e-16 < 2.2e-16 < 2.2e-16 < 2.2e-16 
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Figure 8. Correlations between valence and dominance (top left, method 1; top right method 2; 
bottom left, method 3; bottom right, method 4) 

Valence and dominance show a strong positive correlation between each other. Finding 
corresponds to Warriner et al. (2013), who report similar results. Discovery causes the 
authors to question whether dominance should therefore even be an individual affective 
space. Lang (1995) has also suggested that all emotions could be expressed by using 
only valence and arousal. 

 

Table 23. Pearson correlation between valence numbers over 6 and arousal 

 Method 1 Method 2 Method 3 Method 4 

Correlation -0.075 -0.213 -0.005 0.14 

p-value 0.164 6.587e-06 0.88 4.343e-05 

 

Warriner (2013) reported that valence and arousal are correlated in a U-shaped form, 
meaning that a correlation between the two variables exist when valence is either higher 
than 6 or lower than 4. This connection was not evident this seed set, as only calculation 
method 2 and 4 are able to show small correlations when valence was limited to values 
over 6. Method 2 displays a small negative correlation between valence and arousal (r = 
-0.21, p < 0.001), while method 4 displays a small positive correlation between valence 
and arousal (r = 0.14, p < 0.001). No statistically significant correlation was found when 
comparing valence numbers under 4 and arousal. Results are presented in Tables 23 and 
24. 
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Table 24. Pearson correlation between valence numbers under 4 and arousal 

 Method 1 Method 2 Method 3 Method 4 

Correlation 0.213 0.583 -0.071 0.219 

p-value 0.612 0.099 0.748 0.186 

 

Comparing aspects derived from the list by Warriner et al. (2013) to different 
calculation methods shows that aspects have been assigned somewhat dissimilar values. 
Differences are calculated as absolute values between the new values against the 
original scores, and results are summarized in Tables 25, 26 and 27. The rows represent 
different VAD-dimensions and calculation methods, and the columns summarize 
statistical information. 

 

Table 25. Statistical summary of differences in valence scores against the original scores 

 Minimum 1st Quarter Median Mean 3rd Quarter Maximum 

Valence 1 -2.22 -0.34 0.07 0.07 0.49 3.03 

Valence 2 -2.96 -0.41 0.10 0.12 0.62 4.31 

Valence 3 -2.43 -0.06 0.39 0.34 0.82 2.90 

Valence 4 -3.81 -0.09 0.60 0.53 1.26 4.51 

 

On average the mean difference of valence increased when moving from calculation 
method 1 towards method 4. Summary for methods 1 and 2 show that the new values 
were expanded quite evenly to both negative and positive directions, whereas methods 3 
and 4 skewed the new aspect scores towards higher and therefore more positive 
numbers. Method 4 produced the highest and lowest numbers for individual scores, 
although the maximum score for method 2 reaches almost the same level. 

Arousal displayed opposite tendency than valence with different methods. Method 2 
produced this time most positively skewed results, and method 4 the most evenly 
distributed scores. Methods 4 displays again the most extreme results in terms of both 
highest and lowest scores. 

 

Table 26. Statistical summary of differences in arousal scores against the original scores 

 Minimum 1st Quarter Median Mean 3rd Quarter Maximum 

Arousal 1 -2.45 -0.01 0.45 0.37 0.84 2.05 

Arousal 2 -3.50 -0.02 0.55 0.44 1.02 2.47 

Arousal 3 -2.68 -0.27 0.13 0.09 0.51 2.17 

Arousal 4 -4.24 -0.42 0.20 0.13 0.77 3.25 
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Table 27. Statistical summary of differences in dominance scores against the original scores 

 Minimum 1st Quarter Median Mean 3rd Quarter Maximum 

Dominance 
1 

-1.85 -0.27 0.13 0.09 0.51 2.17 

Dominance 
2 

-4.24 -0.42 0.20 0.13 0.77 3.25 

Dominance 
3 

-2.35 -0.58 -0.09 -0.04 0.45 2.25 

Dominance 
4 

-2.82 -0.30 0.25 0.27 0.79 2.78 

 

Differences in dominance scores appear slightly skewed towards higher numbers in all 
other methods except for method 3. Highest and lowest scores are found on method 2, 
which differs from the results obtained with valence and arousal. 

The results seem to reflect the dataset and the stratified sample used to build the corpus. 
As there were more positive than negative sentences in the dataset, it follows that using 
stratified sampling causes more positive results to be sampled for the dataset used to 
build the corpus. This can be seen as a problem as the sample is not evenly divided, but 
it also reflects the overall tendency of the dataset, where developers seem to use more 
positive than negative expressions. Eliminating positive samples or adding more 
negative ones would skew the results towards a situation where the sampling could not 
anymore said to be stratified and reflect the overall polarities of the dataset. 

6.4 Comparison against the requirements derived from literature 

The created lexicon had several requirements that were constructed based on the 
background literature. Here the final lexicon and its creation process is compared 
against these requirements and evaluated if the requirements are fulfilled, partially 
fulfilled or not implemented. In case of partial or lacking implementation some insights 
are offered on how this could be improved in the future. 

RE1: Lexicon must be constructed specifically to the field of software engineering. 

Status: Achieved. The lexicon is constructed using a corpus-based method that is 
extracted from JIRA comments relating to open-source projects. 

RE2: Words specific to the domain of software engineering must be correctly identified 
and annotated. 

Status: Partially achieved. Depending on the calculation method used that are 
represented in section 5.6, words were assigned a score based on either just the words 
surrounding it or including the base word in the calculations. Since some terms might 
not have a predefined score in the list provided by Warriner et al. (2013), some software 
terms might be assigned a neutral value as a base. Calculation methods 2 and 4 do not 
take the aspects base scores into account, so in these cases this requirement can be seen 
as achieved. However, the annotation results were not identified by human annotators, 
so the annotation result can be described as partially achieved. 
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RE3: Lexicon must include information from valence, arousal and dominance. 

Status: Achieved. Lexicon includes VAD-scores from all the automatically calculated 
four methods for all the aspects. 

RE4: Lexicon must be customized to the social medium that it is used to analyze 

Status: Achieved. This requirement is based on RE6, and therefore it is fulfilled. All the 
aspects are searched and extracted from the JIRA comments. 

RE5: Domain specific aspects must be identified and extracted from the corpus using a 
set of heuristic rules 

Status: Achieved / partially achieved. A set of heuristic rules were created based on the 
work of Bross and Ehrig (2013), and extracted aspects included both unigrams and n-
grams. Using different heuristic rules might have increased the identification of new 
topics, but this was not tested or verified, so identification can be considered only 
partially achieved. 

RE6: Lexicon must be built from raw derived data to find non-standard words like 
spelling variations, slang words and multiword expressions 

Status: Achieved, as the lexicon includes also abbreviations and slang words such as 
“api” and “app”. 

RE7: Seed must be verified by annotators to ensure proper ratings. Several annotators 
should be used in order to achieve better results. 

Status: Not achieved. The annotators were used in a small test set earlier to determine 
what calculation method achieves the best results. For evaluating the seed set annotators 
were not available due to scheduling problems. 

RE8: Seed must include obscene words and slang acronyms 

Status: Partially achieved. Since per RE6 the lexicon is produced from raw data, it 
includes also slang words and abbreviations. Obscene words are not included in the 
seed, as the extracted data did not contain any aspects that included obscene words. 
However obscene words in the corpus are considered in calculations of VAD scores if 
they are adjectives, adverbs or verbs. 

RE9: Polarity scores expressed in the lexicon should consider the sentiment shifters 
from the corpus 

Status: Partially achieved. Sentiment shifters that are words are considered. The details 
are described in section 5.4.2. Not all possibilities were explored such as considering 
exclamation marks or emoticons. Detecting and considering of these could have had an 
effect on the calculation of the VAD scores. 

RE10: Seed can be built by extracting the most common words and n-grams 

Status: Achieved. Seed included aspects that appeared at least 5 times in the corpus, 
and this ensured that it contained the most common unigrams and n-grams. 
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6.5 Design-science guidelines evaluation 

Hevner et al. (2004) define seven guidelines for a design-science research, which were 
presented in Chapter 2.1. Research process for the thesis is evaluated to see how well 
these guidelines are met. The results show that the research process followed the 
guidelines, and explanations and evaluations for individual guidelines are presented 
below. 

Guideline 1. Design as an Artifact 

Hevner et al. (2004) state that “design-science research must produce a viable artifact”, 
which has been done in the thesis. The research process produced an aspect-based 
sentiment lexicon for software engineering. 

Guideline 2. Problem Relevance 

Hevner et al. (2004) write that design-science research must produce solutions using 
technology to significant business problems. This thesis created a sentiment lexicon, 
which can be used to study software engineers’ emotions. These emotions have already 
been linked to the time it takes to fix a defect in software (Mäntylä et al., 2016), so 
studying the emotions of developers can be said to be a relevant problem. 

Guideline 3. Design Evaluation 

Hevner et al. (2004) demand that the design must be evaluated using well-defined 
methods. The evaluation in this thesis was done both against the requirements derived 
from the literature as well against a generic sentiment lexicon. 

Guideline 4. Research Contributions 

Design-science must produce contributions whether they are artifact, a foundation, or a 
methodology (Hevner et al., 2004). This research produced a sentiment lexicon for 
software engineering, and both the complete lexicon as well as the seed set are released 
under open-source license to the research community. 

Guideline 5. Research Rigor 

Research in design-science must be done using rigorous methods (Hevner et al., 2004). 
Research was conducted using design-science methodology. The knowledge base for 
creating the sentiment lexicon was previously published literature, which was reviewed 
to find guidelines and evaluation methods. Design artifact is the lexicon, which was 
built using these guidelines and methods, and all the building steps are reported in 
detail. 

Guideline 6. Design as a Search Process 

The search process must utilize available means to reach its goal (Hevner et al., 2004). 
Research utilized the previous literature to discover methods for each step for the 
lexicon building. All the steps used methods backed up by literature, but different 
solutions for every step were not employed and evaluated. 

Guideline 7. Communication of research 

Research must be presented in a format that is understandable to both management and 
technologically oriented people (Hevner et al., 2004). This thesis presents the process of 
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creating a sentiment lexicon in detail and opening up the terminology in a separate 
appendix. 
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7. Discussion 

Thesis focused on creating an IT artifact under the guidelines of design science research 
methodology. The created artifact was a domain-specific lexicon for the field of 
software engineering, that scored different aspects on valence, arousal and dominance 
based on the contexts where those aspects were encountered. Evaluation of the artifact 
was performed on the performance of its automatic implementations as well as against a 
generic lexicon using VAD-scores. 

The Chapter 7.1 answers the research question of the thesis by going over the creation 
process that was adopted for the development of the lexicon. Chapter 7.2 lists the main 
benefits of this research, which can be broadly categorized into both the development 
and release of a new lexicon as well as an example of a process on how to build a 
software lexicon. Limitations of the study as well as the challenges faced during the 
development process are discussed in chapter 7.3. 

7.1 Answer to research question 

Thesis focused on the research question: “How an aspect-based lexicon for software 
engineering can be designed, built and evaluated?” For answering this question, a 
literature review was conducted to identify common solutions and steps relating to 
building a sentiment lexicon. The review showed that so far there does not exist a 
comprehensive guideline that could be used to help in this building effort. As a base the 
steps proposed by Farooq et al. (2015) were utilized for building the software 
engineering lexicon, but they were modified to fit a more generic model and a testing 
phase was added to the end of the process. 

The thesis created a lexicon for software engineering domain by utilizing seven steps 
that are creation of the corpus, identifying the aspects, selecting the seed set, 
automatically annotating the seed set, expanding the seed set through Wordnet and 
evaluating the created lexicon as well as the automatic annotation and expansion phases. 

Corpus was built on using a dataset created by Claes et al. (in-press), which consisted of 
data mined from 102 Apache projects and 66 Mozilla projects. This data was pre-
processed by eliminating lines of text that included code examples and not natural 
written language. Data was also classified into positive and negative sentences with the 
help of Sentistrength. Finally, it was POS-tagged by Spacy. From this data set a 
stratified sample of 5 per cent was drawn to form the corpus used in this thesis. Sample 
size was limited to a low percentage due to the limited computing resources that were 
available.  

Identifying the aspects was done by following the examples by Bross and Ehrig (2013) 
as well as Farooq et al. (2015). They were identified using a set of rules that would pair 
nouns with other nouns, adjectives and adverbs and this way creating n-grams. 
Examples of the identified aspects include “pretty straightforward fix”, “new failure” 
and “late patch”. Even when the created rules only accounted for aspects within 
sentences, the results seemed promising. Further experiments should be made with more 
complex aspect identification techniques such as dependency parsing combined with 
custom heuristic rules to extend the aspect identification across several sentences.  
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Seed set was created automatically by identifying most occurring aspects similarly to 
the work of Oliveira et al. (2014). This enables to cover a substantial part of all the 
aspects appearing in the text while using only a fraction of all the identified aspects. The 
seed set consisted of 1401 aspects and opinion words. That presents 4.54 per cent of all 
the aspects in the corpus. These make up 38.08 per cent of all the aspects that appeared 
in the corpus. Benefit of limiting the inclusions of words based on occurrences is the 
possible automatic exclusion of aspects that relate only to a specific niche projects and 
would therefore not be very useful in generic context. The limitation is that some rare 
aspects are missed this way. 

Automatic annotation for the seed set was done in four different ways to find out what 
method would produce the best results when compared to the manual work done by two 
annotators. The results seemed inconclusive, as the ratings the annotators gave were not 
alike what was calculated automatically. There were some parallels between annotators 
when they were choosing from the four methods. Since there does not exist a pre-built 
gold standard from VAD-annotations in software engineering, all the method results are 
included in the final lexicon for future reference. 

Expansion was done automatically through Wordnet using two different Lesk methods 
to determine the correct synset for the aspect and opinion words. However, the accuracy 
was not deemed satisfactory even when the initial test produced promising results. The 
expansion process was improved by manual examination and improvement of the synset 
assignment rules as well as using two different Lesk algorithms to complement each 
other. Manual inspection was needed in the end to evaluate the correctness of the 
assigned synsets. Wordnet in the end seemed more suitable for generic words and 
expressions, as it was missing software engineering related terminology. More 
complicated and techniques could lead to better results, such as using vector 
representations of aspects and combining several sources to determine the correct sense 
for every word. 

Lexicon evaluation could not utilize calculations for accuracy, precision, recall and F-
measure, even when they have been used in several studies (Souza et al., 2011; Balahur 
& Montoyo, 2012; Farooq et al., 2015; Oliveira, Cortez & Areal, 2014; Choi & Wiebe, 
2014; Zhang & Singh, 2014). This would have required building of a gold standard 
presenting human annotated and validated sentences. The lexicon performance would 
have been evaluated against these sentences, but such a gold standard does not exist. 
Creation for such a gold standard is out of scope for this thesis. 

Instead the evaluation was done against the generic lexicon similarly to the work done 
by Demiroz et al. (2012), whom reported differences between their lexicon and 
Sentiwordnet. Comparison of the lexicon created in this thesis was done against the 
generic lexicon created by Warriner et al. (2013). It showed some differences in the 
mean scores and standard deviation for VAD-dimensions. Differences were also 
observed between the correlations of these dimensions against each other, most notably 
in the way how valence and arousal were correlating with each other. U-shaped curve 
was not detected in this thesis, but rather the dimensions showed a negative correlation. 
One explanation can be that developers use more expressive and active language to talk 
about negatively associated aspects such as bugs. Mean scores seemed to be also 
leaning towards more positive ones, which can be explained using stratified sampling 
technique. Used dataset had in total more positive sentences, therefore the lexicon 
reflects that trend. 

Evaluation was also performed to two steps of the lexicon building, which were 
annotation and expansion. Lexicon creation manually is both costly in time and 
resources, and therefore a fully automatic method or at least one that requires only some 



59 

human touches would be preferred (McShane, Nirenburg & Beale, 2005). This thesis 
aimed for this using an automatic aspect identification in the vein of Bross and Ehrig 
(2013), automatic annotation using different calculation methods for VAD-dimensions 
as well as automatic expansion through Wordnet. Both aspect identification and 
expansion steps required in the end manual verifications by a human, since the results 
were not accurate enough to be trusted without manual confirmation. 

7.2 Benefits of the research 

Design science methodology was used to create a software artifact, that in this case is a 
lexicon for the field of software engineering. Main contribution is a lexicon that 
contains aspects as well as the related opinion words such as adjectives and adverbs. 
The lexicon features also four different scores for each VAD-dimension. These are 
calculated based on the opinion words as well as other words present in the sentences 
where the aspect was encountered. This lexicon and its seed set are released under an 
open-source software license, so they are freely available to be used in future research. 
The lexicon and the seed set are available through the authors GitHub-page at 
https://github.com/Lrantala/Aspect-based-lexicon-for-SE. 

This hhesis also shows a method for building a lexicon to a specific domain and the 
required steps. They follow the structure proposed by Farooq et al. (2015) but change 
the steps to more generic ones. A separate testing step is also added to process. This can 
help future researchers to adopt a more unified methods for this building process, as 
currently there does not exist a comprehensive method for lexicon building. These steps 
can also be used as a groundwork for creating a new method or for refining instructions 
on how to perform each phase in more detail. 

7.3 Limitations of the study 

Research used an idea to build a lexicon for software engineering that would combine 
both aspect recognition and VAD-scores. Due to the large scope of the project as well as 
limited available resources, some limitations to the development process applied. These 
include limitations to generalization due to the corpus size, accuracy of the automatic 
methods, lack of a larger experiment regarding human annotators, not doing a 
systematic literature review as well as not testing several different methods for the 
different steps of lexicon creation. 

The results obtained can be said to be generalizable to open source software projects, as 
the dataset created by Claes et al. (in-press) is similar to the one developed by Ortu et al. 
(2015). Limited computing resources caused only a five per cent sample to be used from 
the whole dataset. Therefore, the generalization might not be as good as when using the 
whole dataset to build the corpus. 

Literary review was conducted to draw requirements for the created lexicon. Since it 
was not done in a pure systematic way, it is possible that some articles were missed. 
Creating a systematic literature review for the creation of lexicons and dictionaries for 
NLP purposes could yield more information on different steps that could be possibly 
added to the lexicon creation process. 

Aspect recognition was done by recognizing patterns that consisted of adjectives, 
adverbs and nouns. Simple rules were created that would find n-grams of words that 
consisted of at least one noun plus other nouns, adjectives and adverbs. This recognition 
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was not tested against different solutions, so it is possible that a more complex 
technique could yield better results for recognizing aspects. 

Human annotators were used only in a small experiment to verify the results from 
different calculation methods, but the results of this experiment were inconclusive. 
Authors assigned scores that did not give statistically valid results against the 
automatically created ones. At the same time, they selected different calculation 
methods to represent their view of the typical score and again their views did not match 
with each other. The annotation test was a small in scope, so a larger study could yield 
better results. 

Generic limitation with this study was the lack of gold standard for VAD-scores used in 
software engineering. This limited the testing to comparisons with already created 
lexicon, as well as to the generic evaluation of accuracy in the automatic expansion 
process. The creation of a manually annotated dataset that would include VAD-scores at 
least in a sentence level would help in creation and testing of future lexicons.  
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8. Conclusion 

This master’s thesis created an aspect-based lexicon utilizing different methods. It was 
based on requirements derived from the literature and showed that creation of a lexicon 
does not have a uniform process. Every researcher has created their own by utilizing 
somewhat different processes and methods. Thesis follows the steps proposed by 
Farooq et al. (2015) and shapes them into more generic phases that could apply not only 
to product review but to all lexicons created from a corpus. The steps for creating a 
lexicon are summarized in Chapter 5.6 and include creating and preprocessing of the 
corpus, identifying aspects, selecting the seed set of aspects, annotating the words with 
VAD-scores using 4 different methods, and expanding the seed set through Wordnet. 
These are later evaluated in a final step to evaluate how the created lexicon differs from 
a generic one. 

Creation of the lexicon utilizes automatic steps to reduce manual effort. Some manual 
inspections and verifications are still needed to verify the results as the accuracy of the 
automated methods were not satisfactory. The results show that it is possible to create 
lexicon automatically using even limited resources. The created lexicon and the seed set 
are released under open-source license to contribute to the research community as well 
as to benefit future research. They are both available from the author’s GitHub-page 
mentioned in section 7.2. 

Thesis shows several avenues for continuing the research in the future, where the most 
important ones are the defining of a unified workflow process for lexicon creation as 
well as creating a public gold standard set for software engineering that would use 
VAD-dimensions. The steps for creating a lexicon should be formulated so that 
researchers could follow similar steps in lexicon creation. Individual steps could be 
specified to include variations for different situations and domains. The testing of the 
lexicon was very limited due to the lack of a gold standard for software engineering that 
would utilize VAD-scores. Creation and release of such a public resource would benefit 
future research. 

In addition, smaller avenues for future research include evaluating different aspect 
detection heuristics and approaches and ways to expand the seed set using different 
resources and techniques. Aspect detection could be enhanced to use several different 
methods and resources. Wordnet has been shown to perform well when the words 
searched are generic ones and not terminology for a specific domain, however 
expanding the seed for these specific terms must use some other method for identifying 
similar words. 
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Appendix A. VAD annotation instructions 

Background 

You have been invited to take part in an annotation study, where the purpose is to 
evaluate the three different dimensions of valence, arousal and dominance regarding 
different aspects. The aspects are presented as a pair of noun phrase and related opinion 
word, such as “aspect: graphics card, opinion: old” along with the related sentence 
where the aspect is encountered. 

VAD-score explanations 

The scores represent three different dimensions of emotions. Valence is the feeling of 
positive or negative emotions. Arousal is the feeling of being awake or sleepy. 
Dominance is the feeling of being in control or being controlled / losing control. Every 
score ranges from 1 to 9, where 1 means feeling negative emotions / being sleepy / not 
being in control. The other end of the spectrum at 9 means feeling extremely happy / 
totally awake / fully in control. Example scores for emotions can be seen below in Table 
1, and they’re taken from the list described in Warriner et al. (2013). 

Table 1. Example VAD-scores for eight words from Warriner et al. (2013) 

Word Valence Arousal Dominance 

Vacation 8.53 5.22 7.11 

Cancer 1.9 5.14 2.9 

Snake 4.03 7.24 3.65 

Tea 6.56 2.00 4.33 

Cooking 6.77 4.19 7.27 

Earthquake 3.05 6.76 2.14 

Mosquito 3.12 5.17 3.88 

Seminary 5.64 3.81 5.12 

 

Looking at the scores, we can see that vacation is seen as an extremely positive thing 
(valence 8.53), at the same time it does not convey directly feelings of being awake or 
sleepy, or it can mean both (arousal 5.22), and that vacation usually has some pre-
planning which puts the person in control (dominance 7.11). Snake on the other hand 
arouses slightly negative emotions (valence 4.03). At the same time encountering one 
makes one very alert (arousal 7.24), and the snake can behave in an unpredictable way 
that one can’t control (dominance 3.65). 
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Task 

The task consists of two different parts, which will see you both selecting the number 
that most closely resembles your interpretations of the valence, arousal and dominance 
characteristics of the presented aspects. It is important to note, that there are no correct 
answers and that you should pick or write the answer preferably quickly based on your 
initial feeling. 

Part I. Your task is to evaluate which of the scores presented scores matches in your 
opinion most closely the presented aspect in the related sentence. You do this by 
marking on the reserved column the number of the valence / arousal / dominance 
column that most closely resembles the aspect when taken into account the sentence. 
E.g. if you think that option titled Valence 3 is the best choice, you mark “3” on the 
appointed Valence-choice column. 

Part II. Your task is to write down scores for valence, arousal and dominance that most 
closely present the emotional characteristics of the aspect in the context of the presented 
sentence. You do this by marking on the reserved columns the numbers for valence / 
arousal / dominance column that most closely resemble the aspect in that context. 

Example with only valence-score: 

 

Table 2. Example of the assignment in part 1. 

Aspect Opinion 
word 

Original 
sentence 

Valence 1 Valence 2 Valence 3 Valence 4 Valence 
choice 

Label Unused Unused 
labels are 
irritating 
and 
useless 

3.88 3.58 4.11 3.78 This is 
where you 
would 
write the 
number of 
your 
choice 
(e.g. 1) 

 

Table 3. Example of the assignment in part 2. 

Aspect Opinion word Original 
sentence 

Valence Arousal Dominance 

Label Unused Unused labels 
are irritating 
and useless. 

Write your 
own number 
here. 

Write your 
own number 
here. 

Write your 
own number 
here. 
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Appendix B. Test sentence table for Lesk algorithm 

Aspect Opinion Original sentence 

Computer New The new computer was expensive 

Label Unused Unused labels are irritating and useless 

Code Clear Clear code makes me happy 

Situation Bad The bad situation is turning worse 

Ticket Open These open tickets are small but important 

Commit Old Looking back at old commits makes me want to cry 

Computer New But some of the new computers are cheap and effective 

Memory, Chip Very, Good It was a very good memory chip, but with limited warranty 

Warranty Limited It was a very good memory chip, but with limited warranty 

Crash Really, Bad This was a really bad crash that corrupted everything 

Bug, fix Not, All, Good This bug fix wasn’t all good 

Computer, Mouse Not, Bad It was not bad to use it with a computer mouse 

Memory, Chip Not, Good It was not a good memory chip 

Memory, Chip Good It was a good memory chip 
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Appendix C. Terminology explanations 

Annotation Assigning the words or other lexical units some 
sort of qualities such as polarities. Can be done 
manually, automatically or as a combination of 
manual and automatic methods. 

Arousal  A presentation of activity / sleepiness / being 
awake. Score can be used to represent how 
sleepy or active the person is feeling. 

Aspect A collection of words representing a single 
aspect includes one or more nouns and possibly 
adjectives and adverbs, e.g. “new bug”, “special 
character”. 

Corpus A collection of texts or words. 

Dependency parsing Explains the semantic relationships between the 
words by identifying subjects, root words etc. 

Dominance A presentation of feeling of being in control or 
being controlled / losing control. Score can be 
used to represent the intensity of the feeling. 

Gold standard Manually annotated and verified set of 
sentences / words / other lexical units that can 
be used both to train machine learning tools and 
to test and verify results from different 
techniques. 

Lemma Word in its basic form, e.g. the lemma for word 
“engineers” is “engineer”.  

Lexicon / Dictionary A collection of opinionated words. 

Natural-language processing (NLP) Interdisciplinary research field that aims at 
developing set of tools and techniques for 
computers, which enables them to understand 
written textual data or speech. 

Opinion mining Technique that aims to discover the opinions 
and attitudes from textual data. Opinion mining 
can be used for example to discover political 
attitudes, find out opinions relating to specific 
products and to help with managing customer 
relations. Closely related to sentiment analysis 
and sometimes used interchangeably with it. 
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Part-of-speech (POS) Classification that determines the type of the 
word, e.g. whether it is a noun, verb, adverb etc. 

Prior polarity Polarity / valence score of a word in a lexicon 
that does not consider the context for the word. 

Seed set Initial list of opinionated words that can be later 
expanded using different techniques. 

Sentiment analysis  Technique that uses natural language processing 
to determine different subjective aspects of 
naturally produced text, such as opinions, 
sentiments, emotions and attitudes towards 
specific topics. Closely related to opinion 
mining and sometimes used interchangeably 
with it. 

Sentiment lexicon A specific type of a lexicon or dictionary, which 
contains semantic information. Contents vary 
but often include the polarity of the words, 
strength of this polarity and part-of-speech 
tagging. 

Synset Synsets are groups of synonyms that all are 
classified having the same POS type and which 
share the same meaning 

VAD A trio of scores comprised of valence, arousal 
and dominance. 

Valence / Polarity A presentation of the positivity or negativity of 
a text that can help detect positive and negative 
emotions of a text. Score can be used to 
represent the intensity of the emotion. 

Wordnet A lexical resource that includes collections of 
synsets. 


	Abstract
	Keywords
	Supervisor

	Tiivistelmä
	Foreword
	Contents
	1. Introduction
	2. Research methodology and research questions
	2.1 Research method
	2.2 Methodology for literature review

	3. An overview of natural-language processing
	3.1 An overview of sentiment analysis and opinion mining
	3.1.1 Lexicon- and machine-learning approaches to sentiment analysis
	3.1.2 Different levels of sentiment analysis


	4. Literature review
	4.1 Sentiment lexicons
	4.2 Sentiment lexicon building
	4.2.1 Building a corpus
	4.2.2 Preprocessing data
	4.2.3 Identifying features
	4.2.4 Seed extraction
	4.2.5 Seed annotation
	4.2.6 Seed expansion
	4.2.7 Lexicon testing

	4.3 Requirements derived from literature

	5. Developing the sentiment lexicon
	5.1 Creation of the corpus
	5.1.1 Preprocessing the Jira dataset
	5.1.2 Selecting a random sample as the corpus

	5.2 Identifying the aspects
	5.3 Selecting the seed set of words
	5.4 Annotating the seed set
	5.4.1 Sentiment annotation
	5.4.2 Sentiment annotation results

	5.5 Expanding the seed set
	5.6 Summary of steps used to build the lexicon

	6. Evaluation
	6.1 Evaluation of the automatic seed annotation
	6.2 Evaluation of the seed expansion through Wordnet
	6.3 Comparison with the original VAD-lexicon by Warriner et al.
	6.4 Comparison against the requirements derived from literature
	6.5 Design-science guidelines evaluation

	7. Discussion
	7.1 Answer to research question
	7.2 Benefits of the research
	7.3 Limitations of the study

	8. Conclusion
	References
	Appendix A. VAD annotation instructions
	Appendix B. Test sentence table for Lesk algorithm
	Appendix C. Terminology explanations

