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ABSTRACT
Mammography is an x-ray imaging method used in breast cancer screening,
which is a time consuming process. Many different computer assisted diagnosis
have been created to hasten the image analysis. Deep learning is the use of multilayered neural networks for solving different tasks. Deep learning methods are
becoming more advanced and popular for segmenting images. One deep transfer
learning method is to use these neural networks with pretrained weights, which
typically improves the neural networks performance.
In this thesis deep transfer learning was used to segment cancerous masses from
mammography images. The convolutional neural networks used were pretrained
and fine-tuned, and they had an an encoder-decoder architecture. The ResNet22
encoder was pretrained with mammography images, while the ResNet34 encoder
was pretrained with various color images. These encoders were paired with either
a U-Net or a Feature Pyramid Network decoder. Additionally, U-Net model with
random initialization was also tested. The five different models were trained and
tested on the Oulu Dataset of Screening Mammography (9204 images) and on
the Portuguese INbreast dataset (410 images) with two different loss functions,
binary cross-entropy loss with soft Jaccard loss and a loss function based on focal
Tversky index.
The best models were trained on the Oulu Dataset of Screening Mammography
with the focal Tversky loss. The best segmentation result achieved was a Dice
similarity coefficient of 0.816 on correctly segmented masses and a classification
accuracy of 88.7% on the INbreast dataset. On the Oulu Dataset of Screening
Mammography, the best results were a Dice score of 0.763 and a classification
accuracy of 83.3%. The results between the pretrained models were similar,
and the pretrained models had better results than the non-pretrained models.
In conclusion, deep transfer learning is very suitable for mammography mass
segmentation and the choice of loss function had a large impact on the results.
Keywords: binary semantic segmentation, breast cancer, cancer detection,
convolutional neural networks, machine learning, medical imaging
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TIIVISTELMÄ
Mammografia on röntgenkuvantamismenetelmä, jota käytetään rintäsyövän
seulontaan. Mammografiakuvien seulonta on aikaa vievää ja niiden
analysoimisen avuksi on kehitelty useita tietokoneavusteisia ratkaisuja.
Syväoppimisella tarkoitetaan monikerroksisten neuroverkkojen käyttöä eri
tehtävien ratkaisemiseen. Syväoppimismenetelmät ovat ajan myötä kehittyneet
ja tulleet suosituiksi kuvien segmentoimiseen. Yksi tapa yhdistää syvä- ja siirtooppimista on hyödyntää neuroverkkoja esiopetettujen painojen kanssa, mikä
auttaa parantamaan neuroverkkojen suorituskykyä.
Tässä diplomityössä tutkittiin syvä- ja siirto-oppimisen käyttöä
syöpäisten massojen segmentoimiseen mammografiakuvista. Käytetyt
konvoluutioneuroverkot olivat esikoulutettuja ja hienosäädettyjä. Lisäksi niillä
oli enkooderi-dekooderi arkkitehtuuri. ResNet22 enkooderi oli esikoulutettu
mammografia kuvilla, kun taas ResNet34 enkooderi oli esikoulutettu
monenlaisilla värikuvilla. Näihin enkoodereihin yhdistettiin joko U-Net:n
tai piirrepyramidiverkon dekooderi. Lisäksi käytettiin U-Net mallia ilman
esikoulutusta. Nämä viisi erilaista mallia koulutettiin ja testattiin sekä
Oulun Mammografiaseulonta Datasetillä (9204 kuvaa) että portugalilaisella
INbreast datasetillä (410 kuvaa) käyttäen kahta eri tavoitefunktiota, jotka
olivat binääriristientropia yhdistettynä pehmeällä Jaccard-indeksillä ja fokaaliin
Tversky indeksiin perustuva tavoitefunktiolla.
Parhaat mallit olivat koulutettu Oulun datasetillä fokaalilla Tversky
tavoitefunktiolla. Parhaat tulokset olivat 0,816 Dice kerroin oikeissa
positiivisissa segmentaatioissa ja 88,7% luokittelutarkkuus INbreast datasetissä.
Esikoulutetut mallit antoivat parempia tuloksia kuin mallit joita ei esikoulutettu.
Oulun datasetillä parhaat tulokset olivat 0,763:n Dice kerroin ja 83,3%
luokittelutarkkuus. Tuloksissa ei ollut suurta eroa esikoulutettujen mallien
välillä. Tulosten perusteella syvä- ja siirto-oppiminen soveltuvat hyvin massojen
segmentoimiseen mammografiakuvista. Lisäksi tavoitefunktiovalinnalla saatiin
suuri vaikutus tuloksiin.
Avainsanat:
binääri
semanttinen
segmentointi,
koneoppiminen,
konvoluutioneuroverkko, lääketieteellinen kuvantaminen, rintasyöpä, syövän
havaitseminen
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BCE-J
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DICOM
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FPN
FT
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GMIC
GPU
ILSVRC
INESC
MLO
MV-DCN
NYUBCSD
OUDSM
OUH
PNG
ReLU
ResNet
SGD
SOLT
tanh
TN
TP
VOI LUT

Adaptive moment estimation
Area under the receiver operating characteristics curve
Binary cross-entropy with soft Jaccard index
Breast Imaging-Reporting and Data System
Batch normalization
Computer Aided Diagnosis
Curated Breast Imaging Subset of Digital Database for
Screening Mammography
Craniocaudal
Compute Unified Device Architecture
Digital Database for Screening Mammography
Digital Imaging and Communications in Medicine
Dice similarity coefficient
False negative
False positive
Feature Pyramid Network
Focal Tversky
Global-Local Activation Maps
Globally-Aware Multiple Instance Classifier
Graphics processing unit
ImageNet Large Scale Visual Recognition Challenge
Instituto de Engenharia de Sistemas e Computadores
Mediolateral oblique
Multi-view deep convolutional network
New York University Breast Cancer Screening Dataset
Oulu Dataset of Screening Mammography
Oulu University Hospital
Portable Network Graphics
Rectified linear unit
Residual neural network
Stochastic gradient descent
Streaming Over Lightweight Transformations
Hyperbolic tangent
True negative
True positive
Value of interest lookup table

lr
m
t
v
w

Learning rate
First moment vector in Adam
Time
Second moment vector in Adam
Model weights

α
β

Focal Tversky index precision modifier
Focal Tversky index recall modifier

β1/2
γ
θ

Exponential decay rates in Adam
Focal Tversky index exponent value
Parameter vector

σ
∩
∇

Sigmoid function
Intersection
Gradient
Derivation by x

d
dx
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1. INTRODUCTION
Breast cancer is the most common cancer in women [1]. In 2019, 5136 new cases
of breast cancer were diagnosed and 892 women died of breast cancer in Finland
[2]. Mammography is a common method used to detect and screen breast cancer. In
mammography, x-ray imaging is used on the breast and the resulting images are called
mammograms. Breast cancer screening with mammography is done every two years
for every woman between the age of 50-69 in Finland [3]. Screening mammography
uses a lot of the radiologists’ time and accurate computer assisted diagnosis (CAD)
methods could be used to reduce radiologists’ workload.
Deep learning is a machine learning method which uses multi-layered neural
networks to complete various tasks. Neural networks have been successfully used
in cancer localization and classification [4, 5] and in other biomedical applications,
e.g., arrhythmia detection in electrocardiograms [6]. They have also been used on
mammograms for different tasks, such as classifying breast density [7], detecting and
segmenting masses [8, 9] and predicting the risk of breast cancer [10]
The primary objective of this thesis was to build a deep learning pipeline capable
of detecting and segmenting cancerous masses in mammography images. The
segmentation methodology used was binary semantic segmentation, i.e. every pixel
in the image was given a binary label based on whether it is a part of a mass or
not [11]. Secondary objective of this thesis was to quantify the benefits of transfer
learning and whether it is better to use pretrained weights from similar or dissimilar
tasks. The segmentation was limited only to cancerous masses, because focusing only
on masses is more efficient than trying to focus on several different findings. Other
reasons for leaving the two other common findings in mammography, calcifications
and architectural distortions, out of the scope of this thesis are because masses are
larger than calcifications and thus potentially easier for deep learning methods to
segment and there are currently no large public datasets for architectural distortions.
Convolutional neural networks with an encoder-decoder architecture were used for
the binary semantic segmentation task. Encoder-decoder architecture means that the
model consists of two parts, an encoder that generates features for the decoder, which
uses them to generate the segmentation. The encoders used in this thesis were residual
neural networks [12] (ResNets) with pretrained weights. Two ResNets were used:
ResNet22 [8], which were pretrained with mammograms, and ResNet34, which were
pretrained with natural images. The decoders used were U-Net [13] and Feature
Pyramid Network (FPN) [14]. U-Net was also used as an independent encoder-decoder
model without pretraining.
The deep learning pipeline used in this thesis was premade. The pipeline originally
consisted of scripts that could be used to train the convolutional neural networks. The
pipeline was further developed to support pretrained encoders and two decoders. This
included modifying the ResNet22 model into an encoder and making it work with the
pretrained weights. In this thesis a testing pipeline with prediction averaging across
the folds and calculating different metrics was added. The datasets used in this thesis
required modifying existing data processing codes to adapt and fit all the datasets to
the pipeline.
In this thesis background information is given about breast cancer, mammography,
deep learning and transfer learning in Section 2. Then the various datasets and the
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deep learning pipeline are detailed in Section 3. In Section 4 the results from different
datasets and tests are shown. Finally, the implications of the results are discussed in
Section 5 and the conclusions are presented in Section 6.
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2. BACKGROUND
2.1. Breast Cancer
Breast cancer, like other cancers, is made out of cells that divide uncontrollably and
are harmful to the body. Cancer typically becomes deadly when it begins to spread
uncontrollably around the body, i.e. metastasises [15]. Breast cancer typically forms
in the lobules or ducts inside the breast. Around 70% of breast cancers are ductal and
10% to 20% are lobular [16]. These cancers can either spread locally in the breast or be
invasive and spread to other tissue. Localized, slowly growing cancer is called benign,
while invasive and quickly spreading cancer is called malignant. Common symptoms
of breast cancer are lumps in the breast, blood or clear fluid from the nipple, inverting
of the nipple and rash on near the nipple [16].
Breast cancer is the most common cancer in women, with 5136 diagnosed cases in
Finland in 2019 [2] and 2.3 million diagnosed cases globally in 2020 [1]. The age
standardized global breast cancer incidence rate was 13.6 per 100 000 person-years
in 2020 [1]. The Finnish equivalent was 170.5 in 2019 [2]. Globally, 685 000 women
died from breast cancer in 2020. Early diagnosis and treatment are important to prevent
deaths from breast cancer, which is why in Finland the five year survival rate of breast
cancer is 91%, one of the highest in the world [3].
Breast cancer is diagnosed by examining the breasts visually and by palpation,
i.e. by feeling the breasts with hands. If there are signs of breast cancer, different
imaging methods can be used for further diagnosis. Most commonly used imaging
method is mammography, which is discussed in Section 2.1.1. Other imaging methods
used include ultrasound, digital breast tomosynthesis, magnetic resonance imaging and
galactography. These are used when malignancy is suspected and further diagnosis
is required. Ultrasound imaging is the most commonly used imaging method to
supplement mammography. Ultrasound is commonly used to ensure whether the
finding in mammography is a mass or not. It is often used for younger patients with
dense breasts, because mammography has poor contrast in dense breasts. Ultrasound
is also used in other cases where mammography cannot be used. Digital breast
tomosynthesis uses a rotating x-ray tube, which allows for 3D-imaging of the breast
[17]. Magnetic resonance imaging usually is used with a contrasting agent as it
shows areas with large amount of blood vessels, which typically indicates cancer.
Galactography uses x-ray imaging with a contrast agent, which shows the milk ducts.
This imaging method is used to detect a rare intraductal cancer [18].
If the imaging results show signs of breast cancer, a biopsy is typically taken. In
biopsy, a needle aspiration is used to take a sample of the suspicious tissue under
ultrasound guidance. Histopathological analysis is done on the tissue biopsy sample to
determine whether it is cancerous or not [16].
The most common treatment for breast cancer is either partial or total removal of the
breast, i.e. mastectomy. Partial removal of the breast is almost always accompanied
by radiation therapy, which is used to destroy the remaining cancer cells in the breast.
Chemotherapy is often required to reduce the size of the tumor, if the patient does
not want a mastectomy. Depending on the hormone receptor the cancer cells are
expressing, antiestrogen or antihormonal treatment can also be given prevent the
recurrence of cancer [16, 3, 19].
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2.1.1. Mammography
Mammography is the most used imaging method in breast cancer diagnosis and
screening [18]. Around 300 000 screening mammography exams get taken in Finland
yearly and approximately 3% of these patients require further examinations and 0.8%
require specialized medical treatment [20]. With regular mammography screening
many breast cancers can be detected and treated before they become fatal [3]. However,
many cancers still get missed during screening. Another issue is false positive findings,
which are common and can cause a lot of stress [21].
Mammography is a specialized radiography examination, in which low energy xrays are used to produce grayscale images of the breast. The small voltage and
high current gives good contrast for the different tissues in the breast. The breast is
compressed between a plastic sheet and the detector, which gives better contrast and
resolution. This is due to the smaller distance between the breast and the detector and
the reduced amount of scattering radiation. [18]
A typical mammography exam consists of four high-resolution images, two images
from each breast. Craniocaudal (CC) and mediolateral oblique (MLO) are the most
often used views (Figure 1). Craniocaudal images are taken from above the breast
with the x-ray generator straight. Mediolateral oblique images are taken from the side
with the x-ray generator rotated 60 degrees [18].
Breast cancer typically presents itself in mammograms in the form of masses,
calcifications, asymmetrical features or architectural distortions in the breasts [18, 22].
Masses are three-dimensional tumors in the breast and they can be either spherical
or irregular in shape (Figure 2). Irregularly shaped masses in mammography are
typically malignant, while elliptical and transparent masses are usually benign [18].
Calcifications are typically found in groups and they appear in mammography images
as bright texture (Figure 3). Most of the calcifications are benign and the differences
between malignant and benign calcifications are subtle [18]. Asymmetrical features
can be seen as differences between the breasts, for example a dense area that is visible
on only one of the breasts [16]. Architectural distortions are features that resemble
the breast as being distorted without a mass visible. They are hard to detect since the
feature can be subtle and present itself in many different ways [23].
All of these aforementioned findings can be benign or malignant. Benign findings
are usually harmless, since they do not grow fast nor do they spread outside the
tumor area. Malignant findings can metastasise and grow faster [15]. Breast ImagingReporting and Data System (BI-RADS) is used to classify the severity of the findings
in the breast from mammograms. The scale goes from zero to six, six being the most
severe and one meaning that the breast is healthy [24]. In Finland a similar scale is
used, without the third BI-RADS category and a different naming scheme (Table 1).
The classification is done by the radiologist after viewing the images and if the finding
is suspicious and further diagnosis is required then a biopsy is taken and the breast is
reclassified.

12

Figure 1. Example of a craniocaudal (left) and a mediolateral oblique (right)
mammogram from the INbreast dataset. These mammograms do not contain
masses. Courtesy of Breast Research Group, Instituto de Engenharia de Sistemas e
Computadores (INESC) Porto, Portugal [22].
Table 1. BI-RADS categories [24] and the Finnish equivalent [25]
Category
BI-RADS category
Finnish equivalent
0
Incomplete
Failed
1
Negative
Normal
2
Benign
Benign
3
Probably benign
Malignancy cannot be excluded
4
Suspicious
Strong suspect for malignancy
5
Highly suggestive of malignancy
Malignant
6
Known biopsy-proven malignancy
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Figure 2. Example of different size masses in mammograms from the INbreast dataset.
Sub-images are in different scales. Courtesy of Breast Research Group, INESC Porto,
Portugal [22].
2.1.2. Breast Mass Segmentation Methods
In mammography, CAD applications typically use generic computer vision methods
for mass segmentation. These include model-based, contour-based, region-based and
clustering methods. All of these methods typically use features that are based on the
grey-levels, gradients, textures and shapes in the images [26]. These methods typically
do not reach a high level of accuracy that is needed for clinical use [26]. Deep learning
based mammography segmentation and classification methods are discussed in Section
2.2.3.
A model-based system learns features from a set of training data. There is a wide
variety of possible approaches to these systems, such as pattern matching methods,
binary decision trees, support vector machines and neural networks [26]. An example
of a model-based system being applied in mammography can be found in [27], where
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Figure 3. Example of three calcifications (circled) in a mammogram from the INbreast
dataset. Courtesy of Breast Research Group, INESC Porto, Portugal [22].
shape and deformation templates were learned from a training dataset and then were
used on real mammograms with the help of a Bayesian framework.
Contour-based methods are used for edge detection. These are usually not very
accurate for mass segmentation, because it can be difficult to separate the edge of the
mass from the normal tissue [26]. In [28] a contour-based method was applied on
mammograms, where the image’s intensity maximum is chosen as the starting point
for drawing the contour. The size of the contour was based on a threshold which was
dynamically changed. When the algorithm reached a certain threshold the area was
removed from the image and the process repeated.
Region-based methods use the homogeneous composition of a region in the image
for segmentation. The method starts from a point and stops when it reaches an area that
is different from the region, based on an error value. These methods can be based on
region growing or split and merge methods [26]. For example in [29] region-growing
is used to detect masses from mammograms.
Clustering methods are the most commonly used segmentation methods [26]. In
clustering data is separated into clusters based on patterns in the data. There are
many different methods for cluster analysis, including thresholding [26, 30] which
is typically used in segmentation. For example in [31], a fuzzy c-means clustering
method was used to segment masses in mammography.
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2.2. Deep Learning
Deep learning is a subset of machine learning. In machine learning, a model is trained
with data. The model can then be used to do inference on unseen data. In deep learning,
neural networks consisting of multiple hidden layers that are used to complete various
tasks, such as classification, regression and segmentation. A neural network consists
of multiple layered nodes (Figure 4), which have adaptable weights. These weights
can be used to apply a function and a bias term to the previous layers output. The
used function that the nodes apply can vary, but in modern deep learning convolution
is commonly used. The nodes also apply an activation function, which are nonlinear,
allowing the network to detect nonlinear features from their inputs [32]. The activation
function also varies, common functions include sigmoid, hyperbolic tangent (tanh) and
rectified linear unit (ReLU) (Figure 5).
These networks are called neural because they are partly inspired by the neurons
in a brain. Like neurons, which send a signal based on their inputs, the nodes on a
layer take inputs from many sources and output a value [33]. The nodes also learn
from the data and change their output based on the training results. This is done by
adapting the weights in the network during training. The advantage in deep learning
over other machine learning methods is its capability to deal with high dimensional
and unstructured data [34].
In a fully-supervised learning setting, the neural network learns by comparing its
output to a ground truth, i.e. the correct output label. For example, the ground truth
can be a label for the entire image or a binary mask with labels for all of the pixels.
The function used in the comparison is called a loss function. By minimizing the
loss function during training the neural network learns the specified task. There are
other learning methods, such as weakly-supervised learning, in which only partial
information about the ground truth is available, for example trying to segment masses
with only image labels as the ground truth [8]. Another method is unsupervised
learning, in which training is done without labels [35].
Neural networks use an algorithm called backpropagation to calculate the gradients
of the loss function that determine how the weights in the model should be changed
during the learning process to improve the results. The backpropagation algorithm uses
the chain rule of derivatives to calculate the gradient for each weight at every layer of
the neural network [36]. Chain rule for a single input neuron is defined as
df da
df
=
·
,
dw
da dw

(1)

where f is the loss function, a is the output of the neuron and w are the weights.
There are multiple different optimization algorithms that can be used to update the
weights during training. Common algorithms that are used are stochastic gradient
descent (SGD) [37] and adaptive moment estimation (Adam) [38] (Algorithm 1). SGD
is defined as
wt = wt−1 − lr · ∇w f (wt−1 ),

(2)

where wt are the model parameters at a timestep t, lr is the learning rate, ∇ is the
gradient with respect to w and f (wt−1 ) is the loss function. The used algorithm is also
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Input

Hidden layers

Output

Figure 4. Simplified example of an artificial neural network with two hidden layers.
The arrows show from where the nodes gather their inputs. The node’s weights and
the used activation function are applied to the node’s input on each node.
known as the model’s optimizer. Adam is a more commonly used optimizer, since SGD
can easily get stuck on a local minima. Adam uses biased first and second moments of
the gradient to optimize the weights in the model. This allows Adam to typically reach
a lower loss function value faster than SGD [38].
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Figure 5. Examples of some commonly used activation functions.
Algorithm 1. Adaptive moment estimation (Adam) [38]
Input : Learning rate lr
Input : Exponential decay rates β1 , β2 ∈ [0, 1)
Input : Loss function f (θ)
Input : Initial parameter vector θ0
Output: Resulting parameters θt
1 m0 ← 0 (first moment vector)
2 v0 ← 0 (second moment vector)
3 t ← 0 (timestep)
4 while θt not converged do
5
t ← tt−1 + 1 Increase timestep
6
gt ← ∇θ ft (θt−1 ) Calculate gradient of the loss function
7
mt ← β1 mt−1 + (1 − β1 )gt (Update biased first moment vector)
8
vt ← β2 vt−1 + (1 − β2 )gt2 (Update biased second moment vector)
mt
9
m̂t ← 1−β
t (Compute first moment vector)
1
vt
10
v̂t ← 1−β t (Compute second moment vector)
2
t
11
θt ← θt−1 − lr √m̂
(Update parameters)
v̂t +
12 end
In deep learning, the data is typically divided into three parts, training, validation and
testing datasets. The training dataset contains typically more than 50% of the entire
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dataset and it is used to update the models parameters as previously detailed. The
validation dataset is used to confirm that the model can work on data that it has not
seen during training, since it is possible that the model overfits to the training data and
gives worse results on unseen data [39]. The entire training and validation datasets are
gone through multiple times during the training process, by training the model on the
training dataset and then validating the model on the validation dataset. A single loop
over the datasets is called an epoch. The training and validation are repeated multiple
times over many epochs. The loss value is calculated for the validation dataset and the
model parameters that resulted in the lowest validation loss are typically used in testing
the model. The testing dataset is used to calculate the trained model’s performance
independently of the other two datasets.
The data used to train the model is commonly divided into folds by k-fold crossvalidation. In k-fold cross-validation, k-1 number of folds make up the training data,
while the fold that is left out is the validation data. This means that the training is
repeated k times to go through the entire dataset [40]. The model parameters are saved
for each fold, meaning that there are k models. These models can then be used together
on the testing data by averaging the combined result from these models or by using the
model with the lowest error. The benefits from cross-validation is that it gives multiple
models, which can be better than only one model trained on the dataset. Another
benefit is that it throughoutly uses the entire dataset. A drawback is that it takes longer
to train multiple models.
Neural networks are commonly trained in minibatches, since training the model one
input at a time is very time inefficient. Minibatches contain multiple inputs, that are
used to calculate a loss value. The gradient calculated from the minibatch’s loss is a
better estimate of the entire dataset than the gradient from a single input’s loss [41].
The neural network can overfit to the dataset. This means that the model makes
predictions that work perfectly on the training dataset, but the model becomes
unreliable on unseen data. Data augmentations are commonly used to prevent
overfitting during training by increasing the amount of variation in the data. Data
augmentations can either generate artificial images and add them into the data or
transform existing data in the training dataset. This means that in different epochs
the same data can look different, which improves the model’s performance on unseen
data. When using image data, common transformations used are flipping, rotating,
translating and filtering [39]. Other transformations include cutout, i.e. removing
portions of the image, and manipulating the image’s brightness and contrast.
The various parameters, such as learning rate, batch size and the different data
augmentations and their parameters are known as hyperparameters. Optimizing
these hyperparameters is important, since they have great impact on the model’s
performance. Hyperparameter optimization is a time consuming process, because there
can be an infinite number of different combinations and the best values can be hard to
find. One method for hyperparameter optimization is random search, in which the
parameters are randomly chosen. This can be more efficient than grid search, since the
optimal parameters typically do not follow a pattern [42].
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2.2.1. Convolutional Neural Networks
Convolutional neural networks perform cross-correlation with their weights on the
input of the neural network. Since cross-correlation is the same as convolution without
flipping the filter, the networks are called convolutional and the used function is called
convolution [33]. The cross-correlation equation for matrices I and F is
O(i, j) =

h
h
X
X

I(i + m, j + n)F (m, n),

(3)

n=−h m=−h

where O is the output, F is the used filter and I is the input, h is a value based on
the size of the filter, for a 3×3 filter it would be 1, n and m are the filter’s indices,
i and j are the resulting matrix’s indices. Convolutional neural networks are often
used in deep learning, because the used input can be of any size, unlike in matrix
multiplication. The convolutional filter sizes are also small, which reduces the amount
of computations and parameters needed in the network. The convolution operation is
also very effective when detecting features, such as edges, from images [33].
The different functions and layers in convolutional neural networks
Convolutional layers do convolution on their inputs (Figure 6). The size of the filter in
a convolutional layer can vary, but 3×3 and 7×7 filters are common. The convolutional
layers size in a neural network is (Cin , Cout , H, W ), where Cin is the amount of input
channels, Cout is the amount of output channels, H is the height of the filter and W is
the width of the filter. The weights inside this matrix are updated as detailed previously.
Pooling layers downsample the input by selecting only certain values from smaller
patches in the input (Figure 7). The values can be either averages (average pooling) or
maximum values (max pooling) in a patch. Pooling is done to merge similar positional
features into each other. It also makes the input more translation invariant [34, 43].
This also reduces the amount of computations that need to be done, since the image
becomes smaller.
Batch normalization (BN), often abbreviated as batch norm, is used to prevent the
distribution of each layer’s input from being different. Batch normalization gives the
current batch a mean of zero and a variance of 1 for the layer. This speeds up the
training process, since the distributions of the inputs to a layer are not constantly
changing during training [41].
Fully connected layers are the final layers in convolutional neural networks that are
typically used for classification. The input of a fully connected layer is a vector made
out of all of the previous layers neurons. The input vector is multiplied by a weight
vector and the network outputs its final one-dimensional output [43].
Encoder-decoder architecture
Convolutional neural networks can have many different architectures typically related
to their use case. Encoder-decoder networks are commonly used in segmentation,
since they can give an output with the same resolution as the input. Encoder-decoder
networks typically do not have fully connected layers. In encoder-decoder architecture
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Figure 6. Example of cross-correlation on a 5×5 input with a 3×3 filter.
the encoder part’s layers typically have multiple convolutional, batch normalization
and activation layers followed by max pooling. This increases the amount of channels
in the input, but reduces the input’s width and height. The final part of the encoder
generates a multi-channel feature map. This final part is used as the decoder’s input.
The decoder uses the same layers as the encoder, but the pooling is replaced by
upsampling, to bring the output to the original input’s size. Encoder-decoder models
can have various uses, for example denoising the input [44] or segmentation [13].
Encoder-decoders networks commonly use skip connections between the encoder
and the decoder. Skip connections take the outputs from different encoder layers and
concatenate or sum them to the decoder layer with the same input size (Figure 8). This
allows the model to use features from all of the layers of the network and improves the
model performance [13].
Residual neural networks
Residual neural networks (ResNets) are a commonly used convolutional neural
network architecture.
Regular convolutional neural networks have problems
optimizing the network when the size of the network is increased, leading to worse
accuracy. This means that increasing the size of the neural network does not lead to
better results. ResNets avoid this problem by adding residual blocks with shortcut
connections in to the network, which add the value before the layer to the output of
layer. This allows the network to optimize itself faster and makes larger networks more

21

4

7

8

3

9

8

6

7

1

6

3

4

4

5

2

5

8
6

5

Figure 7. Example of 2×2 maxpooling. The different colored areas show the different
patches from which the output values are chosen.
feasible, since the shortcut connections make an identity mapping which helps with the
optimization. The number on the ResNet refers to the amount of convolutional layers
the model has. [12].
U-Net
U-Net is a convolutional neural network model developed for use in biomedical image
segmentation. It has an encoder-decoder architecture with skip connections (Figure 8).
The U-Net was designed to work with heavily augmented data during training, which
helps to overcome the issue with low amounts of data that biomedical segmentation
problems typically have [13].
Feature pyramid network
Feature pyramid network (FPN) is a convolutional neural network model with an
encoder-decoder architecture [14]. It uses a method inspired by image pyramids that
are used to generate multiple predictions from an image at different resolution scales.
The FPN encoder generates feature maps at different scales and they are passed to
the decoder (Figure 9). The encoder architecture can be more complex than shown in
the figure, for example a ResNet model. Unlike in a typical image pyramid, features
from the encoder get passed on to the decoder by skip-connections. This gives all
of the layers of the decoder good feature maps, that can then be used to make strong
predictions at all levels of the pyramid.

2.2.2. Transfer Learning
In transfer learning knowledge from a task (source) is applied to a new task (target).
These tasks can have different datasets, domains or features. The purpose of transfer

22

Skip connections (concatenation)

Conv & BN & ReLU

Pooling

Upsampling

Figure 8. The U-Net architecture, which has a encoder-decoder structure with skip
connections. Each block takes inputs from their left and outputs to the right. The
larger the width of a block is the more channels it has. Larger height means higher
resolution in the input. The block on the left are part of the encoder and the blocks on
the right are part of the decoder.
learning is to reduce the amount of training needed to have a functional machine
learning model. Transfer learning can also reduce the amount of data needed during
training [45].
Deep transfer learning combines transfer learning with neural networks. Transfer
learning fits deep learning very well, since neural networks require large amounts of
data during training. There are many different methods for deep transfer learning.
Some methods combine the data from the source domain with the target domain, by
either taking data instances with similar distributions to the target domain (instancesbased deep transfer learning), or by using a mapping method to generate a new dataset
from the source and target domains (mapping-based deep transfer learning) [46].
Another method is to directly take the weights that have already been trained on a
source dataset. This method is called network-based deep transfer learning [46]. It is
also called pretraining. The pretrained model can then be further trained on a target
dataset, i.e. the model is fine-tuned. Models typically require fine-tuning to benefit
from transfer learning [47]. Models can also be partially fine-tuned by preventing
some layers from updating during training.

2.2.3. Deep Learning in Mammography
The use of deep learning on mammography images has been widely studied for
many years. One of the earliest uses of convolutional neural networks to classify
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Figure 9. The FPN architecture. Each block takes inputs from their left and outputs to
the right. The larger the width of a block is, the more channels it has. Larger height
of the block means higher resolution in the input. The block on the left are part of the
encoder and the blocks on the right are part of the decoder. Each part of the decoder
gives its own output, which can be used to make multiple predictions.
mammograms was in 1996 [48]. However, it took a long time for neural networks
to be viable for mammography image segmentation [35].
In [49] an encoder-decoder structure was used in segmenting masses from digital
mammograms resized to 512×512. They used an attention dense U-Net, which uses
dense blocks in the encoder, and the skip connections between the U-Net and the
encoder were fitted with attention gates. The model achieved a Dice score of 0.8224
on the Digital Database for Screening Mammography (DDSM) dataset, which contains
film mammography images.
Another way of approaching mass detection is to divide the image in multiple
smaller patches, as was done in [50]. In this paper, convolutional neural networks with
different convolutional neural network architectures were trained on 224×224 patches
from high resolution mammograms. The mammograms were from the Curated Breast
Imaging Subset of Digital Database for Screening Mammography (CBIS-DDSM),
which is a part of the DDSM dataset. The trained model would classify the small
patches, which could be used to generate a mass probability map for the mammogram.
The models were also fine-tuned and tested on the INbreast dataset, which contains
full-field digital mammograms. The best model (InceptionV3 [51]), which was trained
on the CBIS-DDSM dataset and fine-tuned on the INbreast dataset, had an accuracy
of 88.86% on the INbreast test dataset. The paper also showed that pretraining models
gives the model better accuracy, with the model trained only on the INbreast dataset
having an accuracy of 85.29%.
In [52] a multi-view deep convolutional network (MV-DCN) was used to classify
mammograms by BI-RADS score. Images with BI-RADS scores of 0, 1 and 2
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were used in the study. The MV-DCN uses four images from a mammography
exam, MLO and CC for both of the breasts. These images were inputted to four
different convolutional neural networks. The outputs from these networks were then
concatenated to fully connected layers for classification. The model had the best results
classifying negative mammograms (BI-RADS score 1), an area under the receiver
operating characteristics curve (AUC) of 0.794. In the study they also tested different
image resolutions. The model had the best results on the full resolution images. The
study also showed that a radiologist using the model gives better results than either of
them alone (average AUC of 0.735 compared to 0.704 for the radiologist and 0.688 for
the MV-DCN).
A typical issue with building deep learning models for biomedical applications is
the lack of data, which is because pixel-accurate labels are time consuming to make
and they typically are not made in clinical practice. When there are no detailed
segmentation masks, a solution is to use weakly-supervised localization methods.
Weakly-supervised localization methods use only image-level labels to train the model.
An example of a weakly-supervised method for mass segmentation is Globally-Aware
Multiple Instance Classifier (GMIC) [8]. The complete architecture of GMIC is made
out of three parts, a global module, which uses the ResNet22 model, a local module
and a fusion module. The global module generated saliency maps that had a rough scan
of potential areas with masses. Some lower resolution patches were taken from these
saliency maps and fed to the local module. Finally, information from both the global
and local modules was fed to the fusion module that classifies the image. Binary crossentropy loss function was used to train all of the modules. The ResNet22 model was
trained on the New York University Breast Cancer Screening Dataset (NYUBCSD)
[53, 8]. The NYUBCSD dataset is made out of 1 001 093 mammography images from
141 473 patients. 8080 images had some findings in them, so a vast majority of these
images were healthy. The paper avoided this issue by training the models with all the
exams that contain a finding and a equal amount of randomly chosen normal exams
[8].
Global-Local Activation Maps (GLAM) [54] is an improvement made on the GMIC.
They used a similar multi-module approach. The goal of GLAM was to increase
the segmentation accuracy of weakly-supervised localization methods. GLAM uses
saliency maps from many different feature maps and averages the final result. This
gives GLAM an output with 300 times higher resolution than GMIC. Binary crossentropy loss combined with sparsity loss was used to train the modules. The GLAM
model achieved a Dice score of 0.390 on malignant images, outperforming GMIC by
0.065. A fully-supervised U-Net model had a Dice score of 0.504.
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3. MATERIALS AND METHODS
3.1. Datasets
In this thesis three different mammography datasets from two different data sources
were used to train and test the models. The mammography datasets used were the
Portuguese INbreast [22] and two datasets from Oulu University Hospital (OUH),
one dataset with images with and without masses and another dataset containing only
images without masses Table 2.
The mammography datasets were transformed from 16-bit Digital Imaging and
Communications in Medicine (DICOM) standard to 16-bit Portable Network Graphics
(PNG) format for the deep learning pipeline. These images were resized and padded
to 512×512 to save memory during training and testing. Exams with craniocaudal and
mediolateral oblique views from each of the breasts were used from the datasets, and
exams without all of these four views were omitted.
Dataset
INbreast
OUDSM
OUDSMn

Table 2. The datasets’ statistics
Images with masses Images without masses
107
303
1657
7547
0
2460

Total
410
9204
2460

3.1.1. INbreast
INbreast is a Portuguese publicly available dataset with 410 full-field digital
mammography images from 115 patients, with full annotations for each image
[22]. These annotations include masses, calcifications, asymmetries and architectural
distortions, with pixel-accurate masks for masses and calcifications. 26.1% of the
images in the dataset contain masses (Table 2). The dataset also included some patient
information, like age, family history, BI-RADS classification and breast density in the
dataset. The original sizes of the DICOMs in this dataset were either 2560×3328 or
3328×4084, depending on the size of the breast. The pixel size was 70 micrometers.
The DICOMs in this dataset were modified with a suitable Siemens value of interest
lookup table (VOI LUT) for a better contrast in the images.
INbreast is used as a benchmark to compare our method to other breast mass
classification and segmentation methods, since it has been used in many studies
concerning breast cancer segmentation and classification, some example studies
including [55, 56, 50]. This is because it is public and it has pixel-level accurate
annotations checked by two radiologists.
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3.1.2. Oulu Dataset of Screening Mammography
The Oulu Dataset of Screening Mammography (OUDSM) has 9204 annotated fullfield digital mammography images with binary masks for benign and malignant
findings. These include masses, architectural distortions, and calcifications. 18.0%
of the images in the dataset contain masses (Table 2). This dataset was annotated by a
radiologist resident from the University of Oulu. The original sizes of the DICOMs in
this dataset were either 2294×1914 or 3062×2394. Various pixel sizes were used. A
VOI LUT was automatically applied based on DICOM metadata information to assign
diagnostically used gray level presentation.
This dataset is a part of 49 634 mammography screening studies from 22 739
unique patients conducted between 2011 and 2019 in the City of Oulu. The studies
included in the dataset contain the mammograms in DICOM format and written
information about the study. The studies were collected from a registry in late 2019
after receiving a register-based study permit from the Northern Ostrobothnia Hospital
District (179/2019), Oulu, Finland, and the City of Oulu (35/2019), Oulu, Finland. All
of the studies with a Finnish screening score of 3 or greater (discussed in Section 2.1.1)
were included in the OUDSM dataset (2934 studies).
Another dataset from the Oulu University Hospital had 2460 images without masses.
These images were confirmed to have no findings by two radiologists. This dataset was
used only in testing, to see how well the different models can classify images without
masses. This dataset is referred to as OUDSMn .

3.2. Deep Learning Pipeline
The pipeline was entirely implemented in Python (version 3.6.13) [57] and the deep
learning training and testing parts of the pipeline used the Pytorch library (version
1.3.1) [58]. Pytorch is an open source Python based deep learning framework. It uses
C++ and Compute Unified Device Architecture (CUDA) (version 10.0.13) to improve
the computational performance in deep learning. Pytorch also abstracts most of the
complex steps, such as gradient calculation, batches and loss calculation into simple
functions in Python API. The Pytorch’s Module class can be used to create the different
layers of the neural network. The only function that needs to be defined for these
Modules is a forward pass function, i.e. what functions are applied to the input, Pytorch
automatically does the backpropagation for the Modules.
The pipeline was based on existing research work made at the Research Unit
of Medical Imaging, Physics and Technology in the University of Oulu. The
pipeline originally consisted of general scripts that could be used to train the U-Net
segmentation model. This was extended to support pretrained encoders, two different
decoders, inference, i.e. using the models after training, and metrics’ calculation.
Additionally, the pipeline was further developed to support different loss functions
and datasets.
The pipeline had three different phases, data processing and division, training, and
testing. The first phase was changing the mammograms from DICOM format to PNG
format, so that they can be used as an input for the models. This included cropping and
padding the images to 512×512 resolution. The training/testing split was done within
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this phase. The second phase included training the models with the datasets. Last phase
was testing the segmentation on the test datasets, and calculating performance metrics
on the segmentations. The last part of the pipeline can also be used to segment any
similarly preprocessed full-field digital mammogram that is in PNG-format (Figure
10).

Figure 10. Example of a cropped and padded mammogram (left), a ground truth mask
(middle) and a model’s output (right). The output is from a ResNet22FPN model.
Mammogram and the ground truth mask are from the INbreast dataset, Courtesy of
Breast Research Group, INESC Porto, Portugal

3.2.1. Model Architecture
The models used in this study use an encoder-decoder architecture, which was
discussed in Section 2.2.1. The pretrained ResNet22 and ResNet34 encoders were
used with the decoder part of FPN and U-Net. Also for comparison, an U-Net model
using random weight initialization was used (Figure 11).
Pretrained encoders
Transfer learning was used by fine-tuning pretrained encoders. ResNet34 encoders
were pretrained on the ImageNet Large Scale Visual Recognition Challenge (ILSVRC)
dataset [59]. ILSVRC dataset is a subset of the full ImageNet dataset [60], with 1 431
167 images from 1000 different classes like "banana", "swing", "plate" etc. ResNet22
encoders were pretrained on mammograms from New York University Breast Cancer
Screening Dataset (NYUBCSD). NYUBCSD is a mammography dataset with a total of
1 001 093 images from the four different views (craniocaudal and mediolateral oblique
for each breast), with 8080 of the images having a benign or malignant finding [53, 8].
ResNet22 differs from typical ResNets by having less filters on the convolutional
layers, so it uses less memory [8]. A ResNet22 encoder has only 2 799 536 trainable
parameters in total while a ResNet18 encoder has 11 176 512. A ResNet34 encoder
has 21 284 672 trainable parameters. The ResNet22 encoder also uses ResNetV2
[61] blocks instead of ResNetV1 [12] blocks (Figure 12) used by the ResNet34
encoder. In ResNetV2 blocks the ReLU and batch normalisation layers are before
the convolutional layers. Another difference is that there are four block in a layer in
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Figure 11. Illustration of the U-Net model used in this thesis. The numbers in the
middle show how the size of the input changes when it passes through the model. Max
pooling is used to decrease the size of the image in the encoder. The bold numbers in
the bottom denote the filter sizes, i.e. output channels.
ResNet34, while ResNet22 only has two blocks per layer. ResNet34 also uses three
input channels, while ResNet22 only has one input channel.
The ResNet22 encoder used in this thesis is a modification of the ResNet22 model
from [8]. ResNet22 was modified into an encoder for this thesis by changing its
forward pass function to return multiple values across the different layers. These
different values were then passed on to the decoder (Figure 13). The ResNet22 had
five different pretrained weights available, which were all trained on the NYUBCSD.
Weight number one was used in most of the tests, except when the efficiency of
pretraining was tested, then all of the weights were individually tested.
Decoders
Two types of decoders were used in combination with the ResNet encoders, the
decoder parts from U-Net [13] and FPN [14]. Unlike the encoders, these decoders
used random initialization in their weights.
The FPN decoder has a few differences when compared to the U-Net decoder. The
outputs from the different layers are concatenated together and it uses upsampling to
provide the final prediction. The FPN decoder also has 2 338 049 trainable parameters
while the U-Net decoder has 4 773 025, making the FPN decoder use less GPU
memory. The skip connections also use different methods when combining the outputs
from the encoder and decoder, U-Net uses concatenation while FPN uses summation.
Spatial dropout [62] was used in the decoders to remove 20% of the channels in them
to reduce overfitting.
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3.2.2. Loss Functions
The loss functions used to train the model were a combination of binary cross-entropy
with logits and soft Jaccard index (BCE-J), and focal Tversky (FT) loss [63, 64]. The
binary cross-entropy with logits loss l for a single pixel in an image in the batch is
defined as
l = −y · log σ(x) + (1 − y) · log(1 − σ(x)),

(4)

where y is the ground truth value for the target pixel and x is the value of the model’s
output for the target pixel. The binary cross-entropy with logits loss function uses
sigmoid (σ) functions for numerical stability. The loss for the entire batch LBCE is
defined as
LBCE = mean({l1 , . . . , lN }> ),

(5)

where N is the batch size. Mean reduction was used to get a scalar value for the loss.
In mean reduction the loss for the batch is the mean of the loss of the individual images
in the batch. Soft Jaccard loss LJaccard is defined as
LJaccard = 1 −

σ(x) ∩ y + 
,
(σ(x) + y) − σ(x) ∩ y + 

(6)

where x is the sum of the model outputs and y is sum of the ground truth masks for the
images in the batch.  is a small number, that is used to prevent division by zero. The
size of  was 1e-15. A sigmoid function σ is used on the inputs. The combined loss is
the sum of BCE and Jaccard loss.
Tversky index S is defined as
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S(A, B) =

|A ∩ B|
,
|A ∩ B| + α|A − B| + β|B − A|

(7)

where A and B are two sets of data, ∩ is the intersection of union and α and β are any
number ≥ 0. α and β can be used to weight precision or recall higher, higher beta for
recall and alpha for precision. The focal Tversky loss is based on the Tversky index
and the focal loss [65, 64]. Focal Tversky loss is defined as

γ
TP + 1
LF T = 1 −
,
(8)
TP + α · FP + β · FN + 1
where TP is the number of true positive pixels, FP is the number of false positive pixels,
FN is the number of false negative pixels. α, β and γ can be any number ≥ 0. α and
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β work similarly as in the Tversky index. γ is used to weight harder to train images in
the loss function and reduce the impact of easy classifications. If α and β are 0.5 and
γ is 1 the focal Tversky index is equal to the Dice similarity coefficient (DSC) [64]. In
this thesis focal Tversky loss is used with two different parameters: α = 0.5, β = 0.5, γ
= 1 and α = 0.7, β = 0.3, γ = 1.4.

3.2.3. Model Parameters and Hyperparameters
The models were trained for 50 epochs and 5-fold cross-validation was used. Fifty
epochs was used because the validation loss did not typically decrease after fifty epochs
of training. Data was split into 5 non-overlapping groups using the scikit-learn [66]
library’s GroupKFold function, with all the images in an exam in the same group. 80%
of the training set was used for training and 20% was used for validation. The model
parameters with the lowest validation loss was saved for each fold. These parameters
could then be used for testing the model.
The datasets used were divided into training and testing sets with a 75% / 25%
split. The training set was further divided into a training/validation set with a
80% / 20% split, so in the end the dataset had a 60% / 15% / 25% split for
training/validation/testing. The splitting was done in a way that all of the images from
a patient were in the same set.
The pipeline had a batch size of 32 and 24 processor threads were used. The
optimizer used was Adam with the default β1 and β2 values (0.9 and 0.999). The
learning rate and weight decay values were both set to 0.0001. In addition, the learning
rate was reduced by a factor of 0.1 in epochs 20, 30 and 40 by a multi-step scheduler.
The random number generator’s seed used in training and testing the models was
always the same. Spatial dropout was used in the U-Net and FPN decoders with a
rate of 0.2. The U-Net model with random initialization did not have spatial dropout.
Streaming over Lightweight Transformations (SOLT) [67] Python library was used
to apply transformations to the images and their masks. The data augmentations used
are listed in (Table 3).

3.3. Mass Segmentation Experiments
The models were trained and tested on OUDSM and the INbreast dataset. The models
were trained with two different loss functions (BCE-J and FT) and two different FT
loss parameters (α = 0.5, β = 0.5, γ = 1 and α = 0.7, β = 0.3, γ = 1.4). Additional
models were also trained with images with only masses in the training dataset. This
resulted in a total of 38 different models. An additional test was performed using
OUDSMn , with images without masses to assess the models’ performance on healthy
images. To test the effectiveness of transfer learning, ResNet22 encoders with random
initialization and the five different pretrained weights from [68] were also trained on
OUDSM and tested on the INbreast dataset.
The computer used to train and test the models had a GeForce TITAN RTX GPU
with 24 GB of memory, AMD Ryzen Threadripper 2950X, TR4, 3.5GHz processor
and 64 GB of DDR4 RAM. The operating system used was Ubuntu 18.04.4 LTS.
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Table 3. The different data augmentations applied to the training data, whether they
were applied on the ground truth mask, and the augmentation parameters. The values
are a random number within the range. Cropping was done to every image. Every
other augmentation had a 50% probability of happening
Augmentation
On mask Value/Range
Cropping (image size)
Yes
448×448
Rotation (degrees)
Yes
-5 - 5
Scaling
Yes
0.7 - 1.3
Shearing
Yes
-0.5 - 0.5
Translating (pixels)
Yes
50
Flipping
Yes
Horizontal
Cutout (size of the cutout)
No
0.1
Gamma correction (exponent value)
No
0.5 - 1.8
Brightness (parameter summed to the image)
No
30 - 100
Contrast (image multiplied with parameter)
No
0.7 - 1.3
Salt and pepper noise (amount of noise)
No
0.1
Gaussian noise (amount of noise)
No
0.5
Gaussian blur (standard deviation and filter size)
No
1 - 10; 3, 7, 11
Median blur (filter size)
No
3, 7, 11

3.4. Performance Assessment Methods
After training and testing the models, the models’ classification and segmentation
accuracy was calculated from the testing results with various metrics. Dice similarity
coefficient (DSC), also know as Dice score [69], was used to determine the
segmentation accuracy. DSC is defined as
DSC =

2TP
FP + 2TP + FN

(9)

where TP is the number of true positives, FP is the number of false positives and FN is
the number of false negatives when the predictions are compared to the ground truth.
Numbers are in pixels. The average Dice score for a model is calculated only from
results with a partially overlapping ground truth and output masks, i.e., results with a
Dice score of over zero. This means that the Dice score shows well the model performs
on individual images. Other metrics are used to show the model’s overall performance
on the dataset.
When doing classification based on the model’s segmentation results, the
segmentation result of an image in the testing dataset is given a single label. True
positive label means that the segmentation had a Dice score of over 0.4. This was used
as a threshold in this thesis, since segmentations with Dice scores over 0.4 typically did
not have large false positive segmentations. False positive label means that the output
has positive values, but the ground truth is empty or Dice score is under the threshold
of 0.4. True negative label means that both the ground truth and the output masks are
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empty. False negative label means that the ground truth mask is not empty, but the
output mask is empty.
For assessing the models’ classification performance, overall accuracy, F1 score and
specificity are used (Table 4). F1 score is used to compare the number of true positives
to false classifications. Specificity shows how accurate the model is classifying images
with no masses. Accuracy tells the number of correct classifications compared to
all of the classifications. These metrics were chosen because the datasets are quite
imbalanced. The datasets having more images without masses than with masses,
which means that using only accuracy as a metric can be misleading. F1 score shows
how accurate the model was in the positive class and specificity in the negative class.
Multiple different classification performance metrics are used, because the datasets
are highly imbalanced and only using accuracy as a metric can be misleading. For
example, a binary mass classifier classifying every image as negative in the INbreast
dataset would still be 73.9% accurate due to class imbalance.
Table 4. The metrics used to assess the models’ classification performance. TP is the
number of true positives, TN is the number of true negatives, FP is the number of false
positives and FN is the number of false negatives
Metric
Definition
TP+TN
Accuracy TP+TN+FP+FN
TN
Specificity
TN+FP
TP
F1 score
TP+ 1 (FP+FN)
2
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4. RESULTS
4.1. Results on the INbreast Dataset
For the INbreast dataset, the best classification accuracy (88.7%), F1 score (0.731)
and Dice score (0.816) were observed with models using focal Tversky loss (Table
5). Models trained with the BCE-J loss had significantly worse classification accuracy,
but similar Dice scores to the models trained with the focal Tversky loss. The choice
of training dataset affected the results notably, with most of the models trained on
OUDSM outperforming models trained on the INbreast dataset on all of the assessment
metrics. U-Net models trained on the INbreast dataset also had poorer segmentation
results than U-Net models trained on OUDSM (Table 6). The non-pretrained U-Net
model had worse classification results than other models. However, it also performed
better with the focal Tversky loss than the BCE-J loss. The models that were trained
with masses only had overall better segmentation results than models that were trained
on the entire OUDSM, but they had a worse classification performance (Table 7).
The different encoders and decoders had only a small impact on the results.
ResNet34 had the best Dice score while ResNet22 had the best classification accuracy,
but there is only a small difference between them. The two decoders also had similar
results between them, with the FPN being slightly better on classification and U-Net
being better at segmentation (Figure 14).
Table 5. Results on the INbreast dataset, with the models trained on OUDSM with all
of the images. BCE-J is binary cross-entropy with soft Jaccard loss function and FT is
focal Tversky loss function. Dice is the average Dice score for results with Dice score
higher than zero. Best results are in bold
Model
Loss
Dice Accuracy Specificity
F1
U-Net
BCE-J 0.743
0.223
0.007
0.359
ResNet22FPN
0.756
0.379
0.203
0.418
ResNet22U-Net
0.759
0.308
0.106
0.395
ResNet34FPN
0.773
0.469
0.315
0.462
ResNet34U-Net
0.776
0.377
0.193
0.423
U-Net
FT
0.633
0.515
0.410
0.442
ResNet22FPN α = 0.5 0.779
0.885
0.956
0.727
ResNet22U-Net β = 0.5 0.773
0.872
0.922
0.731
ResNet34FPN
γ = 1 0.759
0.872
0.929
0.725
ResNet34U-Net
0.805
0.867
0.926
0.708
ResNet22FPN
FT
0.802
0.887
0.980
0.725
ResNet22U-Net α = 0.7 0.779
0.867
0.940
0.690
ResNet34FPN β = 0.3 0.706
0.867
0.956
0.675
ResNet34U-Net γ = 1.4 0.779
0.882
0.956
0.733

Pretraining had a large effect on the performance of the ResNet22 encoder. Dice
score improved by 0.102 with the U-Net decoder and by 0.147 with the FPN decoder,
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Table 6. Results on the testing subset of the INbreast dataset, with the models trained
the training subset of the INbreast dataset with images without masses included. BCEJ is binary cross-entropy with soft Jaccard loss function and FT is focal Tversky loss
function. Dice is the average Dice score for results with Dice score higher than zero.
Best results are in bold
Model
Loss
Dice Accuracy Specificity
F1
U-Net
FT
0.193
0.010
0
0.021
ResNet22FPN α = 0.5 0.661
0.781
0.903
0.488
ResNet22U-Net β = 0.5 0.621
0.812
0.889
0.609
ResNet34FPN
γ = 1 0.709
0.792
0.944
0.474
ResNet34U-Net
0.682
0.833
0.915
0.652
U-Net
FT
0.211
0.031
0
0.061
ResNet22FPN α = 0.7 0.626
0.802
0.931
0.513
ResNet22U-Net β = 0.3 0.665
0.781
0.887
0.533
ResNet34FPN γ = 1.4 0.668
0.719
0.930
0.182
ResNet34U-Net
0.661
0.844
0.875
0.706

Table 7. Results on the INbreast dataset, with the models trained on OUDSM with only
images with masses. BCE-J is binary cross-entropy with soft Jaccard loss function and
FT is focal Tversky loss function. Dice is the average Dice score for results with Dice
score higher than zero. Best results are in bold
Model
Loss
Dice Accuracy Specificity
F1
U-Net
BCE-J 0.456
0.138
0
0.243
ResNet22FPN
0.795
0.351
0.163
0.41
ResNet22U-Net
0.814
0.282
0.073
0.386
ResNet34FPN
0.788
0.387
0.21
0.424
ResNet34U-Net
0.791
0.377
0.193
0.423
U-Net
FT
0.351
0.105
0
0.19
ResNet22FPN α = 0.5 0.765
0.715
0.680
0.575
ResNet22U-Net β = 0.5 0.772
0.641
0.575
0.524
ResNet34FPN
γ = 1 0.782
0.762
0.725
0.635
ResNet34U-Net
0.816
0.746
0.703
0.626
ResNet22FPN
FT
0.783
0.810
0.815
0.667
ResNet22U-Net α = 0.7 0.781
0.723
0.690
0.581
ResNet34FPN β = 0.3 0.794
0.826
0.828
0.694
ResNet34U-Net γ = 1.4 0.805
0.767
0.733
0.635

when comparing the models with ResNet22 encoders with the best pretrained weights
to the non-pretrained model. The classification accuracy was not improved as much,
which might be due to the used loss function, as BCE-J loss had a worse classification
performance when compared to the FT loss. The difference between the five pretrained
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Figure 14. Segmentation contours drawn based on the outputs by the models with
different loss functions. On the left are models trained with focal Tversky (FT) loss
with the parameters α = 0.7, β = 0.3 and γ = 1.4 (FT-A). The U-Net model was not
trained with these parameters. In the middle are models trained with focal Tversky
loss with the parameters α = 0.5, β = 0.5 and γ = 1.0 (FT-B). On the right are models
trained with binary cross-entropy with soft Jaccard loss (BCE-J). All of the models
were trained on OUDSM. Mammogram is from the INbreast dataset, Courtesy of
Breast Research Group, INESC Porto, Portugal.
weights was small in all metrics (Table 8). All of the pretrained weights were trained
on NYUBCSD.

4.2. Results on Oulu Dataset of Screening Mammography
The results from the different models on OUDSM test dataset were similar to the
results on the INbreast dataset. The best results achieved were a classification accuracy
of 83.3% from a ResNet34FPN model and a Dice score of 0.763 from a ResNet34UNet model. The best F1 score was 0.494, which means that the results had more than
twice the false positives and false negatives combined than true positives. This is a
large decrease when compared to the best F1 score on INbreast (0.731), indicating
that the OUDSM was more challenging to the models. All of the best results were
achieved with the FT loss and the models were trained on the testing subset of
OUDSM. Models trained with the BCE-J loss had high amounts of false positives
and models trained with the focal Tversky loss had many false negatives. The best
segmentation and classification results were from models with ResNet34 encoders
trained with focal Tversky loss on OUDSM (Table 9). The models trained on the
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Table 8. Results on the INbreast dataset from models with ResNet22 encoders with
different pretrained weights. The models were trained on OUDSM only with images
that included masses. The loss function used during training was BCE-J. Dice is the
average Dice score for results with Dice score higher than zero. Best results are in bold
Decoder Weight Dice Accuracy Specificity
F1
FPN
1
0.795
0.351
0.163
0.410
2
0.778
0.346
0.163
0.403
3
0.779
0.372
0.187
0.421
4
0.791
0.359
0.171
0.416
5
0.786
0.359
0.173
0.413
None 0.648
0.326
0.170
0.357
U-Net
1
0.814
0.282
0.073
0.386
2
0.799
0.290
0.083
0.389
3
0.810
0.295
0.086
0.393
4
0.808
0.292
0.083
0.392
5
0.807
0.290
0.077
0.394
None 0.712
0.290
0.110
0.363

INbreast dataset performed very poorly on OUDSM on all metrics, with models with
pretrained encoders outputting empty masks on most of the images. This results in a
high specificity, but a very low F1 score. On the other hand, the non-pretrained U-Net
model output positive on all of the images, but it segmented a large area of the breast
each time, resulting in a very low Dice score (Table 10).
There were slight differences between the different models. For the encoders,
the ResNet34 encoder slightly outperformed the ResNet22 encoder on all metrics in
OUDSM. As for the decoders, the U-Net decoder had better segmentation accuracy
than the FPN decoder, which had a slightly better classification accuracy. Similarly
with the INbreast dataset, the non-pretrained U-Net model had a poor performance on
all of the metrics.
On the second Oulu dataset which contained only images without masses
(OUDSMn ), the best accuracy (96.5%) was with ResNet34FPN model trained on the
INbreast dataset with the focal Tversky loss (α = 0.7). Models with ResNet encoders
trained with mammography images with and without masses and focal Tversky loss
had an average accuracy of 90.68%. Models trained with images having only masses
had a worse average accuracy of 56.67%. The non-pretrained U-Net model had a
23.70% accuracy on this dataset. The worst performing model was a ResNet34U-Net
model trained on OUDSM using BCE-J loss, with an accuracy of 8%. Due to this poor
performance, other models trained with BCE-J loss were not tested.

4.3. Summary of the Results
The best performing models were the ones trained on OUDSM using the focal Tversky
loss. The results were similar between models with the two ResNet encoders and U-
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Table 9. Results on OUDSM with the models trained on the entire training subset of
OUDSM. BCE-J is binary cross-entropy with soft Jaccard loss function and FT is focal
Tversky loss function. Dice is the average Dice score for results with Dice score higher
than zero. Best results are in bold
Model
Loss
Dice Accuracy Specificity
F1
U-Net
BCE-J 0.669
0.129
0
0.228
ResNet22FPN
0.640
0.201
0.089
0.236
ResNet22U-Net
0.670
0.154
0.029
0.234
ResNet34FPN
0.701
0.265
0.148
0.273
ResNet34U-Net
0.738
0.192
0.062
0.256
U-Net
FT
0.556
0.281
0.203
0.220
ResNet22FPN α = 0.5 0.697
0.797
0.865
0.414
ResNet22U-Net β = 0.5 0.734
0.788
0.844
0.432
ResNet34FPN
γ = 1 0.751
0.821
0.881
0.494
ResNet34U-Net
0.763
0.810
0.862
0.490
ResNet22FPN
FT
0.702
0.819
0.916
0.369
ResNet22U-Net α = 0.7 0.722
0.811
0.895
0.401
ResNet34FPN β = 0.3 0.675
0.833
0.922
0.427
ResNet34U-Net γ = 1.4 0.724
0.832
0.903
0.474

Table 10. Results on OUDSM, with the models trained on the training subset of the
INbreast dataset. FT is focal Tversky loss function. Dice is the average Dice score for
results with Dice score higher than zero. Best results are in bold
Model
Loss
Dice Accuracy Specificity
F1
U-Net
FT
0.105
0.008
0
0.015
ResNet22FPN α = 0.5 0.542
0.771
0.892
0.167
ResNet22U-Net β = 0.5 0.527
0.736
0.835
0.180
ResNet34FPN
γ = 1 0.582
0.782
0.918
0.143
ResNet34U-Net
0.565
0.699
0.790
0.157
U-Net
FT
0.106
0.008
0
0.015
ResNet22FPN α = 0.7 0.581
0.796
0.929
0.169
ResNet22U-Net β = 0.3 0.608
0.770
0.885
0.199
ResNet34FPN γ = 1.4 0.570
0.804
0.959
0.081
ResNet34U-Net
0.526
0.691
0.774
0.158

Net and FPN decoders. The U-Net model performed poorly regardless of the used
loss function and training dataset. Changing the alpha, beta and gamma parameters of
the focal Tversky loss as in [64] slightly improved the classification accuracy on the
healthy images, but this resulted in a lower segmentation accuracy.
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The use of pretraining improved the results, with the non-pretrained models having
worse overall performance on the INbreast dataset (Table 8). Also, there were only
small differences between the different pretrained ResNet22 encoder weights.
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5. DISCUSSION
The primary goal of this thesis was to create a deep learning model capable of
segmenting cancerous masses from mammograms. Other goals were to quantify
the effectiveness of transfer learning on this task and whether pretraining with
mammograms is more effective than pretraining on the ImageNet dataset. This pipeline
could potentially also be used to train models for other binary semantic segmentation
tasks, since all the pipeline requires for training is images and their binary masks.
The main goal was achieved with a good classification accuracy and great Dice
scores on some of the images on the INbreast dataset. Other studies using the INbreast
dataset have achieved similar or better classification results with different deep learning
pipelines. For example in [55], masses were detected from the INbreast dataset with a
recall of 87% and 3.67 false positives per image. They used adaptive thresholding for
segmentation and machine learning methods for false positive reduction. In another
study [56], a Faster R-CNN [70] based model was used. They were able to detect
the malignant masses in the INbreast dataset with 90% accuracy and with 0.3 false
positives per image. In [50], masses were detected from the INbreast dataset with
an accuracy of 88.86% with an InceptionV3 [51] deep learning model. The best
classification result from a model in this thesis was an accuracy of 88.7% on the entire
INbreast dataset, though the best F1 score was 0.731. Individual segmentation results
from the deep learning pipeline presented in this thesis were good, since for example
in [9] the result on the INbreast dataset was a Dice score of 0.804. On the other hand,
[71] had a Dice score of 0.953 on the INbreast dataset. In [71], the segmentation was
done on 256×256 mass patches by two connected U-Nets, while the mass detection
was done by a separate model. Comparing Dice scores between studies is difficult,
since the exact method that was used to calculate the average is not always written in
the study or the method can be different than the one used in the comparison study.
The classification and segmentation results were poorer on OUDSM, when
compared to the results on the INbreast dataset. This might be due to the larger
amount of images without masses in OUDSM. The images in the INbreast dataset
contained images with varying BI-RADS scores, while all images on OUDSM had
a Finnish screening score of three or more. The models still benefited from training
with large amount of data, with the models trained on OUDSM (9204 images) clearly
outperforming models trained on the INbreast dataset (410 images).
Loss functions and the used training dataset had the largest impact on the final
results, with the focal Tversky loss having an edge over the BCE-J loss function on
all of the metrics. However, more tests would be needed to say what parameters in the
focal Tversky loss are the best.
The models’ performance is reflected on the results well, since the models were
trained for five folds with cross-validation and the average result from the five folds
was used during testing. This means that the entire training dataset was used during
training and validation. Though the use of pretraining might explain most of the
models’ performance, with the non-pretrained models failing to perform well even
with cross-validation.
The strengths of the pipeline are its many usable models with pretrained weights
from both natural images and mammograms, and the models can be trained with
multiple different parameters and data augmentations. The models trained using this
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pipeline have a good segmentation accuracy on mammograms. Furthermore, after
training, the model can quickly do inference on preprocessed mammograms. In turn,
the weaknesses of the pipeline is the sub par classification accuracy and the need for
preprocessing on the mammograms.
Surprisingly, there were no large differences in results between models pretrained
on the ImageNet dataset (ResNet34 models) and models pretrained on mammograms
(ResNet22 models). Pretrained models clearly outperformed non-pretrained models,
such as the U-Net model, showing that transfer learning is useful in mammography
segmentation and classification. Whether transfer learning on mammograms beats
pretraining on ImageNet is still slightly unclear, as the two encoders had some other
differences. It would require a ResNet22 encoder pretrained on ImageNet or ResNet34
encoder pretrained with mammograms to fully answer to this question.
With deep learning applications, an important consideration is how long it takes
to train and use a model. Training a model took only six hours on OUDSM and
less than an hour on the INbreast dataset. The pipeline works quite fast after testing,
with inference taking only a second per image. This means that the pipeline and the
models could potentially be used in clinical setting for screening applications, though
the models still need more improvements to their performance.
There are multiple limitations in this thesis. The low F1 scores given by the models is
definitely the biggest challenge in the results and they are mostly due to large amounts
of false negatives for models with focal Tversky loss and many false positives for
models with BCE-J loss. This might be because the segmentation based loss functions
are not very good with large amounts of training data with empty training masks from
the images without masses. Because some of the masks were empty, the loss for a
minibatch had a large value. The focal Tversky loss may have been affected less by
this, because it had a maximum value of 1.
The low resolution of the resized images is also an issue. Lowering the resolution
may make the mass less visible. With more GPU memory, higher resolutions could
have been used, which may have improved the results.
Another limitation was that the OUDSM and INbreast datasets were quite
imbalanced. Only 18.0% and 26.1% of the images in the OUDSM and the INbreast
dataset had masses in the images, respectively. This means that the models might be
a bit biased towards classifying images as negative, i.e. outputting an empty mask.
Though deep learning relies heavily on large amounts of data and models trained the
larger OUDSM did vastly outperform models trained on the INbreast dataset.
There are various improvements that could be made to the pipeline and that should
be noted in future studies. Better hyperparameters optimization could be used, since
most of the parameters used were inherited from previous work done on the pipeline.
More loss functions could have also been tested, like Lovasz-Softmax loss [72] or
Combo loss [73], since the choice of loss function had a clear effect on the end results.
Using larger resolution images could also improve the results. Another method that
could be tested is to get a more balanced dataset with a larger percentage of images
with masses, either by removing images without masses from the dataset or using an
imputation method. Finally, stratified group k-fold could have been a better method
for splitting the datasets into folds. Stratified group k-fold takes into account an extra
class, such as breast density or age of the patient, and tries to make every fold have an
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equal class distribution. This would ensure that the models are trained with different
types of images.
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6. CONCLUSIONS
The goals of this thesis were to create a deep learning pipeline for mass segmentation
from mammograms, and to investigate deep transfer learning in a segmentation task
using two different pretrained encoders trained with different datasets. Additionally,
two different loss functions were tested. All of the goals were achieved with good
results.
The main results from this thesis can be summarized as follows. Fine-tuning
pretrained models improves model performance and they outperform non-pretrained
models in segmentation accuracy. Training convolutional neural networks on images
with and without the binary semantic segmentation target can improve accuracy.
Additionally, training with larger datasets, i.e. OUDSM, is beneficial for the models,
even if the dataset is not as varied as the smaller dataset, i.e. the INbreast dataset.
Finally, the chosen loss function can have a large impact on the model performance,
since models trained on BCE-J loss had worse results than models trained on FT loss.
To conclude, deep transfer learning is a powerful tool that can be utilized in
binary semantic segmentation, as pretraining and fine-tuning models clearly improves
performance. Breast mass segmentation is a difficult task, in which deep learning
methods can potentially be applied to in clinical practise.
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