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ABSTRACT
With the ever-increasing system-on-chip (SoC) design complexity, the verification
of such systems is becoming more and more challenging and extremely time
consuming. Hence, the human efforts put in this task seem neither to be sufficient,
nor efficient enough anymore to maintain a good pace with the escalating market
demands.
In this work, we will present a descent way of utilizing machine learning (ML)
for reducing the overhead of hardware design verification in terms of resources
consumption. Our focus in this thesis is especially about the time spent on
coverage closure that usually occupies a great deal of the whole verification time.
Both deep learning (DL) and reinforcement learning (RL) are deployed for this
purpose, in two different experiments, in order to come out with the most coherent
way to accomplish the coverage closure task. On one hand, neural networks (NNs)
were used to help visualize whether a stimulus is worth to run the simulation with,
by predicting the coverage number that it would generate. On the other hand, Qlearning was used to predict the minimal set of tests needed to reach some code
coverage goal, by optimizing and reducing the set of tests while still achieving the
same coverage levels.
The results of these experiments show captivating findings. First, the root
mean square error (RMSE) of the neural network models was about 3 and 5
in predicting two different coverage values, respectively, which is quite good for
a training run on a small dataset. Second, our Q-agent was able to do better
than the coverage ranking utility of the simulation tool by almost 43%, where
it reduced the number of tests from 63, as suggested by the simulator, to 36.
This should remarkably reduce the required number of simulations in weekly
regressions, hence result in a huge gain in time and resources.
Both of these approaches aim at reducing the engineers’ efforts through
accelerating the verification process and automating it, which frees some of the
engineers’ time and allow them to focus on more important matters.
Keywords: Q-learning, Neural networks, Hardware design and verification,
Coverage, Constrained random verification
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1. INTRODUCTION
The semiconductor industry is constantly growing, adapting new technologies and
applications such as 5G network and autonomous systems to the everyday devices that
we use in our lives. As a result, the number of chips is in an ever-increasing fashion,
with designs which are more and more complex that should offer higher performance,
but at the same time utilize less power and less area [1].
Hardware verification of these chips remains a crucial pillar in every digital design
process, which is needed to test for the system correctness against its functionality,
as dictated by the project specifications. However, with the growing complexity of
chip designs, verification tasks have become more complicated and quite demanding
in terms of time, effort and resources.
In order to verify the correct functionality of circuit designs, verification engineers
rely mostly on constrained random verification (CRV), which is a verification method
that generates random input stimulus based on a set of constraints that the engineer
writes. These constraints are used in order to guide the verification process to stay
inside the legal range of inputs, as well as to target hard-to-reach cases. While
this approach is considered better performing than writing directed tests, where the
engineer addresses specific scenarios by writing specific stimulus, constrained random
verification is still a bottleneck, because its concept is to exercise every possible
combination of signals within a design, given enough time. This becomes impractical
at all with the increase of data widths, and especially due to the random nature of
this verification methodology. Constrained random verification requires usually up
to millions of simulation cycles, where many of those are redundant and wasted in
exercising the already exercised cases, and only a few, if any, will target unseen
cases. In addition, constrained random verification requires lots of manual work from
the engineer to constantly update the constraints in order to increase the verification
coverage, and this requires massive expertise and understanding of the design aspects,
which in turn causes delays to the schedule [1]. Thus, it becomes almost impossible to
address all possible combinations of inputs while still meeting the project deadlines.
It was found that about 70% of the design work time and effort are consumed
in verification [2], and nearly double the number of design engineers is required as
verification engineers within a team [3]. Also, according to [4], more than half the
total cost of integrated circuit (IC) design goes to verification. This definitely gives
rise to a need for more advanced methods that can help verification tasks to be carried
out efficiently with less time and resources. Therefore, researches are being conducted
to solve this dilemma, and recently machine learning algorithms have shown some
impressive results in their ability to reach verification goals more efficiently and more
quickly than the older methods.
The deployment of artificial intelligence (AI) nowadays for automation purposes
have proved huge time gain in a way that many tasks can be optimized with artificial
intelligence algorithms, hence improve efficiency, reduce human reliance and discover
novel approaches toward solving all sorts of problems. Nevertheless, artificial
intelligence itself is developing and expanding quite rapidly, imposing a necessary
support of dedicated hardware to adapt to its advances, which can only be achieved
if chip design and verification cycle is remarkably shortened. Therefore, artificial
intelligence is again the way out to succeed this mission, with a potential to create
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solid relationships between itself and hardware systems, each fueling advances in the
other [5].

1.1. Why Use Machine Learning?
There is quite a lot of data today in the world, generated not only by people but also
by computers, phones, wearable gadgets and other devices. Traditionally, it used to
be a human task to analyze, sort and extract useful information from data in order to
adjust systems accordingly. However, the amount of data generated every day is only
continuing to increase hugely and rapidly, which makes it an impossible mission for
humans to make sense of it by writing and updating the rules manually.
For this reason, we are turning more and more into an automated lifestyle, where
machines learn from the data, and more importantly, spot the changing patterns in
this data to be able to replace humans in their manual effort. Here comes machine
learning, with its aim to process and analyze big data through massive computations
that are based on analytical models.
Today, machine learning is present in almost every aspect of our lives, even though
it sometimes does not appear trivial in some applications like search engines, where
many ML models work together in order to understand the query, find best results and
also rank the results according to a person’s interest and suggest recommendations.
Going wider, we see that machine learning is present in medical applications such
as early detection of diseases, in transportation field like self-driving cars, in spam
detection, in virtual personal assistants and chat-bots, in monitoring network security
and detecting security threats, in image processing and facial recognition, etc [6].
Hence, machine learning seems to be able to solve different sorts of problems, a thing
that motivates research to exploit more fields with its techniques.

1.2. Machine Learning Vs Hardware Design and Verification
The brilliant advances in computer systems have enabled a rapid progress in artificial
intelligence [5]. Since the rise and shine of machine learning as a field that can be
deployed in a lot of applications, due its efficiency in approximating functions and
discovering complex patterns within the data, dedicated hardware blocks have been
used to accelerate the computing overheard that machine learning algorithms require.
This has undoubtedly added a lot of complexity to digital circuits, especially those
hosting complete systems with multiple sub-blocks, also known as SoCs.
Unlike traditionally, nowadays is the time when machine learning is starting to be
used for the reverse purpose, i.e. instead of having hardware cores designed especially
to accelerate machine learning computations, machine learning itself is being used as
a way to accelerate hardware design and verification (which in turn are relying on ML
at several parts of the whole system).
Since a few decades ago, electronic design automation (EDA) tools have served a
huge part of chip design and verification process [7] from specification to tape-out;
freeing the engineers from a big load of manual effort. The development of this tools
continues nowadays to include machine learning based methodologies, making EDA
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tools more smart and more robust [8]. The methods used nowadays in design and
verification of SoCs generate tremendous amounts of simulation, emulation and timing
data, in the order of multiple hundreds of terabytes [9]. Taking into consideration that
chip design process leverages the previous findings in terms of intellectual property
(IP), register transfer level (RTL) and testbench reuse, this makes it a very suitable
environment for machine learning to take place; analyzing and learning different
patterns in this (rather ‘unused’) big data [6].
In this work, we try to present one possible way to shorten the time spent in hardware
verification, specifically in code coverage closure, where we use machine learning
techniques in order to speed up the design verification cycle. First, background
on machine learning as well as hardware design and verification is detailed. Then,
we show how some machine learning algorithms can be used to speed up the code
coverage closure.
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2. BACKGROUND
In this chapter, we present some background knowledge that is required in order to
be able to follow the ideas discussed all along this thesis, hence better understand the
project. We start by explaining basics of AI and ML, then we move on to explaining
hardware design and verification flow as well as other fundamental concepts, like
coverage. Finally, related work of using AI/ML in SoC development process is
provided, in order to explore the previous literature that should inspire new ideas and
serve as a motivation to start the work presented in this thesis.

2.1. What Is Artificial Intelligence?
Artificial intelligence is a broad sub-field of computer science, that is inspired by
humans’ (and perhaps other biological species’) sensing and reasoning mechanisms
[10], so it focuses on the possibility of enabling machines to be intelligent, i.e. to
simulate cognitive functions such as thinking, learning and deciding; in order to be able
to address complex problems that are generally time and resources consuming [11, 12].
Artificial intelligence aims at building systems that are able to mimic human mind
behaviour to operate properly in critical situations, by reaching or even surpassing
human performance [13], hence automate and ease complicated tasks by solving
problems that normally require human presence and intelligence [14]. Artificial
intelligence encloses a number of interesting sub-areas such as machine learning and
natural language processing, like shown in Figure 1 [13], whose applications are
nowadays taking over our lives, and are expected in the near future to exist in every
industry [15].

Figure 1. Sub-fields of AI.
[13] Copyright © 2022, reprinted with permission from Amr Kayid.
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2.1.1. What Is Machine Learning?
Being a subset of artificial intelligence, machine learning is also considered a computer
science field, as Figure 2 illustrates, that utilizes big data and mathematical algorithms
in order to make machines able to answer difficult questions while acting in a similar
way to humans [16] but without an explicit or a direct intervention of any human.
Machine learning models learn and improve their performance through ‘training’
where a model analyzes the data and detects interesting patterns in it, next this
performance goes into a ’testing’ phase where the model gets evaluated on a small
set of data to check the model’s accuracy and error, and finally it becomes able to
actually provide answers and predictions or classifications to new and unseen data
through ‘inference’.

Figure 2. Computer science vs. Artificial intelligence vs. Machine learning.

2.1.2. Types of Machine Learning
There are mainly 3 types of machine learning:
1. Supervised learning: where training the machine needs labeled data, which
means that every record in the dataset is a ’pair’ made of an input and its desired
output that represents a label associated to it. This means that the output is
already known, and the model’s job is only to map inputs to outputs. The
learning is accomplished through comparing the model’s predicted output to
the actual true output, then the model parameters are adjusted accordingly until
high accuracy and low error are achieved. Supervised learning can be used
for classification tasks such as to classify an email as spam or not, as well as
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regression (prediction) tasks such as predicting the sales of a new product in
a company. Some types of supervised learning are support vector machines
(SVMs) and deep learning.
2. Unsupervised learning: the training data is not labeled, so the output is not
provided. Thus, the dataset is made of records that are inputs only, while their
desired outputs are not known. The model should learn from the data supplied to
it by exploring it and discovering hidden patterns and structures that may exist
within it. The task in unsupervised learning is then essentially about ‘clustering’,
i.e. to group the data into clusters of similar features. For example, it can be used
to cluster together customers of movie shows based on their interests in the types
of movies each of them prefers. Many types of unsupervised machine learning
exist, one common one is K-means clustering.
3. Reinforcement learning: can be described somehow as a middle ground between
supervised and unsupervised learning. This machine learning type is not
completely unsupervised; in fact it does utilize some sort of supervision, but
which comes in a different form; the output is not specified as in the case of
supervised machine learning, rather, basically the reinforcement learning model
uses an agent which gets a reward after choosing an action that it takes inside
some environment, in order to navigate to a desired goal. Reinforcement learning
does not require a predefined dataset, because it trains itself on-the-go and learns
based on the reward it receives from applying an action and moving to a new
state within the environment. The reinforcement learning agent can only reach
its goal by following a good policy that maximizes the reward over some time,
using which it interacts with the environment. So the job of the algorithm is
to find and converge to the optimal policy. Reinforcement learning applications
are diverse but a few interesting disciplines are video games and strategic games
like chess and Go, where a super-human level could be achieved and the model
was able to beat the best players in the world [17]. Some types of reinforcement
learning are (deep) Q-learning and state–action–reward–state–action (SARSA).

2.2. What Is SoC Design?
A system-on-chip is a digital design that integrates all the needed electronic
components into one single complex circuit to constitute a complete system with a
central processing unit (CPU), buses, memory, peripherals, custom logic and special
hardware units like timers, counters, analogue to digital converters (ADCs), etc, all on
one chip [18]. Figure 3 [19] shows a typical SoC diagram.
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Figure 3. Top view of a typical SoC.
[19] Copyright © 2022, reprinted with permission from Jukka Lahti.
SoC designs include both software and hardware components, and they are
usually fabricated on field programmable gate arrays (FPGAs) or application specific
integrated circuits (ASICs), with advantages trade-offs of better performance and
lower power consumption when using ASICs, and more flexibility as well as shorter
development times when using FPGAs. Though, lately it has become possible to
benefit from the advantages that come from both design approaches combined. On
one hand, FPGA providers have introduced what is called "FPGA platforms", where
along with the massive amount of re-programmable logic, some fixed custom processor
cores are incorporated. On the other hand, ASIC providers are now offering reprogrammable parts within their designs where re-configurable logic gates can be
found [20].

2.2.1. Why SoC?
The global shift toward using SoCs in digital design have been empowered by the great
advances made by silicon vendors, whose technologies are allowing more and more
integration of complete end products into a single or a few ICs, granting remarkable
savings in die space and power usage. In addition, one major consequence of deploying
SoCs is the great concept of design reuse across multiple projects, mainly at the IP
level where generally some complex functions are implemented, such as digital signal
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processor (DSP) units, encryption and decryption blocks such as advanced encryption
standard (AES), bus interfaces, etc, with only small possible tweaks needed sometimes
when moving from one use case to another in order to comply with the changing
specification schemes [20]. Figure 4 [19] shows a SoC that can be reused by multiple
systems.

Figure 4. SoC of an audio port as an example of a SoC that can be used within different
systems.
[19] Copyright © 2022, reprinted with permission from Jukka Lahti.
The state-of-the-art SoC approach is currently the platform-based (also called
system platform) design, rather than hierarchical IP block-based design (of course
depending on the application), where multiple hardware and software IPs coordinate
together with communication architectures including usually also a processor having
a real time operating system (RTOS), hardware accelerators and middle-ware. This
approach is especially useful because derivatives of the system can be created with
much less effort when compared to the IP block-based approach, as well as low risk
and prompt time-to-market [20, 21]. Figure 5 [19] below shows the flow of both SoC
platform and IP block approaches.
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Figure 5. SoC platform and IP block design flows.
[19] Copyright © 2022, reprinted with permission from Jukka Lahti.
SoC technology is continuing to develop and eventually SoCs are becoming less
expensive and more performing that they serve almost all industries. A perfect
example is the widespread of internet-of-things (IoT) where the processing nodes are
nothing but simple SoCs that are integrating memories, processing and communication
capabilities in small chips, suitable to their applications [22]. Our world will soon be
having over a trillion connected devices [23], a number that we can only cope with by
shortening design and verification cycles while minimizing the overall cost, but also
by taking into account security concerns, autonomy and interoperability [24].

2.2.2. Hardware Development
In digital circuits world (typically SoCs), every project passes through several
phases starting from requirements specification and ending at tape-out and product
manufacturing. Figure 6 presents the different stages involved in the development of a
hardware project.
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Figure 6. Hardware project development cycle.
The first step in the flow is to define the general and functional requirements of the
circuit to be designed, this includes specifying inputs, outputs, protocols, interfaces
as well as properties that describe ‘cause-and-effect’ behaviors of the circuit based on
clock, reset and other signals [25].
The second step is RTL design and coding. RTL stands for register transfer
level, defining a way of design abstraction using which digital sequential (and even
combinational [26]) circuits can be modeled. It basically describes the transfer of data
from an input to a register, from a register to another register or from a register to
an output. Hence, both sequential and combinational logic blocks must be defined at
this phase, and at the same time, the verification plan should be specified (testbench
organization, test sequences, coverage model, etc). The verification plan describes
how verification is to be carried out, including functional verification by simulation,
formal verification (assertion-based) by proving the properties and perhaps also other
methods [25]. After this step, where the algorithm and architecture have been defined,
RTL coding can be done with a hardware description language (HDL) like Verilog
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or very high speed HDL (VHDL) to depict what the design does. The RTL code is
then compiled and simulated by a simulation tool that checks for the correctness of its
syntax and validates its proper behavior in the verification phase, explained next.
The third step is RTL verification, which can be defined as the process of checking
and proving a hardware design’s correctness, i.e. if the logic of a hardware design
complies with its requirements and specifications. Here, the verification tasks defined
in the verification plan are executed to test the design until the coverage goal is
reached [25]. This is usually done with the help of different tests that exercise the
functionality of the design during simulation, by generating stimulus for input signals,
then monitoring the output signals against the expected values. Traditionally, engineers
used to write directed testbenches in order to verify a design’s functionality. However,
this method falls shortly for bigger and more complex designs, leaving lots of bugs
unsolved, because it becomes impossible to tackle every scenario with the increasing
data size of a design. This dilemma gave rise to a different verification method, known
as constrained random verification. Its concept is simply to generate random test
vectors which are then able to exercise many more scenarios on the design under
test (DUT), and typically in less time. The verification engineers write a few test
templates, and apply needed constraints to every test parameter then pass the handle
over to random stimulus generation.
Next, in the synthesis step, the logic that the RTL code imitates is converted
into ‘gates’ (optimized gate-level design) by a synthesis tool, which expects design
description in RTL form and models how the design can be implemented using logic
gates [26]. At this phase, design constraints such as timing, area and power are
handled. After that comes the place and route process, in which the logic components
are characterized by transistor-level models and further by physical-level models,
that define the shapes and geometries of the transistors needed to create the actual
physical layout of integrated circuit [18], which is finally given to the manufacturer for
fabrication.

2.2.3. Coverage
In order to visualize the progress and the completeness of verification, engineers
usually rely on collecting a metric called ‘coverage’. Coverage measures how
thoroughly a design has been verified, by providing a percentage that describes where
the verification is standing. Coverage can be divided into code coverage and feature or
functional coverage.
Code Coverage
Code coverage can be interpreted as a quantitative measure of DUT execution. Its
metrics have to do with the elements of the code, so it indicates how many lines,
conditions, blocks, toggles, finite state machines, etc, have been exercised from the
actual RTL code. Hence, it has the ability to detect if there is any part of the code
that has not yet been tested. Generally, this kind of coverage is collected automatically
with the simulation tool, meaning that the user does not need to code anything to
be able to get the code coverage, the tool itself provides its elements, being line

18
coverage, condition coverage, toggle coverage, finite state machine coverage and
others, depending on the user’s selection.
Functional Coverage
Functional coverage is a qualitative measure of DUT execution. Its metrics deal with
the actual functionality of the design, so it is used in order to check whether or not
the features specified by the engineers in the verification plan were actually exercised.
Hence, this type of coverage needs to be defined by the user, and its accuracy and
thoroughness rely on the skills of the engineer at the time of writing the verification
plan. Therefore, missing some features when establishing the verification plan can
extremely affect the quality of verification. Functional coverage includes, but is
not limited to, writing properties that are checked with assertions (control-oriented
coverage, e.g. order of events) and cover groups (data-oriented coverage, e.g. all
important transactions) [27].
Coverage Closure
It can happen that either of code or functional coverage reaches 100% first. However,
both kinds of coverage contribute to the overall coverage and both of them need to
reach 100% to safely say that a design has been completely verified.

2.2.4. Coverage Driven Verification
The verification plan must be defined at the requirements and specification phase
(see Figure 6), and the features specified in it should be classified by their degree
of importance and contribution to functionality verification. Next, these features are
translated into code with which functional coverage is collected, constituting, along
with code coverage, what is called a coverage model [28].
Unlike directed testing where the engineer writes tests to check specific features,
coverage-driven verification makes use of the features described in the verification
plan, and then tests are run with constrained random stimulus repeatedly, either using
a new set of tests each time, or simply a different random simulation seed using the
same set of tests, until full coverage is reached [28]. Tests can then be graded based
on the functionality they trigger, the bugs they detect, the simulation time as well as
other criteria. Hence, a perfect regression would constitute of a set of tests having the
minimum run time, by discarding any test that does not add to the total coverage, and
at the same time reaching the maximum possible coverage number as achieved with
all the tests.
In order to speed up the regression, parallel tests are run simultaneously, and their
coverage results are merged at the end and fed back to the simulation in order to
accumulate coverage from all the used test cases. Failing tests do not contribute to
the final coverage [28]. At the end of a regression, some parts of the code or also some
features, known as ‘corner cases’, might still be not exercised. So, the engineers can
try to adjust the constraints of constrained random verification in order to lean towards
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hitting those coverage holes, or they can also further write ‘directed’ tests to address
and exercise specific parts of the design [28].
The main steps of coverage driven verification include [28]:
1. Setting up the verification plan,
2. Setting up the coverage model,
3. Running regression of many tests and accumulating coverage,
4. Feeding back coverage results to verification environment and
5. Adjusting constraints and/or writing new tests to cover the corner cases.

2.3. Previous Work
The deployment of artificial intelligence in SoC designs has been widely increasing
during the last few years, mainly motivated by the success of machine learning
adoption in other areas such as machine vision. Example works exist on both academic
and commercial level. The targeted areas of SoC design phases have been design
verification and physical placement.
Starting with verification, on [1], constrained random verification has been enhanced
with the use of supervised learning and reinforcement learning. The aim was to
accelerate full design coverage with fewer resources, as opposed to the use of
constrained random verification alone, which can take a long time and large amount
of resources on complex designs [1]. On their experiment, verification of a cash
memory controller and the reduced instruction set computer V (RISC-V [29]) Ariane
64-bit were tested using this environment. At first, a few simulations are run using
constrained random verification, during which functional coverage is collected. The
machine learning algorithm is then trained using the set of random verification
configuration parameters and simulation outputs [1]. The learning also takes into
account any found bugs, and tries to generate more tests aimed at that specific bug.
It has been shown that this approach was superior to constrained random verification
in finding hard to reach conditions in complex ICs [1].
On [30], machine learning was applied to sequential equivalence checking between
system level model (SLM) and RTL. System level modeling offers easier programming
for complex systems as well as faster simulation times. Unfortunately, it adds a
complicated step of equivalence checking between the manually created SLM and
the tool translated RTL. Bugs could be introduced at this phase due to SLM and
RTL temporal and structural differences, which further intensifies the importance of
this step [30]. Equivalence checking have been commonly done using simulationbased checking and formal-based checking [30]. The proposed work on [30] used
ML to extract the mapping information between SLM and RTL in order to reduce
the number of comparisons. At first, SLM and RTL are modeled using finite state
machine diagrams (FSMDs). This way, RTL specific constructs are excluded and
functional aspects are preserved, which simplifies the comparison between SLM and
RTL. Afterwards, a set of state sequences are generated from SLM and RTL by
simulation. The corresponding path pairs between SLM and RTL are recognized using
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ML techniques. Finally, equivalence between RTL and SLM is checked by verifying
the equivalence of the selected path pairs. This makes a novel approach as ML is able
to find the relevant information from simulation data, without the need for any mapping
information [30].
Another important part of nowadays SoC design environment is regression. On
[31], machine learning was used to select a subset of tests from the complete set of
RTL regressions tests. The target is to use the subset of tests to detect all failures
that may incur during the full regression. The machine learning model estimates the
likelihood of a test detecting a bug due to some code changes. These estimates are
then used to select the subset of tests needed to run in the regression. This would result
in shorter regressions, hence less computational resources are needed and bugs can be
found faster.
Moving to physical placement, Google tackled the complexity of chip placement
with the use of deep reinforcement learning [5]. Chip placement is considered as one
of the most complex steps in SoC bring-up and can take human experts several weeks
to generate [32, 5]. Google has been able to achieve super-human or comparable results
on modern accelerator net-lists in under 6 hours [5]. The RL agent has been trained
with multiple chips, where it has shown improvement on rapidly generating optimized
placements for previously unseen chip blocks [32]. The target optimization for the
RL agent has been the power, performance and area known as PPA. With the use of
wire length as a correlated factor with PPA, approximation of the final results was
achieved, leading to faster learning time [5]. While this approach has been applied
to only Google tensor processing units (TPUs), the research team claims that their
methods are applicable to any kind of ASICs [32].
A similar application to Google’s has been done by Cadence on their commercial
product Cerebrus [33]. The latter leverages cloud computing platforms as well as inpremise computing, and uses RL agent to optimize the PPA. In here, the engineer
provides one of the three metrics (power, performance or area) and lets the tool decide
the best values for the two other parameters.
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3. ANALYSIS AND PROPOSED SOLUTION
Going through all the previous literature of using machine learning in RTL project
development cycle, we have seen different approaches ranging from resources usage
minimization, to bug detection and also physical place and route process automation.
These findings give an intuition about the tremendous potential of machine learning
algorithms to help ease the hardware development workflow, and it motivates more
research into innovation around the same topic.
The aim of the study conducted in this thesis is to accelerate the design verification
process by reducing the time spent on code coverage closure. This task usually
consumes a long time of verification because many simulation cycles are wasted in
running tests that exercise the already seen cases, due to the redundancies that the
constrained random approach produces.
Hence, one solution to this problem would be to predict the coverage that a given
stimulus would generate before running any simulations, in order to discard the
stimulus that do not trigger new and unseen scenarios. This can be implemented by
means of supervised learning, where training and testing datasets must be provided for
the model to be able to learn and make accurate predictions thereafter. Neural networks
have shown a big potential in predictive systems as compared to other (supervised)
methods [34, 35], so they will be used in this experiment as a result of their superior
efficiency.
Another solution would be to reduce the total count of tests with which a coverage
goal can be achieved. Usually, engineers write many tests and sometimes duplicate
them in order to be sure of reaching full coverage. However, this also creates redundant
cases, and running them all in the verification regression would waste many simulation
cycles. The optimal set of tests that is required to reach some coverage goal can be
obtained with the help of reinforcement learning. The RL model relies on a trial-anderror approach which makes it able to start by trying different combinations of tests and
eventually arrive to the smallest possible test set that is enough for coverage closure.
Q-learning is perfect for this experiment, since the number of states and actions will not
be very big, hence the problem should be simple and straightforward with guaranteed
convergence [36].
Unsupervised learning would not be suitable for this work because individual
predictions should be calculated, hence no clustering is needed in the first solution,
and also it is not needed in the second solution because it does not apply in the case
of learning the optimal set of tests. Therefore, we are only interested in supervised
learning and reinforcement learning in this work.

3.1. Algorithms Used
For our experiment, mainly two ML algorithms are used: neural networks and Qlearning. The main experiment of this thesis uses reinforcement learning in order to
accelerate code coverage closure in the verification of a SoC. This choice of machine
learning algorithm came from the fact that reinforcement learning does not require
‘ready’ data for training. Instead, it learns on-the-go from its experience of interacting
with the environment. Q-learning was used to minimize the number of tests in a
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hardware verification regression suite needed to reach some defined coverage goal.
This means that the RL agent performs a test selection task, after which the regression
can be run with the least possible number of tests selected from the original pool of
tests, while maintaining the same coverage goal that is reached by running all the
tests. Redundant tests will be discarded, therefore the overall simulation time should
be minimized. In a ’side’ experiment, neural networks were also used to predict
the coverage of a custom design that a certain stimulus generate. In this section,
fundamentals of these algorithms are explained to provide a vision of how both of
them fit into our project.

3.1.1. Neural Networks
Neural networks, also called artificial neural networks (ANNs), are one type of
supervised machine learning, and as the name suggests, they are built in a similar
way as that of a brain’s neural system. Figure 7 [37] compares between a biological
neuron and a NN neuron.

Figure 7. Upper left: neuron in biology. Bottom right: neuron in neural networks.
[37] Copyright © 2022, reprinted with permission from Li Liu.
A typical neural network is made of layers; mainly an input layer which accepts
the inputs to the system, hidden layers which are responsible for data analysis, and an
output layer which delivers the output of the system as a weighted sum of the inputs
after being passed through an activation function. A neural network can have one
single hidden layer or multiple hidden layers, in which case it is called a deep neural
network (DNN). Each layer within the neural network is made up of a number of
neurons; these are the basic units that build up a neural network, and it is the activation
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function that decides which neurons stay active (fire) and propagate to the next layer,
and which do not. Figure 8 shows a typical neural network architecture.

Figure 8. A typical deep neural network with 3 hidden layers.
The activation function plays a crucial role in the training of an artificial neural
network, by providing it with the non-linearity needed to learn complex patterns from
the data [38]. A bad choice of activation function will make the training unsuccessful
and the neural network will fail in doing its job. The most frequently used activation
function in neural networks is the rectified linear activation function, known as ReLU
[39]. Some activation functions are shown in Figure 9 [37].

Figure 9. Some activation functions.
[37] Copyright © 2022, reprinted with permission from Li Liu.
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The weights of the network are usually initialized arbitrarily at the beginning of the
training, then they keep on updating all through the training phase based on the loss
of the system at every epoch using back-propagation (backward propagation), which
computes, with the help of an optimization algorithm, the gradient of the loss function
with respect to all the weights present in the network, while going backward from the
last to first layer.
The loss function is a measure of how well a neural network system is doing. It
calculates how far a certain prediction or classification made by the neural network is
from its actual true label. The loss computed over all the dataset is simply the sum of
individual losses of single elements in the dataset. Examples of the loss function are:
mean absolute error (MAE) and mean square error (MSE).
The optimizer in neural networks is used to adjust the weights of the system, i.e. to
optimize them during the training in order to improve the NN performance. Examples
of an optimizer are stochastic gradient descent (SGD) [40] and Adam [41].

3.1.2. Reinforcement Learning
Reinforcement learning is an iterative approach which uses an agent that gradually
learns how to optimally act in an environment, and this is based on its experience of
interacting with the environment through exploration or exploitation tasks by a trialand-error approach. In RL, five fundamental parts must be defined: these are the
environment, the agent, the actions, the states and the reward. We assume that we
have a set of states along with a set of actions, and the agent is supposed to visit all
the states after applying specific actions in the environment, i.e. the new state is the
result of applying the chosen action. For every action, the agent receives a kind of
feedback from the environment: either a reward or a penalty, depending how good or
bad the action taken was from a certain state. At each step, the choice of the action that
the agent decides to take from a certain state is based on maximizing the (long-term)
reward that the agent gets within an episode [4]. The goal of the RL agent is to explore
the environment and then learn the optimal way with which it can achieve its goal.
Figure 10 shows a general RL setup.
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Figure 10. Reinforcement learning setup.
Elements of Reinforcement Learning
1. Policy: it describes the way in which an agent should act, so based on its current
state, the policy dictates to the agent what the best action to take is. The policy
can be modeled by complex computations, but it can also be a simple lookup
table made of state-action pairs. The policy does a mapping between states and
corresponding actions to be taken [42].
2. Reward: based on every action the agent takes at any time step, the environment
will award the agent with a reward that indicates whether the action it has taken
was good enough or not. The reward helps the agent to reach its goal because
the agent will know which actions are better than others within which states
[42]. However, the reward only tells the agent if an action is good to be taken
immediately, and it does not account for the future actions. The value function
is the one that specifies what is good in the long run. The reward can be positive,
or it can also be negative and it that case it may sometimes be called ‘penalty’.
3. Value function: While the reward only accounts for the immediate outcome of
an action taken at some state, the value function takes into account the future
rewards more than the immediate one. In this manner, the actions of the agent
can be chosen in a way that they might have a low immediate reward, but
eventually they will yield higher future rewards [42], which makes the overall
score better usually. This means that having an immediate reward that is very
good does not necessarily mean that the agent will accumulate very good rewards
in the long term.
4. Model: used for planning, meaning that a model can be used as a way to predict
how the environment will be after applying some actions in the future [42].
Hence, reinforcement learning techniques can be divided into model-based and
model-free (purely trial-and-error) methods.
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Markov Decision Processes
We call a Markov decision process (MDP) any RL system in which the current state
holds all the necessary information about the RL environment, that allow the RL agent
to take decisions without the need to store history of the previous states. This means
that the RL agent is fully capable of expecting its next state and reward while only
being concerned about its current state and the action that it has taken from there [42].
Optimal Policy
The probability of the RL agent to select an action is defined by the policy that the
agent is following. Therefore, the aim is to learn the optimal policy, which is the
policy that yields the highest reward among all other policies, and for all possible
states. Along with the optimal policy, we define what are called state-value function,
as well as action-value function [43, 44].
The state-value function indicates how good any state is for the agent to be in, while
following some given policy. It represents the expected return at time t when the agent
starts from state s and follows policy p afterwards [43, 44].
The action-value function indicates how good is to apply any action from a given
state, under some policy. The action-value function is also called the Q-function (in
Q-learning), and it takes as inputs state s and action a and returns as output what is
referred to as Q-values. Hence, the action-value function represents the expected return
obtained from applying action a when starting from state s at time t, then following
policy p afterwards [43, 44].
The optimal action-value function q* satisfies the following Bellman equation [43,
44], as follows.
q∗ (st , at ) = E[Rt+1 + γ max q∗ (st+1 , at+1 )],
(1)
It states that at some time t, for any pair of state-action (st , at ), the Q-value is the
expected reward Rt+1 obtained from applying action at from state st , added to the
expected discounted maximum return from any possible pair of next state-action (st+1 ,
at+1 ) [43, 44].
Q-Learning
Q-learning is an off-policy and model-free reinforcement learning algorithm where
the agent relies completely on its interaction with the environment to end up with the
optimal state-value-action [45]. This method updates a state-action (s, a) table called
the Q-table using the following update rule [42] (initially all entries are zeros), as given
by Equation 2.
Q(st , at ) = Q(st , at ) + α[Rt+1 + γ max Q(st+1 , a) − Q(st , at )],

(2)

Where st , at are the current state and current action, respectively, st+1 is the next state,
Rt+1 is the reward obtained after applying action at from state st which yields state st+1 ,
α is the learning rate, it ranges between 0 and 1 and it represents the length of the step
after which the update is calculated. This means that when α is 0, the Q-values will
not update at all, and when α is close to 1, it means that the values are updated more
and more frequently,
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γ is the discount factor, which determines the importance of a reward to the agent. It
ranges between 0 and 1, where 0 implies that the agent is fully concerned with the
immediate reward, and does not care about the future rewards. Conversely, when γ
approaches 1, it means that the agent is taking into account the future rewards more
than the immediate rewards, so it cares more about its score i.e. accumulated reward
over all the episode [42].
Q(s, a) is the Q-value for the pair (s, a), which estimates how good is to apply action
a when the agent is in state s within the environment. After every step, the Q-value is
updated. The target Q-value for (s, a) is
(Rt+1 + γ max Q(st+1 , a)),

(3)

which is the immediate reward added to the discounted value of next state [45].
ϵ - Greedy: since the initial Q-values are zeros, it means that all actions initially have
equal chance to be selected by the agent. Two major concepts pop up here: exploration
and exploitation. At the start, the agent knows nothing about the environment, hence
it needs first to explore it. With more actions taken in the environment, the agent gets
a sense of what the environment looks like, so it starts to know which action at which
given states they are suitable more than others. Therefore, the exploration is carried
out by the agent through taking random actions, whereas the exploitation is carried
out in a greedy manner, selecting the action with maximum reward.
At the start of the training, the RL agent has no idea about its environment, so it
should start by exploring it until it has a clear picture of it. Once the agent is familiar
with the environment, only then that it should start using its knowledge about it, so
instead of exploration, the agent’s action should be exploitative. This process of
choosing the action can be done using a probability ϵ following the algorithm [45]
shown in Figure 11.
if randomN umber < ϵ then
act randomly
end
else
act greedily
end
Figure 11. ϵ - Greedy algorithm.
That is why usually the starting ϵ value is set to (something near) 1, and with more
episodes, ϵ decays gradually to allow the RL agent to use its knowledge about the
environment, hence choose the actions that it sees are better from some specific state
rather than just choosing randomly exploratory actions.
So in order to summarize the Q-learning algorithm in an easy and understandable
manner, Figure 12 describes the main steps involved.
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Initialize Q(s, a) for every possible state s and action a
for episode = 1, 2, . . . do
initialize s to the initial state (e.g. idle)
for step = 1, 2, . . . , N do
Choose action a from state s using the ϵ - greedy algorithm
Apply action a, and observe the next state and the reward
Update the Q-values according to the update rule of Equation 2
Update the current state s with the next state
Stop when s has reached the terminal state
end
end
Figure 12. Q-learning.
With ϵ equal 0.9 for example, we make sure that we act randomly more often
than acting greedily, at least at the beginning, then we start decreasing the value of
ϵ thereafter.
Challenges
Q-learning algorithm faces the following possible challenges [46]:
• There is no concrete policy by which the model learns, so its experience is based
on trial-and-error, and the reward should direct the learning.
• Next state depends on the action taken, there can be misleading correlations.
• The agent has to take into account the reward of long term.
• Given an environment with a large number of states and actions, Q-value updates
will be slow because the time needed to traverse all the states will increase, so at
some point it will not be practical [47]. e.g. video game where every frame is a
state.
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4. EXPERIMENTS AND RESULTS
Code coverage closure acceleration was thought of in two different manners in this
work, which share the same target of reducing the time spent in this task.
In the first approach, neural networks were used for predicting the coverage number
that a given stimulus will generate. This should save hours of running unneeded
simulations. Basically, the engineer prepares a set of stimulus values (either using
directed tests or constrained random verification) and the neural network will predict
the coverage that this stimulus will reach, hence it will give the engineer a visibility
about whether it is worth to run simulation with this specific stimulus or not. Figure
13 gives a high level idea about experiment 1.

Figure 13. Experiment 1 setup.
In the second approach, Q-learning was used to select from a pool of test cases
the least number of tests needed to reach some specified coverage goal. Usually, the
random test generation is prone to a lot of redundancy in terms of repeated stimulus.
The Q-learning agent aims at reducing the length of the test set by discarding redundant
test cases, while keeping the same coverage goal. Figure 14 gives a high level idea
about experiment 2.

Figure 14. Experiment 2 setup.
Therefore, The scope of this thesis encloses two main experiments, detailed in the
sections below.
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4.1. Neural Networks Prediction
The first experiment was done to start the thesis work, and it was implemented using
Python Keras library [48]. It was conducted on a custom design, basically constituting
of an arithmetic and logic unit (ALU) and a random access memory (RAM). The inputs
to this system are operands A and B (8-bits each, i.e. from 0 to 255) along with
the operation (4-bits, i.e. 0 to 15) that goes to the ALU, in addition to the address
(4-bits, i.e. from 0 to 15) that goes into the RAM. This system functions such that
when the inputs are supplied, the ALU block will compute the result of operation on
operands A and B, then stores the result in the corresponding address within the RAM.
Figure 15 shows a simple block diagram describing experiment 1. The coverage data
is obtained after simulating this design by Questa simulation tool [49] (from Siemens
MentorGraphics).

Figure 15. Experiment 1 simplified block diagram.

4.1.1. The Dataset
The neural network was used to predict what the coverage numbers will be, based on
the input stimulus. So it was trained with 485 randomly generated samples of inputs A,
B, operation and address with their labels being the corresponding coverage numbers
as obtained by Questa. It was tested using 99 other samples, which were used as
validation data to monitor the model training in order not to overfit to the training set.
Later on, the model was inferred using 12 samples. All the train, test and prediction
input samples were normalized by dividing operands A and B by 255, and by dividing
the address and the operation by 15, which makes them all range between 0 and 1.
The inputs A, B, operation and address are vectors of length 20 records each. This
is because the coverage per record is negligible, but every record adds up with one
another in the case of the whole vector, resulting in nice-looking coverage numbers.
The outputs are two values (not vectors): coverage for ALU block and coverage for
RAM block. With this setup, the neural network will have 80 inputs and 2 outputs.
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4.1.2. The Architecture
For benchmark purpose, three different neural network architectures with varying
number of hidden layers and neurons are used in this experiment. This is done in
order to compare different networks possible performances and pick the best one.
The first architecture is simply a single layer network that takes 80 inputs
corresponding to operands A, B, operation and address, all flattened. It then produces 2
outputs that correspond to ALU coverage and RAM coverage. Since we have multiple
predictions, the activation function is linear.
The second network is made of two layers, one hidden layer, and an output layer.
The first layer accepts 80 inputs and propagates them into 4 neurons with ReLU
activation function. The second layer accepts then 4 inputs with a linear activation
function and outputs the 2 coverage values.
The last network is made of three layers: two hidden layers and an output layer. Like
previously, the first layer accepts 80 inputs and it has 8 neurons with a ReLU activation
function. The second layer accepts 8 inputs and it has 4 neurons with ReLU activation
function. The third layer accepts 4 inputs and outputs the 2 coverage values with a
linear activation function.
For networks 2 and 3, the choice of the number of neurons in the hidden layers was
decided after experimenting manually with higher numbers like 100, 60, 40, 20 and
10. These large numbers of hidden neurons, although add complexity to the neural
network, they do not benefit it much in terms of performance. Hence, keeping a low
number of neurons that provides similar results in these experiments is wiser in order
to save extra computing resources.

4.1.3. The Hyperparameters
The hyperparameters used in the NN experiment are common to all of the three
networks. Similarly, here as well we used a manual selection of the parameters where
we carried out multiple experiments using different groups of hyperparameters. After
many trials, the best combination showed to be the following:
1. Number of epochs: 6000
2. Batch size: 128
3. Activation function: ReLU
4. Loss function: MAE
5. Optimizer: Adamax [41]
6. Learning rate : 0.001.

4.1.4. Results
The results of this experiments were quite interesting. With only under 500 training
samples run for 6000 epochs through simple networks, we got the following results.
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1. One layer network: The loss at the end of training is 3.409 for training and 4.57
for validation, as shown in Figure 16 (train in orange and validation in blue).

Figure 16. Network 1 loss.
As we see in the graph, the model loss nicely decreases with more epochs and
the final loss seems to converge to nearly the same value for both training and
validation. This network was then used for inference of 12 samples, the graphs
in Figure 17 explain the performance.

Figure 17. Network 1 predictions vs true labels.
Since the loss is still high after training for 6000 epochs, we see from the
inference graphs that the predictions are not as accurate as we hoped for and the
two graphs are clearly distinct from each other (true labels vs predicted labels).
2. Two layer network: The loss at the end of training is 2.755 for training and 4.314
for validation, as shown Figure 18 (train in orange and validation in blue).
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Figure 18. Network 2 loss.
Similarly to the previous network, we see in the graph that the model loss
decreases with more epochs and the final loss this time seems to be a bit farther
away for training when compared to validation. This network was then used for
inference of 12 samples, the graphs in Figure 19 explain the performance.

Figure 19. Network 2 predictions vs true labels.
Again, the loss was still high after training for 6000 epochs, that is why we see
from the inference graphs that the predictions are not that good, and the two
graphs are clearly distinct from each other (true labels vs predicted labels).
3. Three layer network: The loss at the end of training is 2.747 for training and
4.202 for validation, as shown in Figure 20 (train in orange and validation in
blue).
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Figure 20. Network 3 loss.
Here also, we see in the graph that the model loss decreases with more epochs
but remains high at the end of training. This network was then used for inference
of 12 samples, the graphs in Figure 21 explain the performance.

Figure 21. Network 3 predictions vs true labels.
The loss is just like the previous cases, still high after training for 6000 epochs.
Hence the inference graphs are clearly distinct from each other (true labels vs
predicted labels) except for some points.
After that, this same 3-layer network was trained further in a total of 10000
epochs. The improvement in terms of train and validation loss was slight but
still good, as shown in Figure 22.
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Figure 22. Network 3 loss for 10k training epochs.
As the graphs above show, the loss for both train and validation is the least in this
experiment compared to all the previous ones, hence training for more epochs is
a nice improvement to be added to the NN experiment. Though, the loss is still
considered high, around 2.2 for validation and 3.3 in training. The inference of
12 samples using the 3-layer NN trained for 10k epochs is shown in Figure 23.

Figure 23. Network 3 predictions vs true labels, 10k epochs.
We tried to add more epochs, up to 18k epochs in total, but the result was that the
model started to overfit, like shown in Figure 24, where validation loss started to
get bigger again after it reached its minimum in the previous experiment at 10k
epochs. Hence, we use early stopping with the help of validation set and we stop
the training at 10k epochs.
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Figure 24. Network 3 loss with 18k epochs.
Therefore, the 3-layer NN trained for 10k epochs is clearly the best in terms of
performance that all of our neural networks could reach. Table 1 compares the
performance of prediction of all the 3 networks in terms of RMSE.
Table 1. Comparison of the different NN architectures by RMSE of prediction results
Neural Network
setup
1-layer network, 6k
train epochs
2-layer network, 6k
train epochs
3-layer network, 6k
train epochs
3-layer network,
10k train epochs

RAM coverage
prediction RMSE
7.067

ALU coverage
prediction RMSE
5.263

7.323

4.916

6.223

4.208

5.096

3.062

From the table above we see that the RMSE of predictions, although still high,
generally decreases as the neural network gets bigger, where network 3 (2 hidden
layers) has lower RMSE value than network 2 (1 hidden layer) and network 1 (no
hidden layers). Moreover, when network 3 is trained for 10k epochs instead of 6k
epochs, the RMSE further decreases to its best value among all the used architectures.
Overall, we see that the neural network experiments suffer from pretty a high loss
value in both training and validation, and as a result, the predictions gotten from using
all of these models with their different architectures are generally far from the true
labels, so they cannot be reliable.

4.2. Q-Learning
In this experiment, Q-learning was used in order to accelerate the code coverage
closure as achieved by running less tests within a regression, which would result
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in lessening the time needed to verify a certain design. There exist usually a
lot of redundancies especially in the randomly generated tests, so the goal of the
reinforcement learning agent is to discard those redundant test cases, starting with a
large set of tests, and eventually ending with the minimal set of tests that are necessary
to reach some coverage goal. This experiment was implemented using Python Numpy
library [50].

4.2.1. Proving the Concept
The Idea
First, as a proof of concept, this experiment was kicked off by a simple trial, in order to
demonstrate the efficiency of Q-learning algorithm in solving this problem. Basically,
the reinforcement learning environment was built like the following:
• The hardware design to be verified is taken to be a black box block with no
specific functionality. This is to highlight that the Q-learning approach used in
this experiment can be generalized on any system.
• The tests used to verify the design were mimicked by a Python script that
generates 563 text files, each contains a string of length 1000 made of 1’s and
0’s.
• The code coverage was mimicked by counting the number of 1’s in the bit string
and then dividing it by 1000. So the coverage will range from 0 to 1; while 0
represents 0.0% coverage and 1 represents 100% coverage. In addition, in order
to get the code coverage for more than one vector when combining multiple text
files, an OR operation is applied to all the vectors present in the test set.
• The actions available to the reinforcement learning agent are either to add one of
the 563 vectors to the test set, or to remove the lastly added vector.
• The states: The possible states that the Q-learning agent can take describe two
features; these are the coverage number as well as the length of the test set.
Hence we get the following Q-states:
– RESET: 0.0% Coverage - 0 tests
– More coverage - More length
– Same coverage - More length
– Same coverage - Less length
– Less coverage - Less length
– Full Coverage
• Rewards: On one hand, the reward function gives the agent a positive reward
whenever the coverage number increases by adding a test to the test list, or
also when the action is to remove the lastly added test and the coverage does
not decrease; this is to teach the agent about the goal that can be reached by
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improving the coverage number while utilizing the least number of tests. On
the other hand, the reward function penalizes the Q-learning agent by giving it a
negative reward whenever the added test does not increase the coverage number,
or also if the remove action causes the coverage to decrease. One other point to
mention is that the penalty is doubled if a predefined number of steps is exceeded
(20 steps is the maximum number of steps used in this experiment). This is to
teach the agent not to keep on wandering over and over to reach its goal, but
rather, it will try to do so in the most straightforward manner, which should also
reduce the overall training time.
• The goal of the reinforcement learning agent is to combine those bit vectors from
different text files to end up with a 1000 long vector made of only 1’s and no 0’s
in it. As the agent takes actions, it keeps on monitoring the coverage number.
An episode is terminated when the coverage is 1 (100%).
Q-Learning Experiment 1 Parameters
The Q-agent was trained with the following parameters, which were picked manually
after several trials:
1. EPSILON = 1 –> greedy policy
2. ALPHA = 0.1 –> learning rate
3. GAMMA = 0.9 –> discount factor
4. MAX_EPISODES = 1000 –> number of training episodes.
EPSILON starting value is 1, and it decays with every training episode to allow more
exploitative actions to the Q-learning agent who initially executes only exploratory
actions.
Results
The results of this trial give a motivation to step forward toward the real experiment.
The following figures show the learning of the Q-agent in this mimicked environment.
First, the evolution of length of the test set during training as shown in the graph of
Figure 25.
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Figure 25. Mimicked environment: length of test set per episode.
Second, the evolution of the agent’s score during training as shown in the graph of
Figure 26.

Figure 26. Mimicked environment: score of the agent (accumulated reward) per
episode.
From the graphs we see that the learning pattern is interesting: with more training
episodes the reinforcement learning agent was able to reduce the number of tests
starting from more than 40 tests and ending in about 15-10 tests. As a result, the
agent’s score increased from about -20 to almost 30. This looks promising and
encouraging to start the next experiment.
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4.2.2. Q-Learning Actual Experiment
Moving on, the final step was to build the actual reinforcement learning (Q-learning)
environment and use it to find the minimal set of tests which is considered enough to
reach a coverage goal.
The hardware block used in this experiment was a transmitter unit (TX), for which
the engineers have generated 1143 tests to be run in a single regression. Full code and
functional coverage of this block is reached after running a few regressions (usually
4 or 5). In order to simplify the study scheme, let’s focus on the coverage goal that
a single regression achieves (surely less than 100% coverage), i.e. by running all the
1143 tests only once. Doing so, the value of code coverage that those 1143 tests
produce is 27.48% in our experiment (note that depending on the random seeds with
which the simulations are run, this number can be higher or lower).
Running the regression generates what is called unified coverage data base (UCDB)
files for every test in the regression suite, which hold information about the coverage
for specific tests. In order to get the coverage from more than one test, Questa tool uses
those UCDBs to merge the coverage results and produce the new coverage number
specific to certain tests that are run together.
Questa RANKTEST Functionality
Questa [49] is a tool developed by Siemens MentorGraphics which provides a very
convenient platform for simulating, debugging and verifying ASIC and FPGA designs.
It supports the user with a nice and easy graphical user interface (GUI) as well as a set
of useful commands that can be run in bash mode.
One very relevant utility of Questa relative to this work is the RANKTEST
functionality, which basically ranks the tests in a descending order of coverage such
that the tests that have the highest coverage values are run first, and as soon as the
coverage value does not increase anymore, it stops adding more tests, then it groups
them into contributing and non-contributing tests. In this manner, the RANKTEST
utility is able to reach the maximum coverage, same as achieved by all the tests that
are present in the regression suite, but with a much smaller number of tests.
The RANKTEST command was applied in our environment, and it was able to select
only 63 tests from the 1143 tests that were enough to reach the same coverage number
27.48%. This was an outstanding reduction that would save wasted hours of simulation
time.
Q-Learning Experiment 2 Environment Setup
The Q-learning environment used in this part will rely on Questa’s RANKTEST
selected list of tests as a start, and then the Q-agent will try to do better by learning
a more optimal set of tests, i.e. a set that contains less than 63 tests as suggested by
Questa tool. This approach was chosen because of two reasons.
First, the Q-learning model is built in Python, but it needs to refer to Questa tool
every time a test is added to the test list, in order to do the merge and get the new
coverage value. This going back and forth between Python environment and the
simulation tool makes the process extremely slow. By starting with the original set
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of tests which contains all of the 1143 tests, the training will take very long time since
the Q-learning agent needs to explore every possible action in its environment a couple
of times, which makes it unpractical within the thesis time scope. Instead, by starting
with a test set that contains only 63 tests, we will be able to dramatically reduce the time
needed to train the Q-learning model, although even here the merge process represents
a bottleneck that consumes most of the training time.
Second, it was noticed that the RANKTEST functionality of Questa sometimes
keeps on adding a few redundant tests just to make sure that the coverage is not
increasing anymore, which makes the chosen test set still able to be further improved
and optimized.
Our Q-learning model was built based on the following setup:
1. States: Just like the previous experiment, the possible states that the Q-learning
agent can take describe two features; these are the coverage number as well as
the length of the test set. Hence we get the following Q-states:
• RESET: 0.0% Coverage - 0 tests
• More coverage - More length
• Same coverage - More length
• Same coverage - Less length
• Less coverage - Less length
• Full Coverage
The notion of ’more’ and ’less’ are with respect to the last generated coverage
value that resulted from applying the last action, either by adding or removing
a test. Since the states are relational to coverage value as well as the number
of tests in the set, the Q-agent does not care much about the test set content.
Nonetheless, we do track which tests are present in the test list at every state
by logging every test being added or removed after every action our agent takes
while navigating to its goal. In this manner, we know for every training episode
which tests the agents have chosen to reach the coverage goal.
2. Actions: The possible actions that the Q-learning agent can take inside its
environment are either to add a test or remove a test. Since the starting test set
contains 63 tests, our valid actions are to add each one of these tests at a time, or
also to remove the lastly added test. This sums up to 64 possible actions.
3. Rewards: Similar to the previous experiment, the reward function gives the agent
a positive reward whenever the coverage number increases by adding a test to
the test list, or also when the action is to remove the lastly added test and the
coverage does not decrease. The reward function also penalizes the Q-learning
agent by giving it a negative reward whenever the added test does not increase the
coverage number, or also if the remove action causes the coverage to decrease.
The penalty is doubled if a predefined number of steps is exceeded (300 steps is
the maximum number of steps used in this experiment).
The flowchart in Figure 27 explains the training flow of our Q-learning model.
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Figure 27. Q-agent training flow.
Q-Learning Experiment 2 Parameters
After many trials with different combinations, these are the parameters used in this
experiment:
1. EPSILON = 1 –> greedy policy
2. ALPHA = 0.1 –> learning rate
3. GAMMA = 0.5 –> discount factor
4. MAX_EPISODES = 200 –> number of training episodes.
Similar to the previous experiment, EPSILON starting value is 1, and it decays with
every training episode to allow more exploitative actions to the Q-learning agent who
initially executes only exploratory actions.
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Results
The results of this experiment are astonishingly interesting. Our Q-agent, although it
starts as silly as to reach the coverage goal with more than 400 tests (while the original
test set contains only 63 tests, so lots of redundancy), it gradually learns that repeating
the same tests over and over again does not benefit the coverage, so it starts to discard
those repetitions. After that, it becomes able not only to discard the repeated tests but
also it discards some of the tests (among those 63 tests in the original set) that it sees
not needed because they do not add to the overall coverage. Hence, our agent is able
to perform better than the RANKTEST functionality of Questa tool. The following
graphs show the performance of the Q-agent after it was trained for 200 episodes.
Starting with the length of the test set, as shown in Figure 28.

Figure 28. Q-learning experiment 2 length of test set per episode.
The graph above shows the length of the test set evolution during the training of
the Q-agent for 200 episodes, where we see the decreasing fashion in the number of
tests included in the test set that are enough from the agent’s point of view to reach
the coverage goal. In its best performance, we see that the agent at episode 199, it was
able to suggest a set with only 36 tests, while the original test set has 63 tests, which is
a huge improvement of 42,86%. Next, the score of the agent, as shown in Figure 29.
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Figure 29. Q-learning experiment 2 score of the agent per episode.
The graph above shows the score of the Q-agent for all the 200 episodes, where we
see the increasing fashion in the score that the agent gets as a result of its performance.
Notice that at the beginning of the training, the score is very poor, that is because the
test set suggested by the agent is very large and has many redundancies, whereas the
score increases when the agent starts to suggest smaller test sets. However, it is worth
to mention that the score does not depend on the length of test set only, but it also
depends on the number of steps taken in every episode, such that if the agent surpasses
some defined maximum number of steps within one episode, it will get bad reward for
every wrong action it takes inside the environment afterwards. Finally, the number of
steps per training episode is shown in Figure 30.

Figure 30. Q-learning experiment 2 number of steps per episode.
The graph above shows the number of steps taken by the agent in every episode all
along its training. Generally, we see that there is an increasing trend in the number of
steps per episode, a thing that we did not hope for in fact, because it causes the training
to take more time. This may be explained by the fact that the agent finds it a difficult

45
mission to reach the coverage goal while utilizing the least number of tests, so it keeps
on adding steps back and forth to navigate to its goal.
Overall, we see that although the steps that the agent takes in every episode generally
increases along the training, the length of the test set needed to reach the coverage goal
from the agent’s perspective is decreasing on one hand, and on the other hand the score
that the agent gets for its actions in every episode is increasing, which shows a natural
reasoning, because the agent’s purpose from the start was to minimize the length of the
test set with which the coverage goal can be reached.
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5. DISCUSSION
In this section, we try to analyse and discuss the results obtained from the experiments
conducted in this thesis, in order to evaluate the findings and highlight the main
takeaways of this work. This would serve also as a brainstorming of possible future
improvements that can be added to the project to ameliorate its performance. Overall,
the target of this thesis has been reached, where we have proved how ML can be used
to accelerate code coverage closure.
Starting with the first experiment, neural networks were used to predict the coverage
of a custom design being exercised and verified by some input stimulus. From the
results of all the three used network architectures we see that the model having 3
layers performed slightly better than the two other networks, and the minimum loss was
achieved by running 10000 train epochs. However, none of the three networks actually
showed low loss and this is why no high accuracy could be achieved in inference,
where the predictions were far from the true labels, with RMSE value bigger than 3.
This is expected, since the train and validation error remained high, and taking into
account that the coverage numbers in the dataset are all close to each other, it is clear
that the error must have been much less in order for our models to be able to provide
accurate predictions.
One possible suggestion to improve this experiment is to expand the training and
testing datasets, hence the model will be able to learn better when it gets to see and
explore more data. The dataset that was used here is quite small, with less than 600
samples in total for training and testing combined, despite the high dimensionality
of inputs. This was the case because the data generation was done using Questa
simulator, since every input stimulus needs to have its corresponding coverage value
output (according to the design used in this experiment), which makes the process slow
and impractical to generate a large dataset for this custom design.
Moving on to the second experiment, where we relied on Q-learning to reduce the
number of tests needed to reach a predefined coverage goal, pretty strong findings
were obtained. The hardware design block on which the experiment was done is a
transmitter unit, for which the engineers have written more than 1100 tests to verify it.
Due to time limits of this thesis, our approach was to first reduce this test set using the
RANKTEST functionality of Questa simulation tool, which produces 63 contributing
tests to the total code coverage, and then use Q-learning to further shrink this number
into an optimal test set.
Our Q-agent was able to reduce Questa’s number by almost 43%, where the same
coverage goal achieved by 63 tests could also be achieved by our model with only
36 tests. This is a nice improvement that does save remarkable amount of simulation
time. This experiment could have been improved if more time was allowed to run
more train episodes, which would make our Q-agent more stable and more robust.
This improvement was not done because of the extremely long training time.
The results gotten from the Q-learning experiment are considered better and more
interesting than those of neural networks experiment, hence are the major findings of
this thesis. The only problem with Q-learning is the long training time that required
more than 16 days to run only 200 episodes on Nokia’s server CPU Intel(R) Xeon(R).
However, the bright side is that the Q-agent was able to attain its goal, which is
to reduce the number of tests needed to meet a coverage goal, hence accelerate the
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verification process. Though the training takes long, it can be carried out during the
actual development; focusing on the same coverage level that the passed test cases
provide at a given time, i.e. not necessarily full coverage. Moreover, the training only
needs to be run once, and then it can be utilized thereafter to select the minimal set
of tests in every regression, which is done by checking the training log and manually
selecting the best performing episode (in our case episode 199 with 36 tests) then
running the regression with only the selected tests. Taking into account that thousands
of regressions are run during the development process of a SoC that usually takes a few
years, using a minimal test set instead of the pool of all available tests would definitely
grant a huge time gain.
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6. FUTURE WORK
The huge progress achieved by a lot of industries, as a result of adopting machine
learning techniques in automating human tasks, has proved the potential of ML in
addressing multiple kinds of complex problems that are usually demanding in terms
of manual effort, time and resources. One of these industries is SoC industry, where
machine learning could be deployed in the different stages of chip manufacturing from
specification to tape-out.
In this thesis, we have shown one way of how machine learning can be used in the
process of hardware design verification (different manners also exist), where we tried
to reduce the time taken in code coverage closure by minimizing the number of tests
needed to reach some coverage goal. For this purpose, we used Q-learning that gave
us very pleasant results; starting from the Questa ’reduced’ test set with 63 tests and
ending up in only 36 tests needed to reach the same coverage goal.
This finding definitely accelerates the verification process, and grants some free time
for the verification engineers, who can then focus on more important tasks to further
improve the quality of verification. Such achievement also encourages the deployment
of machine learning algorithms in design verification automation and in other stages
of SoC manufacturing as well.

6.1. Training the Q-Agent for More Episodes
For our experiment, we set the number of training episodes to 200. The Q-learning
agent training with 6 states and 64 actions run for only 200 episodes took more than
16 days to complete, due to using the Questa tool in every step of the training episodes
for coverage calculation and merge purposes, which makes all the process go really
slow. So, given enough time, our Q-agent performance could have been improved by
running more training episodes, which should make the Q-agent more stable and more
robust.

6.2. Using the Whole Set of Tests
As explained previously, in our experiment we used the test set suggested by Questa
tool, which is made of 63 tests, and we tried to further shrinking it by discarding
any tests that do not add to the coverage. The original set of tests is composed of
1143 tests, that the engineers have written to verify the transmitter block (from which
the RANKTEST functionality of Questa selected those 63 tests contributing to the
coverage). In our experiment, it was not practical to use it because of the thesis time
scope.
Taking into account all the 1143 tests would mean more actions for our agent to
explore, try and get acquainted to the environment before it can learn which actions
are better than others from specific states. This will add an extremely long time to the
training, because not only the number of actions available to the agent have increased,
and the agent needs to try them over and over, but also the current number of episodes
(200) will not be sufficient to do so, hence a need to increase the number of training
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episodes as well. Thus, we believe that given enough time, our Q-agent will be able to
start with the original set of tests and reduce the number of tests from 1143 to hopefully
36, as achieved in our current experiment, or even less than that.
Similarly, while these 1143 tests do not reach full coverage (running them all once
gave only 27.48% code coverage), our agent could be used on the bigger set of tests
(4-5 regressions, with every regression having those 1143 tests) in order to achieve
100% code coverage.

6.3. Combining Neural Networks Experiment with Q-Learning Experiment
The bottleneck of training our Q-learning model to minimize the test set needed to
reach a coverage goal is, without doubt, the merge operation carried out by Questa
simulation tool. Our agent needs to refer to this functionality at every step, so as to get
the new coverage that resulted from adding or deleting a specific test. This results in
huge delays that accumulate together and make our training very slow.
One solution, that is out of the thesis scope but which can be implemented in future
improvements, is to construct an approximator of the merge function of Questa that
can predict the coverage numbers after adding or deleting a test from the test set.
Computations of code coverage can be very complex and usually are tool specific and
done in a private approach, that is why we suggest to use neural networks, being one of
the best function approximators, in order to predict the coverage. The neural network
model can be trained based on the original set of tests on which many regressions are
run. These regressions generate UCDB files for every test, which hold information
about the merged coverage as achieved by (a portion of, or all) the tests. Then, this
neural network model will work along with our Q-learning agent to fully automate
the task of finding the minimal set of tests that is enough to reach the coverage goal,
without the need to use Questa tool; a thing that would speed up the training drastically.

6.4. Deep Q-Learning
For relatively small environments with a few number of states and actions, Q-learning
is totally a suitable framework with guaranteed convergence to the optimal policy
[42, 36]. However, this algorithm shortly falls for environments that are more complex
such as video games, where every frame, or a combination of a few successive
frames constitute one single state. That is because Q-learning updates the Q-values
in an iterative manner, so when the number of Q-values to be computed increases
dramatically like the case of video games, the agent will therefore need a lot more time
to be able to explore the environment and update the Q-values. Here comes the idea
behind deep Q-learning (DQL): instead of computing Q-values one by one iteratively,
one can use a function as a ‘faster’ approximation method, which in this case is neural
networks.
The way deep Q-learning works is that a neural network, called Q-network in this
occasion, accepts as input the current state of the agent within the environment, then
it estimates which is the best action to take, hence it outputs values for all possible
actions, and then the action with maximum estimate is chosen. The loss is computed
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from subtracting the Q-values that the network outputs from the true Q-values, which
we get from the Bellman equation (Equation 1). The weights of the network are
updated according to a chosen optimizer and the process repeats until the loss is
minimal, and hence the network has learned the optimal policy [47]. Figure 31 shows
a typical deep Q-network (DQN).

Figure 31. Typical deep Q-network architecture.
When dealing with a DQN, we use what is called an experience memory, where
we store the agent’s experience in a form of a tuple (state, action, reward, next
state), then experience samples are drawn randomly and used to train the DQN, rather
than successive experiences as they happen in the environment, in order to avoid the
correlation that may accumulate from consecutive experiences.

6.5. Expanding to Functional Coverage
In this thesis, the focus is to accelerate code coverage closure as one way of speeding
up the verification process. On one hand, code coverage closure is for sure a very
important milestone in design verification. However, it is not enough to say that a
certain design has been fully verified if only 100% code coverage was achieved. This
is because code coverage is a quantitative way of measuring to which extent the RTL
code of DUT and testbench was spanned, taking into account, for example, how many
lines of the code have been exercised, how many signals were toggled, etc. Functional
coverage closure, on the other hand, is equally important as (or even more than) code
coverage closure, because it represents a qualitative way of design verification, where
it depicts whether or not the true functionality of the design being developed has been
exercised. Therefore, a more advanced work in the future would take into account both
elements of the coverage model, being code coverage and functional coverage.
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7. SUMMARY
This thesis tries to tackle the bottleneck of hardware design process, which is the long
time spent in hardware verification, specifically in code coverage closure of a SoC. The
approach to that is machine learning, and the main goal is to reduce the amount of tests
needed to obtain the same coverage results, i.e. to discard the tests that are redundant
for verifying an IP block from code coverage point of view.
The thesis starts with an introduction that opens up about the topic to be studied
in this work. It emphasizes on the relationship between AI/ML and hardware design
verification, as well as the problem of long verification process, and how ML can
be used to accelerate it. So it provides the reader with an idea about the aim of the
experiments conducted throughout this thesis. Next, background on both AI/ML and
hardware design and verification are presented in order to provide the reader with
a thorough understanding of the main points of the thesis. This is then followed
by related previous work done around the same topic where different approaches to
address the problem of long design verification time are presented as a motivation for
the current work.
A small analysis section follows after that, where the ML algorithms to be used in
the thesis experiments are decided. These include deep learning and reinforcement
learning, where details about their setup and how they will be deployed in this work
are explained. Then, the experimentation part starts with a first trial that involves
neural networks in a ML regression task, in order to predict the coverage obtained from
verifying a custom hardware design. The latter is made of an ALU that computes the
operation on operands A and B and then writes the result into a RAM block according
to the supplied address. Basically, a stream of values for A and B as well as operation
and address drive the DUT, and the coverage is monitored using Questa. The neural
network is trained on this dataset, where the input to it is the data streams and the
corresponding labels are the coverage values as generated by the simulation tool. The
intention behind this experiment is to provide the verification engineer, who is using
constrained random stimulus, with a visualization about the coverage that a certain set
of stimulus would trigger, therefore he/she is able to decide whether to keep or discard
those stimulus values, which should save hours of unneeded simulation cycles. The
results of this experiment are interesting, although they do not show high accuracy.
After many training epochs, the loss is still high and the predictions of coverage are
far from the true values. This is due to the small dataset used for training (under 500
samples) which certainly did not allow the model to learn well. Thus, this experiment
is improvable if the train and test datasets are enlarged, but due the limited time frame
of the thesis, this improvement is not applied.
The second trial involves the use of Q-learning as a mean to reduce the redundant test
cases needed to verify a Nokia IP, which is a transmitter block in this case. Basically,
the Q-agent actions are to add or delete a test from the available test cases which the
engineers have already written. Simulating all the test cases will take long, so the Qagent’s job is to discard the tests that do not add to the overall code coverage. This
results in a smaller test set that requires much less time and resources to simulate, a
thing that will reduce the verification time for this block. The results show promising
learning patterns where the Q-agent was able to optimize the minimal set of test cases
as suggested by Questa tool after running for only a few training episodes. With more
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episodes, the Q-agent is likely to become more robust, and the experiment could have
been started on the initial set of test cases (over 1100 tests) and not from the Questa
set (63 chosen tests) if more time was available. This experiment was limited by the
fact that two different environments communicate with each other, with ML part using
Python on one hand, and Questa tool coverage calculation and merge functions on the
other hand, which makes the learning process of the used ML algorithm extremely
slow.
After that comes a discussion part that analyzes the findings of this thesis, followed
finally by a future work section that suggests improvements to the work carried out all
along the thesis time. At the end of this work, it is worth highlighting that the results
obtained from both experiments look promising, and they definitely open new horizons
for more research in this area.

53

8. REFERENCES
[1] Hughes W., Srinivasan S., Suvarna R. & Kulkarni M. (2019) Optimizing design
verification using machine learning: Doing better than random. arXiv preprint
arXiv:1909.13168 .
[2] Guo Q., Chen T., Shen H., Chen Y. & Hu W. (2010) On-the-fly reduction of
stimuli for functional verification. In: 2010 19th IEEE Asian Test Symposium,
IEEE, pp. 448–454.
[3] Varambally B.S. & Sehgal N. (2020) Optimising design verification using
machine learning: An open source solution. arXiv preprint arXiv:2012.02453
.
[4] Vlachogiannis J.G. & Hatziargyriou N.D. (2004) Reinforcement learning for
reactive power control. IEEE transactions on power systems 19, pp. 1317–1325.
[5] Mirhoseini A., Goldie A., Yazgan M., Jiang J., Songhori E., Wang S., Lee
Y.J., Johnson E., Pathak O., Bae S. et al. (2020) Chip placement with deep
reinforcement learning. arXiv preprint arXiv:2004.10746 .
[6] Pandey M. (2018) Machine learning and systems for building the next generation
of eda tools. In: 2018 23rd Asia and South Pacific Design Automation
Conference (ASP-DAC), IEEE, pp. 411–415.
[7] Gianfagna M., What is electronic design automation?
URL: https:
//www.synopsys.com/glossary/what-is-electronicdesign-automation.html, accessed date: November 28, 2021.
[8] Khailany B., Ren H., Dai S., Godil S., Keller B., Kirby R., Klinefelter A.,
Venkatesan R., Zhang Y., Catanzaro B. et al. (2020) Accelerating chip design
with machine learning. IEEE Micro 40, pp. 23–32.
[9] Rizzatti L. (2016) Digital data storage is undergoing mind-boggling growth. EE
Times .
[10] (2019) Artificial intelligence. IEEE Position Statement .
[11] Computer science vs artificial intelligence / machine learning: What’s
the difference?
URL: https://csweb.rice.edu/academics/
graduate-programs/online-mcs/blog/computer-sciencevs-artificial-intelligence-and-machine-learning,
accessed date: January 10, 2022.
[12] Ongsulee P. (2017) Artificial intelligence, machine learning and deep learning.
In: 2017 15th International Conference on ICT and Knowledge Engineering
(ICT&KE), IEEE, pp. 1–6.
[13] Kayid A. (2020), The role of artificial intelligence in future technology.
[14] Williams C. (1983) A brief introduction to artificial intelligence. In: Proceedings
OCEANS’83, IEEE, pp. 94–99.

54
[15] Grace K., Salvatier J., Dafoe A., Zhang B. & Evans O. (2018) When will ai
exceed human performance? evidence from ai experts. Journal of Artificial
Intelligence Research 62, pp. 729–754.
[16] Machine learning. URL: https://www.ibm.com/cloud/learn/
machine-learning, accessed date: February 2, 2022.
[17] Silver D., Huang A., Maddison C.J., Guez A., Sifre L., Van Den Driessche G.,
Schrittwieser J., Antonoglou I., Panneershelvam V., Lanctot M. et al. (2016)
Mastering the game of go with deep neural networks and tree search. nature 529,
pp. 484–489.
[18] Lahti J. (2021) University of Oulu, 521448s:2 Physical design of digital
integrated circuits, lecture 1: Course introduction.
[19] Lahti J. (2021) University of Oulu, 521406s Digital techniques 3, lecture 1:
Introduction to system-on-a-chip ip design.
[20] Martin G. & Chang H. (2001) System-on-chip design. In: ASICON 2001. 2001
4th International Conference on ASIC Proceedings (Cat. No. 01TH8549), IEEE,
pp. 12–17.
[21] Wolf W. & Henkel J. (March, 2001) Platform-based design .
[22] Introduction to system on chip design online course. URL: https:
//www.arm.com/resources/education/online-courses/
introduction-to-soc, accessed date: December 10, 2021.
[23] Keshavarzi A. & van den Hoek W. (2019) Edge intelligence—on the challenging
road to a trillion smart connected iot devices. IEEE Design & Test 36, pp. 41–64.
[24] An era of affordability for the custom system-on-chip (soc). URL:
https://www.arm.com/resources/white-paper/an-eraof-affordability-for-custom-soc, accessed date: December 10,
2021.
[25] Lahti J. (2021) University of Oulu, 521406s Digital techniques 3, lecture 2: RTL
design and verification flow overview.
[26] RTL verilog. URL: https://www.doulos.com/knowhow/verilog/
rtl-verilog/, accessed date: December 12, 2021.
[27] Stefan Bauer (Account Technology Manager-Mentor a.S.B., Coverage
driven verification. URL: https://www.youtube.com/watch?v=
NDsyiDKwqTs, accessed date: January 17, 2022.
[28] Coverage-driven verification methodology. URL: https://www.doulos.
com/knowhow/systemverilog/uvm/easier-uvm/easier-uvmdeeper-explanations/coverage-driven-verificationmethodology/, accessed date: December 12, 2021.
[29] RISC-V. URL: https://riscv.org/, accessed date: April 26, 2022.

55
[30] Hu J., Li T. & Li S. (2016) Equivalence checking between SLM and RTL using
machine learning techniques. In: 2016 17th International Symposium on Quality
Electronic Design (ISQED), IEEE, pp. 129–134.
[31] Parthasarathy G., Rushdi A., Choudhary P., Nanda S., Evans M., Gunasekara H.
& Rajakumar S. (2022) RTL regression test selection using machine learning. In:
2022 27th Asia and South Pacific Design Automation Conference (ASP-DAC),
IEEE, pp. 281–287.
[32] Anna G. & Azalia M., Chip design with deep reinforcement learning. URL:
https://ai.googleblog.com/2020/04/chip-design-withdeep-reinforcement.html, accessed date: December 29, 2021.
[33] Metcalfe R. (2021) White paper: Machine learning-driven full-flow chip
design automation. Tech. rep., Cadence. URL: https://www.cadence.
com/content/dam/cadence-www/global/en_US/documents/
tools/digital-design-signoff/cerebrus-wp.pdf,
accessed
date: February 6, 2022.
[34] Hung C.Y., Chen W.C., Lai P.T., Lin C.H. & Lee C.C. (2017) Comparing deep
neural network and other machine learning algorithms for stroke prediction in
a large-scale population-based electronic medical claims database. In: 2017
39th Annual International Conference of the IEEE Engineering in Medicine and
Biology Society (EMBC), IEEE, pp. 3110–3113.
[35] Jagadeesh A.S. (2019) Accelerating Coverage Closure For Hardware Verification
Using Machine Learning. Ph.D. thesis.
[36] Melo F.S. (2001) Convergence of q-learning: A simple proof. Institute Of
Systems and Robotics, Tech. Rep , pp. 1–4.
[37] Liu L. (2020) University of Oulu, 521153s Deep learning, lecture 4: DNN.
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