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ABSTRACT

This thesis explores the concept of adversarial attacks on learning systems and
describes some of the most common strategies. The main aim of those techniques
is performing the minimum changes to the input data (in order to remain
undetected) that directs the systems into making intentional mistakes. Multiple
defensive methods were proposed but with limited results and applicability. This
has to do with the fact that this domain is a constant race between attackers and
defenders, new methods appearing constantly that surpass their predecessors.
The focus of this work was divided into two stages, a reflection and a proposal.
In the first part, different methods, both from an attacker and a defender’s side
are compared and analysed, highlighting their strong points and weaknesses.
Moreover, the constant pairing attack-defence continues in a chronological order,
methods evolving in a manner to counter previous work especially. In the end, we
propose a solution for increasing the robustness and security level of the model. It
is a defence mechanism based on approximating the whole network with the help
of the Taylor series expansion and deciding if a sample was tampered with. The
principal focus is patching the current vulnerabilities related to small and highly
targeted changes in the data in a robust manner. The result was a mechanism
which has a low impact on the normal classification whilst providing good and
robust detection capabilities for adversarial input.

Keywords: learning systems, neural networks, machine learning, gradient attack,
Taylor series
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1. INTRODUCTION

The constant refinement and development of processing and hardware units has paved
the road for complex systems capable of handling tremendous amounts of information
per second. This opened the door for building systems that could analyse huge streams
of data and attempt to extract and learn patterns that would be invisible for the human
eye.

The area of Machine Learning (ML) and Artificial Intelligence (AI) became
extremely popular because of this [1]. As an effect, simpler, traditional algorithms
started to be replaced with neural networks with the help of new error computing and
network training techniques [2] . The output was a considerable increase in accuracy
and performance compared to classical algorithms, and systems seemed to be able
to mimic human behaviour to a certain degree. As a result, multiple areas benefited
from this [3] (e.g. stock predictions or tumour detection from images all done by a
computer [4]) and humans started to rely on automated tools more than ever. The
benefits included a decrease of costs and a huge increase of production speed and
safety. The peak of this industry is represented by autonomous cars (e.g. Tesla1) and
artificial intelligence that tries to model an entire human entity inside a computer (e.g.
DeepMind from Google2). The promising results of those types of systems quickly
promoted them to be used almost everywhere, from smartphones to satellites, to robots
capable of performing surgeries. While the systems were designed to perform their
assigned task with high precision, they sometimes pose huge problems related security3

which makes them vulnerable for specially crafted inputs.
Adversarial attacks [5] represent techniques used for confusing automatic systems

into taking wrong decisions. Their behaviour is researched by the cybersec+urity field
in hopes of patching already existing vulnerabilities present everywhere [6]. Their
impact is huge and can lead to data leaks, misbehaving or unreliable systems or even
human deaths as a consequence of their presence in vital areas like medicine or driving.
ML and AI attack mitigation is the primary concern of this thesis, both as an analysis
and a proposed direct defensive method. The starting point of these issues is the present
trend of using a large array of automatic systems, from cars to automatic shops (e.g.
Amazon GO), all being highly specialised systems. It represents a primary security
concern whether they can fulfil their duty without being influenced by a user into taking
arbitrary decisions. The attack vector is based on modifying the input data in order
to obtain a wrong classification from the model. The focus is to make the changes
unnoticeable to a human observer such that they will not be able to figure out why is
the system misbehaving. The mitigation and recovery from those types of attacks is
hard to implement and detect, mostly because the vulnerabilities come from the core
of the system.

Neural networks (NNs) [7] in general have a great success in real applications
because of their power to generalise and extract patterns from enormous sets of data
of the order of gigabytes or terabytes. By feeding them a huge set of images, like

1https://www.tesla.com/
2https://deepmind.com/
3https://www.synopsys.com/designware-ip/technical-bulletin/why-ai-

needs-security-dwtb-q318.html

https://www.tesla.com/
https://deepmind.com/
https://www.synopsys.com/designware-ip/technical-bulletin/why-ai-needs-security-dwtb-q318.html
https://www.synopsys.com/designware-ip/technical-bulletin/why-ai-needs-security-dwtb-q318.html
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ImageNet4, they will train a model based on them and can be used to classify new
images that were not present in the training set. This is important as it can be used
to take new decisions on images that are seen for the first time, thus in an automatic,
supervised way. One of the most important problems of those networks, despite them
posing a huge capability for learning and discerning new patters, is that they will
always be trained on a limited set of images because of memory and processing power
limitations (or the lack of a very large and labelled set). This is a compromise we make
where we trade robustness for simpler and faster training phases. This affects directly
the recognition capacity of the process and opens the way for specifically crafted data
that can produce a false result.

The implications are considerable and can impact a wide range of industries, from
automotive to health and transport, from data mining to computer vision targets. One
particular area we analysed encompasses the image manipulation techniques. By
adjusting the pixel values with some small perturbations a new image can be forged
that resembles the original one from the perspective of a human observer. The issue is
that by inputting it into the system the result of the classification is totally different and
far-away from the original sample. A visual example is available in Figure 1 where
the image of a handwritten digit "5" is modified to mislead the classifier into assigning
the label "3". This is a simple example that is based on computing the gradient of the
original image w.r.t. the error function and simply adding it to the original image. By
this, the pixel values will be adjusted as to increase the error function (further explained
in Chapter 3).

Figure 1. Crafting an adversarial example.

The methods presented and analysed centre mostly on the attacked system being
viewed as a white-box system, having access to its internal parameters. The reason
for this is that even if the system were to be a black-box one, the attacker could forge
its own classifier to which it has full access and train it using the original models’
outputs, thus copying it almost perfectly[8] (this will be discussed later in Chapter 3).
Considering the internal parameters, an attacker could discover which are the most
important features that the network uses and target them directly (e.g. the network
could assign a huge importance to a certain pixel and by manipulating it we can
influence the final result by a large and important magnitude)

To sum up the main points, the thesis focuses on explaining what adversarial attacks
against AI/ML systems are and how they are becoming popular. Different offensive
and defensive techniques will be analysed and discussed based on their methodology

4https://image-net.org/

https://image-net.org/


9

and impact. In the end, a defensive method is proposed and used in multiple attack
scenarios as a way to mitigate the attack attempts and prove the robustness of the
defence. The procedure focuses on using Taylor series for approximating the network
at certain points of interest and based on those decide if an image is malignant.
Besides the technical details and procedures, the dissertation serves also as a way to
rise awareness of the contemporary threats imposed by those attacks against modern
systems. The search for protective strategies should be encouraged and marked as
critical for current and further development of intelligent systems.
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2. NEURAL NETWORKS AND COMPUTER VISION

The computer vision has seen an increase in performance and success by virtue
of complex learning networks in recent years. Because of their high capacity of
learning and detecting patters, neural networks started to be the principal decision
making component of current prediction systems. They represents a modern field of
technology used for speeding up and automating tasks, all based on learning from
existing data. They are used almost everywhere, from speech recognition to object
recognition in vision systems, up to models that can mimic human behaviour. Their
versatility makes them applicable in multiple areas and they can be adapted to new
fields in an easy manner. Besides the vision area, they were applied to other cross-
domains like audio [9], natural language processing [10], driving and or even graph
learning [11].

Moreover, as the industry is constantly promoting the decrease of the transistor size,
more computations could be processed in the same time and thus the algorithms could
learn more and better, increasing their performance. The only problem, despite being
such powerful tools for automating decision, is that they pose a limitation of being
useful only for the problem they were designed for.

Multiple attempts were made at creating an universal, general system that can be
applied to any problem, but with no success for now. One of the closest attempts was
made by Google DeepMind5 which is applied to the problem of protein folding [12] or
for automatically playing the GO game. Until the first aware and self-capable system
is developed that can model any type of problem, the research in this field will be
promoted for pushing forward the current state of technology. As a morale boost we
should consider the current state-of-the-art systems (SOA) that are changing the world
nowadays and also acknowledge that without dedicated people those would have still
been just simple ideas.

2.1. From Artificial Intelligence to Deep Learning (DL)

As industry evolved, the nomenclature derived different terms that encompassed new
areas of the same field (see Figure 2). The term AI was first proposed in the 1940-
50s6, marking a broad area of computer science focused on automating machines.
They sought to design a general system capable of mimicking human behaviour and
intelligence. At that time the computers were not very powerful and the envisioned
algorithms were focus on simple tasks only, making the idea of an intelligent computer
seem impossible.

5https://deepmind.com/
6https://www.britannica.com/technology/artificial-intelligence/

Evolutionary-computing

https://deepmind.com/
https://www.britannica.com/technology/artificial-intelligence/Evolutionary-computing
https://www.britannica.com/technology/artificial-intelligence/Evolutionary-computing


11

Figure 2. Overlap between AI, ML, and DL.

2.1.1. Machine Learning

Coming as a subset of AI, the ML branch is based on statistical learning algorithms
that learn from the input samples without having a predefined knowledge of how the
output should look. Based on their learning phase, they can be divided into:

• Supervised learning: the training data and labels are already known and the
algorithm learns a function that maps the input to the output. When the training
is over, the algorithm can be used for classifying samples that were not present
in the training set.

• Unsupervised learning: the training labels are not available and the algorithms
learn patterns that group data points together. The algorithm is fully responsible
for identifying features that cluster together or separate samples into different
classes. Sometimes, it is not well understood how groups formed or what were
the considered rules.

• Semi-supervised learning: the algorithm starts training in a supervised manner,
having the training data labeled. After this phase, it is used for classifying new
samples and it adds those to its knowledge base. In more general words, it
assigns a label to an unknown element and adds it to the training set.
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2.1.2. Deep Learning

The DL division of algorithms was intended to mimic the functionality and resemble
the structure of the brain. It achieves this by using multiple filters that detect patterns
in data, having arrays of neurons as the processing units. Because of this, they are
called Neural Networks (NN). The learning is mainly done from examples, not having
a predefined formula like some of the ML or traditional AI methods. A huge difference
from its predecessors is the required computational power for running this type of
algorithm. This is the reason why they became widely used only in recent years
because the technology was not enough evolved in previous periods in order to support
the array of required operations.

As an effect of the constantly improving processing power and pluralisation, denser
and bigger networks could be handled and trained. This allowed for more information
to be analysed and processed, improving the accuracy and results by discriminating
better patterns among the data. The processing blocks are structured as nodes inside a
connected network and they work as a pipeline, propagating the information from the
input towards the output. Usually, every layer is connected only to the previous and
the next one but some exceptions exists where intermediary data is "short circuited"
between non-adjacent layers [13]. Even though new architectures and ways to combine
them appear each year, the base remains the same, starting from simple units and
arriving into very deep structures.

2.2. Neurons and Networks

As already stated, neural networks are designed as to resemble the structure of the
brain, having the neuron as the building and processing block of the whole structure.
Every neuron has the structure of a perceptron (see Figure 3) and can be represented
with a simple mathematical function which usually takes multiple inputs and responds
with a single output. More specifically, every input that is received is multiplied with
a stored weight and all are added together. The operation can be written as

O =
∑
j

Xj ∗Wj, (1)

where O is the unit output, Xj corresponds to the output of the preceding unit
multiplied with the weight Wj that is stored. This operations encodes how important
the output of a unit is for the succeeding neuron. By manipulating the weights, one
can increase the effect one neuron has on the next one, making it respond better or
otherwise, ignore it.

This has been shown to mimic the actual biological process of the body, where
one activation of a cell is directly fed into the next one through a long arm called
axon. Moreover, some neurons were observed clearly when they were ignoring other
units, showing a behaviour centred on weighted importance. In order to model and
simulate those processes in a computer, some limitations and simplifications appear.
Compared to the real neurons, which fire at different times asynchronously, the
digital counterparts usually respond when the previous unit has finished processing.
Moreover, the latter ones are more organised and better structured in layers. The
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Figure 3. Structure of a perceptron.

propagation starts from the input data an as the depth increases, the units become more
specialised into detecting complex patterns.

A computer neural network is usually composed of multiple neurons that are
structured in interconnected layers. Between them, usually, there are present special
functional layers that help process the intermediary results. The process can be broken
down into two steps, each with its own specific role:

• Feature learning ensemble: which is usually composed of convolutional layers
intermingled by activation functions or other functional types.

• Classification pipe: which is usually represented by multiple linear layers which
receive the input from the convolutional layers and output the result of the
classification as a probability vector.

2.2.1. Components of a Deep NN

In more general terms, a network can be broken down into different layers that have
unique and specialised functionalities. Combined together, they can be very efficient
for learning and understanding the data.

Convolutional layers

Convolutional layers represent the most important part of a CNN. The building blocks
of a layer are the filters that store certain weights Wi. The basic functionality of them
is to apply a mathematical operation called convolution [14] on the input with the use
of kernels. The most common types for image handling are the 2D and 3D (for multi
channel images) convolutions which slide a matrix kernel across the input data (see
Figure 4) and perform an element wise multiplication for every location.

The resulting values will be summed up into a single pixel, thus transforming the
input matrix completely and obtaining a new feature map which usually has a smaller
size depending on the used kernel. By training and adjusting the weights, the layers can
learn features from the image space, which become more complex as the depth of the
network increases. Compared to a fully connected perceptron layer, which has a link
to all the previous neurons, a convolution layer filter i with the weights wi only applies
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Figure 4. Convolution layer which applies a 3x3x1 kernel to the input image with 0
padding and 1 stride.

to the region i of the input data. In other words, a filter is only connected to a small
region of interest from the previous layer and, as a consequence, it is not influenced by
other positions.The first layers are responsible for recognising simpler patterns (simple
lines or blobs) while the latter ones can distinguish complex geometric shapes, being
more specialised. As the depth of the network increases so does the discrimination
power of the filters.

Besides the feature learning, another main feature is the translation invariance, filters
being able to detect shapes or objects regardless of their position in the input image. By
this, a filter that specialises into detecting a specific class of objects will activate when
such an item is present in the image, regardless of the actual localisation. Moreover,
the network can be trained to be size or rotation invariant if the input data is augmented
[15]. This considers a sample from the original dataset which is scaled and rotated in
different setups. As a plus to the the invariance property, the model becomes more
robust and resistant towards attacks and the training set is expanded [16].

Regarding the kernel operations, there are two parameters which control the
behaviour of the "sliding" across the input data. The stride controls how many positions
does the kernel move at each step (e.g. for a stride of 2, the kernel moves two positions
at once, thus skipping one location). The padding operation adds extra rows and
columns to the input data as a way to prevent the size shrink after the convolution.
In order to compute the final size of the output we can use the formula:

S = (t+ 2 ∗ p− k)/s+ 1 (2)

where S is the final size of the output, t is the initial size of the input, p is the padding
value, k the kernel size and s the stride.
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Pooling layer

Pooling layers have a huge importance in down sampling the data and selecting only
the important data. They act similar to a CNN by using a kernel but perform a pooling
function on the elements of the filter. The most common ones are the min-max and
average families. As an example, the Max Pooling layer (see Figure 5) selects the
biggest item from the filter region and propagates it to the output. Typically Max
pooling is used in the middle of the CNN architecture for downsampling and average
pooling can be used as the final layer if we wish to avoid using fully connected layers
[17]. The current trend in technology is to completely discard the pooling layers and
use convolutional layers for downsampling the data. This was demonstrated in [18]
and is used in the present ResNet architectures [13].

Figure 5. Max-pool layer. Copyright © 2021 IEEE. Source:7.

Dropout layer

The dropout layer is used for disconnecting layers throughout the training phase. It is
considered a regularization process used for increasing robustness. During the training
phase, at each batch, neurons have a chance p of being disconnected. This has the
same effect as zeroing parts of the input for some layers. The immediate effect is a
drop in the training accuracy but an overall increase in the testing one. By randomly
cutting links between neurons (see Figure 6), one can avoid the NN from over fitting
[19] on the training data and thus have a more general application. This promotes
weaker filters into increasing their output importance and helps the model to better
generalise. The direct result is the creation of multiple redundant nodes that will
activate concomitantly.

Linear or fully connected layer

7https://ieeexplore-ieee-org.pc124152.oulu.fi:9443/document/
8563233

8https://ieeexplore.ieee.org/abstract/document/9141874

https://ieeexplore-ieee-org.pc124152.oulu.fi:9443/document/8563233
https://ieeexplore-ieee-org.pc124152.oulu.fi:9443/document/8563233
https://ieeexplore.ieee.org/abstract/document/9141874
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Figure 6. Dropout operation on the NN. Copyright © 2020 IEEE. Source:8.

The FC (fully connected) layer is usually situated at the end of the model. It consists
of neurons that are connected to every unit in the previous layer (see Figure 7). Being

Figure 7. Fully connected layer.

different from the convolutional layer, they are based on the perceptron architecture.
Moreover, they are used for downsampling towards the final class probabilities and
making decision based on the activations of the latest and most specialised filters.
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Activation function layers

Usually after all the weighted inputs are summed, a neuron or a set of them also contain
an activation function which models the natural behaviour of a real nervous cell. This
outputs a single value based on the sum of inputs. A simple example of such a function
is the threshold activation in Eq.(3) which responds with a 1 if the sum is bigger than
a threshold T or with a 0 otherwise.

Neuron_Output =

{
1, if

∑
j Xj ∗Wj > T .

0, otherwise.
(3)

Almost every layer in the architecture has a ReLU (rectified linear unit activation
function) layer after them. They are pretty recent in the neural network design and
were shown in [20], [21] to be more effective in terms of speed and accuracy compared
to their predecessors. This allowed for more complex models to be trained and used,
increasing the performances. The equation for a ReLU unit is:

Output =

{
x, if x>0
0, otherwise.

(4)

which in simple terms can be written as Output = max(0, x).
Moreover, it partly solves an important problem of vanishing gradients but not

completely. The problem is at the value x = 0 where the gradient doesn’t exist. This is
solved by an improved version called the Leaky ReLU which doesn’t output 0 for the
x < 0 branch but α ∗ x where α is an adjustable parameter which can also be learned.
Despite the vanishing gradient problem around 0, the ReLU function proved to be an
efficient function for setting up the network and usually is recommended to start with
a normal ReLU and then move to more complex forms of it [17].

Different from the inter-layer activation functions, the last layer sometimes poses
a different approach for outputting the final results in an understandable format. A
good variant is the SoftMax method for the final computations which performs better
by empirical observations and is usually recommended for multi class probabilities. It
takes the raw probability vector of the output and normalises it such that the sum will
always be 1:

Pi =
exp zi∑
t exp zt

,
∑
i

Pi = 1 (5)

where Pi is the normalised probability for class i and zi is the raw probability for
class i. At the end of the execution, the class i with the highest probability Pi will be
considered as the predicted label. By this, the returned probabilities are normalised
against each other and thus the results can be compared between different systems or
samples.

2.2.2. Loss Function

Having set the neural units and connections between them, there is a need for adjusting
their internal parameter as to respond to the input with a correct output. The most
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common way for tuning a network is the gradient descent algorithm that modifies
directly the weights of the neurons. This requires that the computation process of the
network arrives to single value which can then be backwards propagated with the help
of the gradients. The usual output of a NN is a vector of class probabilities with the
size C equal to the number of possible object labels. Each item from this represents
the certainty of a specific class to be the true one. Based on those outputs, it can be
determined how bad or good the classifier performed. What is more, the total error of
the model can be computed into a single scalar value which will be used. This allows
for comparisons between models and parameter setups.

The core of this are the loss functions which are of different types and serve multiple
purposes, being directly tied to the network’s requirements. One of the simplest
functions is the Mean Squared Error Loss:

loss(x, y) = (x− y)2 (6)

where x is the true value and y is the predicted one. This function is also named the L2
Loss because it resembles the L2 norm. It is used when big mistakes should be highly
punished while encouraging small mistakes in order to preserve redundancy and avoid
over fitting. For this project the Negative Log Likelihood loss function (NLLLoss)
was chosen because it is a popular choice for multi-class systems that use a softmax
function at the output and offers good results. The formula is

loss(x) = − logPx (7)

where x is the correct class and Px is the predicted probability for the true label. It
works by punishing the network with the help of the logarithmic loss function, even
when making the correct prediction if the resulting probability is small. The whole
computation prompts for a correct classification with high confidence.

2.2.3. Forward and Backward Pass in DNNs

Every neuron has preceding neurons that connect to it and based on their output, it
sends a different signal to the following units that will propagate the information until
the last layer. This is called a FORWARD pass, usually receiving a sample of text,
sound or even an image and returning a label or an array of class probabilities for that
particular sample. The input is fed to the first layer of neurons which will process
and propagate the information to the second layer and so on. The forward pass is
used solely for classifying the sample and has no effect on the network’s weights and
structure. In order to adjust the weights and improve the performance, it is required
to perform a BACKWARD pass starting from the result and moving towards the
input layers, adjusting the neuron’s weights. The data flow directions of the two pass
methods are presented in Figure 8.

The procedure is based on an error function that denotes how good was the
classification and how much did the classifier miss the true label of the sample. In
our case we have a number of 10 classes and, thus, the output consists of 10 class
probabilities. The aim is to output the biggest probability for the true class C while
the rest of the probabilities should be 0. The loss function will penalise wrong
classification by returning a huge error value which will influence the magnitude of
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Figure 8. Structure and data passes through the NN.

weight change. In order to decide which and how much the weights need to be
changed, we compute the gradients of the output error function w.r.t. every parameter
in the network. This is preferred because we can assess how much influence a neuron
had over the final result. If a unit has a huge effect on the output, and the error is big,
then that unit will have its weight adjusted by a bigger value than a neuron with a lower
influence.

Following the process of forward and backward passes one can train a model that is
able to learn from its data and assign labels with high confidence. Moreover, what is
interesting in the Backward pass is that besides the parameters of the network, we can
also compute the gradients of the output w.r.t. the input data and decide which pieces
from the input sample have the most importance in the classification process. This can
serve as a technique for deciding which are the features/pixels that the model focuses
more on. The consequence of this is the ability to target exact parts of the data in hopes
of manipulating the whole inference flow of the NN. This represents the starting point
of the project and it will be further explained in Chapter 3.

2.2.4. Optimisers

One critical component of a deep network is the optimiser. As discussed, during
the backward pass we update the weights of the entire network according to their
contribution to the final error. This is usually done with the help of a specialised
algorithm that controls the frequency and magnitude of the updates. One of the most
popular algorithms is the Gradient Descent which simply updates the weights of the
parameters θ as

θnew = θold − α∇θL (8)

where∇θL is the derivative of the loss function w.r.t. the network parameters θ and α is
a predefined parameter called the learning rate. This is one of the simplest algorithms
to implement and provides an easy computation. The disadvantages are immense,
from the big requirements of memory to the situation where it might get stuck at a
local minima point.
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In order to overcome those issues we use a complex algorithm, ADAM [22], which is
widely used for training models. It works by considering also the past gradients which
are important for adapting the learning rates. It was shown empirically to work well
in the vision field and compares favourably to other stochastic techniques. Besides,
it is computationally more efficient because it stores only a moving window average
and not all the past gradients. Moreover, it also makes use of decaying parameters
that change at each iteration, constantly re-adapting. On top of this, we also used
a scheduler, Reduce Learning Rate on Plateau (ReduceLROnPlateau), which also
augments the learning rates when it detects that the learning has stagnated. This comes
as an extra measure for ensuring convergence of the learning phase.

2.2.5. AI in Computer Vision

As a general view of the Vision field, we can observe how the technology has
constantly pushed forward this domain. From simple colour detection algorithms
to NNs and object recognition systems, this field keeps growing and constantly
improving. In order to observe the constantly evolving pattern of this field, some
milestones need to be mentioned as a way of setting the current context and trend.

AlexNET

Focusing on the CV Computer Vision) field, we can note several milestones that
pushed forward the branch, noting the 2012 breakthrough of AlexNet [20]. The
proposed idea revolved around classifying images by using multiple convolutional
layers trained on multiple GPUs, reducing the required training time and increasing the
depth of those networks, while providing high accuracy. It won the ImageNet contest
with a big error margin compared to other solutions and proposed a new way to look
at how we can learn from big data sets of images. The architecture and procedure
offers a general guideline of how an image recognition system should be developed
and deployed on the processing hardware. It offers a good starting point for a vision
system and shares multiple insights of how those problems should be handled.

ResNET

Another important State of the Art (SOA) is the 2015 ResNet [13] architecture which
provides increased accuracy at the cost of more computations (sometimes 8 times more
compared to AlexNet). One of the main objectives focuses on solving the constant
problem of vanishing gradients. This appears because, as the number of parameters
increases, the importance of a single unit decreases and by this its gradient related
to the output approaches 0. In order to solve this, the network is designed to "short-
circuit" some intermediary results and propagate them forward in the network (see
Figure 9), adding them to the processed results. This has the effect of increasing the
variance of data and avoid the zeroing effect.

Based on the ResNET approach, it is displayed that gradients can have varying
importance over the output and as the depth increases their effect weakens. This proved
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Figure 9. Residual addition. Copyright © 2015 IEEE. Source:9.

to be an important note over which layers should be checked first, considering first the
closest ones to the output and slowly moving upwards the net.

CoAtNet

As a progress tracking, the current state of the art (SOA) in the Computer Vision (CV)
area is the CoAtNet [23]. It is a hybrid architecture composed of both convolutional
layers and Transformers [24]. The latter ones are a new class of computing blocks
that are mostly used in the NLP (Natural Language Processing) area for translators
or context capturing. Because of their diverse capabilities, they have been recently
introduced into the computer vision field.

They mimic the human "attention" and give weighted importance to parts of the
input, promoting or ignoring parts from data. The algorithm can focus in an unbalanced
way on the input data and process smaller pieces from it which hold bigger importance.
The main advantage for using them is the higher model capacity that can benefit from
larger data sets combined with the better generalisation of the convolutional layers.
They represent a SOA for computer vision and achieved 90,88% accuracy on the
ImageNET set. As noticed, techniques used in other fields are becoming part of
computer vision and improving the existing models. This should support more the
research efforts into adopting new techniques already employed in other areas, creating
cross-domain methods which improve existing results.

As noted, algorithms continued to improve an achieve impressive results over the
few past years. By ultra specialising in their problem space, they have reached a
performance which can be compared to a human brain on specific tasks or even
better. One problem that arose was when they were released into the open world is
the diversity of inputs and neglected scenarios during the development phase. This led
to the emergence of security problems, which will be further discussed and analysed
in Chapter 3.

9https://arxiv.org/abs/1512.03385

https://arxiv.org/abs/1512.03385
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3. ADVERSARIAL ATTACKS AND DATA CRAFTING

Ever since from their application, NNs have been praised for their performance and
ability to observe complex patterns in the data. Even though we can observe and
analyse their parameters and layers, there is little knowledge of what exactly they are
learning. More formally, they tend to extract templates of data that are comprised of
complex geometrical shapes. Their applications are massive, from object segmentation
in automated shops to autonomous driving in smart cars. What is more, they are also
used in medicine for disease detection and even recently for tackling one of the biggest
problems of protein folding [25].

3.0.1. Performance Vs. Security

As the industry focused on developing more and smarter systems, introducing them
into new areas, some problems related to security started to arise. Because the main
aim was to perfect and specialise the networks for multiple applications, matters like
security and redundancy were sometimes overlooked. This led to vulnerable systems
that pose risks, which an attacker can exploit. As an example, autonomous cars were
shown to behave totally reckless when the traffic signs were tampered with small
stickers [26], [27].

Importance discrimination of pixels by using backwards gradients

The first step into understanding how the network works was gaining insight into what
its layers learn and what are the main features that are prioritised. This was analysed in
[28] where they tried to visualise and understand why AlexNet [20] was performing so
well at the time. As the normal method of convolution maps from the pixel space into
the feature space, the paper proposes the deconvolution technique for doing the reverse
[29] (Figure 10). By this, important features can be transformed back into pixels for
visualisation and the classification process can be improved using this information.
The result was a model that performed better on the ImageNet dataset compared to the
AlexNet and was more robust when applied to other data sets. This was a first step
into understanding the exact learned weights and how pixels influence the underlying
layers.

Figure 10. Convolution vs. Deconvolution. Copyright © 2019 IEEE. Source:10.
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More than this, researches discovered that the relative relations between pixels
hold a substantial amount of information rather than individual ones in the context
of convolutional networks. By grouping together, dots can create geometric shapes
that can be learned and recognised by the layers. This is also shown in the area of
NLP [30] in the case of words as input data. It is known that absolute unit vectors of
the input data in the word space does not encode semantic information, but rather the
relative positions between words stores knowledge. This proved that an entire set of
activations influences the outcome rather than a single input, thus the network ignoring
to a certain degree the position of features in the input space, imposing a translation
invariance. This piece of information led to a better understanding of how NNs actually
learn and how their internal processes could be better understood.

Furthermore, starting from small insights into how input units influence directly
the outcome and error, [5] describes the possibility of crafting input candidates that
resembles valid samples but the model misclassifies them with a high confidence. The
term used is "adversarial examples" and the aim is to make targeted modifications
which have the highest impact on the output label, thus manipulating the result. One
of the main objectives is to make the minimum changes in the data so that a human
would not notice the difference but a computer would classify it as a different object
than the original. Considering the original image x, we search for a perturbation ϵ s.t.

x∗ = x+ ϵ
F (x) ̸= F (x∗)

(9)

considering
|ϵ|p < L (10)

where F is the result of the model classification and L is our perturbation bound chosen
for our metric| |p.

In terms of the result, the principal objective remains the minimisation problem of
the perturbation which causes a misclassification. For accomplishing this, there exists
a set of methods which try to find the optimal solution by using different approaches.

Open and closed systems

Before we can apply any strategy, we need to analyse the targeted model and decide
what can be salvaged from it. The normal functionality of a neural model is receiving
an input and returning an output (the result of the classification), but sometimes
information can be gathered concerning the intermediate result of the computation.
This is a criteria for dividing the attack procedures based on the type of system they
attack:

• White box systems: where the attacker has access to all the parameters of the model
and can visualise the internals. This is the best case scenario for an attacker, being
able to fully observe how the victim behaves and processes the input data. This helps
develop an exploit faster and offers constant feedback for any new approach. The
offensive side has a huge advantage with this method
• Black box systems: no information related to the inside functionality is exposed in
this case. In general, they are viewed, as the name states, as a black box which receives

10https://arxiv.org/abs/1505.04366

https://arxiv.org/abs/1505.04366
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an input and returns an output, without leaking any intermediate results or details that
might help an attacker determine the internal state of the program. They are more
secure because an attacker might need to craft a bigger set of malicious input in order
to determine any patterns that might be exploited
• Grey box systems: are a hybrid of the white and black ones. They discard some
information related to the inner functioning of the network but not enough so that all
parameters can be deduced. They are easier to crack compared to a black box but might
pose some difficulties. Usually they are not widely used for attack scenarios because
of the numerous possible combinations of exposed parameters. This corresponds to an
ultra specialisation of the algorithm and the number of actual vulnerable systems it can
be used on would be insignificant.

As a general rule, black box models are harder to break and replicate because of the
huge number of internal parameters that require a tremendous amount of input data in
order to be determined. This promoted companies to do not disclose their architectures
and techniques used for learning, in hopes of increasing the security of the products.
But, even if the inside functionality of a system is unknown to the attacker, it was
proven that it can be replicated and used against it [8]. Different architectures can be
used to learn and mimic systems. The principle is simple, feeding the original system
data and using its output as the true labels when training the attacker’s model. This
way, the substitute network will especially learn to replicate the answers of the original
network, rather than learning how to classify the data. It was shown that the copied
network had a match of more than 90% of the answers with the real model. After
replicating the whole process of the classification, an attacker can access the internal
parameters of the duplicate system and forge adversarial examples. This is a strong
reason for focusing the attention directly on white boxes and developing methods for
adversarial attacks and defences on them. The target being a black box only rises the
need for an auxiliary network but the technique is similar afterwards.

3.0.2. Types of Attacks and Methods

This section describes different ways for producing fake data that determines the model
to misclassify. As a general approach, most of the present methods focus on the
parameters’ gradients [31] that are computed and propagated during the backward
pass while others perform genetic algorithms for finding the pixels that influence the
prediction.

1. Projected gradient descent (PGD)
One of the early algorithms described in [32] proposes a simple method for

performing either a targeted or untargeted attack. The main idea is to compute
the gradient ∇ of the error function J w.r.t. to the parameters θ of the network
as

∇J(θ, x, y) (11)

In this case, y is the true label and J will compute the error that the system
performed when trying to predict the true class of the input image x. We
now have a exact quantity of how much did every data point (pixel in our
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case) xi,j from the input data influence directly the error, and more exactly
∇J(θ, x, y)i,j . Because our aim is increasing the error and pushing the model
towards misclassification, we can compute the perturbation η as

η = ϵ ∗ ∇J(θ, x, y) (12)

here ϵ ∈ [0, 1] being a regulator factor. The final step is the Gradient Projection
of the modified image such that it is still between the normal image bounds
[0, 255] after the addition of the perturbation.

xadv = x+ η
x∗ = Clamp(xadv, 0, 255)

(13)

where xadv is the raw perturbed image by adding to the original input x the
perturbation η. The Clamp function is used for clipping the pixel values into the
desired range and x∗ is the resulting adversarial image.
This step corresponds to the projection back into the image space (Figure 11)
because the addition of the gradient J might result in pixels that are outside the
normal values. By this, we enforce the existing constraint of the adversarial

Figure 11. Projecting back into the image space.

problem. Having this in mind, we can state the final format of the task as
Find η in xadv = x+ η (14)

such that

xadv ∈ [0, 255]
and
F (x) ̸= F (xadv)

(15)

The PGD algorithm is easy to implement and provides average results. A
huge disadvantage of it is that it induces big perturbations which can be visible
to an observer, defying the main objective of being invisible. Serving as a
basis, different variants were developed which contain a metric threshold for
the perturbation, limiting the changes in the crafted input.
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2. Fast gradient sign method (FGSM) The approach is similar to the PGD
algorithms presented above in Item 1, but with the sole difference that Eq.(12)
changes into

η = ϵ ∗ Sign(∇J(θ, x, y)) (16)

where Sign return the actual numerical sign of a number, being ∈ [−1, 1]. This
way, instead of the continuous values that are used in the PGD, the algorithm has
a fixed stepsize S ∈ {−ϵ, 0, ϵ} which is added to the pixel values of the original
sample x while crafting the adversarial image. This method is somehow easier
to understand and proposes a binary approach to the pixel values:

• if the gradient ∇ is positive then increase the pixel value by ϵ so that the
error increases.

• if the gradient ∇ is negative then decrease the pixel value by ϵ so that
important features which might help the model to classify correctly are
reduced or removed.

The follow-up is similar to the PGD (section 1), clamping the value as to project
them back into the image space.

3. Iterative fast gradient sign method
The IFGSM is an evolution of the FGSM (Item 2) with the purpose of tackling
some disadvantages present in the first version. It shares the same base
functionality of adding the Sign of the gradients to the input image just like
the FGSM but it does this in an iterative fashion until a threshold is reached (see.
Algorithm1). The reason is to prevent the clamping from removing too much
information in the case where certain pixels are over saturated and meet the
required error inducing value but after the normalisation to the valid interval the
threshold is not met. When the change threshold is reached the algorithm returns
the modified image. This serves as a method for controlling the perturbation
magnitude and assuring that its value remains constant and bounded.
Usually, this class of algorithms uses a predefined norm (e.g. the L2 or L∞
norms). Those are functions which compute how far away two points are in
the input space. In those circumstances, the norms are used for computing how
much a tampered image differs from the original.
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Algorithm 1. Iterative Fast Sign Gradient Method
Input : An image x , the true label y, the predicted label y_pred , a number

of iterations iter, a threshold for the modifications ϵ, a regulation
parameter α and a loss function J

Output: An adversarial sample xpert

1 xpert ← x
2 loss← J (y,y_pred)
3 grad← data_gradient_sign(x,loss)
4 for i← 0 to iter − 1 do
5 xpert ← xpert + α ∗ grad
6 xpert ← clamp (xpert, 0, 1)
7 if norm( xpert − x)) > ϵ then
8 break
9 end

10 end
11 return xpert

4. Deepfool algorithm
The PGD and FGSM (and IFGSM respectively) methods aim at producing an
adversarial perturbation that would produce a misclassification. They focus
primarily at moving towards the biggest increase in the error function when
dealing with untargetted attacks or moving towards a pre-defined class. The
problem that arises is the fact that the induced perturbations will become too
big for avoiding human detection, thus being easily detectable. A technique
proposed in [33] aims at detecting the smallest perturbation that is required
to trick the model by considering every class boundary. Based on this,
multiple perturbations can be computed and used, thus requiring an educated
selection process for comparing and picking the best candidate. The different
perturbations are ranked by considering the class probability difference and the
norm of the gradient difference between those two classes. In other words, we
can resume this as:

rk =
|fk(x)− fy(x)|
||wk − wy||2

, k ̸= y (17)

where y is the true class and fk is the probability of class k obtained after the
forward pass of the original image and wk is the gradient of the class k w.r.t to
the input. We are searching for the k that minimises this function

l = argmin(rk), k ∈ 0 . . . C − 1, k ̸= y (18)

where C is the number of classes. This approach tries to find the false class
that is the closest to the true label in terms of probability, which has the biggest
gradient difference. By this, we search for class that is the closest class to the
true one that inudces the biggest error(meaning that a small change in the input
data would have a huge impact on the classification). Summing this up, the
algorithm is a simple approach at finding the closest class space achievable with
the least modifications. The authors showed that the algorithm achieves same
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classification error with fewer perturbations compared to the PGD and FGSM,
thus increasing the power of adversarial attacks.

5. Saliency maps based attack
The method focuses on quantifying each pixel independently based on its effect
on the output error. The approach is based on the white box gradients of the
attacked classifier. It proposes a better overlook at crafting adversarial data by
considering the importance of a data point (pixel in our case) related to all the
other classes, not just the target one. Using this, an attacker can rank which are
the best data points to modify that both increase the target class t probability
while decreasing the others. The main functionality orbits around classifying
those data features with the aid of saliency maps and deciding which has the
greatest impact. This also assures that the perturbations will be kept at minimum.
Considering the target class t, the saliency map S is computed as

S(X, t)[i] =


0 if ∂Ft(X)

∂Xi
< 0 or

∑
j ̸=t

∂Fj(X)

∂Xi
> 0

(∂Ft(X)
∂Xi

)|
∑

j ̸=t
∂Fj(X)

∂Xi
|otherwise

(19)

where i represents the input feature (in our case it represents a pixel). The first
branch from Eq.(19) rejects the pixels which have a negative first derivative
∂Ft(X) because they do not contribute to the increase of target class’ probability
t. Moreover, even if the derivative is positive, the other classes are also checked
if the sum of their derivatives with respect to pixel i,

∑
j ̸=t

∂Fj(X)

∂Xi
, is negative,

meaning that as a whole the perturbation will move towards the attacker’s label
without making big improvements to the other probabilities. If the conditions
are satisfied, the ranking is computed in the second branch by multiplying the
target contribution ∂Ft(X) with the decrease in other labels’ probabilities. The
purpose is finding the features that moves the classification process towards the
desired result by increasing its probability while decreasing the others the most.
At the end we select the index and pixel with the biggest saliency value,

l = argmax
i

S(X,T [i])

and modify the value by ω. This can be run iteratively until a certain threshold
is met or the model misclassifies. Using this method we can deliver more subtle
attacks all while avoiding detection by an observer.

6. One pixel attack method
Compared to other attack methods that focus on the gradient for computing the
perturbed data, there exists a set of approaches that work directly with a black
box system and do not require access to the underlying structure. The [34]
proposes the use of differential evolution (DE) for computing the perturbations.
The approach is straightforward by generating a series of random perturbations
denoted as (x, y, r, g, b) where x, y are the pixel coordinates and r, g, b are the
corresponding colour values. The algorithm is iterative, computing at each step
new combinations of the pixels from the previous generation as

xi(g + 1) = xr1(g) + F (xr2(g)− xr3(g)),
r1 ̸= r2 ̸= r3,

(20)
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where xi is the new element generated for the current solution and r1, r2, r3 are
random indices of elements from the previous generation, F is a fixed scalar with
the value 0.5 and g denotes the step index. At each iteration, the new perturbation
element (pixel) is compared to its parents by using the attacked system and the
winner is persisted while the others are discarded. This process is run several
cycles until an attack success threshold is met. The algorithm is presented as
a single pixel augmentation (Figure 12) but it can be extended to tuples by
increasing the perturbation size. The technique works also for grayscale images
with little augmentations.

Figure 12. One pixel augmentation.

The results look promising (up to 71% accuracy in fooling the classifier)
considering that only one pixel is modified. The advantage of this algorithm
is the low number of pixels that are modified from the original image. The
disadvantage here is the situation where the gradients are not very big in
magnitude and the pixel value needs to be adjusted with a big value. The newly
generated image will contain very visible pixels that look different from the
normal image noise and a human observer can detect and start to be suspicious
of them.

7. Carlini-Wagner attack
Different from the previous examples, the Carlini-Wagner algorithm[35]
proposes a completely new strategy for generating adversarial examples. The
attack is currently one of the SOAs in the machine learning adversarial
techniques and is based on the approach described in [5]. In the first papers
related to adversarial generating the problem was stipulated as:

minimise:||x− x̂||p (21)

such that
f(x) ̸= f(x̂),
x̂ ∈ [−1, 1]n (22)

where x̂ is the adversarial example, p the metric used and f the classification
function. This approach was empirically proven to be inefficient in generating
adversarial examples because of the brute-force nature of the approach and
the non-linearity of the function, performing multiple gradient descents. The
new method approaches the task by reformulating the constraints and also the
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problem. The first constraint condition f(x) ̸= f(x̂) is moved inside the
optimisation problem as an objective function L such that

L(x̂) = max(max(Z(x̂)i − Z(x̂)t,−K), i ̸= t (23)

where t is the target class, Z(x̂)i is the class probability output for class i and
K is a fixed constant. This is modelled as to output a low value when the
probability of t is high and a low value when the model does not label the input
sample as class t. This works similarly to a loss function, punishing the network.
Moreover, the lower bound of the loss is controlled by the parameter K which
is a guaranteed to hold. With this we can model the confidence of the process,
bigger values punishing the process more. Having defined the new loss function,
the problem becomes

minimise:||x− x̂||p + c ∗ L(x̂) (24)

such that
x̂ ∈ [−1, 1]n (25)

Now the problem contains only one constraint which is easier to understand. The
new formulation imposes a new box-constraint problem of satisfying the Eq.(25)
which cannot be normally solved with the SGD (stochastic gradient descend)
algorithms because of the interval bounds [−1, 1]n which are not supported. For
this, a change of variable was made and the hyperbolic tangent function was
selected for its natural known boundaries [−1, 1]:

||x− x̂||p = 1
2
∗ (tanh(w) + 1)− x,

||x− x̂||p + x = 1
2
∗ (tanh(w) + 1),

(26)

where w is the new variable on which the optimisation is done. The next step
is using an optimiser, the choice here being ADAM [22], and obtaining the
adversarial sample. At the time of the publication, the best and most-known
defence method Distillation [36] was shown to be ineffective against this attack.

8. Generative Adversarial Networks (GANs) [37]
They are an approach trained for generating new data with the help of CNNs.
Different from the gradient attack methods described, GANs focus on generating
synthetic data which can be used for enlarging an existing dataset or creating
fake representations of non-existent objects or people. They are based on an
unsupervised process of learning that identifies patterns in the data which can
be used for generating new samples that plausibly could have been picked from
the original dataset. They are constructed from two main components [38] (see
Figure 13 for general structure and data flow):

• Generator component responsible for generating new data from input
vectors

• Discriminator component which is trained for classifying samples into true
or generated ones

12https://www.researchgate.net/publication/336781462_Black-Box_
vs_White-Box_Understanding_Their_Advantages_and_Weaknesses_From_a_
Practical_Point_of_View

https://www.researchgate.net/publication/336781462_Black-Box_vs_White-Box_Understanding_Their_Advantages_and_Weaknesses_From_a_Practical_Point_of_View
https://www.researchgate.net/publication/336781462_Black-Box_vs_White-Box_Understanding_Their_Advantages_and_Weaknesses_From_a_Practical_Point_of_View
https://www.researchgate.net/publication/336781462_Black-Box_vs_White-Box_Understanding_Their_Advantages_and_Weaknesses_From_a_Practical_Point_of_View
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Figure 13. GAN main architecture. Copyright © 2018 Octavio Loyola-González.
Source: 12.

The Generator receives as input a feature vector of size N and then generates
a complete image sample from it. The core for this process are the transposed
convolution layers (sometimes called deconvolutions). They are used for up sampling
the input data and expanding the dimensions, thus arriving at the desired size and
number of channels for an image. At the end of the generating process the sample
is fed along with real samples into the discriminator with the aim of fooling it.
Based on the error value the gradients are updated both in the discriminator and
generator. Each iteration, both the generator and discriminator compete against each
other into fooling or detecting the adversarial data. By fine-tuning and choosing
suitable architectures, the output samples can resemble and perfectly mimic real data
[39] (Figure 14). The main advantage of GANs is the ability to generate a bigger set
of data in hopes of training a NN or for capturing existing patterns in the data. This
represents a breakthrough in the dataset generation but possible a vector attack for,
maybe, impersonating non existing people on the internet or avoiding camera detection
softwares.

Figure 14. Completely computer generated image with the StyleGAN algorithm.

https://www.researchgate.net/profile/Octavio-Loyola-Gonzalez
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3.0.3. Defense Mechanism

The development of different attack procedures has led the computer science area into a
constant search for better and more secured methods. Because the literature is not very
rich in this area, the proposed methods have limited effects and no universal approach
has been developed yet. Moreover, multiple detection methods were shown to pose
vulnerabilities that allow them to be bypassed [40].

1. Training with adversarial images

This represents one of the simplest protection mechanism that can be
implemented. It is focused on generating simple adversarial examples by using
basic operations like rotation, translation, mirroring or injecting noise into the
training samples. It was shown to improve the classification process and protect
against some types of attacks but the current attacks can bypass this protection
mechanism easily. For this reason, this method is not used anymore for securing
a ML model but rather used for generating more data when there is not enough
available.

2. Distillation [36] Consists of the process of reducing the size of a neural network
in hopes of increasing the robustness. By this, a bigger network can be trained
and the information transferred into a smaller and more robust network [41].
More explicitly, by reducing the size of the model (Figure 15) we can avoid
hyper specialised units from appearing which have a big influence over the result.
This correlates to a low sensitivity to specially crafted adversarial attacks. The

Figure 15. Network complexity reduction with distillation.

approach consists of two phases :

(a) The normal training of the principal NN with the image dataset and the
hard labels represented as a single value of the true class

(b) The compression of the knowledge of the first NN by using a second
network which is much smaller. The key difference here is during the
learning phase where the training image is fed to both models and the soft
labels (the whole probability output vector) of the first one are used for
computing the error of the second. This aims at memorising, besides the
correct labels, also the semantic relations that are usually present between
the outputs of the last layer. It was shown that the relations between classes
encode entropy and by using the soft values we hope to salvage more
information at once.
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Moreover, the soft labels are modified by a parameter T called temperature as

Output = LogSoftmax(
model.predict(Xinput)

T
) (27)

before they are used for training the smaller model. The value of T ∈ [1,∞)
can model the relative relations between the outputs as a way to highlight the
encoded entropy better. As T increases, the output probabilities approach 1

C

where C is the number of classes. This was empirically shown to produce
better results when training the smaller model. The performance is almost
identical to the original network but the processing is reduced while the safety
and robustness is increased.

3. Adaptive Noise Reduction It is based on smoothing and removing information
from the adversarial sample [42]. The core approach of it is to apply a filter T
on an possible adversarial image x∗ s.t.

x̂ = T (x∗) (28)

Then, classify both the original sample x∗ and x̂ and decide on the final output
as

Output_Label =

{
C(x∗), if C(x∗) = C(x̂)

Adversarial sample, otherwise
(29)

It is a robust algorithm that adapts to the input by considering the entropy H of
an image.

H = −
∑255

i=0 pi log2(pi)

where pi =
number of pixels with value i

total number of pixels

(30)

The entropy tells how much information an image contains and how variate
its values are. The purpose of this is to adapt the defence with the aim of
transforming the input image but not losing too much information. The filter
T is composed of two components:

• Scalar Quantization filter transforms the input data by representing a larger
set of values with a smaller, possibly more discreet one (e.g. representing
the real numbers only by their integer part). This is usually done for
compressing data or reducing the number of different colours in an image.

• Spatial smoothing filter applies a simple filtering kernel on the image.
Corresponds to the convolution of the sample with a k-sized kernel. The
operation blurs the image and reduces some details from it and by this its
entropy will decrease.

The procedure works by applying the first filter, Scalar Quantization, on every
input of T . After that, the entropy is measured and based on a threshold it is
decided if the second filter, spatial smoothing, is also used. This step has the
purpose of preventing the image from losing important information. The insight
is that images with low entropy might become unusable after the second filtering.
Moreover, they contain simpler objects which require big augmentation which
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are visible to a human in order to trick the classifier. The spatial filter is essential
only in the case of high entropy images which have a complex nature and small
changes can make the system to misclassify. By smoothing them, the adversarial
pixels are targeted primarily and removed, thus resulting a more clear image of
the actual object. The process ends by comparing the label of the original input
and the one of the filtered image and if they agree the image is considered a
benign sample, or an adversarial one if they are different.

4. MagNET defence [43][44]

The algorithm consists of a two step process used for detecting adversarial
attacks. The system is composed of two components:

• Detector components which is composed of multiple binary adversarial
detectors. It is based on on the auto-encoder architecture.

• Reformer component responsible for finding a representation of the input
x as close to the manifold of the classifier.

The process starts by feeding the Detector the input image. By using the auto-
encoders it compresses and expands the input x into a new sample x∗. An
auto-encoder (Figure 26) works by reducing the input data into a considerably
smaller version of it and then expanding it to the same size, maintaining only the
most important features and removing high-variance components like noise or
manually augmented pixels. The reason behind is that all input samples should
follow the same distributions and patterns as the original set of data which was
used for training it. An adversarial sample would contain artificial patterns
which are discarded in the process because their distribution is different from
the surrounding pixels. The resulting sample is then compared to the original
one and the distance is measured by using a predefined norm. If the distance
is larger than a certain threshold, it is flagged as an adversarial specimen and
discarded. Otherwise, if the distance looks normal. the image is passed on to the
Reformer. This component is responsible for reconstructing the input with the
aid of auto-encoders but differently than from the Detector:

• normal image reconstruction: obtain a sample as close to the original.

• adversarial image reconstruction: approximate the adversarial input with a
similar image which is closer to the original label’s manifold.

The Reformer is used as a secondary check for adversarial in case the Detector
fails to flag them accordingly. At the end, the output of the reformer is fed into
the model for the normal classification. The advantage of this procedure is the
robustness and the fact that it does not require any inside information from the
model, working in a black-box manner.
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4. DETAILED DESIGN AND IMPLEMENTATION

The aim of this thesis is building a system that can aid in the detection of adversarial
attacks. The main focus was building a robust system that can be used in multiple
attacks, without relying on special data or insights on the attack’s manner. By this, the
main focus was preventing future attacks that might appear and move the defensive
mechanisms towards a more general design. This has to do with the fact that the
current literature presents attacks and ways to patch them, but as soon as a defensive
mechanism is developed, attackers already start working at cracking it and usually
succeed in very short time. Most of the times, there are also loops in the defensive
mechanisms [40] which can be exploited, thus rendering them useless for properly
protecting a system. Moving towards a general solution seems the correct direction for
this and measures should be taken as a way to prevent the methods from becoming too
personalised or over fitted.

4.1. General Approach

The core of this project revolves around the Taylor series expansion of a function. The
calculus formula is used for approximating a function in the vicinity of an arbitrary
point. It is based on the gradients of the output w.r.t. to the input data and the resolution
can be modelled. By considering also the high order gradients, the approximation
decreases the bias but increases the variance of the result, whilst focusing only on the
low order ones returns a high bias but low variance. This is helpful because adversarial
noise has a high variance and by using only the lower gradients we aim at removing
its influence in the result generation. For this project, the Taylor expansion is used
to approximate the whole NN in the neighbourhood of a particular point (image) by
using the error function gradients of that point. By this, the expectation is to be able
to predict whether an image was tampered by an attacker or not. The insight behind
this technique is the fact that when attacking a NN, the attacker can only partially
modify the input image to suit its needs and hope to trick the model. By considering
the gradients of the input and not directly the input data, we hope to bypass those
adversarial methods and perform an adversarial detection and help in the classification
process.

4.2. Dataset Description

The project focuses on training, testing and generating adversarial images based on
the MNIST dataset13 which consists of handwritten digits that were centred and sized
accordingly (see Figure 16). The training subset consists of 60.000 sample whereas the
testing one has 10.000 subjects. The images are grayscale and have a size of 28x28.

The pictures are all centred with an extra border of 1 pixel as to prevent the letter
from laying on the edge. Besides the samples, the dataset also contains the true labels
signifying the represented digit.

13http://yann.lecun.com/exdb/mnist/
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Figure 16. MNIST samples.

The advantages of MNIST is that the images are simple and an architecture can be
deployed fast for classifying them. More than that, they are black&white and do not
contain complex object, meaning that we can visualise and understand better what the
model is doing along with the filter. A disadvantage we came across from our tests
is the fact that MNIST contains an important number of black pixels (value 0) near
the edges, meaning that the images contain a lower entropy than they are capable of
storing. By this, a human operator can spot the adversarial and discard them (see
Figure 17, but in our case that is not the focus of the project but rather testing the
defence against them.

Figure 17. Original sample from the dataset (left) and tampered image that was
generated (right).

4.3. Architecture

For this task we focused on a simple architecture made of 2 convolutional layers
and 2 linear ones (see Figure 18). Between them are present activation functions or
other functional layers that process the intermediary results (maxpooling and dropout
layers). The system receives as input 28x28 grayscale images and outputs a size 10
vector of class probabilities. The convolutional layers have a depth of 32 and 64 and
are chained one after another. The obtained accuracy for testing without tampering is
99%.
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The used framework is PyTorch14 for its versatility and ease of use in defining CNN
architectures and computing gradients.

Figure 18. Model architecture.

4.3.1. Used Attacks

For the adversarial generation were used five techniques known from the literature

1. Fast gradient sign method [32]

2. Iterative fast gradient sign method [45]

3. Momentum fast iterative gradient sign method [46] which resembles the iterative
method, adding a decay factor

4. Deepfool algorithm which selects the strongest perturbations with respect to the
norm [33]

5. Carlini-Wagner [35] which changes the optimisation problem by integrating the
constraints

The purpose of using multiple attacks is to check the redundancy of the tested method
for defence. By analysing different results on the same architecture we can deduce
if the procedure is redundant or if vulnerabilities are present in the defence method.
However, a discrepancy in the results would hold more insight into what is the attack
method targeting and what could be its blind spots. The palette of attacks ranges from
simple gradient computation and addition to feature selection for maximising class
error up to entirely different formulations of the optimisation problem .

14https://pytorch.org/
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4.4. Training and Testing

The project consists of two main phases:

1. Training : This is used solely for training the neural model with the training set
provided.

2. Testing: This step consists of the normal testing of the model

3. Taylor adversarial detection: Comprises the adversarial generation of samples
and the detection based on the Taylor expansion.

4.4.1. Training

Because of the big demand for processing power, the network was entirely trained
using the Google Colab framework15 which makes use of NVIDIA Tesla K80 GPUs.
This proved to be efficient in terms of computing time. The training set consisted of
60k samples from the 10 classes available. The data was sufficient for the training
phase and the model finished training when the accuracy test passed. The dataset was
split into 50000 samples for the actual training and 10000 for the validation. After the
training session ends, the model outputs an total accuracy of 98%. The model has been
saved in order to be reused later on different machines without the need to retrain the
whole network.

4.4.2. Testing

Testing the model could be done on any machine without the need for a GPU. Being
saved on the local hard drive, it could be loaded any time and used for labelling new
data. Because we only do forward passes through the network without adjusting the
weights, the task could be run on the CPU of the computer. The test set was composed
of about 6K samples from all classes and the overall accuracy was 98%.

4.5. Taylor Classification

The main feature of this project is the proposed adversarial detection and correct
classification process based on Taylor series. The method aims at approximating the
neural network inside the neighbourhoods of images that hold the highest classification
confidence. The process uses the network gradients that are usually computed in the
Backwards phase. The error function plays a critical role here because it allows
the gradients to be modelled and oriented towards known labels. The neighbourhood
centres we are looking for are called marker images and they are key representatives
of each class.

15https://colab.research.google.com/

https://colab.research.google.com/
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4.5.1. Taylor Formula

Being used mostly in calculus, Taylor’s theorem is used for approximating a k-
differentiable function with a polynomial of degree k around a given point16. The
components of the resulting polynomial correspond to different approximations of
the original function (the first-order polynomial element is denoted as the linear
approximation, the second order the quadratic etc.). The idea behind the formula is to
try and approximate a function in the neighbourhood of a point by using the derivatives
in that point. The original formula is

∞∑
n=0

f (n)(a)

n!
(x− a)n (31)

which expands to the power series

T (x, a) = f(a)+
f ′(a)

1!
(x−a)+

f ′′(a)

2!
(x−a)2+

f ′′′(a)

3!
(x−a)3+ · · ·+R(x) (32)

where a is the considered point, x represents a point in the neighbourhood of a and
R(x) is the Taylor remainder. By approximating the function in a particular point
a, we can approximate the values of the function f for points x that belong to the
neighbourhood of a. The direct effect is that normal computations are not required
anymore, the value of f(x) being estimated without the need to run x through f (in
this case the network). This is exactly what this project aims to do: approximate the
result of the classification by using the gradients of specially selected points from the
dataset called marker images. In a nutshell, we aim at replacing the normal forward
pass of the CNN with the help of loss function gradients w.r.t. the input data. The
insight is that if two images belong to the same class, they will be located in a common
neighbourhood area. Moreover, the loss output will be similar to a certain degree,
being close to 0 also for that specific class.

4.5.2. Marker Images

As discussed, in order to approximate the loss function with the Taylor’s formula we
require a set of candidates that will be used as central points. They are called marker
images and will be the pivots of the computation. We will pick one candidate from
each class and do the computations in its vicinity. The important step is picking up
the points that best describe a class of images. In this implementation, the model was
trained first completely until it provided satisfying results. By using the fully trained
model, we ran the training again one more iteration without modifying the weights and
picked the best candidate for each class. The criterion for selection was the image with
the lowest yielding error for each label. The results is a set of C (number of classes)
images that generate the highest probability for the class they belong to.

As seen in Figure 19 the aim was choosing the images that best maximise the
distance to other classes. Doing this will increase the chances that the neighbourhood

16http://www.math.toronto.edu/courses/mat237y1/20199/notes/
Chapter2/S2.6.html

http://www.math.toronto.edu/courses/mat237y1/20199/notes/Chapter2/S2.6.html
http://www.math.toronto.edu/courses/mat237y1/20199/notes/Chapter2/S2.6.html
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of an image covers only one class and does not clash with others. In other words,
choose image m as a marker for class t s.t.

minimise
∑
i ̸=t

Pi(m) (33)

while
maxPt(m) (34)

where Pi is the normalised probability for an image to belong to class i. Having

Figure 19. Marker images.

selected the marker images we can proceed into the adversarial testing stage. For this
we use the normal testing dataset of 6K samples. We run the loop and for every image
that is correctly classified we try to augment it with the various attacks presented. If an
untainted image is correctly classified but its adversarial counterpart generates a false
label, that means the attack had success. This represents the input for the detection of
an attack and we proceed to the gradient computation part.

Computing the gradients of the marker images

This represents the core of the algorithm and the central component responsible for
computing the gradients of the loss function w.r.t. inputs. We proposed two approaches
for this step based on the source for the gradients:

1. Marker image gradients: here we compute the derivatives of the loss function
w.r.t. the marker images and try to approximate the adversarial image into one
of the neighbourhoods (see Algorithm 2)

2. Adversarial image gradients: we compute the gradients of the adversarial
image and determine which marker image belongs to the neighbourhood of the
augmented sample (see Algorithm 3)
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Usually we process until the 5th order derivative but higher derivatives can be also
computed. The ADAGRAD module from PyTorch framework is used because it
already computes the gradients during the pass and the approach is simple for
computing higher order ones. The gradients are stored for the whole duration of the
computation.

Marker image centred prediction

The first approach stipulates that even if a sample is corrupted by an attacker, it will
still belong to the neighbourhood of the true label. Usually an attacker would want
to modify only the important pixels in an image as to keep the norm [47], [48] of
augmentation to a minimum [49]. In other words, the aim is changing as little pixels
as possible while influencing the classifier to make a mistake. This leaves aside other
important pixels which might hold enough information that can be used for correctly
classifying the image. Moreover, usually when an image passes through the network,
multiple secondary units activate besides the ones targeted by the attacker. By using the
gradients, we hope to detect those lateral units, discarding the sample if it appears to be
malignant. More interesting, when an adversarial image is misclassified, only the units
with the most influence on the loss function become active, whilst the lateral ones that
actually fire when that specific class is present remain inactive. This prompts a huge
potential for detecting malignant data and attacks that only focus on the most important
activators. This represent a Achilles’s hill of the attacking algorithms, focusing and
changing only the most important locations in an image.

Algorithm 2. Approximation inside marker image neighbourhood
Input : An adversarial image x_adv , the trained model model, the training

set x_train
Output: A predicted label y_pred

1 markerImages← getMarkerImages(x_train)
2 iterations← length(markerImages)
3 for i← 0 to iterations− 1 do
4 grads← getGradients(markerImages [i],model)
5 predictions [i]←

TaylorApproximation(grads,x_adv,markerImages [i],model)
6 end
7 y_pred← argmin(| predictions |)
8 return y_pred

The process starts when an adversarial sample successfully misleads the system.
The marker images are run through a forward pass and the gradients of the loss w.r.t.
input are taken for each one.

Having computed the gradients, we calculate the Taylor approximation of the loss
function in the neighbourhood of every marker image (see Figure 20) by using Eq.(32).
A high level view of the algorithm is presented in Algorithm 2. We do this for every
marker image and compare the results at the end.

The result is represented as a vector of error values of the malicious sample
approximated in the vicinities of the marker images . The length of the resulting vector
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Figure 20. Marker image approximation.

will be also C, and the selected label will be the argument of the closest value to 0.
This is different from the normal result of the model which outputs class probabilities.
Here the output directly represents the loss function values and the desire is to pick the
lowest value.

Adversarial image centred prediction

The latter technique used for approximating the loss function focuses on the
neighbourhood of the adversarial sample. The key difference between the two methods
is represented by the gradient computation. This algorithm computes the gradients of
the adversarial image and tries to approximate the marker images loss(see Algorithm
3). The insight is that even if a image is modified in order to pretend to be part of
a different class, the neighbourhood doesn’t suffer big changes. This is important
because it can still be used for classifying images that belong to the the same class.

Algorithm 3. Approximation inside marker image’s neighbourhood
Input : An adversarial image x_adv , the trained model model, the training

set x_train
Output: A predicted label y_pred

1 markerImages← getMarkerImages(x_train)
2 iterations← length(markerImages)
3 grads← getGradients(x_adv,model)
4 for i← 0 to iterations− 1 do
5 predictions [i]←

TaylorApproximation(grads,x_adv,markerImages [i],model)
6 end
7 y_pred← argmin(predictions)
8 return y_pred
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Figure 21. Tampered image neighbourhood approximation.

The core idea behind is that even though the pixels which have the highest influence
on the error function are augmented, there still remains a context of activations besides
them. This prompts us to believe that the gradients encode enough entropy which can
be salvaged and used for a correct prediction. The adversarial sample might focus and
attack solely the neurons n ∈ N while for the marker image of the correct label the
principal ones are m ∈ M . For sure there will be an overlap between N and M but
our motivation is that the neurons t ∈ M/N (elements in M but not in N ) will hold
enough discrimination power for a correct classification. The aim of an attacker would
be to make as little changes as possible to the input. By this, the offensive method
cannot cover all the important units and thus some are left untouched. The procedure
computes the loss function for all the marker images w.r.t. the neighbourhood of the
adversarial image and selects the one that yields the closest value to 0.

4.5.3. Predictions on Different Layers of the Model

The presented methods (subsections Adversarial image centred prediction and Marker
image centred prediction) cover the general approach for computing the approximation
of loss value. The key for this are the gradients of the final output w.r.t. the input which
are used with the Taylor formula. Because a neural network is usually composed of
multiple layers, every level of it can be considered a standalone input into the network.
By analysing the architecture (Figure 18), one can separate each intermediary level
from the preceding ones and use that as the direct input for the network. In other
words, it is possible to compute the loss function value of the forward pass w.r.t. to any
of the neural layers. This provides a great flexibility and opportunity for analysing how
the depth of the architecture influences the computation. Moreover, one can state if the
first or the end blocks of neurons provide more accurate results. This can be used into
determining how the depth of the grid increases the control of the attacker. From our
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experiments we noticed a decrease into the accuracy as we considered deeper blocks
from the net.

For a complete analysis, the algorithm was run on all the convolutional and ReLU
layers and on both complete-linear ones. The data capture task was managed with the
network hooks provided by the PyTorch framework. By this, we can visualise all the
intermediary data from the network and how different layers pass information.
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5. TESTING AND VALIDATION

The performance of the studied architecture depends heavily on a number of factors,
including the layer of choice, the used attack or even the class of the objects. In order
to visualise and obtain a better view of the performance of the algorithm, multiple
runs were performed on the same model. Having the model’s parameters "frozen",
the settings of the tests were iteratively modified in order to capture any change in the
quality of the output. This was done in order to have the same base when comparing
different methods and avoid result bias caused by slight changes in the training phase.
Moreover, we focused solely on the adversarial images that succeeded intro tricking
the system. Only when an adversarial sample tricks the model we proceed to compute
the gradients and make the Taylor predictions. This corresponds to a worst case type
of attack, where all the input samples were tampered. Besides the main objective of
the testing phase, the algorithm was also run in a best case type of scenarios where
no malignant samples were present in the data set. The results showed that it had no
impact on the computation and results, being almost transparent.

5.1. Used Metrics

In order to compare complex systems like CNNs, metrics are required in order to have
a common ground. Because the aim was detecting the adversarial attack rather than
exploring the data in depth, simple metrics were sufficient for our task.

5.1.1. Accuracy

As a general feature of a classifier, the accuracy is a primary marker used for assessing
the quality of the model. It is computed as

Acc =
number of samples correctly classified

total number of samples
(35)

This is a simple and fast computation which returns a pretty good indicator if the model
is well performing in general. The disadvantages of it is that no conclusion can be
drawn related to each class in particular. More specifically, the model could perform
in an unbalanced way in favour of some classes. There is a classical error of data
processing where the number of test samples is unbalanced and some classes contain
a very small number of samples. The model could misclassify all of those samples
and still output a big accuracy. This was mitigated by choosing a dataset which has an
equal number of class representatives for each label. Despite this, other data gathering
and analysing methods should be used along the accuracy for safety and correctness.
The accuracy for this project was tested considering two scenarios:

• normal functioning of the model without any adversarial images. This proved
that the algorithm does not interfere with the normal functioning of the normal
classifier, outputting an accuracy of up to 97% on the clean, original samples
(different setups influence this value and would be discussed further in section
5.4.3).
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• worst case scenarios where 100% of all the input samples were tampered by an
attack algorithm. The accuracy saw a decrease in value, but a consistency across
all attacking algorithms. The exact values of the accuracy can be consulted in
Table 1 for each attack and layer.

5.1.2. Confusion Matrix

Stated in the name, the confusion matrix is a 2D vector used for summarising the results
on a classification problem. It is used for counting how many instances were correctly
or incorrectly labeled. It has a size of C × C where each element ci,j represents how
many instances of class i were classified as j. The elements ci,i form the main diagonal
and represent the count of correctly labeled images.

Based on the confusion matrix we can compute different markers which help in
understanding where does the model perform the best and worst in terms of classes.
The most used ones are (see Figure 22):

• true positive (TP) : the model correctly predicts the true label

• true negative (TN) : the model correctly predicts a misdetection or the negative
class

• false positives (FP): the model incorrectly predicts an instance as being malign

• false negatives (FN): the model was not capable of of predicting the instance

Those concepts are usually used into binary classification task but can be adapted also
for our multi-class problem. This is done by using the one-vs-all approach where we
consider each class in turns and compare it to the sum of the remaining ones. They
offer a better view of the process and what needs to be improved. Based on those
markers, more complex ones can be derived that display a clear view of the strengths
and weak points of the system. The main ones we used are :

• Sensitivity (True positive rate or TPR) marks how well does the model work in
the case of positive samples. It is computed as TPR = TP

TP+FN

• Specificity (True negative rate or TNR) measures how good the negative class is
assigned to the samples. It is derived as TNR = TN

TN+FP

We compute those metrics for each class in order to learn which classes are more easily
attacked or if certain features are shared between them.

5.2. Different Architectures and Data Sets

At the moment the method was tested only on the double convolutional layer structure.
The upcoming schedule includes adapting the algorithm for deeper NNs, similar to
ResNET [13] or on AlexNET [20]. Moreover, more complex data sets could be
integrated which contain more information (entropy) that can be salvaged (ImageNet,
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Figure 22. Confusion matrix markers.

MS COCO17). For the moment the current approach serves as a PoC (proof of concept)
with the aim of reiterating and including the above mentioned elements.

5.3. Sample Centred or Marker Image Centred

One of the factors that influenced the performance the most was the approach choice
described in sections 4.5.2, 8 . While the actual process involved in both procedures
revolves around the same idea, the results were surprisingly different.

The former approach which focused on the loss approximation in the neighbourhood
of the marker images performed the worst. The resulting accuracy in this set-up was
close to 10%, being comparable to a random coin toss (10% accuracy on the 10 class
problem), providing no useful information. The reason might be the size of image
neighbourhoods. It is possible that the neighbourhood of the marker image with the
true label to be still too far away from our sample image location. By this, the loss
values for the other marker images are comparable in value to the true one and cannot
be used for discerning. Because of those preliminary results, it is shown that this
approach would not be ideal for further research and will be discarded. The rest of the
project focuses on the second approach entirely from this point.

The latter approach was shown to provide better results than the first one, arriving at
up to 53% accuracy . A reason for this might be that by computing the loss value in the
neighbourhood of the unknown sample provides a single base for the computations.
We noticed that the error value for the adversarial class and the true class were most
of the time the lowest ones recorded. This could mean that the adversarial sample still
contains enough information from its original true class as to output a low error value
for the true class marker image. Also, because the adversarial value is low, it suggests
that the modifications it suffered when it was tampered are still in effect. By this,

17https://cocodataset.org/#explore

https://cocodataset.org/#explore
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the stronger gradients which were targeted by the attacker are responsible for yielding
a low value of the loss for the perturbed class image. In the meantime, the weaker
but more abundant gradients form the context of the loss function and are enough to
correctly output a lower value for the actual true class.

The observed discrepancy of the two branches (marker vs adversarial centring),
in the performed tests prompt for the usage of the latter one (adversarial sample
neighbourhood) while discarding the marker centred one.

5.4. Layer Performance Comparison

In order to compare the efficiency of the gradient loss approximation, all the layers
were tested with the same algorithm. This way, it was possible to notice changes
in the output and how the classifier behaved. The first substantial difference was
regarding the accuracy and when comparing the confusion matrices. As stated, we ran
the tests on all the layers (Conv1, Relu1, Conv2, Relu2, FC1, Relu3 and FC2) (visual
display of layers in Figure 18) and compared the results. What came as a surprise was
that by increasing the depth level of our search, the computation seemed to get more
noisy while missclassifying more frequently. As an example we can observe from the
confusion matrices (see Figure 23) that CONV1 defence performed much better than
RELU3. It is noticeable that the values in Figure 23b are very scattered compared
to Figure 23a where they group better on the main diagonal. This gave some insight
on the discrimination power of the algorithm and how the layer level influences the
computation.

(a) CONV1 layer (b) RELU3 layer
Figure 23. IFGSM attack confusion matrix.

Figure 25).
This trend is also visible if we plot the accuracy of the program on every layer

present in the architecture (see Figure 24). The best accuracy is captured on the first
layer, CONV1 and it decreases steeply in the following layers. A possible explanation
might be that as the network deepens, the influence of modified pixels increases and
neurons on deeper levels are more likely to be influenced.
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Figure 24. IFGSM layer accuracies with R=1.

5.4.1. Different Attacks’ Performance

In order to ensure robustness, the algorithm was tested on 4 (5 including the
CarliniWagner but the results were too scarce) different attacks and the results were
compared in Table 1. The attacks were run separately from each other and the layer
results compared. As discussed in other sections, we can notice a decreasing trend in
the accuracy as we increase the depth. The CONV1 layer was shown to hold the best
results in this case with a rank R = 3. What is assuring is the fact that all the attacks
produced almost the same outputs, supporting the idea that this is not a flaw in the
set-up and computations.

Table 1. Layer accuracies with gradient order of 3
Attack Layer

CONV1 RELU1 CONV2 RELU2 FC1 RELU3 FC2
FGSM 41% 35% 28% 35% 21% 23% 22%
IFGSM 38% 37% 28% 37% 20% 25% 19%

MIFGSM 40% 39% 30% 38% 20% 28% 20%
Deepfool 24% 18% 8% 16% 7% 15% 7%
C&W18 46% 62% 14% 52% 7% 48% 4%

18The Carlini-Wagner algorithm requires a huge processing power for running their optimisation. The
algorithm was run with a low number of iterations (80 compared to default ones of 1000) and this might
have impacted the overall accuracy. Moreover, it was run only on a subset of the test set, thus posing
the probability of becoming biased. Until the algorithm is run with the required parameters, the results
will not be considered for this problem analysis, being displayed just for the sake of the reader.
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5.4.2. Gradient Rank

Besides the layer choice, it is also possible to choose the number of terms to be
expanded from the Taylor formula. We refer to this as the rank of the gradients which
we compute. In other words, the rank R influences directly Eq.(31) s.t.

TaylorApproximation(R) =
R∑

n=0

f (n)(a)

n!
(x− a)n (36)

By this we can control how much information is salvaged from the gradients and how
accurate one can make the approximation. In the context of the original formula,
the expansion holds an infinite sum of polynomials that are used for modelling an
approximation of a function. It is known that a higher rank provides a better and more
precise value of the original function.

The tests were performed by considering all the attack types and all the layers
while varying the rank in hopes of salvaging more information. In the end all the
experiments’ results were gathered and compared. From this, it was shown that

Table 2. Layer accuracies with gradient order R=1.
Attack Layer

CONV1 RELU1 CONV2 RELU2 FC1 RELU3 FC2
FGSM 43% 43% 50% 47% 23% 19% 21%
IFGSM 48% 45% 51% 47% 23% 23% 21%

MIFGSM 48% 49% 53% 47% 22% 22% 23%
Deepfool 41% 41% 49% 42% 29% 28% 28%
C&W19 68% 71% 77% 70% 71% 71% 64%

the tests that were run with the R = 1 performed the best. More interesting was
the fact that by performing the computations based on the second convolutional layer
(CONV2) held the biggest accuracies from our tests. As seen in Table 2, the Taylor
loss of the second convolutional layer performed the best in all the 4 attacks (FGSM,
IFGSM, MIFGSM, DEEPFOOL), yielding an output over 49%.

5.4.3. Rank Vs. Layer

The initial thought was that the attack sample would strongly target the first layer
gradients especially and that would prompt for a method that focuses on the deeper
layers instead by choosing a bigger rank. By running the tests, we obtained different
results for varying the rank and picking a different layer. In terms of the rank we could

19The Carlini-Wagner algorithm requires a huge processing power for running their optimisation
approach. The algorithm was run with a low number of iterations (80 compared to default ones of 1000)
and this might have impacted the overall accuracy. Moreover, it was run only on a subset of the test set,
thus posing the probability of becoming biased. Until the algorithm is run with the required parameters,
the results will not be considered for this problem analysis, being displayed just for the sake of the
reader.



51

agree that an increase would degrade the performance of the classifier and prompt for
weak results in the end. A reason behind would be that higher level gradients get also
influenced by the attack vector. This could be due to the fact that in order to compute
the high gradients we do more passes through the network. Doing so, the influence of
the tampered pixels propagates further like it would be a deeper layer of the network
and thus interferes with the result. The rank R = 1 was shown to show the best
performance on both the convolutional layers.

When compared to the layer choice, the algorithm behaves differently. The overall
results were shown to suffer losses when deeper layers were chosen. The first
theory about the layer level was that as the computation advances to deeper layers
the influence of adversarial pixels would eventually become distilled and the initial
augmentations of the image will not be so important for the final computation. This
proved to be false, as the latter layers seem to be heavily influenced by adversarial
input. This could be explained by the interdependence of layers. One could state that
deeper layers are influenced by the complete set of points from the input, compared
to the first layers which rely only on portions of the input sample. This could mean
that if an attacker modifies certain pixels p ∈ P , then as the computation and forward
pass advances, the influence of those pixels grows and all the gradient values would
eventually be influenced by them (see Figure 25). By focusing on the first layer we

Figure 25. Adversarial pixels’ influence on propagation.

obtained the best results from the computations. Also, by choosing the rank R = 1 we
noticed that layer CONV2 provides the best results (around 50% accuracy), surpassing
even the first convolutional layer. Whenever the first layer performed well in the test
phase, the second one performed even better. A possible reason for this is the upscale
done by the second convolutional layer. The first one receives as input only 1 channel
and output a total of 32, while the latter one receives 32 and outputs 64. During the
upscale, it is possible that the influence of the malignant pixels is reduced up to the
point where it does not influence the loss function that much.

Another interesting finding is the reduction in the accuracy caused by the ReLU and
linear layers (FC1 and FC2) that marks a decrease in salvaged information. For the first
type of layers, ReLU, the reason might be the reduction in information caused by the
zero cutoff function that discards the negative values, thus decreasing the entropy. For
the linear layers, the insight might be that the influence of adversarial pixels becomes
indiscernible from the normal ones and our algorithm cannot make clear detections
based on those layers.
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More than this, the discussed parameters also influence the general accuracy of the
system in a best case scenario situation (where all samples are benign). Again, the best
results were found with a gradient rank R = 1 (see Table 3), almost all layers choices
returning an accuracy of 95 − 98%. This has huge implications because it promotes
the system for a constant usage along the classifier. This way, every sample can also
be checked if it is malignant and actions taken. The accuracy degrades substantially as
the rank is increased. For a choice of R = 3, the maximum attained accuracy was 94%
for the first ReLU1, but for CONV2 it drops to 58%, the results becoming unstable.
This was a supplementary proof that the rank increase affects the overall results and
smaller rank values would be preferred.

Table 3. Accuracy of normal functioning of the system without adversarial samples.
Layer value Layer

CONV1 RELU1 CONV2 RELU2 FC1 RELU3 FC2
R = 1 97% 97% 97% 97% 98% 98% 98%
R = 3 89% 94% 58% 94% 10% 93% 10%
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6. DISCUSSION

The aim of this thesis was displaying the current state related to the security of
neural models and based on this, proposing a simple and robust method for protecting
against adversarial attacks. The structure was intended to be simple and replicable,
proposing a starting point for further work. Even though, the basis and functionality
is self contained and effective, it represents a foundation for further work. For this
multiple augmentations can be made and introduced as a way of expanding the current
functionality or increasing the validity.

During the development, parameters and approaches were chosen as a way of
providing an PoC system that functions on a small subset of the problem space. This
has let multiple branches of the solution not tested and promotes for improvements and
further development.

6.1. Dataset

For instance, the dataset MNIST was sufficient for providing good results but a step
further would be the usage of a more complex set like ImageNet of CIFAR-10020.
The reason behind is that, although MNIST represent an excellent starting position,
its images contain lower entropy and thus lower contained information. This is due
to the fact that it contains a single channel (being Black&White) and also because
almost half of the image are black pixels (value 0). More than this, a huge amount of
the pixels from different images are present at similar positions, creating hot spots at
certain coordinates. A more complex dataset will most likely promote a better learning
and discerning capability for the proposed algorithm. What is more, having different
figures and object representations, the convolutional filters can specialise into learning
more complex and variate shapes which will have a smaller influence over the final
results. This can promote a better adversarial detection because and attacker would
need to make bigger changes for misleading the model.

6.2. Architecture

As discussed in the implementation chapter, the system contains two convolutional
neural layers that contain various filters for learning image features. The general
structure of the model was considered without taking into account any methodologies
or shortcuts that might help the adversarial detection perform better. The only
consideration was that the network would provide good classification results for the
handwritten digits problem. Having this, we can be sure of the robustness and lack
of bias towards a specific implementation. The dual convolutional layer provided
excellent results, but as discussed in section 6.1, the image database can be swapped
freely with more complex ones. This attracts the need for changing also the underling
architecture. Complex images contain new and harder to learn features that a simple
network might struggle with. Increasing the number of convolutional layers or their

20https://www.cs.toronto.edu/~kriz/cifar.html

https://www.cs.toronto.edu/~kriz/cifar.html
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depth can help with this and also improve the second part of the algorithm, the
adversarial detection. By having more filters and neural units, their importance will
divide accordingly, thus driving the attackers into increasing their attacks’ magnitude
and making bigger augmentations to tampered images. The belief in this situation is
that attacks could be better detected and avoided by manipulating the Taylor parameters
(rank, neighbourhood) which can discard multiple weaker modifications.

6.3. Image Markers Selection

Even though the marker image centred method (section 4.5.2) was discarded from
the beginning because of weak results, there are methods which can be applied in
hopes of improving the outcome. The hypothesis was based on selecting only one
image from each class and performing the computation inside its neighbourhood. The
marker image centred approach failed because the neighbourhoods might be too small
compared to the class’ size in the image space. In order to tackle this, multiple images
can be selected from the same class and use all of them separately. By this, more
space of the same class can be covered and the results might increase their quality.
Furthermore, the selection process for the marker images might be based both on
the overall class probability that the model outputs but also on the filters/units that
the image activates the most. By providing a selection process that considers both
properties of an image, subjects can be picked as a way to output a confident probability
result but also cover the representing features of that class, promoting for greater
coverage. This selection process can also be used in the adversarial image centred
method (section 8), considering the marker image that yields the best value.

6.4. Different Approximation Algorithm

In the previous sections we discussed ways to improve the current solution which
revolves around the Taylor series expansion and extend it. There is also a possibility
to change the core part of the project also. One direction for this would be the
replacement of the Taylor series with another approximation algorithm. A quick and
simple replacement could be the Lagrange polynomial. By selecting a set of 10 marker
images from a class, a function approximation can be derived for detecting adversarial
examples that do not fit onto the computed curve.

6.5. Final Remarks

The current approach was empirically tested and proved to work efficiently. The
development approach was based on different iterative steps that were taken based on
the previously computed results. The general direction part did not rely on a predefined
methodology or workflow, every architectural decision or implemented feature being
the result of decisions based on intermediary results. The technique is modular, being
able to integrate new attack algorithms or work with different models or data sets, not
being tailored for a specific problem.
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7. SUMMARY AND CONCLUSION

The principal focus of this thesis can be divided into two parts. Firstly, it consisted of
evaluating current attack and defensive methods related to neural networks which are
available in the literature.Moreover, we compare their strong points and weaknesses
for an in depth analysis and consideration. The process aims at providing a general
idea of how adversarial attacks evolved over the past years and how the constant race
attacker-defender keeps on developing newer and better methods at fooling various
ML models.

Having set-up the context, the latter and biggest part of this project proposes a
new defensive mechanism for tackling attacks aimed at tricking various models into
misclassification. The approach focuses on using the Taylor series expansion in the
neighbourhood of images as a way of clustering an unknown sample with an already
known subject. The technique presented good results and what is more impressive
is the redundancy, being constant across all tested attacks types. This comes as a
big advantage because the normal development of a defence methods comes as a
counter measure to an already existing attack, but our methods aims at countering all
of them, without being tailored for a specific case. The major milestone is the ability
to approximate a fully working convolutional neural network with the help of calculus
formulas, providing new directions in this area. What is more, the algorithm does not
influence almost at all the normal computation of the model. If the input samples are
not tampered, the algorithm has almost no impact on the computations and predictions.
More than this, extensions can be implemented, improving the existing results.

The clear advantages are the robustness of the algorithm, being easy to implement
without changing an existing model, and fast computations, requiring only a couple of
extra passes. It can be implemented as an always online feature or as a backup in case
of unreliable results or attack suspicions.

The main objective of this work, besides the proposed algorithm and research,
remains to rise awareness of the existing and emerging offensives of hackers
worldwide. The security of a system should be analysed and be a priority along its
performance. This is a critical and necessary step for a future that will be based on
automation and smart devices.
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9. APPENDICES

Figure 26. Autoencoder. CC 4.0 license. Procured from 21.

21https://www.researchgate.net/figure/Autoencoder-architecture_
fig1_318204554
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