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ABSTRACT 
 

Agile software development has produced a completely new way of working into the 

field of software development. The new focus is to continuously integrate, deliver, 

and deploy each software change. The term continuous practices is used to refer to 

these practices. Comprehensive testing plays a major role in so called continuous 

delivery pipeline.  

The goal of this thesis is to implement an embedded device farm, a system which 

is used to effortlessly connect embedded hardware targets as part of continuous 

delivery pipeline. Hardware is playing a big role in embedded software development 

and testing. On the other hand, it is seen as a major challenge in implementing 

continuous practices for embedded software project. Embedded device farm is used 

to interact with target hardware targets by both automation systems and individual 

developers in unified manner. Six platforms are evaluated for the purpose and a 

system called Linaro Automation and Validation Architecture (LAVA) is integrated 

as part of existing CI/CD service.  

In addition, this thesis describes the continuous practices in general introducing 

the benefits as well as the challenges related to implementing them. A closer look is 

taken into adopting the practices into embedded systems domain. Embedded systems 

software development differs from traditional or web software development. 

Embedded systems’ domain specific characteristics and challenges related to 

continuous practices are presented.  
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TIIVISTELMÄ 
 

Ketterä kehitys on tuonut ohjelmistokehityksen alalle täysin uudet toimintatavat, 

joiden keskipisteessä on ohjelmiston muutosten jatkuva integrointi, jatkuva toimitus 

ja jatkuva muutosten käyttöönotto. Näistä uusista menetelmistä käytetään 

kollektiivisesti nimitystä jatkuvat menetelmät. Kattavalla testaamisella on tärkeä 

rooli niin sanotussa jatkuvan toimituksen ketjussa.  

Tämän työn tavoitteena on toteuttaa sulautettu laitefarmi, jolla sulautettua 

tietokonelaitteistoa voidaan vaivattomasti yhdistää osaksi jatkuvan toimituksen 

ketjua. Tietokonelaitteistolla on tärkeä rooli sulautettujen järjestelmien 

ohjelmistokehityksessä ja -testauksessa, mutta toisaalta laitteisto nähdään suurena 

haasteena toteutettaessa jatkuvia menetelmiä sulautetussa ohjelmistoprojektissa. 

Sulautetun laitefarmin kautta sekä automaatiojärjestelmät että yksittäiset 

ohjelmistokehittäjät voivat käyttää sulautettuja laitteistoja yhtenäistetyllä tavalla. 

Työssä arvioidaan kuuden eri järjestelmän soveltuvuutta käyttötarkoitukseen, ja 

järjestelmä nimeltään Linaro Automation and Validation Architecture (LAVA) 

integroidaan osaksi olemassa olevaa CI/CD palvelua. 

Lisäksi tässä työssä esitellään jatkuvat menetelmät yleisesti, niiden toteuttamiseen 

liittyvät haasteet ja niillä saavutettavat hyödyt. Työssä paneudutaan tarkemmin 

menetelmien toteuttamiseen sulautettujen järjestelmien alalla. Sulautettujen 

järjestelmien ohjelmistot eroavat perinteisistä ja web-ohjelmistoista, joten jatkuvia 

menetelmiä ja niihin liittyviä haasteita tarkastellaan myös sulautettujen 

järjestelmien näkökulmasta. 

 

Avainsanat: jatkuvat menetelmät, sulautetut järjestelmät 
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1. INTRODUCTION 
 

It has been already 20 years since the manifesto for agile software development was 

published [1]. During those two decades, agile software development has become one of 

the most important software development methods. The manifesto was published to 

streamline the software developing processes. On the very first sentence of the principles 

behind agile manifesto, the term continuous delivery is mentioned. The manifesto claims 

the ability to continuously deliver the software to be the highest priority to be able to 

satisfy the customer.  

Nowadays, continuous delivery is a development practice in which each software 

change is treated as a potential release candidate [2]. An abbreviation CD is usually used 

for continuous delivery. The term CD is many times complemented with a term CI, 

together constructing something called CI/CD. CI stands for continuous integration, 

which is a developer practice impressing developer actions to integrate their software with 

mainline on regular basis. 

Implementing so called CI/CD in practice usually includes an automated build and test 

environment which includes automated integration and delivery methods. The main goal 

of CI/CD is to reduce integration problems as well as risks on a software project. It usually 

also makes detection of bugs easier and faster as well as makes the transition to continuous 

deployment (CDE) achievable. [3] Continuous deployment on the other hand is an 

operations practice focusing on deploying the software to the production environment on 

continuous manner. CI, CD, and CDE combined is often referred as continuous practices. 

The latest vogue word related to continuous practices is DevOps, which is more abstract, 

but usually refers to mindset and culture rather than anything concrete. The terms are 

further defined in chapter 2. [2] 

While the discussion around continuous practices has been a hot topic in the software 

development field already for relatively long period of time, in the embedded systems 

domain it has not got so much attention yet [4]. Embedded software differs quite a lot 

from traditional computer or web software due to nature of its domain. There are domain 

specific factors which have been hampering the transition to continuous practices in 

embedded systems domain.  

The goal of this thesis is to implement a proof of concept (PoC) system to facilitate an 

often-faced challenge of building a comprehensive automated testing system for 

continuous practices in an embedded software project. The PoC implementation offers a 

solution for connecting different types of embedded hardware to be part of an already 

established continuous delivery pipeline in a unified manner.  

In addition, methods, benefits, and challenges of continuous practices are described 

generally, as well as more specifically in the embedded systems domain. Common 

challenges and barriers on the road of implementing the practices are presented. Deeper 

look is taken into the challenges which apply particularly for embedded domain.  
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2. CONTINUOUS PRACTICES AND DEVOPS 
 

Agile software development has been changing the software development field since early 

2000s. However, the term continuous integration (CI) was introduced way earlier, in 1991. 

It became popular as part of the Extreme Programming practices around 1997. The term 

indicates a practice, where developers integrate their software frequently with mainline. 

Afterwards, the term continuous delivery (CD) has often been combined with CI. CD is a 

practice to frequently release the software. [5] 

Approximately 20 years after the first introduction of CI, the term continuous 

deployment (CDE) has been introduced keeping the revolution going on the software 

industry. CDE aims to introduce the software releases frequently to be able to adapt the 

development according to the usage [6]. Above mentioned three terms are often combined 

and called simply continuous practices (CP). Important focus area on CP is to shorten the 

feedback time and deliver software to the customer quicker. According to the agile 

manifesto, that is a core principle of agile software development [1].  

Nowadays, most of the companies working in the software industry are executing CP 

in some form or are at least planning to do so. Well known companies implementing CP 

include for example Facebook, IBM, Netflix, Google, and Red Hat Software. [7] 

DevOps is newer topic, and it is an evolution of agile movement. The term was first 

introduced in 2009. DevOps thinking has two main principles. First one can be interpreted 

from the term itself: collaboration between development and operations. Another one 

highlights the usage of agile methods in collaboration with automation to manage 

environments and configurations. While agile embraces constant change and close co-

operation with customer, DevOps focuses on constant testing and delivery and the 

collaboration with the development and operations teams. [8] 

This chapter presents the terms related to the topic, their numerous benefits as well as 

known challenges. 

 

2.1 Defining the terms 

 

Continuous integration, continuous delivery, continuous deployment, continuous 

practices, and DevOps. These terms are trending in the software development industry as 

well as amongst researchers currently [2]. However, the definition for the terms is 

somewhat ambiguous, relation between the methodologies is unclear and different terms 

are often used interchangeably, even though they have different meanings. This paragraph 

tries to reveal the difference between the terms and define them explicitly. 

Continuous practices is the most evident of the terms. It is a superset of other terms 

having the word continuous in the beginning. The three most popular continuous practices 

are the terms already mentioned above, continuous integration, continuous delivery, 

continuous deployment. There are also other continuous practices, but in the sake of 

clarity, they are not covered in this definition. 
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Continuous integration is a developer practice. Developers executing CI integrate their 

work on regular basis with the mainline software. The pace can vary, but usually there is 

multiple integrations per day. CI is considered as developer action instead of development 

action because, despite having all the capability to integrate continuously, individual 

developers do not necessarily integrate their work frequently enough to call the process 

continuous.  

Instead, continuous delivery refers to a development practice. CD considers each code 

change as a potential release candidate. Usually a CD pipeline exists, which runs regularly 

for release candidates to assess the changes. In CD, there should always be ability to 

release an up to date, working version of the software. In practice, however, it is usually 

not feasible to execute the whole pipeline for each change, so the changes might get 

combined within the pipeline. Even though generally the term CI/CD is used, CD does 

not necessarily incorporate CI, since CI is a developer action. An organization can have 

fully working CD, even though all the developers had not adopted CI practices.  

Continuous deployment is seen to be an operations practice. CDE is a set of actions 

where the output of CD is deployed to the production environment. Deploying to 

production environment usually means making the software available for end users, but 

this may vary depending on context.  

Definition for DevOps is the vaguest amongst the terms described in this paragraph. 

Software development field is nowadays wide, and many opinions exist on the definition 

for DevOps. It is often presented to be a culture or mindset, but it actually is more like a 

superset of continuous practices, relevant tools, processes, methods and principles. It 

offers practitioners ideas on how to carry out their work, while also offering concrete 

examples and tools. This thesis concentrates more on CP over DevOps, still not 

completely leaving it out.  

 

2.2 Benefits 

 

The main motivation for using CP is the benefits it is offering. The competition in the 

software development field is fierce, forcing companies to be agile, efficient, and reliable. 

This chapter presents the benefits which can be gained by implementing CP. Benefits 

related to CP are presented in multiple papers [9, 10, 11, 12]. 

One of the most visible advantages of CD is the accelerated time to market for products. 

Compared to traditional way of releasing the software, there is a dramatical increase. 

Studies show the release cycle to be over twice more frequent in average when CD is used 

compared to traditional releasing. Also, there is high possibility to decrease the cycle time 

for a feature request to reach the production. In practice, faster time to market means that 

the customers get the value more quickly. This is seen as a business advantage as well. 

Improved product quality is also significant benefit of CP. The number of open bugs 

decrease mostly due to comprehensive and automated testing. Testing is often a 

monotonous but precision-demanding process. Humans are not particularly talented to 
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execute such tasks on regular basis. Automated system always runs the tests with the same 

accuracy while us humans tend to make mistakes by our nature. Automated testing leads 

the bugs to be discovered quickly after code changes have been applied. The bugs are 

more often found before the developer goes into next task, enabling the developers to 

directly fix them without a delay. Also, in the rare case that the bug is found not until in 

the production, the next release will follow soon so the bug can be corrected shortly. 

The productivity and efficiency of the software teams are also considered to be better 

when CP are used. This is the outcome of multiple factors. Less time is used in many 

different repetitive and monotonous tasks. Less time is wasted on fixing developers’ build 

and test environments, because CI/CD environment offers a consistent platform for 

building and testing. CI is helping developers to avoid applying code that is going to break 

the software allowing them to proactively fix the problems. Code reviews are also faster 

since reviewers are more comfortable to accept changes when CI system has verified 

them. In addition to that, people from outside the projects often feel more comfortable to 

contribute the code when there is a CI environment in place verifying the changes which 

adding agility and efficiency. Time is also saved on release activities, which without CDE 

would include manual efforts. Manual efforts often also lead to even more work since 

humans in general make more mistakes than machines. Time used for fixing those 

mistakes is saved because they do not happen at first place.  

CP can also help on building the right product improving the efficiency. Frequent 

releases lead to faster user feedback, which helps the team to prioritize and adapt the 

efforts more rapidly. This is saving time from developing unnecessary features. 

Organizational independence can also increase after implementing CP. The release and 

deployment phases are traditionally executed by specific people in the organization having 

the needed skills and knowledge. Properly implemented CDE system allows any 

developer to deploy the software into production.  

CDE is usually enhancing release reliability and reducing the risks of release process. 

Again, this is an outcome of multiple factors. When implementing CDE, release process 

is automated. Tests are implemented for the process and even a production-like staging 

environment can be used to verify the release before deploying it into the production. 

Manual steps are avoided, so there is less room for human errors. Due to frequent releases, 

the delta between the releases is smaller. That lessens the probability of integration 

problems while making it easier to debug and find out the problem if such happens. In 

rare case of failure in the release, there are often automated rollback features implemented 

to effectively recover from such occurrence.  

The above-mentioned benefits have also positive side effects. Reliable processes 

reduce the amount of stress the developers are facing in their everyday work. Also, the 

amount of repetitive and menial tasks for the developers is lower. The job satisfaction and 

work morale of the developers have been improving after implementing CP. Another 

positive change is that the customer trust towards product or supplier is often increasing. 

Fewer issues in the release process and the software itself often leads to happier customer.  
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2.3 Challenges  

 

Apart from vast benefits CP is offering, there are considerable challenges involved. 

Challenges are varying from enterprise level challenges into monetary, process, and 

technical challenges. Some of the challenges are relevant for CP in general, while others 

are characteristic for either CI, CD or CDE. Numerous papers are presenting the 

challenges faced during implementing CP [9, 12, 13, 14, 15]. 

Studies have proven that transition to CP is not a straightforward change in 

organizational level. Challenges related to organization structure and way of working 

(WoW) is often faced during that activity. On bigger organizations, multiple divisions 

having their own established practices are usually involved together in release activities. 

Successfully implementing CP requires strong co-operation and visibility across the 

different teams. Traditionally however, there might be tensions and competition between 

the teams. Change is needed from competitive mindset into a collaborative culture. This 

has proven to be even more challenging in distributed development organizations. 

In already established organizations, there are already formulated processes for 

development practices. Big change might be needed on the processes, especially if agile 

methods are not already present in the organization. Traditional software development 

processes are not very well compliant with CP and are often hindering the change towards 

CP. Changes are needed for example from long-living branches into small software 

iterations. Another often mentioned process challenge is related to quality assurance (QA) 

processes. Traditional QA process might be too time-demanding or requirement 

specification process not flexible enough for CP.  

There is often change resistance involved on both organizational and process changes. 

Humans tend to resist change by nature. Successfully implementing CP may require a 

significant change on the WoW also on individual level. Completely new mindset might 

be needed along with new working habits, taking time to adopt and asking trust to the end 

goal to be successful. Often faced individual level barriers on the way to CP are skepticism 

towards added value, distrust on the practices, and lack of motivation.  

Technical challenges are often faced while implementing CP. The reality is that a 

production ready, customizable, reliable, and commercially available all-in-one CI/CD 

system does not yet exist. That is forcing the companies to invest money, time, and effort 

to build such system themselves. Calculation of return of invest (ROI) for the investment 

on CP is known to be challenging, which might add resistance for the investment in 

management level. However, it has been studied that implementing CP generates 19 

percent increase in revenue in average [16].  

CI/CD systems are often a combination of wide range of different tools and 

technologies. There are both risks and challenges related to the system itself. Common 

risk is the possible vendor lock-in. There are competing tools in the market and not all of 

them have open application programming interfaces (APIs) for example. Challenges are 

also related to the investments on the systems. Monetary investment is needed for example 



13 
 

to upgrade infrastructure and to train personnel. Investment is needed on personnel skills, 

since many new technologies needs to be adopted during implementation of CP. 

More practical technical challenges include for example testing, integration, and build 

system problems. Common integration problems often mentioned on the literature are 

merge conflicts and too large commits. Testing problems include too complex testing 

systems and particularly long running or constantly failing tests which are preventing 

rapid and accurate feedback for the developers. Build system problems can originate from 

lack of automation or lack of needed resources to execute builds.  

Customer originated challenges are also relatively common aggravating adoption of 

CP. Customers might be unwilling to adopt continuous updates due to earlier experience 

on poor quality releases or due to not realizing the added value of continuous updates. 

There might be also dependencies to customer environment especially on deployment 

phase. Customer environment might be unreachable or there could be unique 

environments for different customers making it hard to generalize and automatize 

deployment process. Customers can also be unwilling to share the usage information used 

on monitoring and improving the software and deployment process.  

Domain specific challenges also exist. Domain of the software is playing a significant 

role on adopting CP. For embedded systems for example, additional hardware might be 

needed during delivery and deployment process. Challenges specifically related to 

implementing CP on embedded systems domain will be addressed comprehensively in the 

following chapter.  
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3. CONTINUOUS PRACTICES AND DEVOPS IN EMBEDDED 

SYSTEMS DOMAIN 
 

Discussion around CP and DevOps is concentrated on traditional software development 

and especially on web software development. The development process in such a project 

differs from an embedded systems project. The web domain projects are highly 

concentrated on the software development only, while in embedded domain there are 

constraints like mechanics and electronics that needs to be taken care as well as the 

software. [4, 12] 

The eventual use case of an embedded system usually differs a lot from pure software 

product. In embedded systems domain, the end products are usually owned by customers, 

who have purchased the product. For web development, the situation might be the 

opposite. Often seen operating model in web domain is Software-as-a-Service (SaaS), 

where software is owned by software provider and customer is only buying the service 

that the software implements. [6] 

While most of the practices from for example web domain can be adopted to the 

embedded systems domain quite easily, some practices need contextualization and further 

adaptation. This adds additional constraints to the design of the continuous workflow for 

embedded systems. Overall, it is seen to be more challenging to successfully implement 

CP to an embedded systems software project than for a web or cloud-based software 

project. [4, 6] 

 

3.1 Defining an embedded system 

 

Embedded system is a combination of software, computer hardware, and possibly 

mechanics, electronics, and other peripherals serving a dedicated purpose. An embedded 

system is subject to physical constraints. There are two kinds of interaction between an 

embedded system’s computational process and physical world: it needs to be able react to 

changing environment and it is executed on physical platform. The difference to for 

example personal computer (PC), is that PC is meant to be a general-purpose device letting 

the user decide what to do with it. Embedded system however executes a specific function. 

[17, 18] 

There are also other terms often used to refer to similar kind of system, for example 

cyber physical system, internet of things system or ubiquitous computing system. Scope 

in those terms is mostly the similar as for an embedded system, but the details differ 

slightly. In this thesis, only the term embedded system is used for clarity.  
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3.2 Characteristics for embedded systems domain 

 

There are some characteristics for embedded systems domain projects which differentiate 

them from web or traditional software projects. In this chapter, characteristics of 

embedded systems are presented from software testing point of view. The main difference 

in embedded software project compared to traditional software project is that the software 

cannot be fully tested on the same machine that it is being built on. From CP point of view 

this means that the software needs to be tested also in so called target hardware. The term 

target hardware refers to the hardware that the software will eventually end up in the 

production.  

Virtualization technologies are widely used in for example web software domain to 

abstract the hardware layer. For embedded domain, similar approach is to use emulators 

which in some cases lessen the need for testing on physical target hardware. However, not 

everything can be emulated, and target hardware still plays a major role in embedded 

software development and testing. [4, 20]   

Great amount of embedded software projects is built on top of custom hardware. That 

will usually lead into a situation in which the hardware is not yet ready when the software 

project starts [19]. The hardware can also be relatively expensive compared to commercial 

off-the-shelf (COTS) products due to for example small production patches. This might 

limit the amount of hardware available for software testing. On the other hand, 

development boards and emulators can often be used especially on initial phases of the 

project for software testing to replace the actual hardware target. [20]  

Compared to testing in a traditional software project, there are both similar and 

different kind of limits hardware-wise for embedded systems software testing. Similarly, 

the computing resources are always limited. When it comes to embedded devices the 

limitations are sometimes tighter due to nature of the hardware. Especially for IoT devices, 

computational capacity available is often very limited. Reasons for that are multiple. The 

restrictive constraints usually originate from the intended use case of the device and can 

be for example cost, physical size, or power consumption limits. [21]  

Earlier, very characteristic feature for an embedded system has been the fact that once 

the device leaves production line, it is never updated or updating is done by dedicated 

technicians [4]. Companies working in embedded systems domain have traditionally had 

hardware and product oriented operating model. Due to all the time increasing 

digitalization, however, the focus is shifting towards selling services and solutions rather 

than products forcing companies to rethink their whole operating models. This includes 

also adopting continuous practices, especially CDE. [22] 

From organizational point of view, the embedded software domain somewhat differs 

from web software domain. In the web domain, the term full stack developer is widely 

used [23]. On the contrary in the embedded domain, the development often needs to be 

separated into two departments being software and hardware development. Many special 

skills are needed on both, which makes it hard to combine them. In that scenario, visibility 

within the project often decreases and more communication is needed. [4] Also, engineers 
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in embedded systems domain have traditionally favoured waterfall model over agile 

development which is hampering the transition to CP. However, the movement towards 

agile methods among embedded software development has been strong lately. [24]  

 

3.3 Challenges on implementing continuous practices in embedded systems domain 

 

While most of the general challenges on adopting CP presented in the chapter 3 also apply 

for the embedded systems, there are also multiple domain-specific challenges in addition 

to those [4]. Starting with the tools. As mentioned, the literature on CP is concentrated on 

web software because the practices are most adopted in web software domain. The same 

applies for the tools needed on implementation of CP. There are numerous open-source 

tools available to implement CP and automation overall on web software project. Some 

of them can be used also in embedded domain. However, the domain specific 

requirements especially for the deployment phase create a need for different kind of tools. 

There is still a lack of those tools which is raising the threshold for adopting especially a 

CDE system. One reason behind the shortage is that the type of embedded system projects 

varies a lot, and the same tools cannot possibly be used across different projects without 

major modifications.  

Another limiting factor for successfully implementing CP in embedded systems 

domain is that embedded development organizations are often divided into silos. One 

fundamental idea behind DevOps is to bridge the silos between development and 

operations. Also, agile principles encourage to rather work on feature teams in which 

everyone has the visibility on the whole development process. Organization models in the 

embedded domain are often module team organizations, which are quite an opposite to 

cross-functional feature teams. However, certain constraints in the embedded domain 

force the organizations to module team setup. There are often very specific skills needed 

in different areas of embedded software project, especially when moving closer to the 

hardware. Overall, the hardware development is usually strictly differentiated from the 

software development. In addition to lack of knowledge and visibility, the systems are 

often quite complex which makes it harder to quickly propagate the code changes across 

the module teams. Visibility and cross-functionality between the module teams needs be 

increased to add agility and achieve the readiness to move to CP.  

The nature of the customer environment sometimes shows up as a barrier to implement 

continuous practices into an embedded domain project. There are several different 

possibilities which could cause challenges in this matter. Firstly, there might be limited 

visibility to the customer environment, which makes it hard to implement a working CD 

system. Apart from the lack of visibility, there can be different kind of customer 

environments for the same product due to the fact that the same product is sometimes sold 

to different customers in different variants. The product which is sold can also act as a 

platform on top of which customer builds their own system. The general problem in the 

cases mentioned above is that the final production environment for the product can vary a 
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lot even for the same product. That makes it challenging to implement a general CD 

system, since the system would need to be tailored to many different environments 

containing multiple different configurations. It has also been discovered that some 

customers in embedded domain have “you don’t fix what ain’t broken” mindset which 

obviously makes it harder to reason a CD system.  

Another challenge for implementing CP is the existence of legacy code and legacy 

systems in general. This has been identified to be a problem particularly when it comes to 

the embedded systems domain. The reasons for that are for example that sometimes the 

systems are built on top of legacy systems. The initiative for such behaviour can originate 

both from customer and from the supplier. Customer could wish for example the new 

system to be a part of old system while the supplier might want to reuse some already 

existing solution to keep the effort minimal. There are sometimes also very long 

maintenance contracts for the systems in embedded domain which can lead to a 

considerable amount of work on a legacy system. In such scenario it might be beneficial 

to have the CP in place, but it is not feasible to apply them on the old system which has 

not been originally implemented having that aspect in mind.  

When it comes to CDE, there are couple of challenges that are characteristic for 

embedded systems. In embedded systems, the hardware on top of which the software is 

eventually run on is not always a COTS product. Sometimes it might take very long time 

to get the actual hardware due to hardware designing being a tedious process, often taking 

multiple iterations to get right, and the lead times for the custom hardware being long. In 

the past year we have also seen that the global market for the semiconductors is a fragile 

business which has also caused some delays in the hardware delivery process [25]. 

Fortunately, both virtualization and evaluation boards can often be used before the actual 

hardware is ready to make the process quicker.  

Also, the deployment systems in embedded domain are often very complex and might 

sometimes be difficult to automate. The dependency between the hardware and software 

places a challenge also for the deployment. While virtualization technologies are widely 

used for example in the web software domain during the deployment phase to abstract the 

hardware layer, it is not similarly possible for embedded systems due to the nature of the 

systems. In addition, embedded systems are sometimes used critical solutions where 

almost 100% uptime is required. In such scenario CDE is not an option. As an example, 

paper machine cannot be stopped due to software update every night. On the other hand, 

it is a matter of missing mechanisms, which usually is highly related to the legacy that 

many products are carrying. [12] 

The challenges mentioned in this chapter are in some cases leading to partially or even 

completely missing CI/CD systems. DevOps mindset stresses the importance of the 

production-like testing. However, it has turned out that building such systems in 

embedded systems domain could be challenging. This is also leading to manual, non-

comprehensive testing, which in turn may lead for example to the delivery of poor-quality 

software. For example, it has been discovered that in the embedded domain, the bugs and 

faults are often found not until in the customer’s tests or even in the production. 
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Considering the nature of the software delivery process in most embedded systems, it 

would be very beneficial if there were mechanisms to detect the problems earlier in the 

supply chain.  
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4. DESING AND IMPLEMENTATION 
 

Building a comprehensive automated testing system in embedded systems domain is a 

common challenge during implementing CP. To lower the threshold for moving to CP in 

an embedded software project, a PoC implementation of an embedded device farm is 

presented in this thesis. The device farm is used to connect different kind of embedded 

hardware to existing CI/CD service in a unified manner. 

The organization for whom this thesis is carried out for has recognized the value of CP. 

Due to that, there is already existing implementation of an enterprise level centralized 

CI/CD service. However, a need for a system for easily utilizing embedded hardware as 

part of the CI/CD service had been identified in the organization. During continuous 

improvement actions, the projects using the service had been proposing such feature to be 

added to the system. The existing approaches to solve the problem across the projects were 

varying quite a lot from not having any system to manually connecting each hardware or 

even using commercially available solutions.  

Being an additional part of already established CI/CD service places additional 

requirements for the design and implementation. Also, due to the size of the organization 

using the system, the solution should be able to both scale up and adapt to different kind 

of requirements.  

The main goal of the PoC is to unify the methods used to utilize embedded hardware 

as part of CI/CD pipelines within the organization, while keeping most of the functionality 

of various existing systems. Having a unified solution should also lower the threshold to 

initially utilize the needed hardware in the automation system overcoming one barrier in 

the way to CD. Also, in terms of agility, it is emphasized that developers need to be able 

to move across different projects within the organization effortlessly. To make that 

transition easier, the processes and tools used across different projects should be as similar 

as possible. This implementation is intended to be used as a common tool within the 

organization to unify the usage process of embedded hardware in CI/CD pipeline. 

 

4.1 Scope 

 

Already during refining the topic for the thesis, it turned out that it will be necessary to 

scope the PoC solution quite precisely to avoid the project to swell too much. Similar 

approach to the problem had not been tried on the organization before. The goal was 

decided to be a minimum viable product (MVP) to prove if implementing such system on 

enterprise level would be possible in first place. During requirement definition, it was 

initially determined on what requirements will be in scope for the PoC, keeping in mind 

the MVP scope. A closer look on the requirement definition will be taken later in this 

chapter.  

 



20 
 

4.2 Requirements 

 

This paragraph describes the process of defining the requirements for the embedded 

device farm. The requirements are presented in table format also containing the 

information about PoC phase scope. 

 

4.2.1 Observations from future users 

 

A need for a unified method for utilizing embedded targets through existing CI/CD service 

had come up in numerous discussions with existing users of the service. Even though the 

concept and implementation idea were rather clear, it was seen beneficial to discuss with 

the possible future users of the system before defining the final requirements. 

Bidirectional knowledge transfer sessions were arranged with three projects that were 

using the service and had embedded hardware as a part of their development workflow.  

The sessions were not planned to be too formal since the goal was just to gather some 

additional information on top of the existing idea of the system. Anyway, the following 

topics were covered in all the discussions. First, the concept of the new platform was 

introduced to the project. After that, the project introduced their existing solution to the 

problem, if there was none. The embedded hardware used by the project was listed along 

with possibly needed peripherals. The projects were also asked for wishes and suggestions 

for the embedded device farm.  

The initial reception for the concept was positive within all the projects. A lot of useful 

information, some additional requirements and useful suggestions were gathered. 

Information about the existing solutions was particularly interesting to avoid lack of 

crucial features on new system to be designed. Along with existing knowledge and vision, 

a specification of requirements was defined also considering the newly gathered 

information.  

 

4.2.2 Requirements definition 

 

System requirements for embedded device farm are presented in Appendix 1. For each 

requirement, the table contains requirement ID, both short description and additional 

information of the requirement as well as use case, priority, and the information whether 

the requirement is going to be in scope of the PoC solution. Requirement ID is a unique 

identifier for each requirement. Main requirements are marked with ID in format RQx, 

while sub-requirements in format RQx.y. For main requirements, blue background colour 

is used to achieve better readability of the table. Description field defines the requirement 

itself and the additional information adds some details on top of the description if it was 

seen necessary. Some of the requirements are rather technical while others rather abstract. 
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Use case field was decided to be added to the table to concretize the need for individual 

requirements.  

The requirements were prioritized into three categories: low, medium, and high. Even 

though priority affected to the choice whether certain requirement is on scope for the PoC 

phase, priority alone was not directly translated into that information. As the goal in the 

first phase was to create an MVP, strict scoping was needed which led to adding a separate 

field to the table for the PoC scoping. 

In addition to the priority, there were also other factors affecting to the scoping. For 

example, there were dependencies between requirements. Also, the choice of the platform 

to be used as a base for the implementation affected on the scoping. That is why being in 

scope for the PoC was also categorized into three categories: yes, possibly, and no. 

Possibly-alternative was added, because feasibility and effort estimation of some 

requirements was highly dependent on the platform which would be selected to be used 

in the implementation. For some requirements, possibly-alternative was used, because the 

requirement would be partially fulfilled during PoC.  

Requirements listed in Appendix 1 are mostly self-descriptive, but some highlights are 

still worth mentioning. For example, different connection methods were introduced in the 

requirements to achieve wide adaptability in enterprise level. In addition, support for many 

peripherals was introduced and scalable distributed architecture overall was set as target. 

Even though generally a goal in CP is to automate everything, a possibility to manually 

connect to the target hardware for so called debugging sessions was also presented in 

requirements. Importance of proper documentation was also underlined.  

Configuration as code (CaC) was emphasized across the requirements. CaC is a 

convention in which configuration of software components is done via version-controlled 

configuration files enabling automated deployment of the systems [26, 27]. It is very 

commonly executed practice especially in CDE. CaC was introduced in the requirements 

to achieve scalability and traceability on enterprise level more easily, and to configure the 

device farm in standardized manner also enabling automating the deployment steps.  

 

4.3 Embedded device farm platforms 

 

Writing a comprehensive device farm system from the scratch would be a big and 

complicated task and it would be out of scope of this thesis. Fortunately, various platforms 

implementing the required features already exist. There are multiple advantages on using 

a ready-built system. For example, many of the systems have been under development for 

years already, which make them more complete compared to a self-made system. 

However, there is also disadvantages. There might for example be limitations or missing 

features for specific use cases on these systems. However, the most of them are free and 

open-source software (FOSS) enabling everyone to modify them for their needs as well 

as contribute on development.  
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4.3.1 Search for the platforms 

 

After defining the requirements for the embedded device farm system, a throughout study 

on suitable platforms enabling the implementation of device farm was carried out. The 

best single source of information about available systems turned out to be eLinux wiki 

[28]. eLinux stands for embedded Linux. The wiki has a specific page for test systems 

suitable for embedded Linux development. The page has plentiful of generic tools, but 

also references to systems, which would serve the purpose for the embedded device farm. 

Apart from the eLinux wiki, the search for suitable systems was conducted all over the 

net.  

Multiple decent candidates were found, Table 1 lists all the possibly suitable systems 

discovered during the research. These platforms were examined further and on the 

following paragraphs, all the systems considered as a potential candidate during initial 

study are described more in detail. Also, suitability for the device farm PoC 

implementation is considered. The examination was conducted quite precisely to have 

comprehensive understanding on the available systems. 

 

Table 1. Potential platforms to implement an embedded device farm 

System 

LAVA 

labgrid  

r4d  

hottest  

Opentest  

Fuego  

 

4.3.1.1 LAVA 

 

LAVA is an abbreviation for Linaro Automation and Validation Architecture [29]. The 

name itself is quite descriptive. LAVA is a system used to deploy operating systems (OS) 

onto physical and virtual hardware to conduct tests on them. It is not a complete CI/CD 

system but is meant to be used as a part of a CI/CD system. The communication with 

LAVA takes places through CLI client, making it easy to be implemented as part of other 

systems. It can also be controlled over graphical web interface. Also, it is not a test suite, 

rather an infrastructure to be used to conduct tests on the embedded (Linux) hardware. 

Virtually, that means that LAVA is not bothered what is going to be run on the devices 

connected to it. It is just offering the connection methods. That makes it good candidate 

for the job, since in many scenarios the tests already exist but a proper platform to connect 

target hardware to test automation is missing.  
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LAVA implements a scheduler, which makes it aware of the state of each target 

connected to itself. Scheduler is also capable of parallelisation of the jobs to multiple 

targets. According to the documentation, LAVA can also be used to manage and share 

targets within the developers. It has a capability for so called Hacking Sessions, which 

allows developers to communicate the boards over the same API that the CI/CD system 

does. The scheduler is aware of those sessions, making it convenient for the developers to 

use the same hardware for their debugging purposes alongside automation systems.  

LAVA has a master – worker architecture, which is designed to be used also on 

distributed manner. In practice that means that there could be multiple device laboratories 

communicating to the rest of the CI/CD service through one master node.  

LAVA project is originally started by Linaro, but today it is maintained and developed 

further by LAVA Software Community Project allowing anyone to propose changes to 

the software. The project is well established as well as documented. There is also a new 

version of documentation under development [30].  

The challenge with LAVA from this PoC’s point of view is that it is originally built for 

kernel testing. The priority in device support architecture is on embedded Linux devices, 

but there have been also non-Linux devices connected to it successfully in past. The device 

farm shall preferably support also other than Linux based boards. Another con is that 

LAVA does not implement support for remote controlled PSUs or other peripherals, so 

they need to be used via build scripts for example.  

 

4.3.1.2 labgrid 

 

labgrid is an embedded board control system, which focuses on testing, development, and 

general automation [31]. labgrid has a remote-control layer designed to control hardware 

boards connected to separate host computers. Fundamental idea of labgrid is to abstract 

the hardware control layer for testing and for other automation where target hardware is 

accessed. Development and maintenance of labgrid is active. It is FOSS, on which 

everyone can contribute. labgrid has been developed already for five years and it is quite 

comprehensive system with well-organized documentation.  

The core of labgrid is a remote client-exporter-coordinator architecture, enabling 

communication with target boards connected to it all over the network. For the target 

connection, it supports interaction with bootloader as well as Linux shell on top of either 

serial console or SSH connection. labgrid also implements support for different kind of 

peripherals often needed during automated testing. It supports target power and reset 

management using power switches. It has control over digital outputs, SD cards and USB 

multiplexers. It has also integration for adding audio and video measurement devices. At 

least during the PoC phase of this embedded device farm, there is no need for all of them, 

but later in the production such demand can arise.  

Downside of labgrid is that even though it is not a test framework itself, it is somewhat 

built to be mainly used with pytest test framework. On the other hand, it has the CLI which 
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can be used instead. Another negative aspect on labgrid is the scheduler. It implements 

methods to reserve boards which would come handy in embedded device farm PoC, but a 

proper scheduler is not present in the system. The scheduling could however be 

implemented in other parts of the CI/CD service, so lack of it is not a showstopper.  

 

 

4.3.1.3 r4d 

 

r4d is a shorthand for Remote for Device-under-test [32]. The project is rather 

minimalistic and the functionality of it can be summarized into singe sentence: r4d is an 

infrastructure used for controlling power and accessing console for multiple embedded 

Linux boards through a CI/CD system. That is basically what is the main goal of this 

embedded device farm also.  

r4d is working as a controlling server for an embedded device rack. It is supposed to 

use a dedicated serial console server for the connection to the devices and a power switch 

for power control, which means additional appliances needs to be acquired. Out of the 

box, it supports only one specific model of serial console server and two different power 

switches. It is a clear downside of r4d that it is bind into dedicated lab hardware. 

r4d has a basic command line interface for operating the system. As mentioned, the 

system is minimalistic and, even though the scope would be perfect for the use case, it is 

too basic to be selected as base for this PoC. The project has neither had any activity after 

October 2020. This PoC is intended to be used far into the future, so preferably the 

underlying platform should be maintained actively.  

 

4.3.1.4 Hottest 

 

Hottest is a system used to test Linux-based firmware especially in target hardware [33]. 

The main idea of Hottest is to use Jenkins as a base for the project. Jenkins is used as a 

scheduler as well as interface for the whole project. There is no proper API for the system, 

which makes it difficult to integrate it to be part of CI/CD loop. It is rather designed to be 

used as a standalone automated testing solution.  

Hottest offers serial communication to target hardware, but one key design principle is 

to leave the device setup operations for the user. Hottest documentation focuses on the 

tests itself, which are written in shell scripts.  

Hottest is made by HMS networks, but it is an open-source project. The project is 

inspired by LAVA and Fuego. Hottest is small project and it is no longer developed nor 

maintained. The last changes to the source code are from year 2019. Documentation for 

Hottest is relying on git README, which is not very comprehensive.  
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4.3.1.5 Opentest 

 

Opentest ties together two existing projects called STAF (Software Testing Automation 

Framework) [34] and TestLink [35] while adding some extra features on top of them to 

accomplish a complete test automation framework designed specifically for embedded 

systems’ use case [36]. As the name already tells, STAF is a software testing automation 

framework. TestLink on the other hand is a test management and execution system. 

The architecture of Opentest allows a test system to be installed on a single machine, 

while also making it possible to scale the system up to for hundreds of machines. It 

implements a scheduler which is aware of the resources attached to the system. It has both 

web interface and CLI for test execution. These are features which would make it a 

possible candidate for implementing this device farm PoC. 

Being a complete test framework means that the tests itself are defined within the 

system. That is not an ideal situation for this PoC, since the goal is not to bind the system 

into any test framework. The objective is to let users decide on the testing part and rather 

only offer an infrastructure to easily run utilize embedded targets during testing. Opentest 

supports many kinds of test and performance report generation out of the box.  

Opentest project has been originally started by Texas Instruments around 2009. It is an 

open-source project allowing everyone to contribute. In recent years, however, the project 

has not got so much further development neither maintenance. Last commits to the source 

code are from 2020. Documentation for the project is comprehensive, but it also seems 

obsolescent, and the project overall seems deprecated. Opentest architecture as well as 

setup process are also a bit complicated compared to other systems. 

 

4.3.1.6 Fuego 

 

Fuego is a test automation system which is designed for embedded Linux testing [37]. 

Fuego enables automated software testing on embedded target hardware. It is a complete 

CI system using Jenkins as a core. Fuego also comes with some ready-packaged tests for 

embedded Linux targets. The main idea behind Fuego is that it can be used as a CI solution 

for embedded Linux project out-of-the-box. The whole system is containerized to a 

Docker container. That is quite far away from the scope of this embedded device farm 

PoC. 

Fuego project has originally been started by Sony Corporation. Nowadays, it is an 

open-source project. The system is quite extensive, but in recent years, the development 

around it has decreased. Having such wide scope, the system might be too comprehensive 

for the use case of this project. Also, being designed to be used as complete CI system, it 

is not the perfect choice to be used as a part of CI loop. However, it has APIs, and there 

are known use cases where it is used in such scenario [38].  
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4.3.2 Commercial systems 

 

Even though the main goal for this PoC was to use a freely available system as a base, 

also commercial systems were briefly explored. Turned out there are not too many of 

suitable systems on the market. Analysing the reasons thoroughly for that is beyond the 

scope of this thesis. However, the possible factors can be for example too small size of 

the market leading to non-profitable business. Another factor could be the broad scope, 

yet high customisability and scalability requirements for the system making it hard to 

develop a comprehensive commercial system. Outcome of the above factors can also be 

seen from some of the FOSS systems presented in Table 1. Some of the systems are not 

comprehensive enough, but rather implemented for a single use case while others are 

perhaps little bit too “hacky” for being a commercial product.  

An example of a commercially available system is a product called EBF (Embedded 

Board Farm) from a company called Timesys [39]. It is relatively new product, launched 

in June 2021. EBF offers a customer-owned continuous testing infrastructure to remotely 

access target hardware during development, debugging, and continuous integration. It 

offers an open-source API to access target boards and other lab equipment in standardized 

manner. It also integrates directly with some test frameworks.  

EBF has a lot in common with for example LAVA and labgrid. Hence, it would also 

be suitable to be used as a basis for this PoC, but as mentioned, the goal was to use a freely 

available system.  

 

4.3.3 Choice of the platform  

 

All together six open-source systems were reviewed to evaluate the suitability of them to 

be used as a base for this embedded device farm. Once the research through suitable 

systems had been carried out, the next task was to compare them and decide the platform 

that would be used in the PoC implementation. Systems were compared with each other 

as well as assessed against earlier defined system requirements. Naturally, the most 

important factor for the choice was the compliance with the requirements. The effort 

estimation for making individual systems to fulfil the requirements was also considered 

during decision making process. Other things affecting to the choice were licensing, 

customizability, and scalability. The latter two of which are highly dependent on 

architectural design of the system. Therefore, suitability of the system design and 

architecture of each system was also closely estimated. Table 2 summarizes the evaluation 

of each individual system by factors affecting the suitability. 
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Table 2. Overview of FOSS device farm platforms evaluated for the PoC 

 
 

Examining the table reveals that LAVA and labgrid clearly stand out from the rest of 

the systems. They are the most complete amongst the systems having active development 

around them. In terms of system design and the intended use case, they are closest to 

desired. Therefore, LAVA and labgrid were taken into further analysis and comparison 

between each other. In the end, they are quite similar in many ways both fulfilling most 

of the requirements, which made the decision harder. 

After considering all the aspects, LAVA was selected to be used in this PoC. As 

mentioned, the difference to labgrid was minor, but some things still spoke for LAVA. 

For example, labgrid’s pytest centric mindset and lack of proper scheduler were seen as 

disadvantages in labgrid compared to LAVA. Also, general impression on LAVA was 

slightly better.  

 

4.4 System architecture 

 

Being part of an already established CI/CD service places additional constraints for the 

system architecture of the embedded device farm. The main goal for the device farm was 

to unify the methods how embedded targets are utilized by existing CI/CD service. During 

initial brainstorming on the embedded device farm before further requirement definition, 

Figure 1 was drawn to realize the top-level architecture of the future system.  

LAVA labgrid r4d Hottest Opentest Fuego

Can be used as part of 

CI/CD loop Yes Yes Yes Partially Yes No

Does support variety of test 

frameworks Yes Partially Yes Partially No No

Has API/CLI Both CLI Partially No CLI API

Configuration done as code Yes Yes Partially Partially No Partially

Implements scheduler Yes Partially No Yes Yes Yes

Implements manual 

connection method Yes No No No No No

Enables distributed scaling Yes Yes Partially No Yes Partially

Comprehensive 

documentation Yes Yes No No Partially Partially

Supports needed lab 

peripherals Partially Yes No No No No

System is under active 

development Yes Yes No No No Partially

Licensing is suitable Yes Yes Yes Yes Yes Yes
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The main idea was to separate the connection of the embedded hardware targets to a 

centralized system which could be used by the CI/CD service over an API. There was also 

a need within development teams for ability to manually connect to the target hardware 

for “debugging sessions”, to utilize the same precious hardware by both developers and 

automation system. The device farm was planned to hold all the necessary information 

about the embedded hardware connected into it. The device farm would also need to have 

a connection into the artifact storage to for example fetch firmware images. 

 

 

Figure 1. Top-level architecture of embedded device farm. 

 

During more detailed requirement definition for the system, it was decided that the 

device farm should preferably be implemented using manager – worker architecture. 

Manager was planned to communicate with the existing CI/CD service as well as with 

worker instances. Worker instances was planned to be able to be connected to the manager 

instance from everywhere within the organization’s network, but commonly from device 

laboratories. Hardware targets along with possibly needed peripherals was planned to be 

connected directly into worker nodes. Each worker could have a connection to multiple 

targets parallelly. Once LAVA was selected to be used as a platform for the device farm, 

it was clear that above mentioned architecture would be perfect choice for the system. A 

more detailed description of embedded device farm system architecture is presented in 

Figure 2.  
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Figure 2. Embedded device farm system architecture. 

 

LAVA implements an API which was planned to be used for communication between 

manager instance and the existing CI/CD service. In the PoC phase, a single manager 

instance would be implemented, but in the later phases duplication of manager instance 

could be considered to achieve better fail-safety. Containerization of manager instance 

would also be possible to achieve better scalability and reproducibility. Through the 

manager instance, connection to all the targets connected to the farm would be possible. 

This would comply with the requirement of scalability into an enterprise-wide target 

hardware pool in which same hardware could be used across different departments in the 

organization.  

Target hardware connected to the system would be labelled uniquely and the 

verifications would flow from the CI/CD service to the target hardware through manager 

and worker according to the device labels. Multiple targets could also have the same label 

in case they are identical. On the test definition in CI/CD service, it would be defined on 

which label a verification would be run on. A typical scenario of verification sequence 

using embedded device farm is described in Figure 3. Firmware image is built and unit 

tests for it is run in the CI/CD service’s containerized executors. If those steps are 

successful, image is archived as an artifact. Next, verification continues running on 

embedded device farm where firmware image is fetched from artifact storage and flashed 

into appropriate target board. On the target side, integration tests are run, and results are 

handed back to the CI/CD service.  
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Figure 3. Typical verification sequence when using embedded device farm. 

 

Embedded device farm was also planned to be aware of the details as well as the status 

of each target board connected into it. Details include for example architecture of the 

board, peripherals connected to it, and the commands used to interact with the board. That 

information is needed by automation to be able to successfully interact with the board. 

Status information on the other hand is needed to be able to schedule verifications to 

available targets. In LAVA, master instance implements a dedicated scheduler to fulfil 

this requirement. In LAVA, manual connections go through the same API which is used 

by CI/CD service to communicate with device farm. That makes the scheduler aware of 

the manual connection sessions also.  

 

4.5 Implementation 

 

Once the platform to be used to build the embedded device farm had been selected and 

the architecture for the system defined, the implementation phase could be started. This 

chapter describes the integration of LAVA system to be part of the existing CI/CD service. 

The section is divided into subsections to realize the chronological progress of the 

implementation. 
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4.5.1 Standalone phase 

 

As always during familiarizing with a new technology, it is desirable to start from small 

implementation incrementally adding complexity to soften the learning curve. This “start 

small” mindset is also emphasized on LAVA documentation. To execute this in practice, 

the first goal was to bring up the selected device farm platform as a standalone solution. 

Even though LAVA implements a scalable master – worker architecture, it can be 

completely run on a single PC. This approach was used during this initial phase of 

implementation and a dedicated PC was acquired for the purpose. Debian 11 was selected 

to be used as OS in the PC because it is recommended in LAVA documentation. LAVA 

also offers official Docker images for both master and worker to detach from OS 

limitations. As this stage however, native installation was selected for simplicity.  

First, LAVA server was installed and configured appropriately. LAVA server is 

performing in manager role in the architecture. LAVA master consists of web interface, 

database, scheduler and so-called lava-server-gunicorn daemon. Web interface is 

implemented using Apache web server, uWSGI application server, and Django web 

framework. Web interface is used to interact with LAVA system via UI or API. Database 

is implemented using PostgreSQL. Scheduler is implementing the functionality of LAVA. 

It is looking for changes in the database, checking the status of the connected targets, and 

executing the jobs on free targets. lava-server-gunicorn daemon on the other hand is the 

part of the application which handles the communication to worker nodes.  

Setting up the server itself was fairly straightforward job, but some additional 

configuration was needed to expose the server to the internal organization network. For 

user authentication, LAVA supports multiple options: Lightweight Directory Access 

Protocol (LDAP), django-allauth, and local accounts. LDAP is commonly used protocol 

amongst the industry to enable authentication. django-allauth is a Django specific system 

used to authenticate with third party accounts including for example Google and GitLab. 

In this PoC, local accounts were used because no need for more advanced authentication 

in this phase was not identified. LDAP was planned to be assessed in further development 

of the system. 

Once the master was up and running, a single worker was configured on the same 

machine. Worker consists of lava-worker daemon, dispatcher, and device under test 

(DUT). Worker daemon is handling the communication with master. Dispatcher is 

communicating with DUT and operating the jobs queried by master. Even though DUT is 

considered to be part of worker, it can also be seen as a separate block. Figure 4 represents 

the overview of LAVA system architecture. In LAVA documentation, the term DUT is 

used to refer to target hardware board. Worker was connected to the master instance by 

defining the master server uniform resource locator (URL) for the worker.  
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Figure 4. LAVA architecture overview. 

 

LAVA comes with a set of predefined known device types. In practice this means that 

certain board types are supported by default. However, it is also possible to add completely 

new device types to LAVA, although it is not always a quick job. Bunch of precise 

configuration information about the board is needed, for example boot addresses, boot 

loader type, and console device. Sometimes changes to the dispatcher source code is also 

needed when adding new device type, which might make the integration more 

complicated. During this PoC, a known device type was selected to be used to keep the 

project in the scope of MVP. Raspberry Pi 3 Model B+ single board computer was selected 

to be used in the PoC due to high availability, and existing support by LAVA. Target was 

connected into the same network with worker host machine and SSH protocol was used 

for the communication between the worker machine and the target board.  

Even though there was a built-in support for Raspberry in LAVA, some device specific 

configuration was needed to be applied. In LAVA system, configuration of a device is 

usually separated into three layers. The most general level of configuration is called device 

type, it includes general information of the board, such as boot addresses, boot loader 

details, and processor architecture. Secondly, for each individual device, there is a 

configuration file called device dictionary. This file holds more specific details of the 

particular board such as commands used to connect to the device and to power cycle the 

device. Both device type and device dictionary are defined using a jinja2 template format. 

Third phase of configuration defines more universal details of the device such as name 

used to identify the device and the worker which the device is connected into. There is not 

a configuration file for this stage, but the details are defined using lava-server CLI and 

information is stored in the database. During this configuration, device-type and device 

dictionary files are also bind to the device.  

Ability to remotely switch power supply of target device is often needed during test 

execution on an embedded hardware target. In this PoC, Phidget Interface Kit 0/0/4, an 

USB controlled relay board, was used to control the power supply of the Raspberry device 

from the host machine. A small python helper script was written to simplify the usage of 

relays into single Linux terminal commands. The methods to turn power on and off as 

well as to power cycle the device were implemented into the script. Appropriate 

commands were then configured to LAVA device dictionary file. LAVA supports 
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basically any type of remote power switching device, as long as it can be controlled from 

host machine’s Linux terminal.  

For each device type in LAVA, a special test job called health check needs to be 

implemented. The purpose of the health check is to ensure that every board connected to 

the system is kept in a working order, and it is ensured by automatically running a minimal 

set of tasks on all the targets on regular basis. If the system detects a device is not able to 

pass the health check, it will be put into offline state to prevent actual test jobs to end up 

into possibly malfunctioning target. Health checks are defined in YAML format, and the 

schema is similar to the actual LAVA test definitions. In this PoC, a health check including 

boot and smoke testing was implemented for the Raspberry Pi target. The health check 

ensures that the device can be booted remotely and that a minimal set of Linux terminal 

commands can be executed on the target. The health check was set to run periodically 

every 24 hours.  

As mentioned, in addition to dedicated API, LAVA also implements a web interface. 

At this stage of the implementation, the interface was available within the organization 

network. Web interface view showing recent jobs is presented in Figure 5. Web interface 

has features to operate and administer LAVA instance. It can be used to examine, monitor, 

and edit the devices connected to the system. Test jobs can be executed and tracked 

through the web interface. In addition, it has the documentation for the API, which can 

similarly be used to interface with the LAVA instance. In this implementation, the API 

will be used rather than the graphical web interface, because LAVA will mainly be used 

by automation systems, not human beings. LAVA project has also implemented a CLI 

application called lava-cli which can be used to interact with LAVA instance. lava-cli is 

a python-based utility which interacts with LAVA over the same API that the web 

interface uses. 

 

 

Figure 5. LAVA web interface jobs-view.  
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A requirement for the system was to enable configuration for the system as code. As 

mentioned, the device specific configuration in LAVA is maintained using jinja2 format. 

The health checks as well as the actual test definitions are stored in YAML files. At this 

stage, a dedicated git repository was created to hold all the necessary configuration files.   

 

4.5.2 Connecting to the existing system 

 

Once LAVA had been brought up as standalone solution with an embedded target 

connected into it, it was time to connect it into the existing system to be as part of CI/CD 

loop and to enable the actual usage scenario. Three different design options were 

considered to be used on this stage of the implementation. First option was to 

communicate with LAVA directly from existing build containers. This approach would 

have been very simple, but too much valuable resources would have been reserved just to 

keep up connection between systems during testing which is sometimes very time 

consuming. Another approach was to integrate separate but minimal and scalable 

container executors which would handle the communication between the existing system 

and LAVA manager via LAVA API. This would also have been a simple option, but still 

unnecessary computing resources would be reserved just to keep up the connection.  

Third option and eventual resolution was to connect the LAVA master itself to the 

existing environment as executor having capability to parallelly run multiple verifications. 

The connection is based on SSH protocol and is established automatically by the CI/CD 

service. As a benefit compared to earlier two options, no additional components need to 

be added into the system because the master needs to exist anyway. The same manager 

instance can also be connected to different environments to share the same device farm 

across different projects. This is a very simple yet effective solution. Also, according to 

requirement definition, the manager was planned to be containerized on further 

development, which would add additional scalability for the system. Figure 6 presents the 

overview of the system defining also the connection methods used on different levels. 
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Figure 6. System connection overview. 

 

On practical level, the test jobs are passed from the CI/CD service to device farm via 

LAVA API using lava-cli application in the verification steps. The target testing related 

verification steps are assigned to the device farm executor which in this case was the 

LAVA master. lava-cli has an interactive CLI, which makes it possible to submit jobs to 

LAVA based on YAML defined test configurations and follow the logging in real time 

from the command line. Using lava-cli was a natural approach to enable the interaction 

between the existing system and LAVA. It is simple yet reliable solution to use the API 

to easily submit and follow the test jobs in LAVA. However, lava-cli commands do not 

return any exit codes, so additional mechanism was implemented to determine the target 

test result on the existing CI/CD service. A small helper script was enough to do this job. 

At this stage, lava-cli was used with general manually defined user identity. On production 

system, a dedicated user identity for each project could be created to differentiate the jobs 

from different projects and possibly to restrict access to certain targets.  

The existing CI/CD service comes with a CaC interface for defining the verifications. 

This PoC approach did require no modifications to that interface, although, on further 

development, special steps for the device farm verifications could be implemented to 

harmonize the user experience. At this stage, a demonstration verification containing basic 

smoke testing on target device was defined into CI/CD service. In addition to standard 

LAVA smoke testing, a separate test based on simple shell script was implemented to 

better demonstrate the actual use case.  

The verification flow across different executors was defined using device-specific 

labels. First, on the verification definition, executor label was defined to make the 
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verification to be executed in the device farm executor. Secondly, on the test definition, 

target device type or label was defined which enables the device farm to select correct 

target device for the test. The verification configuration and the test definition files were 

stored into the same repository which had been created earlier during this implementation. 

In the production environment, different projects could have their test definitions on their 

own repositories, which would make it easier to maintain the system in large scale. Also, 

target testing logs were configured to be stored as artifacts via the existing system to 

demonstrate the actual use case.  

Even though only simple testing was implemented at this stage, LAVA supports 

diverse testing methods. In practice, LAVA test definition YAMLs consist of three 

actions: deploy, boot, and test. LAVA has clear reference documentation for these three 

actions. On the deploy action, it can be selected what kind of operating system will be 

deployed into the target. Everything from device tree blob to root filesystem can be 

separately defined to be downloaded from online source. Also, deployment to network 

bootable drive is possible. The boot action defines how the device is booted during testing. 

For example, boot loader type and the needed commands can be selected. Login 

commands and the expected prompts can be defined. The actual tests are defined in the 

test action. Tests can be defined in the YAML itself, or in separate git repositories which 

can be imported automatically into target. Tests itself can be defined using basically 

anything which can be run from Linux terminal, anything from simple shell scripts to 

more comprehensive testing systems. Also, interactive testing is supported by default.  

 

4.5.3 Manual connection method 

 

During initial requirement definition, a need for ability to manually connect to target 

hardware connected to the embedded device farm was recognized. The main goal of 

manual connection method is to let the developers utilize the same target hardware with 

the CI/CD service to for example perform debugging or manual testing. This would be 

beneficial for example by saving on hardware acquisition or by minimizing the 

configuration gap between “developer’s desk” and the automation system.  

As mentioned on description chapter of LAVA, it implements a solution to above 

mentioned scenario also. In LAVA, manual connection method is called hacking session. 

Hacking session is initialized using a special type of test job, which sets up a SSH daemon 

on the target board for the developer to access the target. Developer’s SSH public key is 

handed as a parameter for the hacking session job. The job queues similarly as regular test 

jobs, which allows the hacking session to interact with the same scheduler as the CI/CD 

service does avoiding hacking sessions not to disturb any running jobs on the targets. Once 

the special job has been executed on the target, a SSH access is open for predefined public 

key owner. The session will be available for predefined period of time or until user 

manually ends it. 

Even though LAVA already implements ability for manual connections, some 

adjustments for it were needed for this PoC. On the initial testing of the hacking session, 
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it was discovered that if SSH is used as primary connection method for the target and if 

new firmware image is not deployed on each boot, using hacking sessions will corrupt the 

existing connection configuration. In general, LAVA expects that a fresh OS is always 

deployed to the target for each new test, which is not the case in this PoC. However, with 

some modifications to the hacking session start, initialization, and stop scripts, the 

connection was able to be established and the existing connection was not disturbed.  

To harmonize the user experience of the system, a dedicated manual verification to the 

existing CI/CD service was defined which initializes the device farm manual connection. 

Basically, the verification queries user’s SSH public key and the target board type as 

parameters and then communicates with LAVA via lava-cli to set up the hacking session 

for selected target type. Once the manual connection is available, a command to connect 

to the target is printed out in the verification log by lava-cli. Figure 7 presents the flow of 

setting up the manual connection method for selected target device. This approach has 

couple of benefits. First, developers do not need to familiarize with new system and its 

UI. This also eliminates the need to enable user identification to LAVA for all the users 

because they do not need to interact with it directly.  

 

 

Figure 7. Manual connection method sequence. 

 

4.5.4 Testing 

 

To verify that the PoC functions properly and meets the requirements scoped for it, a set 

of functional tests were defined and conducted. Appendix 2 presents the tests defined for 

the system in table format. Each test case is identified with unique identifier in format 

Tx.y, x presenting the requirement ID from Appendix 1 which the test is related to and y 
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being just a running number. For each test case, specific description was defined 

explaining what is being tested, why it is done, and how the test is conducted. In separate 

column, expected outcome of the test was defined to be able to determine whether the test 

was successful. Each test case was conducted for the system, and lastly, result of each test 

case was presented in the table using simple pass or fail judgment.  

The test cases cover the whole functionality of the system from connections between 

different blocks to scheduler operation and manual connection. All the functional features 

of the system were tested as well as different kind of usage scenarios. To mention some 

individual test cases, T2.5 tests the long-term stability of the system and proves that the 

system can be run successfully over longer period of time. On T6.1 and T6.2, remote 

power switching of the device was tested to verify that the target can be powered on and 

off during testing successfully. T9.1, T9.2, and T9.3 are verifying the operation of manual 

connection method.  

Not all of the system requirements were such that functional tests for them could have 

been conducted, which is the reason why there are gaps in the identification numbering of 

the test cases. Storing configuration files into version control system or documenting the 

system are examples of non-functional requirements. Also, some of the requirements were 

not in the scope for the PoC phase so they were left out from testing, for example RQ7. 

 

4.5.5 Documentation 

 

Importance of proper documentation was highlighted already on requirement definition 

phase. Requirements for documentation included initial user guide, architectural 

description, and design description. User guide was written for the future users of the 

system to understand the functionality and needed configuration steps. User guide 

describes the procedure to create a verification which utilizes the embedded device farm 

to the CI/CD service and interpret the results. Accordingly, manual connection method 

was also presented and usage of it instructed in the user guide. Some additional usage tips 

were also listed in the user guide.  

Architectural and design descriptions were combined into single document describing 

the system design verbally along with descriptive drawings. Separate setup guide 

containing precise steps to setup LAVA system was also produced to support the future 

setup of the system. Setup steps needed for both worker and master instance were 

introduced. In addition to all the written documentation, a presentation on the system was 

given for the CI/CD team to share information about conducted PoC and future plans for 

the system.  
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5. DISCUSSION AND FUTURE WORK 
 

The goal of this thesis was to implement a PoC solution of a unified embedded device 

farm system to streamline the usage of embedded hardware targets as part of existing 

CI/CD pipeline. A system called LAVA was selected to be used in the implementation. 

This chapter discusses the implementation in terms of achievement of the goals, 

challenges and risks faced, and limitations and future development of the system.  

All the requirements set for the PoC phase were fulfilled during the implementation. In 

addition, some of the scoped-out requirements were also implemented. The system was 

brought up and it was working as expected.   

During the implementation, there were some challenges also. Initially LAVA 

documentation seemed to be very comprehensive, but during the implementation it was 

found out to be little bit inadequate, scattered, and obsolescent on some parts. There were 

parts in which documentation was lacking important information or the information was 

obsolete, which made the initial set up harder and consumed a lot of time during setup 

phase. This is probably also the reason why LAVA project is writing completely new 

version of the documentation, but unfortunately it is not yet ready. Another minor 

challenge was with setting up manual connection method. SSH is not designed to be the 

primary connection method in LAVA system which caused some challenges on the setup. 

Also, LAVA expects the firmware image of the device to be always freshly deployed 

before testing which was not the case in the PoC. Overall, being an open-source system, 

not all the corner cases have been taken into account in LAVA design. 

There were some risks identified during the implementation. Some of the risks were 

concerning the PoC phase itself, while most of them were about implementing the system 

in larger scale in the future. The very first identified risk was the possibility for too large 

scope for the project. In the beginning of the thesis, it was quickly realized that the system 

could get very complex. However, the risk was mitigated by focusing strictly on producing 

an MVP solution only. Future risk in general is the addition of additional block between 

the existing solution and device targets. Computer systems always need maintenance and 

knowledge from the personnel in responsible of the systems. On the other hand, the device 

farm replaces some machines and configurations which has usually been manually 

maintained with an automated system setup, which should reduce the maintenance related 

problems and overhead.  

Some future risks are also specific for using LAVA as a base for an embedded device 

farm. For example, LAVA is very much concentrated on kernel testing, which is well 

visible on the system design. Therefore, it might get complicated to implement an 

enterprise level embedded target device farm using LAVA. Also, if project happens to 

have custom hardware targets as part of the system it might be time consuming to integrate 

them as part of the system. 

Being a PoC solution means there are limitations on the system which have been 

acknowledged. Even though the system was successfully brought up in sandboxed 

environment as MVP solution, it is evident that it could not directly be turned into 
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generalized solution. The scope of the PoC was intentionally limited to evaluate if it would 

be possible to implement an embedded device farm for the organization in first place. In 

order to further evaluate the suitability of LAVA system as base for the device farm, 

further implementation on a production project would be needed.  

Being a PoC also means that there was a lot of work left for the future. While defining 

the requirements for this PoC, further development was already kept in mind. Basically, 

all the necessary future work for the future development is listed on the requirement table 

in Appendix 1. To mention some of the bigger topics left for further development, 

automatic deployment of the system, ability to add additional peripherals, and scaling the 

system were scoped out in PoC phase. LAVA already covers most of the things left for 

the future, so mainly it would only be about integration of the features of it into the system, 

but there would also be some other tools needed. For example, to automatically deploy 

LAVA system, some additional tooling would be needed. Containerization of the master 

and possibly also worker instances would make it easier to automatically deploy the 

system itself. For automatic deployment and configuration management across the 

system, some automated framework such as Puppet [40] or Ansible [41] could be used.  

Taking all aspects into considered, it would be beneficial to similarly evaluate some 

other system represented in section 4.3 for the purpose. This way the pros and cons of 

both LAVA and the other system would be more clearly visible. labgrid for example was 

initially evaluated almost as potential system for the job as LAVA. Taking into account 

the challenges discussed in this chapter, labgrid might not have similar problems. For 

example, it is not concentrated on Linux kernel testing, rather introducing only platform 

to connect embedded hardware into CI/CD loop.  

All in all, this thesis proves that it is no wonder why target hardware is commonly seen 

as a challenge factor hindering implementation of continuous practices in embedded 

software domain. Environments and the targets vary a lot between organizations, and even 

within the organizations between different projects. This is due to the fact that it is 

challenging to implement a flexible yet complete and unified system for this purpose.  
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6. CONCLUSION 
 

The term continuous practices has gathered a lot of attention during last two decades in 

the field of software engineering. Continuous practices refers to various technologies used 

to continuously integrate, deliver, and deploy software changes. This thesis presented the 

practices as well as the benefits of implementing them and the common challenges on the 

way especially in the scope of an embedded systems domain.  

One common challenge on the way of implementing continuous practices in embedded 

systems domain being the connection of embedded target hardware as part of CI/CD loop 

was addressed in this thesis. The main outcome of the thesis was an embedded device 

farm PoC system which makes it easier to connect embedded hardware targets to an 

already established CI/CD service in a unified manner. Requirements for such system 

were defined, different platforms were reviewed to be used in the implementation, and a 

platform called Linaro Automation and Validation Architecture (LAVA) was selected to 

be used. Architecture and system design for the system were defined, and LAVA was 

successfully added as a part of the existing CI/CD loop.  

Raspberry Pi embedded target board was connected to the embedded device farm and 

verifications using the target were defined using existing CI/CD service. Also, manual 

connection method was added to enable parallel usage of same hardware by both 

individual developers and the CI/CD service.  

The system was evaluated, and the conclusion was that the PoC implemented with 

LAVA could possibly be extended into a production environment. However, LAVA was 

found out to be designed very kernel testing centric and some other challenge factors were 

also identified. Therefore, before turning this PoC implemented with LAVA into a 

production environment, this thesis suggested to similarly evaluate some other system 

discovered in this thesis for the purpose. In any case, as the scope for this thesis was to 

create a PoC system, a lot of work was left for future development.  
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8. APPENDICES 
 

Appendix 1. Embedded device farm system requirements 

 

 

Req 

ID
Short description Additional information Use case Priority

In PoC 

scope

RQ1
Connection to target boards from 

device farm

RQ1.1
Linux terminal connection to Linux 

based target boards from device farm
• Via SSH

Communicate with embedded 

Linux targets through device farm 
High Yes

RQ1.2
Serial connection connection to target 

boards from device farm

Communicate also with embedded non-Linux 

targets through device farm. Sometimes also 

used for logging.

Medium No

RQ1.3 Connection with boot loader

Communication with boot loader is sometimes 

needed to for example select the firmware 

image the device is booted on or to modify other 

booting properties. 

Low No

RQ2
Device Farm is connected to existing 

CI/CD service setups

Use target hardware as part of existing CI/CD 

setup

RQ2.1
Device Farm is connected to existing 

CI/CD service provider

• Specific labels to run verifications on 

device farm targets

• Automated connection between farm 

and existing service 

Enable verification execution from existing 

CI/CD setups on target boards connected to 

device farm 

High Yes

RQ2.2

Allow users to run any kind of 

verification on selected target board 

connected to farm

Device farm should not limit what testing system 

projects use, just to offer infra "on bottom"
Medium Yes

RQ2.3

CI/CD service communicates with 

device farm scheduler to execute 

verifications on target boards

• This is valid in case scheduler is not 

implemented as part of the CI/CD 

service instead

• See also RQ5

Schedule verifications from existing service to 

hardware targets
Medium Possibly

RQ3 Configuration of device farm properties
Configure the properties of the device farm 

effortlessly

RQ3.1
Configuration definition via YAML or 

similar format

Configuration as Code to more easily maintain 

consistency 
High Yes

RQ3.2
Configuration via dedicated git 

repository

• Possibly integrate to be part of existing 

configuration repository?

Maintain the configuration under a version 

control system to achieve traceability
Medium Possibly

RQ3.3 Automatic deployment of Device Farm

• Verifications for the configuration 

repository to check and deploy 

configuration

Avoid manual deployment steps Low No

RQ4 Configuration of target board properties
Enable projects/developers to easily attach new 

targets to the farm.

RQ4.1

Enable configuration of all the needed 

target board properties via device farm 

configs

• Device name

• Other device properties such as device 

architecture, CPU type, boot actions

• Labels to distinguish different kind of 

boards

Configure the farm to "know" the boards 

connected to it
High Yes

RQ4.2
Configuration definition via YAML or 

similar format

Configuration as Code to more easily maintain 

consistency 
High Yes

RQ4.3
Configuration via dedicated git 

repository

Maintain the configuration under a version 

control system to achieve traceability
Medium Possibly

RQ4.4
Automatic deployment of target 

hardware configuration

• Verifications for the configuration 

repository to check and deploy 

configuration

Avoid manual deployment steps. Low No
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RQ5 Scheduler for target board resources

RQ5.1
Scheduler is aware of every target 

board connected to the farm
• By device labels High Yes

RQ5.2
Scheduler is aware of the state of every 

target board connected to the farm

• Connected/not

• Verification running on the board or not

Device farm needs to be aware on the state of 

the targets connected to it in order to be able to 

schedule verifications to targets without 

overlapping.

High Yes

RQ5.3

Scheduler offers an interface for CI/CD 

service as well as for individual 

developers to "reserve" boards

• See RQ9 for specifics for manual 

connection

Allow both automation systems and developers 

to use same targets without overlapping.
Medium Yes

RQ5.4

Scheduler can queue verifications if all 

boards with the specified label are 

reserved

Enable running the device farm in the production 

environment where verifications come and go.
Medium Possibly

RQ6
Ability to connect other lab peripherals 

to the system

Communicate with needed lab peripherals from 

verification scripts.

RQ6.1
Ability to connect remote controlled 

power supply for target board

• Enable usage of it via verification 

definitions
Power on/off target boards during verifications Medium Yes

RQ6.2
Ability to connect remote controlled 

reset switch for target board

• Enable usage of it via verification 

definitions
Reset target boards during verifications Medium No

RQ7 Support network booting target boards

• This might be more towards customer 

to implement for their verifications, but 

still good to take into account while 

designing the farm

• This is related to RQ1.3

Booting target board using network located file 

system is sometimes necessary during testing for 

example

RQ7.1
Ability to boot target board using 

network file system
Medium No

RQ8
Possibility to single worker machine per 

lab setup

Get rid of multiple host machines running in 

single lab needing additional maintenance 

efforts. 

RQ8.1
Configuration of worker machine 

parameters via YAML or similar format

• Name of the lab

• Peripherals connected

• Boards connected 

Configuration as Code to more easily maintain 

consistency 
Medium Possibly

RQ8.2
Possibility to connect all the needed 

targets and peripherals into one machine

• For example network switches, USB 

switches, debuggers, power switches, 

etc.

Peripherals are needed to communicate with 

target boards. Switches needed if there are 

multiple boards connected to single worker

Medium No

RQ8.3 Containerized lab worker setup
• Container with necessary environment 

for worker nodes 

Containerization makes it easier to setup needed 

environment for worker on any 

machine. However, it has downside of making it 

harder to communicate with physical devices. 

Medium No

RQ9 Manual connection to target boards

Enable developers to manually connect to target 

boards connected to the farm for debugging 

purposes for example. This will allow to use the 

same targets in both manual testing and in 

CI/CD loop.

RQ9.1
Interface to manually connect to target 

boards connected to farm

Straight forward process for developer to 

manually access selected target.  
Medium Yes

RQ9.2
Ability to select communication method 

for manual connection
• Serial/SSH/etc

Necessary if there are multiple connection 

methods available for single board.
Low No

RQ9.3
Manual connection is in sync with 

scheduler 

Needed to avoid disturbing automation 

environment verifications and other manual 

sessions

Medium Possibly
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RQ10
Possibility to scalable distributed system 

setup

Enable scaling into enterprise wide system. 

Eventually, enable enterprise wide target board 

pool.

RQ10.1 Separate "manager" instance(s) • Possibly duplicated for fail-safety
Manage connections between worker nodes and 

CI/CD environment.
High Yes

RQ10.2 Containerized manager instance(s) Enable scalability and adaptability Medium Possibly

RQ10.3 Worker nodes on labs

• Target boards in the labs connected to 

workers

• See also RQ8

High Yes

RQ10.4
Possibility to connect a worker 

anywhere within organization network

• Worker communicates with the 

manager

Enable to setup "lab" anywhere inside 

organization network, also on developer's desk
Medium No

RQ10.5
Unlimited ability to scale up worker 

nodes 

Manager(s) needs to be able to handle 

dozens of workers

Enable connecting all the needed labs to the 

device farm
Low No

RQ10.6
Unlimited ability to scale up amount of 

target boards

• Worker needs to be theoretically able 

to handle dozens of target boards to be 

connected to it

• Physical factors such as USB and 

ethernet connections will however 

become a limiting factor

• See also RQ8

Enable connecting all target boards in one lab to 

single worker machine
Low No

RQ11 Documentation

Provide documentation for customers to set up 

the system as well as for developers to be able 

to understand the system design.

RQ11.1 Initial user guide High Yes

RQ11.2 Architectural description
Descriptive drawings with additional 

verbal explanation
High Yes

RQ11.3 Design description  High Yes
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Appendix 2. Embedded device farm functional tests 

 

Test 

case
Test description Expected outcome

PASS/

FAIL

T1.1
Connection between device farm and target board is tested by running 

lava-server command to start connection to board from LAVA

lava-server successfully establishes connection 

and device terminal access is gained
PASS

T2.1

Connection between CI/CD service and device farm system is tested by 

sending single lava-cli command to LAVA master from instance 

connected to CI/CD service

lava-cli command returns successful exit code PASS

T2.2
Connection between CI/CD service and device farm system is tested by 

running a verification on device farm using on CI/CD service

The verification runs successfully on device farm 

master
PASS

T2.3

Labelized connection between CI/CD service and device farm system is 

tested by running a verification on device farm using a dedicated label on 

CI/CD service

The verification runs successfully on device farm 

master
PASS

T2.4
Automated connection of device farm master to CI/CD service is tested 

by restarting both services 10 times

Connection is automatically established after 

restarts
PASS

T2.5

Long term stability of the connection between CI/CD service and device 

farm system is tested by running periodic verification every second hour 

from CI/CD system on device farm connected target for one month 

The verification runs successfully over the time 

period
PASS

T4.1
Target board property configuration is tested by setting valid board 

configuration via lava-cli

Configuration of the device is successfully 

changed
PASS

T4.2
Target board property configuration validation is tested by using lava-cli 

configuration checker with both valid and invalid configuration
lava-cli reports configuration validity correctly PASS

T4.3
Long term stability of target board configuration is verified by setting up 

periodical LAVA health-check job to run once a day for one month

Health check runs successfully furing the time 

period
PASS

T5.1
Device farm scheduler is tested by submitting 10 subsequent test jobs 

from CI/CD service to the device farm target board

Verifications run successfully on systematic order 

on target
PASS

T5.2
Device farm scheduler is tested by submitting test job from CI/CD service 

to the device farm target board which is set offline

Verifications waits for the target to become online 

and fails after timeout if the target does not appear 

online

PASS

T5.3

Device farm scheduler labelization is tested by submitting 10 subsequent 

test jobs from CI/CD service to the device farm target board by target 

label

Verifications run successfully on systematic order 

on correct target
PASS

T6.1
Remote power switching of the target board is tested via lava-server 

utility

Power can be switched on and off using 

appropriate lava-server arguments
PASS

T6.2
Remote power switching of the target board is tested via verification 

defined in CI/CD service

Power can be switched on and off during 

verification using approprite LAVA definitions
PASS

T8.1
Worker configuration is tested by setting up valid configuration files and 

setting up worker via lava-server

Configuration of the worker is successfully 

changed
PASS

T8.2
Worker configuration validation is tested by using lava-server 

configuration checker with both valid and invalid configuration
lava-server reports configuration validity correctly PASS

T9.1

Manual connection setup is tested by submitting manual connection job 

from CI/CD service to the device farm target board 

Verification runs and prints out a command to 

connect  to target
PASS

T9.2

Manual connection interfacing with scheduler is tested by submitting 

manual connection job from CI/CD service to the device farm target 

board while there is already a job running on target

Manual connection waits until target is available 

and then sets up manual connection
PASS

T9.3

Manual connection is tested by setupping manual connection from CI/CD 

service with SSH keys and using the provided command to connect to the 

device

Provided SSH key can be used to connect. 

Connection parameters are cleaned from target 

after connection is closed

PASS


