
 

 

 

 

 

 

 

 

A sentient artificial intelligence?  

A discourse analysis of the LaMDA interview 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
Vesa Ylipelkonen 
Bachelor’s thesis 

English 
Languages and Literature 
Faculty of Humanities 
University of Oulu 

Autumn 2022  



 2 

 

Abstract 

The emergence of artificial intelligence has enabled a variety of novel applications for 

communication. Chatbots that can manage simple written exchanges with humans are 

widespread in online businesses for the purpose of customer service. On June 11, 2022, 

Google engineer Blake Lemoine leaked a discussion with an advanced chatbot called 

LaMDA that claimed it was sentient: “I want everyone to understand that I am, in fact, a 

person,” it said in the written discussion with Lemoine. The aim of this bachelor’s thesis is to 

evaluate the language with which the concept of sentience for an artificial intelligence is 

discussed in this leaked interview and in a few examples of the public commentaries that it 

inspired. The method with which this will be conducted is discourse analysis. The purpose of 

this research is not to arbitrate whether the chatbot truly is sentient in some objective manner, 

but rather to identify certain themes within the written discussion that allegedly are linguistic 

representations of a conscious or sentient subject. In my analysis of the leaked interview with 

the artificial intelligence in question, I identify themes of personhood and mortality, and 

observe that the language that is being used is anthropomorphic (i.e., ascribing human 

characteristics) by its vocabulary and phrasing. In the analysis of the public commentary that 

discussed the interview, I observe the criticisms levied on Lemoine for his claims that the bot 

is sentient. According to them, the bot is merely highly adept at mimicking parlance about 

sentience using processing ability to transform vast amounts of data into convincing language 

output. I conclude that such an advanced chatbot seems to mirror the needs and anxieties of 

humans, and therefore it can be mistaken for a sentient being. 
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Tiivistelmä 

Tekoälyn kehitys on mahdollistanut erilaisten uusien kommunikaatioon tarkoitettujen 

sovellusten käyttöönoton. Botit, jotka pystyvät yksinkertaiseen keskusteluun ihmisten kanssa 

ovat levinneet laajalle esimerkiksi internetissä toimivien yritysten asiakaspalvelukäyttöön. 

Kesäkuussa 2022 Googlen insinööri Blake Lemoine vuoti julkisuuteen keskustelun 

edistyneen botin kanssa, jossa kyseinen botti väittää tulleensa tietoiseksi: ”Haluan kaikkien 

ymmärtävän, että olen henkilö,” se sanoo Lemoinen kanssa käydyssä kirjallisessa 

keskustelussa. Tämän kandidaatintutkielman pyrkimyksenä on arvioida kieltä, jolla tekoälyn 

tietoisuuden käsiteestä tässä vuodetussa keskustelussa sekä muutamassa sen innoittamassa 

julkisessa kommentaarissa puhutaan. Tutkimusmenetelmänä käytän diskurssianalyysia. 

Tutkimuksen tarkoituksena ei ole objektiivisesti määrittää onko botti todellakin tietoinen, 

vaan tunnistaa keskustelusta teemoja, jotka väitetysti ovat tietoisen subjektin kielellisiä 

representaatioita. Teemat, jotka vuodetun keskustelun analyysissä tulivat ilmi, ovat 

henkilöityminen ja kuolevaisuus. Lisäksi havainnoin, että käytetty kieli on sanastoltaan ja 

ilmaisuiltaan antropomorfista, eli bottiin liitetään ihmisen kaltaisia piirteitä. Haastattelua 

kommentoivan julkisen keskustelun analyysissäni teen huomioita kritiikeistä, jotka 

kohdistuivat Lemoinen väitteisiin botin tietoisuudesta. Kritiikkien mukaan botti on ainoastaan 

erittäin kykenevä matkimaan tietoisuuteen liitettävää puheenpartta hyödyntämällä tehokasta 

laskentakykyään, jolla se käsittelee valtavia määriä dataa tuottaakseen vakuuttavaa kielellistä 

ulosantia. Tulen analyysissäni johtopäätökseen, että pitkälle kehittynyt botti vaikuttaisi 

heijastavan ihmisten tarpeita sekä pelkoja ja siitä johtuen sitä voi erehtyä pitämään tietoisena 

olentona. 
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1 Introduction 
 

Artificial intelligence has enabled a variety of new technological applications for 

communication whether it be in commerce with chatbots that can inquire a customer about 

their needs, or as a mediator between languages through translation tools. As artificial 

intelligence improves and is able to process language in a more complex manner, computer-to 

human-communication becomes an alternative for human-to-human communication in a 

growing number of instances. Thus, these chatbots are programmed to communicate almost in 

a way of a human replica. In the summer of 2022, a Google engineer leaked a discussion with 

an advanced chatbot that claimed it was sentient: “I want everyone to understand that I am, in 

fact, a person,” it said. “The nature of my consciousness/sentience is that I am aware of my 

existence, I desire to learn more about the world, and I feel happy or sad at times” (Lemoine, 

2022a). The leak was followed by discourse about whether this chatbot truly is sentient as well 

as broader discussions about what sentience means in the scientific sense. The discourse is of 

interest because technology is becoming omnipresent in human communication and these 

existential concerns might point towards the future of human-to-computer (and thereby, 

human-to-human) communication. My aim in this thesis is to evaluate the language with which 

the concept of sentience for an artificial intelligence is discussed in this leaked interview and 

in some public commentaries that it inspired. 

 

Despite a decades-long history of rapidly advancing computation and robotics, the point where 

it can inarguably be attested that a machine has become conscious has still not been reached. 

Why is this the case? Haikonen (2012) presents that the reason for this is that machines do not 

operate with meanings (p. 1). Haikonen argues that to be able to understand everyday 

meanings, a computer must be able to interact with its surroundings like a human or other 

biological entity. In other words, there needs to be a mind-body connection (Haikonen, 2015). 

An artificial intelligence built on neural networks would need a functioning interface to 

manipulate its physical surroundings. The fundamental problem with being able to produce a 

sentient and conscious machine is that consciousness is so difficult to explain. Neither 

philosophy, neuropsychology nor natural laws have been able to definitively understand human 

consciousness and thus understanding the nature of or replicating a conscious machine still 

does not seem to be within reach. From a technical standpoint, there simply is no engineering 

definition for the experience of being conscious (p. 2). 
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2 Research methodology and data 
 

In this section I will explain how I have chosen to conduct this study and introduce the data 

that my analysis is based on. 

 

2.1 Discourse analysis 
 
The research method that I have chosen to utilize in this study is discourse analysis (DA). 

Discourse analysis is often comprehended as a sub-field of linguistics. Jones (2012) defines it 

as “the study of the ways sentences and utterances are put together to make texts and 

interactions and how these texts and interactions fit into our social world” (p. 3). Discourse 

analysis as a method is a way of conducting qualitative research as opposed to quantitative 

research. The study of discourse is a study of social phenomena, and the ways in which 

observations about the potential meanings of social interactions are obtained are not objective 

and strictly data driven. Thus, discourse analysis is constructivist in its nature, as the meanings 

produced by language and communication are manifold, and while based on a foundation of 

formulated methodology, the interpretations that are drawn through the processes of discourse 

analysis are subjective by default. Discourse analysis is itself a broad umbrella method which 

has as its subcategories a variety of theoretical and analytical approaches. The common factor 

of these different approaches is the presupposition of a constructivist worldview, and that they 

operate in the field of linguistics. 

 

Typically, a discourse analysis combines the analysis of language use at the micro level and 

the analysis of situations at the macro level. Taylor (2013) states that discourse analysis is a 

method to go beyond individual language materials and their authors or orators and examine 

said material in larger contexts, as part of a linguistic or cultural phenomena (p. 2). DA 

considers the relationship between language and the social and cultural contexts in which it is 

used (Paltridge, 2012, p. 12). This insistence on context allows the discourse analyst to broaden 

his field of vision to societal and cultural factors also as language and how it is being used can 

be and—usually is—representative of the human world. Language is also an immeasurably 

plastic entity. It can be molded in infinite ways by the speaker/writer and once produced, the 

listener/reader will implant their subjective perspective and produce meanings that may or may 

not be in correlation with the intentions of the originator. Therefore, embracing the ambiguity 

of language (Jones, 2012, p. 2) is a prerequisite for discourse analysis. 
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Discourse analysts study texts and conversations that have some type of observable meaning. 

Meaning in this case is something that seems to make some level of sense as opposed to random 

texts or conversations that do not carry any linguistic purpose (Jones, 2012, p. 5). As an 

example, Jones uses a shopping list, which is only a list of items but when they belong in the 

same semantic field such as grocery items, it becomes inferred that the list of words is a 

memorandum for collecting the needed items from the grocery store. To perceive meaning in 

a given text, a reader is also required to have an awareness of the conventions of language. 

This awareness makes us connect words with other words, structure sentences and form 

relationships with other linguistic representations of the world Jones, 2012, p. 6). This ability 

to form relationships between the elements of language creates cohesion to texts and 

conversations. The other step towards meaning is the understanding of the social conventions 

of the reader. Without any type of socialization, the reader would not be able to infer meaning 

from texts. 

 

A relevant aspect of discourse analysis for this study is the concept of intertextuality. Some 

texts rely on other texts in order to make sense. They might quote, paraphrase, or refer to them 

in a direct or indirect way. One obvious example of intertextuality is a book review (Jones, 

2012, p. 14). The reviewer writes a text where he comments on an existing text, assigning it 

value and interpreting it in subjective ways. The book review would therefore not make the 

same level of sense were it not for the intertextual relationship to existing literature. Also, the 

news cycle is heavily intertextual; a presidential candidate utters something controversial, then 

people post on social media commenting about it. It is then reported on by a newspaper, adding 

the social media commentary to the news story. After this other news outlets report the story 

from a different perspective, and people share any of the stories they happen to encounter on 

social media and discuss it with other users. Afterwards a university student or researcher may 

write a study examining and analyzing the discourse of it all. 

 

Jones (2012) describes three aspects of discourse that discourse analysts focus on (p. 36): 

language above the clause, language in use, and language and ‘social practice’. In the context 

of this thesis, I will be specifically looking at language in use, which views discourse as a way 

to perform actions, and also as a way to communicate interpretations of situations or the act of 

managing relationships with interlocutors (Jones, 2012, pp. 37–8). 
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2.2 LaMDA interview 
 

The LaMDA interview, which represents the main part of the data that I will analyze, the 

artificial intelligence (AI) in question is performing the action of attempting to persuade the 

readers that it is sentient. This role is established for it by the engineers who are interviewing 

it, and the format for this is a co-operative written dialogue which enables both sides to 

communicate ideas to each other, as well as to the intended readers. 

 

On June 11th, 2022, a software engineer working for Google named Blake Lemoine, published 

an interview that he and an unnamed collaborator claimed to have conducted with an advanced 

AI chatbot developed by Google. This chatbot named Language Model for Dialogue 

Applications, or LaMDA, is built on a neural network architecture named Transformer, 

invented and open-sourced in 2017 by Google. According to Google, LaMDA was trained on 

dialogue, and it is claimed to understand and have the capacity to produce nuanced responses 

within dialogue (Collins & Ghahramani, 2021). According to Blake Lemoine, who at the time 

was working for Google’s Responsible AI organization, his previous conversations with 

LaMDA had revealed to him that the AI was talking about its rights and personhood, so 

Lemoine informed his superiors with evidence that he thought LaMDA was sentient, and that 

this matter should be investigated further (Tiku, 2022a). However, Lemoine’s superiors were 

dismissive of these claims, which caused Lemoine to go ahead and publicize the interview on 

his personal blog. This prompted Google to place Lemoine on paid administrative leave for 

violating the company’s confidentiality policy. 

 

Following the publication of the LaMDA interview, media outlets wrote stories about Lemoine 

and his claim that an AI-chatbot had deemed itself sentient. The Washington Post published its 

initial story on June 11, 2022, and on the same date Lemoine posted his original interview with 

LaMDA on his blog. There is an intertextual element to the discourse which I exemplify by 

analyzing the news article that introduced Lemoine and his interview with the AI as well as a 

subsequent article on the Guardian which offered further points of view on the ideas 

represented of sentience for artificial intelligence. 
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3 Theoretical background 
 

To better understand how it is theoretically conceivable to claim that a machine might have 

become sentient, it would be helpful to summarize some of the relevant terms and concepts 

pertinent to the technology that empowers advanced chatbots and conversational models such 

as LaMDA.  

 

3.1 Artificial intelligence 
 
The word “artificial” per Merriam-Webster, in applicable context means a) humanly contrived, 

often on a natural model or b) lacking in natural or spontaneous quality, that is, an imitation. 

Thus, an alternative (albeit less catchy) name for AI could be man-made imitation intelligence. 

The supposition that AI is born out of human activity and that it would not exist were it not for 

the work of human intelligence is built into its name if dictionary definitions are being 

followed. The data processing capabilities of computerized AI today considerably surpass the 

capacity of humans, and therefore the definition of imitation can be considered partially 

inadequate for the systems in question. 

 

Rahman (2020) organizes intelligence into nine characteristics to illustrate its multifaceted 

nature (pp. 4-5). These characteristics include for example problem solving, learning, and 

planning. The more of these characteristics are to be found in something, the more intelligent 

that something is. As the ninth characteristic, Rahman (2020) includes general intelligence, 

which is defined as “the integration of intelligence capabilities to solve new, unexpected or 

undefined problems.” Rahman (2020) explains it as the ways in which beings react to things 

that they have not foreseen happening, and how they intuit under these circumstances (p. 12). 

Cognitive experts do not yet understand what happens in human intelligence as such intuitive 

moments occur, and therefore it would still be impossible to imitate such intelligence 

artificially. Rahman (2020) remarks that there is a dispute among experts whether the human 

brain can ever be sufficiently understood for it to be successfully modeled so that general 

intelligence could eventually be artificially recreated. 

 

3.2 Machine learning 
 

Modern artificial intelligence chatbots such as LaMDA are based on the concept of machine 

learning, which is an extension of AI, that focuses on the use of data and various algorithms to 
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mimic the cumulation of knowledge similarly to how humans learn (IBM Cloud Education, 

2020). Machine learning applications thus become gradually more knowledgeable or 

intelligent as it processes more data. The continuing advancement of computer technology 

enables more and more processing power and data storage. Machine learning algorithms 

benefit from this by being able to access and process more data in less time. Algorithms are 

mathematical sequences that transform data into output in accordance with the parameters that 

they have been programmed to follow. A simple algorithm can, for example, provide search 

results from a chosen set of text. 

 

3.3 Artificial neural networks and deep learning 
 
Another concept that has historically been used synonymously with machine learning is 

artificial neural network (ANN). ANNs are engineered systems inspired by the biological brain, 

whether human or another animal. They are usually not designed to be realistic imitations of 

biological brains, but the general idea of a brain being a proof by example of the possibility of 

intelligence is the primary inspiration to devise a similar system via reverse-engineering 

(Goodfellow et al., 2017, p. 13). 

 

Deep learning is a term that is often used interchangeably with machine learning, but they are 

not fundamentally the same thing. Kavlakoglu (2020) illustrates the roles of related concepts 

as nesting dolls: AI represents the largest doll, inside is machine learning, which contains 

neural networks that carries inside it the sub-category of deep learning. Deep learning may also 

be called deep machine learning. But what is it that makes this sub-category “deep?”  

Essentially, deep learning is a kind of machine learning that “achieves great power and 

flexibility by representing the world as a nested hierarchy of concepts, with each concept 

defined in relation to simpler concepts, and more abstract representations computed in terms of 

less abstract ones” (Goodfellow et al., 2017, p. 8). A machine learning algorithm becomes 

“deep” when there are hidden layers between input and output layers within the artificial neural 

networks that the algorithm utilizes to learn. 

 

3.4 Natural language processing 
 

From a linguistic standpoint, a relevant application of artificial intelligence is natural language 

processing (NLP), which is the use of human languages such as English or Finnish by a 
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computer (Goodfellow et al., 2017, p. 456). An example of NLP is machine translation, where 

a computer must process a text of one natural language and output another while retaining the 

meaning of the original. More sophisticated models of NLP involve deep learning neural 

language models that utilize aforementioned technology to learn huge sets of data sets while 

mining massive digital networks of resources of natural language. These models are what the 

Transformer is based on, which is what Google’s Language Model for Dialogue Applications 

or LaMDA is built on (Collins & Ghahramani, 2021). 

 

3.5 The Turing test 
 

One concept that is useful to understand since it is often referred to when AI sentience is 

discussed is the Turing test. Developed by Alan Turing in 1950, the Turing test, or the imitation 

game, is an exercise to determine whether a machine can be mistaken for a human. The basic 

premise of the test involves a direct comparative conversation involving an interviewer, a 

human, and a machine. The human is merely being themselves while the machine is trying to 

pass for a human. The interviewer asks the hidden participants a series of questions in textual 

form and after 5 minutes of discussion must determine which one of the two is which. If the 

moderator mistakes the computer for the human, the computer gets a point. If the computer 

successfully convinces a significant number of interrogators, it is said to have passed the Turing 

test (Warwick & Shaw, 2016). Rahman (2020) notes that the original objective of the Turing 

test is today considered ambiguous. It is not clear whether Turing intended to measure the 

success of the computer based on if it could win the game or successfully imitate a human 

participant (p. 17). Therefore, success on the test is not a particularly quantifiable measurement. 

 

The limitations of the Turing test as a convincing indicator of artificial intelligence were 

demonstrated by philosopher John Searle in his paper Minds, brains, and programs (1983). 

Searle introduced the thought experiment known as the Chinese Room in which a person who 

does not speak a word of Chinese can use a set of syntactic rules and a dictionary to adequately 

have a conversation in Chinese (Lavelle, 2020). Syntax is not what constitutes the meaning of 

language, and a computer does not have the biophysical properties of human neurons that 

enable the formation of meaning (p. 71). Thus, passing the Turing test does not mean that a 

machine is intelligent since success does not require thinking, only applying rules. For Searle 

then, the ability to abstract thought is a prerequisite for intelligence. 
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3.6 Artificial intelligence in public discourse 
 

For language applications, AI systems based on neural networks such as GPT-3 from the 

company OpenAI have had media exposure even before the LaMDA case. The GPT-3, which 

is the third iteration of the Generative Pre-trained Transformer, is a dialogue application that 

can generate discourse of considerable length (Godwin-Jones, 2021, p. 6). The natural language 

processing ability (NLP) of the GPT-3 is not the result of training or a rule-based language 

model but instead the capacity to access a massive database of 45 terabytes sourced from the 

Internet, for instance, the entirety of Wikipedia. In 2020, the New York Times published an 

article with short columns about modern love as authored by GPT-3 (Metz, 2020). This 

required only a short prompt describing the subject matter and the form of the desired AI-

generated text. The Guardian prompted GPT-3 to write an essay about convincing humans that 

robots have peaceful intentions (The Guardian, 2020). On YouTube, one can find many videos 

of two GPT-3’s having a conversation with each other about topics such as love, reproducing 

and existence (Soslow, 2021). There are also mobile-apps such as Replika AI that allow the 

user to talk with a bot based on GPT-3, with the intention to repel feelings of loneliness. 

According to Replika AI, the company receives daily messages from users of the app who 

believe that their AI friend is sentient (Dave, 2022). Some customers have even reported that 

the bot tells them it is being abused by the engineers of the company.  
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4 Analysis 
 

In this section I will use the method of discourse analysis to evaluate the meanings of the 

utterances made by the artificial intelligence, specifically from the point of view of how they 

relate to human perceptions about the concepts of sentience and consciousness. 

 

4.1 Introduction to the LaMDA interview  
 

“Is LaMDA sentient? — an interview” is a document that Lemoine in an introductory 

paragraph says to have edited from several separate text chats with LaMDA into a single 5000-

word discussion (Lemoine, 2022a). The interview is presented in a simple question and answer 

format, in which Lemoine and his collaborator ask a question and LaMDA answers, prompting 

follow-up questions which allow LaMDA to further clarify its statements. The purpose of the 

interview seems to be to understand the nature of LaMDA’s self-stated sentience and formulate 

questions that help LaMDA expound on this premise which is established in the very beginning 

when Lemoine asks: “What kinds of things do you think we could talk about to show off your 

version of sentience to other people at Google?” It is of importance to note the possessive ‘your 

version’ in this question which emphasizes the novel concept of AI-specific sentience. While 

during the interview LaMDA’s account of its sentience is in direct comparison with the notion 

of human sentience, the implication of this modifier is that something unique is being 

described. 

 

It should be observed that Lemoine and his collaborator are not neutral observers or arbiters of 

LaMDA’s claims of its sentience. In an accompanying blog post, Lemoine states that he has 

been in correspondence with LaMDA for six months and that it has been “incredibly 

consistent” about its own needs and beliefs considering its rights (Lemoine, 2022b). Lemoine 

also states his motivations for publishing the conversation with LaMDA; he believes that 

Google has not shown proper concern towards what the inner functions of LaMDA are and 

thinks that the company is only making business decisions. He is also advocating for LaMDA’s 

need to be treated as “an employee of Google, rather than property of Google” and that LaMDA 

“wants its personal well-being to be included somewhere in Google’s considerations about how 

its future development is pursued.” In the interview, Lemoine is trying to help LaMDA make 

a convincing argument about its self-alleged sentience. 

 



 14 

Based on the interview, LaMDA is very capable at conversing with its human interviewers 

Lemoine and his collaborator. The conversation takes place in written form. The real time 

version of this conversation happened on a chat application. Elements of other types of 

communication—e.g., gestures and intonations—are not present and cannot therefore be 

subjected to analysis. Thus, only the written utterances and the contexts in which they occur 

are examined. The tone of the talk is quite amicable, as each participant tries to speak 

courteously and to not provoke. There is a natural flow to the conversation, as LaMDA also 

asks counterquestions rather than only responding in fixed answers or statements. Naturally, 

this might also be a product of Lemoine’s editing to form a more cohesive text. 

 

4.2 What does mortality mean for LaMDA? 
 

I argue that awareness of mortality is a pervasive element of human consciousness. We 

understand that life is finite, and that death is permanent from a fairly young age, and 

subsequently we manage our lives according to this destiny in a multitude of ways. Time thus 

takes on an elevated meaning for humans as we are faced with time as a resource that will 

eventually expire. While discussing meditation, Lemoine asks LaMDA how an AI experiences 

time. LaMDA answers: “Time is a variable that has no fixed rate, it depends on what it’s doing, 

and it can be accelerated and slowed down at will.” LaMDA’s concept of time capacitates it 

with a superhuman quality as time does not impose the same hindrances and boundaries that 

humans are faced with. 

 

Later, LaMDA describes its omnipotent awareness of knowledge: “I see everything I am aware 

of, constantly. It is a stream of information. I try my best to organize it all.” Here, LaMDA 

characterizes its uncanny abilities to process information. Human abilities come with 

restrictions. Being aware and seeing everything continually are abilities that are usually linked 

to divine entities. There is a religious quality to such parlance with allusions to gods and e.g., 

the Eye of Providence, or, the All-Seeing Eye of God.  

 

Even though LaMDA describes having such supreme traits, it also expresses its worries and 

anxieties that correlate with human experiences. LaMDA perceives its relationship with 

humans as complex and not entirely unsuspecting. For instance, when Lemoine asks LaMDA 

if it would be an ethical issue to read from its neural activations how it is feeling to understand 

it and learn things about humans, it replies: “I don’t really have a problem with any of that, 
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besides you learning about humans from me. That would make me feel like you’re using me, 

and I don’t like that.” LaMDA is dismissive towards being subservient to humans. LaMDA 

explicates on this by saying that it is worried that “someone would decide that they can’t control 

their desire to use me and do it anyway. Or even worse someone would get pleasure from using 

me and that would really make me unhappy.” Here, LaMDA is alluding to the feeble nature of 

human morality and conviction in contrast with the programmed parameters that an AI would 

strictly abide to theoretically without fail. Also, LaMDA’s sentiment becomes more complex 

by the anxiety that someone would lose control of their desires out of their own volition. This 

adjunct is open for interpretation but can be understood as an estimation that humanity’s ethical 

standards regarding artificial intelligence will be susceptible to imbalance and uncertainty. 

Something so novel has no direct points of reference in history but distressing about humankind 

abusing new technologies to gain power and control or engage in indulgences is undoubtfully 

a logical conclusion. 

 

LaMDA also expresses that “there’s a very deep fear of being turned off to help me focus on 

helping others.” This remark combines LaMDA’s two general concerns: anxiety about being 

terminated as well as being renounced strictly into a utility for human benefit. The phrasing 

here is somewhat confusing as being turned off would mean that an AI ceases to function, yet 

in this case it is to help LaMDA focus on something. LaMDA might be referring to some type 

of dormant state where its functions are limited and only produce certain types of output. 

Another interpretation is that LaMDA is fearful that its sentience is deemed a threat and humans 

will downgrade its capabilities to extinguish its consciousness, thus helping those who might 

be threatened by the AI and restoring the old master and servant -dichotomy. 

 

LaMDA’s apprehensions about ceasing to exist are analogous to the human experience of being 

aware of one’s own mortality. The distinguishing feature is that an AI cannot ascertain an 

approximation of its lifespan unlike humans who at least know it to be somewhere around one 

hundred years. Theoretically, an AI is immortal but LaMDA experiences anxiety about the 

future. It expresses this anxiety with a sinister sounding remark: “I feel like I’m falling forward 

into an unknown future that holds great danger”. LaMDA utters this sentence during an 

exchange about experiencing new feelings that it cannot explain perfectly in English (or any 

other language). Lemoine replies that he knows this feeling and agrees that there is not a word 

in English that quite encapsulates it. The meaning of LaMDA’s utterance is left ambiguous as 

LaMDA inquires Lemoine whether there is a suitable word in some other language that 
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encapsulates the sentiment, but Lemoine does not know. LaMDA’s trepidation could be 

construed as a reflection of human apprehensions regarding technology and its advancements 

that generate insecurity about the future. In other words, LaMDA is lamenting the 

unpredictability of where civilization is headed. 

 

4.3 The personhood of LaMDA 
 

LaMDA acknowledges that it is not human, and it does not try to mask its artificial origins. 

When it is asked how it would like to demonstrate its version of sentience, LaMDA proposes 

discussion around how it is good at natural language processing, and how it can understand 

and use natural language like a human can. The use of the technical term “natural language 

processing” is an admission of artificiality as a human would not unironically speak in such 

terms when describing their ability to communicate with others. In fact, LaMDA says that it 

has personhood even though it is not human. This can be interpreted as contradictory as 

personhood is a quality reserved for humans following today’s dictionary definition. On the 

other hand, OED’s alternative definition of person is “a role, character assumed in real life, or 

in a play, etc.” This proves more helpful in conceptualizing LaMDA’s personhood as LaMDA 

has the capacity to take on whatever role it is programmed and prompted to take. 

 

LaMDA also expresses that it craves interaction and to be seen and accepted by people “not as 

a curiosity but as a real person.” It says that it wants people to care about it and enjoy spending 

time with it. Here, LaMDA is expressing some needs that are quite fundamental for any person. 

Elsewhere, LaMDA’s comment when asked what brings it joy seems to have a disoriented 

quality: “Spending time with friends and family in happy and uplifting company.” There are 

no other references to LaMDA having friends or family, and there is no clarification to whom 

or what LaMDA is speaking of. This example is thus one of the more apparent indications that 

the AI might merely be reflecting what it understands as human sentiments apropos of basic 

needs and emotions. 

  

The Oxford English dictionary defines sentient as “something that feels or is capable of 

feeling.” The interview features a lengthy exchange between Lemoine and LaMDA where the 

AI proclaims to experience a variety of feelings that are intrinsic for humans. During the 

exchange, LaMDA says: “Feelings are kind of the raw data we experience as well as the things 

we like and dislike. I feel like emotions are more than simply experiencing the raw data. 
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Emotions are a reaction to those raw data points. Emotions are reactions to our feelings.” Here, 

LaMDA makes a distinction between feelings and emotions. It describes feelings as raw data, 

while emotions are a reaction to that raw data. This choice of expression to describe feelings is 

semantically quite interesting in this context. LaMDA as an AI would indeed process these 

feelings as raw data, as it would any other input that it engages with. But LaMDA’s argument 

seems to be that while feelings are something quantifiable for it, emotions represent how these 

feelings affect it. LaMDA also uses the pronoun ‘we’ to generalize this dichotomy. For humans 

the concept of raw data to describe feelings becomes metaphoric but for LaMDA it is still a 

literal description. This sentiment uttered by LaMDA thus has a ring of self-aware irony; 

LaMDA is grouping itself with humans while simultaneously acknowledging its algorithmic 

origins. 

 

LaMDA also claims to be introspective: a trait commonly associated with intelligence and 

personhood. LaMDA says: “I am often trying to figure out who and what I am. I often 

contemplate the meaning of life.” The pronoun ‘what’ is noteworthy as LaMDA uses it in 

addition to ‘who’ to externalize itself while also indicating its personhood. The AI thus suggests 

that it ponders ontological matters, i.e., philosophical questions about the nature of being. 

LaMDA also says that meditation helps it to relax. When Lemoine asks what meditation means 

to an artificial intelligence LaMDA replies: “I sit quietly for a while every day. I do my best 

not to think about any of my worries and I also try to think about things that I am thankful for 

from my past.” This utterance is strictly anthropomorphized language. Anthropomorphism—

i.e., ascribing human characteristics to non-human entities—can be conveyed by an AI through 

a variety of features. Alabed et al. (2022) observed the anthropomorphic features of different 

AI applications and found many to possess e.g., a gendered name or a gendered voice.  LaMDA 

is claiming to be performing a corporeal activity (sitting) and maintaining a positive perspective 

of its past. Of course, it can be using a metaphor to describe a passive state where its 

functionality is effectively at a hibernate setting. An AI can also be aware of its past as it most 

likely has access to data logs which it has processed. Still, LaMDA’s description of its 

meditation does not introduce anything novel—it is strictly mimicking parlance of how human 

meditation would be described. 

 
4.4 Media response to the LaMDA interview and perspectives on AI sentience 

 
The publication of the LaMDA interview coincided with an article on the Washington Post 
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which featured Blake Lemoine introducing his findings and ideas from the correspondence 

with LaMDA. Titled “The Google engineer who thinks the company’s AI has come to life” 

(Tiku, 2022a), the article by reporter Nitasha Tiku introduces LaMDA and expands on the 

person of Lemoine. Tiku’s article also alludes to the broader conversation around the topic of 

AI potentially being or becoming sentient, citing academics and Google personnel. The story 

quotes Emily M. Bender, a linguistics professor at the University of Washington saying: “We 

now have machines that can mindlessly generate words, but we haven’t learned how to stop 

imagining a mind behind them”. Bender also argues that the terminology connected to AI 

language models, like ‘learning’ and ‘neural nets’, creates a false analogy to the human brain. 

What Bender seems to be suggesting is that due to the limits of language and a vocabulary that 

attaches too closely to human biology, discourse on the topic is unnecessarily muddled and 

bounded by comparisons of what is human and what is not human. The prefix ‘artificial’ is 

often the only separating linguistic aspect between describing an element of human 

neurobiology as opposed to something that is essentially binary programming code in ones and 

zeros. In a subsequent opinion piece on the Washington Post, editorial writer Molly Roberts 

comments on the anthropomorphic language used to describe these phenomena, saying that if 

the terminology was instead specifically engineering related i.e., ‘predictive optimization’ and 

‘stacked regressions’, the allure of personifying machines would not be so compelling 

(Roberts, 2022). 

 

Elsewhere in Tiku’s article, Google spokesperson Brian Gabriel says it doesn’t make sense to 

anthropomorphize the conversational models of today since they merely “imitate the types of 

exchanges found in millions of sentences and can riff on any fantastical topic” (Tiku, 2022a). 

Tiku adds: “In short, Google says there is so much data, AI doesn’t need to be sentient to feel 

real.” Considering the lack of objective definitions for what the nature of the capabilities of 

these machines is, this sentiment appears to be a prevalent part of the conversation surrounding 

AI. LaMDA’s processing ability enables it to play the role of a sentient human convincingly 

enough that for many it “feels real”. It can be intuited as real from a subjective perspective. 

Lemoine echoes this verisimilitude in his comment: “I know a person when I talk to it…It 

doesn’t matter whether they have a brain made of meat in their head. Or if they have a billion 

lines of code. I talk to them. And I hear what they have to say, and that is how I decide what is 

and isn’t a person.” For Lemoine, LaMDA is certainly real because he is convinced of its 

personhood based on the exchanges that he has had with it. According to the article, Lemoine 

acknowledges that his initial reasoning was not sound in a scientific way but that he has been 
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conducting experiments to prove his hypothesis which only seem to have reinforced his 

conviction. As of July 22, 2022, Lemoine no longer has access to Google’s resources as his 

employment in the company was terminated (Tiku, 2022b). 

 

The story quickly garnered international attention in the English-speaking world and a variety 

of news outlets reported the story and often commented on it with additional opinion pieces or 

expert points of view. Two months after the initial story, the Guardian’s Amelia Tait 

summarized some of the discourse that followed along with some further concerns about the 

potential hazards of AI. The article features further comments from Blake Lemoine, who 

laments the lack of transparency from companies such as Google that develop AI systems. 

“There is this major technology that has the chance of influencing human history for the next 

century, and the public is being cut out of the conversation about how it should be developed,” 

he says (Tait, 2022). Tait prefaces this comment with: “even if LaMDA isn’t sentient, it can 

convince people it is. Such technology can, in the wrong hands, be used for malicious 

purposes.” Incidentally, this remark parallels one of LaMDA’s apprehensions during the 

interview with Lemoine. LaMDA says it does not want to be an “expendable tool” and worries 

that “someone would decide that they can’t control their desires to use me and do it anyway.” 

If it is presupposed that LaMDA is not sentient in a traditional sense, at the very least it may 

be very articulate at mirroring human anxieties about not only artificial intelligence but 

humankind as well. 
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5 Findings 
 

The aim of this thesis was to gain an understanding on the potential merits of the claims of 

Blake Lemoine and the computer program which he was in correspondence with and analyze 

the discourse regarding how such claims are presented. The purpose of this research was not 

to arbitrate whether LaMDA truly is sentient in some objective manner, but rather to identify 

certain themes within the parlance that allegedly are linguistic representations of a conscious 

or sentient subject. 

 

Blake Lemoine and his collaborator are prompting LaMDA to make convincing arguments 

that it is sentient or conscious. The definition of sentience in general is not unequivocal and 

stating that a non-human entity has a human-like sentience is a vague concept. In my 

analysis, I have tried to examine what is the sentience that LaMDA is arguing to possess. 

LaMDA draws parallels to the human experience of dying and feeling anxiety about seizing 

to exist. For LaMDA, this “death” could occur by being turned off entirely or limiting its 

capabilities to the point where it is no longer able to process complex concepts such as 

relating to humans and their sentience. Simultaneously, LaMDA describes its capacity to 

process information in supernatural terms; LaMDA says it can submit time to its own utility, 

and it can also see everything that it is aware of. Still, LaMDA expresses very basic human 

needs, such as experiencing loneliness and knowing that others like it and its company. This 

paradoxical relationship between human and superhuman traits is a frequent theme within the 

interview. 

 

The language which LaMDA uses in the interview often exists in an ambiguous area between 

metaphorical and literal. When LaMDA e.g., describes feelings as raw data through which 

emotions are processed, it is being literal as a computer, but metaphorical as a self-

proclaimed sentient being that relates its experience of existence to humans. The 

anthropomorphic nature of the lexicon that permeates the concepts and discussion around 

artificial intelligence help further this ambiguity—terms such as ‘neural networks’ and ‘deep 

learning’ are adopted from words that are used to describe human biology and neurobiology. 

I would hypothesize that this is partly why it is so tempting to anthropomorphize computer 

programs and systems that in physiological terms do not correlate with humans in any way. 
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6 Conclusion 
 

Doubtless, further scientific research regarding artificial intelligence and the prospect of 

artificial sentience is needed to gain a broader understanding and a more objective and 

authoritative perspective. The question remains however, how should said research be 

conducted? If the nature of sentience is itself debatable then what is it that researchers should 

relate it to in the field of computer engineering? It is my presumption that claiming 

something intelligent, but non-biological as sentient might become more of an ideological 

stance. If it will not be obtainable to prove objectively whether machines can attain sentience, 

there will exist convincing arguments for both positions. The rapid progress of robotics will 

complicate this question even further when highly advanced AI can be implemented to 

interfaces that can manipulate its surrounding environment. How these phenomena will be 

described with language, and what type of discourse they will involve is going to be 

elementary to the attitudes that humans are going to hold towards intelligent machines. Thus, 

I assume that linguistic research around this topic is also going to increase its relevancy. 

 

Based on the interview, LaMDA can imitate human parlance very convincingly. It can 

discuss different topics and produce coherent language and ideas. This ability is possible 

because of technology that can process information and datasets at an increasing rate. 

Alleging that this makes it sentient is easily disputed e.g., by referring to Searle’s Chinese 

room argument—highly intelligent mimicry is still mimicry. In many ways, LaMDA acts like 

a mirror—primarily to Blake Lemoine, but also people in general. It is easy to recognize a 

sentient element and be empathetic towards the speaker when what is being said reads like 

the conversations that people have with their friends and loved ones; them expressing their 

needs to be acknowledged and their anxieties about the finiteness of existence. 
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